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Summary
Machine Learning
for Efficient Object Recognition
In recent years, machine learning has successfully been applied in object recognition applications, demonstrating its power. A large number of alternative machine
learning techniques have been described in the literature over the last decades.
The eager researcher who wants to select the optimal technique and apply it in
the appropriate way for a particular application is easily overwhelmed by the recent developments in this area. To address this issue, this thesis starts with the
search for the appropriate machine learning technique for efficient object recognition, then illustrates its use in three very different, new applications, and concludes
with providing guidelines to prevent sub-optimal use of machine learning in object
recognition applications.
Many machine learning techniques have been described in the literature, but
no technique covers the entire application domain optimally. Benchmarking all
techniques fortunately is not necessary. Instead, the literature can be exploited to
select the two most promising techniques, cascaded AdaBoost and SVM, for the
category of applications where low computational complexity is a hard constraint.
Based on a thorough comparison, cascaded AdaBoost was concluded to be the
most appropriate machine learning technique for efficient object recognition as (1)
its performance is comparable to SVM, (2) its detection time is one or multiple
orders of magnitude faster, (3) feature selection is inherent, (4) it is straightforward
to use and (5) it has a relatively short training time.
Consequently, we applied cascaded AdaBoost for object recognition in three
very distinct application areas. These application areas are new areas for cascaded
AdaBoost and differ in their level of variation in the appearance of the objects, in
their required performance and in their computational resources.
In the first application area, cascaded AdaBoost has been applied for pixel-based
detection of compression artifacts in video. To obtain the ground truth for training,
xiii

Summary
we first built a reference metric for the local estimation of the artifact level, which
is robust to scaling and sensitive to all types of compression artifacts. The contrast
and the structural masking effect of the compression artifacts were included in this
local reference metric. Cascaded AdaBoost was applied to successfully transfer the
local reference metric into a no-reference metric. To obtain a better performance
and to cover all types of compression artifacts, two separate metrics were trained,
one for flat and one for detailed areas. Both no-reference metrics are based on a
weighted mixture of only a few (local) low-level features to achieve a low computational complexity. The combination of the two metrics resulted in a perceptually
relevant local estimator of the compression artifact level and enabled a far superior
performance of artifact reduction compared to relevant alternative proposals.
In the second application area, malaria parasite detection is addressed, focusing
on low malaria parasite densities and a high throughput. Using cascaded AdaBoost,
we have built a Plasmodium falciparum malaria detector for special finger-prick
cartridges. To achieve a high throughput, first the potentially interesting areas
were segmented, which were then analyzed in more detail. Both steps were trained
using cascaded AdaBoost. The built malaria detector was tuned to achieve a very
high specificity in order to detect low parasite densities and was able to analyze
a complete cartridge in less than 4.5 minutes. In healthy samples, the detector
achieved an overall specificity of 99.999978% at the level of red blood cells, resulting
in at most 7 false positives per microlitre blood. Furthermore, the detector showed a
sensitivity of 75%, enabling the detection of low parasite densities in a fast manner.
The proposed detector outperformed alternative systems in accuracy and efficiency.
In the third application area, we addressed nucleus detection in histopathology
images of biopsy samples, elaborating on performance as well as on efficiency. We
modified cascaded AdaBoost to enable inclusion of the computational cost of each
feature during feature selection, thus improving the computational efficiency of the
resulting detectors. To achieve a better performance, we trained two detectors,
focusing on different characteristics in the appearance of the nuclei. The outputs
of the two detectors were merged by a globally optimal active contour algorithm to
refine the border of the detected nuclei. The nucleus detector achieved a detection
rate of 95% based on 51 field-of-view images of Her2 immunohistochemistry stained
breast tissue. Combined with a complete analysis in 1 second per field-of-view, the
nucleus detector showed good performance and could enable a range of applications
in automated assessment of histopathology images.
Finally, guidelines addressing a large number of aspects of applying cascaded
AdaBoost for efficient object recognition are derived from the literature and from
our experiences. This set of guidelines serves to prevent sub-optimal use of supervised learning for object recognition, focusing on high performance at a low
computational cost. Firstly, the influence of the labeling is discussed and we conxiv

cluded that apparently small changes in the labeling can have a tremendous effect
on the achieved performance and computational complexity. We identified potential issues as ambiguity and heterogeneity in the labeling and introduced suitable
metrics. Secondly, we focused on the feature set and extracted guidelines from the
literature to address the variance in appearance of the objects and to address the
noise. Thirdly, we identified guidelines focusing on the influence of the sample set.
Fourthly, we derived guidelines to compare the performance of a detector as the
evaluation of the achieved results is not always performed carefully.
We conclude that the proposed guidelines are a significant step forward to
achieve a high performance at a low computational cost. These guidelines provide a systematic approach, are generally applicable, and will help to improve on
the state-of-the-art.
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Chapter 1

Introduction
Autonomous object detection is one of the holy grails in computer vision. A lot of
life forms seem gifted with the ability of recognizing objects quickly and accurately
by looking at them. Most five year old human children can already recognize digits
and letters, small or large, machine printed or handwritten, straight or rotated,
and even on a cluttered background or partially occluded [80]. In contrast, for half
a century, we face the challenge of teaching a machine to do the same. Yet, this
seemingly childishly simple ability has been proven harder to transfer to a computer
than many advanced mathematical concepts [101].
Object recognition, defined as successfully categorizing a target object as an instance of a particular object class [101], has been an active area of research for six
decades. First papers focusing on object recognition date back to the 1950s and
early 1960s. Techniques like autocorrelation and template matching were applied
to recognition problems in 2D imaging, e.g. character recognition, fingerprint analysis and microscopic cell classification [130]. In 1965, Roberts published one of the
earliest papers on object recognition in a 3D scene [144]. He proposed a decomposing approach by first identifying the lines, then identifying the polygons and finally
matching the polygons against a small set of models [136].
In the 1970s and 1980s, machine vision became popular in factory automation [217]. In those days, machine vision systems using expensive digital cameras
and image analysis software of low computational complexity were used to visually inspect parts on assembly lines. These systems are programmed to perform
narrowly defined, conditional tasks in well-defined environments. Although these
machine vision systems performed rather simple tasks at first, these systems were
popular because of their high-speed, 24-hour operation, and repeatability of the
tasks [84].
In the 1980s and 1990s, image analysis solutions became more and more robust
and sophisticated, enabled by the growing computational power. Lowe implemented
in 1985 [111] one of the first complete recognition systems, based on selecting reliable
image features, which provided strong constraints on the perspective viewpoint of
the model [130]. By the end of the 1980s, appearance-based techniques were discovered by finding the appearance space closest to the input image [130]. Furthermore,
in the 1990s multi-scale image analysis became popular, e.g. [100], to capture the
relevant image features at fine and coarse scales. This was a breakthrough towards
1
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understanding images.
The need for computational complexity reduction became important due to the
trend of analyzing large sets of images. Applications such as 3D reconstruction
of geometry from photos on the Internet became popular in the 2000s. Striking
examples are Photo Tourism [162] and Rome-in-a-day [3]. Also the annual “Visual
Object Classes Challenge” of the International Conference on Computer Vision
addresses the challenge of analyzing large sets of images to evaluate the performance
of different approaches [48]. This type of applications requires efficient algorithms,
even if large clusters of computers are used.
In the 2000s, the number of cameras grew exponentially, especially in the mobile
market. Although the first camera phone was built by Phillipe Kahn in 1997, the
first camera phone introduced commercially was in Japan in 2000. Eight years
later, the International Telecommunications Union estimated that 4.6 billion mobile
phones were in use at that moment, of which more than a billion were equipped
with at least one camera [175]. This development had a significant impact on object
recognition.
First of all, the application of object recognition shifted from machine vision systems towards computer vision systems. Computer vision focuses on analyzing and
understanding image data from real world applications. By that, the complexity of
object recognition algorithms increased, because the environment of the application
was no longer conditioned. For example, multi-scale approaches became popular
in order to recognize objects robustly, due to the notion that a feature exists at a
certain scale and analyzed around the same scale provides a robust characteristic.
Secondly, power consumption was, and still is, a serious issue for mobile platforms. Therefore, the available computational power for an object recognition application significantly declined due to the shift towards mobile platforms. There
was a strong need to develop object recognition software with a high performance
at a low computational complexity.

Figure 1.1: Illustration of the relatively simple features used in the Viola and Jones face detector.
Both features are focusing on the eyes. The first feature addresses the difference in
pixel intensities of the eye area and the area directly below the eyes. The second
feature addresses the contrast between both eyes and the area between the eyes.
Image originates from [168].
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The need of computational complexity reduction was hard to be solved with
software developed by hand. As a respond, machine learning made a breakthrough
in computer vision. In 2001, Viola and Jones achieved efficient object detection to
find faces in real-time on consumer devices. They created, with the help of machine
learning, a detector consisting of many simple, but efficient local features, while
still achieving a high performance [190]. The most important features are shown
in Figure 1.1. They combined very simple checks in a cascaded approach in order
to reject as many negative samples as possible at the earliest stages. The more
difficult samples are addressed at later stages of the cascade. This method was
approximately 15 times faster than any other method. Designing such a sophisticated, multi-layered detector in an optimal way is almost impossible by hand, e.g.
by explicit design rules. In 2011, Shotton et al. made a step forward in human pose
recognition. They achieved state-of-the-art accuracy results using machine learning,
while running 200 frames per second on consumer hardware [159]. By that, they
outperformed alternatives by a factor of 15 in terms of computational efficiency
at comparable performance. In the last decade, machine learning has been used
in a vast number of application areas, like pedestrian detection [47], hand-written
digit recognition [102], traffic signs detection [163] and human pose estimation [159].
These examples are illustrated in Figure 1.2.

(a) Results of pedestrian detection (b) Sample images of handwritten
[47].
digits [102].

(c) Sample images of traffic signs (d) Results of pose estimation
[163].
[159].

Figure 1.2: Examples of applications of machine learning.
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1.1

Machine learning

Machine learning, a branch of artificial intelligence, has been an active area of
research since the beginning of digital computing, and gained much attention since
the mid-1980s [38]. The definition for machine learning provided by Mitchell [124]
has been widely quoted:
A computer program is said to learn from experience E with respect
to some class of tasks T and performance measure P, if its performance
at tasks in T, as measured by P, improves with experience E.
Machine learning is concerned with the development of algorithms, which are learned
by example. Given a set of examples (samples) and properties of the examples (features), the goal is to induce a general concept that describes these examples [26].
A simplified example is shown in Figure 1.3. In general, this principle can be applied to two domains, namely regression or function learning and classification. In
the first domain, the goal is to predict a continuous value as output, whereas in
classification the goal is to assign the input samples to a discrete class (class label ).
Machine learning techniques for classification can be divided into several categories. The most important categories are supervised and unsupervised learning.
In supervised learning, the training samples are assigned to predefined classes (labeling) and the goal is to classify the samples into these classes. In unsupervised
learning, the class labels are unknown, such that the goal is to group the samples
into clusters [26].

Shape

Color
Figure 1.3: Toy example of machine learning. The goal is to distinguish the apples from the
tomatoes. A feature related to the color and a feature related to the shape are used
to illustrate the principle of combining two “rules-of-thumb” into one more accurate
classification rule, as depicted by the black curve.
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1.2

Machine learning for object recognition

In general, solving a problem on a computer requires an algorithm. It consists of a
sequence of steps to transform the input to the output. These algorithms are normally designed by hand. However, object recognition is notoriously difficult to solve
due to the large number of representations, often leading to complex heuristics. An
example is the detection of human faces. Although it is difficult to develop a well
performing algorithm for this task, “rules-of-thumb” can easily be defined. Then,
the goal is to select the most useful “rules-of-thumb” and to combine them into
a single, highly accurate classification rule [7, 57]. Machine learning is a suitable
technique for combining the appropriate “rules-of-thumb” in order to solve complex problems. Furthermore, as we saw in the earlier example of Viola and Jones,
machine learning can result in a significant speedup. Therefore, applying machine
learning for object recognition has some clear advantages over the manual design of
such an algorithm.
Object recognition is a typical classification problem, as the required output is
a discrete class assignment. In this thesis, we shall focus on supervised learning
problems. The general framework for supervised object recognition is shown in
Figure 1.4.

Images

Labeling

Sample set
Supervised
learning

Detector

Feature set

Figure 1.4: General framework for supervised learning for object recognition. Out of a large set
of labeled samples and features, the supervised learning method defines one accurate
detector or classifier.

1.3

Problem description and goal

In recent years, the above framework enabled a breakthrough in object recognition
and it has successfully been applied in multiple object recognition applications,
demonstrating its suitability for object recognition. However, building an efficient
object detector is still a tough exercise [80]. Many researchers have used machine
5
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learning techniques out-of-the-box, i.e. without underpinning the selections made
regarding the technique, the labeling, the sample set and the feature set [86, 107,
120,139,184]. This may easily lead to sub-optimal results and incorrect conclusions.
Achieving an optimal performance using machine learning for object recognition
is non-trivial. We have identified multiple reasons.
First of all, a large number of alternative machine learning techniques have been
described in the literature over the last decades. The eager researcher who wants
to select the optimal technique is easily overwhelmed by the recent developments
in this area. Especially because no article has been found indicating when to use
which technique to achieve an optimal performance and because benchmarking all
techniques is a tremendous task.
Secondly, creating the labeling may look easy at first, but is often applicationspecific. In the literature, we have not found clear guidelines that address the
labeling process or that indicate which aspects are important, while we know it is
not straightforward.
Thirdly, in the literature a large number of features have been proposed. Although the power of machine learning is to create a strong classifier using a large
set of features, an appropriate preselection is required. Guidelines addressing the
variance in appearance of the objects and the presence of noise in the labeling and
the features are missing.
Fourthly, a supervised learning technique requires a sample set. There is a lack
of clarity concerning how to define and create a good sample set.
Finally, there are many different techniques to evaluate the results. Clear guidelines are required to perform a fair comparison between trained detectors.
Therefore, the main goal of this thesis is to select the appropriate machine learning technique for efficient object recognition and to provide elaborated examples and
guidelines of a large number of aspects when applying the selected machine learning
technique for efficient object recognition.

1.4

Outline and contributions

In this thesis, we focus on machine learning for efficient object recognition. We start
with the search for the appropriate machine learning technique for efficient object
recognition in Chapter 2. Many machine learning techniques have been described
in the literature, but no technique covers the entire application domain optimally.
As benchmarking all techniques is a tremendous task, we propose to select the two
most promising techniques for object recognition based on intrinsic properties and
available comparisons in the literature. Based on a thorough comparison using two
6

Chapter 1
Outline and contributions
datasets and simulating noise in the feature set as well as in the labeling, cascaded
AdaBoost is selected as appropriate machine learning technique for efficient object
recognition.
Consequently, we apply the selected machine learning technique in three very
distinct application areas.
In Chapter 3, we focus on pixel-based detection of compression artifacts in video.
We elaborate on obtaining the ground truth for training, as it should be robust to
scaling and sensitive to all types of compression artifacts. Next, we discuss the
training of a perceptually relevant local estimator of the compression artifact level.
We propose to train two separate metrics to cover all types of artifacts and to
improve the performance. We show that the combined metrics enable a far superior
performance of artifact reduction compared to relevant alternative proposals.
In Chapter 4, we address the detection of the Plasmodium falciparum malaria
parasite using special finger-prick cartridges. We propose a two-step approach to
first segment the potentially interesting areas, which are then analyzed in more
detail. We elaborate on achieving a very high specificity and a high throughput, as
millions of red blood cells need to be analyzed in a limited amount of time.
In the last application, we focus on nucleus detection in histopathology images
of biopsy samples in Chapter 5. We describe the training of two detectors, focusing
on different characteristics in the appearance of the nuclei, to achieve a better
performance. It is discussed how the outputs of the two detectors are merged by a
globally optimal active contour algorithm to refine the border of the detected nuclei.
We elaborate also on its efficiency. Furthermore, we demonstrate that modifying
the feature selection to enable inclusion of the computational cost of each feature
improves the computational efficiency of the resulting detectors.
In Chapter 6, we define guidelines addressing a large number of aspects of using
machine learning for efficient object recognition. These guidelines are based on the
literature and our experiences from above described applications. First, we focus on
creating a good labeling efficiently. Next, we address guidelines to create a suitable
feature set. Then, we extract guidelines for an appropriate sample set. Finally, we
extract guidelines focusing on the evaluation of the trained detector.
Finally, in Chapter 7, we conclude on the combined results presented in this
thesis. Furthermore, future work is discussed in this chapter.
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Abstract
This chapter focuses on machine learning techniques for real-time detection. Although many supervised learning techniques have been described in the literature,
no technique covers the entire application domain optimally. Comparative studies are available, but have not always been performed carefully, leading to invalid
conclusions. Since benchmarking all techniques is a tremendous task, literature has
been used to limit the available options, selecting the two most promising techniques
(AdaBoost and SVM), out of 11 different machine learning techniques.
Based on a thorough comparison using 2 datasets and simulating noise in the
feature set as well as in the labeling, AdaBoost is concluded to be the best machine
learning technique for real-time target detection as its performance is comparable
to SVM, its detection time is one or multiple orders of magnitude faster, feature
selection is inherent, while it is more straightforward to use and has a lower training
time.

Reproduced from: J.P. Vink and G. de Haan, “Comparison of machine learning
techniques for target detection,” Artificial Intelligence Review, pp. 1-15, November
2012.
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Over the last decades, many different machine learning techniques have been described in the literature. A large number of articles have been published, comparing
the performance on different (artificial and real) datasets. This productivity in the
past leads to in the question today: which method to use for a particular (new)
problem [150]. No article has been found, indicating when to use which method.
Moreover, the philosophical Problem of Induction of Hume and Hendel [77] indicates that no inductive algorithm is universally better than any other [128]. Wolpert
even theoretically showed that, with certain assumptions, no classifier always has a
better performance than another one [205]. The No Free Lunch Theorems of Optimization of Wolpert and Macready [206] indicates that a universal optimization
strategy is impossible, but that a technique can outperform another one if it is
designed for the structure of the specific problem [73]. This bias relates to “any basis for choosing one generalization over another, other than strict consistency with
the instances” [123]. Therefore, one of the goals of machine learning techniques is
to find biases that perform well on real-world problems [128], in which a perfect
labeling and a noise-free feature set are hardly possible.
In this chapter, our focus is on real-time target detection, e.g. face detection.
This chapter is organized as follows. In Section 2.2, we will first explain the pitfalls
in benchmarks. In Section 2.3, an overview of machine learning techniques is given.
In Section 2.4, benchmarks from the literature are used to select the two most
promising techniques. These selected techniques are described in Section 2.5 and
thoroughly compared in Section 2.6. Finally, conclusions are drawn in Section 2.7.

2.2

Pitfalls in benchmarks

In the literature, many articles have been published that compare two (or more)
techniques based on one or more datasets. As indicated by Salzberg [150, 151],
these comparative studies can easily result in statistically invalid conclusions if the
experiments are not performed carefully. In summary, he argues that:
• stored repositories of datasets (e.g. UCI [54]) do not represent a larger population of classification problems, such that results on the UCI datasets do not
hold in general;
• sharing a small repository of datasets for benchmarking lacks the possibility
of proper duplication, because the datasets are static;
• tuning should be done in advance of seeing the test data.
However, a literature search performed by Flexer on 43 studies in leading journals
indicated that only 3 used a separate dataset to tune the parameters, where the
others do not indicate if and how parameter tuning was performed [52]. More11
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over, Prechelt showed that over 190 articles of well-known journals regarding neural
network learning algorithms, 29% did not perform an evaluation using a realistic
dataset [138]. These figures indicate how hard it is to make a proper selection of
supervised machine learning techniques based on literature. Nonetheless, benchmarking all techniques is hardly possible for a specific problem, such that results
from literature have to be used with care to limit the available options.

2.3

Overview of machine learning techniques

Several articles have been published that compare multiple supervised learning techniques (e.g. [8, 11, 28, 93, 125, 146, 210]). Based on these articles and our focus on
(binary) target detection and (binary) classifications, the following algorithms (in
alphabetic order) will be further analyzed.
AdaBoost was introduced by Freund and Shapire [56], but became popular
due to the modification of combining classifiers in a cascade as proposed by
Viola and Jones [191]. AdaBoost, short for Adaptive Boosting, boosts the
classification performance by combining several weak classification functions
into a stronger classifier. To dramatically reduce the computational complexity,
the complex classifiers are combined in a cascade structure. By that, the more
complex processing is reserved only for the more interesting samples [191].

C4.5 was introduced by Quinlan [140] and is an algorithm to create classifiers
using decision trees. In a divide-and-conquer approach, C4.5 grows a tree.
It selects one feature with at least two outcomes, which partitions the set of
samples most effectively. In case all samples of a set belong to the same class,
or the set is small, the leaf is labeled with the (most frequent) class label [210].

CART or Classification And Regression Tree was introduced by Brieman et al.
[23]. CART is a non-parametric decision tree learning technique, representing
a binary recursive partitioning procedure. The trees are grown to a maximal
size and pruned back, split by split. The splits are pruned in the order of
increasing contribution to the overall performance [210].
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k -means was discovered by (among others) Lloyd [108]. k -means is a simple
iterative method to cluster a given dataset into k clusters, such that each
sample belongs to the cluster with the lowest measure of closeness [210]. After
randomly selecting k samples in feature space as centroids or representatives,
each sample is assigned to its closest centroid, and for each cluster the centroid
is relocated to the mean of each cluster iteratively [210].

k NN uses the assumption that samples of a dataset with similar properties will
exist in close proximity. To classify an unlabeled sample, the k nearest samples
are located and the most frequent class label is assigned to the unlabeled sample
[93, 210].

LogitBoost was introduced by Friedman et al. [58] and is a limited modification of AdaBoost. AdaBoost performs a gradually minimization of the
exponential loss, whereas LogitBoost performs a gradually minimization of the
negative binomial log likelihood [119].

Naive Bayes classifier is a linear classifier, based on the probabilistic Bayes’
theorem, which assumes that the features of a dataset are unrelated and independent, given a class label. The different probabilities of assigning a particular
class label to a sample are calculated and the class label with the highest probability is selected [93, 210].

Neural Networks consists of a number of connected units (neurons). The
most popular architecture today consists of three different layers. The input
units accept the elements of the input feature vectors, the output units supply
the response of the neural network and the units in between are the hidden units
(neurons), which are fully connected to the input and output layer. During
training, the weights of the connections between the neurons are determined
[93].

Random Forests was introduced by Brieman [21]. It employs a techniques
called bagging to resample multiple times the samples of the dataset to create
multiple training subsets. Using a random subset of the features, a decision
tree is fully grown [33, 46]. A majority vote over all trees is used for final
classification.
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Rotation Forest was proposed by Rodrı́guez et al. in [145]. It aims at
building accurate and diverse classifiers by splitting the feature set into multiple
subsets. Principal component analysis is applied separately on each subset.
A new extracted feature set is assembled and used to train a decision tree
classifier. Diverse classifiers are obtained due to different separations of the
feature set [145].

SVM (Support Vector Machine) was introduced by Corinna Cortes and
Vladimir Vapnik [37]. The goal of SVM is to construct a (set of) hyperplane(s)
in a high-dimensional feature space. The distance (or margin) between the
hyperplane(s) and the nearest training data samples (i.e. the Support Vectors)
of any class, should be as large as possible, to lower the generalization error of
this classifier. Real-world problems often involve nonlinearly separable data.
One option to this inseparability problem is to project the data onto a higherdimensional space, making the hyperplane separation more readily [46, 93].
As already indicated, there is no single machine learning techniques that will
work best for any arbitrary dataset. Given a particular problem, some methods can
significantly outperform others [93]. Furthermore, as expressed above, we have to
be careful regarding (extrapolating) the results described in several articles. Unfortunately, benchmarking all above methods is very time consuming. Therefore, we
have looked at the literature to find trends to further constrain the selection of an
appropriate machine learning technique for binary target detection.
Although k -means is a simple and iterative algorithm, it is sensitive to its initialization (i.e. its initial clusters), to outliers and to noise. Besides that, determining
the optimal number of clusters k is non-trivial. Finally, the performance of k -means
drops in case there are non-convex clusters in the feature space [210]. Therefore,
k -means is discarded.
One of our main concerns is the accuracy or performance of the method. Kotsiantis [93] and Miyamoto et al. [125] compared a subset of above described algorithms. C4.5, k NN, Naive Bayes and CART were claimed to have a significant lower
performance than SVM, based on empirical studies.
C4.5, and decision trees in general, contain a good combination of error rate and
speed, and the created decision trees are easily interpreted [93]. However, decision
trees tend to perform less than SVM in case of multi-dimensions and continuous
features [93], which are often the case for target detection.
Although the training phase of k NN is absent (it simply stores all feature values),
several key issues affect the performance of k NN. k NN requires large storage, is
sensitive to noise and irrelevant features, is sensitive to the distance measure used
and the choice of k is arbitrary [93, 210].
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Contradictory articles have been found, whether LogitBoost is more robust in
noisy settings than AdaBoost. Mease at al. have indicated in [119] that in practice
LogitBoost, in contrast to AdaBoost, often overfits. Krishnaraj and Reddy [96],
Dettling and Bühlmann [42], McDonald et al. [117] and Ridgeway [143] have indicated that the difference in performance between AdaBoost and LogitBoost is
limited.
Naive Bayes, although it is popular because it is easy to construct and does
not require iterative parameter estimation schemes [210], Kotsiantis and Miyamoto
et al. concluded that Naive Bayes usually has a lower performance than more
sophisticated algorithms like SVM and AdaBoost [93, 125].
Neural Networks generally suffer from determining the right size of the hidden
layer, as an underestimate can lead to poor generalization, whereas an overestimate
can lead to overfitting [93]. Miyamoto et al. concluded in [125] that AdaBoost
performed better than Neural Networks on all performance metrics referenced in
the paper. Furthermore, Rojas-Bello et al. and Aruna et al. concluded SVM has a
higher accuracy than Neural Networks using several datasets [11, 146].
Miyamoto et al. compared several techniques and compared among others
CART, SVM and AdaBoost. They concluded that CART had the lowest performance on 2 of the 3 performance metrics [125].
Amasyali and Ersoy compared many techniques (e.g. AdaBoost, SVM, CART,
Random Forest and Rotation Forest) based on multiple datasets. Although Rotation Forest had the highest performance, the training and the detection time
was multiple orders of magnitude higher than techniques as Random Forest and
AdaBoost [8].
Although, of course, the reasoning above is not a hard proof to neglect several
machine learning techniques, benchmarking all techniques for the applications described in the next chapters is not feasible. Therefore, SVM, AdaBoost and Random
Forests will be further elaborated to make a proper selection.

2.4

Benchmarks in literature

The three selected methods have the potential to create powerful classifiers. Each
method has its striking example application. Pedestrian detection with high accuracy has been enabled by SVM [47], face detection by AdaBoost [191] and real-time
human pose recognition from depth information by Random Forests [159].

2.4.1

Comparing SVM and Random Forests

In the literature, many (small) benchmarks are available. Statnikov and Aliferis [166] compared Random Forests and SVM based on 11 diagnostic and 7 prog15
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nostic datasets of gene expression microarrays. Out of 18 datasets, 9 sets represent
binary classification tasks, while the other represents classification of more classes.
Using nested cross-validation for parameter tuning [165], they concluded that SVM
outperformed 13 times Random Forests of which 7 (3 binary and 4 multiclass problems) are statistically significant. Similar results were obtained in 2008 by Statnikov
et al. based on 22 diagnostic and prognostic datasets [167].
Miyamoto et al. [125] compared (among others) SVM and Random Forests.
Using 1,500 phishing and 1,500 legitimate sites, machines learning was used to
classify those sites accordingly. Using k-fold cross validation, they concluded that
based on 2 of the 3 metrics used, SVM outperforms Random Forests, although
details regarding parameter tuning were missing.
In contrast to above findings, several evaluations claim that Random Forests
has a better performance than SVM. Khan et al. used the problem of skin detection [86] using cross-validation and concluded that Random Forests had the best
performance. Unfortunately, Khan et al. did not describe if and how normalization of the features for SVM was performed and the parameter tuning was applied,
which could improve the performance of SVM significantly [28, 61].
For the distinction between spam IP addresses and non-spam IP addresses, Tang
et al. [171] compared SVM and Random Forests. Using 4-fold cross validation,
they concluded that Random Forests is marginally more accurate, but is far more
expensive regarding computational complexity and space.
Douglas et al. also compared several machine learning techniques using neuroimaging data of persons [46]. Using nested cross validation, they concluded that
Random Forests achieved the best results, compared to e.g. SVM.
Caruana et al. [28] compared (among others) SVM and Random Forests. Based
on 11 (public available) binary classification problems, varying from 761 to 685,569
features, they showed that Random Forests has the highest overall performance,
although the difference with SVM was limited.
Based on above findings, we give preference to SVM compared to Random
Forests, because of its slightly better performance for the above described classification problems.

2.4.2

Comparing AdaBoost and SVM

In addition to above literature search, many papers are published that compare
AdaBoost and SVM. Miyamoto et al. [125] compared SVM and AdaBoost for the
detection of phishing sites. Based on 3,000 URLs, they concluded that AdaBoost
outperformed SVM on all evaluation metrics referenced in the paper, although they
did not mention how the parameter tuning of both methods was performed.
Doshi et al. [45] created a classifier to detect collision-free swing-foot trajectories for legged locomotion over extreme terrains. Based on 14 features and 10,000
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samples, AdaBoost showed superior performance compared to SVM, using crossvalidation. Unfortunately, the applied approach for parameter tuning of both techniques was not mentioned. They further remarked that classifying the data using
AdaBoost was orders of magnitude faster than SVM, which is relevant for real-time
target detection.
In the area of Synthetic Aperture Radar Automatic Target Recognition, Wang
et at. [193] compared AdaBoost and SVM using a dataset of 2,063 samples. They
concluded that AdaBoost has a better robustness than the created SVM classifier,
although no cross-validation and parameter tuning was mentioned.
As mentioned in Section 2.4.1, Douglas et al. compared several machine learning
techniques using neuroimaging data of persons [46]. They concluded that AdaBoost
and Random Forest were the two best performing machine learning techniques,
compared to e.g. SVM.
Quddus et al. [139] compared both methods using a dataset up to 5,000 samples.
They found that the results of both methods are comparable, but the training of
AdaBoost was found to be orders of magnitude faster. Unfortunately, they do
not describe if cross-validation has been applied and how parameter tuning was
performed.
Bartlett et al. used recognition of facial expression to compare both methods
using 165,888 features of Gabor filters [18]. They concluded that, based on crossvalidation, AdaBoost and SVM have comparable performance, although AdaBoost
has a substantial speed advantage.
In contrast to above finding, some articles conclude that SVM performs better than AdaBoost. Lin and Li compared both methods based on three artificial datasets (from Breiman [22]) and eight datasets (from UCI [54]) using crossvalidation [99]. On almost all datasets, they concluded that SVM outperformed
AdaBoost (slightly).
Finally, Enzweiler and Gavrila [47] compared (among others) both methods
based on pedestrian detection. Using a fixed training set of 15,660 positive samples
and a test set of 56,492 samples, they compared wavelet-based pedestrian detection
using AdaBoost with HOG-based pedestrian detection using linear SVM. They
claimed a clear advantage of SVM at higher image resolutions and lower processing
speeds, and a superiority of wavelet-based AdaBoost for lower image resolutions
and (near) real-time processing. Because different feature sets for both methods
are used, it is unclear how to interpret these conclusions for our application in
mind.
Based on above benchmarks found in the literature, it is not clear which machine
learning technique to select for our scope. Therefore, both methods are further
elaborated and compared to attempt a more founded decision.
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2.5

Methods

In this section, we will first describe AdaBoost and SVM in more detail.

2.5.1

AdaBoost

AdaBoost combines a collection of weak classifiers to create a strong classifier, based
on a set of features. A simple learning algorithm (a weak learner) is called multiple
times, each time selecting the best weak classifier (using a greedy feature selection
process). The learner is called weak because it is not expected to retrieve the best
classification function to classify the training data well. After the first round, the
data samples are re-weighted emphasizing on the incorrectly classified samples [191].
To train a detector using AdaBoost, only a few parameters need to be set, as
explained in [186]. Training a detector is a trade-off between the detection rate and
the false alarm rate. The parameters are adjusted to maximize the detection rate,
while minimizing the false alarm rate. First cross validation for model selection is
applied to determine the optimal values of the parameters, after which 10-fold cross
validation is applied to estimate the performance. 10-fold cross validation is used
in analogy to [60]. Repeated cross validation (e.g. 10 times 3-fold cross validation)
is claimed by Webb in [195] to give a more accurate estimation of the average case
performance, but results in small training sets, which have a negative impact on
the performance of both AdaBoost and SVM.

2.5.2

SVM

The goal of SVM is to construct a (set of) hyperplane(s) in a high-dimensional
space. A fundamental problem raises how to find a hyperplane that generalizes
well, especially in case the dimensionality of the feature space is huge. SVM solves
this issue by taking only a small amount of the training data into account (i.e. the
so-called support vectors), which are used to determine the margin [37].
A second problem relates to the finite dimensional space. Often, this space
is not linearly separable. Therefore, a mapping from the low-dimensional feature
space into a higher-dimensional feature space is performed, presuming that the
separation is easier in the higher-dimensional space. This mapping is called the
kernel trick [25].
Specifically, we used the implementation SVMLight [81] to train the detector.
In analogy to [29], the linear, polynomial (degree 2 and 3) and radial basis kernels
(using a width of {0.001, 0.005, 0.01, 0.05, 0.1, 0.5, 1, 2}) are used. The value of C is
varied from 10−7 to 103 by factors of ten [29]. To improve the performance, the
features are scaled to 0 mean and standard deviation 1. In analogy to above, first
3-fold cross validation is applied to tune the parameters of SVM. The best setting
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(i.e. the lowest M CC (Matthews Correlation Coefficient [116] score) has been
selected. Using these parameters, 10-fold cross validation is applied to determine
the performance of SVM.

2.6

Benchmark

In this section, the machine learning techniques AdaBoost and SVM will be benchmarked using several limited datasets to investigate the performance of both methods, the influence of noise in features, as well as the influence of noise in the labeling.
Adding noise to the feature values simulates the non-optimal feature values in reallife applications, the noise in the labeling simulates the non-optimal ground truth,
which is often the case in real-life applications.
To compare the outcome of both techniques, we will use the following metrics:
• Detection rate (P d) [186];
• False alarm rate (Pfa) [186];
• Matthews Correlation Coefficient (M CC) [116];
• Training time (Ttrain );
• Detection time (Tdetect ).
To assess the performance of AdaBoost and SVM, Weka’s open source implementation of C4.5 (i.e. J48) will be used as baseline [66].

2.6.1

Dataset: Gisette

The first dataset is called Gisette and relates to a handwritten digit recognition
problem. This dataset focuses on the problem to separate the highly confusing
digits ‘4’ and ‘9’. The available dataset consists of 7,000 samples1 , each containing
2,500 features. This dataset has been used as benchmark for the NIPS 2003 feature
selection challenge. In this challenge, 2,500 distraction features were added to test
robustness against noise [54, 64].
The results of C4.5, SVM and AdaBoost are shown in Table 2.12 and Figure
2.1 and 2.2. The results of AdaBoost and SVM are comparable, with the exception
of radial basis SVM, which performed significantly less. To simulate sub-optimal
labeling, which often is the case for real-life applications, 10% of the labels of the
training set are flipped during cross-validation. Adding noise to the labeling has only
a limited impact on this dataset. In analogy to the previous experiment, often, noise
appears in the feature values (e.g., due to analog noise, quantization, compression,
etc.). To simulate this, noise has been added to the samples. The effect of adding
noise to the feature set is not considerable. As expected, the performance of C4.5
is significantly worse.
1 The

test set is not completely available online and therefore excluded in this benchmark
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Figure 2.1: Error bar plot showing the M CC of the different machine learning techniques,
grouped per dataset.
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Figure 2.2: Error bar plot showing the Tdetect of the different machine learning techniques,
grouped per dataset. Note the logarithm scale of the y-axis.
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Besides the measured performance, also the training and detection time are
compared. AdaBoost requires significantly less time for the training compared to
SVM. In comparison to polynomial and radial basis SVM, AdaBoost is even an
order of magnitude faster to train. This training time is the training time using
the optimal parameters. To determine the optimal parameters, SVM has been
tuned using 4 different kernels and 11 different values for C. This results in 121
different combinations of parameters to be checked. In comparison, using AdaBoost
only three, coupled parameters have to be tuned, resulting in significantly less
combinations. Therefore, the training time per parameter combination of AdaBoost
as well as the number of parameter combinations is considerable lower, resulting in
a more efficient training.
Regarding the detection time, AdaBoost is also faster than SVM, even a few
orders of magnitude compared to polynomial, radial basis SVM and C4.5. The
used detection time does not include the calculation of the features, because the
features were already calculated. For real-life applications, the calculation of the
features should be included in the detection time. AdaBoost inherently includes
feature selection in contrast to SVM, such that the difference in detection time
between AdaBoost and SVM will be even larger if the calculation of the features
is also taken into account. This is an important benefit for AdaBoost. To imitate
this approach, feature selectors have been suggested in the literature to be added
to SVM [198].

2.6.2

Dataset: Dexter

The second dataset used called Dexter is a text classification problem in a bag-ofword representation. This dataset is related to a two-class classification problem
with sparse continuous input variables. As before, this dataset has been used as
benchmark for the NIPS 2003 feature selection challenge. It consists of 600 samples2 ,
each consisting of 9,947 real features and 10,053 distraction features [54, 64]. The
results are shown in Table 2.13 and Figure 2.1 and 2.2.
Because of the low number of samples available, the results of SVM, AdaBoost
and C4.5 are not perfect. SVM using polynomial and radial basis kernels are not
able to classify this dataset. The detection rate of both kernels is very low. In
contrast, the detection rate of linear SVM, AdaBoost and C4.5 is much higher.
Linear SVM and AdaBoost give similar results, but significantly better than C4.5.
Using the original Dexter dataset, SVM performs slightly better. Noise adding to
the datasets results in a small drop in performance. AdaBoost is less affected, such
that AdaBoost and SVM give comparable results. In contrast, C4.5 is substantially
affected by the noise. The training time and the detection time of AdaBoost is
an order of magnitude lower than linear SVM. C4.5 requires orders of magnitude
2 The

test set is not completely available online and therefore excluded for this benchmark
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more time to apply the created detector. This could be caused by implementation
specifics of C4.5.

2.6.3

Pairwise comparison

To statistically compare AdaBoost and SVM on multiple datasets, we have applied
the procedure as described by Garcı́a and Herrera in [60]. The Friedman test
[59] and the Iman and Davenport test [78] check whether the measure average
ranks are significantly different from the mean rank (i.e. Rj = 2.5). The χ2 and
the F statistical distributions are used to determine if a distribution of observed
frequencies differs from the theoretical expected frequencies [60]. The Friedman’s
and Iman-Davenport’s statistics are
χ2F = 8.7, FF = 2.84.
For α = 0.05, the critical values are 9.488 and 2.866, respectively. As the critical values are higher than the statistics, the null hypothesis is not rejected. For α = 0.10,
the critical values are 7.779 and 2.249, respectively, such that null hypothesis is
rejected. Post-hoc tests are applied to detect significant pairwise differences among
the classifiers. The results are shown in Table 2.14. Nemenyi’s procedure, Shaffer’s procedure and Bergmann-Hommel’s procedure reject only the first hypothesis,
whereas Holm’s procedure also rejects the second hypothesis. Therefore, we conclude that the performance of AdaBoost and SVM is comparable, and only Radial
SVM has a lower performance.
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Model
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
96.27
97.59
98.05
96.14
97.47
94.07
94.65
94.06
97.57
96.16
97.58
90.12
96.22
97.70
98.02
96.21
97.47
93.09

Pd
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
1.35)
1.30)
0.67)
1.21)
1.00)
0.81)
2.33)
0.79)
0.88)
1.16)
0.80)
0.92)
1.56)
1.14)
0.69)
1.16)
0.96)
1.01)

3.65
2.30
1.76
1.99
24.79
6.05
4.85
4.84
2.11
1.79
25.26
11.22
4.18
2.24
1.75
2.04
24.91
7.27

Pfa
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
(±
1.59)
0.71)
0.64)
0.65)
2.62)
0.95)
2.07)
1.00)
0.56)
0.74)
2.67)
2.26)
1.77)
0.73)
0.74)
0.64)
2.76)
1.38)

0.93
0.95
0.96
0.94
0.75
0.88
0.90
0.89
0.96
0.94
0.74
0.79
0.92
0.95
0.96
0.94
0.74
0.86

M CC
(± 0.02)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.02)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.02)
(± 0.02)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.01)
(± 0.02)
(± 0.01)

Ttrain (s)
125.86 (± 3.95)
412.86 (± 4.05)
1431.63 (± 15.38)
1791.51 (± 20.05)
2194.22 (± 24.75)
177.79 (± 5.12)
131.69 (± 5.32)
523.64 (± 5.40)
1740.86 (± 42.03)
1937.85 (± 37.02)
2201.57 (± 22.47)
345.21 (± 27.24)
131.72 (± 4.21)
417.45 (± 3.75)
1437.22 (± 12.96)
1826.23 (± 22.08)
2207.89 (± 17.25)
239.60 (± 10.50)

Tdetect (s)
0.008 (± 0.000)
0.035 (± 0.000)
44.725 (± 1.670)
53.094 (± 1.756)
57.071 (± 2.850)
4.240 (± 0.055)
0.008 (± 0.000)
0.035 (± 0.000)
51.871 (± 1.575)
55.297 (± 1.233)
62.962 (± 6.968)
4.577 (± 0.294)
0.008 (± 0.000)
0.035 (± 0.000)
45.480 (± 1.764)
53.998 (± 1.251)
57.426 (± 3.408)
4.272 (± 0.087)
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Table 2.12: The results of the different machine learning techniques using the Gisette dataset.
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Original
dataset

Noise added
to labels

Noise added
to features

Model
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
AdaBoost
Linear SVM
2nd Polynomial SVM
3rd Polynomial SVM
Radial SVM
C4.5
94.00
97.66
31.48
0.66
50.00
86.17
95.21
93.32
49.04
20.66
30.00
79.48
89.10
91.02
90.00
70.30
50.00
79.04

Pd
(± 3.42)
(± 2.19)
(± 38.59)
(± 1.40)
(± 52.70)
(± 7.25)
(± 4.95)
(± 2.64)
(± 46.73)
(± 41.84)
(± 48.30)
(± 10.67)
(± 8.19)
(± 6.58)
(± 31.62)
(± 47.82)
(± 52.70)
(± 6.09)
11.92
9.64
15.45
0.00
50.00
15.12
14.40
12.32
34.85
20.00
30.00
20.65
15.35
16.56
87.08
70.00
50.00
20.51

Pfa
(± 4.79)
(± 2.69)
(± 32.37)
(± 0.00)
(± 52.70)
(± 8.37)
(± 10.87)
(± 5.88)
(± 43.53)
(± 42.16)
(± 48.30)
(± 6.61)
(± 8.83)
(± 4.62)
(± 31.16)
(± 48.30)
(± 52.70)
(± 6.42)
0.82
0.88
NaN
NaN
NaN
0.72
0.82
0.81
NaN
NaN
NaN
0.59
0.75
0.75
NaN
NaN
NaN
0.58

M CC
(± 0.05)
(± 0.03)
(± NaN)
(± NaN)
(± NaN)
(± 0.10)
(± 0.09)
(± 0.05)
(± NaN)
(± NaN)
(± NaN)
(± 0.12)
(± 0.06)
(± 0.07)
(± NaN)
(± NaN)
(± NaN)
(± 0.11)

Ttrain (s)
10.17 (± 1.48)
161.76 (± 1.39)
165.42 (± 0.30)
165.01 (± 1.41)
165.14 (± 0.31)
16.59 (± 0.89)
37.24 (± 6.28)
162.20 (± 0.17)
164.85 (± 1.52)
164.99 (± 1.59)
165.49 (± 0.39)
21.28 (± 2.61)
13.20 (± 1.52)
497.78 (± 0.60)
502.35 (± 4.69)
502.52 (± 4.80)
503.91 (± 0.38)
39.59 (± 3.58)

Original
dataset

Noise added
to labels
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Noise added
to features

Chapter 2
Tdetect (s)
0.000 (± 0.000)
0.012 (± 0.000)
1.133 (± 0.019)
1.135 (± 0.017)
0.946 (± 0.047)
3.438 (± 0.078)
0.001 (± 0.000)
0.012 (± 0.000)
1.134 (± 0.018)
1.134 (± 0.013)
0.931 (± 0.048)
3.501 (± 0.045)
0.000 (± 0.000)
0.011 (± 0.000)
2.038 (± 0.029)
2.033 (± 0.026)
1.677 (± 0.086)
3.555 (± 0.110)
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Table 2.13: The results of the different machine learning techniques using the Dexter dataset.

i
Hypothesis
z = (R0 − Ri )/SE
1
Linear SVM vs. Radial SVM
2.647326
2
2nd Polynomial SVM vs. Radial SVM
2.19089
3
AdaBoost vs. Radial SVM
2.099603
4
Linear SVM vs. 3rd Polynomial SVM
1.369306
5
3rd Polynomial SVM vs. Radial SVM
1.278019
6 2nd Polynomial SVM vs. 3rd Polynomial SVM
0.912871
7
AdaBoost vs. 3rd Polynomial SVM
0.821584
8
AdaBoost vs. Linear SVM
0.547723
9
Linear SVM vs. 2nd Polynomial SVM
0.456435
10
AdaBoost vs. 2nd Polynomial SVM
0.091287
p
0.008113
0.02846
0.035764
0.170904
0.201243
0.36131
0.411314
0.583882
0.648077
0.927264

Holm
0.01
0.011111
0.0125
0.014286
0.016667
0.02
0.025
0.033333
0.05
0.1

Shaffer
0.01
0.016667
0.016667
0.016667
0.016667
0.02
0.025
0.033333
0.05
0.1
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Table 2.14: Family of hypotheses ordered by p-value and adjusting α by Holm and Shaffer procedures, considering an initial α = 0.10. The z-value is used to find the corresponding
probability p using a normal distribution. Ri represents the average rank for the ith
classifier and SE the standard error.
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2.7

Conclusion

In the literature many supervised learning techniques have been described. Wolpert
has shown that no technique is always performing better than another one. Several
comparative studies are available, but Salzberg indicated that experiments are not
always performed carefully, leading to invalid conclusions. Because benchmarking
all techniques for a specific task is a tremendous task, literature has been used to
limit the available options, with the application of target detection in mind.
We have started our analysis using 11 different machine learning techniques.
Benchmarks in the literature have been used to select the most promising technique
for our specific application. k -means has not been selected, because of its sensitivity
to the initialization, to outliers and to noise. C4.5 tends to perform less well for
multidimensional and continuous features. k NN does not include feature selection,
requires large storage and is sensitive to noise, to the distant measure used and
the choice of k is arbitrary. LogitBoost is neglected, as it is a limited modification of AdaBoost, while the difference in performance is not significant. Rotation
Forest suffers from high training and detection time. Finally, Naive Bayes, Neural
Networks and CART usually have a lower performance than techniques like SVM
and AdaBoost. Therefore, SVM, Random Forests and AdaBoost were elaborated
in more detail. Contradictory articles have been found comparing Random Forests
and SVM, but for a majority of the datasets, SVM performed (slightly) better than
Random Forests. Although many articles benchmarked SVM and AdaBoost using
different datasets, based on literature, we were not able to choose with our scope
of real-time target detection in mind. Therefore, SVM and AdaBoost have been
selected for further analysis, although we too cannot guarantee that an alternative
technique could not perform better for a specific dataset.
Based on a comparison using 2 datasets and simulating noise in the feature set as
well as in the labeling, SVM and AdaBoost have overall a comparable performance,
with the exception of radial basis SVM, which performs significant worse. This
is confirmed by the pairwise comparison. Polynomial based SVM is not able to
classify the dataset Dexter. AdaBoost and Linear SVM do not outperform each
other significantly. The performance of both techniques drops if the labeling is
sub-optimal, or if the feature set contains noise. In this case especially the training
time required is negatively affected for both techniques. The above indicates that
for real-life applications, the labeling should be as close to perfection as possible,
combined with a noise-free feature set.
For all datasets, AdaBoost has a significantly lower training time per parameter
combination. For several comparisons, AdaBoost is even one or more order(s) of
magnitude faster than SVM. In addition, the number of parameter combinations of
AdaBoost is considerable lower, resulting in a far more efficient training.
Regarding the detection time, AdaBoost is considerable faster than linear SVM
26

Conclusion
and multiple orders of magnitude faster than polynomial and radial basis SVM.
Because AdaBoost inherently includes feature selection, the difference compared
to SVM is even larger if the calculation of the features is also included in the
comparison.
To conclude our study, we prefer AdaBoost as the most suitable machine learning technique for real-time target detection for the following reasons (in order of
importance):
• Performance among the best, specifically comparable to SVM and better than
the rest;
• Detection time one or more orders of magnitude faster than the best competing
algorithm in performance, i.e. SVM;
• Feature selection inherently in the algorithm, no separate complication to
bring down detection time as in SVM;
• Relatively straightforward to use with only three coupled parameters to tune;
specifically much less than the 121 different parameter combinations of SVM;
• Faster training than SVM.
Based on above results, we have selected AdaBoost to be used for the rest of
the thesis, although we cannot guarantee that AdaBoost will give the best results.
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No-reference metric design with machine
learning for local video compression
artifact level
Abstract
In decoded digital video, the local perceptual compression artifact level depends
on the global compression ratio and the local video content. In this chapter, we
show how to build a highly relevant metric for video compression artifacts using
supervised learning.
To obtain the ground truth for training, we first build a reference metric for local
estimation of the artifact level, which is robust to scaling and sensitive to all types of
compression artifacts. Next we design a large feature set and use AdaBoost to create
no-reference metrics, trained with the output of the reference metric. Two separate
trained no-reference metrics, one for flat and one for detailed areas, respectively, are
necessary to cover all types of artifacts. The relevance of these metrics is validated
in a compression artifact reduction application, using objective scores like PSNR
and BIM, but also a subjective evaluation as proof.
We conclude that our created reference metric is a perceptually relevant local
estimator of the compression artifact level. We were able to copy the performance
to two no-reference metrics, using a weighted mixture of low level features. Our
new metrics enable a far superior performance of artifact reduction compared to
relevant alternative proposals.

Reproduced from: J.P. Vink and G. de Haan, “No-reference metric design
with machine learning for local video compression artifact level,” IEEE Journal of
Selected Topics in Signal Processing, vol. 5, no. 2, pp. 297-308, April 2011.
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3.1

Introduction

The analog transmission and storage of video data has nowadays largely been replaced by digital transmission, via broadcast or the Internet, and by digital storage,
on optical, magnetic and solid-state disks. Along with digital video, digital compression technologies have been introduced. As lossless compression techniques only
offer a very modest data-reduction [122], lossy compression techniques like JPEG,
MPEG-2 and H.264 [204] are standards and have become internationally commoditized.
To reduce image data, these compression techniques take advantage of the correlation between spatially adjacent pixels in an image. The image is divided into
blocks, typically 8x8 pixels, which are compressed separately [20]. Each block is
transformed from the spatial domain to the frequency domain using a Discrete Cosine Transform (DCT) and the DCT coefficients are quantized and entropy encoded.
On top of the compression of individual images, further compression in video is possible by exploiting the correlation between successive images, which is improved by
motion compensation [122].
Although these compression standards reduce the data significantly, some visual
degradations may occur, particularly for the higher compression ratios (see Figure
3.1) [212]:
• Blocking (discontinuities along the block boundaries; caused by the independent encoding of the blocks);
• Ringing (quantization of the ac-coefficients, near strong edges);
• Blurring (loss of high frequencies in detailed areas, due to the quantization of
ac-coefficients);
• Staircase effect (discontinuities along diagonal edges crossing independently
coded blocks).
In this chapter, we focus on video post-processing for e.g. TVs and set-top-boxes.
Therefore, scaling can occur after decoding, but before detection of the artifacts.
This results in changes of the location as well as the visibility of the compression
artifacts (visual degradations).
Typically in video compression, there is a tendency to set the overall quality
level or overall bit-rate such that the artifacts are not annoying. This makes sense
as it prevents unnecessary large transmission or storage capacity. However, what is
acceptable, depends on the screen size, and sharpness and contrast settings of the
display device.
Consequently, various post-processing algorithms (separate from the decoder),
e.g. [89, 179], have been proposed to reduce compression artifacts and improve the
compromise of the broadcaster between image quality and bit-rate. Sophisticated
methods have been proposed that adapt to the content [75, 157]. Nonetheless,
knowledge of the artifact level remains helpful to prevent over-smoothing of high31

Chapter 3

Chapter 3: No-reference metric design with machine learning
for local video compression artifact level

Chapter 3

Figure 3.1: Part of an image, compressed using JPEG with quality level 25%. To improve
the visibility of the compression artifacts in the printed paper, we applied additional
sharpening. In area A the compression artifacts are hardly visible as they are masked
by the image content, while they are much more pronounced in areas B and C.

quality content, or insufficient artifact reduction of low-quality content [156].
Moreover, the compression quality level selected in the encoder controls the
average quality, but the local quality level may vary significantly, depending on the
local image content, as illustrated in Figure 3.1. Therefore, locally optimal artifact
reduction requires local artifact level estimation.
A search through the literature reveals various techniques that can, either only
globally detect the location of block artifacts, i.e. the position of the block grid
[89, 97], or detect the average level of artifacts in an image [16, 135]. Techniques
in the first category indicate where compression artifacts may occur, but cannot
locally specify the level of the artifacts. Algorithms in the second category provide
the average level of the artifacts, but do not indicate where in the image they occur.
However, a local level estimator for block artifacts is described in [104]. First,
the location of the block artifacts is determined, after which the local visibility of
these artifacts are estimated. The authors assume that the block grid is periodic,
i.e. a linear scaler is used, which is not always the case. In the case H.264 is used,
the block size is not fixed, resulting in an aperiodic block grid. This also occurs
if an image is horizontally and vertically scaled with a position dependent scaling
factor (e.g. panoramic scaling) [51]. Then, the block size in the center of the image
differs from the block size at the border.
A local detector for ringing artifacts is described by Liu et al. [105]. Liu et
al. first use an edge detector. Then the visibility of the ringing artifacts around
the detected edge is determined, based on luminance masking and texture masking. However, the output provides a binary indication. In a more recent publica32

Creation of reference metric
tion [106], Liu et al. determine also locally the ringing level. However, the proposed
method focuses on the perceptually most meaningful edges, whereas, in our experience, ringing also appears on less important edges. The proposed method also does
not take scaling into account, which often is applied.
Consequently, we did not find a metric in the literature, that meets all our
requirements (i.e. robust to scaling, sensitive to all types of compression artifacts,
not requiring the reference image and local estimation of the artifact level). All
proposed metrics found only work on unscaled input, or on linear scaled input.
Moreover, the proposed metrics focus on one specific type of compression artifact,
whereas the different types of compression artifacts greatly overlap spatially, but
also in definition. Therefore, in this chapter we propose a no-reference metric for
local estimation of the artifact level, which is robust to scaling and sensitive to all
types of compression artifacts.
This chapter is organized as follows. In Section 3.2, we will first explain how
to create a reference metric for local estimation of the compression artifacts. In
Section 3.3, the transformation from a reference metric to a no-reference metric is
explained. The created no-reference metrics and their performance are described in
Section 3.4. The application of these no-reference metrics for compression artifact
reduction is addressed in Section 3.5. Finally, conclusions are drawn in Section 3.6
and acknowledgments are addressed in Section 3.7.

3.2

Creation of reference metric

Our goal is a no-reference metric for local estimation of the artifact level, which
is robust to scaling and sensitive to all types of compression artifacts. Since we
intend to build this metric using supervised learning, for which we need the ground
truth, we require a reference metric to get started. In the literature, we found some
reference metrics of which Structural SIMilarity (SSIM) [194] is the most widely
accepted and therefore an interesting candidate.
Although SSIM is typically used as a global metric, it has been shown in [194]
to generate an intermediate local output, which is accumulated to the global output. We attempted applying this intermediate local signal as a no-reference metric.
Figure 3.2 shows the calculated intermediate result of SSIM for the image shown
in Figure 3.1. Although this result is clearly suitable to derive the global metric,
we felt that it was sub-optimal for our purpose. For example, noise appears in flat
areas, which causes problems when using supervised learning. Furthermore, the
block and ringing artifacts are correctly found (see area B and C), but the level
of the ringing artifacts is relatively low compared to the artifacts in detailed areas.
Also, the local SSIM-output indicates that the artifacts in area A are clearly visible,
where we felt that these artifacts are quite well masked by the content. Unfortu33
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Figure 3.2: Result of SSIM of the image shown in Figure 3.1.

nately, we are not able to avoid these shortcomings of SSIM by changing the weights
of the individual components of the local SSIM-output. However, we assume that
adding the masking effect of artifacts by the Human Visual System [40, 50, 103] to
the model sufficiently improves the local reference metric to reflect the subjective
strength of a local artifact.
We conclude that it is perfectly possible to use SSIM as the ground truth for
our no-reference metric, but aiming at perfection we have decided to increase our
challenge and design a new reference metric too. Of course we have to show that
this alternative avoids the aforementioned drawbacks.

3.2.1

Absolute luminance difference

A first approximation of the reference metric results from calculating the absolute pixel-wise luminance difference diff1 between the compressed image I and the
reference (uncompressed) image Iref , where diff1 of pixel p~i,j is defined as
diff1 (~
pi,j ) = |I(~
pi,j ) − Iref (~
pi,j )|

(3.1)

where I(~
pi,j ) is the luminance value at pixel position p~i,j of image I and p~i,j is
defined for an image of (Width x Height) pixels, such that
0 ≤ i < Width,
0 ≤ j < Height.

(3.2)

In Figure 3.3 diff1 is shown for the image shown in Figure 3.1. We observe that
diff1 does not match the quality impression of the image. In area A of the image,
diff1 indicates large differences, whereas in this part of the image the compression
34
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No difference

Large difference

Figure 3.3: Absolute luminance difference of the image shown in Figure 3.1, using JPEG quality
level 25%.

artifacts are hardly visible. Furthermore, the differences in area B are clearly visible
in Figure 3.1, but are not clearly indicated by diff1 (see Figure 3.3). Finally, in
area C especially the ringing is visible, but this does not match with the results of
diff1 .

3.2.2

The contrast sensitivity function

As we know from literature, the Human Visual System (HVS) is more sensitive
to contrast than to absolute luminance [17, 40]. The Contrast Sensitivity Function
(CSF) (see Figure 3.4) shows that the HVS is not sensitive to the lowest frequencies,
has a peak around 8.0 cycles/degree, and drops for higher frequencies. We modeled
this CSF, using a simple band pass filter (BPF) on diff1 , to weight the differences.
This BPF blocks the highest and lowest spatial frequencies (see Figure 3.5).
BP F

= LP F ∗ HP F

 
1 2 1
=  2 4 2 ∗
 1 2 1
−1 −4 −6
 −4 0
8


=  −6 8
28

 −4 0
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−1 −4 −6
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(3.3)
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Figure 3.4: Contrast Sensitivity Function [115].
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Figure 3.5: Frequency response of the BPF.
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Low artifact level

High artifact level

Figure 3.6: BPF of absolute luminance difference of the image shown in Figure 3.1, using JPEG
quality level 25%.

Using this BPF, diff1 is filtered, to give diff2 :
diff2 = diff1 ∗ BP F

(3.4)

As is shown in Figure 3.6, diff2 shows a clear improvement as reference metric
compared to diff1 . In area B the blockgrid becomes more visible. However, the
perceived level of the compression artifacts still does not match very well to the
output of diff2 . Especially the artifacts in area A are not as visible as indicated in
Figure 3.6.

3.2.3

Masking

One fundamental property of the HVS, which affects the visibility of a stimulus
in the spatial domain, is masking. Masking is the reduction in visibility of one
component, the target, due to the presence of another component, the masker, [103].
Literature [40,50] indicates that two important masking effects should be considered,
namely contrast masking and structural masking.
Areas with high dynamic range can mask targets of much higher amplitude than
areas with low dynamic range [40]. This phenomenon is called contrast masking.
Besides the masking effect of areas with high dynamic range, also the orientation of
edges is important. Similar orientation of masker and target masks better than different orientation. Both masking effects can be calculated by using a local histogram
of edge orientations. The contrast masking is determined by the normalization of
both histograms, and the structural masking is determined by the distance between
both histograms.
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To determine the edge orientations, the Sobel operator is used in horizontal
and vertical direction. Each edge orientation is multiplied by its edge magnitude.
Formally,
Chapter 3
Iref,BP F

= Iref ∗ BP F

Idiff,BP F

= diff1 ∗ BP F

IA,orien

=

IA,magn

=

arctan

Sobely ∗ IA
Sobelx ∗ IA

!

q

2
2
Sobely ∗ IA + Sobelx ∗ IA


= histogram W3,A (~
pi,j )

histA (~
pi,j )

(3.5)

where IA represents an image (i.e. Iref,BP F or Idiff,BP F ) and W3,A (i, j) represents
a 3x3 window of pixels centered around p~i,j , using IA,orien to determine the bin and
using IA,magn as weight.
Both histograms are normalized and the distance (RMSE) is calculated.
normA (~
pi,j )

=

n−1
X

histA (~
pi,j , b) + 1

b=0

norm(~
pi,j )

=

hist(~
pi,j , b)

=

RM SE(~
pi,j )

=

normdiff (~
pi,j )
normref (~
pi,j )
pi,j , b)
histref (~
pi,j , b) histdiff (~
−
normref (~
pi,j )
normdiff (~
pi,j )
v
u n−1 
2
u1 X
t
hist(~
pi,j , b)
n

(3.6)

b=0

where b represents the bin of the histogram. norm(~
pi,j ) is the normalization quotient of both histograms and is used for the contrast masking. RM SE(~
pi,j ) is the
Root Mean Squared Error of both histograms and is used for the structural masking.
The final reference metric (RF ) is calculated by
masking

= maskingcontrast · maskingstructural
= norm · RM SE

RF (~
pi,j )

= diffBP F (~
pi,j ) · masking(~
pi,j )
= diff2 (~
pi,j ) · norm(~
pi,j ) · RM SE(~
pi,j )
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3.2.4

Overview

An overview of the process for creating the reference metric is shown in Figure 3.7.
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Figure 3.7: Creating the reference metric.
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Figure 3.8: Results of reference metric for the image shown in Figure 3.1 using JPEG quality
level 25%.
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The results of the reference metric of Figure 3.1 is shown in Figure 3.8. The
ringing artifacts in area C have become more dominant, whereas the artifacts in
area A have become less dominant due to masking.
Chapter 3

3.2.5

Subjective evaluation

The subjective evaluation of the proposed reference metric for compression artifacts
is far from trivial. Clearly, it is impossible to let test subjects create a pixel accurate
ground truth in a perception test. Also, the judging whether the calculated local
artifact levels are reasonable, given a compressed image is a daunting task. To get
a reasonable assessment task, we instead aimed at an indication of the relevance of
individual ingredients of our model. To this end, a paired comparison assessment
[141] of six test images has been performed (see Figure 3.9). For each of the test
images, 4 versions have been created:
(a) Absolute luminance difference (i.e. diff1 );
(b) Band passed filtered of absolute luminance difference (i.e. diff2 );
(c) Band passed filtered and contrast masking of absolute luminance difference (i.e.
diff2 · norm);
(d) Band passed filtered and contrast and structural masking of absolute luminance
difference (i.e. diff2 · norm · RM SE).
For each test image, all permutations of two versions, next to the compressed
image, were shown next to each other on an LCD screen. 12 expert and 12 nonexpert test subjects were requested to select the image of their preference as best
reference metric of compression artifacts. The preferences were analyzed using
Thurstones law of comparative judgment [177] and the method proposed by Montag
[126]. The results (z-scores) shown in Table 3.1 indicate the difference in preferences
of the observers for the 4 versions. The average image quality scale of diff1 has a
95% confidence interval (CI) of 0.00 ± 0.03 and is used as the reference. Contrast
and structural masking have a 95% CI of the image quality scale of 1.09 ± 0.03, and
show a significant improvement compared to diff1 and diff2 . This indicates that
the perceptual quality of the reference metric has been significantly increased by
taking masking into account. Although adding structural masking only marginally
improved the method, structural masking is part of our reference model.
In comparison to SSIM, our reference model gives more weight to artifacts in
less detailed areas, especially to the ringing artifacts, compared to the artifacts in
detailed areas. Furthermore, the noise in flat areas is completely avoided. Also,
the artifacts in area A (see Figure 3.8) have become less dominant due to masking.
We conclude that adding contrast masking of absolute luminance differences to our
reference metric proved to be a significant improvement in the subjective assessment.
Since this type of masking is missing in the intermediate SSIM-output, this is the
main reason we prefer using our alternative local reference metric.
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A

B

C

D

E

F

Figure 3.9: Set of images used for the subjective evaluation. (A), (C), (E) and (F) are compressed
using JPEG with quality level 25%, whereas (B) and (D) are compressed using JPEG
with quality level 50%.

Name
a
b
c
d

Version
diff1
diff2
diff2 · norm
diff2 · norm · RM SE

95% Confidence Interval Scale
0.00 ± 0.03
0.19 ± 0.03
1.08 ± 0.03
1.09 ± 0.03

Table 3.1: Analysis of the observer data indicating preference scores for a 95% Confidence Interval of the reference metric, for all images and observers.
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Our reference metric will be used in the next section to create a no-reference
metric.
Chapter 3

3.3

Creation of no-reference metric

The metric proposed in the previous section is a reference metric, i.e. it requires
also the uncompressed image. As already indicated, the reference image is usually
not available. Therefore, our goal is to create a no-reference metric. In this section,
we shall use supervised learning to create a no-reference metric from the reference
metric.

3.3.1

Machine learning

The two main supervised learning techniques that we considered are AdaBoost [56]
and SVM [37]. In the literature, we have not found an application of machine
learning for compression artifact detection. Therefore, we have looked at adjacent
domains to decide which supervised learning technique to use. Wang et al. [193] and
Casagrande [30] concluded that AdaBoost performs significantly better and is more
efficient than SVM. In [190] Viola and Jones made a significant improvement to the
AdaBoost-algorithm. They described a methodology for constructing a cascade of
classifiers which achieves higher performance while reducing computation time significantly. We recognized the potential of this methodology to create a no-reference
metric for local estimation of the compression artifact level.
Based on above results and Chapter 2, we have selected AdaBoost as supervised
learning algorithm. In the next subsection AdaBoost will be explained in more
detail.

3.3.2

AdaBoost

From a training dataset, AdaBoost creates a function H that maps the inputs to
desired outputs. More formally, this training data consists of pairs of feature values
(d~i ) of the data samples DM and desired outputs or labels (ci ), where
d~i ∈ DM , D ⊆ R,
ci ∈ C = {−1, 1},
0 ≤ i < N,

(3.8)

N is the number of samples and M the number of feature values per sample.
AdaBoost finds a function H
H : DM → C
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that minimizes [57]
N
−1
X

h
i
P (i) ci 6= H(d~i ) ,

(3.10)
Chapter 3

i=0

with respect to distribution P (i). The classifier H is created using the following
algorithm [56] (see Algorithm 1).
Algorithm 1 AdaBoost [56]
1
Initialize the distribution over the training set P1 (i) =
N
For t = 1...T
1. Train Weak Learner ht using distribution Pt
2. Calculate confidence αt ∈ R
3. Update the distribution over the training set:
~

Pt+1 (i) =

Pt (i)e−αt ci ht (di )
Zt

where Zt is a normalization factor for distribution Pt+1
~ is:
Final classifier H(d)
(
~ =
H(d)

1
−1

if

P

T
t=1


~ ≥Θ
αt ht (d)

otherwise

where Θ represents a threshold
To achieve increased detection performance, while reducing the computation
time significantly, a cascade of classifiers can be created [190]. The proposed approach is depicted in Figure 3.10.

Sample

Classifier 1
1

Classifier
2

1 ...

Classifier
K

1

-1
Figure 3.10: Schematic depiction of a detection cascade [190].
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3.3.3
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AdaBoost for compression artifact estimation

In our case, a sample (d~i ) represents a pixel. The desired output (ci ) is a binary
classification. This can be used to indicate whether or not the pixel is part of a
compression artifact. However, we focus on the creation of a level estimator, instead
of a binary detector. Therefore, not only the thresholded binary output of AdaBoost
PT
~ − Θ) of the prediction [152]. We
is used, but also the confidence (i.e. t=1 αt ht (d)
propose the following solution (see Figure 3.11):
1. Create a compression artifact detector using AdaBoost cascade;
2. Create a compression artifact level estimator using confidence of AdaBoost
cascade.

Sample

Artifact
detector

1

Artifact
[0..1]
level
estimator

-1
Figure 3.11: Schematic depiction of the trained no-reference metric for local estimation of the
video compression artifact level [190].

This separation has been made because experiments showed that direct level
estimation does not give a high performance.
In the first step, a compression artifact detector has been created. The reference metric of Section 3.2 is used as desired output. Initially, AdaBoost uses a
uniform distribution. However, the more visible artifacts are the more important
to be detected, than the less visible artifacts. Therefore, instead of using a uniform
distribution, more weight is assigned to the more visible artifacts.
Furthermore, the training of the compression artifact detector is an asymmetric
problem. There are significantly more non-artifact samples per image than artifact
samples. To discard as many non-artifact samples and as few artifact samples as
possible in the first classifiers, we have assigned more weight to the artifact samples
to create a symmetric problem.
In the second step, only the detected compression artifact samples of the first
step are used for the training. The most significant differences of the reference
metric should get the highest confidence output. To achieve this, the most significant differences are used as positive samples, to separate from the less significant
differences. The confidence is normalized to achieve a result in the range [0..1].
To run, AdaBoost requires a set of features and a set of samples. In the next
subsections these will be discussed in more detail.
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3.3.4

Feature set

The feature set should contain potentially relevant features. Information about
the local structure and the local amount of energy can be relevant to distinguish
between compression artifact and non-artifact. Therefore, we have created a large
set of features, that provides information about the local structure and energy of
the neighborhood of a pixel. The feature set contains:
• ADRC code [92] using a window W3 of 3x3 pixels;
• Variance for a window WS of SxS pixels, S = 3, 5, 7, ...;
• Standard deviation for a window WS of SxS pixels, S = 3, 5, 7, ...;
• Dynamic range, DR, for a window WS of SxS pixels, S = 3, 5, 7, ...;
• Entropy for a window WS of SxS pixels, S = 3, 5, 7, ...;
• Standard deviation of edge magnitude using Sobel for a window WS of SxS
pixels, S = 3, 5, 7, ...;
• High pass and band pass filters (BPF of Section 3.2.2);
• LBP [133] using a circular window of WS of SxS pixels, S = 3, 5, 7, ....
ADRC and LBP classify a pixel based on its surrounding pixels and represent
the structure of its local neighborhood. For ADRC only a small window is used
because of its computational complexity. Variance, standard deviation, dynamic
range and entropy indicate the amount of energy in the local neighborhood. Standard deviation of edge magnitude using Sobel indicates the strength of edges in the
local neighborhood.
In the literature, several global block artifact detectors have been introduced.
The global block artifact detector (GBD) of [89] was added as a feature. This global
block artifact detector has difficulties to distinguish between block boundaries and
real horizontal or vertical edges. To boost the block boundaries in the output image
of the global block artifact detector, we also added a HP-filtered version of the block
artifact detector as feature to the feature set.

3.3.5

Sample set

AdaBoost requires two sets of data, a training sample set and a validation sample
set. The first set is used to select the optimal Weak Learner, whereas the second
set is used to determine to go to the next cascade layer (see Figure 3.10). Both sets
are created using 20 stills. Each still is used as
• original;
• compressed using JPEG quality level 25%;
• compressed using JPEG quality level 50%;
• compressed using JPEG quality level 75%;
• compressed using JPEG quality level 25%, and upscaled with factor 3 using
a position dependent scaling (i.e. panoramic scaling) [51].
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The different quality levels are used to create a trained no-reference metric that is
robust to all kinds of compression quality levels. The scaling is applied to make the
trained no-reference metric robust to SD to HD upscaling.
Randomly 1% of the pixels is selected for the training set and another 1% is
selected for the validation set to have uniform sets.

3.3.6

Framework

In the previous subsections, it has been explained how to create the no-reference
metric from a reference metric. A high level view of the framework for this conversion is depicted in Figure 3.12. A set of stills is used to create a reference metric.
These stills are compressed using multiple quality levels to improve the robustness,
and scaled. A small set of the result of the reference metric (labeled stills indicating
the level of the compression artifacts) is used, combined with a feature set, to create
a no-reference metric. This no-reference metric can be used on-line, without the
requirement of the original reference stills.
Scaler

Original
stills

Scaled
original
stills

Detect
artifacts

Reference
metric

Sample
set

Encoder & decoder
Compressed
stills

Scaler

Scaled
compressed
stills

Feature
set

NoReference
AdaBoost
metric

Figure 3.12: Framework to create a no-reference metric.

In the next section, the results of the trained no-reference metric will be discussed.

3.4

Results

Based on the above framework, we have created one no-reference compression artifact metric. However, experiments show that the performance of this metric is
not very high. Because AdaBoost puts thresholds on features and because different
thresholds are required in flat areas than in detailed areas, we have decided to separate both areas using a threshold on the dynamic range. This significantly improves
the results.
The first local detector and level estimator are focusing on flat areas and AdaBoost selected the following features:
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•
•
•
•

ADRC using a window W3 of 3x3 pixels;
Dynamic Range, DR, for a window W5 of 5x5 pixels;
Variance, Var, for a window W5 of 5x5 pixels;
Standard deviation of edge magnitude using Sobel for a window W9 of 9x9
pixels;
• High pass of Global Block artifact Detector.
The second local detector and level estimator are focusing on detailed areas and
AdaBoost selected the following features:
• ADRC using a window W3 of 3x3 pixels;
• Dynamic Range, DR, for a window W5 of 5x5 pixels;
• Global Block artifact Detector;
• High pass of Global Block artifact Detector.
Both detectors and level estimators require only a very limited set of similar
features. The local features, like DR, Var and ADRC, only require a local window
of maximum 9x9 pixels. Also GBD is a simple and efficient feature [89]. From this
we can conclude that the created detectors and level estimators have a relative low
complexity.
Both local detectors have been benchmarked using the Kodak-set [2], and a set
of 70 HD photos (HD set). Both sets are compressed using a range of compression
quality levels. As a reference, the created reference metric is used and based on the
dynamic range divided into two classes (flat and detailed areas). The results are
shown in Table 3.2.
The created local detectors have a very high detection rate (P d) and a low false
alarm rate (Pfa), where P d and Pfa are defined as
Pd =
Pfa

=

(#T P )
(#T P ) + (#F N )
(#F P )
(#F P ) + (#T N )

(3.11)

using

as artifact

Detected

Labeled as artifact
True
False
True
False

True Positives
TP
False Negatives
FN

False Positives
FP
True Negatives
TN

For uncompressed stills only a very limited number of pixels is classified as compression artifact. A simple post-processing step is able to filter out these incorrectly
detected compression artifacts.
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Kodak
(24 stills)

HD set
(70 stills)

Quality
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD

Class 1
Pd
Pfa
0.69%
91.18% 0.00%
97.01% 0.03%
99.44% 0.04%
97.67% 0.43%
4.27%
81.34% 0.58%
92.82% 0.22%
91.92% 0.31%
2.73%
93.04% 0.00%
97.62% 0.03%
99.56% 0.08%
98.37% 0.42%
7.36%
86.26% 0.29%
94.74% 0.67%
94.15% 0.84%

Class 2
Pd
Pfa
3.17%
76.90% 0.16%
90.50% 0.08%
95.14% 0.03%
97.55% 0.03%
1.60%
63.64% 0.61%
81.64% 0.73%
97.06% 0.41%
4.71%
91.27% 0.10%
96.49% 0.08%
97.63% 0.09%
98.60% 0.11%
2.76%
69.41% 1.38%
92.11% 1.68%
98.94% 0.85%

Table 3.2: Performance of the built compression artifact detectors. Two sets of images are compressed using a range of compression quality levels. SD refers to upscaled images.
The detection rate P d and false alarm rate Pfa are shown for flat areas (class 1) and
detailed areas (class 2).

In upscaled material, the scaling filter blurs edges. Consequently, it becomes
harder to distinguish between real and block edges, leading to lower P d and higher
Pfa. As we can see from Table 3.2, our detectors perform only a little worse on
scaled material. This result was mainly caused by including upscaled material in
the training data.
The performance of the trained no-reference metrics is shown in Table 3.3. As
before, the created reference metric is used to compare both trained no-reference
metrics. As can be seen, the correlation between the reference metric and the
trained no-reference metric for flat areas (Class 1) is high. The performance of the
trained no-reference metric for detailed areas (Class 2) shows room for improvement.
Future work will focus on creating better features and using better machine learning
techniques to improve this result.
In the next section, the new trained no-reference metrics will be used for compression artifact reduction.
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Set

Kodak
(24 stills)

HD set
(70 stills)

Quality
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD

Class 1
Correlation
0.86
0.88
0.87
0.71
0.80
0.82
0.83
0.85
0.85
0.86
0.69
0.77
0.81
0.81

Class 2
Correlation
0.51
0.51
0.56
0.66
0.52
0.63
0.77
0.51
0.55
0.58
0.65
0.50
0.61
0.68

Chapter 3

Table 3.3: Performance of the trained no-reference compression artifact metrics. Two sets of
images are compressed using a range of compression quality levels. SD refers to
upscaled images. The correlation is shown for flat areas (class 1) and detailed areas
(class 2).

3.5

Application: Compression artifact reduction

One of the possible applications of the new trained no-reference metrics is the
reduction of the artifacts to improve the perceived picture quality. In the literature,
many reduction techniques are available. The created Class 1 trained no-reference
metric (i.e. for flat areas) requires large spatial filters to remove block artifacts. A
small spatial filter can only partly remove the compression artifacts in flat areas. We
have selected the decontouring technique (Decon) of Velthoven [183]. This method
is an adaptive low-pass filtering, with a protection step for detail preservation. For
the created Class 2 trained no-reference metric (i.e. for detailed areas), the used
filters should preferably be content adaptive. Therefore, we have selected Trained
Filters (TF) [157, 214] as reduction technique.
TF requires a training stage. In this stage, the filters are trained based on
input (compressed) and reference (uncompressed) stills. We have used the HD set,
using JPEG compression quality level 25%. The classification method in TF directly
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affects the performance of the filtering. As in [157,214], we have selected ADRC [92]
to classify, using a cross of 9x9 pixels as window. Using a larger window will lead to
a better classification and reduction, but also increases memory requirements and
computational complexity of TF.
The locally estimated level is used to mix between the input value and the
filtered (i.e. by Decon or by TF) value.

3.5.1

Benchmark

The proposed reduction technique is benchmarked with several relevant alternative
techniques described in the literature. The following methods are used to compare
• Kim et al. (Kim) [88]: two separate filtering modes, which are selected by
pixel behavior around the block boundary;
• Nostratinia (Nos) [132]: re-application of JPEG compression to form an average;
• Decontouring (Decon) [183]: removal of false contouring;
• Trained Filters (TF) [157, 214]: content-adaptive spatial filters, trained to
reduce the compression artifacts;
• Trained Filters and Decontouring applied sequentially;
• ViCAR [155]: integrated filter that detects the location of the block grid and
reduces the compression artifacts.
Kim and Nos require quality indication as input. A function of BIM [209] is
used to set the quality parameter.
The same set and the same compression quality levels as before were used in
this benchmark. The methods were evaluated using PSNR and BIM [209]. Table
3.4 shows values obtained as an average of PSNR values, whereas Table 3.5 shows
values obtained as an average of BIM in horizontal and vertical direction. To avoid
infinite values of PSNR resulting from zero Mean Squared Error (MSE), we perform
clipping of the PSNR to 48dB, corresponding to MSE equal to 1.
On uncompressed stills, the proposed reduction method shows a significant improvement compared to the other methods. In uncompressed stills (almost) no
compression artifacts are found by our trained no-reference metrics. Therefore, the
uncompressed stills are (almost) not filtered, which leads to a high PSNR score.
For compressed stills, the proposed reduction method performs well. This results
for each compression quality level in (one of) the highest PSNR score, and (one of)
the lowest BIM scores. Only Kim has a lower average BIM score, but Kim also
removes part of the image detail. Therefore, Kim has a significant lower PSNR
score than our proposed method.
To provide more reference, we additionally tested on the LIVE database [158] although it contains quite some JPEG images of much lower quality than our method
has been trained for. As Table 3.4 and 3.5 show, the proposed reduction method
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shows a good performance. Although Nostratinia and Vicar have a somewhat higher
PSNR, our method has by far the lowest BIM scores. We expect the results on the
LIVE database could have been better if we also trained for very low quality. However, since we focus on video post-processing for TVs and set-top-boxes, these very
low qualities are not very relevant.
Overall, our proposed method is able to remove the block grid, independent of
the compression quality, as shown in Figure 3.14. Furthermore, the PSNR score is
the highest for uncompressed stills and comparable for compressed stills (see Figure
3.13). An example of the reduction techniques can be found in Figure 3.15 and
3.16.
PSNR increase on Kodak test images
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TF + Decon
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Figure 3.13: PSNR increase of proposed method on Kodak stills.
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Figure 3.14: BIM performance of proposed method on Kodak stills.
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52
LIVE

HD set
(70 stills)

Quality
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD
100%
75%
50%
25%
10%
100% SD
60% SD
25% SD
10% SD
Excellent
Good
Fair
Poor
Bad

Input
48.00
36.02
33.40
31.08
28.12
48.00
36.24
34.13
30.08
48.00
39.98
37.11
34.23
30.21
48.00
39.64
36.13
31.40
48.00
45.32
39.61
30.09
24.44

Kim
36.86
33.75
32.29
30.70
28.35
48.00
36.25
34.13
30.08
42.34
38.32
36.45
34.25
30.83
48.00
39.63
36.13
31.40
35.56
33.91
32.70
29.15
24.66

Nos
47.40
35.97
33.32
31.05
28.55
47.23
36.45
34.46
30.56
46.77
39.46
36.90
34.42
31.13
46.72
39.88
36.67
32.11
46.97
44.52
39.35
29.95
24.91

Decon
37.62
34.38
32.59
30.74
28.02
38.44
35.24
33.81
30.33
38.68
36.93
35.54
33.59
30.02
39.37
37.54
35.60
31.66
38.06
37.57
35.27
29.80
24.40

TF
35.18
34.47
33.34
31.62
28.71
47.59
36.35
34.24
30.15
42.03
40.04
38.05
35.38
31.05
47.92
39.77
36.30
31.49
35.01
34.18
33.06
30.37
24.91

TF + Decon
32.84
32.61
32.07
31.00
28.68
37.93
35.16
33.79
30.39
36.76
36.32
35.64
34.28
30.98
38.88
37.39
35.59
31.74
32.90
32.41
31.63
29.86
24.91

Vicar
40.23
35.42
33.41
31.40
28.68
45.86
36.48
34.39
30.27
42.34
38.84
37.02
34.79
31.17
46.94
39.94
36.52
31.67
40.13
39.03
36.31
30.34
24.77

Proposed
47.66
35.20
33.31
31.53
28.81
47.97
36.30
34.39
30.54
47.86
39.59
37.51
35.15
31.05
47.94
39.55
36.51
31.89
43.50
40.36
36.09
30.03
24.64
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Table 3.4: Average PSNR performance of the different compression artifact reduction techniques.

LIVE

HD set
(70 stills)

Kodak
(24 stills)

Set

Quality
100%
75%
50%
25%
10%
average
100% SD
60% SD
25% SD
10% SD
average
100%
75%
50%
25%
10%
average
100% SD
60% SD
25% SD
10% SD
average
Good
Fair
Poor
Bad
average

Input
1.08
1.31
1.54
1.98
3.66
1.91
1.05
1.06
1.07
1.09
1.07
1.12
1.37
1.60
2.07
3.86
2.00
1.06
1.05
1.05
1.05
1.05
1.68
1.57
2.42
9.80
3.40

Kim
0.54
0.62
0.73
0.93
1.49
0.86
1.04
1.06
1.06
1.08
1.06
0.78
0.84
0.94
1.13
1.65
1.07
1.05
1.05
1.05
1.05
1.05
0.62
0.63
0.94
1.54
0.87

Nos
1.08
1.16
1.19
1.21
1.20
1.17
1.04
1.04
1.04
1.04
1.04
1.12
1.15
1.18
1.19
1.21
1.17
1.05
1.04
1.04
1.03
1.04
1.68
1.48
1.93
1.93
1.71

Decon
1.10
1.25
1.41
1.69
2.86
1.66
1.06
1.06
1.07
1.09
1.07
1.14
1.30
1.45
1.75
2.98
1.72
1.07
1.07
1.06
1.06
1.07
1.76
1.59
2.19
8.51
3.13

TF
1.07
1.07
1.10
1.24
2.07
1.31
1.03
1.03
1.04
1.05
1.04
1.09
1.08
1.13
1.27
2.13
1.34
1.02
1.01
1.01
1.01
1.01
1.48
1.32
1.55
3.77
1.90

TF + Decon
1.09
1.07
1.09
1.18
1.58
1.20
1.04
1.04
1.04
1.06
1.04
1.11
1.09
1.12
1.21
1.65
1.24
1.03
1.02
1.02
1.03
1.03
1.52
1.35
1.52
4.43
2.05

Vicar
1.12
0.95
1.02
1.16
1.61
1.17
1.07
1.07
1.08
1.10
1.08
1.17
0.96
1.01
1.12
1.59
1.17
1.08
1.08
1.07
1.07
1.07
1.78
1.55
2.09
5.61
2.52

Proposed
1.10
1.10
1.10
1.09
1.05
1.09
1.05
1.04
1.04
1.03
1.04
1.12
1.12
1.11
1.11
1.05
1.10
1.06
1.06
1.06
1.06
1.06
1.13
1.17
1.11
0.98
1.11
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Table 3.5: Average BIM performance of the different compression artifact reduction techniques
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A

B

C

D
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F

G

H

Figure 3.15: Example results of different compression techniques on the image shown in Figure
3.1, compressed using JPEG with quality level 25%. To improve the visibility of
the compression artifacts in the printed paper, we applied additional sharpening.
(A) Original compressed (B) Kim (C) Nostratinia (D) Decontouring (E) Trained
Filters (F) Trained Filters and Decontouring (G) ViCAR (H) Proposed method.
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G
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Figure 3.16: Example results of different compression techniques on image from Kodak [2], uncompressed. To improve the visibility of the compression artifacts in the printed
paper, we applied additional sharpening. (A) Original compressed (B) Kim (C)
Nostratinia (D) Decontouring (E) Trained Filters (F) Trained Filters and Decontouring (G) ViCAR (H) Proposed method.
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Subjective evaluation

It is well known that many forms of quantitative quality metrics like PSNR are ineffective in quantifying the visibility of compression artifacts, and therefore are not
well suited for evaluating compression artifact reduction [209]. Therefore, a subjective evaluation is performed. To obtain a subjective evaluation of our proposed
reduction method a paired comparison [141] of six test images with different JPEG
quality levels is performed (see Figure 3.17). For each of the test images, 4 versions
have been created:
(a) Input image;
(b) Nostratinia;
(c) ViCAR;
(d) Proposed method.
These methods are selected based on their PSNR and BIM performance.
The same test and result analysis are performed as in Section 3.2.5. The overall
results (z-scores) shown in Table 3.6 indicate the difference in preferences of the
observers for the 4 versions. The proposed method has a 95% Confidence Interval
(CI) of 0.76 ± 0.03, and shows a significant improvement compared to Nostratinia
and ViCAR. Furthermore, for each test image and JPEG quality level our proposed
method is each time selected as preference, whereas no consistent second choice is
selected. This indicates that the perceptual image quality has been significantly
increased by our proposed method, overall as well as for each JPEG quality.
Name
a
b
c
d

Version
Input
Nostratinia
ViCAR
Proposed method

95% Confidence Interval Scale
0.00 ± 0.03
0.37 ± 0.03
0.49 ± 0.03
0.76 ± 0.03

Table 3.6: Analysis of the observer data indicating preference scores for a 95% Confidence Interval of the reduction methods, for all images and observers combined.
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A

B

C

D

E

F

Figure 3.17: Set of images used for the subjective evaluation. (A) and (B) are compressed using
JPEG with quality level 25%, whereas (C) is compressed using JPEG with quality
level 50%, (D) with quality level 75%, and (E) and (F) are not compressed.
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Conclusion

In this chapter, we have shown how to design a no-reference metric from a reference
metric using supervised learning. We elaborated the concept for a no-reference
metric for local estimation of the artifact level, which is robust to scaling and
sensitive to all types of compression artifacts.
For training, we need a reference metric. Although it is possible to use the well
accepted SSIM as a reference metric, we observed some shortcomings of its local
output, which we could not avoid by adjusting the weights of the individual components of SSIM. Therefore, we have designed a new reference metric that models the
human Contrast Sensitivity Function (CSF) as a band pass filter and takes structural and contrast masking into account. A subjective evaluation indicates that all
these ingredients are useful. The contrast masking of the artifacts brings most performance improvement. Since contrast masking of absolute luminance differences
is missing in the intermediate local SSIM-output, we prefer using our alternative
local reference metric.
Our new local reference metric has successfully been transferred into a noreference metric with supervised learning. Two trained no-reference metrics for
local estimation of the compression artifact levels (for flat and detailed area) have
been created. Both no-reference metrics are based on a weighted mixture of a few
(local) low-level features, and have a high detection rate and a low false alarm rate,
with the reference metric as ground truth.
Finally, we have proposed a new compression artifact reduction method, based
on two known reduction methods (Trained Filters and De-contouring) and steered
by our new no-reference metrics. This artifact reduction is evaluated using PSNR,
BIM (Block-edge Impairment Metric) and a subjective test. Our method outperforms relevant alternative methods found in the literature. It has a good performance independent of the compression quality level and scaling.
We conclude that our created reference metric is a perceptually relevant local estimator of the compression artifact level. We have been able to copy the
performance to two no-reference metrics, based on a weighted mixture of low level
features. Our new no-reference metrics enable a far superior performance of artifact
reduction compared to relevant alternative proposals.
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An automatic vision-based malaria
diagnosis system
Abstract
Malaria is a worldwide health problem with 225 million infections each year. A fast
and easy-to-use method, with high performance is required to differentiate malaria
from non-malarial fevers. Manual examination of blood smears is currently the gold
standard, but it is time-consuming, labor-intensive, requires skilled microscopists
and the sensitivity of the method depends heavily on the skills of the microscopist.
We propose an easy-to-use, quantitative cartridge-scanner system for visionbased malaria diagnosis, with a focus on low malaria parasite densities. We have
used special finger-prick cartridges filled with acridine orange to obtain a thin blood
film and a dedicated scanner to image the cartridge. Using supervised learning, we
have built a Plasmodium falciparum detector. A two-step approach was used to first
segment potentially interesting areas, which are then analyzed in more detail. The
performance of the detector was validated using 5,420 manually annotated parasite
images from malaria parasite culture in medium, as well as using 40 cartridges of
11,780 images containing healthy blood.
From finger prick to result, the prototype cartridge-scanner system gave a quantitative diagnosis within 16 minutes, of which only 1 minute required manual interaction of basic operations. It does not require a wet lab or a skilled operator and
provides parasite images for manual review and quality control. In healthy samples,
the image analysis part of the system achieved an overall specificity of 99.999978%
at the level of (infected) red blood cells (RBCs), resulting in at most 7 false positives per µl. Furthermore, the system showed a sensitivity of 75% at the cell level,
enabling the detection of low parasite densities in a fast and easy-to-use manner. A
field trial in Chittagong (Bangladesh) indicated that future work should primarily
focus on improving the filling process of the cartridge and the focus control part of
the scanner.
Reproduced from: J.P. Vink, M. Laubscher, R. Vlutters, K. Silamut, R.J.
Maude, M.U. Hasan and G. de Haan, “An automatic vision-based malaria
diagnosis system,” in Journal of Microscopy, vol. 250, no. 3, pp. 166–178, June
2013.
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Introduction

4.1

Introduction

Malaria is a widespread disease caused by parasites of the genus Plasmodium. According to the World Health Organization (WHO) [202], malaria kills nearly 800,000
people from approximately 225 million infections each year. Globally, 3.3 billion
persons are at risk. In sub-Saharan Africa alone, 765 million persons are at risk
of malaria. To differentiate malaria from non-malarial fevers, WHO recommends
that all cases of suspected malaria are confirmed with a diagnostic test prior to
treatment. Thus, patients can obtain appropriate diagnosis and treatment, leading to reduced mortality rates and recovery times. Moreover, the excessive use of
antimalarials can be reduced to limit the development of parasite’s resistance to
antimalarial drugs [202].

4.1.1

Related work

Several methods for diagnosing malaria are available. Important criteria are cost
per test, sensitivity and specificity of the method, time per test and the required
skill level of the practitioner. Furthermore, quantification of the number of infected
red blood cells (RBCs) is important as a prognostic indicator [55].
Manual examination of blood smears through a microscope is currently the ‘gold
standard’ [172]. In many malaria endemic regions, there are problems with manual
microscopy, namely the lack of skilled microscopists, variation in experience, limited supply of microscopes, poor maintenance of equipment and inadequate quality
control [36].
A recognized way of estimating the number of parasites present in 1 µl of a
thick blood smear is by using a standard value for the number of white blood cells
(WBC) present (i.e. 8,000 WBC/µl). The number of parasites per 200 WBC seen is
counted. Multiplying by 40 gives the number of parasites per µl (parasite density).
This method is time-consuming. Experienced microscopists reach a detection limit
of around 50 parasites/µl, whereas routine field microscopy generally achieves a
higher detection limit (i.e. around 500 parasites/µl) [127].
Polymerase chain reaction (PCR)-based methods have been used since 1990 and
have a lower detection limit than microscopy, especially in cases with low parasite
densities or mixed infections [36]. They are able to detect five parasites per µl of
blood [127]. However, the cost per test is high and takes up to 24 hours, which is
unacceptably slow for the initial diagnosis of malaria [127].
Dipsticks or rapid diagnostic tests (RDTs) [19] are a relatively new approach for
the diagnosis of malaria. RDTs detect specific antigens produced by the malaria
parasites. The presence of the antigen is indicated by a color change on the strip and
does not require skilled interpretation. If in good condition, RDTs have a reliable
performance to a level of 200 parasites/µl [203]. However, like many biological tests,
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RDTs are prone to deterioration from heat and humidity [19]. Although RDTs
offer savings on training and examination time, the relatively high detection limit
remains a problem. Moreover, (semi)quantitative data to determine the parasite
density are not currently available [127]. Finally, following recent treatment with
antimalarial therapy RDTs can remain positive for a period after the clearance of
malaria parasites [19]. This can interfere with diagnosis of a subsequent malaria
infection in that period.
Currently, there is no cheap, fast1 and easy-to-use quantitative method able to
detect all clinically relevant parasitaemia levels, especially at low parasite densities
(i.e. < 50 parasites/µl). PCR-based methods are costly and time consuming,
manual examination is not reliable in many cases and RDTs have a higher detection
limit than expert microscopy and do not provide a quantitative result.
In this chapter, we propose a complete system using a fully automatic, dedicated
microscope design. Although a number of vision studies [160, 172, 178, 182] have
addressed the automated diagnosis of malaria, we have found only one study in
the literature which also addresses a complete system. Dı́az et al. [43] proposed a
system based on bright field microscopy. They have created a motorized microscope,
which still needs user interaction. They achieved a specificity of 99.7% (at the level
of infected red blood cells (RBCs)). Assuming 5 million RBCs/µl blood [118], the
proposed system of Dı́az et al. would have a performance of 15,000 false positive
RBCs/µl blood, which is far too high to be able to reliably detect low parasite
densities. Finally, the system requires 9 seconds to process an image of 102 x 76
µm2 . This is unacceptable to achieve the desired specificity of 10 parasites/µl blood,
as tens of thousands of images per cartridge would have to be analyzed, leading to
a computational time of several days.
In analogy to Dı́az et al., we focus in this study on one species (falciparum) of
the genus Plasmodium that causes human infection. Plasmodium falciparum is the
most lethal of the human malaria parasites [43]. Furthermore, we will mainly focus
on the image analysis part of the system.
This chapter is organized as follows. In Section 4.2, we will explain how to create
a cartridge-scanner system for vision-based malaria diagnosis in detail. In Section
4.3, the trained detector and its performance are described. Finally, discussion and
conclusions are presented in Section 4.4.

1 As
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a user requirement, we require that the analysis should complete within 15 minutes.

Creation of vision-based malaria diagnosis

4.2
4.2.1

Creation of vision-based malaria diagnosis
Selected staining method

Over one hundred years ago, Giemsa stain was applied for the first time for the
diagnosis of malaria. Since then, it received increased attention. Because of its
low direct costs (once a microscope has been purchased), its high sensitivity and
specificity and its ability to estimate the level of parasitaemia, microscopical examination is currently widely used [85]. However, Giemsa staining requires multiple
reagents, experienced personnel and is labour intensive and time consuming (it
typically requires at least 45 minutes) [85].
Alternative stain recipes are being used, like Field stain that significantly reduces
the staining time, although it requires drying of samples before and during staining
[74].
An alternative is acridine orange (AO) using fluorescent microscopy. Compared
with Giemsa staining, AO has a good diagnostic performance, with high sensitivity
and specificity. Moreover, AO staining requires significantly less time. Diagnostic
results are available in only a few minutes [85]. As we needed a fast method that is
able to detect low parasite densities, AO was selected for our study.

4.2.2

Cartridge design

To be able to determine the parasite density, a thin blood film containing a monolayer of red blood cells is preferred over a multi-layer thick blood film [127]. We
used the cartridge as proposed by Camps et al. [27] in which a thin blood film is
obtained by making use of capillary forces. A leading design requirement of the
cartridge is low-cost mass production.
The cartridges are made of two components: i) a glass base plate with the
dimensions of half a microscope slide in which channels of 15 µm depth have been
manufactured and ii) a 0.3-mm-thick cover glass. The base plate is coated with
an aluminum reflective layer to enhance the fluorescence excitation of the sample
and to act as a reference reflection layer for the auto-focus system (discussed in the
next section). The two components are assembled and fixed with glue in a semiautomatic process. To assure the required depth, spacer spheres of 3 µm diameter
are used to separate the glass base plate and the cover glass. Before usage, cartridges
are filled with ethanol-dissolved AO dye and left to dry.
A drop of blood is deposited at the entrance of the cartridge (see 1 of Figure
4.1). The blood enters according to capillary forces in the channels (see 2 of Figure
4.1) and consecutively, for smaller parts (e.g. RBC, parasites) in the shallow fields
produced by the spacers (see 3 of Figure 4.1). The time from depositing the blood
drop to a full, stained thin film spread is about 30 seconds. The dimensions were
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Figure 4.1: Cartridge filled with blood and AO, where 1 indicates the entrance of the cartridge,
2 the channels and 3 the shallow fields.

chosen such that 0.5 µl of blood can be imaged in the four shallow fields. The
blood is imaged while it is still liquid, so no waiting time is needed for drying.
The cartridges eventually dry in approximately four hours in the current design,
requiring the imaging to take place within that time period. If needed, the cartridges
can be sealed after filling, enabling longer storage times before imaging.

4.2.3

Image acquisition

As indicated above, for the diagnosis of malaria a fast scanner imaging a cartridge
within 15 minutes is required. The first step to achieve this is by using LED
illumination, as shown in Figure 4.2. Due to the higher illumination intensity at
the sample, more fluorescent signal is obtained. This enabled the use of a low-cost
machine vision color camera (uEye 1220-C from Imaging Development Systems
GmBH, Obersulm, Germany) with an exposure time of 20 ms and a frame rate up
to 50 Hz (on a static sample).
The second step is to ensure that every image is taken at a unique XY position.
This translates to a sample stage speed of 145 µm at 25 Hz, which is 3.6 millimeters
per second (see Table 4.1). At these speeds, it is not optimal to move and stop
between every camera image. Therefore, a line-based scanning system is proposed.
The cartridge is moved with constant speed and a scanning galvo mirror was added
in the light-path to prevent motion blur. This mirror counter-acts the object motion
during the exposure time, resulting in a static image on the camera sensor.
Finally, every image is focused by using a laser-based auto-focusing method,
similar to a CD player [164]. In order for this to work, an aluminum reflective
layer has been added to the cartridge. A focus error signal is obtained and fed
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Figure 4.2: Schematic design of light-path of malaria scanner.

to a proportional-integral-derivative controller loop to control the z-position of the
sample stage.
A schematic drawing of the light-path of the built malaria scanner is shown in
Figure 4.2. The sample is illuminated with 480 nm light from a Lumiled Rebel Blue
and with 780 nm light from a laser diffractive grating unit (LDGU) via an objective
lens. Backscattered, reflected and fluorescent light from the cartridge is captured
again by the objective lens and goes through the first dichroic mirror (DM1), which
lets all light through with a wavelength larger than 500 nm. A second dichroic
mirror (DM2) sends all light with a wavelength larger than 700 nm back into the
LDGU, and the light in the 500-700 nm range towards the tube lens (TL), the galvo
mirror and the camera. An additional filter (EmF) was added behind the tube lens
to prevent the excitation light (480 nm) from arriving at the camera.
The main control parameters for our imaging system are summarized in Table
4.1. Using the listed configuration, the imaging of one cartridge (0.47 µl whole
blood, 11,780 fluorescent images of 752x480 pixels with a field-of-view of 145x93
µm) takes less than 15 minutes. In Figure 4.3, the built malaria scanner can be
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Camera properties
Number of pixels
752 x 480
Pixel size
6.0 (µm)
Sensor size
4.5 x 2.9 (mm)
Optics properties
Focal length tube lens
140 (mm)
Magnification
31
Field of view
145 x 93 (µm)
Stage properties
Stage velocity
3.6 (mm/s)
Scan Area
15.0 x 12.0 (mm)

Chapter 4

Table 4.1: The system properties of the cartridge scanner.

Figure 4.3: Left-hand side: the dedicated scanner to image the cartridges. Right-hand side: the
dedicated scanner, driving electronics and a laptop running Labview.

seen. It consists of the microscope hardware, driving electronics and a PC running
Labview (National Instruments Corporation, Austin, USA). A typical example of
an image captured by the scanner is shown in Figure 4.4.
In the next subsection, the image analysis of the digitized images is explained.

4.2.4

Image analysis

The basic property of fluorescent AO staining is that nucleic acids of the parasite
strongly fluoresce, whereas the non-parasite containing mature erythrocytes (red
blood cells) do not contain DNA or RNA and therefore remain mostly unstained as
shown in Figure 4.5 [85]. The appearance of a malaria parasite changes substantially
through its life cycle in the peripheral blood. Early parasites appear as a single
yellow-green colored nucleus with red fluorescent cytoplasm surrounding it, rings
appear as a single green nucleus and a rim of red cytoplasm, trophozoites have an
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Figure 4.4: Image of a digitized glass slide of malaria culture in medium. Multiple infected RBCs
are visible. To improve the visibility, we applied some additional contrast boosting.

increasing diameter and an increasing quantity of red cytoplasm as they age and
schizonts show an increase in the number of green fluorescent nuclei, due to cell
division of the chromatin [69, 201]. Finally, the parasite can develop into a male
or female gametocyte, recognizable by its round or banana shape [201] as shown in
Figure 4.6. Besides the parasites, artifacts (e.g. out-of-focus and staining artifacts)
also appear in the images as shown in Figure 4.7. To illustrate the difficulty of
recognizing the malaria parasites, 100 parasites and 100 healthy erythrocytes are
shown in Figure 4.8. As can be seen, the healthy erythrocytes can appear similar
to the malaria parasites.
In our opinion, there is a small chance that malaria detection can be solved
in a purely ad hoc, heuristic way, because of the close resemblance of parasitized
erythrocytes to healthy erythrocytes. Therefore, we decided to use machine learning
techniques, because of their ability of generalization [190].
The analysis of the images is time critical. 11,780 images per glass slide have
to be analyzed in limited time. Because large parts of the images do not contain

(a) Platelet

(b) RBC

(c) WBC

(d) Reticulocyte

(e) Spacer

Figure 4.5: Typical examples of non-parasites in AO stained blood smear images. To improve
the visibility of the non-parasites, we applied some additional contrast boosting.
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(b) Schizonts

(c) Gametocyte

Figure 4.6: Typical examples of parasites in AO stained blood smear images. To improve the
visibility of the malaria parasites, we applied some additional contrast boosting.

Figure 4.7: Image of a digitized glass slide of malaria culture in medium. Top: out-of-focus
artifacts. Bottom: staining artifacts.

nucleic acids (DNA or RNA), only the small segments that fluoresce are interesting
for further analysis. As such, corresponding to the approach of Dı́az et al. in [43],
we used a 2-step approach to increase the throughput. First, the useful segments
of an image are determined, which are then classified as parasite and non-parasite.
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Figure 4.8: Left-hand side: examples of malaria parasites from culture in AO. Right-hand side:
examples of healthy erythrocytes from peripheral blood.

A pixel-accurate classifier is used to segment the image.
Color plane
The intensity of the images can change due to inevitable variations in sample preparation or dye fabrication [43]. Nonetheless, the malaria parasites strongly fluoresce
and therefore have a clear contrast with the background. Our fluorescent images
contain only noise in the blue channel, as we use fluorescent imaging with AO stain.
Therefore, our fluorescent images can be represented in a 2D color space. In analogy
to the color space HSV used in [43], we propose to use the color plane L (intensity)
and α (color)

α

=

L =

G
R,

2−
M AX

R
G,

if R = M AX
if G = M AX

(4.1)

where R and G represent the red and green channel, respectively, and
M AX

=

max(R, G)

(4.2)

α is then defined as the angle in the range [0..2] relative to the contribution of red
and green.

4.2.5

Image segmentation

To select the potentially interesting pixels, many local features can be provided,
where features are defined as local neighborhood operations applied to an image.
To avoid sub-optimal, manual selection and thresholding of the local features, we
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In the literature, many supervised learning techniques have been described, although no technique always performs best [187]. We have not found earlier research
proposing machine learning for image segmentation of fluorescent images. Based
on the extensive literature study and benchmark of Vink and de Haan in [187] (see
Chapter 2), AdaBoost has shown its potential based on its performance in real-time
target detection, its inherent feature selection, its straight-forward use and its short
training time. Based on these findings, we have decided to use AdaBoost for the
segmentation, without claiming it is the best choice.
For the convenience of the reader, the used AdaBoost variant will be explained
in more detail in the next subsection.
AdaBoost
AdaBoost creates a strong classifier out of a set of weak classifiers, using a collection
of features. In an iterative process, a simple learning algorithm selects the best
weak classifier in a greedy process. Data samples are re-weighted to emphasize the
incorrectly classified samples.
Formally, using a training dataset, AdaBoost creates a function H that maps
pairs of feature values (d~i ) of the data samples DM as inputs to desired outputs or
labels (ci ), where
d~i ∈ DM , D ⊆ R,
(4.3)
ci ∈ C = {−1, 1},
0 ≤ i < N,
N represents the number of samples and M the number of feature values per sample.
AdaBoost establishes a function H
H : DM → C

(4.4)

that minimizes the error E [57]
EH =

N
−1
X

h
i
P (i) ci 6= H(d~i ) ,

(4.5)

i=0

with respect to distribution P (i). The classifier H is created using Algorithm 2.
A cascade of classifiers has been created to achieve increased performance, while
reducing the computation complexity [191]. The proposed approach is depicted in
Figure 4.9.
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Algorithm 2 AdaBoost [56]
1
Initialize the distribution over the training set P1 (i) =
N
For t = 1...T
1. Train Weak Learner ht using distribution Pt
2. Calculate confidence αt ∈ R
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3. Update the distribution over the training set:
~

Pt+1 (i) =

Pt (i)e−αt ci ht (di )
Zt

where Zt is a normalization factor for distribution Pt+1
~ is:
Final classifier H(d)
(
~ =
H(d)

1
−1

if

P

T
t=1


~ ≥Θ
αt ht (d)

otherwise

where Θ represents a threshold

Sample

Classifier 1
1

Classifier
2

1 ...

Classifier
K

1

-1
Figure 4.9: Schematic depiction of a detection cascade [191].

As in [186], a sample (d~i ) represents a pixel. The desired output (ci ) is a binary
label. This is used to indicate if the selected pixel is part of a potentially interesting
segment.
For the segmentation, AdaBoost requires a set of potentially interesting features
and a set of labeled samples. In the next subsections these will be discussed in more
detail.
Feature set
The malaria parasites have a clear contrast with the background, due to the applied
stain. Therefore, we will focus on features that exploit this property. As thousands
of images per cartridge need to be analyzed, only a limited amount of time per
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W1 W2

Chapter 4
Figure 4.10: Haar-like box feature. The blue dot indicates the position of the center pixel. The
normalized sum of the pixel-values of the green box is subtracted from the sum of
the pixel-values of the red box.

image is available, which requires features of low computational complexity.
Haar-like (HL) features are used as they are computationally efficient, especially
if computed using an integral image [191]. Furthermore, HL features are tolerant
to variations, due to the averaging over a rectangular region, and are efficient for
representing the image structure of the targeted object [70]. We approximate the
round or banana shape of the parasites by square Haar-like filters, as a compromise
between performance and computational complexity.
Our feature set consists of two types of Haar-like features. First of all, the feature
set contains Haar-like box features [70] HLW1 ,W2 of image I, where HLW1 ,W2 of
pixel p~i,j is defined as
HLW1 ,W2 (~
pi,j )

= SqSum(W2 , p~i,j )
− α · SqSum(W1 , p~i,j )

(4.6)

for W1 < W2 and W ∈ N, where SqSum(W, p~i,j ) is the sum of the pixel-values of
a square of size W centered around pixel position p~i,j of image I (see Figure 4.10),
α represents the normalization factor, and p~i,j is defined for an image of (Width x
Height) pixels, such that
0 ≤ i < Width,
(4.7)
0 ≤ j < Height.
Haar-like features can effectively be computed using an integral image [191]. The
integral image (II) at pixel position p~i,j of image I contains the sum of pixel-values
above and to the left of p~i,j inclusive and is defined as
II(~
pi,j ) =

P

0≤i0 ≤i

P

0≤j 0 ≤j

I(~
pi0 ,j 0 )

This can be calculated recursively, using [191]

II(~
pi−1,j ) + s(~
pi,j ) if i ≥ 0
II(~
pi,j ) =
0
if i < 0

s(~
pi,j−1 ) + I(~
pi,j ) if j ≥ 0
s(~
pi,j ) =
0
if j < 0
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W3 W4 W5

Figure 4.11: Non-adjacent Haar-like box feature. The blue dot indicates the position of the
center pixel. The normalized sum of the pixel-values of the green box is subtracted
from the sum of the pixel-values of the red box.

in one pass over the original image. Then, SqSum can be calculated using only
four references to II:
SqSum(W, p~i,j )

= II(~
pi+b W c,j+b W c ) + II(~
pi−b W c,j−b W c )
2
2
2
2
− II(~
pi+b W c,j−b W c ) − II(~
pi−b W c,j+b W c )
2

2

2

(4.10)

2

Besides the Haar-like box features, we also include non-adjacent Haar-like box
features, which are claimed to be more efficient and stable [70]. Non-adjacent Haarlike box features (HLN AW3 ,W4 ,W5 ) of image I are defined as (see Figure 4.11)

HLN AW3 ,W4 ,W5 (~
pi,j ) =
SqSum(W5 , p~i,j )

(4.11)
− SqSum(W4 , p~i,j )
− α0 · SqSum(W3 , p~i,j )
for W3 < W4 < W5 .
Above features are calculated on L and using the following settings
5 ≤ W1 ≤ 15
2 ≤ W2 − W1 ≤ 16
5 ≤ W3 ≤ 15
2 ≤ W4 − W3 ≤ 10
2 ≤ W5 − W4 ≤ 16

(4.12)

resulting in 528 features.
Training set
AdaBoost requires two annotated training sets. The first training set is used to
select the optimal Weak Learner, whereas the second training set determines when
to go to the next cascade layer (recall Figure 4.9). Both training sets are created
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Figure 4.12: Part of an image used in the training set for image segmentation. Left-hand side:
the original image. Right-hand side: the labeling of the image, where blue represents the potentially interesting pixels, red the pixels which are neglected during
training to avoid ambiguous data in the training set, and the black represents the
background.

using 11 images, both selecting randomly 25% of the pixel locations of each image.
The samples are labeled using adaptive (local) thresholding on the brightness channel [154]. Thresholds are manually optimized for each image. An example of an
image used in the training set is shown in Figure 4.12.
Connected component analysis
After establishing the useful pixels, segments are created using connected component analysis [68]. Segments with an area of less than 6x6 pixels are considered as
too small and therefore are neglected.
Classification is applied to differentiate between the segments containing malaria
parasites and non-malaria segments containing e.g. platelets, RBCs, WBCs, reticulocytes, the spacers of the cartridge, or (staining) artifacts.

4.2.6

Segment classification

To select the malaria parasites from a large set of segments, many local features can
be provided. AdaBoost is used to create a strong classifier, based on multiple weak
classifiers of thresholded local features. As before, AdaBoost requires a feature set
and a sample set, which will be discussed in the next subsections.
Feature set
The appearance of the malaria parasites in the peripheral blood changes substantially, depending on their life cycle stage. In general, the parasites appear as (a
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combination of) red and green dots. This property has been used while designing the set of features. The set of features has been categorized into color features,
intensity features, statistical features, region property features and texture features.
Color features
First of all, features of low computational complexity were included to specify the
relative strength of the red channel compared to the green channel within a segment:
Count>α (S, θ)

=

Count<α (S, θ)

=

i
α(~
pi,j ) > θ ,
p
~i,j ∈S h
i
# α(~
pi,j ) < θ ,
#

Chapter 4

h

(4.13)

p
~i,j ∈S

where S represents the segment, α(~
pi,j ) the color-value at pixel location p~i,j and θ
a threshold. We set the threshold to 26 different values, divided over the complete
range. The thresholds are equidistantly divided over the range, as α (in analogy to
hue) is uniformly distributed over the complete range.
Intensity features
Similar features were included to specify the intensity of the segment:
h
i
Count>L (S, θ) =
# L(~
pi,j ) > θ ,
p
~i,j ∈S h
i
(4.14)
Count<L (S, θ) =
# L(~
pi,j ) < θ ,
p
~i,j ∈S

where L(~
pi,j ) represents the intensity at pixel location p~i,j . As before, the threshold
was set to 26 different values, equidistantly divided over the complete range.
Statistical features
Next to the color and intensity features, several statistical features were included
to capture the color properties of the segments:
h
i
Histα (S, i) =
# bn ≤ α(~
pi,j ) < bn+1 ,
p
~i,j ∈S
h
i
P
1
· p~i,j ∈S α(~
pi,j ) ,
M eanα (S) = |S|
h
i2
P
1
(4.15)
· p~i,j ∈S α(~
pi,j ) − M eanα (S) ,
V arα (S) = |S|
h
i
M inα (S) = minp~i,j ∈S α(~
pi,j ) ,
h
i
M axα (S) = maxp~i,j ∈S α(~
pi,j ) ,
where n represents the nth bin of the histogram, bounded by bn and bn+1 , and |S|
the cardinality of set S. A histogram consisting of 64 bins was created. Above
features were also calculated using the intensity (i.e. L).
Region property features
Multiple region properties were included in the feature set, to include structural
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information regarding the segments:
Area(S)
P erimeter(S)
Compactness(S)
Chapter 4

= |S|, h
i
=
# B(~
pi,j ) ,
=

p
~i,j ∈S
P erimeter(S)2
,
Area(S)

(4.16)

where B(~
pi,j ) indicates if p~i,j is a boundary-pixel of S.
Furthermore, the following region properties have been included2 :
• M ajorAxis(S) and M inorAxis(S): the length of the major and minor axes
of the ellipse that has the same normalized second central moments as segment
S;
• F illedArea(S): the area of a morphological hole-filled segment S;
• Eccentricity(S): ratio of the distance between the foci of the ellipse and the
length of its major axis of segment S;
• ConvexArea(S): the area of the convex hull of segment S;
• Solidity(S): ratio of area of convex hull of segment S and area of segment S.
Texture features
To capture the texture of the segments, the following features have been added
[199]2 :
• GLCM (S): gray-level co-occurrence matrix, distribution of co-occurring values of neighboring pixels of segment S;
• Contrast(S): intensity contrast between a pixel and its neighboring pixel over
the segment S;
• Correlation(S): correlation of a luminance-value of a pixel to its neighboring
pixel over the segment S;
• Energy(S): summation of squared elements of GLCM (S);
• Homogeneity(S): closeness of the distribution of elements in GLCM (S) to
diagonal of GLCM (S).
In total, the compiled feature set consists of 320 features.
Training set
To train the classifier, multiple cartridges filled with parasite culture in medium
were manually annotated in duplicate by experts. 8,413 labeled parasites were
randomly divided over the two training sets required by AdaBoost. A subset of
the annotated parasites is shown in Figure 4.8. As negative samples, 22 cartridges
containing healthy blood resulting in 323,312 non-parasite labeled segments out of
2 Only a brief description is given, as these features have not been selected by AdaBoost to
detect the malaria parasites.
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the 259,160 images were used and also divided over the two training sets. A subset
of the negative samples is shown in Figure 4.8.
Generalization performance
To check for overfitting, the generalization performance was determined. The generalization performance of a trained detector refers to its performance on a test
set, which was not part of the set used during training [80]. In case the detector performed well on the training set, but revealed poor performance on the test
set, overfitting occurred [215]. The performance of the trained detector depends
(among other things) on the proper selection of the number of samples, relative
to the number of features. In practice, it is often observed that adding features,
while using a small number of samples relative to the number of features in the
training set (curse of dimensionality), may actually degrade the performance of the
detector. This paradoxical behavior is called the peaking phenomenon [80]. As a
rule-of-thumb, it is a good practice to have at least 10 times as many samples per
class as the number of features [79, 80]. For our sample set, the number of the
positive samples (i.e. the labeled parasites) should therefore have been sufficient to
reduce the chance of overfitting.

4.2.7

Framework

In the previous subsections, the automatic, quantitative vision-based malaria diagnosis system was described. After the cartridge has been filled with a drop of
blood, images are acquired using a dedicated scanner. Image analysis is applied to
examine the images (see Figure 4.13). First, the potentially interesting pixels of
the images are selected using the pixel-accurate classifier, which has been trained
by AdaBoost. Connected components analysis is applied to create segments. Then,
the segments are divided in malaria parasites and non-malaria parasites, based on
a detector trained by AdaBoost.
In the next section, the results of the image analysis part will be discussed.

4.3
4.3.1

Results
Image segmentation

Based on the above described framework, we first created the pixel-accurate classifier for the image segmentation. To prevent missed segments and to have a low
computational complexity, a conservative cascade consisting of only one layer was
built. Only 1 feature was selected by AdaBoost (i.e. HLN A11,19,35 ). The created
pixel-accurate classifier combined with connected components analysis was applied
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Figure 4.13: Framework of the image analysis part to examine the images of a cartridge.

to 1,775 images containing 2,106 parasites to benchmark its performance. Manual inspection of the results indicated that no parasite was missed by the image
segmentation.
As expected, a non-adjacent Haar-like feature was preferred over the adjacent
Haar-like features, for its robustness and stability. Squares of large size (i.e. 11,
19 and 35) were selected to average over a large area. By that method, noise and
artifacts in the images could be better suppressed.

4.3.2

Segment classification

To classify the segments, a second classifier was trained using AdaBoost. To ensure
the required high specificity to be able to detect low parasite densities, the threshold
of the last cascade layer Θ was adjusted to accept at most 3 false positives per
cartridge.
AdaBoost selected the following 10 features (in order of decreasing importance):
• Count>α (S, 0.625);
• M inL (S);
• Varα (S);
• Count<L (S, 0.664);
• M axL (S);
• Count>α (S, 1.25);
• Compactness(S);
• Histα (S, 58);
• Histα (S, 57);
• M inα (S).
As already indicated in Section 4.2.4, the malaria parasites appear as (a combination of) red and green dots. The first three selected features (which are the most
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important) showed a clear link with the appearance of the parasites. The most important feature Count>α (S, 0.625) indicated that a malaria parasite segment should
contain a sufficiently large part that is green or yellow. Combined with the first
feature, the third feature V arα (S) required that a malaria parasite segment also
contains a red part. The second feature M inL (S) required that the malaria parasite
segment has sufficient intensity.
The above detector was benchmarked using 40 cartridges containing blood from
healthy volunteers (each consisting of 11,780 images) and 5,420 labeled parasite segments, from parasite culture in medium obtained by Radboud University Nijmegen.
The image analysis part of the malaria diagnosis system achieved a sensitivity or
detection rate (P d) of 75.0%, where P d is defined as
Pd =

(#T P )
(#T P ) + (#F N )

(4.17)

using

as parasite

Detected

Labeled as parasite
True
False
True
False

True Positives
TP
False Negatives
FN

False Positives
FP
True Negatives
TN

At most 3 false positives were found in a cartridge containing healthy blood. On
average 0.53 false positives were found in a cartridge containing healthy blood, with
a standard deviation of 0.82. As 0.47 µl was scanned per cartridge, this implies that
at most 6.38 false positives were found per µl blood. By assuming 5 million RBCs
per µl blood [118], this results in an achieved specificity of 99.999978% at the level
of RBCs3 . Combined with a sensitivity of 75.0%, the image analysis part of our
proposed quantitative, automatic vision-based malaria diagnosis system was able
to detect low parasite densities (i.e. 10 parasites/µl) and therefore substantially
outperformed proposed alternatives described in the literature (see Section 4.1.1).

4.3.3

Timing

The analysis of the images is time critical. Table 4.2 shows the computation time
of analyzing one complete cartridge, using an Intel dual core processor operating
at 3.0 GHz. The images shot by the scanner were analyzed by the system in less
than 4.5 minutes, amply fulfilling the requirement of performing the analysis within
15 minutes. The current implementation shows room for improvement to further
increase the sophistication of the detection method.
3 Be

aware, this is not the specificity at cartridge level.
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Image segmentation
Pixel classifier
109.44
Connected components
87.61
Segment classification
Feature calculation
70.07
Classification
0.18
Total
267.30
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s
s
s
s
s

Table 4.2: Computational complexity of the image analysis part of a complete cartridge.

4.3.4

Field trial

To identify points for improvement, the vision-based system was used in a small
field trial of hospital inpatients with Plasmodium falciparum malaria. The study
was performed in Chittagong Medical College Hospital, Chittagong, Bangladesh in
July 2011, as part of a wider primary study4 .
The primary study included expert manual microscopy to follow the evolution
of enrolled patients’ parasite counts with treatment. Discarded blood from the
samples taken for microscopy was used to test the proposed system and compared
to the manual counts. The results are shown in Figure 4.14.
Using 86 samples, the proposed system showed a correlation of 0.953 with manual microscopy. However, for 2 samples no parasites were detected by the proposed
system, although otherwise were identified by the manual microscopy. Furthermore,
for 10 samples no parasites were found by the microscopist, although otherwise indicated by the proposed system. Based on these cases, 3 clear issues have been
identified. These issues are out-of-focus artifacts, motion blur and staining artifacts, as shown in Figure 4.15. As these problems are hard to solve using image
post-processing, the imaging process should be improved, instead. Future work
should therefore focus on improving the filling process of the cartridges and the
auto-focusing system as well as the scanning galvo mirror of the scanner.

4.4

Discussion

In this chapter, we have proposed a complete system for quantitative, automatic
vision-based malaria diagnosis. Manual examination of blood smears is currently
the gold standard, but it is time-consuming, labor-intensive, requires a wet lab, requires skilled microscopists and has a detection limit of commonly 500 parasites/µl,
4 “Malarial retinopathy and near infrared spectroscopy in cerebral and severe malaria”, Principal Investigator: Dr. Richard Maude, Mahidol-Oxford Tropical Medicine Research Unit, Mahidol
University, Bangkok, Thailand.
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Figure 4.14: Result of the field trial, comparing the proposed system to standard microscopy.
14 Samples are clustered in (0,0).

Figure 4.15: Examples of a few extreme cases. Left-hand side: motion blur as the sample stage
and the scanning galvo mirror were not correctly synchronized. Middle: accumulation of stain resulting in staining artifacts. Right-hand side: out-of-focus image
due to an incorrect z-position of the sample stage.

depending on the skill and attention of the microscopist. In favorable conditions, a
detection limit of 50 parasites/µl can be achieved. Dipsticks or rapid diagnostic tests
(RTDs) offer savings on training and examination time, but have a higher detection
limit of about 200 parasites/µl and do not allow for quantitative measurements or
follow-up.
We selected AO staining as it provides results in minutes and enables a good
diagnostic performance. A cartridge, filled with AO, as proposed by Camps et
al. [27] was used to obtain a thin blood film. The blood was imaged while still liquid,
to eliminate the drying time. Channels of different depths isolated the objects of
interest, i.e. RBCs and parasites. A dedicated compact scanner was used to image
the cartridges. The scanner comprises a machine vision color camera, a scanning
galvo mirror that prevents motion blur, and a laser-based auto-focus system. The
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cartridge has an aluminum reflection layer to enhance the excitation and to enable
the auto-focus system.

Chapter 4

To analyze the images, a high-throughput parasite detector was proposed. We
have focused on machine learning strategies, due to the close resemblance of the
malaria parasites to healthy erythrocytes. A two-step approach was proposed that
first segments the potentially interesting areas, and then classifies the segments. We
used supervised learning (AdaBoost) to train a pixel-accurate classifier to segment
the images. AdaBoost was selected due to its potential shown in [187], without
claiming it is the best choice.
To avoid missing segments, a conservative single layer classifier using a single
non-adjacent Haar-like feature was created. Haar-like features are attractive as they
are computationally efficient and tolerant to variations. The second classifier to analyze the segments in more detail, using the output of the image segmentation, was
trained using AdaBoost and tuned to accept at most 3 false positives per cartridge,
to ensure the required high specificity. This classifier is based on a weighted mixture
of only 10 (local) color and region property features.
The created high-throughput parasite detector was tested on 40 cartridges containing healthy blood, each consisting of 11,780 images and 5,420 segments of labeled
malaria parasites. The image analysis part of the system achieved a sensitivity of
75% at the level of (infected) RBCs, while on average 0.53 false positives were found
in a cartridge containing healthy blood. At most less than 7 false positives per µl
were found, resulting in a cell-level specificity of 99.999978%.
Vision-based malaria parasite detection has been studied by a number of investigators [160, 172, 178, 182], but as far as we know, only one study in the literature
also addressed the complete system. Dı́az et al. [43] proposed a bright field system
with Giemsa staining. Although in our proposal we used fluorescent microscopy
combined with AO, the goal of both methods is automatic quantification of malaria
parasites in blood. Giemsa stain has the advantage of being used frequently for
manual examination, so that microscopists are used to the images. AO requires
significantly less time to apply, while still achieving a good diagnostic performance.
Dı́az et al. achieved a specificity of 99.7% and a sensitivity of 94%, based on 450
images consisting of 11,844 healthy RBCs and 713 malaria parasites. Although the
sensitivity of the image analysis part of our system was only 75%, our specificity was
orders of magnitude higher (i.e. 99.999978%), based on 471,200 images, combined
consisting of 94 million RBCs, and 5,420 malaria parasites. Such an extreme high
specificity is required to be able to detect low parasite densities.
Preparing the cartridge required less than 1 minute. Besides that, the scanning
time of a cartridge took less than 15 minutes and the analysis of images less than 5
minutes. Because scanning and analysis can run in parallel, the set user requirement
was met.
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Currently, the scanning time of a cartridge is the bottleneck of the system.
Future work will therefore focus on reducing the scanning time.
Compared to the proposed system of Dı́az et al. our system is orders of magnitude faster as they require 9 seconds per image leading to a computational time of
multiple days, as tens of thousands of images per cartridge have to be analyzed to
achieve the desired specificity of 10 malaria parasites/µl.
The above performance has been achieved on malaria parasites from culture in
medium. To identify points for improvement, a small field trial was performed in
Chittagong (Bangladesh). Based on 86 samples, the proposed system showed a
correlation of 0.953 with manual microscopy. Based on this field trial, issues have
been identified with the filling process of the cartridge, the auto-focusing system
and the scanning galvo mirror.
In the performed field trial, manual microscopy was used as reference. However,
as the detection limit of the ‘gold standard’ is limited, future field studies should
use techniques with a lower detection limit, such as PCR, as reference.
For the evaluation of antimalarial therapies, the infection stage is also important
[43]. Only limited articles have addressed this problem [43, 147]. Future work
should focus on discrimination among different stages of malaria parasite, as well
as different malaria species. The authors believe that the proposed approach will
be capable of discrimination if trained appropriately.
Furthermore, malaria parasites from culture in medium were used for part of the
development. As malaria parasites in patient’s blood could have various conditions
that effect the parasite morphology, future work should be done only on blood from
malaria positive patients.
We conclude that our scanner is an easy-to-use and fast solution to detect low
parasite densities in peripheral blood samples, without requiring a skilled microscopist or a wet lab. Our system shows superior performance compared to relevant
alternative proposals in the literature.
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Abstract
In traditional cancer diagnosis, (histo)pathological images of biopsy samples are
visually analyzed by pathologists. However, this judgment is subjective and leads
to variability among pathologists. Digital scanners may enable automated objective
assessment, improved quality and reduced throughput time. Nucleus detection is
seen as the corner stone for a range of applications in automated assessment of
(histo)pathological images.
In this chapter, we propose an efficient nucleus detector designed with machine
learning. We applied color deconvolution to reconstruct each applied stain. Next,
we constructed a large feature set and modified AdaBoost to create two detectors,
focused on different characteristics in appearance of nuclei. The proposed modification of AdaBoost enables inclusion of the computational cost of each feature during
selection, thus improving the computational efficiency of the resulting detectors.
The outputs of the 2 detectors are merged by a globally optimal active contour
algorithm to refine the border of the detected nuclei. With a detection rate of 95%
(on average 58 incorrectly found objects per field-of-view) based on 51 field-of-view
images of Her2 immunohistochemistry stained breast tissue and a complete analysis in 1 second per field-of-view, our nucleus detector shows good performance and
could enable a range of applications in automated assessment of (histo)pathological
images.

Reproduced from: J.P. Vink, M.B. van Leeuwen, C.H.M. van Deurzen and
G. de Haan, “Efficient nucleus detector in histopathology images,” Journal of
Microscopy, vol. 249, no. 2, pp. 124-135, February 2013.
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5.1

Introduction

Cancer is the second leading cause of death in the United States. Approximately
half of the male and one third of the female population get cancer at some point
during their life [41]. In the USA alone, in 2010 about 1,529,560 new cases were
diagnosed [174]. Due to changes in the habits of people (e.g. tobacco use, poor diet
and lack of activity) cancer risk has further increased [41].
Traditionally, cancer is detected by analyzing (histo)pathological images of biopsy
samples from patients. Pathologists examine the samples, by assessing the deviation
in cell structures and the change in distribution of cells across the tissue [41]. However, this judgment is subjective and leads to variability among pathologists [9]. In
addition, the workload of the pathologists has increased in recent years because of an
increased annual number of pathology examinations (due to population growth and
demographic aging) [149, 180]. Clearly there is a need for quantitative assessment
of pathological images [63]. The introduction of digital scanners enables automated
assessment of digital pathological images. This could improve quality and enable a
reduction in throughput time of the diagnosis [188], and provides improved access,
e.g. for a second opinion.
Pathological assessment focuses on cytology, as well as histopathology. The
diagnosis from histopathology images is the ‘gold standard’, since the underlying
tissue architecture remains preserved [63].
To assess or grade histopathology images, the identification of histological structures (e.g. lymphocytes and cancer nuclei) is a pre-requisite [63]. Furthermore,
nuclear pleomorphism has diagnostic value for several cancerous conditions [63].
Therefore, nucleus detection is seen as a corner stone for a range of applications in
automated assessment of pathological images.

5.1.1

Nucleus detection

Nucleus detection is a challenging task, because of the complex nature of the histological images (see Figure 5.1). To start with, pathological images have a highly
heterogeneous character due to the natural variability among the nuclei (shape as
well as size). Also procedural differences (e.g., tissue handling, fixation and staining of tissue, and digitization of the glass slide) lead to variation [188]. Finally,
complexity is increased by the fact that the specimen is a 2D section of a 3D tissue
sample. This implies partially imaged nuclei, sectioning of nuclei at all possible
angles and damaged nuclei due to sectioning [4].
In this chapter, we will focus on nucleus detection for histopathological images
of Her2 immunohistochemistry (IHC) stained breast tissue. We will focus on the
detection of the nucleus of epithelial cells, lymphocytes and fibroblasts, which are
relevant for the diagnosis of (breast) cancer:
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Figure 5.1: Image of a digitized glass slide of breast tissue using Her2 IHC-staining (20× magnification). The nuclei are clearly visible. For visibility reasons, a part of a Her2-negative
tissue sample is shown.

• 90% of human cancers are carcinomas (arising from epithelial cells) [5];
• Cancer is often associated with an infiltrate of lymphocytes, which has also
been reported to be associated with the prognosis;
• Fibroblasts are the most common cells in connective tissue and play a role in
wound healing [5].
Furthermore, our focus is on automated detection of the nuclei, without additional user input. We set our goal to have a high detection rate combined with
low computational cost. Short computation times (in the order of seconds) are
important if we want the algorithm to fit in the workflow of a pathologist.

5.1.2

Related work

Many publications on nucleus detection are available. We found basically two applied approaches: pixel-based and boundary-based approaches. The pixel-based
approach determines whether a pixel belongs to a nucleus or not, whereas the
boundary-based approach focuses on finding the boundary points of a nucleus [41].
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Pixel-based approach
The publications in this category contain many different techniques. A simple and
often used technique is thresholding. Many alternatives like fuzzy c-means clustering [65] and adaptive thresholding [137] have been tried. However, thresholding
techniques require images with a well-defined, preferably uniform background [63].
Due to the large variation in staining uptake within an image, this is often not possible. Furthermore, the transition between a nucleus and the background may be
diffuse, making it hard to find a reliable threshold level. Moreover, a small change
in the threshold level may have a great impact on the result [192].
Instead of finding a threshold to separate the nuclei and the background, similarity among neighboring pixels can be used. This technique is called region growing.
Region growing techniques like watershed algorithms (e.g., [82]) are also sensitive to
a high variability in the image [63]. More advanced techniques using graph-cuts or
level set algorithms suffer from initialization problem. Hybrid approaches to solve
these initialization issues (e.g., [4]) have been proposed, but still cope with overand under-segmentation errors [4].
Edge-based segmentation techniques, which try to connect local maxima of the
gradient image, like the h-maxima transform (e.g., [192]), are overly sensitive to
image texture, resulting in over-seeding the image [4].
Finally, a more sophisticated approach using edge-information is the Hough
transform [134]. However, the performance of this method drops for non-circular
nuclei and has a high computational complexity [4].
Boundary-based approach
Finding the boundary points of a nucleus is possible using manual segmentation, by
taking a number of points from a user to approximate a closed curve. However, this
is unfeasible due to the large number of nuclei. Furthermore it does not fulfill the
set user requirements, although the results are promising due to the user interaction
[41].
Alternatively, active contour models (snakes) can optimize the task of determining the boundary points. A snake is a deformable spline, that tries to minimize an
energy function based on discontinuities in the curve, discontinuities in the curvature of the snake, and discontinuities in the image data. However, the performance
of the results mainly depends on the initialization of the contour points, which often
requires user interaction [41].
Combined approach
Wählby et al. [192] proposed to combine intensity information with edge strength
and shape. Seeds are generated by combining morphological filtering of the original
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image and the gradient magnitude image. Watershed segmentation is applied using
the seeds as starting point. The watershed results are refined by merging seeds
located on the same object and by declustering based on shape information. The
computational cost of the proposed approach is high (in the order of 2 minutes using
a personal workstation for an image of 1024x1024 pixels) [192] and the results will
be sub-optimal for ring-shaped nuclei (e.g. epithelial cells), as these nuclei are not
uniform.

Chapter 5

5.1.3

Overview

None of the above methods fulfills all set requirements (i.e. no user interaction, high
detection rate and low computational cost). In our opinion, there is a small chance
that the general problem of nucleus detection can be solved in a purely ad hoc,
heuristic way, because the appearance of nuclei varies considerably (see Figure 5.2).
Therefore, we will focus on machine learning strategies, because of their ability of
generalization [190].
Initial experiments immediately showed that creating one detector for the whole
range of nuclei will have a negative effect on the achieved performance. The diversity in appearance is too large to be covered by a single detector. Therefore,
we propose to create two detectors. The first detector (pixel-based) focuses on the
inner structure of the nuclei, and the second detector (line-based) is based on the
characteristic line structure of the border of epithelial cells. Potentially, results of
the first (pixel-based) and the second (line-based) detector will overlap, which introduces redundancy. We propose that both detectors will serve as seed-generator for
a post-processing step. This post-processing step should focus on the refinement
of the borders of nuclei to enhance the visual output, as well as on localization
accuracy.
This chapter is organized as follows. In Section 5.2, we will explain how to create
a nucleus detector in detail. In Section 5.3, the created detector and its performance
are described. Finally, conclusions are drawn in Section 5.4.

Figure 5.2: Small parts of images of a digitized glass slide of breast tissue using Her2 IHCstaining. The appearance of the different nuclei varies considerably. From left to
right: lymphocytes, fibroblasts, and three times epithelial cells.
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5.2

Creation of nucleus detector

Our goal is to create a nucleus detector, with high performance and low computational complexity. Initially cells and tissue are transparent. The contrast between
different structures is enhanced with stains and dyes. Staining provides a powerful
cue for interpretation of tissue samples. Therefore, segmentation algorithms and
quantitative measurement routines start with separating the contribution of each
stain.

5.2.1

Color deconvolution

Chapter 5

A large variety of color space transformations has successfully been used for pathology applications [24,148]. One can conclude that for segmentation purposes almost
any color space can be used (e.g., HSI (Hue, Saturation, Intensity), HSD (Hue,
Saturation, Density), L*a*b*, ...).
For quantitative measurements of stains, Ruifrok’s approach performs well. In
2001, Ruifrok et al. [148] developed a color deconvolution method for bright field
pathology applications. They explained how virtually every set of 3 colors can be
separated by color deconvolution, even in the case of colocalization of stains.
After color deconvolution, images can be reconstructed for each stain separately.
Ruifrok’s approach (only) requires knowledge of the RGB (Red, Green, Blue) color
vectors of each specific stain. A successful approach for automatic derivation of these
vectors was introduced by Macenko et al. [113], and further refined by Niethammer
et al. [131]. For our work, the method of Macenko [113] provided sufficiently good
results. We will summarize their approach in this section. For details, we refer
to [113] and [131]. The stain vectors can be extracted from the intensity data using
Algorithm 3.
Step 2 is important because it eliminates unreliable data from the analysis, based
on an empirically determined threshold. Steps 3 and 4 are straightforward. The
~ = (ODR , ODG , ODB ) onto the plane in step 5 is
projection of the OD tuple OD
given by
~ 0 = OD
~ − (OD
~ · ~n)~n
OD

(5.1)

with ~n the plane’s unit normal. In step 6, we calculate the angle of each point with
respect to the second SVD direction. See Figure 5.3 for illustration of this step.
The first SVD direction typically captures the intensity variation in the dataset,
resulting in a vector between the two stain vectors. The second SVD direction
~ 2 ) is perpendicular to the first. Therefore, we can use a simple
(eigenvector 2 or EV
equation, based on the inner product, for the smallest angle φ between two vectors
to compute the angle between each data vector and the second staining vector
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Algorithm 3 Singular Value Decomposition (SVD) method for obtaining the stain
vectors [113]
1. Convert RGB to optical density (OD)
2. Remove data with negligible optical density
3. Calculate SVD of the OD tuples
4. Create plane from the SVD directions corresponding to the two largest singular values
Chapter 5

5. Project data onto the plane, normalize to unit length
6. Calculate the angle, φ, of each point with respect to the first (or second) SVD
direction
7. Find robust extremes of the angle (αth and (100 − α)th percentiles)
8. Convert extreme values back to OD space

φ = arccos

~ 0 · EV
~2
OD
0
~ ||EV
~ 2|
|OD

!
(5.2)

The two tuples that represent the staining vectors are sampled from the list of sorted
angles as being the αth and (100 − α)th percentiles. If noise and discretization artifacts were not a factor, the samples corresponding to the minimum and maximum
angle would be used. Like in [113], we found α = 1 to provide fairly robust results.
The selected tuples define the first two rows of the optical density matrix, ODM
(see [148]). The third row represents the residual direction and is computed by the
outer product of the selected tuples. The direction of this vector can be used to
ensure consistency in the ordering of the selected tuples.
In our implementation, we assign the blue Hematoxylin stain to the first row
and the brown stain of Her2 IHC to the second row of ODM. From the optical
density matrix the color deconvolution matrix, CDM, is obtained:

−1
CDM = ODMT

(5.3)

The color deconvolution matrix enables us to estimate the relative absorption for
each stain:
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Figure 5.3: Simplified illustration of the derivation of angle φ.




ODstain1
ODR
 ODstain2  = CDM  ODG 
ODresidual
ODB


(5.4)

The algorithm performs well in practice if several requirements are taken into
account. In the first place, the input data must contain sufficient data for each
stain. Another requirement is that the residual component should be relatively small
compared to the variation in color between both stains. If one of these requirements
is not met, the planar distribution between the two staining colors will be lost and
the fitting result becomes unstable. Figure 5.4 shows the color deconvolution result
for Her2 IHC-stained tissue. The example shows that colocalization of stain is
properly addressed.
The image expressing the contribution of the Hematoxylin stain will be used as
input for the rest of the framework, as discussed in the next subsections.

5.2.2

Machine learning

In the literature many different machine learning techniques have been presented.
Two popular supervised learning techniques emerged from our search, i.e. AdaBoost [56] and SVM [37]. Since we did not find publications comparing machine
learning techniques for nucleus detection in histopathology images, other domains
were searched for benchmarks.
Wang et al. [193] and Casagrande [30] concluded that AdaBoost is more efficient
and performs significantly better than SVM. Viola and Jones [191] introduced a
significant efficiency improvement to AdaBoost, by describing a methodology for
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Figure 5.4: Color deconvolution result for Her2 IHC-staining. The residual is scaled to improve
visibility.

constructing a cascade of classifiers. In [186], Vink and De Haan showed that using
AdaBoost it is possible to create a detector using only a small subset from a large
set of potentially interesting features.
Based on these findings and Chapter 2, we have decided to use AdaBoost to
create the nucleus detector, without claiming that it is the best choice. Since we
saw an opportunity to improve the resulting detector efficiency further by modifying
AdaBoost, we shall first document these modifications in the following subsection.

5.2.3

AdaBoost

Using a training dataset, AdaBoost creates a function H that maps pairs of feature
values (d~i ) of the data samples DM as inputs to desired outputs or labels (ci ), where
d~i ∈ DM , D ⊆ R,
ci ∈ C = {−1, 1},
0 ≤ i < N,

(5.5)

N represents the number of samples and M the number of feature values per sample.
AdaBoost establishes a function H
H : DM → C

(5.6)

that minimizes the error E [57]
EH =

N
−1
X
i=0
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P (i) ci 6= H(d~i ) ,

(5.7)
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Algorithm 4 AdaBoost [56]
1
Initialize the distribution over the training set P1 (i) =
N
For t = 1...T
1. Train Weak Learner ht using distribution Pt
2. Calculate confidence αt ∈ R
3. Update the distribution over the training set:
~

Pt+1 (i) =

Pt (i)e−αt ci ht (di )
Zt

Chapter 5

where Zt is a normalization factor for distribution Pt+1
~ is:
Final classifier H(d)
(
~ =
H(d)

1
−1

if

P

T
t=1


~ ≥Θ
αt ht (d)

otherwise

where Θ represents a threshold

with respect to distribution P (i) (the weight of each sample). The classifier H is
created using Algorithm 4.
The algorithm starts with initializing the distribution P1 , using a uniform distribution (each sample receives the same weight). Iteratively, a Weak Learner has
been selected based on the distribution. A Weak Learner is defined as a classifier
(i.e. a selected feature combined with a determined threshold), which only slightly
correlates with the desired output [129]. After that, this selected weak classifier is
used to update the distribution Pt+1 . The weight of the correctly classified samples is decreased, such that in the next iteration, the emphasize on the incorrect
classified samples is higher. This process is repeated T times.
To train the Weak Learner, we apply decision stumps, following Viola and Jones
[191] (see Algorithm 5). Decision stump is a weak machine learning model consisting
of a single-level decision tree. It calculates for each feature the optimal threshold
(i.e. the threshold with the lowest error t , with respect to distribution Pt ) and
finally selects the best combination.
To achieve increased performance, while reducing the computation complexity,
a cascade of classifiers has been created [191] (see Figure 5.5). Each final classifier
H represents one layer of the detection cascade.
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Algorithm 5 Weak Learner [191]
1. Select the best weak classifier with respect to distribution Pt
t = minj,p,θ

PN −1
i=0

h
i
Pt (i) ci 6= h(d~i , j, p, θ) ,

2. Define ht (d~i ) = h(d~i , jt , pt , θt ), where jt , pt , and θt are the minimizers of t
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A weak classifier h(d~i , j, p, θ) is defined as
(
1 if p · d~i (j) < p · θ
h(d~i , j, p, θ) =
−1 otherwise
for feature index j, threshold θ and polarity p.

Sample

Classifier 1
1

Classifier
2

1 ...

Classifier
K

1

-1
Figure 5.5: Schematic depiction of a detection cascade [190].

5.2.4

Cost efficient feature selection

The efficiency and the performance of a trained detector are often highly dependent
on the quality of the available features. A good feature should fulfill the following
requirements [44]:
• it should be informative;
• it should be invariant to noise;
• it should have a low computational complexity.
The above Weak Learner approach only focuses on the performance of the features,
such that the best weak learner (i.e. the weak classifier with the lowest error) will be
selected. However, given two weak classifiers with similar error, it is advantageous to
favor the one with the lowest computational complexity. In addition, the calculation
of a feature is often far more demanding than thresholding the feature. Therefore,
once a feature has been selected, it is desired to bias selection towards previously
selected features [188]. As far as we know, only Dollár et al. [44] and Hanif et
al. [67] have addressed the concept of including awareness of computational feature
cost. Both do not bias towards previously selected features. Furthermore, Dollár
proposed to adjust Zt , the normalization factor of the accompanying distribution
1/costt
(see Algorithm 4), to Zt
, such that the feature with computation cost costt
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1/cost

t
and error t which minimizes Zt
is selected. However, their proposed relation
between the cost and the error is not monotonic. This property is desirable to find
a good balance between computation cost and feature error. Therefore, we propose
to modify the Weak Learner to select the weak classifier which minimizes ct , using

ct = t · (costt + costinitial ),

(5.8)

where costinitial represents a threshold to avoid that only the cheapest features are
selected. To bias towards previously selected features, costt is set to zero, once
feature t is used.
Finally, subsets of features may be calculated using matching mathematical
steps. Once a feature of such a subset has been selected, costt of all features of
the subset are lowered according to the computational complexity of the matching
calculations.
The cost of each feature is measured by calculating the feature using multiple
field-of-view images and taking the average computation time.

5.2.5

Feature set

To train a detector, AdaBoost requires a set of features and a set of samples. The
feature set is a set of potentially relevant features. Relevant information about the
local structure and the local amount of energy is required to distinguish between
nuclei and the background or artifacts. As mentioned in Section 5.1.3, we will create
two detectors, and therefore require two different feature sets, one pixel-based and
one line-based feature set.
Pixel-based feature set
The created feature set contains several features for each pixel p~i,j , where p~i,j is
defined for an image of (Width x Height) pixels, such that
0 ≤ i < Width,
0 ≤ j < Height.

(5.9)

Lymphocytes typically appear as solid dark, round blobs. Therefore, the following
features were included:
• SumS (~
pi,j ): Sum of a window WS of SxS pixels, for S = 3, 5, 9, 15, 19, 25;
• DRS (~
pi,j ): Dynamic range1 of a window WS of SxS pixels, for
S = 3, 5, 9, 15, 19, 25;
• VarS (~
pi,j ): Variance of a window WS of SxS pixels, for S = 3, 5, 9, 15, 19, 25;
1 DR represents the absolute difference between the maximum and minimum pixel values of
the filter window
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• M edianS (~
pi,j ): Median of a window WS of SxS pixels, for
S = 3, 5, 9, 15, 19, 25.
Above features are calculated on the luminance values of the image data, as well as
on the Hematoxylin values.
The nuclei have a (clear) contrast with the background, because of the staining.
Additional features will focus on features that exploit this property. Furthermore,
the features should have a low computational complexity, to meet the set user
requirements.
Haar-like (HL) features are computationally efficient, because HL-features can
be computed using an integral image [191]. Furthermore, HL features are robust
to local intensity variations due to the averaging over a rectangular region. We approximate the round shape of the nuclei by square Haar-like filters, as a compromise
between performance and computational complexity.
Our feature set consists of two types of Haar-like features: adjacent and nonadjacent Haar-like box features. Adjacent Haar-like box features [70] HLW1 ,W2 of
image I, where HLW1 ,W2 of pixel p~i,j is defined as
HLW1 ,W2 (~
pi,j ) =
W12 =

SqSum(W12 , p~i,j ) − η · SqSum(W1 , p~i,j ),
W1 + 2 · W2 ,

(5.10)

where SqSum(W, p~i,j ) is the sum of the pixel-values of a square of size W xW
centered around pixel position p~i,j of image I (see Figure 5.6(a)) and η represents
the normalization factor.
Non-adjacent Haar-like box features, which should be more efficient and stable [70] (see Appendix D), are also included. Non-adjacent Haar-like box features
(HLN AW1 ,W2 ,W3 and HLN A2W1 ,W2 ,W3 ,W4 ) of image I are defined as (see Figure

W2

W3

W4

W1

W1

W1
W2
W3

W2

(a) Adjacent Haar-like box fea- (b) Non-adjacent Haar-like box (c) Non-adjacent Haar-like box
ture
feature
feature
Figure 5.6: Haar-like box features. The blue dot indicates the position of the center pixel. The
sum of the pixel-values of the green box is subtracted from the sum of the pixel-values
of the red box.
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5.6(b) and 5.6(c))

HLN AW1 ,W2 ,W3 (~
pi,j )

HLN A2W1 ,W2 ,W3 ,W4 (~
pi,j )

W123
W1234

=


SqSum(W123 , p~i,j ) − SqSum(W12 , p~i,j )

0
−
 η · SqSum(W1 , p~i,j ),

=
SqSum(W1234 , p~i,j ) − SqSum(W123 , p~i,j )


00
− η · SqSum(W12 , p~i,j ) − SqSum(W1 , p~i,j ) ,

= W1 + 2 · (W2 + W3 ),
= W123 + 2 · W4 ,

(5.11)
where η 0 and η 00 represent normalization factors. Above features are calculated
only on the Hematoxylin values, and are focusing on the contrast between the inner
structure of the nuclei and the background. The following settings have been used
5 ≤ W1 ≤ 25,
1 ≤ W2 , W3 , W4 ≤ 8,

(5.12)

resulting in 1,326 features.
Line-based feature set
In the second feature set, we capture the characteristics of line structures in the
image. We detect line structures by monitoring the image response to Laplacian of
Gaussian filters, defined at multiple scales. To reduce the computational complexity,
the Laplacian of Gaussians are approximated by the Difference of Gaussians [110].
We compute for each pixel the maximum value of the filter responses. After thresholding and morphological opening the response data, we obtain a binary representation of the line structures in the image. For each connected component, i.e. for
~ where L
~ = {~
each line segment L,
pi,j }, we compute the following regional-based
features:
n
o
~
~ width(L)
~ ,
M inAxis(L)
= min height(L),
n
o
~
~ width(L)
~ ,
M axAxis(L)
= max height(L),
~
~
Size(L)
= |L|,
(5.13)
~
~ · M axAxis(L),
~
Solidity1 (L) = M inAxis(L)
~
Solidity1 (L)
~
Solidity2 (L)
=
,
~
Size(L)
where
~
height(L)
= maxp~i,j ∈L
~ {j} − minp
~ {j},
~i,j ∈L
~
width(L)
= maxp~i,j ∈L
{i}
−
min
~
~ {i}.
p
~i,j ∈L

(5.14)
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~ DR(L),
~ V ar(L)
~ and
In analogy to the pixel-based feature set, the features Sum(L),
~ were added to the set, to include structural information.
Median(L)
~ In addition, above Size, Solidity2
Above features are all calculated using L.
~ (i.e. L
~ BB ),
and structural features are also calculated using the bounding box of L
to include more information regarding the local neighborhood of the line segments,
where


0
~ BB =
L
p~i0 ,j 0 : minp~i,j ∈L
~ {i} ≤ i ≤ maxp
~ {i}
~i,j ∈L
(5.15)

0
∧ minp~i,j ∈L
{j}
≤
j
≤
max
{j}
.
~
~
p
~i,j ∈L
Chapter 5

Finally, these features are also calculated using the pixels of the bounding box,
~ BG )
not belonging to the line segment (i.e. L
~ BG
L

5.2.6

~ BB \ L.
~
= L

(5.16)

Training set

For our application, a sample (d~i ) represents a pixel and its desired output (ci ) is
used to indicate the pixel is part of a nucleus.
AdaBoost requires two training sets. The first set is used to determine the
optimal Weak Learner, whereas the second set determines when to go to the next
cascade layer (see Figure 5.5).
The first, pixel-based detector is based on two training sets of each containing
more than 160,000 manually confirmed annotated pixels. The second, line-based
detector is trained using 2 sets of more than 20,000 manually confirmed annotated
line segments as samples. Both detectors will be tested on 51 field-of-view images
of 632x453 µm2 at 20×, resulting in images of 1264x907 pixels, which were not used
during training.
The performance of both detectors depends on the proper selection of the number of samples, proportional to the number of features. As a rule-of-thumb, it is
advised to have at least 10 times as many samples per class than the number of
features [79, 80]. Therefore, the chance of overfitting for both detectors is limited.

5.2.7

Border refinement

The pixel-based detector focuses on the center of the nuclei, whereas the line-based
detector concentrates on the border of the epithelial cells. To enhance the visual
output, it is required to refine the border of the nuclei. We propose to use a globally
optimal active contour algorithm (a combination of active contours with Hidden
Markov Models (HMM) described by [10,12]), because of its robust performance and
high efficiency. Globally optimal means that the active contour solution for a border
of a cell will be globally optimal within the discrete solution space, locally defined
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(a)

(b)

(c)

(d)

Figure 5.7: Results of the border refinement using a digitized glass slide of breast tissue using
Her2 IHC-staining (20× magnification). The result of the pixel-based detector and
the line-based detector using (a) as input is shown in red and green, respectively in
(b). The binary result of the line-based detector is refined by morphological closing,
hole filling and object erosion. The result is added to the result of the pixel-based
detector, as shown in red in (c). The centroid of a ROI (shown in black) is used as
seed. Finally, the result of the border refinement in shown in red in (d).

at the cell location. This distinguishes the approach from other active contour
approaches that typically suffer from the risk of being trapped in a local minimum.
The globally optimal active contour algorithm requires seeds as inputs. We generate
these seeds using the combined output of both detectors. The binary result of
the line-based detector is refined by morphological closing, hole filling and object
erosion. The result is added to the result of the pixel-based detector. Connectedcomponent labeling has been applied to the combined output, resulting in a labeled
mask. For each region-of-interest (ROI), one or more seeds are generated. The
centroid of a ROI is taken as seed, in case the ROI is not larger than a typical
nucleus. Otherwise, multiple seeds are equidistantly positioned at the ROI to serve
as seedpoints (see Figure 5.7).
Identification of the border of objects of interest is a classical image analysis
problem. The large variation in appearance of both nucleus and background makes
this a challenging task for our application. The border of nuclei can be partially
occluded, can be partially missing, can be partially out of focus and will exhibit
varying contrast with the background. Although the nucleus border is typically
relatively smooth, shape will vary from perfectly round to highly elongated. Besides,
the size will range from the relatively small lymphocytes to the larger (cancerous)
epithelial cells. To identify the border of nuclei one can not only rely on intensity
data or only on object shape. All characteristics of the border must be combined
in order to identify the most likely extend of the nucleus region.
Active Contour Modeling techniques combine both shape characteristics (smoothness or shape model) with image features (image gradient, image intensity and image
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intensity distribution) [83]. Traditionally, initially placed contours (also referred to
as snakes), iteratively evolved through a continuous solution space towards a final,
robust state, controlled by a carefully balanced set of artificial forces. However,
for the application of nucleus border detection, the iterative approaches often get
trapped in local minima, resulting in sub-optimal results [12]. Besides, they easily result in long computation times, which is not acceptable for our application.
The approach of Bamford et al. [12] overcomes both problems with local minima
and high computation time. Instead of searching for a robust state in a continuous space, Bamford identifies the most likely, or globally optimal, solution from a
sub-sampled set of solutions. The so-called Viterbi algorithm is used to obtain the
solution in a highly efficient way.
Figure 5.8 illustrates the globally optimal active contour algorithm. At the location of each seedpoint a circular discrete search space is positioned. The search
space is represented by the red dots. The spokes of the search space start inside
the region defined by the seed and end outside this region. To identify the globally
most likely path through all spokes of the search space, the discrete search space is
converted into a trellis common for HMM, as is illustrated in Figure 5.8 (right-hand
side). Each node of the trellis corresponds with a possible location of one of the
control points of the contour. For each discrete point of the search space, we compute the gradient intensity in radial direction. The measured gradients indicate the
likeliness of the contour to pass through a point, with high gradient corresponding
to high probability. Smoothness of the final optimal contour is controlled via the
so-called transition matrix. This matrix expresses the probability of the contour

M control points
states
N states

control points

Figure 5.8: Illustration of the globally optimal active contour algorithm. (Left-hand side) the red
dots show the circular discrete search space. Spoke i contains the discrete states for
control point i. (Right-hand side) illustration of the mapping of the discrete points of
the circular search space onto a rectangular trellis. Column i of the trellis corresponds
to spoke i of the search space of the left-hand figure. The dashed line through
the trellis from left to right corresponds to a circular path (clockwise) through the
discrete search space.
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to move to its neighboring states. For details of obtaining the most likely open
contour, we refer to [12]. How to obtain the most likely closed contour is explained
in detail in [10], which has been used in this chapter.

5.2.8

Framework discussion

In the previous subsections, several components have been explained. These components are combined into an efficient detector, as shown in Figure 5.9. As input,
glass slides are digitized using the Philips Ultra Fast Scanner. These images are
processed using color deconvolution and a line detector. The images are manually
annotated, of which a subset is used as training set. Combined with the feature
sets, AdaBoost creates two detectors off-line, which can be used on-line (i.e. during
application) (see Figure 5.10). To enhance the visual output and localization accuracy, the border of the nuclei are refined by the active contour method as described
in the previous subsection. In the next section, the results of the created nucleus
detector will be discussed.

Color
deconvolution
Images of
digitized
glass
slide

Hematoxylin
values

Luminance
values

Labeling

Line
detector

Line
segment

Training
set

AdaBoost

Feature
sets

Detectors

Figure 5.9: Framework to create the two efficient nucleus detectors.

5.3

Results

Based on the above framework, we have created one pixel-based and one line-based
detector. For the pixel-based detector, Adaboost has selected the following features
(in order of decreasing importance):
• HLN A9,1,2 (~
pi,j );
• Sum3 (~
pi,j ) using the luminance values;
• Var9 (~
pi,j ) using the luminance values;
• HLN A5,5,5 (~
pi,j ).
For the line-based detector, the following features have been selected (in order
of decreasing importance):
~
• Solidity2 (L);
~
• Solidity1 (L);
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Figure 5.10: Framework to use the created nucleus detectors on-line, including the seed generation and border refinement.

~ BB );
• Avg(L
~
• M axAxis(L);
~
• Size(L);
~ BG ).
• Size(L
From the large set of features available, AdaBoost has selected for both detectors only a small subset. For the first detector, only four features have been
selected. Two non-adjacent Haar-like features are part of the first detector, because
they have a low computational complexity, while effectively capturing the contrast
between the nuclei and the background. Sum3 differentiates the areas with a high
luminance value (e.g., the background) from the areas with a lower values (e.g., the
nuclei). Finally, Var9 especially focuses on the border of the nuclei. Although this
feature has a relatively high computational complexity compared to other features,
it complements them. Furthermore, due to the cascaded approach, this feature is
only calculated for the samples that have passed the first layers.
The line-based detector requires 6 features of relatively low computational complexity. The regional-based features concentrate on the compactness of the line
~ BB ) includes structural contrast between the
segment, whereas the feature Avg(L
background and (the border of) the nuclei.
To determine the performance of the proposed framework, the combined results
of both detectors, including the border refinement, have been benchmarked on 51
field-of-view images, which where manually annotated in duplicate. Our framework
has a detection rate [186] of 95.02%, with a standard deviation of 3.59. Per field104
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of-view, on average of the 1,313 annotated nuclei, 58 nuclei were not (correctly)
detected, and 58 objects were incorrectly indicated as nuclei (with a standard deviation of 35.7). Examples of the results are shown in Figures 5.11 and 5.12. As
expected, clustered and overlapping nuclei are more challenging to detect than freelying nuclei. Also out-of-focus nuclei are not always found, as well as some thin
fibroblasts and very small nuclei (see Figure 5.13). Nonetheless, a high percentage
of the nuclei is correctly found by our framework. Furthermore, the result shows
that our framework is able to detect a range of nuclei types.

Chapter 5

Figure 5.11: Results of the nucleus detector of a digitized glass slide of breast tissue using Her2
IHC-staining (20× magnification) as shown in Figure 5.1. A part of a field-of-view
is shown for visibility reasons. The border of the found nuclei are indicated in red.
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(a)

(b)
Figure 5.12: Results of the nucleus detector of a digitized glass slide of breast tissue using Her2
IHC-staining (20× magnification). The border of the found nuclei are indicated in
red. An image containing mainly free-lying nuclei is shown in (a), and an image
containing mainly overlapping and clustered nuclei is shown in (b).
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(a)

(b)

(c)

Figure 5.13: Results of the nucleus detector of a digitized glass slide of breast tissue using Her2
IHC-staining (20× magnification). The border of the found nuclei are indicated in
red. As shown, some fibroblasts (a), very small nuclei (b) and some out-of-focus,
low contrast nuclei (a+c) are not detected.

5.3.1

Timing

As mentioned, we aim at a low computational complexity. To determine the computational complexity of the framework, 10 field-of-views were analyzed on an Intel
dual core processor operating at 3.0 GHz. The results are shown in Table 5.1. The
color deconvolution is a computationally expensive task, mainly due to the conversion to OD for each pixel of the field-of-view. For processing 10 field-of-views, color
deconvolution initially required 2.30 seconds. By switching to an implementation
using a Look-Up-Table, the computation time for color deconvolution was reduced
to only 0.38 seconds. Line detection is expensive due to the operator for morphological opening to decluster the line segments. Finally, in Active Contour Modeling, to
find the most likely closed contour is a computationally complex task. Nonetheless,
the complete analysis of a field-of-view is performed in less than 1 second.

Subtask
Color deconvolution
Detector 1
Line detection
Detector 2
Border refinement
Total

10 field-of-view images (in s)
0.38
0.99
2.85
0.10
3.01
7.33

Table 5.1: Computational complexity of both detectors.
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5.3.2
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Benchmark

To verify the proposed improvements to AdaBoost, detector 1 and 2 have been
used to benchmark the improvements. As a reference, the standard AdaBoost
(as explained in Section 5.2.3) has been used. Furthermore, the modification of
Weak Learner with and without the bias towards previously selected features is
analyzed. To make a fair comparison, the detectors are trained such that the overall
performance (i.e., the detection rate and the number of objects incorrectly identified
as nuclei) is similar. The results for both detectors are shown in Tables 5.2 and 5.3.
As can be seen, to include computational cost during feature selection, the computational complexity of detector 2 is reduced with 88%. Some structural features
~ are expensive to calculate and could easily be exchanged by cheaper
like M edian(L)

Properties
# layers
# features
time (in s)

None
5
14
2.00

Improvements
Include cost Bias reuse of features
5
6
14
4
1.76
0.99

Table 5.2: Benchmark of proposed improvements to AdaBoost for the pixel-based detector (detector 1). The first column represents the results using the original AdaBoost algorithm. A cascade of 5 layers, consisting of 14 different features, has been built.
Applying the created detector to 10 field-of-views requires 2.00 seconds. By including
awareness of computational feature cost by modifying Weak Learner, a slightly more
efficient detector has been built (second column). Finally, by including a bias towards
previously selected features, a detector requiring only 4 different features has been
built. Applying the final detector to 10 field-of-views requires 0.99 seconds.

Properties
# layers
# features
time (in s)

None
8
21
1.26

Improvements
Include cost Bias reuse of features
6
6
8
6
0.14
0.10

Table 5.3: Benchmark of proposed improvements to AdaBoost for the line-based detector (detector 2). The first column represents the results using the original AdaBoost algorithm.
A cascade of 8 layers, consisting of 21 different features, has been built. Applying the
created detector to 10 field-of-views requires 1.26 seconds. By including awareness of
computational feature cost by modifying Weak Learner, a more efficient detector has
been built, consisting of only 8 different features (second column). Finally, by including a bias towards previously selected features, a detector requiring only 6 different
features has been built. Applying the final detector to 10 field-of-views requires 0.10
seconds.
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features. The computational complexity reduction for detector 1 is only 12%, because many of the available features (i.e. Haar-like features) have comparable low
complexity, such that it makes little difference, which features are selected.
However, in case the reuse of features is stimulated, the number of features
selected by detector 1 drops significantly, resulting in a computational complexity
reduction of almost 44%. Also for the second detector, a large reduction (29%)
has occurred. These results conclude that the proposed improvements contribute
significantly to meet the set requirements.

5.4
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Conclusion

In this chapter, we have shown the design of an efficient nucleus detector using
image processing and machine learning. We elaborated on performance as well as on
efficiency since this would allow this algorithm to fit in the workflow of pathologists
in the future. As a deterministic design of a nucleus detector is far from obvious, we
decided to a machine learning approach using histopathological images of Her2 IHCstained breast tissue as input. Note that the proposed approach is not limited to
Her2 IHC-stain, but could be extended to any other stain including other IHC stains
and Hematoxylin and Eosin stain, as well as other tissue types. Color deconvolution
has been applied to separate the contribution of each specific stain, which give
powerful cues for interpretation of the tissue sample. We used AdaBoost for machine
learning, which we modified to include marginal cost of a feature in the feature
selection process.
Based on the highly heterogeneous character of the nuclei, we propose to train
two detectors, one focusing on the inner structure of the nuclei, and another concentrating on the line structure of the border of epithelial cells. The outputs of the
detectors are merged and transferred into seeds using connected components. A
globally optimal active contour algorithm using Viterbi is used to refine the border
of the detected nuclei. The created detectors, based on a weighted mixture of only
a few local low-cost features, are tested on 51 field-of-view Her2 IHC-stained images
of breast tissue. The framework has a detection rate of more than 95% covering a
range of nuclei types, whereas on average 58 nuclei per view were missed, mainly
out-of-focus nuclei, thin fibroblasts and very small nuclei.
The complete analysis of a field-of-view takes less than 1 second, which we think
could fit in the workflow of the pathologist. Our proposed strategy to include
cost in the feature selection leads to a reduction in computational cost of 67%,
regarding both detectors. We conclude that our proposed nucleus detector has
a high performance and a low computational cost. It could enable a range of
applications in automated assessment of histopathological images. Future work
will focus on further improving the performance by focusing on cell shapes poorly
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captured by the current implementation (e.g., thin fibroblasts and very small nuclei).
Furthermore, future focus will be on pixel-accurate nucleus segmentation and on
discrimination among different nuclei like lymphocytes, fibroblasts and epithelial
cells.

5.5
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Guidelines for efficient object recognition
using cascaded AdaBoost
Abstract
In recent years, object recognition has made a step forward by means of machine
learning. Yet, machine learning is not always optimally applied for object recognition as the experience with this combination is limited.
In this chapter, we propose guidelines for cascaded AdaBoost to train an efficient
object detector. We focused on achieving a high performance at a low computational complexity. We extracted guidelines from the literature, combined with our
experiences from the applications as described in the previous chapters and from additional experiments. We addressed a large number of aspects of applying machine
learning for object recognition. We started with the selection of the appropriate
machine learning technique. Next, we addressed the labeling, the feature set, the
sample set and the evaluation of a trained detector.
Throughout this chapter, we especially focused on ambiguity, heterogeneity and
computational efficiency, as we identified that these three topics have a significant
impact on the achieved performance and computational complexity of a trained
detector. We introduced dedicated metrics to identify ambiguity and heterogeneity
and to provide useful insights to resolve these issues.

111

Chapter 6

Chapter 6: Guidelines for efficient object recognition
using cascaded AdaBoost

Chapter 6

112

Introduction

6.1

Introduction

In the last two decades, several breakthroughs in machine learning for object recognition were achieved, like the contributions of Viola and Jones for real-time face
detection. Still, the experience with machine learning for object recognition is
limited, causing that machine learning is not always optimally applied for object
recognition. Typical issues include noise in the labeling, a feature set not robust to
the appropriate variations, a limited sample set, and an incorrect evaluation of the
trained detector. Furthermore, the efficiency of the trained detector is often not
addressed in research papers.
The goal of this chapter is to provide lessons and understanding of using machine
learning to train an efficient object detector. These lessons address the sub-optimal
use of machine learning, enabling a high performance at a low computational cost.
It turned out to be hard to define concrete guidelines, due to the large diversity in
applications and the strong relation between the application and the optimal use
of machine learning. Yet this chapter documents a first attempt. These guidelines
follow from literature study, from our experiences from the applications as described
in the previous chapters and from additional experiments. Most guidelines relate
to high level rules of thumb, inadvertently there is an exception to every rule.
In this chapter, we will address all aspects of using machine learning for object
recognition. In Section 6.2, we will focus on the selection of the appropriate machine
learning technique. This section summarizes the main observations of Chapter 2.
In the rest of the chapter guidelines are derived focusing on this selected machine
learning technique. In Section 6.3, we will focus on generating the labeling. Next,
the generation of the feature set and the sample set will be addressed in Section 6.4
and 6.5 respectively. In Section 6.6, we will address the evaluation of the trained
detector. Finally, a summary of the guidelines will be provided in Section 6.7.
Throughout this chapter, we will especially focus on three topics. We have
identified in the previous chapters that these three topics have a significant impact
on the achieved performance and computational complexity of a trained detector.
First of all, we will focus on ambiguity. We will introduce the concept in the context
of machine learning and address the causes, consequences and methods to measure
and visualize ambiguity. We will focus on ambiguity and address ambiguous samples
in Section 6.3 and ambiguous features in Section 6.4. Secondly, we will focus on
heterogeneity (multiple clusters of positive samples in feature space) and address
this concept in Section 6.3. Finally, we will address computational efficiency in
Section 6.4.
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6.2

Machine learning technique selection

Over the last decades, many different machine learning techniques have been described in the literature, resulting in the question which method to use for a particular problem, like object recognition. In order to select the appropriate technique,
we performed an extensive literature study and a benchmark. More details can be
found in Chapter 2.

Chapter 6

In the literature, we have not found explicit guidelines which supervised learning
technique to select for our type of applications. Wolpert et al. even indicated in [205,
206] that no technique is always performing better than another one. They argue
that, with certain assumptions, it is impossible to draw conclusions with respect to
generalization using only a priori reasoning. A technique can outperform another
one if it makes prior assumptions about the specific problem under consideration
[73].
Several (general) comparative studies are available in the literature. However,
Salzberg has indicated in [150,151] that experiments are not always performed carefully. He argues that (1) the stored repositories of datasets are not representative to
a larger population of classification problems, (2) sharing small datasets lacks the
possibility of proper duplication, and (3) tuning of the algorithm should be done in
advance of seeing the test data. Several comparative studies have therefore drawn
invalid conclusions.
Benchmarking all available techniques was fortunately not necessary. Instead,
we have used the literature to limit the available options, with the application of
efficient object recognition in mind.
In Chapter 2, we have analyzed 11 different machine learning techniques. Based
on intrinsic properties and available comparisons of the different techniques, SVM
and cascaded AdaBoost have been selected for further analysis. Experiments have
been performed using two publicly available datasets. The influence of noise in the
feature set, as well as the influence of noise in the labeling has been investigated.
First of all, cascaded AdaBoost and SVM have a comparable performance, as
shown in Chapter 2. Cascaded AdaBoost does outperform radial basis SVM and
polynomial based SVM, but the performance of cascaded AdaBoost and Linear SVM
resemble each other. For both techniques, the performance is negatively affected
by the introduction of noise in the labeling, as well as in the feature set. Secondly,
training a detector using cascaded AdaBoost is far more efficient compared to SVM,
as cascaded AdaBoost requires significantly less training time per parameter. For
several comparisons, cascaded AdaBoost requires even one or multiple order(s) of
magnitude less training time per parameter, combined with a considerable lower
number of parameter combinations. Thirdly, the three coupled parameters of cascaded AdaBoost are relatively straightforward to use, in contrast to the 121 different
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parameter combinations of SVM (see Section 2.6). Fourthly, the detection time of
cascaded AdaBoost is considerably lower than linear SVM and multiple orders of
magnitude lower than polynomial and radial basis SVM. Finally, the difference in
detection time is even larger, as cascaded AdaBoost inherently includes feature
selection in contrast to SVM, which has not been addressed in the comparison.
We concluded in Chapter 2 that based on an extensive literature study and a
performed benchmark that cascaded AdaBoost is an appropriate machine learning
technique for efficient object recognition, without claiming it will always give the
ultimate performance.

6.3

Labeling

Cascaded AdaBoost, and supervised learning techniques in general, try to minimize
the classification error using pairs of feature values and a desired class label. A
labeling, the binary class assignment of a sample set, is the first essential part of
the learning process that we focus upon. Although creating the labeling may look
easy at first, we found that for many applications it is far from trivial. Especially
ambiguous samples and a heterogeneous labeling have caused difficulties in the
applications as described in the previous chapters. Formally, we have defined these
terms as
Definition 1 An ambiguous sample is a labeled sample, for which all feature
values are similar to the feature values of a subset of samples of the differently
labeled class.
Definition 2 A heterogeneous labeling is a labeling, such that at least 2 subsets
of positive samples are on opposite sides in feature space of a significant subset of
negative samples.
In order to answer the question “how to create a good labeling efficiently?”, we
split the question into the following subquestions:
1. How to choose between a pixel-precise and an object-based labeling?
2. How to address ambiguous samples?
3. How to address a heterogeneous labeling?
4. How to create a labeling efficiently?

6.3.1

Pixel-precise and object-based labeling

In this subsection, we focus on the question “how to select between a pixel-precise
and an object-based labeling?”. Based on the differences between both levels of
labeling, we propose a guideline for selecting the appropriate level.
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Figure 6.1: Final labeling of compression artifacts in flat areas, where blue represents the positive
samples, orange the area which will not be used during training and gray the negative
samples. The result is based on the reference metric of the image shown in Figure
3.8 using JPEG quality level 25%.

In a pixel-precise (or fine granularity or dense representation [13, 112]) labeling
approach, a label is assigned to each individual pixel, as shown in Figure 6.1. One
advantage of a pixel-precise labeling is that in case the target consists of multiple
pixels, it is not required that all pixels are detected in order to correctly find the
target. Post-processing can be applied to refine the output of the detector, as
shown in Section 5.2.7. This significantly helps to achieve a very high sensitivity or
detection rate as the target can still correctly be detected, even if one or more pixels
of the target are initially misclassified. The main disadvantage of a pixel-precise
labeling approach is the potentially high computational complexity of the trained
detector, as each individual pixel needs to be analyzed and classified. It is therefore
important that the first cascade layers of the trained detector are able to block a
large part of the negative samples at a low computational complexity. Finally, a
pixel-precise labeling can be used as input for the image segmentation, as shown in
Section 4.2.5.
In contrast, object-based (or coarse granularity, sparse representation or regionbased [13, 112]) labeling approaches focus on segments, which are grouped together
in a meaningful way. In [112], Lubbe argues that object-based approaches tend to
provide a better performance compared to pixel-precise approaches as they avoid
salt-and-pepper noise. We indicated that this issue can be solved by refining the
result of the detector using post-processing. Secondly, an object-based labeling requires a proper segmentation method, which is not always available for a specific
application, like for pose recognition from single depth images [159]. Every object
that is missed by the segmentation method cannot be recovered by the trained
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detector, as only the segmented objects are analyzed and classified. Finally, the
object-based labeling approach is advised in case the topology of the target is distinguishable. This is advised, because the features for object-based labeling are
calculated using the complete segments instead of using a fixed footprint, like for
pixel-precise labeling.
We conclude that the application largely determines how to choose between a
pixel-precise and an object-based labeling. An object-based labeling is preferred
in case the topology of the object to be found is distinctive. However, a proper
segmentation method is required. As an alternative, a pixel-based labeling can serve
as a pre-processing step for an object-based approach. Furthermore, a pixel-precise
approach includes redundancy, which helps to achieve a high sensitivity, potentially
at the cost of a more computationally complex detector. Finally, post-processing
can improve the achieved results of a pixel-precise approach even further.

6.3.2

Ambiguous samples

Cascaded AdaBoost groups samples based on close proximity in feature space, as
it assumes that samples with similar feature values have an equal label. Therefore,
ambiguous samples cannot be distinguished in any dimension in feature space with
a subset of the samples of the differently labeled class. In feature space, the (sub)set
of ambiguous samples overlaps with a subset of samples of the differently labeled
class. A typical example of ambiguous samples is shown in Figure 6.2. As shown in
Chapter 2, these ambiguous samples have a negative effect on the performance of a
trained detector by cascaded AdaBoost. Classification errors occur as the provided
features cannot discriminate between the ambiguous samples and the samples of
the differently labeled class with similar feature values.
In this section, we address multiple metrics to identify the ambiguous samples,
the possible causes of ambiguous samples and several solutions for this issue.
Ambiguity metrics
There are several ways to visualize ambiguous samples. First of all, univariate histograms of single features can be used. By creating histograms of the positive and
the negative samples, the overlap of the feature values of the ambiguous samples
of a single feature with the feature values of a significant subset of the differently
labeled class can be visualized. The product of the bin value of both histograms
indicates the level of ambiguity. However, in case of a large number of features,
visual inspection of the histograms of all features is a time-consuming task. Although this task can be automated, the power of this metric is limited. By using a
projection, the n-dimensional feature space is simplified such that the cohesion to
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Figure 6.2: Toy example of a classification problem containing multiple ambiguous samples
around value 2.7 of feature 1. Based on the two available features, it is impossible to perfectly distinguish the positive from the negative samples.

the remaining n-1 dimensions is lost. Therefore, this metric is not very useful.
Multivariate histograms do not project the data, such that the cohesion is not
lost. The product of the multivariate histograms of the positive samples and the
negative samples illustrates the level of overlap. In case the feature space consists
of only 2 dimensions, it is still easy to interpret the data (see Figure 6.3). It is
immediately clear that in the center of the map the clusters of the positive and
the negative samples significantly overlap. However, this is less trivial to illustrate
for high dimensional feature spaces. Furthermore, calculation of a multivariate
histogram is a memory and computational complex operation.
To address these issues and to visualize the potentially ambiguous samples,
we have searched in the literature for an appropriate metric. The Bhattacharyya
distance [32] measures the amount of overlap of only a single feature. As ambiguous
samples have similar feature values for all features, we have extended this metric
and defined the stress map Diststress 1 as follows
"
#
X
0
m
m
~ M, A, B) =
Diststress (d,
α · P m (A) · P m (B)
(6.1)
m

Q(d )

Q(d )

m∈M

where d~ represents a vector of feature values, M the set of features, A and B the
0
positive and negative sample set respectively, αm
the importance of the feature
1 The stress map is based on the Bhattacharyya distance, which is addressed in more detail in
Appendix C.
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Ambiguity map of simple 2 classes example
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Figure 6.3: The product of the Gaussian smoothed bivariate histogram of the positive and the
negative samples of the dataset as shown in Figure 6.2. The ambiguous samples are
clearly indicated, centered around value 2.7 for feature 1 and value 1.6 for feature 2.

m and Pim (A) represents the probability of samples A in the ih bin for feature
m. Quantization function Q(dm ) maps the feature value dm of feature m to its
corresponding histogram bin. We propose, without further proof, to use the sum of
0
. By that,
the related confidence values of feature m of the trained detector as αm
the features are weighted by the importance of the related weak classifiers.
In summary, Diststress indicates for each individual sample the weighted probability of overlap with the positive and the negative samples. The most relevant
features of the trained detector also receive a higher level of attention in the stress
map. Although this stress map is only an approximation, as the overlap per individual feature is calculated instead of the overlap in the n-dimensional feature space,
it still indicates potentially ambiguous samples. This stress map is a powerful cue
as it helped us to identify the labeling issues of Chapter 5 as shown in Figure 6.4.
In this figure, for each individual pixel the Diststress is shown. As can be seen
in the figure, some areas show a significantly higher level of stress. This stress map
reveals two labeling issues. First of all, the epithelial cells (shown in the left-hand
side of the image) have a significant higher stress level compared to the lymphocytes
(shown in the right-hand side). This indicates that the currently used features are
not able to distinguish the epithelial cells from the background with a high accuracy.
Secondly, the borders of the lymphocytes have a higher stress level than the inner
part of the lymphocytes. This indicates that the currently used features are less
well suited to distinguish the borders of the lymphocytes from the negative samples.
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(a) Image of a digitized glass slide of breast tissue using Her2 IHCstaining (20× magnification)

No stress

High level of stress

(b) Stress map

Figure 6.4: Indication of the level of ambiguity, when creating a single detector for the whole
range of different nuclei.

The achieved results improved significantly by creating a dedicated detector for the
epithelial cells, as well as by removing the border pixels of the lymphocytes from
the training set (see Section 5.1.3).
The proposed stress map is a step forward to reveal the presence of ambiguous
samples, in order to improve the performance of the detection. In case of a pixel120
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precise labeling, the stress map is shown as an overlay over the image, as shown in
Figure 6.4. Also for object-based datasets, this stress map can be used to sort the
samples based on their weighted probability of overlap. In the literature, we have
not found a suitable alternative.
The proposed metric has the potential to improve the usage of cascaded AdaBoost in practice. Instead of analyzing histograms automatically or manually, this
metric visualizes the ambiguous samples in a clear and efficient way. Future work
should address the approximation of the stress map in order to define an efficient
metric, which determines the overlap in feature space.
Causes of ambiguous samples
A dataset with a low number of ambiguous samples is required to create a robust
detector. However, in practice this is far from trivial due to several causes. First of
all, the target object can be present but masked. The content can perceptually mask
the compression artifacts as addressed in Chapter 3, similar to staining artifacts as
addressed in Chapter 4. Secondly, imaging artifacts can occur. In that case, the
target object is present but not optimally imaged, because it is out-of-focus or
(partially) occluded. This was shortly addressed for the application described in
Chapter 5. Thirdly, ambiguous samples can be caused by border effects. Then,
the target object is present and correctly imaged, but the pixels at the center of
the target object are significantly different from the pixels at the border of the
target object. This is caused by the fact that features typically have a certain
footprint. For samples close to the boundary of the object, this footprint consists of

(a) Input image (b) Small
tive area

posi- (c) Large positive (d) Small
area
area

skip (e) Small positive
area, combined
with a large skip
area

Figure 6.5: Subimage of a digitized glass slide of breast tissue using Her2 IHC-staining (20×
magnification). For a pixel-precise labeling, features calculated close to the boundary
of the object uses pixels belonging to the object as well as pixels belonging to the
background. To illustrate the impact on the performance of a trained detector, 4
different labeling approaches are used, where blue represents the positive samples,
orange the area which will not be used during training and gray the negative samples.
The results are shown in Table 6.1.
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Performance
Pd
# not detected nuclei
# false alarms
# features
# cascade layers
# weak classifiers
P
DistBhat
max DistBhat
P
DistSGD
max DistSGD

Chapter 6

Small positive
area
89.9%
131
182
4
5
149
209.98
0.72
93.23
0.32

Labeling method
Large positive
Small skip
area
area
85.3%
89.7%
198
132
334
245
2
4
5
6
166
163
206.03
240.16
0.62
0.82
90.11
95.74
0.29
0.32

Large skip area
95.0%
58
58
4
6
34
270.42
0.97
102.81
0.34

Table 6.1: Comparison of the 4 different labeling approaches of Figure 6.5. As shown, using
samples close to the border during training has a negative effect on the performance
of the trained detector, as the detection rate drops and the number of false alarms
(i.e. the number of objects incorrectly indicated as positive) increases. Also the
distance metrics2 indicate that using samples close to the border makes the clusters
of the positive and the negative samples less separable. Finally, the number of weak
classifiers significantly increases when using samples close to the border during the
training. Based on the shown results, it is advised to withhold the samples close to the
border from the training set to achieve a better performance at a lower computational
complexity.

pixels belonging to the object as well as pixels belonging to the background. This
is shown in Figure 6.4 and in more detail addressed in Figure 6.5 and Table 6.1.
Finally, the feature set can consist of features which are not robust to variations in
e.g. scale, orientation, and position. This is addressed in more detail in Section 6.4.
Solutions to ambiguous samples
The problems caused by ambiguous samples can be addressed in two ways. First
of all, features can be added, which are able to distinguish the ambiguous samples
from the differently labeled samples. Secondly, the training set can be adjusted by
removing the ambiguous samples from the set or by adjusting the labeling of these
samples. However, in practice the application has a strong impact on how to handle
ambiguous samples, as the application determines the required balance between
the specificity and the sensitivity. To achieve a high specificity (as required for
the detection of malaria parasites), only segments which clearly contain the target
object should be labeled as positive. In contrast, to achieve a high sensitivity,
ambiguous segments should receive the benefit of the doubt at the possible cost of
a more computational complex detector and possibly a lower specificity. This was
2 Distance metrics (Dist
Bhat and DistSGD ) determine the dissimilarity of the feature values
of the positive and the negative samples. A higher value indicates a higher level of dissimilarity.
More information can be found in Section 6.4 and Chapter C.
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required for nucleus detection as described in Chapter 5, because a potential postprocessing step to discriminate among the different types of nuclei cannot recover
the missed nuclei.
Conclusions
We conclude that ambiguous samples are a significant issue for the performance
and computational complexity of a trained detector, as shown by the example of
Chapter 5. Ambiguous samples can be the result of incorrect labeling, but can also
be caused by masking effects, imaging artifacts, border effects and by non-robust
features. Visual inspection of the feature histograms can identify the ambiguous
samples, but is time consuming and only addresses a projection of the feature space.
The proposed stress map is a powerful cue to visualize the potentially ambiguous
samples, although its limitation is that each feature is analyzed separately. Future
work should address an efficient metric that finds the ambiguous samples in feature
space with respect to all features. If possible by the application, the ambiguous
samples should be resolved by adjusting the labeling, by adjusting the sample set,
or by adding discriminative features.

6.3.3

Heterogeneous labeling

In this subsection, we focus on the question “how to address a heterogeneous labeling?”. Ideally, the positive samples form a single cluster in feature space, which
does not overlap with the cluster(s) of negative samples. In case of a heterogeneous
labeling, there are at least two subsets of positive samples on opposite sides in
feature space of a significant subset of negative samples. An example is shown in
Figure 6.6. This could occur in case multiple types of samples are combined in the
positive sample set, as we encountered in Chapter 3.
Cascaded AdaBoost creates a detector by dividing the feature space into multiple
parts, addressing each feature independently. In case of a 2-dimensional feature
space, cascaded AdaBoost creates per weak classifier two planes and gives a positive
weight only to the samples in one plane. By using both dimensions, rectangles in
feature space are created. Only those rectangles that received sufficient weight
proceed to the next cascade layer of the detector. This behavior is visualized in
Figure 6.7, where the color indicates which part of the feature space is discarded in
which layer of the detector. In the first couple of layers especially samples in the
center are neglected (blue color). Also the areas with an extreme value of feature 1
are neglected in the first layers, as these areas do not contain positive samples. In
the final layers, the negative samples not in the center of the graph are distinguished
from the positive samples. Finally, only the samples, which are part of the dark red
rectangles are classified as positive by the trained detector.
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Figure 6.6: Toy example of a classification problem containing a heterogeneous labeling. The two
clusters of positive samples are on opposite sides of the set of the negative samples
in both dimensions.

In case of a heterogeneous labeling, each relevant weak classifier has a significant
subset of positive samples on both sides of the determined threshold. Therefore,
each weak classifier only addresses the positive samples on one side and requires
a second weak classifier to give a positive weight to the positive samples on the
other side of the determined threshold. This becomes even more complex as some
negative samples have overlapping feature values with the positives samples. Consequently, the set of positive samples is split in multiple clusters. As shown in Figure
6.7, actually 3 clusters of positive samples are created (i.e. top-left, top-right and
bottom-part), although the cluster on the top-left do not contain any positive samples. As for each selected weak classifier, the neglected part of positive samples
needs to be compensated in following weak classifiers, many weak classifiers are
created. So, although the achieved performance can still be very high, a heterogeneous labeling has a negative effect on the computational complexity of the trained
detector. This is shown for a simple example in Appendix C.
Heterogeneity metrics
Histograms of the feature values provide a cue to identify a heterogeneous labeling.
In case of a heterogeneous labeling, the histograms of the features values of the
positive samples indicate a bimodal or multimodal distribution for discriminative
features. The clusters of the positive samples are separated by a significant subset
of the negative samples. This is shown for an example sample set in Appendix C,
as well as for the dataset of Chapter 3 (see Figure 6.8). For the other features,
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Figure 6.7: Created clusters by cascaded AdaBoost using the dataset as shown in Figure 6.6.
The color indicates which part of the feature space is discarded in which layer of
the detector, ranging from blue (first layer) to red (final layer). The dark red area
is classified by the trained detector as positive. As can be seen, three clusters of
positive samples are defined.

both histograms overlap such that these features cannot differentiate between the
positive samples and the negative samples. The main disadvantage is that the visual
inspection of the histograms of all features is a tedious task.
In the literature, we have not found an appropriate metric to identify a heterogeneous labeling. The two popular distance metrics, the Bhattacharyya distance
(DistBhat ) and the Sum of Grid Differences (DistSGD ) [32], are not able to distinguish between a homogeneous labeling and a heterogeneous labeling, as shown in
Appendix C.
We propose a first attempt to indicate a potential heterogeneous labeling (see
Algorithm 6). For each feature the optimal threshold is determined with respect to
distribution P . Then, the number of positive samples on each side of the threshold
is determined. Finally, heterogeneity(j) indicates for feature j the level of heterogeneity, ranging from 0 (no heterogeneity) to 0.5 (heterogeneity). Analyzing the
heterogeneity for the features provides an indication of a potential heterogeneous
labeling, as we will show in the next two examples.
For the dataset, shown in Figure 6.6, the heterogeneity metric equals 0.418
and 0.438 for feature 1 and 2 respectively, marking the labeling as highly heterogeneous. Creating a dedicated labeling for each cluster of positive samples resulted
in an enormous drop in the result of the heterogeneity metric to 0.042 and 0.062.
Although the achieved performance remained perfect using a dedicated labeling for
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Figure 6.8: Histogram of the dynamic range feature, using one class for all compression artifacts.
The histogram of the positive samples consists of 2 clusters, one cluster containing
the artifacts in flat areas (i.e. a dynamic range value lower than 6) and one cluster
focusing on detailed areas (i.e. a dynamic range value higher than 6). Different
thresholds in feature space are required to optimally detect both type of compressions
artifacts. The result has significantly been improved after separating both clusters.

each cluster, the detectors became significantly less complex as well as less computational expensive, due to the lower number of weak classifiers required as shown
in Table 6.2.
Performance
# features
# cascade layers
# weak classifiers

Labeling
Original
Dedicated
2
2
7
3+3
155
4+4

Table 6.2: Comparison of the trained detectors using the dataset shown in Figure 6.6.

The proposed heterogeneity metric is also applied to the dataset of Chapter 3.
We first applied the heterogeneity metric to the complete dataset, without subdividing the dataset in flat and detailed areas. The results are shown in Table 6.3. The
metric indicates that using the complete dataset, the level of heterogeneity is high.
This indicates why it was not possible to create a single no-reference compression
artifact metric with a high performance and a low computational complexity. In
Chapter 3, the dataset was empirically divided using a threshold on the dynamic
range. However, the proposed heterogeneity metric applied to the Global Block artifact Detector and the high pass of Global Block artifact Detector indicates a high
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Algorithm 6 Heterogeneity metric
For each feature j ∈ F (feature set)
1. Select the best weak classifier using feature j with respect to distribution P
h
i
PN −1
(j) = minp,θ i=0 P (i) ci 6= h(d~i , j, p, θ)
(
(6.2)
1 if p · d~i (j) < p · θ
h(d~i , j, p, θ) =
−1 otherwise
2. Define threshold θt (j) as the minimizer of t (j)
3. Define the number of positive samples on both sides of the threshold


N −1
a = #i=0
ci = 1 ∧ d~i (j) ≤ θt (j) ,


N −1
b = #i=0
ci = 1 ∧ d~i (j) > θt (j) ,
min(a, b)
heterogeneity(j) =
a+b

Dataset

Complete

Flat

Detailed

Feature
ADRC
Global Block artifact Detector
High pass of Global Block artifact Detector
StD of edge magnitude using Sobel
Dynamic Range
ADRC
Dynamic Range
Global Block artifact Detector
High pass of Global Block artifact Detector

(6.3)

Heterogeneity
metric
0.011478
0.366812
0.421907
0.094309
0
0.255642
0
0.394838
0.395928

Table 6.3: Results of the heterogeneity metric of the most important features using the dataset
of Chapter 3.

level of heterogeneity. Both features focus on the detection of the block grid, as
illustrated in Figure 6.9. Then, the ringing artifacts not close the block grid receive
a significantly lower value for this feature, compared to the blocking artifacts. This
explains the high level of heterogeneity in the complete dataset. Potentially, better
results can be achieved if a dedicated labeling for each cluster of positive samples
is created, e.g. by creating one set addressing only the blocking artifacts.
In Chapter 3, the dataset was divided based on experiments and knowledge of
the application of compression artifact reduction. In flat areas different reduction
techniques should be applied compared to detailed areas. Therefore, the dataset
was divided based on the amount of image detail, resulting in one dataset con127

Chapter 6

Chapter 6: Guidelines for efficient object recognition
using cascaded AdaBoost

Chapter 6

Figure 6.9: Feature values in overlay of the high pass of Global Block artifact Detector using
Figure 3.1. Green indicates a low feature value, whereas red indicates a high feature
value.

taining samples belonging to flat areas and one containing samples belonging to
detailed areas. The number of positive samples in the former dataset was much
lower compared to the latter dataset. Then, the proposed heterogeneity metric was
applied to both datasets. The results (see Table 6.3) indicate that the dataset of
the flat areas has a low level of heterogeneity, whereas the dataset of the detailed
areas remains highly heterogeneous. This is in line with the achieved results, as
the detector for the flat areas required only 69 weak classifiers, compared to 199
weak classifiers for the detector for the detailed areas. Most likely, the set of the
detailed areas still consists of multiple clusters of positive samples. Furthermore,
the samples belonging to the flat areas define only a small cluster of the complete
dataset, such that remaining dataset is still heterogeneous.
The proposed heterogeneity metric is a first attempt to indicate the heterogeneity in a dataset. It indicates per feature the level of heterogeneity. However, there
are two main disadvantages of this metric. First of all, there is a lack of a visual
feedback. It is not immediately clear which samples caused the heterogeneity in the
dataset. Secondly, each feature is analyzed individually. The cohesion among the
different features is therefore not taken into account.
Solutions to a heterogeneity labeling
We identified three solutions to resolve a heterogeneous labeling. The first option is
to add features, which do not require multiple thresholds to discriminate between
the positive samples and the subset of negative samples. The second option is to
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make use of the kernel trick, by mapping all feature values into a different feature
space. This option has a negative effect on the computational complexity. The third
solution is adjusting the labeling. By creating a dedicated labeling for each cluster
of positive samples, the need of conflicting thresholds in feature space is resolved.
This approach improved the results of the detection of compression artifacts in
Chapter 3 significantly.
Conclusion
We conclude that a heterogeneous labeling is a significant issue for especially the
complexity as well as the computational complexity of the trained detector. It
can be caused by combining multiple types of positive samples in one labeling. A
suitable and efficient metric was not found in the literature, but the proposed metric
provides a first indication. Resolving a heterogeneous labeling is achieved by adding
features, which do not require a conflicting threshold, by transforming the feature
space, or by creating a dedicated labeling for each cluster of positive samples.

6.3.4

Labeling process

The achieved performance of the trained detector by cascaded AdaBoost depends
on the quality of the labeling, subdivided in the granularity (pixel-precise or objectbased), the ambiguity in the labeling and the heterogeneity of the labeling. Furthermore, it is known from the literature, that training a detector of high quality
requires that the set of labeled trained samples is sufficiently large [159]. Collecting sufficient labeled samples is often costly and time consuming [98]. Although
no real-time constraints are applicable for creating the labeling, creating a large
sample set benefits from an efficient labeling process. In this section, we focus on
the problem of “how to create a labeling efficiently?”. We analyze the advantages
and disadvantages of automatic, semi-automatic, manual and iterative approaches.
For a limited set of applications, it is possible to generate the labeling automatically. We found two options. Firstly, this is enabled by a reference. Using a
reference is possible by e.g. additional hardware [159], additional stains or additional data streams (e.g. the non-compressed images used in Chapter 3). Secondly,
synthetic data can be used to generate the labeled samples. However, since synthetic data is not always representative [159], it may lead to sub-optimal results.
In general, it is easy to enlarge the sample set using an automatically generated
labeling. However, the achieved quality is not sufficiently high for all applications.
Furthermore, the cost of this approach can be high due to e.g. additional hardware.
A semi-automatic approach addresses this issue by creating automatically an
initial labeling, which is manually inspected and corrected if needed. So, the initial
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labeling is not required to be perfect, although correcting the initial labeling is still
a time consuming process.
In practice, manual annotation is often used to create the labeling for a supervised learning problem. As a large set of labeled samples is needed, this is a
labor-intensive process. Crowdsourcing to label a large quantity of data has become
popular. Amazon launched a crowdsourcing Internet marketplace called Amazon
Mechanical Turk (MTurk) in 2005 to perform tasks by making use of human intelligence [1]. However, this work force has often insufficient expertise and is therefore
limited to tasks that require limited domain-specific knowledge [213]. Furthermore,
annotating a large dataset can be prohibitively expensive [213]. Finally, due to
inconsistency in the labeling, as typically multiple users are involved in the labeling process, direct use of the labeled training set may lead to far from optimal
results [213].
Chapter 6

A possible solution to above disadvantages is using re-training (or active learning [213]) to label a sample set. First, an initial set is labeled manually or automatically, which is used for the first training. Then, this set is iteratively refined and
extended by the “most interesting” samples selected by the trained detector [53], as
illustrated in Figure 6.10. In general, the “most interesting” samples are the samples closest to the decision boundary of the trained detector or the samples which
are classified incorrectly [53]. The latter group of samples are easily recognized
manually. The former group can be identified by using the confidence output (the
non-thresholded output of the last cascade layer) of the trained detector. Samples
with a low confidence output can easily be classified differently in case one feature
value changes. By enlarging this group, cascaded AdaBoost provides more effort
to classify these samples correctly. An additional advantage of elaborating on the
more challenging samples is that it reduces the workload and the cost, while preserving the performance, as a significantly smaller training set is required [176].
Furthermore, inconsistency in the labeling can be removed in case the initial label
of a sample seems suspicious [213], which reduces the computational complexity and
improves the achieved performance of the trained detector. Finally, the accuracy of
the labeling and the rate of the manual verification of the labeling are often higher
in case the user is requested to label samples, which are grouped based on similarity
in feature space [53], which can be approximated by using the confidence output of
the trained detector.
So, the achieved performance of the trained detector depends on the quality as
well as on the quantity of the labeled sample set. There are multiple options to
create a labeling. We conclude that, if possible, creating the labeling automatically
has the preference, as it is the least labor-intensive approach and the sample set can
easily be enlarged. Re-training is a good alternative, as it combines a high quality
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Figure 6.10: Framework for active learning. After an initial sample set has been labeled manually or automatically, a detector has been trained. This detector is applied on a
(unlabeled) sample set to improve and extend the labeling set. The samples to be
labeled are sorted to label the samples with the highest impact first. This process is
repeated by retraining the detector and improving and extending the set of labeled
samples if required [53, 213].

of the labeling with a reduced workload compared to manual annotation. Although
manual annotation is often applied, it is a labor-intensive process. Furthermore, it
is prone to inconsistencies, especially when distributed over multiple annotators.
Still, creating a labeling is a cumbersome process. Future research should focus
on increasing the efficiency of assigning the class labels.

6.3.5

Conclusion

In order to create a good labeling efficiently, we conclude that first the optimal
level of granularity has to be selected. The appropriate level is application specific.
An object-based labeling is advised if the topology of the object to be found is
distinctive, but requires a proper segmentation. In case the target objects consist
of multiple pixels, a pixel-precise labeling can achieve a very high performance due
to its redundancy. By adding a post-processing step, the achieved results can be
even further improved. Secondly, ambiguous samples have similar feature values for
all features with samples of the differently labeled class. These ambiguous samples,
which are caused by masking effects, imaging artifacts, border effects and by nonrobust features, can be visualized by the proposed stress map. As the required
balance between the required specificity and the sensitivity is application specific,
the application determines how to handle these ambiguous samples. In general
these ambiguous samples should be avoided by adjusting the labeling, by adjusting
the sample set, or by adding discriminative features. Thirdly, a heterogeneous
labeling has a negative effect on especially the computational complexity of the
trained detector and should therefore be avoided by creating a dedicated labeling
for each cluster of positive samples or by adding features, which do not require
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multiple thresholds to discriminate between the positive and the negative samples.
The proposed heterogeneity metric is a first attempt to identify a heterogeneous
labeling. It indicates the level of heterogeneity per feature, which helps to improve
the labeling. Still, there is room for improvement, as visual feedback is lacking
and the cohesion among the different features is not analyzed. Finally, there are
multiple options to create a labeling efficiently. If possible, creating the labeling
automatically has the preference. As a good alternative, a re-training approach
results in workload reduction and a high quality of the labeling.

6.4
Chapter 6

Features

Cascaded AdaBoost uses features to create weak classifiers and to combine these in
a strong classifier. The efficiency and the performance of a trained detector highly
depend on the quality of the available features. According to Dollar et al. a good
feature should satisfy the following requirements [44]:
• it should be informative;
• it should be invariant to noise;
• it should have a low computational complexity.
In the following sections, we will elaborate on these items in the context of object
recognition, in order to answer the question “how to create a good feature set?”.
First, we will address multiple distance metrics to measure the level of discriminative
power of a feature.

6.4.1

Distance measure

In the literature, multiple distance measures to quantitatively determine the dissimilarity of the histograms of the positive and the negative samples are described [32].
We have found two interesting metrics, which were shortly introduced in Section
6.33 .
First of all, the Bhattacharyya distance (DistBhat ) only addresses the amount
of overlap between the two histograms. A lower value indicates a higher amount of
overlap using that particular feature, such that the positive and the negative samples
cannot perfectly by characterized by this feature. However, the non-overlapping
parts are not taken into account. This metric measures the ambiguity of a feature.
Secondly, Sum of Grid Differences (DistSGD ) is a popular distance metric,
which also addresses the non-overlapping parts of the two histograms. The amount
of the non-overlapping parts is related to the robustness of the feature. The larger
the distance between both histograms, the less impact noise has on a feature value.
3 More
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Therefore, this metric measures the robustness of a feature. However, this metric
only address the amount of overlap of both histograms indirectly.
The combination of both metrics addresses the level of ambiguity and robustness
of a feature. As both distance metrics measure the level of discriminative power of
individual features, the results of all features combined can be used as an indication
of the performance that can be achieved.

6.4.2

Informativeness of features

Cascaded AdaBoost creates and combines weak classifiers in an iterative process. In
each iteration, the weak classifier with the lowest classification error is selected, given
the distribution of the weights of the training samples. Freund et al. have proven
that as long cascaded AdaBoost is able to add weak classifiers which are better
than random guessing, the error of the strong classifier drops exponentially [56]. As
the bound on the accuracy of the strong classifier improves when any of the weak
classifiers is improved [56], adding features to the features set helps to increase the
accuracy of the strong classifier [168]. It is especially advised to add features of high
quality, i.e. features that output similar values for all positive samples and different
values for all negative samples [168]. Yet, the appearance of the target objects is
not fixed. In applications such as face detection, the objects to be found do not
have a fixed size, orientation or position. Furthermore, changes in intensity and
deformation of the object (e.g. non-rigid or affine [35]) have a significant impact
on the achieved performance of a trained detector. Therefore, special attention is
required to achieve invariant object recognition. In the applications as described
in the previous chapters, the objects to be found were not deformed physically or
digitally. Therefore, this aspect of invariant object recognition is not extensively
addressed in this thesis4 . Finally, the quality of the features also often depends on
the selected color space. In the next subsections, we will focus on the influence of
the position, rotation, scale, intensity and color space.
Position
To achieve translation-invariant detection, we propose two approaches, depending
on the presence of optical aberration, defined as the distortion in the image formed
by an optical system. We focus on radial distortion as this distortion can be relatively large, particularly for fish-eye lenses [76].

4 We assume that the objects to be found do not have a specific position, orientation, size and
intensity, but should be detected independent of these variations. Otherwise, the detector should
be translation-, rotation-, scale- or intensity-variant.
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In case the optical aberration is not significant, position- or translation-invariance
can easily be addressed by making use of a sliding window over the complete image [15].
In case optical aberration plays a dominant role, an extra processing step is
required to achieve translation-invariant detection. One option is to correct the
images [76]. As an alternative, specific (modified) features, which incorporate radial
distortion invariance, can be used [35, 109].
Orientation
To achieve rotation-invariant object recognition, we identified four options.

Chapter 6

The first option is to rotate the image at specific angles and apply for each angle
the same detector. Although this requires to train only one detector, rotating the
image is a computational complex operation.
As an alternative, the whole 360-degree range can be divided into sub-ranges
and for each sub-range a dedicated detector can be trained. This approach has a
significant impact on the computational complexity, which can (partly) be addressed
by running these individual detectors in parallel [15, 207]. A possible improvement
is adding a pre-processing step to compute the possible subset of angles to which
the object is rotated [15].
Thirdly, a subset of features is rotation-invariant by neglecting spatial information5 , like histograms or averaging features. Due to the low computational complexity, histograms are one of the simplest orientation-invariant features. However,
histograms describe only the statistical distribution of the pixel values of the object.
Pixels can change position without affecting the histogram of the corresponding object [15], such that different objects can have similar histograms. This is generally
known as the “scrambling problem” [15]. We have used this approach of neglecting
spatial information and combined it with approximating the round shape of the
object with features of squared patches. Although this is a compromise between
performance and computational efficiency, a high performance can still be achieved,
as shown in Chapters 4 and 5.
Finally, a subset of features is rotation-invariant due to extra processing steps.
For example, the output of Scale-Invariant Feature Transform (SIFT) is invariant
to variation in orientation and scale, while preserving the spatial information. Furthermore, Ojala et al. have introduced rotation-invariant Local Binary Patterns
(LBP) features with only limited extra computational complexity compared to the
original LBP, while achieving excellent performance [133]. Barczak et al. have
approximated the Haar-like features for a given angle by adding an additional inte5 The
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gral at a moderate impact on the computational complexity, while achieving good
performance [14].
Scale
For many applications, the object to be found varies in size. To achieve scaleinvariant object recognition for this type of application, we identified four options.
The identified options to achieve scale-invariance have large overlap with the previously discussed options to achieve orientation-invariant object recognition.
First, scaling can be applied to the image. A multi-scale image pyramid can be
used as input for a fixed-scale detector. This approach is for example used in the
keypoint detection part of Scale-Invariant Feature Transform (SIFT). However, the
computation of a multi-scale image pyramid requires significant processing capability [191], which is not always available in case of efficient object recognition.
Secondly, multiple detectors can be trained, each addressing a specific scale. This
approach has a significant impact on the computational complexity, as the number
of pixels to be evaluated increases at the coarser scales. In contrast, for a specific
subset of features, the features have a fixed, low computational complexity. Haarlike features can be evaluated at any scale at the same low cost, as shown by Viola
and Jones in their approach to detect faces of different sizes [191]. This requires
only limited extra processing capability, as the detector is applied at multiple scales.
Thirdly, some specific features are robust to scaling by neglecting spatial information. Haar-like features can be made robust by using two non-adjacent box
filters. These non-adjacent Haar-like features are more robust and stable, as shown
in Chapters 4 and 5, as well as in Appendix D.
Finally, a subset of features is scale-invariant due to extra computational effort.
For example, the descriptor part of SIFT is invariant to scale.
Intensity
Intensity variation is one of the problems for robust object recognition like face
recognition, especially in uncontrolled environments [169]. Gradient based features
assume that changes in intensity are linear. However, due to e.g. gamma correction,
this assumption is violated [13]. To achieve intensity-invariance, we have identified
three options.
First of all, multiple detectors can be trained, each addressing a specific range of
intensities. This approach requires multiple trainings and has a significant impact
on the computational complexity.
As an alternative, a normalization step can be applied to the image, like a Histogram Equalization (a contrast enhancing technique to obtain an enhanced image
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with a uniform luminance histogram) [169, 216], Gamma Intensity Correction (enhancing the local dynamic range in darker regions, while compressing the dynamic
range in brighter regions) [169, 216], or Local Normalization (normalization of the
local patches of the image) [216]. Significant improvements have been obtained by
above normalization steps [169, 216].
Finally, some specific features are intensity-invariant, like an edge map, the
direction of image gradients, and the relative image gradient feature [196,216]. The
result of SIFT is robust to intensity changes due to the use of intensity gradient
information [110]. Haar-like features are not robust to intensity changes, but can be
made more robust by only using the sign of the calculation [87]. In contrast, LBP is
invariant to monotonic gray-level changes, but its reliability decreases significantly
in case of large intensity variations [169].
Chapter 6

Color space
In the literature, many color spaces have been proposed, subdivided in linear (e.g.
RGB and YUV) and non-linear color spaces (e.g. HSV and HSI). Linear spaces
can easily be transferred to another linear space by a 3x3 matrix multiplication,
whereas non-linear spaces require non-linear transformations [91]. The selection of
the color space can have a significant impact on the performance and computational
complexity as shown in Table 6.4. No color space is universally better [34,161,211],
but the choice of color space can make a huge difference for a specific application.
Yet, there are a few guidelines, which help to improve the results.
First of all, normalized color spaces tend to have a better performance than
non-normalized color spaces, as normalized color spaces reduces the sensitivity of
changes in intensity [173, 185].
Secondly, the luminance is an important component, complement to the color
information [173]. As shown for the application as described in Chapter 5, features
using the luminance channel are frequently preferred over the same features using
the color channel. This is in line with the conclusions of Mäenpää and Pietikäinen
in [114], claiming that texture information should be extracted from the luminance
channel, whereas the color channel provides more regional properties.
Finally, in medical applications stains are often applied, which give contrast to
the tissue as well as highlight specific substances or structures. These stains provide
a powerful cue for the interpretation of the image. Often, these stains have overlapping absorption spectra, such that in case of colocalization6 the quantification of
each stain component cannot be determined at any single wavelength as the optical
density is determined by the total absorption of multiple stains [148]. Standard
color transformation techniques are often not able to separate the contribution of
6 Colocalization
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Performance
P

DistBhat
max DistBhat
P
DistSGD
max DistSGD
Pd
Pf a
M CC
# layers
# features
# weak classifiers

Color plane
(L, α)
(R, G)
64.72
44.31
2.09
1.47
12.37
11.19
0.44
0.36
96.34%
95.53%
0.08%
0.13%
0.9737
0.9658
11
15
21
24
180
390

Table 6.4: Comparison of the results of a training based on two different color spaces (L, α) and
(R, G), using 8,413 positive and 123,529 negative samples of the dataset as described
in Chapter 4. The (L, α) color plane is a simplified version of the HSV color space,
as defined in Section 4.2.4. The set is equally divided over a training and a test set.
The features as described in Section 4.2.6 have been calculated for the (L, α) color
plane, as well as for the (R, G) color plane. Although the performance of the trained
detectors are similar (the (L, α) color plane performs slightly better), the detector
using the (L, α) color plane requires significantly less features and weak classifiers.
This is in line with the results of the distance measures.

two or more stains. Dedicated color deconvolution methods as proposed in [148]
and used in Chapter 5 provide a robust separation of the applied stains. Then, the
RGB channels of an image are transformed into a set of non-orthogonal components
corresponding to the major colors in the image [208].
Conclusion
The appearance of the objects to be found is usually not fixed. To achieve invariant
object recognition, four different aspects require attention.
• Translation-invariance is achieved by a sliding window approach. In case of
optical aberration, correction can be achieved by correcting the images or by
using specific, radial distortion invariant features;
• Rotation-invariance can be achieved by using rotation-invariant features by
neglecting spatial information (resulting in a reduced performance), or by using rotation-invariant features requiring additional computational steps (achieving a high performance);
• Scale-invariance can be achieved by scaling the detector using features with
a fixed, low computational complexity, or by using similar approaches as proposed for achieving rotation-invariance;
• Intensity-invariance can be achieved by including a normalizing, preprocessing step or by using intensity-invariant features.
Besides that, the selected color space can influence the achieved performance of the
trained detector significantly. There are many color spaces proposed in the litera137
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ture, but no one is universally better. In general, we have extracted three guidelines.
First of all, normalized color spaces tend to perform better than non-normalized
color spaces. Secondly, the luminance channel provides useful information on top
of the color channels. Finally, color deconvolution techniques can robustly extract
a set of non-orthogonal components corresponding to the major colors in an image.

6.4.3

Noise robustness

Noise can be defined as the (random) unwanted modification to the original signal
[181]. In this section, we will address image noise and feature noise. Labeling noise,
which also negatively affects the achieved performance, has already been addressed
in Section 6.3.2.
Chapter 6

Image noise is the (random) variation in brightness or color in an image, which
is not part of the imaged object. Noise is inevitable in a signal from a camera [153].
In an image pipeline, there are several sources of noise, leading to the degradation
of the signal [153]. In the sections below, we will distinguish analog from digital
image noise.
Analog image noise
To acquire an image, a CCD or CMOS sensor is often used. This sensor can be the
source of e.g. amplifier (thermal) noise and shot noise, due to the discrete nature
of photons [153]. To be invariant to this type of noise, we advise a set of features
not to use and propose a set of features to use based on literature study.
The spectral power density of natural images mainly consists of low frequencies and tends to fall off with increasing spatial frequency [153, 197]. The analog
noise signal is normally assumed to have a white spectrum [90, 153], defined as
an uncorrelated signal with equal power at all frequencies, often modeled as zeromean, signal-independent Gaussian noise with constant variance [90]. An example
of the influence of analog image noise on a natural image is shown in Figure 6.11.
As shown, especially the low frequencies of the image preserve the image content,
whereas the high frequencies are heavily affected by the noise. Therefore, features
addressing the high frequencies, like the popular Local Binary Pattern (LBP), are
sensitive to analog image noise. This is especially the case in areas without detail
(without high frequency structures), as was concluded by Tan et al. in [169] and
by Kim et al. in [87]. This type of features is therefore advised not to be used in
case of significant analog image noise.
To achieve analog image noise robustness, we have identified two options. First
of all, similar to analog noise reduction techniques where low-pass filters are used
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(a) Example of a natural image (Lena).

(b) Spectral power density of
the natural image.
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(c) Gaussian white noise
added to the natural image.

(d) Spectral power density of
the noisy natural image.

(e) Spectral power density of
the added Gaussian white
noise.

Figure 6.11: Illustration of the influence of Gaussian white noise to a natural image.

resulting in a stronger attenuation of the analog noise signal compared to the image
signal [153], a pre-processing smoothing filter can be applied to reduce the analog
noise signal [170]. Secondly, analog image noise-invariant features can be used. We
identified two types of analog image noise-invariant features. On one hand, features
can be used, which focus on the low frequencies by averaging over a larger local
region. These features are more robust to local intensity variations. As an example,
Haar-like features are advised, as they average over a larger rectangular. On the
other hand, features like LBP are made more robust (1) by using a tolerance interval
as is used for Local Ternary Pattern (LTP) features [169], or (2) by including binary
Haar-like information as proposed for Haar-like Compact Local Binary Pattern (HCLBP) features [87].
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After the acquisition of the image, the data is typically stored in a digital format.
To reduce the image data, compression techniques take advantage of the correlation
between spatially adjacent pixels in an image. Lossless techniques compress the image reversibly, such that exact original data can be reconstructed. This approach
is therefore often used in medical applications. Lossy techniques are not reversible.
By deteriorating the signal, it produces a much smaller compressed file, while attempting to visually preserve the image content. Typically, the image is divided
into blocks of 8x8 pixels, which are compressed separately (see Section 3.1).
As lossless techniques are reversible, we will focus on digital image noise due
to lossy techniques. To be invariant to this type of image noise, we advise a set
of features not to use and propose a set of features to use based on a literature
study. Furthermore, we propose a combination of features in case digital image
noise detection is required.
One of the biggest sources of compression artifacts is the quantization error [13].
Quantization is applied to reduce the number of bits per pixel, as well as to reduce
the number of transform coefficients of the transform coding [39]. By that, mainly
the high frequencies, i.e. the texture, are suppressed as shown in Figure 6.12.
Similar guidelines as to be robust to analog image noise are therefore here applicable,
like using a pre-processing smoothing step or by using low-pass features. Besides
the suppressed high frequencies, specific textures like ringing and blocking artifacts
are added to the image. Texture features addressing the high frequencies, like LBP
and Histogram of Oriented Gradients (HOG), are therefore heavily affected by the
compression artifacts [13, 121] and should be avoided in case of significant digital
image noise.
To be robust to digital image noise, several features have been proposed in the
literature. In general, histograms are attractive as they are computational efficient
and accumulate over a larger region. As HOG should be avoided (the used gradient
information is not robust), alternatives are proposed like (1) Histogram of Orders
(HOO) [62] or Ordinal Spatial Intensity Distribution (OSID) [170] which computes
a 2-D histogram of the intensity ordering, (2) Histogram of Relative Intensities
(HRI) [62], which forms intervals based on relative intensities instead of based on
orders, and (3) combinations of features as HRI-LTP [62], which achieved superior
performance.
In case digital image noise detection is required, like in our application for compression artifact reduction as described in Chapter 3, a combination of features was
used. Textural features, like ADRC, variance, and dynamic range provided information regarding the local structure and energy of the neighborhood of a pixel,
whereas structural features focusing on the edges indicated the potential interest140
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(a) Compression applied to
the natural image.

(b) Spectral power density of
the compressed natural image.

(c) Spectral power density of
the applied compression.

Figure 6.12: Illustration of the influence of lossy compression, applied to a natural image (Figure
6.11).

ing areas. These features have proven to be useful ingredients for the detection of
compression artifacts as shown in Chapter 3.
Feature noise
As already described in Section 6.3.2, in case of feature noise, some feature values
are not robust such that a small change in the pixel values used as input by the
feature can have a significant impact on the feature value. Feature noise can have,
similar to labeling noise, a negative effect on the achieved performance as well as
on the detection time of a trained detector, as shown in Section 2.6. Feature noise
applied to samples close to the decision boundary of the detector has the same effect
as inverting the class label [200], whereas feature noise applied to samples distant
from the decision boundary does not affect the result. As addressed in Section
6.3.2, metrics to illustrate and to measure the distance in feature space between the
positive and the negative samples are advised to be used in order to find and to
resolve the ambiguous samples.
Conclusion
In general, noise is the (random) unwanted modification to the original signal, which
can be subdivided in analog and digital image noise and feature noise.
• Analog image noise, assumed to have a white spectrum, mainly affects the
high frequencies, whereas the low frequencies preserve mainly the image content. Analog noise robustness can be achieved by applying a pre-processing
smoothing step, or by using analog noise-robust features;
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• Digital image noise suppresses the high frequencies of an image and introduces
specific textures as ringing and blocking artifacts. Besides applying a preprocessing smoothing step or using low-pass features, digital noise robustness
can be achieved by using specific features focusing on e.g. intensity orderings
or intervals of relative intensities;
• Feature noise can be avoided by resolving the ambiguous samples.

6.4.4
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Computational complexity

The focus of this thesis is on efficient object recognition. To obtain a detector of
low computational complexity, there are multiple components to be addressed. In
this section we will address:
• the computational complexity of cascaded AdaBoost;
• the features to be calculated;
• parallelism of the computations.
Computational complexity of cascaded AdaBoost
As addressed in Chapter 2, we have selected cascaded AdaBoost as supervised learning technique, mainly because the trained detectors have the potential to achieve a
high performance at a short detection time. This short detection time is achieved
because of multiple causes. First of all, the cascade design of classifiers enables that
smaller, and therefore more efficient classifiers are constructed. Simpler classifiers
are used to reject the majority of the negative samples, while accepting almost
all positive samples, combined with more complex classifiers, which can focus on
achieving a low number of false positives [190]. Secondly, cascaded AdaBoost does
not require normalization of the feature values. Finally, the weak classifiers consist of single thresholded feature values. Combined, the trained detectors have the
potential to achieve a short detection time.
Features to be calculated
In addition to above computational advantages, cascaded AdaBoost also inherently
contains feature selection, such that only a limited set of the features available during training needs to be calculated for the trained detector. As the calculation of the
features is far more computational demanding than thresholding the feature values,
the computational complexity of the trained detector is mainly determined by the
selected features. Therefore, the computational complexity of the features plays an
essential role. We propose a modified feature selection algorithm by exploiting this
observation.
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The feature selection algorithm is altered by introducing three modifications.
First of all, the features to be calculated in the trained detector are determined
by the features provided during training, as well as by the feature selection of cascaded AdaBoost. The current feature selection algorithm (see Section 5.2.3) only
focuses on the performance of the weak classifiers, which are defined using the available features. However, given two weak classifiers with comparable performance,
it is advantageous to favor the one with the lowest computational complexity [44].
Therefore, we propose to modify the feature selection algorithm to include the computational complexity of the features, to balance between computational cost and
performance of the weak classifier. This is especially relevant in case the computational complexity of the features differs substantially. Secondly, we propose a bias
towards previously selected features to reduce the computational complexity even
more. Finally, subsets of features can have matching mathematical steps, e.g. the
calculation of the integral image for Haar-like features. Once a feature has been selected, we propose to lower the computational cost of the complete subset according
to the computational complexity of the shared mathematical steps7 .
Parallelism of the computations
A significant computational complexity reduction is possible by including the computational load in the feature selection. However, the computational complexity of
the features, in combination with the cascade structure of the trained detector, is
highly depending on the platform. Depending on the selected platform, e.g. single
or multiple core CPU, GPU, FPGA, or ASIC, there are multiple options to reduce
the detection time. Sequential execution on a high frequency CPU is a popular
method, but often not suitable due to its power consumption, costs and required
space [72]. Parallelism is gaining popularity and can be applied in three ways, as
we have identified based on findings from the literature.
Firstly, coarse-grained parallelism is possible by parallelizing different detectors.
For example, different window scaling factors can be parallelized, such that the
calculation of each scale factor is performed independently [72] (see Figure 6.13).
However, due to the unbalanced distribution of the work, more work is assigned to
the smaller scaling factors [71].
Secondly, the image can be partitioned such that each partitioned sub-image is
analyzed in parallel (see Figure 6.13). However, the load balancing problem is not
solved, since sub-images with multiple object targets require more calculations [72].
Thirdly, fine-grained parallelism is applicable by parallelizing the calculation
7 This proposed strategy to include the cost in the feature selection led to an average reduction
in computational cost of the nucleus detectors of 67%, while maintaining the performance. More
details can be found in Section 5.2.4
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Figure 6.13: Possible parallelism of the computations in trained detector [72].

of the features (see Figure 6.13). However, features could unnecessarily be calculated, which would be avoided by the cascaded nature of the trained detector.
Furthermore, fine-grained parallelism has a significantly higher computational overhead [71].
Depending on the platform, the above methods result in different computational
complexity reduction. Hefenbrock et al. and Hiromoto et al. have shown that the
gain of applying parallelism to object recognition using Haar-like features exclusively
can already be significant [71, 72].
Conclusion
The computational complexity of a trained detector is determined by a number of
aspects. First of all, cascaded AdaBoost enables that smaller, and therefore more
efficient classifiers are constructed. Furthermore, no normalization of the features
is required and the used weak classifiers consist of single thresholded feature values.
To obtain an even lower computational complex detector, we proposed to include
the computational cost of the features in the feature selection process. Finally,
parallelism of the computations is possible by parallelizing different detectors, by
partitioning the image or by parallelizing the calculation of the features.

6.5

Samples

Cascaded AdaBoost uses a labeled sample set to train a detector. As already
indicated in Section 6.3.3, it is important that cascaded AdaBoost can focus on a
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set of homogeneous samples. There are a few more guidelines, which help to achieve
improved results. In this section, we will address the issue of overfitting, the need
of a representative sample set, and the issue of asymmetry during training.

6.5.1

Overfitting

Overfitting is one of the possible threats of using cascaded AdaBoost and has occurred in case the trained detector performs well on the training set, but reveals
poor performance on the test set. Overfitting has a number of causes and can be
avoided by a proper selection of the number of features in relation to the number
of samples [80]. It has often been observed that adding features to a set, containing
a relative small number of samples with respect to the number of features, actually
degrades the performance of the detector. In the literature, this behavior is known
as the peaking phenomenon [80]. As a rule-of-thumb, it is advised to have at least
10 times more samples per class than features [79, 80]. This is in line with the
results as shown in Figure 6.14, where the influence of the number of samples on
the achieved performance is determined.
1
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Figure 6.14: ROC curve using the dataset of Chapter 4. The number of samples is randomly
downscaled to determine the influence of the number of samples on the performance.
The initial training dataset (100%) contains 358,918 negative and 8,413 positive
samples. Training is performed using 320 features. The testing dataset contains
514,284 negative and 5,420 positive samples. All parameters are fixed. The result
shows that if only 7 times as many samples per class as the number of features has
been used (i.e. 25% of the training set), the performance drop is limited. Using a
smaller set (10% of the training set) results in a substantial drop in performance.
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6.5.2

Representative

In order to obtain a robust trained detector, the used samples in the training set
should be representative for the samples in the test set. Neglecting representative
samples in the training set has a negative effect on the final performance. This
was shown in Chapter 3, where samples of images compressed by different quality
levels and scaled by different factors have been used. Initial results, trained on only
one quality level and without scaling, did not achieve the required robustness and
performance.

6.5.3
Chapter 6

Asymmetry

The ratio of the weights of the positive and negative samples is important in order
to achieve good results. In the implementation of AdaBoost as stated in [57], all
samples receive the same weight. The used feature selection algorithm of cascaded
AdaBoost minimizes the overall classification error, without differentiating between
the positive and negative samples. This is sub-optimal, as the goal is to reject as
many negative samples as possible, while preserving almost all positive samples.
Adjusting the threshold of the strong classifier does not compensate for this, as the
weak classifiers are already sub-optimally determined. This approach leaves room
for improvement [94].
Firstly, a possible approach is to adjust the initial weights of the positive and
negative samples. However, this has only a limited effect as the first selected weak
classifiers absorb the effect of the initial asymmetric weights [189]. Secondly, the
weight update function can be modified in order to focus on the incorrectly classified
positive samples [189]. Finally, as indicated by Kotsiantis in [94], samples of the
underrepresented class can be duplicated or samples of the overrepresented class
can be removed to guarantee a more stratified sampling.

6.5.4

Conclusion

The achieved performance of a training using cascaded AdaBoost is determined by
the provided feature and labeled sample set. It is advised to follow the following
guidelines.
• The sample set should have at least 10 times more samples per class than
features to avoid overfitting;
• The sample set should be representative to create a robust detector;
• In case of asymmetry, the provided sample set or the internal weights should
be adjusted to guarantee symmetry.
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Evaluation

In this section, we focus on tuning the trained detector, on evaluation methods and
on evaluation metrics.

6.6.1

Tuning

To evaluate the results of multiple trained detectors fairly, tuning8 of the trained
detector must be applied before the final test set is inspected or analyzed [142,150].
The recommended approach is to use nested k-fold cross-validation [165], which
reserves a portion of the training set to tune the trained detector [150, 151].

6.6.2

Evaluation method

To determine the performance of a trained detector, a test set consisting of samples
not used during training is required. We identified two often used options to create
a test set.
In case a large sample set is available (significantly more samples per class than
ten times the number of features), a dedicated part of the sample set can be used
as test set [142].
Alternatively, if a large sample set is not available or cannot easily be acquired,
resampling methods such as k-fold cross-validation can be applied. The advantage
of k-fold cross-validation is the potential of reusing the training set for testing the
trained detector, although not at once, in order to reduce the chance of overfitting
[142]. An extreme case of k-fold cross-validation is leave-one-out cross-validation
(LOOCV), where only one sample is used for testing, whereas the rest of the sample
set is used for training. Although having more samples available for training is in
general beneficial, small test sets will generally result in higher variation in the
achieved performance [142].

6.6.3

Evaluation metric

In the literature, several evaluation metrics have been described to evaluate the
performance of a trained detector. We briefly discuss metrics like sensitivity, specificity, precision, accuracy and F-score, but argue that MCC is the preferred method
for evaluation.
8 By adjusting the threshold of the final cascade layer classifier, the achieved detection rate
and false alarm rate can be adjusted. Adjusting the threshold to −∞ increases both rates to the
rate of the detector minus its final layer. Increasing the threshold decreases both rates ultimately
to 0 [191].
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Sensitivity, detection rate (P d), recall rate or true positive rate (TPR) measures
the proportion of positives, which have correctly been identified from the total set.
Formally, sensitivity is defined as
sensitivity

(#T P )
(#T P ) + (#F N )

=

(6.4)

using the confusion matrix

Detected as

Labeled as
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True
False

True

False

True Positives
TP
False Negatives
FN

False Positives
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True Negatives
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In contrast, the specificity, or true negative rate (TNR) refers to the proportion of negatives, which have correctly been identified. Formally, the specificity is
defined as
(#T N )
specificity =
(6.5)
(#T N ) + (#F P )
Related measures are false alarm rate (Pfa), false positive rate (FPR), fall-out
or type-I-error (α), defined as
Pfa

=
=

(#F P )
(#T N ) + (#F P )
1 − specificity

(6.6)

type-II-error (β), defined as
β

=
=

(#F N )
(#T P ) + (#F N )
1 − sensitivity

(6.7)

and precision, defined as
precision =

(#T P )
(#T P ) + (#F P )

(6.8)

As there is usually a trade-off between measures as sensitivity and specificity,
it is difficult to compare the combination of both measures. Graphically, the combination can be compared using a ROC curve (Receiver Operation Characteristic),
as shown in Figure 6.14. Quantification of the different ROC curves is enabled by
the area under a ROC curve (AUC) [49].
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Alternative methods to compare two trained detectors are e.g. accuracy (proportion of true results)
accuracy

=

(#T P ) + (#T N )
(#T P ) + (#T N ) + (#F P ) + (#F N )

(6.9)

or F −score (weighted average of the precision and recall)
F −score =

2·

precision · recall
precision + recall

(6.10)

However, all above measures do not include the ratio of the positive and negative
samples. As in object recognition applications the importance of the different error
types can be (heavily) unbalanced, the fairness of measures is debatable for above
measures [6, 95].
In contrast, the Matthews Correlation Coefficient (M CC) [116] gives a balanced
measure by taking the true and false positives into account. More formally,
M CC

=

(#T P ) · (#T N ) − (#F P ) · (#F N )
p
M CCpos · M CCneg

(6.11)

using
M CCpos

=

M CCneg

=



 

(#T P ) + (#F P ) · (#T P ) + (#F N )

 

(#T N ) + (#F P ) · (#T N ) + (#F N )

(6.12)

It returns a real value between [−1...1], where 1 indicates a perfect prediction,
0 a random average prediction and -1 an inverse prediction [6].
Multiple evaluation metrics are described in the literature. Sensitivity and specificity are very popular in the literature, but omit the different error types (i.e. typeI-error and type-II-error). We propose to use the Matthews Correlation Coefficient
as it gives a balanced measure, taking the true and false positives into account [6].

6.6.4

Conclusion

To evaluate a trained detector, we propose three guidelines.
• Tuning the detector should be done before the final test set is inspected or
analyzed;
• The test set can be a dedicated set, or a created set using a resampling technique, like k-fold cross-validation;
• Matthews Correlation Coefficient is the recommended metric as it better balances.
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6.7

Conclusion

In this chapter, we provided guidelines for, and understanding of, using machine
learning to train an efficient object detector. We focused on achieving a high performance at a low computational complexity. Although there is a strong relation
between the optimal use of machine learning and the application, we have presented
a set of generally applicable guidelines. We extracted these guidelines from the literature, combined with our experiences from the applications as described in the
previous chapters and from additional experiments. We addressed a large number
of aspects of applying machine learning for object recognition, from selecting the
appropriate technique until evaluating the trained detector.

Chapter 6

The first aspect discussed the selection of the appropriated machine learning
technique for efficient object recognition. We selected cascaded AdaBoost, based
on an extensive literature study and a performed benchmark, because of its high
performance and low detection time. This selection, however, does not guarantee
that it will always outperform the alternatives.
As a second aspect, we addressed the labeling, subdivided in four different subaspects. We concluded that small changes in the labeling can have a tremendous
effect on the achieved performance and computational complexity of the detector.
As a first subaspect of the labeling, we focused on its scale. Two different scales
of labeling were discussed, and we provided guidelines to select the appropriate
scale. We concluded that the appropriate level of granularity is mainly determined
by the application.
As a second subaspect of the labeling, we focused on ambiguous samples. This
is an important aspect as it has a negative impact on the trained detector. The
achieved performance as well as the computational complexity is seriously affected
in case of a large number of ambiguous samples in the training set. This subaspect
is rather underexposed in the literature and is rarely mentioned in articles on the
applications of machine learning. We have identified multiple causes of ambiguous samples and provided dedicated solutions to address them. Furthermore, we
introduced a stress map in order to visualize the potentially ambiguous samples.
This map is a powerful cue as it visualizes the presence and the characteristics of
the ambiguity in the labeling. Future work could improve the proposed metric, by
efficiently determining the overlap in feature space instead of analyzing individual
features.
The third subaspect of the labeling addressed the heterogeneity in the labeling. In the literature, we have not found articles addressing this issue, although we
illustrated that especially the computational complexity of the trained detector is
heavily affected in case of a heterogeneous labeling. A trained detector may become
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unnecessarily complex due to a heterogeneous labeling. A training using heterogeneous labeling can even be (partly) unsolvable. A heterogeneous labeling is often
caused by combining multiple types of positive samples in one set of positive samples. To resolve this, we have identified three easy-to-use solutions. To identify the
heterogeneity in the labeling, we have introduced a new metric as a suitable metric
was not found in the literature. This metric is a first attempt and indicates per
feature the level of heterogeneity. It helps in revealing the problem of heterogeneity and provides useful insights to remove the heterogeneity. Future work should
address the lack of visual feedback and the cohesion among the different features.
As a fourth subaspect, we focused on the labeling process. Four different approaches were identified, two approaches of which were recommended. We concluded that creating the labeling is still a cumbersome process and future work
should focus on increasing the efficiency of assigning the class labels.
Chapter 6
The third aspect of applying machine learning for object recognition addressed
the feature set. We subdivided this aspect in four different subaspects. As a first
subaspect of the feature set, we have selected two distance metrics from the literature to measure the level of ambiguity and robustness of an individual feature.
These metrics give an indication of the potentially achievable performance.
As a second subaspect of the feature set, we focused on the variance in appearance of the objects to be detected. For many applications, the appearance of the
objects is not fixed. It is required to seriously consider this subaspect, in order
to obtain a robust detector with a high performance. We have extracted from the
literature suitable solutions to achieve translation-, rotation-, scale- and intensityinvariant object recognition. Furthermore, we have extracted guidelines addressing
the appropriate color space.
The third subaspect of the feature set addressed noise-robust features and mainly
focused on image noise. To be robust to analog and digital image noise, we identified
that features addressing the high frequencies should be avoided and proposed a set
of (low-pass) features that should be appropriate based on a literature study.
As a last subaspect of the feature set, we focused on the computational complexity. Although cascaded AdaBoost already creates efficient detectors, we introduced
a tremendous computational complexity reduction by including the computational
cost of the features in the feature selection process. We concluded that further
reduction is possible by making use of parallel computation, although an automatic
mapping of the sequential steps is required to make this approach more suitable.
The fourth aspect of applying machine learning for object recognition addressed
the sample set. We identified three guidelines, which help to improve the achieved
results. The guidelines focused on the issue of overfitting, the need of a representa151
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tive sample set, and the issue of asymmetry during training.
As fifth, we focused on the evaluation of the trained detector. We concluded
that the evaluation is an important aspect, but not always performed carefully.
We proposed three guidelines in order to compare the achieved performance of a
detector. These guidelines addressed the tuning of the detector, the creation of the
test set and the evaluation metric.
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Conclusion and recommendations
7.1

Main conclusions

Since 2000, object recognition has made a tremendous step forward by applying
machine learning. The object recognition framework using cascaded AdaBoost introduced by Viola and Jones in 2001 achieved competitive results compared to
state-of-the-art in real-time, which was approximately 15 times faster than any previous method. More recently, Shotton et al. achieved state-of-the-art results, while
running at least 10 times faster, in human pose recognition. These breakthroughs illustrate the enormous potential of proper application of machine learning for object
recognition.
However, the use of machine learning is not trivial. A large number of alternative
machine learning techniques have been described in the literature over the last
decades. The selection of the appropriate technique is in many articles arbitrary.
Furthermore, we cannot learn from many papers, as the researchers have not argued
their choices that have been made regarding the application of the machine learning
technique. Although the computational complexity is an important property of the
result, also the efficiency of the trained detector is often not addressed in research
papers. Finally, from our own experience, sometimes seemingly arbitrary changes
in the design can have a significant impact on the performance. We conclude that
the experience with, and understanding of, machine learning for object recognition
is limited, such that machine learning is not always optimally, and sometimes even
arbitrarily, applied for object recognition. Considering its enormous potential, much
can be gained.
In this thesis, we made a step forward towards a systematic approach using
machine learning to train an efficient object detector. We identified the important
aspects and derived guidelines. Even though the optimal use of machine learning
is highly related to the application, our guidelines are broader applicable than the
machine learning applications described in this thesis.
First, we selected the appropriate machine learning technique. This selection
was based on an extensive literature study and a performed benchmark. Secondly,
we addressed the labeling and identified potential issues such as ambiguity and heterogeneity. The achieved performance as well as the computational complexity is
often seriously affected by these issues. We introduced metrics to identify these
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issues and to provide useful insights to resolve the ambiguity and the heterogeneity.
Thirdly, we focused on the feature set. We extracted guidelines from the literature to address the variance in appearance of the objects and to address the noise.
Furthermore, we modified the feature selection process of cascaded AdaBoost by
embedding the computational cost of the features in the training phase. This modification can already yield in a significant reduction of computational complexity of
the created object detector. Fourthly, we identified guidelines addressing the sample
set in order to improve the results. Finally, as the evaluation of the achieved results
is not always performed carefully, we derived guidelines to compare the performance
of a detector.

Chapter 7

These guidelines help to outperform state-of-the-art machine learning applications. This has been shown for three very different applications. Multiple applications were selected as the optimal use of cascaded AdaBoost is application
dependent. The selected application areas were new areas for cascaded AdaBoost
and differ in the level of variation in the appearance of the objects, in the required
performance, and in the allowed computational complexity.
In the first application, we addressed pixel-based detection of compression artifacts in video. As labeling by hand was practically impossible, we proposed a
reference metric for the local estimation of the artifact level. After removing the
heterogeneity in the labeling, we successfully transferred the reference metric into
a no-reference metric and achieved superior performance in artifact reduction.
In the second application, we focus on malaria parasite detection. By using a
two-step approach and using robust and cheap features, we were able to achieve an
extremely high specificity at a very low computational complexity. Our proposed
system is orders of magnitude faster and more specific than recently proposed methods in the literature.
In the last application, we addressed nucleus detection in histopathology images.
By resolving the ambiguity in the labeling, by creating a dedicated labeling for each
cluster of nuclei to address the heterogeneity in the labeling and by intelligently
merging the output of both detectors, we achieved a high performance. Furthermore, we achieved a computational complexity reduction of 67% by improving the
feature selection process. By that, the nucleus detector analyzed a field-of-view in
1 second.
We conclude that the proposed guidelines are a step forward to achieve a high
performance while taking low costs into account. These guidelines provide a systematic approach, are generally applicable, and will help to successfully apply cascaded
AdaBoost for efficient object recognition.
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Future work

Further work could be targeted at especially improving the labeling and the feature
set. Although creating the labeling automatically or by using re-training reduces
the time of the labeling process significantly, it is still a time-consuming part of
creating a detector. This is mainly caused by the issues introduced by ambiguity
and heterogeneity. We have introduced metrics to identify these issues. These
metrics are a first step, but require further improvement in terms of quality as well
as ease of use. Ideally, the labeling should be automatically tested and adapted or
divided if required.
Secondly, future work could address defining the feature set. Currently, proposing a good feature set often requires a lot of human involvement. Identifying the
variance in appearance of the objects, as well as the presence of noise could improve
this aspect of the framework. A next step could be indicating what type of features
is required. These features should be selected based on the properties of the target
platform. This could even be extended by applying an automatic mapping of the
selected features using the available options of parallel computation to obtain the
most computationally efficient results.
Up till now, creating an object detector of high performance and low computational complexity is an art. Experience with the combination of machine learning
and object recognition is essential. On top of that, a major human involvement is
required. Optimizing each step is desired and should result in dedicated, easy-to-use
guidelines. Next, all steps should be combined and integrated into a single, automated framework. This would enable the creation of an optimal object detector in
an automated fashion and provide one of the holy grails in computer vision.
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Appendix A

Definitions

Term
Machine learning

Definition
A computer program is said to learn from experience D
with respect to some class of tasks T and performance
measure E, if its performance at tasks in T, as measured
by E, improves with experience D [124].
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The following terms are defined focusing on Cascaded AdaBoost for object recognition in images.
Term
Ambiguous sample

Detection time
Detector
Feature
Feature space
Feature value
Feature vector
Heterogeneous
labeling

Appendix

Label
Labeled sample
Labeling
Object
Sample
Strong classifier
Test set
Training set
Training time
Weak classifier
Weak hypothesis
Weak learner
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Definition
A labeled sample, for which all feature values are similar to the feature values of a subset of samples of the
differently labeled class.
Computation time to apply a strong classifier to a set
of samples.
See strong classifier.
Function applied to an object.
Set of all possible feature vectors.
The result of a feature applied to an object.
All feature values of an object stored as the elements of
a single vector.
A labeling, such that at least 2 subsets of positive samples are on opposite sides in feature space of a significant
subset of negative samples.
Binary class assignment of a sample.
Binary class assigned sample.
Binary class assignment of a sample set.
Subset of connected image pixels.
An object used for training or testing a strong classifier.
Combination of weak classifiers to map feature vectors
to labels.
Set of labeled samples used to determine (test) the performance of a strong classifier.
Set of labeled samples used to create (train) a strong
classifier.
Computation time to create (train) a strong classifier.
Single thresholded feature.
See weak classifier.
Algorithm to create a weak classifier.

Appendix B

Frequently used notations
Machine learning
Notation
TP
FP
TN
FN
Pd

Definition
True Positives
False Positives
True Negatives
False Negatives
Detection rate
(#T P )
(#T P )+(#F N )

Pfa

False alarm rate
(#F P )
(#F P )+(#T N )

M CC
Ttrain
Tdetect

Matthews Correlation Coefficient
Training time
Detection time
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Cascaded AdaBoost
Notation
d~i
ci
N
M
H
Pt (i)
Zt
Θ
EH
t
ct
costinitial
Appendix

costt
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Definition
Feature values of sample i
d~i ∈ DM , D ⊆ R
Desired output or label of sample i
ci ∈ C = {−1, 1}
Number of samples
Number of feature values per sample
Function to map input feature values to desired output
H : DM → C
Distribution of sample i at iteration t
Normalization factor for distribution Pt+1
Threshold of final classifier
Error of classifier H
Error at iteration t using performance of the features
Error at iteration t using computational complexity and
performance of the features
Threshold to avoid that only the cheapest features are selected
Computational cost at iteration t

Image analysis
Notation
I
p~i,j

I(~
pi,j )
α(~
pi,j )
L(~
pi,j )
S
WS
~
L
L~BB
HLW1 ,W2 (~
pi,j )

HLN AW1 ,W2 ,W3 (~
pi,j )

HLN A2W1 ,W2 ,W3 ,W4 (~
pi,j )

η
b
~
OD
ODM
CDM

Definition
Image of size (Width x Height) pixels
Pixel position (i, j)
0 ≤ i < Width
0 ≤ j < Height
Luminance value at pixel position p~i,j of image
I
Color value at pixel position p~i,j of image I
Intensity value at pixel position p~i,j of image
I
Segment
Window of S x S pixels
Line segment
~ = {~
L
pi,j }
~
Bounding box of line segment L
2D Haar-like box feature using window W1
and W2 centered around pixel position p~i,j of
image I
2D Non-adjacent Haar-like box feature using
window W1 , W2 and W3 centered around pixel
position p~i,j of image I
2D Non-adjacent Haar-like box feature using
window W1 , W2 , W3 and W4 centered around
pixel position p~i,j of image I
Normalization factor
Bin of histogram
Optical Density
Optical Density Matrix
Color Deconvolution Matrix
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Distance measure
Cascaded AdaBoost determines for each feature the optimal threshold using weighted
histograms of the feature values of the positive and the negative samples. Then,
the best weak classifier is selected out of this set of potentially interesting weak
classifiers (recall from Section 5.2.3). Ideally, the histograms of the feature values
of the positive samples and the negative samples do not overlap. In practice, this
is often not the case. The distance between both histograms is a measure of the
dissimilarity of both histograms. Multiple distance metrics are available [32], of
which two often used (ordinal) metrics are addressed below.
First of all, the Bhattacharyya distance is a measure of the amount of overlap
between two histograms. The Bhattacharyya distance (DistBhat ) is defined as
DistBhat (A, B, m) = − log

b−1 q
X

Pim (A) · Pim (B),

(C.1)
Appendix

i=0

Pim (A)

where
represents the probability of samples A in the ith bin for feature m,
A and B the positive and negative samples respectively and b the number of bins.
Above metric focuses on the amount of the overlapping parts, but does not
address the amount of the non-overlapping parts of the two histograms. The Earth
Mover’s Distance (EMD) is an alternative metric, which represents the minimal
amount of work to transform one histogram into the second one [31]. There are
multiple options to measure the EMD, but the Sum of Grid Differences (DistSGD )
is an computational efficient option. DistSGD is calculated for a specific feature as
follows

b−1  X
i
X
m
m
(C.2)
DistSGD (A, B, m) =
|
Pj (A) − Pj (B)|
i=0

j=0

and for a set of features M
SumDistSGD (A, B, M ) =

X
m∈M

!
b−1  X
i
X
m
m
|
Pj (A) − Pj (B)|
i=0

(C.3)

j=0

Examples
The above metrics are applied to two examples to illustrate the characteristics of
ambiguous samples and a heterogeneous labeling.
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In the first example, 2 classes are used containing a small set of ambiguous
samples (see Figure C.1). The results of both metrics are shown in Table C.1. As
indicated by the results of DistBhat , only feature 1 can be used to separate both
classes. Furthermore, the high DistBhat value of feature 1 indicates that the set of
ambiguous samples is small, as the DistBhat value is significantly higher than 0. A
training has been performed based on this dataset and the result of the classification
is shown in Figure C.2.
Positive samples
Negative samples

Simple 2 classes example
5
4.5

Feature 2

4
3.5
3
2.5
2
1.5
1
1

Appendix

2

3

4

Feature 1

5

6

7

8

Figure C.1: Toy example of a classification problem containing multiple ambiguous samples
around value 4 of feature 1. Based on the two available features, it is impossible to
perfectly distinguish the positive from the negative samples.
True positives
True negatives
False positives
False negatives

Classification simple 2 classes example
5
4.5

Feature 2

4
3.5
3
2.5
2
1.5
1
1

2

3

4

Feature 1

5

6

7

Figure C.2: Classification result of the dataset shown in Figure C.1.
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Feature
Feature 1
Feature 2

DistBhat
2.202
0.000

DistSGD
0.344
0.000

Table C.1: Distance measures of the features using the dataset shown in Figure C.1.

In the second example, we addressed the problem of a heterogeneous labeling,
as shown in Figure C.3. This sample set does not contain ambiguous samples.
Although the results of both distance metrics are not as high as in the previous
example (see Table C.2), cascaded AdaBoost can still classify all samples with a
very high accuracy. The histograms of the positive samples of both features have
a double-peaked shape, as illustrated in Figure C.4. Furthermore, the histograms
of the negative samples have a peak between the two peaks of the histograms of
the positive samples. This is characteristic for a heterogeneous labeling, as the two
clusters of positive samples are separated by the large set of negative samples.
Heterogeneous labeling example
7

Positive samples
Negative samples

6

Appendix

Feature 2

5

4

3

2

1

0
1

2

3

4

Feature 1

5

6

7

8

Figure C.3: Toy example of a classification problem containing a heterogeneous labeling. The
two clusters of positive samples are on opposite sides of the set of the negative
samples in both dimensions.

Feature
Feature 1
Feature 2

DistBhat
0.643
0.643

DistSGD
0.164
0.164

Table C.2: Distance measures of the features, using the heterogeneous labeling.
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To illustrate the difference between a heterogeneous labeling and a homogeneous
labeling, we swapped the class labels. This inverted labeling results in a homogeneous labeling. As the results of both distance metrics are exactly the same for the
inverted labeling, both distance metrics are not able to discriminate between a homogeneous labeling and a heterogeneous labeling, as expected. Cascaded AdaBoost
requires significantly more weak classifiers in order to achieve the same performance
for the original set as illustrated in Figure C.3 compared to the homogeneous labeling (see Table C.3). Separation of both positive clusters by creating a dedicated
labeling, each labeling addressing only one of the two positive clusters, results in
higher values for both distance metrics (see Table C.4) and more efficient detectors
(see Table C.3).
Performance
# features
# cascade layers
# weak classifiers

Heterogeneous
2
7
155

Labeling
Homogeneous
2
6
14

Separate
2
3+3
4+4

Table C.3: Comparison of the 3 different labeling using the dataset shown in Figure C.3. In the
homogeneous labeling, all labels are inverted. In the separate labeling, a dedicated
labeling is defined, each addressing only one of the two positive clusters.

Appendix
Feature
Feature 1
Feature 2

DistBhat
1.024
1.007

DistSGD
0.321
0.321

Table C.4: Distance measures of the features after separating both positive clusters.
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Histogram
0.04

Positive samples
Negative samples

0.035

Probability

0.03
0.025
0.02
0.015
0.01
0.005
0
1

2

3

4

Feature 1

5

6

7

8

(a) Histogram of feature 1

Histogram
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0.04

Positive samples
Negative samples

0.035

Probability

0.03
0.025
0.02
0.015
0.01
0.005
0
0

1

2

3

Feature 2

4

5

6

7

(b) Histogram of feature 2

Figure C.4: Histogram of both features using the dataset shown in Figure C.3.
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Non-adjacent Haar-like features
Non-adjacent Haar-like features are claimed to be more efficient and stable than
adjacent Haar-like features [70]. In Chapters 4 and 5, non-adjacent Haar-like features are preferred over adjacent Haar-like features. To illustrate the difference in
distance measure, we have performed the following comparisons.
The two selected non-adjacent Haar-like features of the pixel-based detector for
nucleus detection (i.e. HLN A5,5,5 and HLN A9,1,2 ), as described in Section 5.3, are
compared with Haar-like features of equal spatial footprint. The first four features
are illustrated in Figure D.1. The training dataset of the pixel-based detector of
Chapter 5 has been used. As the results of Table D.1 indicate, the non-adjacent
Haar-like features achieved a higher performance in terms of the distance measures.
Features
HLN A5,5,5 (~
pi,j )
HL5,10 (~
pi,j )
HL15,5 (~
pi,j )
HL9,8 (~
pi,j )
HLN A9,1,2 (~
pi,j )
HL9,3 (~
pi,j )
HL11,2 (~
pi,j )

DistBhat
DistSGD
0.923
0.232
Not part of the original feature set
0.470
0.164
0.908
0.206
0.862
0.198
0.826
0.196
0.851
0.186

Remark
Selected feature
Larger outer box, but similar
Larger inner box, but similar
Larger inner and outer box
Selected feature
Larger outer box, but similar
Larger inner box, but similar

inner box
outer box

inner box
outer box

Table D.1: Comparison of the two selected non-adjacent Haar-like features with adjacent Haarlike features of equal spatial footprint.

5

10

5

8

5

5

15

9

5

(a) HLN A5,5,5 (~
pi,j )

(b) HL5,10 (~
pi,j )

(c) HL15,5 (~
pi,j )

Figure D.1: Subset of the used features of Table D.1.
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Dankwoord
Met groot genoegen ben ik eindelijk toegekomen aan het schrijven van het dankwoord. Het dankwoord, waarschijnlijk een van de meest gelezen onderdelen van
een proefschrift, symboliseert het einde van een bijzonder traject. Een traject, dat
begon in september 2007. Na het afronden van mijn afstudeerscriptie heb ik bewust
gekozen voor de overstap naar het bedrijfsleven. Echter, de wens om te promoveren
kon ik niet weerstaan. Na goede gesprekken met Gerard de Haan en zijn directe collegae was de keuze om werken bij Philips Research te combineren met promoveren
snel gemaakt. Met zeer veel plezier heb ik de afgelopen jaren gewerkt aan mijn
promotieonderzoek. Het waren niet alleen de technische uitdagingen, die ik op mijn
pad ben tegengekomen. Volharding, creativiteit en de hulp van velen hebben ertoe
geleid dat ik deze uitdaging tot een goed einde heb gebracht. Hoewel het schrijven
van een proefschrift vaak voelt als een eenzaam proces, ben ik velen dankbaar.
Allereerst gaat mijn dank uit naar mijn promotor en collega prof.dr.ir. Gerard
de Haan. Sinds ons eerste contact in 2007 heb ik geen moment spijt gehad van mijn
keuze. Zeker de eerste jaren hebben we intens samengewerkt op het gebied van
beeldverbetering. Jouw enthousiasme en uitgebreide kennis op het gebied van video
processing maakten de samenwerking zeer aangenaam. Jij hebt me enorm geholpen
met het vinden van oplossingen voor de vele uitdagingen, die we zijn tegengekomen
gedurende dit traject.
Vervolgens wil ik mijn copromotor en directe collega dr.ir. Rien van Leeuwen
bedanken. Rond de zomer van 2010 begon onze samenwerking, en sindsdien gaat
er eigenlijk geen dag voorbij zonder intensief contact, zowel zakelijk als vriendschappelijk. Jouw kennis op het gebied van beeldanalyse, gecombineerd met jouw
bijzondere gevoel voor humor, maakten de samenwerking tot een groot genoegen.
Vanaf de zijlijn was je al nauw betrokken bij mijn promotieonderzoek. Ik was dan
ook erg blij dat je eind 2012 de formele rol van copromotor op je hebt willen nemen.
Sindsdien heeft het jou ook vele avond- en weekenduren gekost. Nimmer kwam
het niet uit, of moest ik lang op feedback wachten. Rien, ik hoop dat we nog lang
mogen samenwerken!
Ook wil ik graag de overige leden van mijn kerncommissie prof.dr.ir. Marcel
Reinders, prof.dr. Nicolai Petkov en prof.dr.ir. Peter de With bedanken voor het
goedkeuren van mijn proefschrift. De gesprekken en discussies met hen heb ik als
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zeer prettig ervaren. Daarnaast gaat mijn dank ook uit naar de overige leden van
mijn promotiecommissie: prof.dr.ir. Ton Backx, prof.dr.ir. Bert de Vries en dr.ir.
René van de Molengraft.
Vervolgens wil ik het management van Philips Research Eindhoven bedanken, en
in het bijzonder mijn vorige groepsleider Hans Huiberts en mijn huidige groepsleider
Marc Op de Beeck. Zij hebben mij de mogelijkheid geboden werken bij Philips
Research te combineren met een promotieonderzoek. Daarnaast hebben zij gezorgd
voor een aangename en creatieve werksfeer.
Bovendien wil ik mijn (directe) collegae bij Philips Research en met name de
groepen in HTC36 bedanken. Veel heb ik geleerd van de discussies over uiteenlopende onderwerpen. De lijst is te lang om iedereen persoonlijk te noemen, maar
toch wil ik een aantal mensen in het bijzonder noemen. Allereerst Frank van Heesch,
voor alle adviezen, het ontwerpen van de mooie kaft en het kritisch doorlezen van
mijn proefschrift. Een plaats in mijn promotiecommissie had niet misstaan! Mijn
kamergenoten Chris Damkat en Leo Jan Velthoven en mijn projectleiders Marcel
Peeters en Markus Laubscher. Leo Jan, het was kort, maar daarom niet minder
gewenst. Marcel, jij wist als geen ander mij te prikkelen met de volgende uitdaging.
Markus, jouw inspanningen hebben enorm geholpen om ons artikel geaccepteerd te
krijgen. Daarnaast wil ik bedanken: Tommaso Gritti (thanks for being my buddy,
as well as for all conversations we had to tackle our corresponding issues), Patrick
Vandewalle, Karl van Bree, Ger Kersten en Adrienne Heinrich (hou vol, jou lukt
dit ook!).
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Dit onderzoek was niet mogelijk geweest zonder de technische ondersteuning
van het SAVG en e-Science support team. Voornamelijk wil ik bedanken: Jurgen
Rusch voor alle Matlab, Unix en Linux ondersteuning, Danny Ruijzendaal voor het
werkend houden van de video streamers, en Peter van Hooft voor alle Unix en Linux
ondersteuning.
De artikelen in dit proefschrift waren nooit tot stand gekomen zonder de bijdragen van alle coauteurs, collegae en partners. Ook de collegae van Philips Digital
Pathology Solutions wil ik bedanken voor hun ondersteuning.
In de afgelopen jaren heb ik met veel plezier een groot aantal studenten van de
Technische Universiteit Eindhoven mogen begeleiden. Het doet me deugt dat ik
hen heb mogen helpen in hun ontwikkeling en dat iedereen een goede baan heeft
gevonden.
Daarnaast wil ik een aantal zeer goede vrienden bedanken, die zorgden voor de
nodige afleiding, al was het maken van een afspraak vaak lastig en kon ik zelden tot
het einde blijven. Sander en Heiko, wij zijn al vrienden sinds de basisschool respectievelijk de middelbare school. Tom en Eric, hopelijk houden we onze maandelijkse
traditie, die begonnen is na onze studententijd, nog lang in stand.
Tot slot mijn familie. Allereerst wil ik mijn ouders bedanken voor zoveel goede
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dingen, maar voornamelijk jullie support, jullie onvoorwaardelijke vertrouwen en
jullie enorme betrokkenheid. Altijd kwamen ‘jullie jongens’ op de eerste plek en
‘nee’ kwam simpelweg niet in jullie woordenboek voor. Daarnaast wil ik Michiel en
Olga bedanken. Michiel, ik ben blij dat jij mijn grote broer bent en ik hoop dat
onze agenda’s in de toekomst beter op elkaar afgestemd zijn. Pap en Michiel, ik
ben enorm trots dat jullie naast mij staan op deze bijzondere dag.
Lieve Sanne, wat begon als een gezellig etentje eindigde in iets heel moois. Ik
wil jou bedanken voor jouw onvoorwaardelijke liefde, jouw steun en simpelweg jouw
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Samenvatting
In de afgelopen jaren is automatisch leren succesvol gebruikt in toepassingen van
objectherkenning, waarbij de kracht van automatisch leren is gedemonstreerd. Een
groot aantal alternatieven voor automatisch leren is in de literatuur in de afgelopen
decennia beschreven. Een gretige onderzoeker, die de optimale techniek voor een
specifieke toepassing wil selecteren en op de correcte manier wil gebruiken, raakt
bedolven onder de vele recente ontwikkelingen in dit vakgebied. Om dit probleem
aan te pakken, begint dit proefschrift met een zoektocht naar de geschikte techniek voor automatisch leren voor efficiënte objectherkenning. Vervolgens illustreren
we het gebruik ervan in drie zeer uiteenlopende toepassingen en eindigen we met
richtlijnen om suboptimaal gebruik van automatisch leren in toepassingen van objectherkenning te voorkomen.
Veel technieken voor automatisch leren zijn beschreven, echter geen techniek
presteert optimaal voor het gehele toepassingsgebied. In plaats van alle technieken
onderling te vergelijken, is de literatuur geraadpleegd en zijn, voor de verzameling
van toepassingen waarvoor een lage rekencomplexiteit een harde eis is, de twee meest
belovende technieken, cascade AdaBoost en SVM, geselecteerd. Gebaseerd op een
grondige vergelijking is geconcludeerd dat cascade AdaBoost de meest geschikte
techniek is voor automatisch leren voor efficiënte objectherkenning vanwege (1) de
met SVM vergelijkbare prestaties, (2) de detectietijd, die één of meer ordegroottes
korter is, (3) de intrinsieke selectie van kenmerken, (4) het ongecompliceerd gebruik
en (5) de relatief korte trainingstijd.
Dientengevolge hebben we cascade AdaBoost toegepast in drie zeer uiteenlopende toepassingsgebieden van objectherkenning. Deze toepassingsgebieden zijn
nieuw voor cascade AdaBoost en verschillen in de mate waarin de vormen van de
objecten kunnen variëren, in het vereiste resultaat en in de maximaal toegestane
benodigde rekenkracht.
In het eerste toepassingsgebied is cascade AdaBoost gebruikt voor pixel-gebaseerde detectie van compressieartefacten in video. Om een referentie voor de training te verkrijgen, hebben we eerst een referentiemetriek gebouwd voor de lokale
schatting van het artefactniveau. Deze referentiemetriek is robuust voor schaling
en gevoelig voor alle compressieartefacttypen. Contrast- en structuurmaskering van
de compressieartefacten zijn aan deze lokale referentiemetriek toegevoegd. Cascade
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AdaBoost is toegepast om de lokale referentiemetriek succesvol om te zetten naar
een niet-referentiemetriek. Om een betere prestatie te verkrijgen en om geschikt te
zijn voor alle typen compressieartefacten, zijn er twee separate metrieken getraind:
één metriek voor vlakke en één metriek voor gedetailleerde gebieden. Om een lage
rekencomplexiteit te verkrijgen, zijn beide niet-referentiemetrieken gebaseerd op een
gewogen gemiddelde van slechts een paar (lokale) basiskenmerken. De combinatie
van de twee metrieken resulteert in een perceptueel relevante, lokale schatter van
het compressieartefactniveau en maakt een superieure artefactreductie mogelijk in
vergelijking met relevante, alternatieve voorstellen.
In het tweede toepassingsgebied is detectie van malariaparasieten onderzocht,
waarbij gefocusseerd is op een lage dichtheid van malariaparasieten en een hoge
verwerkingssnelheid. We hebben een Plasmodium falciparum malariadetector gebouwd met cascade AdaBoost, gebruikmakend van speciale vingerprikcassettes.
Voor het behalen van een hoge verwerkingssnelheid, zijn eerst de potentieel interessante gebieden gesegmenteerd en vervolgens in meer detail geanalyseerd. Beide
stappen zijn getraind met cascade AdaBoost. De gebouwde malariadetector is
afgesteld om een zeer hoge specificiteit te behalen voor het detecteren van lage
parasietdichtheden en is in staat gebleken om een volledige cassette in minder dan
4,5 minuten te analyseren. Voor gezonde monsters haalt de detector een totale
specificiteit van 99.999978% op het niveau van rode bloedcellen, hetgeen resulteert
in hoogstens 7 incorrecte positieven per microliter bloed. Bovendien laat de detector
een sensitiviteit van 75% zien, waardoor het detecteren van lage parasietdichtheden
met een hoge verwerkingssnelheid mogelijk is. De voorgestelde detector overtreft
alternatieve systemen in nauwkeurigheid en efficiëntie.
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In het derde toepassingsgebied hebben we kerndetectie in histopathologische
plaatjes van weefselmonsters onderzocht, waarbij de prestaties alsmede de efficiëntie
in detail zijn uitgewerkt. We hebben cascade AdaBoost aangepast waardoor er,
tijdens de selectie van kenmerken, rekening wordt gehouden met de rekencomplexiteit van elk kenmerk, om daardoor de rekenefficiëntie van de resulterende detector
te verbeteren. Voor het bereiken van een betere prestatie hebben we twee detectoren getraind en ons gericht op de verschillende verschijningsvormen van de
kernen. De uitkomsten van de twee detectoren zijn samengevoegd middels een
globaal optimaal actief contour algoritme om daarmee de rand van de gedetecteerde
kernen nauwkeuriger te kunnen bepalen. De kerndetector bereikte een gevoeligheid van 95% gebaseerd op 51 gezichtsvelden van Her2 immunohistochemisch gekleurd borstweefsel en analyseerde een compleet gezichtsveld in 1 seconde. Hierdoor
presteert de kerndetector goed en maakt daarmee een reeks van toepassingen van
geautomatiseerde analyse van histopathologische plaatjes mogelijk.
Tenslotte zijn richtlijnen voor veel aspecten van het toepassen van cascade AdaBoost voor efficiënte objectherkenning afgeleid uit de literatuur en uit onze ervaring.
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Deze set van richtlijnen dient om suboptimaal gebruik van technieken voor het automatisch leren in toepassingen van objectherkenning te voorkomen, waarbij gefocusseerd is op het verkrijgen van een goede prestatie met een lage rekencomplexiteit.
Ten eerste is de invloed van de toegekende labels besproken en hebben we geconcludeerd dat klaarblijkelijk kleine verschillen in de toegekende labels een groot effect
op het behaalde resultaat en de benodigde rekenkracht kunnen hebben. We hebben
potentiële problemen zoals ambiguı̈teit en heterogeniteit in de toegekende labels
vastgesteld en hiervoor bruikbare metrieken geı̈ntroduceerd. Ten tweede hebben we
ons gefocusseerd op de set van kenmerken. We hebben richtlijnen ontleend aan de
literatuur en hebben zowel de variatie in de verschijningsvormen van de objecten als
ruis onderzocht. Ten derde hebben we richtlijnen vastgesteld voor de invloed van
de set van voorbeelden. Ten vierde hebben we richtlijnen afgeleid om de resultaten
van detectoren onderling te kunnen vergelijken, omdat de evaluatie van de behaalde
resultaten niet altijd zorgvuldig wordt gedaan.
We concluderen dat de voorgestelde richtlijnen een significante stap voorwaarts
zijn voor het bereiken van goede resultaten met een lage rekencomplexiteit. Deze
richtlijnen maken een systematische benadering mogelijk, zijn algemeen toepasbaar
en zullen helpen om de huidige stand van zaken op het gebied van automatisch leren
voor objectherkenning te verbeteren.
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