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Summary
With the increasing complexity and tight time-to-market schedules of today's
digital systems, it is becoming more and more difficult to design correct
circuits for these systems. Therefore, throughout the design process it is
necessary to check that no errors are made. This task is called verification.
Traditionally, a design is verified by simulating it extensively. This approach
is no longer adequate, because it is too time-consuming and it gives no
absolute guarantees about the correctness of the design. One of the
approaches that have been put forward to solve these problems is formal
verification. The key characteristic of this approach is that formal methods
are applied to actually construct a mathematica! proof for the correctness of
the design.
In this thesis, we discuss formal methods for the verification of synchronous
digital circuits. More specifically, we describe methods to verify the functional
equivalence of circuits specified at the register transfer and gate level. Such
methods can be used in practice to verify that the circuit descriptions
preceding and following a design step define the same functionality. We focus
on the development of formal verification methods with a high degree of
automation and with sufficient performance to handle circuits of industrial
complexity. Theoretically, most problems related to the formal verification of
digital circuits belong to complexity classes for which no polynomial
algorithms are believed to exist. Therefore the development of verification
methods solving each problem instance in a reasonable time is out of the
question. Instead, we have to find other ways to develop methods which
perform adequately in practice. In this thesis, we apply an approach based on
the observatit:m that verification is typically used to compare circuits which
show certain similarities. We propose verification methods which combine
powerful genera! verification algorithms with techniques to utilize these
similarities. We apply this approach to the following three verification
problems.

The first problem we consider is that of verifying the functional equivalence
of combinational circuits. We focus on the verification of combinational
circuits optimized by logic synthesis tools. These synthesis tools typically
have a limited effect on the structure of a circuit. Therefore, it is often possible
to identify signals in the circuits preceding and following synthesis which
implement the same function. We show how a well-known verification
v
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method based on binary decision diagrams (BDDs) can be extended to
automatically detect and utilize these signals. We also demonstrate that the
resulting method has sufficient performance to verify the correctness of
circuits synthesized in an industrial environment.
The second verification problem we address in this thesis is that ofverifying
the functional equivalence of sequential circuits with identical state
encodings. We show that iffor each register an initial value is specified, the
corresponding registers can be detected automatically by solving a sequence
of combinational verification problems. Therefore, combinational verification
methods can easily be extended to automatically extract the register
correspondence. In practice, this means that it is not necessary to require that
the register correspondence is specified explicitly or that it can be derived
from the names of the registers.
Checking the functional equivalence of sequential circuits is the third and
most general verification problem we consider in this thesis. We propose a
BDD-based verification method which uses functional dependencies to utilize
the relation between the state encodings of both circuits. These functional
dependencies can be detected while calculating the reachable state space of
the so-called product machine. We also propose two techniques to detect
specific types of functional dependencies before the reachable state space is
calculated. Exploiting functional dependencies clearly results in a significant
increase in performance, and in some cases it also enables the verification of
significantly larger circuits.
To manage the complexity of sequentia! verification, it is necessary to
decompose the product machine into a number of smaller sub-machines
which can each be analyzed separately. To really benefit from this approach,
it is generally necessary to abstract from the detailed interactions between
these sub-machines. Therefore, we investigate the use of weakly-preserving
abstraction techniques in the context of sequential verification. We propose
an appropriate abstraction mechanism and we present a decompositionbased verification method based on this mechanism. Furthermore, we also
describe abstraction techniques for disproving the equivalence of sequentia!
circuits.

Samenvatting
Door de steeds toenemende complexiteit van de hedendaagse digitale
systemen en de vereiste korte ontwerptijden wordt het steeds moeilijker om
correcte elektronische schakelingen te ontwerpen. Daarom is het noodzakelijk om gedurende het gehele ontwerpproces van deze schakelingen te
controleren dat er geen fouten worden gemaakt. Deze activiteit wordt
aangeduid met de term verificatie. Traditioneel wordt een ontwerp geverifieerd door het uitgebreid te simuleren. Deze benadering is echter niet meer
toereikend, omdat het simuleren teveel tijd vergt en bovendien niet kan
garanderen dat een ontwerp correct is. Eén van de benaderingen die zijn
voorgesteld om deze problemen op te lossen is formele verificatie. Het
belangrijkste kenmerk van deze aanpak is dat met behulp van formele
methoden getracht wordt om een wiskundig bewijs op te stellen voor de
correctheid van het ontwerp.

In dit proefschrift bespreken we formele methoden voor de verificatie van
synchrone digitale schakelingen. Met name beschrijven we methoden voor de
verificatie van schakelingen die gespecificeerd zijn op de abstractienivo's die
in het Engels worden aangeduid met "register transfer level" en "gate level".
Dergelijke methoden kunnen in de praktijk worden gebruikt om te verifiëren
dat een bepaalde ontwerpstap de functionaliteit van een schakeling niet
ongewenst heeft gewijzigd. We richten ons vooral op formele verificatiemethoden met een hoge graad van automatisering en met voldoende kracht
om schakelingen van industriële complexiteit te verwerken. Theoretisch
behoren de meeste problemen gerelateerd aan de formele verificatie van
digitale schakelingen tot complexiteitsklassen waarvoor geen polynomiale
algoritmen bekend zijn. Daarom is het niet mogelijk om verificatiemethoden
te ontwikkelen die elk probleemgeval gegarandeerd in een redelijk tijdsbestek kunnen afhandelen. Er is dus duidelijk een andere aanpak nodig om
methoden te ontwikkelen die in de praktijk toereikend functioneren. In dit
proefschrift gebruiken we een benadering die gebaseerd is op de observatie
dat de schakelingen die geverifieerd moeten worden vaak bepaalde overeenkomsten vertonen. We stellen verificatiemethoden voor die krachtige
algemene verificatie-algoritmen combineren met technieken om deze overeenkomsten te benutten. Deze benadering wordt toegepast op de volgende
drie verificatieproblemen.
Het eerste probleem dat we beschouwen betreft het aantonen van de
functionele equivalentie van combinatorische schakelingen. We richten ons
vii
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op de verificatie van schakelingen die geoptimaliseerd zijn met logische
syntheseprogramma's. Deze syntheseprogramma's hebben typisch een
beperkte invloed op de structuur van een schakeling. Daarom is het mogelijk
om in de schakelingen voorafgaand aan en volgend op synthese signalen aan
te wijzen die dezelfde functie implementeren. We laten zien hoe een bekende
verificatiemethode gebaseerd op zogenaamde "binary decision diagrams"
(BDD's) uitgebreid kan worden om automatisch deze signalen te detecteren
en te benutten. Dit resulteert in een methode die voldoende krachtig is om
schakelingen ontworpen in een industriële omgeving te verifiëren.
Het tweede verificatieprobleem waarop we ons in dit proefschrift richten is
het verifiëren van sequentiële schakelingen met gelijke toestandscoderingen.
We laten zien dat indien de initiële waarde van ieder register bekend is,
overeenkomende registers automatisch bepaald kunnen worden door een
reeks combinatorische verificatieproblemen op te lossen. Dit betekent dat
combinatorische verificatiemethoden eenvoudig uitgebreid kunnen worden
om automatisch de registercorrespondentie te achterhalen. Daarom is het in
de praktijk niet nodig om te eisen dat de registercorrespondentie expliciet
opgegeven wordt of uit de namen van de registers afgeleid kan worden.
Het derde en meest algemene verificatieprobleem dat we beschouwen in dit
proefschrift is het controleren van de functionele equivalentie van sequentiële schakelingen. We stellen een verificatiemethode voor die het gebruik
van BDD's combineert met de detectie van functionele afhankelijkheden.
Deze afhankelijkheden worden gebruikt om de relatie tussen de toestandscoderingen van beide schakelingen te benutten. Ze kunnen in het algemeen
bepaald worden tijdens het berekenen van de bereikbare toestandsruimte
van de zogenaamde produktmachine. We beschrijven ook twee technieken om
functionele afhankelijkheden te bepalen voordat de bereikbare toestandsruimte is berekend. Het benutten van deze afhankelijkheden heeft duidelijk
een positieve invloed op de efficiëntie waarmee de verificatie uitgevoerd kan
worden, en in een aantal gevallen leidt het ook tot de verificatie van
aanzienlijk grotere schakelingen.
Om de complexiteit van sequentiële verificatie te beheersen is het nodig om
de produktmachine op te delen in een aantal kleinere deelmachines die ieder
afzonderlijk geanalyseerd kunnen worden. Om daadwerkelijk van deze
aanpak te kunnen profiteren is het in het algemeen noodzakelijk om van de
gedetailleerde interacties tussen deze deelmachines te abstraheren. Daarom
onderzoeken we het nut van abstractietechnieken in de context van
sequentiële verificatie. We stellen een geschikt abstractiemechanisme voor
en presenteren een verificatiemethode die dit mechanisme gebruikt om de
produktmachine op te delen. Ook beschrijven we abstractietechnieken die
gebruikt kunnen worden om aan te tonen dat twee sequentiële schakelingen
niet equivalent zijn.
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Chapter

1

Formal Verification

1.1 IC design and verification
Since the introduction of the first integrated digital circuits, we have
witnessed a continuous growth in the complexity of the circuits that are
designed and fabricated. Because today's digital systems also require very
tight time-to-market schedules, improving design productivity has become of
prime importance. Therefore, the focus of design effort is moving towards
higher abstraction levels. This move is enabled by the introduction of
computer-aided design (CAD) techniques at the lower abstraction levels,
which are more and more relied upon to generate the detailed specifications
needed for the fabrication of the circuits, while optimizing design aspects
such as area, timing and power dissipation.
The design process for a digital integrated circuit starts with the creation of
a model capturing the function that the .circuit will perform. This model
serves as the specification for the design. Nowadays, it is often a behavioral
description in a hardware description language, such as VHDL or Verilog. In
a stepwise refinement process, the initial specification is transformed into a
detailed description, which contains all the information required for
fabrication. This process is commonly divided into the following three
synthesis steps [DeM94J, which are also depicted in Figure 1.1:

Architectural synthesis starts from the behavioral design description and
generates an architecture for the design at the register transfer level,
consisting of a data path and a control unit. The data path is an interconnection of basic modules such as adders, multipliers and register files. The
control unit specifies the signals that have to be issued to control the data
path. Important steps performed by architectural synthesis are scheduling
and binding, which respectively determine the execution time of the
operations in the behavioral description and the modules which will execute
these operations.
Logic synthesis takes a register transfer level description and couverts it
toa network oflogic primitives. The set of primitives strongly depends on the
design style that is used; some examples of design styles are custom design,
1
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FIGURE 1.1.

Overview of the main synthesis steps in the design process
for a digital integrated circuit
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cell-based design and array-based design [DeM94J. Logic synthesis techniques are often classified into two major groups, sequential synthesis
techniques and combinational synthesis techniques, based on whether or not
the state encoding of the design is modified. Examples of sequentia!
techniques are state encoding and retiming. Algebraic decomposition and
technology mapping are examples of combinational techniques.

Physical design performs the final steps in the design process to generate
the geometrie patterns defining the physical layout of the chip. These steps
include floorplanning, placement and routing. An in-depth discussion of the
related problems and algorithms can e.g. be found in [Len90].
Considering the complexity of the design process for digital integrated
circuits, it is not obvious that the resulting circuit is indeed correct. Because
of the increasing design complexity it is becoming more and more time-consuming for a designer to obtain an acceptable level of confidence in the
correctness of the design, while at the same time, the desire to decrease
design time makes correctness a must. It is clearly desirable to remove all
possible design errors before proceeding to the expensive chip manufacturing. In fact, errors should be found as early as possible in the design process
to avoid the necessity of performing extra design iterations just to fix these
errors. Therefore, it is important to check during the design process that no
errors are made. This task is called verification. There are two types of
verification problems. The first one is rela~ed to the question: Does the initia!
specification really describe the system we intend to design? This is called
design verification or validation. The second type concerns the question: Is
the result of some design step consistent with previous descriptions of the
design? This is called implementation verification.
Design verification relates to. the correctness of the design specification with
respect to the intent of the designer. Because the intent is usually not
described in a precise manner, it is difficult to verify all aspects completely.
Therefore, design verification often has an experimental character: The
designer performs experiments on the design specification to check that the
specified model satisfies certain properties. A typical example of such a
property is that the model cannot reach a state from which no further
progress can be made. These experiments are performed until the designer
has gained a reasonable confidence in the correctness of the specification.
Usually, there are also implicit design rules the specified model has to
conform to. For example, a behavioral description has to comply with certain
rules regarding the use of data types.
lmplementation verification relates to the correctness of the design steps. It
typically involves the comparison of two circuit models to check that there are

4
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no inconsistencies. An example is the comparison of the design descriptions
before and after logic synthesis to verify the correctness of the manipulations
done by synthesis. For some synthesis steps, it is also necessary to check
whether the generated description conforms to some design rules. A layout
description for example has to conform to the layout design rules of the
technology used.
One may think that the importance of verification is diminishing with the
increasing use of synthesis tools, because the correctness of the underlying
techniques has (hopefully) been proved when these techniques were
constructed. However, with the widespread use of synthesis tools, it has
become clear that this conception is not true [DeM94, Rud96]. One of the
reasons for this is the complexity of the synthesis algorithms and of their
interactions. Even relatively simple tasks, such as the conversion of a
description from one format to another format, appear to be error-prone in
practice. Furthermore, current synthesis tools sometimes produce circuits
that are inferior to those produced by an experienced designer. Therefore, it
may be necessary for a designer to manually edit the generated description
or even to design parts of the circuit completely by hand. For these reasons,
there is a clear need for verification tools which can independently verify the
correctness of the generated implementation. An extra advantage ofhaving
independent verification tools is that this also eases the debugging of new or
updated synthesis tools and their early integration into the design flow.
For some verification problems, dedicated verification methods have been
developed. For physical design for example, well-known verification methods
are design rule checking and netlist comparison (see e.g. [Kos94,] ), which can
guarantee the absence of errors. However, at most abstraction levels, the
traditional verification method is simulation. A design description is
analyzed by simulating it for a number of input stimuli and interpreting the
simulated behavior. The input stimuli can be chosen carefully to exercise
specific parts of the design, or they can be chosen randomly. Simulation
generally cannot give guarantees of correctness. Except for very small
models, it is infeasible to simulate a model for all possible patterns of input
stimuli. In fact, the coverage obtainable by simulation rapidly decreases with
increasing design sizes. Even if only a small fraction of a design's behavior is
exercised, simulation is usually time-consuming, especially if a good set of
input stimuli has to be chosen by hand and also the processing of the
simulation results is not fully automated.
Simulation requires such a large effort in present-day design projects that
alternative approaches have a great potential to reduce the overall design
time. One of the approaches that has been put forward to alleviate the
problems of simulation-based verification is formal verification. The main
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characteristic of this approach is that formal methods are applied to actually
construct a mathematical proof for the correctness of the design. Therefore,
it can in principle guarantee the absence of errors in the formal model
verified. Some other potential benefits of formal verification are an early
detection of errors, and less effort spent in verification.

1.2 Form.al verification methods
Formal verification aims at formally establishing that an implementation
satisfies a specification. The term implementation refers to the design
description that is to be verified, while the term specification refers to the
design description or the property with respect to which correctness is to be
determined [Gup92]. To simulate a design description, one needs to have
rules defining how the statements in the description should be interpreted
and executed. Similarly, formal verification requires a forma! model of a
design with a precisely defined meaning, to enable the application of
mathematical proof techniques. This model can be expressed in a variety of
ways. Examples of formalisms at the behavioral level are data flow graphs,
process algebras and higher-order logies, while at the lower levels, finite state
machines and switch-level models are aften used. The design can be modeled
directly in one of these formalisms, or a formal model can be constructed from
a design description in a hardware description language. For example, a
switch-level model can be extracted from a layout description. Although
obviaus, it is important to note that formal verification only guarantees the
correctness of a design with respect to the forma! model that is used. If for
example the timing of a model is expressed in terms of clack cycles, then it
cannot be verified in that model whether the design will really wark at the
intended clock frequency.
Formal verification methods are aften divided into the three categories of
theorem proving, model checking and language cantainment, and equivalence checking. We will discuss these categories in turn. More comprehensive
surveys of formal verification methods can e.g. be found in [Cla92a] and
[Gup92].

Theorem proving is an approach to verification where the verification
problem is described as a theorem in a forma! theory. A forma! theory consists
of a language in which the formulas are written, a set of axioms, and a set of
inference rul es. The inference rules are syntactic transformation rules for the
formulas. With these rules and the axiams, theorems can be proved. Wellknown theorem provers are HOL [Gor93] and Nqthm [Boy88]. The strength
of theorem proving is that the formal theory is usually sufficiently expressive
to support reasoning at all the abstraction levels of the design process, and
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also to compare descriptions at different abstraction levels. lt is for example
possible to verify that an addition of integers is correctly implemented by an
adder operating on bit vectors. Furthermore, theorem proving also supports
powerful proof techniques such as proof by induction, and allows the direct
verification of parameterized designs without having to instantiate the
parameters. A weakness of the approach is that it provides limited
automation. Theorem provers require a lot of user interaction, as well as
expertise on the underlying formal theory. Furthermore, they also require a
thorough understanding of the design, since a proof is often based on the
design decisions made to generate the implementation.

Model checking and language containment are methods to check
properties of a design, where the properties are specified respectively as
temporal logic formulas and ro-automata. For finite state models, these
methods can be fully automated. In practical applications however, the size
of the model often constitutes a severe limitation. To keep the size ofthe model
tractable, a compact model is chosen which abstracts from the details that are
thought to be irrelevant for the property that has to be checked. The selection
of a suitable abstraction is typically not automated, because many abstractions only weakly preserve the properties of the design, i.e" if a property is
not valid in the abstract model, it can still hold in the full model. More
information on abstraction techniques can for example be found in [Cla92b]
and [Dam96]. A well-known academie tool for model checking is SMV,
developed at Carnegie-Mellon University. It supports symbolic model
checking of CTL formulas [McM93]. The term 'symbolic' means in this case
that the finite state model is not stored explicitly, hut instead that it is
represented with a binary decision diagram (BDD) [Bry95b]. This is a popular
representation for Boolean functions, which is used in many automated
verification tools. Another academie tool, which supports both model
checking and language containment, is HSIS. It is a BDD-based environment
for design verification, developed at the University of California at Berkeley
[Azi94]. Recently, a successor system has been presented called VIS [Bra96].
Several successful applications on industrial designs have been reported for
verification methods based on model checking and language containment,
and especially tools for symbolic model checking are being integrated with
industrial design flows [Bee96, Bor95]. Typical designs that are verified
include cache units, interface units and communication protocols.
Equivalence checking is a method to check that two descriptions of a
design specify the same behavior, or, if the descriptions are at different
abstraction levels, to check that there are no inconsistencies between the
specified behaviors. Therefore, it is mostly used for implementation
verification, as is also illustrated in Figure 1.2.
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1.2. Typical application of equivalence checking

Equivalence checkingtools typicallyprovide a high degree of automation, and
the focus of research in this area is on developing methods that can handle
large descriptions. To manage the complex.ity, both descriptions are aften
partitioned equivalently to divide the verification problem into a number of
smaller problems. This approach is for example used in a BDD-based formal
verification tool called Verity, which is developed at IBM [Kue95]. Verity can
be used to compare descriptions at the transistor level, the gate level and the
register transfer level. A methodology which also strongly relies on
partitioning to make the verification feasible is SFG-tracing, developed at
IMEC [Gen92]. SFG-tracing aims at the formal verification of designs across
abstraction levels. The main principle of the underlying methodology is to
keep track of a set of well-chosen reference signals of the specifying signal
flow graph during synthesis. More specifically, mapping functions are
constructed which relate thè reference signals of the specification in space
and in time to specific points in the implementation. The, reference signals in
the signal flow graph are required to partition the graph into acyclic
sub-graphs. The correctness of each sub-graph is proved with a BDD-based
symbolic simulator. This methodology is applied to automatically verify the
correctness of circuits generated with the Cathedra! silicon compilers. The
results include the complete verification of a complex telecommunications
chip of 230,000 transistors synthesized with CATHEDRAL-11, for which the
switch level description extracted from layout is verified against the
behavioral specification [Gen94].
Each verification method has its own strengths and weaknesses, which are
mostly a consequence of the chosen balance between the expressiveness ofthe
underlying logic and the degree of automation. The choice for a specific

8

Format Methods for the Verification of Digital Circuits

method depends on several factors, including the abstraction levels of the
design descriptions that have to be verified, and the size of the corresponding
formal models. For the verification of a complete design flow, it may be
necessary to combine several of the methods described above. This can for
example be done by integrating the more automated methods as decision
procedures into a general-purpose theorem prover [Cyr95, Joy93].
A different approach towards design correctness is transformational design,
which provides a designer with a set of formally verified, behavior-preserving
transformations to derive an implementation from a specification (see e.g.
[Mid96] ). The underlying idea of this approach is that the correctness of the
transformations guarantees that the implementation is correct by construction, and that therefore, implementation verification is not required.
Although this approach may sound attractive, especially for the design steps
which are currently performed manually, it does not provide an independent
verification method. Proving the correctness of design steps is certainly an
important issue, hut from a practical point of view, it is still useful to be able
to double-check the correctness of an implementation.

1.3 Considerations and requirements
There area number ofrequirements which a forma! verification method must
meet in order to be valuable fora designer in a practical design environment.
An obvious requirement is that the method is correct. This requires that the
method is carefully constructed and implemented. Given the complexity of
any non-trivia! CAD tool, it is not feasible to actually prove that a tool
correctly implements the underlying verification method. A more practical
approach is to separate the implementation of a verification method as much
as possible from the implementation of the synthesis tools in the design
environment. This makes it less likely that the same mistake is made in both
the synthesis tool and in the verification tool, and therefore, it should make
the probability of errors slipping through unnoticed very small. Besides
correctness, there are also some other important aspects:

• Degree of automation:
To minimize the required amount of user guidance, a forma! verification
method must provide a high degree of automation. Especially at the lower
abstraction levels, a 'push-button' method is preferred, because it typically
concerns large and detailed descriptions. If a description has been
synthesized automatically, one cannot expect a designer to provide detailed
information about the implementation. Of course, it is not always possible
to provide a fully automated tool. Especially at the higher abstraction
levels, it may be necessary to use logies that are undecidable. N ote that the
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desire to have methods with a high degree of automation does not mean
that a tool should not provide options for the user to guide the verification
process. Even for fully automated tools, a small amount of user guidance
can sometimes result in a significant increase in performance.

• Performance and predictability:
A form.al verifi.cation method must be able to handle designs of industrial
complexity. Keywords are efficiency and predictability. Because formal
verification methods are typically computationally expensive, it is difficult
to meet the requirement of efficiency. The performance of a verification
method should degrade gracefully with increasing design sizes. Small
changes in a design should not have a major impact on the performance of
a verification method. It is also important that the performance is
predictable [App95]. Before a specific phase of a design project is started,
it should be possible to predict if a specific verification method .will be able
to handle the design.
• Integration with the design environment:
To make a verification method convenient to use, it is necessary to tightly
integrate it with the design environment [Kro93]. It should be possible to
use the same description for simulation, synthesis and formal verification.
A verification method should be able to handle the design styles used in the
implementation [App95], and also the hardware description languages
used to describe the designs and cell libraries. In practice, this often means
that it is necessary to support more than one hardware description
language or format.
• Support for locating errors:
When an error is detected in a design description, the verification method
must help the designer in locating the error. It should at least be able to
produce a pattern of input stimuli which forms a counterexample for the
property that is being verified.
In this thesis, we will discuss form.al verification methods for implementation
verification at the register transfer level and the gate level. More specifically,
we will focus on methods to check the functional equivalence of design
descriptions at these abstraction levels. Because in many design flows,
synthesis tools are used to generate and optimize these design descriptions,
there is a clear need for verification tools which provide a high degree of
automation and which can be integrated in existing design flows without
requiring significant changes. Given the requirement of a high degree of
automation, the main challenge is to develop verification methods that have
sufficient performance to handle circuits of industrial complexity. This is
difficult, because formal verification methods must verify correctness for all

10

Fonnal Methods for the Verification of Digital Circuits

possible states and input stimuli, and therefore, it is not possible to provide
a trade-off between the quality of the solution and the required resources.
On the other hand, there are also reasons to believe that for certain practical
applications, formal verification methods can be developed. In some cases, it
is possible to manage the complexity of industrial designs by exploiting the
hierarchy of a design description. The hierarchy can sometimes be used to
partition the design into a number of sub-designs, such that these
sub-designs and their connectivity can be verified independently. In other
cases, specific knowledge about the design steps can be used. Consider the
following example. Ina gate-level description of a digital circuit, test logic has
been inserted. The corresponding verification problem is to check that the
behavior of the resulting circuit is functionally equivalent with that of the
circuit before the test logic was inserted, when the control inputs for the test
logic are set at the values that disable this extra logic. Clearly, both circuits
are strongly related, because only local changes have been made, which
should almost completely disappear when the constants at the control inputs
are propagated. This knowledge makes it a lot easier to solve this verification
problem. As this example illustrates, both the performance and the
predictability of a verification method can be improved significantly by
considering the specific characteristics that the instances of a verification
problem typically have in practice. In some cases, the verification problem
can also be simplified by imposing extra requirements on the synthesis tools.
For example, synthesis tools can generate extra information about the
optimizations that have been performed. This approach can be considered as
a form of design for verifiability.

1.4 Overview of this thesis
This thesis describes forma! methods for implementation verification. It
focuses on the abstraction levels from the register transfer level to the gate
level. The remainder of this thesis is organized as follows.
Chapter 2 briefly reviews some mathematica! tools for reasoning about
circuits. It also introduces a simple formal model of synchronous digital
circuits, which is necessary to give a precise presentation of the verification
problems discussed in the following chapters. The chapter concludes with a
short discussion of binary decision diagrams, a popular representation for
Boolean functions.
Chapters 3, 4 and 5 discuss specific implementation verification problems
and the methods to solve them. Chapter 3 discusses the problem of comparing
digital circuits without memory elements. Chapter 4 focuses on the problem
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of verifying digital circuits with identical state encodings. Chapter 5
addresses the general problem of verifying digital circuits with memory
elements.
In Chapter 6, we take a better look at decomposition and abstraction, two
genera! techniques to enable the verification of larger circuits. We discuss
how abstraction techniques can be used in a decomposition-based verification
method for equivalence checking of sequentia! circuits.
Chapter 7 summarizes the main ideas presented in this thesis. It concludes
with a short discussion of several problems that may be interesting topics for
future research.
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Chapter

2

Preliminaries

2.1 Introduction
Our basic mathematica} tool for reasoning about digital circuits is Boolean
algebra, and in particular the algebra ofBoolean functions. In Section 2.2, we
will briefly discuss some basic notions related to this algebra. The definitions,
notation and terminology introduced in this section will be used throughout
this thesis.Amore comprehensive discussion ofBoolean algebra can be found
in most introductory textbooks on algebra or switching theory (see e.g.
[Hil81]). Another important mathematica! concept for the verification
methods presented in the following chapters is that of an equivalence
relation. It is discussed in Section 2.3.
In Section 2.4, we introduce a simple formal model of digital circuits. The
main purpose of this model is to enable a mathematically precise presentation of the verification problems addressed in this thesis. Therefore, it only
covers the aspects which are relevant to these problems.
We conclude this chapter with a discussion of a popular representation for
Boolean functions called binary decision diagrams. This representation is
widely used to solve verification problems. lt also forms the basis for all the
verification methods presented in this thesis.

2.2 Boolean functions
Ina digital circuit, information is most commonly represented in binary form.
The two discrete values are denoted 0 and 1 in Boolean algebra. A Boolean
expression is a statement consisting of one of the constants 0 or 1, a variable,
a negated statement, or a compound statement consisting of two statements
combined by a binary operator. There are three basic operations in a Boolean
algebra: the logical AND operation, denoted by ·, A or juxtaposition, the
logica! OR operation, denoted by + or v , and the logical NOT operation,
denoted by -. or a bar over the negated statement. From these three basic
operations, other common operations can be derived; some examples are
shown in Table 2.1.
13
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TABLE

2.1 Overview of some common logical operations
operation
exclusive OR
equiv (XNOR)
implication

notation
f EEl g

meaning
f·g+f·g
f = g,f~ g f·g+f·g
f=> g
f+ g

If all variables in an expression are chosen from a set X, then this expression
is said to be an expression over X. The set of all expressions over X is denoted
Expr(X). The support of an expression f is the set of all variables occurring
in f, and is denoted supp(f).
Let B = {O, 1}. A Boolean function is a mapping from Bn to B, with n ~ 0. It
can be defined by a Boolean expression over a set of variables {x 1 , ... , xnl.
Because every expression f can also be interpreted as a function Bn - B with
n ~ 1 supp(f) 1 , we will not make a sharp distinction between Boolean
functions and expressions.
The positive cofactor of a Boolean function f with respect toa variable x is the
function that is obtained by replacing every occurrence of x in f by the
constant 1, and is denoted fl x· Similarly, the negative cofactor off with
respect to x is the function that is obtained by replacing every occurrence of
x by 0, and is denoted f 1x:· The following identity holds for every Boolean
function:
f = x . f 1 x + x . f 1x .

(2.1)

This is known as the Shannon expansion of f; it forms the basis for the
Boolean function representation that is discussed in Section 2.5. Cofactors
are also used in Table 2.2 to define some common operations for quantification and substitution.
TABLE

2.2 Operations for quantification and substitution

operation
notation
existential quantification (3x: f)
('Vx: f)
universa! quantification
substitution
f[x -- g]

meaning
fix+ fix:
fl x. fl x
g. fl x + g. fl x

Two Boolean functions f, g : Bn - B are equivalent, if they evaluate to the
same value for every vector in Bn. This condition can also be expressed as:
'Vy E Bn : f(y)

=

g(y) .

(2.2)

A function that is equivalent to 1 is called a tautology. In this thesis, we use
the convention that a Boolean function used as a proposition represents the
statement that the function concerned is a tautology.

Preliminaries

15

The class of Boolean functions can be extended to also cover mappings from
Bn to Bm. A function of type Bn - Bm can be considered as a vector of m
functions of type Bn - B. Therefore, the operations defined on Boolean
functions of type Bn - B can be extended to such functions by applying them
component-wise: Given a binary operation (OP) and two Boolean functions
F: Bn - Bm = (f1, ... ,fm) and G: Bn - Bm = (g 1, ... ,gm), then:
F (OP) G

= (f1 (OP)

g 1 , ..• , fm (OP) gm).

(2.3)

Other definitions can be generalized similarly. For example, F is called a
tautology if each element of F is a tautology.

2.3 Equivalence relations
In the following chapters, we will discuss verification methods which try to
find a relation between the elements of two circuits. Mathematically, a
relation on a set V is a subset of V x V. A relation T on V is said to hold for
two elements u, v E V if (u, v) E T. This is usually written as u Tv. We will
often use a specific type of relation, which is called an equivalence relation.
2.1
relation T on a set V is an equivalence relation, iff:
it is reflexive: Vv E V: vTv ,
it is symmetrie: Vu, v E V: u Tv=> vTu,
it is transitive: Vu, v, w E V: uTv A vTw => uTw.

DEFINITION

A

•
•
•

Consider for example the following relation = on the set of Boolean functions
with type Bn - B. Fora given subset Y Ç Bn, it is defined as:
f = g

<:>

(Vy E Y : fty)

= g(y)).

(2.4)

It is readily verified that the relation = is reflexive, symmetrie and
transitive; hence, = is an equivalence relation.
2.2
Given an equivalence relation T on a set V. Then the equivalence class of an
element v E V, written [v]T, is defined as:
[v]T = {u E VluTv}.

DEFINITION

An equivalence relation T on a set V divides this set into a number of

equivalence classes. The set of all equivalence classes constitutes a partition
of V, meaning that each element is contained in exactly one equivalence class.
Therefore, an equivalence relation can be represented by its equivalence
classes. We have the following identity:
u Tv

<:>

[u]T

=

{v]T.

(2.5)
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2.4 Boolean circuits
To enable a mathematically precise presentation of the verification problems
addressed in this thesis, we introduce a simple formal model of digital
circuits. We only consider synchronous circuits that are completely specified.
Without loss of generality, we assume that the description is at the gate level
and that it does not contain hierarchy. A circuit is represented by a set of
Boolean expressions. Instead of distinguishing between gates and nets, we
use the more general term signal to denote the elements from which a circuit
is constructed. The term register is used to denote a memory element.

2.3
A Boolean circuit is a quintuple C = (V, I, 0, R, r) where:
• V is a finite set of signals,
• I Ç V is the ordered set of primary inputs,
• 0 Ç V is the ordered set of primary outputs,
• R Ç V\ I is the ordered set of registers,
• r: V\I - Expr(V) defines the functionality of the non-input signals.

DEFINITION

The following definitions assume a Boolean circuit C = (V, 1, 0, R, r).
2.4
The fanin set of a signal v E V is defined as:
DEFINITION

.
famn(v)

{ supp(f(v))

0

=

if v E V\I
if v E I

2.5
The fanout set of a signal v E V is defined as:
fanout(v) = {u E V l v E fanin(u)}.
DEFINITION

2.6
A path from a signal u to a signal u' is a sequence (v 0 , ... , vk) of at least two
signals, such that v 0
u, vk u', and vj-l E fanin(vj) for all j with
1 :5 j :5 k. A path from a signal u to that same signal u is called a cycle.
DEFINITION

2. 7
The transitive fanin set of a signal v E Vis defined as:
DEFINITION

fanin+(v) = (u E V 1 there is a path from u to v}.
2.8
The transitive fanout set of a signal v E Vis defined as:
DEFINITION

fanout+(v)

=

(u E V 1 there is a path from v to u} .

Preliminaries

I

17

= {a, b, cin},

0

Hv1) = a E9 cin

r(v 2 )

FIGURE

=a

·b

{s, cout}, R = (s, Coutl
f(v 5) = v 1 ffi b

= v2 +
= v5

f( v 5)

f(v3) = a . cin

f(s)

f( v 4) = b . cin

f(cout)

v3 + v4

v6

2.1. An example of a sequentia! Boolean circuit

In order to guarantee the absence of combinational feedback, we introduce

the sub-classes of combinational and sequential circuits.
DEFINITION 2.9
A Boolean circuit is combinational, iff R
cycles.

= 0 and the circuit does not contain

2.10
A Boolean circuit is sequential, iff every cycle in the circuit contains at least
one register.
DEFINITION

The absence of cycles not containing registers is a sufficient condition to
exclude combinational feedback; it is widely accepted, because it can be
checked efficiently. It is however not a necessary condition. A more general
analysis of cyclic combinational circuits can be found in [Mal93] and [Shi96].
In Figure 2.1, an example of a sequentia! circuit is shown. The figure also
shows the graphical representation we use to present circuits in this thesis.
An overview of the logic symbols used is shown in Figure 2.2.

an AND gate

-{]-- a register

an OR gate

1>-

a primary input

axoR gate

-1>

a primary output

an inverter; negation can also be indicated by a small
circle on a line entering or leaving a logic symbol
FIGURE

2.2. Overview of logic symbols
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With each signal vin a combinational or a sequentia! circuit, we can associate
a Boolean function fv : B 1R1 x B 11 1 - B, expressing the value of v as a
function of the values at the register outputs and the primary inputs. These
functions are obtained by composing the expres sions of the signals as defined
by r until they are expressed over the primary inputs and the register
outputs. The conditions imposed in Definitions 2.9 and 2.10 guarantee that
this procedure terminates. Unless stated otherwise, we use the term register
to denote a memory element which stores a single bit of data. For every
register r E R, the function fr defines the value at the output of the register.
In our model, a register essentially behaves like a D flip-flop or a unit-delay
memory element: in each clock cycle, the value at the input of the register
defines the value at the output of the register in the next clock cycle. We
associate an extra function Ör : B 1R1 x B 11 1 - B with every register r to
represent the value at its input.
The state of a circuit is defined by the values stored in its registers. In each
clock cycle, the circuit produces new values at its outputs and eQters a new
state. The values produced at the outputs and the state entered depend on the
current state of the circuit and the values offered at the inputs, which can
change every clock cycle. To describe this behavior, we introduce the functions
A : B 1R1 x B 1I1 - B 1O1 and tl : B 1R1 x B 11 1 - B 1R1. They are respectively
called the output function and the next-state function. With 0 = (o 1, ... , Om)
and R = (r 1,.",rn), we define them as follows:
A = (f01 , ••• ,foJ,

(2.6)

tl= (Ör 1,.",Ör).

(2.7)

In the next chapters, we will consider the problem of checking whether two
combinational or sequentia! circuits Csp = (VSP> Isp, Ûsp, Rsp, r sp) and cim =
(Vim• Iim• Oim' Rim• rim) are functionally equivalent. These circuits are called
the specification and the implementation respectively. We will discuss various
notions of equivalence and describe corresponding verification methods.

2.5 Binary decision diagrams
Fundamental in the analysis ofBoolean circuits is the ability to represent and
manipulate Boolean functions. There is a wide variety ofrepresentations for
such functions, such as truth tables, sum-of-cube forms, and multiple-level
forms. Each representation provides a trade-offbetween the compactness of
the representation and the complexity of constructing it or testing its
properties. In this section, we will discuss a graph-based representation
called binary decision diagrams (BDDs) [Bry86, Bry92]. BDDs are widely
used to solve verification problems, because most tests can be performed
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efficiently with this representation, including the tests on tautology and
equivalence, and BDDs still provide a compact representation for many
practical cases.
In the following, we assume that all Boolean functions are expressed over the
variables x 1, ... ,Xn. A BDD is defined as follows.
DEFINITION 2.11

A BDD is a rooted directed acyclic graph. The fini te set ofnodes can be divided
into terminal and nonterminal nodes. Each terminal node vT is labeled by a
Boolean constant val(vT), and has no outgoing edges. Each nonterminal node
v Nis labeled by a variable var(v N), and has precisely two outgoing edges. One
is the THEN-edge and points to then(vN), the other is the ELSE-edge and points
to else(vN).
A total ordering can be imposed on the set of variables by assigning a uni que
rank number in the range from 1 to n to each variable. The rank of a
nonterminal node vN is defined as the rank number of its label var(vN). For
uniformity, we define the rank of a terminal node to be n + 1. The rank of a
node vis denoted rank(v).

2.12
An ordered BDD (OBDD) is a BDD on which the extra condition is imposed
that for each nonterminal node vN:
rank(vN) < rank(then(vN)) A rank(vN) < rank(else(vN)) .
DEFINITION

Each node vin an OBDD represents a Boolean function func(v): Bn - B,
which can be defined inductively. Fora terminal node vT,
(2.8)
and for a nonterminal node vN,
func(vN)

var(vN) · func(then(vN)) + var(vN) · func(else(vN)) .

(2.9)

The OBDD represents the function associated with its root.
DEFINITION 2.13

A reduced and ordered BDD (ROBDD) is an OBDD on which the extra
conditions are imposed that no two nodes represent the same function, and
that for each nonterminal node vN> then(vN) ~ else(vN).
In Figure 2.3, an example of a ROBDD is given. Terminal and nonterminal
nodes are shown as boxes and circles, respectively. The solid and dashed lines
between them respectively represent the THEN- and ELSE-edges, which are
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always directed downwards. An important property of the ROBDD representation is that fora given variable order, it is a canonical form for Boolean
functions. Therefore, a test on equivalence can be performed efficiently. The
drawback ofROBDDs is that the size of the representation can be exponential
in the number of variables. For example, it is well known that independent
of the selected variable ordering, the ROBDDs for the outputs of a multiplier
have exponential size [Bry86]. In the sequel, we will use the term binary
decision diagram (BDD) only to refer to reduced and ordered BDDs.

FmURE 2.3. An example of a ROBDD

Most implementations of BDD packages are based on the framework
presented by Brace et al. [Bra90]. The co re of this framework is formed by an
efficient implementation of the ITE operation, which is defined as:
ITE(f, g, h) = f ·

g + f ·h .

(2.10)

Canonicityis achieved through a so-called unique-table ofBDD nodes. Anode
is identified by its pointer, and a new node is created only then ifit is not yet
present in the unique-table; otherwise the pointer stored in the table is
returned. Complement edges are introduced to further improve the compactness of the BDD representation and to allow negation to be performed in
constant time. Furthermore, a memory function is implemented to improve
the performance of ITE operations using a hash-based cache. With these
implementation techniques, tests for tautology and equivalence can be
performed in constant time, and a satisfiable assignment can be found in
O(n), where nis the number ofvariables. Furthermore, many operations on
Boolean functions can be implemented with time complexities that are
polynomial in the sizes of their operand graphs [Bry92]. An overview of some
common operations and their complexity is given in Table 2.3. In this table,
the notation 1fl denotes the number ofnodes in the BDD representation of
a function f.
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TABLE

2.8 Complexity of operations on BDDs
operation
NOT
AND

OR

exclusive OR
equiv (XNOR)
ITE
positive cofactor
negative cofactor
universal quantification
existential quantification
substitution

notation
-.f
f·g
f+g
f ffi g
f g
ITE(f,g,h)
fix
fix
(Vx: f)

complexity
0(1)

=

(3x: f)

f[x

+-

g]

.

O(lfl lgl)
O(lfl lgl)
O(lfl lgl)
O(lfl lgl)
O(lfl lgl lh!)
O(j fj)
O(!fj)
0( 1fl2)
0( 1fl2)
0( 1fl 2 lgl)

When applying BDDs, an important issue is the selection of a suitable
ordering of the variables. For many practical functions, a well-chosen
ordering yields a compact representation, while a poor one often leads to an
intractably large BDD. Figure 2.4 illustrates this effect with a small example.

FIGURE

2.4. The effect of the variable ordering on the size of a BDD
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To decrease the sensitivity to the initially selected variable ordering,
techniques have been developed to construct a good ordering by dynamically
reordering the variables. The basic operation underlying these techniques is
the swapping of two adjacent variables in the ordering. This is a local
modification, which can easily be implemented in a way that it is transparent
to any application using the BDD package. A popular approach is the sifting
algorithm proposed by Rudell [Rud93].
In Figure 2.5, it is illustrated how the BDDs for the output function A of a
combinational circuit can be calculated. For every input, a variable is created
to represent the value at that input. The BDDs for all non-input signals are
calculated in a single topological traversal of the circuit. The BDD of a
non-output signal can be deleted when all its successors have been calculated.
Fora sequentia! circuit, the next-state function A can be calculated similarly.

·.~·
.•.. 1 J:Ql

..1···•. •..P.,é .. '
:.:·.·.·''.• . .'.·.···x·

FIGURE

2.5. Calculating BDDs for a combinational circuit

The successful application ofBDDs toa wide range of problems has led to the
development of a number of related graph-based function representations,
such as zero-suppressed decision diagrams [Min93], ordered Kronecker
functional decision diagrams [Dre94], and binary moment diagrams
[Bry95a]. Some of these representations are generalizations ofBDDs, while
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others have been modified to be useful in different applications. An overview
can be found in [Bry95b].
Binary decision diagrams form the basis of all the verification algorithms
presented in this thesis. In the actual implementations of these algorithms,
we use the BDD package developed at Eindhoven University ofTechnology.
The main developer ofthis package is Geert Janssen. Apart from the usual
logical operations on BDDs, it includes a rich set of meta routines (e.g.
quantification with respect to a set of variables, composition, conversion to
sum-of-cubes), routines for statistics (e.g. size, number of minterms),
dynamic variable ordering [Eij95a], and routines to visualize BDDs. In all the
experiments described in this thesis, dynamic variable ordering is applied to
control the ordering of the variables.
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Chapter

3

Combinational Verification

3.1 Introduction
In this chapter, we address one of the basic problems in the field of
implementation verification, namely the problem of checking whether two
combinational circuits are functionally equivalent. In order to compare the
functionality of the circuits, we need to know the relation between their
interfaces. We assume that a one-to-one correspondence is given between the
primary inputs of both circuits, which identifies the corresponding inputs of
the specification and the implementation. This allows us to rewrite each
function associated with the implementation toa function expressed over the
primary inputs of the specification. We also assume that a one-to-one
correspondence is given between the primary outputs of both circuits, which
identifies the output functions that have to be compared. For the sake of
simplicity and without loss of generality, we assume that both correspondences are implied by the order of the sets of inputs and outputs, or in other
words, that the pairwise corresponding inputs and also the pairwise
corresponding outputs have the same position in these sets. This allows us to
use the following simple definition for the functional equivalence of
combinational circuits.
DEFINITION 3.1

Two combinational circuits
Asp

Csp

and

Cim

are functionally equivalent, iff:

= Aim.

As this definition shows, checking the functional equivalence of combinational circuits corresponds to the problem of determining the equivalence of
Boolean functions. This is a co-NP complete problem [Gar79], and therefore,
it is unlikely that any method can be found which solves the general problem
with polynomial worst-case time complexity. The objective of this chapter is
to show that despite this theoretical bound, it is still possible to develop a
verification method that yields acceptable performance for practical circuits
of realistic size. We will focus on the verification of combinational circuits
synthesized in a logic synthesis environment. This allows us to exploit a
special characteristic the problem instances typically have in this context.
25
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BDDs have some properties that make them very useful for the verification
of combinational circuits. Because an equivalence check can be performed in
constant time on BDDs, an obvious method to verify the functional
equivalence of two combinational circuits is to construct BDDs for the
functions of the primary outputs (see Section 2.5), and then compare these
BDDs. At the time of introduction, this method was reported to be superior
to other verification methods used at that time [Bry86, Mal88]. The efficiency
of the method is largely determined by the efficiency with which the required
BDDs can be constructed. This mainly depends on the type of functions
implemented by the circuit, which determines the minimum size of the BDDs,
and the selected variable ordering, which determines the actual size of the
BDDs. As can be expected, there are types of circuits for which the BDD
representations become intractably large. This poses aserious problem when
we want to use this method to verify synthesized circuits on a routine basis;
most large designs contain some circuits that cannot be handled.
Many of the logic synthesis methods for combinational circuits optimize
circuits locally; they do not modify the overall structure of a circuit. In
practice, this means that if we compare the circuits before and after logic
synthesis, there is not only a correspondence between the primary inputs and
outputs of both circuits, but also between some of the intermediate signals,
in the sense that these signals are functionally equivalent. Intuitively, this
structural similarity should make the verification problem easier. A common
verification technique is to partition the two circuits into a number of smaller
sub-circuits, such that their equivalence can be derived from the equivalence
proofs for the corresponding sub-circuits. Partitioning is performed by
manually introducing 'breakpoints' in both circuits identifying intermediate
signals which are assumed to be functionally equivalent. Although there is
of course no guarantee that such breakpoints always exist, this approach has
proved to be veryuseful in practical design environments. It works well when
a designer has sufficient knowledge of both circuits to provide the
breakpoints. However, with the increasing use oflogic synthesis tools, it has
become very laborious for a designer to discover and supply this extra
information. We address this problem by describing a verification method
which extends the regular BDD-based verification method with a technique
to automatically detect and introduce breakpoints.

3.2 Introducing breakpoints
In this section, we will explain the basic idea of introducing breakpoints, and
discuss its advantages and disadvantages. The same idea is also described in
[Ber89] and [Eij95a]. To simplify the discussion, we consider the case that we
have to establish the equivalence oftwo signals u and v. In other words, we
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have to prove the following condition for the corresponding functions
fu : Bn - B and f v : Bn - B, where nis the number of primary inputs:
(3.1)

The XOR offu and fv is called the difference of these functions. Now assume
that it has already been detected that the transitive fanin sets of u and v both
contain an intermediate signal with the function fbr: Bn - B. We can
introduce a breakpoint at these signals by introducing a new variable vbr to
represent the function fbr· This is also illustrated in Figure 3.1. If we then
calculate the functions of u and v, we obtain two functions gu : Bn + 1 - Band
gv : Bn + 1 - B, with the property that for every x E Bn:
fu(x) = gu(x, fbr(x))
fv(x) = gv(x, fb/x)) ·

(3.2)

fu

gu

il

11

0

12
13

fv

FIGURE

i2
Î3

gv

3.1. Introducing a breakpoint

After the introduction of the breakpoint, Equation 3.1 can be written as:
(3.3)

This formula indicates how we use the breakpoint to decompose the
calculation of the difference. First we calculate the difference of gu and gv
while the common sub-function fbr is represented by the variable vbr· Ifthis
difference is zero, then the signals u and v are functionally equivalent.
Otherwise, variable assignments apparently exist for which their functions
differ. However, these assignments may not be valid, because the variable v br
cannot be assigned a value independently. Such invalid assignments are
called false negatives. This problem is avoided by replacing v br by the function
it represents. It can only be decided that the functions of u and v are not
equivalent, if the difference expressed over the primary input variables is not
zero.
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The same technique can also be used when the transitive fanin set of the
signal u contains a signal with a function fbr• and the transitive fanin set of
signal v contains a signal with the negated function f br· In fact, each signal
in both circuits can be assigned a 'polarity' that is determined by the value of
that signal for a randomly selected input vector. This input vector serves as
a reference: If two signals have equal polarities, they have to be checked for
equivalence, and ifthey have opposite polarities, they have to be checked for
equivalence after negating one of the functions. If a new variable vbr is
introduced fora breakpoint, the polarity of a signal determines whether it is
assigned the representation vbr or vbr·
A verification method can repeatedly introduce breakpoints to decompose the
BDDs for the signals in both circuits. The main advantage of this approach
is that these BDDs are not only expressed over variables representing
primary inputs, hut also over variables representing common intermediate
signals. If sufficient equivalent signals exist in the two circuits, the BDD
representations remain compact because they only represent the function of
a small part of the circuits. Since the functional dependencies between the
variables are neglected while constructing the BDDs, the equivalence check
may require substitutions, possibly resulting in a large BDD representation
for the difference oftwo signals. However, ifthese equivalent signals are the
result of a similar structure, we expect the difference to be relatively small
or even zero, in which case no substitutions are required at all.
The two circuits in Figure 3.2 are used to illustrate how breakpoints are
introduced. The polarities ofthe signals are also shown in this figure; they are
based on the input vector (i 1, i 2 , i 3 , i 4 ) = (O, 0, 0, 0).
ili>-~~~~~~~~......,

12

0 spl

13

Î4
Î11>-~~~~~~~~-.

i2
ig
14

FIGURE

3.2. An example of two similar circuits
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First, it is verified whether the primary outputs ospl and oiml are functionally
equivalent. During the verification, it is detected that signa! a 1 is the
complement of signal b 1 . Therefore, a new variable v 1 is introduced for the
function i 2i 3, and the new representations of the signals a 1 and b 1
respectively become v 1 and v1 . Similarly, it is detected that a 2 is the
complement of b 2, and a new variable v 2 is introduced for the function i 3i 4 •
Then it is detected that a 3 and b 3 are equivalent, because for both, the
function v 1 + v 2 is computed. The variable v 3 is introduced for this function.
In Figure 3.3, both circuits are shown again, hut now with the breakpoints
that have been introduced. For both ospl and oiml• the function i 1v 3 is
calculated and the equivalence of the outputs is established. The parts of the
circuits which define these outputs are structurally almost identical; only the
polarity of some signals differs. Therefore, no substitutions are required.

11

13

v,)>

Î4

V2

i2

FIGURE

0 spl

V3
0 sp2

3.3. The breakpoints introduced in the circuits ofFigure 3.2

The verification of the outputs o8P2 and oitn2 is slightly more difficult. lf the
breakpoints shown in Figure 3.3 are used, the function i 4v 3 is computed for
output 0 8 P2' and the function v2 for output oim2. The difference 0 8 P2 Ea oim2
is (i 4v 3) Ef) v 2. Because this is not equal to zero and still depends on variables
representing intermediate signals, we now have to perform substitutions to
see whether we have actually found a counterexample or just false negatives.
The function v 1 + v 2 is substituted for variable v 3. Then the difference
becomes (iiv 1 + v 2)) Ea v 2, which can also be written as I 4v 2 + i 4v 1v 2. This
is still not equal to zero. Therefore, also v 2 is replaced by the function it
represents. Thisresultsinthedifference14i 3i 4 +i 4v 1<13 +14 ), whichreduces
to 13i 4v 1 . After the replacement of v 1 by i 2i 3, this becomes i 2i 313i 4 , which
equals zero. This proves that the outputs o8 P2 and oim2 are functionally
equivalent.
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3.3 Verification method
3.3.1 Outline of the method
Our objective is to improve the capability of the regular BDD-based
verification method to deal with circuits that are structurally similar, even
if these circuits cannot be represented efficiently by BDDs. In a regular
BDD-based verification method, BDDs for the outputs are calculated in a
single traversal of both circuits. Our approach is to detect and introduce
breakpoints on the fly during this traversal. As a result, we expect to obtain
a method which effectively exploits all structural similarities, and behaves
like the regular method if no structural similarities can be found. In this
section, we formalize the notion of a breakpoint, and identify the main steps
of the method.
A breakpoint identifies signals in both circuits that are functionally
equivalent (modulo negation). We define the equivalence relation ~ on the
set of signals V = V sp U Vim to capture this information:
-

~

u = v <=> fu = fv v f u = fv

.

(3.4)

A breakpoint can now be defined as follows.
3.2
A breakpoint ~ is a subset of the set of signals V such that:
DEFINITION

• Vu, v E ~ : u ~ v ,

•

~

nvsp

~

0 /\

~

nvim

~

0.

Because ~ is an equivalence relation, the union of two overlapping
breakpoints is also a valid breakpoint. Therefore, we require that all the
introduced breakpoints are disjoint, i.e., that for every two breakpoints ~j and
~k with ~j ~ ~k• ~j n ~k = 0. The equivalence classes of the relation ~ which
contain signals from both circuits are the maximum breakpoints, in the sense
that every breakpoint is a subset of one of these equivalence classes. Each
breakpoint can be derived from the equivalence classes of ~ . The goal of our
verification method is not necessarily to identify all equivalent signals, hut
rather to find breakpoints which can speed up the verification process. To
explain the difference, consider the case that the specification contains two
signals u and v with u ~. v, and both signals are preserved during logic
synthesis, i.e., the implementation contains two corresponding signals u' and
v'. Then it may be sufficient for verification to introduce the breakpoints
{u, u'} and {v, v'}, without also proving the equivalence of u and v, or u' and
v'. Therefore, the verification method calculates an equivalence relation ~
on V which may be equal to ~, hut this is not necessarily the case, i.e., we
have the following property:
br

eq

u=v=>u=v.

(3.5)
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The equivalence classes of the relation ê; which contain signals from both
circuits are the breakpoints detected by the verification method.
In order to detect and introduce breakpoints on the fly, both circuits have to
be traversed simultaneously. To synchronize these traversals, it is necessary
to already have a notion of which signals are likely to be functionally
equivalent. Therefore, the first step of the verification method is to calculate
an equivalence relation ~ on V which defines a set of potential breakpoints.
This relation restricts the relation ~ in the sense that:
br

hr

u=v :::;.u=v.

(3.6)

The potential breakpoints are the equivalence classes of ~ which contain
signals from both circuits, and the actual breakpoints are derived from them
as follows. The circuits are traversed by repeatedly performing the following
steps. First, a potential breakpoint is selected which is close to the signals
that have been calculated thus far. Then BDDs are calculated for the signals
that area member of this potential breakpoint, and these signals are checked
for equivalence. Heuristics are used to decide which signals actually need to
be compared. This may result in the detection of one or more breakpoints. If
breakpoints are found abundantly, it is not necessary to actually introduce a
new variable for every breakpoint that is found. This is decided in a last step.
In the following sub-sections, we will discuss these steps in detail.

3.3.2 Calculating potential breakpoints
The first step of the verification method is to calculate the equivalence
relation g:; , which defines the potential breakpoints. To calculate this
relation, we need criteria to decide which signals are likely to be functionally
equivalent. These criteria can be based on knowledge about the logic
synthesis environment. If for example signal names are preserved during
synthesis, then we can use name correspondences between the signals in the
specification and the implementation to identify the potential breakpoints.
The criteria can also be based on the functionality of the signals. We can for
example use simulation with random input vectors to compare the functions
of the signals for a (usually small) subset of the input space. We will now
discuss both approaches.
The use of name correspondences to identify potential breakpoints has some
clear advantages: Potential breakpoints can be identified very efficiently, and
the accuracy of this approach does not depend on the size or the functionality
of the circuits. It works especially well for synthesis steps which perform local
optimizations, such as technology mapping, because these methods usually
preserve signal names as much as possible. However, this also depends on the
actual implementation of such synthesis steps. In some cases, intermediate
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signals are first eliminated to give a synthesis technique more freedom to
optimize the circuit, and if this freedom is not used, these signals are
reintroduced under a different name. In such cases, name correspondences
obviously fail to identify all breakpoints. Also when verification is used to
compare the results of independent synthesis trajectories, different names
may be used for equivalent signals. For synthesis methods which use amore
global view for optimization, such as redundancy removal, it may be difficult
to determine which signals are influenced by synthesis and which are not. In
that case, signals with identical names certainly need not be functionally
equivalent. Therefore, a verification method may use name correspondences
to identify potential breakpoints whenever the underlying assumption is
valid, hut it should not completely rely on it.
A completely different approach is to use simulation with random input
vectors to 'sample' the functions of the signals. This does not put extra
requirements on the logic synthesis environment, and it allows a trade-off
between the accuracy of the analysis and the required run time. Furthermore, it is possible to already detect errors before the actual verification is
started, and to perform extra simulation runs during the actual verification
if two potentially equivalent signals turn out to be different. A disadvantage
of the approach is that the accuracy depends on the functionality of the
circuits; for some circuits, randomly selected input vectors are not very
effective in discriminating between signals. In detail, the approach is as
follows. For a selected set of input vectors Xsim ç;;; Bn, the relation g; is
defined as:
U

hr
=
v

<:.::>

(Vx E

Xsim:

fu(x)

fv(x))

V

(Vx E

Xsim:

--

fu(x) = fv(x)).

(3.7)

This condition can be evaluated by simulating both circuits for the input
vectors in Xsim· It forms a coarse check for the equivalence of two signals
without excluding any equivalences. Both the accuracy of the analysis and
the required run time depend on the size of Xsim· We try to find a good balance
between these two aspects by constructing the set Xsim dynamically. We use
the following procedure. Initially, Xsim is the empty set. Repeatedly, new
randomly selected input vectors are added to Xsim• and both circuits are
simulated for these vectors. After each simulation run, the relation g; is
refined by splitting each equivalence class intoa number of new classes if the
signals in that class have been assigned different values during simulation.
This is repeated until the partition does not change during a number of
successive simulation runs. Under the assumption of perfect hashing, the
calculation of this relation takes O(cm) time and O(c) space, with
c = 1Csp1 + 1Cim I and m = IXsim I · More information on the underlying
data structures can be found in [Klu95].
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3.3.3 Detecting breakpoints
When the potential breakpoints have been calculated, we can start the
detection of the actual breakpoints. Both circuits are traverse tl by repeatedly
selecting a potential breakpoint, calculating BDDs for the associated signals,
and then comparing these BDDs. This may result in the detection of one or
more breakpoints. The potential breakpoint that is selected should be close
to the breakpoints already detected earlier to keep the amount of logic
between successive breakpoints small. To make this notion more precise, we
need to define an appropriate distance metric. We start with the introduction
of a set W, which contains all signals covered by the breakpoints detected so
far. A signal is said to be covered if any path from that signal to a primary
output contains at least one signal which is element of a breakpoint. Let
j3 1,".,13m denote the breakpoints that have been'detected thus far. Then W
is defined to be the smallest subset of V such that:

LJ

W =

13k U

{v E Vlfanout(v) ~ 0 /\ fanout(v) ç; W}.

(3.8)

l:5k:5m

We also introduce the predicate break: V - B, which defines whether a
signal v is, or may become, element of a breakpoint:
br

(3u E Vim n W : v = u)
br

break(v) =

(3u E Vim\ W : v = u)
br

(3u E Vsp nW : v = u)
hr

(3u E V sp \ W : v = u)

if v E VspnW
if

V

E Vsp\W

(3.9)

if v E VimnW
ifvEVim\W

Our distance metric can now be formulated as follows. The distance of a signal
v E V\ Wis defined as the maximum number ofsignals in V\ W for which the
predicate break holds on any path ending at v. This definition is illustrated
in Figure 3.4.

FIGURE

~

<:;.

break(v)

=1

~

<:;.

break(v)

0

3.4. Example illustrating the distance metric
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The distance of a potential breakpoint f3 is defined as:
distance({3)

= MAX(

MIN
vE~nV.p

distance(v),

MIN
vE~flV;m

distance(v)).

(3.10)

This definition is based on the observation that in order to detect a breakpoint
consisting of signals from {3, we have to calculate at least one signal included
in f3 in each circuit, and therefore, we have to calculate at least one signal at
the distance defined by Equation 3.10.
To detect new breakpoints, a potential breakpoint f3 with the smallest
non-zero distance value is selected from the set of all potential breakpoints.
Then a subset of the signals included in f3 is calculated, containing at least the
signals with a distance value in the range from 1 to distance({3). The signals
in f3 at a larger distance are only included if the extra amount oflogic which
has to be calculated for these signals is sufficiently small. Then the
equivalence of the calculated signals is checked. This is dorre in two steps.
First the signals are partitioned into classes of signals with identical BDD
representations. All signals in the same class are obviously equivalent. In the
second step, the equivalence of these classes is checked. Since these checks
require substitutions, this step is only performed if there are classes which
do not contain signals from both circuits. We also use some other conditions,
which are based on the support of the BDD representations and on name
correspondences. With these conditions, we try to find a balance between the
effort spent in checking a potential breakpoint and the possibility that it is
not a valid breakpoint. If we would compare every pair of signals, then we
might have to perform many substitutions for signals that are not
functionally equivalent. If, on the other hand, too few comparisons are made,
then we might miss breakpoints, which would make the checks further on
more difficult.
We will now discuss how the functions gu, gv : Bn+m - Bof two signals u and
v are compared. We assume that these functions are expressed over the
variables i1' ... , in representing the primary inputs, as well as the variables
p 1, ... ,pm representing the breakpoints introduced thus far. With every
breakpoint p, a function gp : Bn+m - B is associated. The function
gdiff : Bn+m - B represents the difference gu ED gv. If both signals are
functionally equivalent hut this difference is not zero, we need to substitute
breakpoint variables in order to establish the equivalence. There are no
restrictions on the order in which these variables have to be substituted, as
long as all breakpoint variables are eventually removed from the representation of the difference. To avoid the problem that we may have to substitute a
breakpoint variable more than once, we add the restriction that a variable p
is not substituted before all other breakpoint variables which depend on p
have been substituted. The order in which the variables are substituted
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generally determines the number of substitutions required to reduce the
difference to zero. However, it is difficult to find a good order without actually
performing the substitutions. A heuristic rule that can be used is that if gu
and gv have different support, then the variables appearing in the support of
only one of these functions should be substituted first. Furthermore, it is
relatively easy to check ifthere is a substitution which immediately reduces
gdiff to 0. The following proposition can be used to determine the variables for
which this needs to be tested.
3.1
If gdiff[p - gp] = 0, then ('Vp : gdiff)
PROPOSITION

= 0.

3.1
The function gdiff can be written as:
PRooF OF PROPOSITION

gdiff = P · gdifrl P + P · gdiffhr + gdifrl P • gdiffh>"
The first two terms follow from Shannon expansion, and the third one is a
redundant term which is independent of p. Based on the above expression
and the definition of substitution, gdiff[p - gp] can be written as:
gdiff[p - gp] = gp . gdiffl p + gp . gdiffl p

+ gdiffl p . gdiffl p.

Because the last term of this equation is by definition ('Vp : gdiff) (see Table
2.2), the condition gdiff[p - gp] = 0 implies that ('Vp : gdiff) = 0.
o
If the number of substitutions exceeds some limit, the comparison is aborted.
Then the following proposition is used to check if it is possible to derive a
counterexample from gdifl" Otherwise, it is assumed that both signals are not
functionally equivalent.
PROPOSITION 3.2

If ('v'p 1, ... , Pm : gdiff) ;t. O; then fu ;t. fv, where fu and fv denote the functions
of u and v, expressed over the primary inputs.
PROOF OF PROPOSITION 3.2

As shown in the proof of Proposition 3.1, gdiff[p
gdiff[p - gp]

+-

gp] can be written as:

gp . gdiffl p + gp . gdiffl p + gdiffl p . gdiffh>.

Because ('Vp : gdiff)

=

gdiff 1 p · gdiff 1 P' it follows that:

('Vp : gdiff) => gdiiJP - gp] ·
If we substitute each breakpoint variable in gdiff by the corresponding
function, we obtain fu EB fv. Therefore we conclude that:
('v'p1•· ·" Pm: gdiff.) => Cfu EB fv) ·
From this equation, it follows that the condition ('v'p 1, •.. , Pm : gdiff)
implies that ffu EB fv) ;t. 0, and thus it implies that fu ;t. fv.

;t.

0

o
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If the equivalence check is not aborted and the signals u and v are not
equivalent, then the result of the equivalence check is a set of input vectors
which distinguish the two signals under consideration. We perform extra
simulation runs with input vectors selected from this set to update the
relation ~ . This way, it is guaranteed that the signals u and v are put into
separate equivalence classes, and at the same time, all other potential
breakpoints are also checked for these input vectors.

8.3.4 Selecting breakpoints
If breakpoints are detected abundantly, it is not necessary to actually
introduce a new variable for each breakpoint that is detected; this would lead
to a very fine-grain representation of the functionality and to an unnecessarily large number of BDD variables. Because all signals in a breakpoint are
functionally equivalent, we first choose the smallest BDD representation
associated with these signals, and use this as the representation for all
signals in the breakpoint. Therefore, if it is decided not to introduce a new
variable, the BDD representations of the equivalent signals are still unified.
The decision to introduce a new variable is based on the following criteria:

• the size of the BDD representation:
Because we are trying to keep the BDDs for the signals small, the size of
the current BDD representation is an important criterion.
• the fanout size of the signals in the breakpoint:
lt is better to introduce a new variable fora signal with a high fanout than
for a signal with a low fanout, because then there are more signals which
benefit from the compact representation provided by this new variable.
• the effort needed to reach the succeeding potential breakpoints:
It should only be decided not to select a breakpoint if the amount of logic
that has to be traversed to arrive at the succeeding potential breakpoints
is small.
We will now give precise definitions of these criteria. For the first two, the
definitions are relatively easy. For a breakpoint ~. the size of the BDD
representation is denoted 1bdd(~) I ·The fanout size of~ is defined as:

sizeF0 (~)

2+

I

<I fanout(v) 1 -

1).

(3.11)

vE~

For the third criterion, we first need to introduce some auxiliary definitions.
For each signal v, the set cfanin(v) contains the signals in the fanin set of v
which cannot become element of a breakpoint:
cfanin(v) = {u

E

fanin(v) 1 ..., break(u)} .

(3.12)
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The logic cone of a signal v is defined as the set of signals which are located
between the preceding (potential) breakpoints and v. lt is defined as:
cone(v) = {v} U

u

cone(u).

(3.13)

uEcfanin(v)

For each breakpoint B, we define U next<B) as the set of signals at which a next
breakpoint may be introduced:
unext<B) = {v E

v 1break(v)

/\ (3u E

B: fanout(u) ncone(v)

;é

0)} . (3.14)

The definitions of cone and Unext are illustrated in Figure 3.5 with a simple
example.

v
U3
U4
U5
V3
V4
V5
v6

@
@
FIGURE

$>

break(v) = 1

$>

break(v)

=

0

B=

cone(v)
{u3}
{U3, U4}
{u3, U5}
{v3}
{v 4}
{V3,V4,V5}
{V 4• V5}

{u2, vl}

unext<B) = {u4, U5, V5, V5}

3.5. Example illustrating Definitions 3.13 and 3.14

The size of a signal v, written size(v), is defined as the number of binary
operations in its expression r(v). As a measure for the amount of logic
between the signals in a breakpoint B and succeeding signals at which a
breakpoint may be introduced, sizenext<B) is defined as:

sizenext(~)

=

I

MAX (
size(u)).
vEUnex,(~) uEcone(v)

(3.15)

With the above definitions, we can now formulate the following rule to decide
if a new variable should be introduced at a breakpoint B:
<1bdd(~)1 - 2)( 1 +

sizenext<B) sizenext(~)2)
+
> limitb/B) ,
5
60

(3.16)
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with:

(3.17)

The values of the constants have been determined empirically.

3.4 Related work
Some of the first methods to automatically discover breakpoints are proposed
by Donath and Ofek in [Don76] and by Berman in [Ber81]. In both methods,
a breakpoint is a pair of signals which are functionally equivalent modulo
negation. Simulation with random input vectors is used to generate potential
breakpoints, and a simple heuristic is used to determine the order in which
the potential breakpoints are checked. The methods do not address the
problem of false negatives. In [Ber89], Berman and Trevillyan describe a
more advanced method, which also provides a technique to decide how the
detected breakpoints should be used. This technique uses a min-cut
algorithm to minimize the number ofvariables overwhich the functions ofthe
signals in a potential breakpoint are expressed. The number of variables is
an important criterion in their method, because their base verification
algorithm performs an exhaustive simulation. The method still suffers from
false negatives. However, the authors do propose an unimplemented
BDD-based method, which is based on the same ideas as described in Section
3.2.
In [Bra93], Brand proposes a verification method which uses the idea of
breakpoints in combination with a test generator as the base verification
algorithm. In this method, a breakpoint consists of a signal u from the
specification and a signal v from the implementation, such that the
functionality of the specification is not changed if u is replaced by v; this is
more genera! than identifying functionally equivalent signals, because it also
takes the logic surrounding u into account. A disadvantage of this more
complex notion of equivalence is that it is neither symmetrie nor transitive,
and therefore it cannot be modeled as an equivalence relation. If it is found
that signa! v can replace signal u, then this replacement is actually made, i.e"
breakpoints are used by combining both circuits in toa single circuit. Because
of this approach, the problem of false negatives is avoided. Potential
breakpoints are identified using signal names and simulation techniques.
In [Kun93], Kunz proposes another verification method which combines the
idea of breakpoints with a test generator. The method consists of two phases.
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The first phase uses a technique called recursive learning to identify relations
of the form fu => fv between pairs of signals u, v that are not neighbors. This
relation is called an indirect implication. Because it is obviously not
symmetrie, it is not an equivalence relation. The amount of learning is
controlled by a maximum recursion depth. No additional techniques are used
to identify potential breakpoints. In the second phase, the method tries to
prove the equivalence of the outputs using the relations learned in the first
phase. The method does not suffer from false negatives. In [Red95], it is
described how a BDD-based verification method can be used for the second
phase. From the information derived in the first phase, breakpoints are
determined consisting of functionally equivalent signals. Then, BDDs are
constructed for the outputs using these breakpoints. A test generator is used
to resolve false negatives.
In [Muk95], Mukherjee et al. propose a verification method which combines
BDD-based verification techniques with learning techniques. Similar to the
methods presented in [Kun93] and [Red95], it consists of a learning phase and
a checking phase. BDDs are used to derive indirect implications in the
learningphase, and to calculate the difference of corresponding outputs in the
checking phase; any false negatives are resolved with a test generator. In
[Jai95], this method is extended to also consider more general relations
between signals, and to improve the BDD-based techniques for the second
phase.
In a recent publication [Mat96], Matsunaga descnbes a verification method
which combines the framework proposed by Berman and Trevillyan in
[Ber89] with a BDD-based verification algorithm. lfnecessary, substitutions
are performed to avoid the problem of false negatives. The method lacks
heuristics to decide which potential breakpoints have to be checked. In the
experimental results section, the author compares the results of his method
with the results presented in [Muk95] and [Red95]; for some benchmarks, bis
method is more than two orders of magnitude faster.
When comparing the work described above and the method proposed in this
chapter, the following aspects are important:
• Which concept of breakpoint is used to capture the structural similarity
between the two circuits?
• Which verification technique is selected as the base of the method?
• For which aspects are heuristics introduced?
• Is the method split into separate phases for detecting breakpoints and
comparing outputs?
In our method, we have chosen for a relatively simple definition of a
breakpoint, namely a set of functionally equivalent signals. Because
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functional equivalence is an equivalence relation on the set of signals, it has
the advantage that it can be used and stored efficiently. Furthermore, it is
sufficiently genera!, as the experimental results in Section 3. 7 will confirm.
The choice for the definition of a breakpoint is strongly related to the choice
of the base verification technique. We have chosen for a BDD-based
algorithm, because this is generally known to be a powerful technique for
verification. If a well-developed BDD package is used, the method is also
relatively easy to implement. The main disadvantages of BDDs are the
influence of the variable ordering, and the potentially high memory usage.
For these reasons, some methods decide to use a test generator, which is
mostly limited by the required run time. As the comparison of experimental
results in [Mat96] illustrates, this may lead to excessive run times for circuits
of medium size. The choice of the verification algorithm is especially
important when relatively few breakpoints can be found. However, most
publications do not provide sufficient information to quantify the amount of
similarity between the circuits for which experimental results are presented.
In our method, heuristics are used to select the potential breakpoint that is
checked, to select the signals in this potential breakpoint that are actually
compared, and to decide for which breakpoints a new variable is introduced.
These heuristics are the result of extensive experiments we have performed
to find a good balance between the performance of the method and the
complexity of the required computations. The other verification methods
mostly use heuristics to determine the signals that have to be compared, and
to limit the required resources, for example by restricting the maximum
recursion depth used to learn indirect implications. BDD-based methods also
use heuristics to decide over which variables a specific function is expressed.
The verification methods which use learning techniques are typically split
into two phases: a learning phase to detect breakpoints, and a verification
phase to compare outputs. Both tasks are very similar, because a pair of
corresponding outputs can be considered a breakpoint. Because there are no
reasons to assume that there are fewer breakpoints near the outputs than
near the inputs, we think that this splitting into phases is undesirable.

3.5 Handling don't care conditions
A circuit is usually part of a larger system, i.e., there is an environment in
which the circuit is assumed to function. Sometimes assumptions about this
environment are used to generate a more efficient implementation of a
circuit. Then it is also necessary to take these assumptions into account when
verifying the correctness of this implementation. Traditionally, this is done
by specifying external don't care conditions which express information
regarding the environment of a circuit. They are usually divided into two
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classes: controllability don't cares and observability don't cares [DeM94].
Controllability don't cares express which input vectors cannot be generated
by the environment; they hold for the entire circuit. If for example the value
of a primary input i 1 is always the complement of another primary input i 2 ,
then the condition i 1 = i 2 is the corresponding controllability don't care.
Observability don't cares define the input vectors for which the outputs of a
circuit are not observed by the environment. lffor example the values of the
outputs are not observed when the reset input irst is high, then the
observability don't care is irst· Observability don't cares can relate to all
outputs, or to specific outputs.
The definition of combinational equivalence can be extended to include don't
cares by introducing a function Xcare : B 11•P 1 ....... B 1o.p1. This function defines
for which input vectors the outputs of the implementation should have the
same value as the corresponding outputs of the specification. This results in
the following definition.
3.3
Given two combinational circuits Csp and Cim' and a Boolean function
. Xcare : B 11sp 1 - B 1o.p1. Csp and Cim are functionally equivalent on Xcare iff:
DEFINITION

Xcare => (Asp

=Aim) ·

This extended problem statement can easily be transformed into the basic
problem statement of comparing two circuits without don't cares. Extra logic
can be added to assign every output a selected value for all input vectors
outside the output's care set. A disadvantage of this approach is that the don't
cares are not considered when searching for potential breakpoints. Therefore,
it may reduce the number of detected breakpoints. If the verification method
only considers input vectors within the care set, this problem is avoided. If all
outputs have the same care set, this is a straightforward extension of the
method. The calculation of potential breakpoints should be adapted to confine
the random selection of input vectors to the care set, and the comparison of
potential breakpoints should also take the care set into account. If not all
outputs have the same care set, the set of outputs can be partitioned into
classes of outputs with the same care set, and then each class can be handled
separately. This way, a single care set can be used for the verification of each
class of outputs.

8.6 Handling erroneous circuits
A basic assumption of the proposed verification method is that sufficient
breakpoints can be found, and as the experimental results of the next section
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will show, this is a reasonable assumption for synthesized circuits. However,
this assumption may not be valid if one or several errors have been made
during synthesis: Errors may not only affect the çorrectness of the outputs,
but also the functional equivalence of intermediate signals. In the best case,
the erroneous outputs are already detected during random simulation, and
then these outputs do not have to be considered during the actual verification.
If an erroneous output is not detected during random simulation, then the
errors may make the verification problem more difficult for a method which
tries to exploit breakpoints. If an error has been made at a certain signal, then
probably no breakpoints can be found for the signals in the transitive fanout
set of this signal. Therefore, there are less opportunities to introduce new
variables for intermediate signals, and consequently, the BDD representations for the outputs may become larger. Furthermore, the equivalence check
that detects that the outputs are not functionally equivalent may require
many substitutions. On the other hand, the erroneous output may be detected
during the equivalence check for two intermediate signals. If an erroneous
output is not detected during simulation, then it is likely that other signals
between the location of the error and the output are marked as potential
breakpoints, while in fact these signals are not functionally equivalent. If the
method detects that these signals are not equivalent, it is possible that during
the additional simulation runs to update the potential breakpoints, also the
erroneous output is detected.
Another important aspect related to the verification of erroneous circuits is:
How can we give a clear indication ofthe errors? A common method to indicate
an erroneous output is to generate a counterexample, i.e., an input vector for
which the erroneous output in the implementation is assigned a different
value than the corresponding output in the specification. A simulator can
then be used to further analyze the problem. A verification tool can also try
to provide information about the potential locations of any errors. The
detection of breakpoints can be useful for this purpose. If some outputs are
detected to be incorrect, the signals in the detected breakpoints can be used
to locate the errors in the implementation. More specifically, these signals can
be used to determine the part of the implementation that still corresponds to
the specification. Then the errors are most likely to be located in the
remaining part of the implementation; especially the signals near the
boundary of these two parts are suspicious. Other methods for error diagnosis
try to find error locations based on the sensitivity of signals to the detected
set of counterexamples (see e.g. [Kue94, Mad891). Since breakpoints capture
the similarities of the circuits instead of the differences, this approach
complements such methods very well.
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3.7 Experimental results
In this section, we present the results of some experiments we have
performed with the verification method described in this chapter. All
experiments are run on a 99 MHz HP9000/735 workstation. As stated in the
introduction of this chapter, we focus on the verification of combinational
circuits synthesized in a logic synthesis environment. The performance of a
verification method which uses breakpoints obviously depends on the
number of breakpoints that can be found. Therefore, we divide the
experiments into three groups, based on the type of manipulations performed
during synthesis. The circuits that are used include well -known benchmarks
and circuits from industrial designs. Table 3.1 shows the naming conventions
that are used to identify the circuits and the synthesis techniques with which
the implementations are generated.
TABLE

3.1 Naming conventions for circuits and synthesis steps

c432, c499, ...
Phl, Ph2, ...
MinMax[n]
Mult[n]
conv.
fan. opt.
red. rem.
err. r.r.
sis
synth.

Circuits
ISCAS'85 benchmarks [Brg85]
designs from Philips
n-bit instances of the MinMax circuit [Kro95, Ver90]
n-bit instances of an array multiplier [Kro95]
Synthesis steps
const. propagation, renaming all intermediate signals
fanout optimization
redundancy removal [Tro91]
erroneous redundancy removal [Kun93]
script.rugged of SIS [Sen92]
default flow of Philips' internal synthesis tools

Before we present the experimental results, we first introduce two metrics to
quantify the amount of similarity between the specification and the
implementation. These metrics measure the amount of logic between
successive breakpoints based on the relation ê: calculated by our verification
method. First, we define the set Vhr as the set of signals for which a
breakpoint has been found. The primary outputs of both circuits are added
explicitly to this set, to also take the effect of any errors into account.

vbr

=

{v E VI break(v)} u

Ûsp

u oim.

(3.18)

The cone size of a signal v is defined as:
sizecone(V) =

I
uEcone(v)

size(u).

(3.19)
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The first metric measures the average cone size of the signals for which a
breakpoint has been found, not including buffers and inverters:
ACS

I {V

1

E Vbr Is1zecone
.
(V ) > O} I

L
vE

(3.20)

sizecone(v) .

V
br

Similarly, the second metric measures the maximum cone size for these
signals:
MCS

MAX

(3.21)

sizecone(v).

vEVbr

In the first group of experiments, we verify the correctness of some simple
steps in the synthesis flow, namely fanout optimization, and a conversion to
another logic format which propagates all constants and changes the names
of all intermediate signals. The experimental results are shown in Table 3.2.
The first two columns show the name of the circuit and the circuit size; this
size is defined as the number ofbinary operations used in the specification.
The following columns list the run time and the maximum number ofBDn
nodes during verification, the average and the maximum cone size, the
number of equivalence checks which require substitutions, and the number
of variables introduced for breakpoints. As the results demonstrate, the
proposed verification method can verify the correctness of the results for
these simple synthesis steps without significant problems. Note that if one
would try to determine all functionally equivalent nets, these circuits could
already be difficult to handle. Therefore, the heuristics described in Section
3.3.3 are important for obtaining these results.
TABLE

3.2 Experimental results for simple synthesis steps
circuit

si ze

time
(s)

BDD
nodes

MinMax[32], conv.
MinMax[48], conv.
MinMax[64], conv.
Mult[16], conv.
Mult[24], conv.
Mult[32], conv.
Ph3, fan. opt.
Ph5, fan. opt.

1089
1633
2177
3238
7166
12630
4066
7694

0.9
1.5
2.2
8.9
22.5
40.2
28.2
83.2

1670
2546
3004
4562
18129
38662
4107
4703

cone size
subst vars
avg. max. chks
1.1
1.1
1.1
2.2
2.1
2.1
1.0
1.0

3
3
3
84
124
164
3
3

0
0
0
17
25
33
0
0

70
106
144
333
770
1436
42
18

In the second group of experiments, we verify the correctness of complete logic
synthesis flows, including constant propagation, partial collapsing of the
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intermediate nets, simplification, decomposition, and technology mapping.
This results in circuits which are harder to verify, because parts ofthe original
structure may have been modified significantly. The results are shown in
Table 3.3. When compared to the first group of experiments, the average and
maximum cone sizes are larger, and there are more checks which require
substitutions. However, as the results show, sufficient breakpoints can be
found to keep the verification problem manageable.
TABLE

3.3 Experimental results for logic synthesis flows
circuit

size

MinMax[32], sis
MinMax[48], sis
MinMax[64], sis
Mult[16], sis
Mult[24], sis
Mult[32], sis
Phl, synth.
Ph2, synth.
Ph3, synth.
Ph4, synth.
Ph5, synth.
Ph6, synth.
Ph7, synth.
Ph8, synth.

1089
1633
2177
3238
7166
12630
1511
3565
4066
6311
7694
10069
13934
37658

time
(s)

BDD
nodes

0.9
815
1.4
1187
2.0
1557
6.4
5134
9406
16.7
27.2
12947
7.2
8357
5574
40.4
28.9
4100
53.1
17894
4721
106.7
65.5 68785
72.2
43273
1547 182488

cone size
subst vars
avg. max. chks
6.1
6.1
6.2
7.4
6.8
6.5
1.9
1.6
1.0
1.7
1.0
2.3
2.1
1.8

39
39
39
106
151
209
40
48
7
68
8
14
44
76

47
71
95
235
544
981
28
99
0
11
1
101
133
2336

69
105
139
426
1023
1862
201
405
42
517
26
839
1033
4411

In the third and last group of experiments, we consider the ISCAS'85

benchmarks, which are verified against their non-redundant versions. Table
3.4 shows the results of our method on these benchmarks. These results can
be compared with the published results of the other methods. Although it is
generally difficult to compare run times measured on different machines, the
results indicate that our verification method is comparable to the method of
[Mat96] and significantly faster than the methods presented in [Kun93],
[Muk95], and [Red95] on these benchmarks. The table also reports results for
the older versions of the benchmarks which contain some errors. In these
experiments, the correctness of each output is checked and for all incorrect
outputs, a counterexample is generated. As the results show, errors can have
an effect on the performance of the method; this is the case for the circuits
c2670 and c5315. In these two cases, also the maximum cone size has
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increased significantly due to the errors. For the other three circuits, the
errors have no significant effect on the performance.
TABLE

3.4 Experimental results for redundancy removal

circuit

si ze

c432, red. rem.
c499, red. rem.
c1355, red. rem.
c1908, red. rem.
c2670, red. rem.
c3540, red. rem.
c5315, red. rem.
c6288, red. rem.
c7552, red. rem.
c1908, err. r.r.
c2670, err. r.r.
c3540, err. r.r.
c5315, err. r.r.
c7552, err. r.r.

176
206
518
618
883
1270
2079
2384
2632
618
883
1270
2079
2632

time
(s)

BDD
nodes

0.2
0.2
0.5
1.6
0.8
3.0

700
190
526
2586
1082
4795
3676
5214
8751
3051
28803
4790
4949
12510

2.7
4.3
34.6
2.5
54.6
2.9
8.3
26.2

cone size
subst vars
avg. max. chks
1.5
4.8
2.2
1.5
1.6
1.5
1.5
1.0
1.6
1.5
2.7
1.5
2.4
1.9

14
20
20
47
26
16
9

2
146
55
174
20
118
153

1
0
0
1
2
22
6
0
40
1
9
22
21
14

20
8
24
57
52
101
170
339
244
43
61
96
149
232

For all examples, the number of simulation runs used to initially calculate the
potential breakpoints ranges from 12 to 68. In each run, 32 input vectors are
simulated in parallel. The number of intermediate simulation runs ranges
from 0 to 43.

3.8 Discussion
In this chapter, we have shown how a BDD-based verification method can be
extended with a technique to automatically discover and utilize breakpoints.
Although the idea ofusing breakpoints was already suggested about twenty
years ago, it has shown to be important for the development of a verification
method which satisfies the main goal we stated in the introduction: the
verification of a large range of circuits synthesized in a logic synthesis
environment. The experimental results demonstrate that it significantly
enhances the ability ofBDD-based verification methods to deal with circuits
that are structurally similar. The successful verification ofvarious multipliers shows that it is possible to handle circuits for which the global BDD
representations of the outputs would become intractably large.
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BDDs provide a powerful verification technique for combinational circuits.
The main drawbacks are the influence of the variable ordering, and the
potentially high memory usage. In the presented verification method, this
means that when many variables are introduced for breakpoints, there is a
larger chance that dynamic variable ordering is not able to find a good
ordering. Because all BDD-related representations have this problem, we do
not expect a significant improvement from the use of more sophisticated
canonical representations such as OKFDDs [Dre94]. More promising
techniques to alleviate the problem are those which try to reduce the number
ofBDD nodes that have to be stored simultaneously. In particular, it may be
useful not to store the BDDs for the functions associated with the
breakpoints, hut rather to recalculate them when they are actually used.
The presented experimental results suggest that the proposed method is able
to verify a large range of circuits synthesized with present-day synthesis
systems. A significant amount of research in the area of logic synthesis is
aimed at developing more sophisticated synthesis techniques which are able
to perform more aggressive optimizations than current synthesis methods.
lt is difficult to predict whether this will reduce the structural similarity to
a level that causes problems for the proposed verification method. However,
the ratio of the total number of breakpoints detected and the number of
breakpoints for which actually a new variable is introduced, suggests that
this may only start to influence the performance of the method when the
amount of similarity decreases by more than a factor 2. Furthermore, as is
suggested in [Bra93], it is also possible to partition the synthesis process in to
a number of smaller steps, and then verify each step separately. The
underlying idea is that when smaller parts of the synthesis trajectory are
verified, more structural similarities can be found.
As a by-product, the verification method generates information about the
structural similarity of the two circuits under comparison. The use of this
information is not limited to verification; it can also be used in other
applications, such as incremental logic synthesis [Bra94], incremental
schematic generation [Soe95], and layout generation for data paths [Nij97].

48

Formal Methods for the Verification of Digital Circuits

Chapter

4

Register Correspondences

4.1 Introduction
In this chapter, we address the problem of verifying the equivalence of
sequentia! circuits with identical state encodings. If two sequentia! circuits
have identical state encodings, then there also exists a correspondence
between the individual registers 1 of both circuits. We use the term 'register
correspondence' to denote the information that is needed to identify the
corresponding registers. If the register correspondence is known, then this
information is typically used as follows to verify the equivalence of the
circuits. Each register is conceptually modeled as an extra primary input and
primary output. During verification, the inputs associated with corresponding registers are assumed to be equivalent, and the associated outputs are
proved to be equivalent. This can be done with combinational verification
techniques. Therefore, this notion of equivalence may be considered as a
natural extension of the equivalence of combinational circuits as defined in
the previous chapter.
Verifying the equivalence of sequentia! circuits with identical state encodings
is a practically relevant problem, because many logic synthesis steps only
optimize the combinational logic of a sequentia! circuit without analyzing the
behavior of the circuit over the clock cycle boundaries. However, in several
practical cases, the problem arises that the register correspondence is not
explicitly known when the equivalence of both circuits has to be verified.
Generally, it cannot be assumed that corresponding registers have identical
names, because synthesis tools may change names, for example when the
hierarchy of a design is changed or when a description is converted to a
different format. In some cases, synthesis tools may also remove registers, for
example because their value is constant or because they are functionally
equivalent to other registers in the circuit. For these reasons, we will
investigate the problem of automatically extracting the register correspondence.

In this chapter, we consider two problem statements related to register
correspondences. The first problem statement assumes that for each register,
1. Note that, unless stated otherwise, we use the term register to denote a memory

element which stores a single bit of data.
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an initial value is specified. As we will explain in Section 4.3, this assumption
guarantees the existence of a unique maximum register correspondence, and
therefore it simplifies the problem. However, it does not always hold in
practice. Therefore, we also consider the problem of finding a register
correspondence without knowledge about the intended initia! state of the
registers.

4.2 Related work
Iffor each register an initial value is specified, then the problem of finding a
register correspondence can be solved with sequentia! verification techniques. We can take both circuits, connect the corresponding inputs, and
analyze the states which can be reached by this composite circuit; each state
of the circuit is completely characterized by the values of the registers. Two
registers can be defined to be in correspondence ifthey have the same value
in every reachable state. The register correspondence can be found by
calculating the entire reachable state space and then checking this condition
for every pair ofregisters. In the following chapter, we will discuss algorithms
for calculatingthe reachable state space. Because these calculations are computationally expensive, this approach is not feasible for many circuits of
practical size. Furthermore, the practical relevance of the problem we
consider sterns from the fact that many logic synthesis steps do not use any
knowledge of the reachability of states. Therefore, sequentia! verification
techniques do not provide an acceptable solution for this problem. Instead, we
would like to develop a verification method for this problem which avoids the
effort of calculating the reachable state space.
In Section 4.3, we will discuss a method to calculate a register correspondence
if the initial value of each register is known. This method iteratively
computes an equivalence relation on the set of registers to identify the
corresponding registers. We have also described this method in [Eij95b]. A
similar technique has been developed independently by T. Filkorn [Fil92]. He
presents it as a model optimization technique in the context of sequentia!
equivalence checking and model checking. This technique is used in the
verification system CVE developed at Siemens [Bor94].
As we mentioned in the introduction, the intended initial state ofthe registers
is not always specified in practice. Because the behavior of a circuit generally
depends on its initia! state, a sequentia! circuit is usually provided with a
mechanism to drive the circuit into a well-defined state. This mechanism is
often called the reset mechanism. If the reset mechanism can be identified,
then it can be used to automatically determine an initial state. In Section 5.3,
we will discuss this issue in more detail. In Section 4.4 of this chapter, we
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investigate an alternative approach. Instead of concentrating on a specific
initial state, we will address the problem of finding a register correspondence
under the assumption that any state of a circuit can be the initial state. This
assumption affects our definition of a register correspondence. The resulting
problem of finding a register correspondence resembles that of comparing
Boolean functions with unknown input correspondence; this is a well-known
problem, which has applications in technology mapping (see e.g. [Che93,
Moh95] ). There are however some important differences. Matching registers
is not only based on how the value of a register is used in the circuit, hut also
on the register's next-state function. Furthermore, unlike an input correspondence, a register correspondence is not necessarily one-to-one.

4.3 Registers with a specified initial value
4.3.1 Problem definition
In this section, we will define the problem of finding a register correspondence
if each register has a specified initial value. Fora basic understanding of the
problem, we first consider the simple example shown in Figure 4.1. In this
example, each register is initially zero. The problem that we want to solve is
the following: Given the two circuits shown in this figure, determine the
corresponding registers in both circuits. Of course, because the circuits are
identical, it is obvious that register r 1 corresponds to register r 3, and that
register r 2 corresponds to register r 4 . The correctness of this correspondence
can be argued as follows. The registers r 1 and r 3 are both initially zero, and
the next-state functions Ör 1 = i 1r 2 and Ör3 = i 1r 4 are equivalent under the
assumption that r 2 and r 4 correspond. Furthermore, also r 2 and r 4 are both
initiallyzero, and thenext-statefunctions Ör 2 = i 1 EB r 1 and Ör 4 = i 1 EB r 3 are
equivalent under the assumption that r 1 and r 3 correspond. It is important
to note that in this 'proof of correctness', we deal with all registers
simultaneously: we can only show that r 1 and r 3 correspond if we use the
information that also r 2 and r 4 correspond, and vice versa.

F'IGURE

4.1. A simple example to illustrate the problem
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To enable a more formal presentation of the problem, we will now define the
notion of a register correspondence more precisely. For each register r E R,
the initia! value of ris denoted r 0 • We model a register correspondence as an
equivalence relation on the set of registers R Rsp U Rim. This means that
we allow a register to correspond with several other registers. Before defining
the conditions an equivalence relation on R has to comply with to represent
a correct register correspondence, we first introduce the notion of a
correspondence condition to associate an equivalence relation on R with a set
of states. More specifically, this correspondence condition is a function which
evaluates to true for all states conforming to that relation. Note that we use
the word 'state' here to denote a value assignment to the registers of both the
specification and the implementation.
4.1
Given an equivalence relation ~ on the set of registers R. The correspondence
condition X ~ : B 1R1 - B is the function that defines whether a state
conforms to the relation ,;;;; , i.e., whether all registers in the same equivalence
class of ,;;;; indeed have the same value:
DEFINITION

xê

n

rj

= rk.

ri,rkERAriêrk

'lb illustrate this definition, consider the example of Figure 4.1 again. The
equivalence relation ~ representing the register correspondence consists of
two equivalence classes: {r 1, r 3} and {r 2, r 4}. The correspondence condition
associated with this equivalence relation is (r 1 = r 3 )(r 2 = r 4 ).

We can now define the conditions that an equivalence relation ~ on R has
to satisfy in order to represent a correct register correspondence. We impose
the following two conditions. The first condition is that if two registers
correspond according to ~, then they must have the same initial value. This
guarantees that both circuits start in a state in which X~ holds. The second
condition we impose is that if we consider two registers that correspond
according to ~,and a state in which Xê holds, then the next-state functions
of these registers have to be equivalent in this state. This condition
guarantees that if the two circuits are in a state for which X !li holds, then X f!i
will also hold for every next state of the circuits. lfboth these conditions are
satisfied, it can directly be concluded that all equivalent registers necessarily
have the same value in every reachable state. We introduce the term register
correspondence relation to denote an equivalence relation on R that complies
with the two conditions described above.
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4.2
An equivalence relation ~ on R is a register correspondence relation iff for
each pair of registers rj, rk E R with rj ~ rk:

DEFINITION

• roj

=

• X=
n:

rok'

=- (Ör. = Ör).
l

k

For a given pair of circuits, there may exist several register correspondence
relations. We state without proof that the set of all register correspondence
relations is a partially ordered set in which each pair of elements has a least
upper bound. Because each equivalence relation is a set, the partial ordering
is simply the set inclusion ordering. Given two register correspondence
1
relations ~ and ~ . The least upper bound of ~ and ~ is the relation ~
which can be defined as follows. First we introduce the relation a,;;b:
(4.1)

Note that ~b need not be an equivalence relation, because it is not necessarily
of ~ and ~ is the transitive closure of
transitive. The least upper bound
a,;;b. The relationship between the correspondence conditions of these
relations is as follows:

(4.2)
Because each pair of correspondence relations has a least upper bound, there
is a unique maximum element ~ • This maximum register correspondence
relation can also be characterized by the property that for any other register
correspondence relation ~ and for all rj, rk E R:
0

(4.3)
With the maximum register correspondence relation, equivalence for
sequentia} circuits with identical state encodings can be defined as follows.

4.3
Two sequentia! circuits
correspondence iff:
DEFINITION

Csp

and

Cim

are equivalent under unknown register

=- (Asp = Aim) ,
where

denotes the maximum register correspondence relation.

'4.3.2 Verification method
In this section, we describe a method to calculate the maximum register
correspondence relation ~c. The method consists of a greatest fixed point
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computation. A sequence of equivalence relations Th is calculated, which
converges to the maximum register correspondence relation. The first
relation T 0 is based on the first condition of Definition 4.2:
rjTOrk

.;:>

rf = r~.

(4.4)

Starting with T 0, a sequence of relations is calculated by applying the second
condition of Definition 4.2:
(4.5)
Since there is only a finite number of registers, a fixed point is reached after
a finite number of iterations, i.e., at some point Th Th+i· As is proved in
Theorem 4.1, this Th is the maximum register correspondence relation. It is
also the first relation in the sequence for which the second condition of
Definition 4.2 holds. The maximum number ofiterations is 1R1 +1, because
in every iteration, except the last one, the number of equivalence classes
increases by at least one.
THEOREM4.l

Given the sequence of equivalence relations as defined by Equations 4.4 and
4.5. IfTh = Th+l' then Th is the maximum register correspondence relation.
PRooF OF TBEOREM 4.1

We first prove that T h is indeed a register correspondence relation. Because
of the structure of Equation 4.5, it is easy to see that the following equation
holds, with 0 s n s h:
rjTn+lrk => rjTnrk.
This implies that rj T h rk => rj T 0 rk, and thus that rj T h rk => rf = r~.
Therefore, we may conclude that the first condition ofDefinition 4.2 holds for
Th.
Because Th
rj T h rk

= Th+l' we can rewrite Equation 4.5 to:

.;:>

rj T h rk

A (XTh =:> (Öri

=Örk)) .

From this equation, it follows that:
rjThrk => (X,.h =>(Ör;

=Ör)).

This proves that also the second condition of Definition 4.2 holds for T h;
hence, Th is a register correspondence relation. We will now prove that Th
equals ~by showing that the property given by Equation 4.3 holds for Th.
Given a register equivalence relation g; . lt is easy to see that:
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Now assume that there are rj, rk E R such that rj ~ rk /\ -i(rj Thrk). Then
there has to be a T n. with 0 s n < h, such that:
Vrj,rk ER: rj g; rk ~ rjTnrk,
3rj, rk ER: rj g; rk /\ -i(rj Tn+l rk).
From the former equation, it follows that g; is included in T n and thus
Xrn ~ X~, while from the latter, it follows that there are rj, rk E R such that
X~ ~ (Öri = Örk) and ..., (XT. ~Or; = Örk). This results in a contradiction, and
therefore, we conclude that for every register correspondence relation g; and
rj,rk ER:
rj ~ rk ~ rjThrk.
This completes the proof.

0

We will now illustrate the proposed method with the two circuits shown in
Figure 4.2.

11

i1

i2

12
0 spl

0 iml

FmURE 4.2. 1\vo circuits for which a register correspondence exists
Because every register correspondence relation is an equivalence relation, we
write it as a partition of the set of registers (see also Section 2.3). In this
example, each register is initially zero. Therefore, we start with the
assumption that all registers are equivalent. This corresponds to the
partition {{r 1 , r 2,r3 , r 4 , r 5 , r 6 }}. The correspondence condition of this relation
is r 1 = r 2 = r 3 = r 4 = r 5 = r 6 • With this condition, the next-state functions
of r 1 and r 4 can be written as i 1 El7 r 1; the next-state functions of the other
registers are equivalent to the function r 1. Therefore, the partition is refined
to {{r 1, r 4 }, {r2 , r 3 , r 5 , r 6 }}. In the second iteration, the next-state functions are
compared using the correspondence condition (r 1 = r 4 )(r 2 = r 3 = r 5 = r 6 ).
This results in the partition {{r1 , r 4 }, {r 2 , r 6 }, {r3 , r 5 }}. This partition does not
change in a following step, so a fixed point has been reached. The final
partition directly shows the correspondence of the registers, and with this
information, the equivalence of the outputs is readily proved.
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4.3.3 lmplementation issues
When implementing the method of Section 4.3.2, we have to choose an
appropriate data structure for storing the relations T h that are calculated
during the refinement process. Because every T h is an equivalence relation,
it can be represented by its equivalence classes. We already used this property
in the example of the previous section. These equivalence classes form a
partition of R. Therefore, the choice of an appropriate data structure for T h
is not difficult: We can simply store the equivalence classes of Th explicitly,
resulting in a space complexity of O(R). In every iteration, a new relation T h+ 1
is derived from the previous relation Th by splitting some equivalence classes
into a number of smaller classes. This can be done by evaluating the second
condition of Definition 4.2 using BDDs. In that case, the complement of the
correspondence condition X".rrh is basically used as a don't care set when
comparing the next-state functions of the registers. Because of the way this
condition is defined, we can also use the following procedure which actually
exploits this condition to simplify the refinement process. The correspondence condition expresses that registers in the same equivalence class of the
partition have the same value. Ifwe simply use a single variable to represent
all the registers in the same equivalence class, then the correspondence
condition holds by construction. This results in the following approach. Each
equivalence class of Rh is assigned a unique variable to represent all the
registers in that class. When each register is represented by the variable
assigned to its equivalence class, the comparison of the next-state functions
can be done with any combinational verification method. If the next-state
functions are represented by BDDs, we have the extra advantages that fewer
BDD variables are needed and that the BDD for the correspondence condition
is not required. Of course, it is necessary to recalculate the BDDs for the
next-state functions after every iteration. This is nota significant drawback:
because BDD packages cache the results of previous computations, these
recalculations are typically performed efficiently.
The required number of iterations is at most 1R1 +1. As this can still be quite
a lot for circuits with many registers, we propose an extra technique which
may improve the efficiency in practice. The basic idea is to use random vector
simulation to refine the initial partition. This means that instead of
evaluating the conditions on which the refinement process is based for all
possible states and input vectors, we consider only a limited number of states
and input vectors during the first iterations of the refinement process. The
circuits are simulated repeatedly, and after each simulation run, the partition
calculated thus far is refined based on the outcome of simulation. When no
progress is made, the partition is further refined with a verification method.
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As a result, the number ofiterations which require combinational verification

techniques may be reduced.

4.3.4 Extensions of the method
In the previous two sections, we have defined the notion of a register
correspondence, and we have described a method to calculate it. In this
section, we discuss how this method can be extended in a simple and natura!
fashion to also handle negated and constant registers.
The first extension we consider is that of comparing registers modulo
negation. In that case, we do not only say that two registers are in correspondence ifthey have the same value in every reachable state, but also if they
have opposite values in every reachable state. Because for each register an
initia! value is specified, the presented method can easily be extended to take
this into account. The essential point is that we can use the initia! values of
the registers as a reference: lf two registers have equal initia! values, then we
have to check whether these registers are equivalent, and otherwise, we have
to check if one register is the negation of the other register. Instead of actually
extending the method of Section 4.3.2, we can also handle this in a
preprocessing step. In this step, all registers can be given the same initia!
value using the behavior-preserving circuit transformation shown in Figure
4.3. This transformation can be used to negate all registers which are initially
1 (or all registers which are 0 for that matter). After this preprocessing step,
the method described in the previous section can be applied to calculate the
maximum register correspondence relation.
r

-ffi=
0
=
r0

r

--[»{t{>o-E
r0

1

=0

FmuRE 4.3. The circuit transformation for negating a register

Another relatively simple extension is the detection of constant registers. A
register is called constant ifit has the same value in all reachable states. The
basic idea of this extension is as follows. We do not only calculate an
equivalence relation which identifies the equivalent registers, hut also a
function const : R - B, which identifies the constant registers. Initially, we
assume that every register is constant. The correspondence condition is
extended with this information:
r.

J

=rk) (

n

ri ER A const(ri)

r.

J

=r9)J .

(4.6)
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In every iteration, a new function consth+l can be calculated with the

following equation:
consth+l(rj)

= consth(rj)

/\

(XTh,consth:::;, (Örj

=rf)).

(4.7)

A fixed point is reached when Th = Th+l and also consth = consth+i·

4.4 Registers with an unknown initial value
4.4.1 Problem definition
In the previous section, we used the assumption that for each register an
initial value is specified. In this section, we drop this assumption and discuss
the notion of a register correspondence for the case that we have no
knowledge of the intended initia! values of the registers. Ata first glance, it
may seem that this does not change the crux of the problem, and that the
method of Section 4.3.2 can still be used simply by starting the refinement
process with all registers in a single equivalence class. However, there is a
subtle difference which we cannot ignore. Ifthe initial value of a register is
not known, then we have to assume that the register can start in any of its
two states. Therefore, we can no longer assume that two registers in the same
circuit are equivalent. Consider the circuits shown in Figure 4.4. If we start
with all registers in a single equivalence class, then the maximum register
correspondence relation as defined in Section 4.3.1 is {{r 1,r 2 ,r3 ,r4 }}. This
correspondence only covers states in which r 1 and r 2 have the same value. If
forexample the circuit at theright starts in the state (r 3, r 4 ) (0, 1), then the
maximum register correspondence cannot be used to deduce a corresponding
state for the circuit shown at the left.

0 sp2

FIGURE

4.4. An example to illustrate the notion of a register correspondence for registers with an unknown initial value

For the example of Figure 4.4, the correct register correspondence relation
would be {{r 1,r3 }, {r2 ,r4 }}. This shows that it is necessary to formalize the
notion of a register correspondence differently if the initial values of the
registers are unknown.
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The behavior of a circuit generally depends on its initial state. Because in this
section we assume that a circuit can start in any of its states, a circuit does
not necessarily behave deterministically, i.e" its behavior as observed at its
outputs is not completely defined by the sequence of values offered at its
inputs. In that case, it is not necessary that an implementation can behave
exactly the same as its specification; it is sufficient that the set ofits possible
behaviors is 'contained' in that of the specification. For this reason, we make
a distinction between the specification and the implementation in the
following definitions. We will discuss this issue further after we have given
the new definition of a register correspondence.
Similarly as in Section 4.3.1, a register correspondence is modeled as an
equivalence relation on the set of registers, and the correspondence condition
is used to capture the states which conform to a given equivalence relation.
However, the condition that equivalent registers have the same initial value
is now replaced by the condition that no pair of registers from the
implementation may be in the same equivalence class.
DEFINITION 4.4

An equivalence relation ~ on R is a register correspondence relation iff for
each pair of registers rj, rk E R with rj ~ rk:
• X ~ => ( Orl

• rj E

= or) ,

Rsp V

rk E

Rsp.

Because of the second condition, there generally is not a unique maximum
register correspondence relation. Instead of defining the equivalence of two
sequentia! circuits under unknown register correspondence, we define the
conditions for the behavior of the implementation to be contained in that of
the specification.
4.5
Given two sequentia! circuits Csp and Cim· Cim conforms to Csp under
unknown register correspondence, iff there is a register correspondence
relation ~ such that:

DEFINITION

Xi;g => (Asp

= Aim).

The second condition of Definition 4.4 requires that the implementation does
not contain a pair of corresponding registers. Because this condition is not
imposed on the registers of the specification, it may be that for some initial
states, the specification behaves differently than the implementation. This is
illustrated by the example depicted in Figure 4.5. Cim conforms to Csp under
unknown register correspondence, and the correspondence relation is
{{r 1 , r 2 , r 3 }}. Ifthe specification starts in the state (r 1 , r 2 ) (1, 0) and the first
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value offered at input i 2 is 0, then for one clock cycle, output ospl is 1 and
output 0 8 P2 is 0. In the implementation, it cannot happen that output oiml is
1 while output oim2 is 0.

Csp:

FIGURE

4.5. An example to illustrate that the behavior of the
specification may differ from that of the implementation

4.4.2 Verification method
Now that we have defined the problem, we can describe a method to verify if
an implementation Cim conforms to a specification Csp under unknown
register correspondence. In Section 4.4.1, we explained that the problem
cannot be solved completely by the procedure to calculate a maximum
register correspondence. However, this procedure can still be used to
calculate an equivalence relation for which at least the first condition of
Definition 4.4 holds. Instead of using the initial values of registers to create
an initia! equivalence relation, we can start from the relation which defines
all registers to be equivalent, or from an equivalence relation obtained using
other analysis techniques. The subsequent calculations are the same. With
a proof similar to that of Theorem 4.1, it can be shown that the resulting
relation is the largest relation contained in T 0 for which the first condition of
Defmition 4.4 holds. However, this relation may still have equivalence classes
containing more than one register from the implementation. If this is not the
case, then we have found a correct register correspondence, and we only have
to verify that the outputs of both circuits are functionally equivalent.
Otherwise, we need some techniques with which we can further refine the
relation, or, if this is not possible, search for an equivalence relation contained
in the relation we have found so far, which satisfies Definitions 4.4 and 4.5.
The procedure of Section 4.3.2 mostly considers the functionality of the
registers; it does not take into account how the output of a register is
connected to the primary outputs and to other registers. Therefore, it is useful
to combine it with another technique which also takes this aspect into
account. The basic idea is easily explained using the example of Figure 4.4.
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The outputs o8 P2 and oim 2 can only be equivalent if the registers r 2 and r 4
correspond. Similarly, it can also be concluded that registers r 1 and r 3 have
to correspond. More generally, the idea is the following. Ifwe know that two
functions have to be equivalent, then there also has to be a correspondence
between the registers on which these two functions depend. We can perform
such an analysis for the functions of corresponding outputs, and also for the
next-state functions of the registers forwhich the correspondence has already
been determined. The problem of finding an input correspondence for two
Boolean functions is a well-known problem (see e.g. [Che93] and [Moh95]). lt
is not surprising that techniques developed for this problem are also useful
for finding a register correspondence; the problem of finding an input
correspondence is easily transformed into the problem of finding a register
correspondence, as is illustrated in Figure 4.6.

f

FIGURE

g

4.6. Transforniing the problem offinding an input correspondence to that of finding a register correspondence

By comparing pairs of functions which have to be equivalent, we can generate
constraints of the form 'the registers rj E Rsp and rk E Rim have to
correspond'. lf for all registers in the same equivalence class such constraints
can be generated, we can split the equivalence class into several new classes.
Otherwise, the constraints can still be used to reduce the number of
equivalence relations which potentially are the register correspondence we
are searching for. To discuss the technique more formally, we need the
following definition.

4.6
Given a sequentia! circuit (V, 1, 0, R, A) and a function f: B 1R1 x B 11 1 -+ B.
The register support off, written suppR(f), is the subset of registers on which
f depends directly. It is defined as:

DEFINITION

suppR(f) = {r ER

1

flr

~

flrl.

We assume that we have an equivalence relation Ton the set ofregisters, and
two functions f: B IR•• I x B 11001 -+ B and g: B IRitnl x B 11iml -+ B which
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should be equivalent. We want to use techniques which are also used for
determining input correspondences. These techniques only work if there is a
one-to-one correspondence between the registers in the register support of f
and g. Therefore, we only analyze f and g if 1suppR(f) 1 = 1suppR(g) 1 . This
is a sufficient hut not a necessary condition. Because a register in the
implementation may correspond to several registers in the specification,
there are also weaker conditions. However, we will not discuss these here. If
the above condition holds for f and g, then we can use signature-based
techniques to try to uniquely identify registers. For example, we can use the
number of minterms in the positive cofactor of a function with respect to a
register as a signature. In that case, we know that the registers rj E suppR(f)
and rk E suppR(g) have to correspond if rj T rk, the number of minterms in
fl ri equals the number of minterms in g 1 rk' and there is no other register in
suppR(g) for which these conditions hold.
Contrary to the method of Section 4.3, there is no simple extension to handle
negated and constant registers. Because the initial value of the registers is
unknown, there is no easy identification of negated registers. Because there
is no obvious relation to start with, the procedure to calculate the maximum
register correspondence cannot be used anymore, and we need to use
signatures which are independent of the registers' polarity. Especially if
many-to-one correspondences are allowed, and also constant registers in the
specification, this complicates the problem considerably. A discussion ofthese
extensions is beyond the scope of this thesis.

4.5 Experimental results
This section presents the results of some experiments we have done to verify
sequentia! circuits with identical state encodings. All tests are performed on
a 99 MHz HP9000/735 workstation. First we present results for the method
which requires that for each register an initia! value is specified. The
verification method extracts the register correspondence (including negated
and constant registers) and uses the basic BDD-based verification method as
outlined in the Sections 2.5 and 3.1 to compare the next-state and output
functions.
We use the method to verify pairs of sequentia! multi-level circuits from the
LGSynth'91 benchmark set. For the circuits for which only one description is
provided, we have generated a second description using the logic synthesis
system SIS developed at the University of Califomia, Berkeley [Sen92]. The
resulting circuits are given the postfix 'c'. The applied transformations modify
the combinational part of the circuits; they include collapsing, simplification,
factoring and technology mapping. These transformations may also remove
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registers, for example because they are constant or not used in the circuit.
Therefore, the register correspondence cannot be completely derived from the
names of the registers. 'Th avo id any coincidental similarities between the two
circuit descriptions, the order of the registers in every second description has
been changed randomly. The results are shown in Table 4.1. The table lists
the run time, the maximum number of BDD nodes and the number of
iterations, for the method without and with the use of random vector
simulation.
TABLE4.l Experimental results for circuits with a specified initia! state

circuits

IRspl
I

l~ml

with simulation
time BDD iter
(s)
nodes

without si
time B
(s)

s208.1-s208.lc
8/8
0.1
0.1
s298-s298c
14/14
s344-s349
15/15
0.1
s382-s400
21/21
0.2
s386-s386c
0.1
616
s420. l-s420. lc
16/16
0.3
21121
0.2
s444-s444c
s510-s510c
6/6
0.2
21/21
0.2
s526-s526n
s641-s713
19/19
0.2
s820-s832
5/5
0.3
s838.1-s838.lc
32/32
3.5
0.3
s953-s953c
29/29
0.5
s1196-s1238
18/18
74174
s1423-s1423c
7.8
s1488-s1494
616
0.4
164/163
4.5
s5378-s5378c
211/145
6.2
s9234.1-s9234.lc
s 13207.1-s13207. lc 638/474
12.6
s15850.1-s15850.lc 534/504 172.5
s38417-s38417c
1636/1463
s38584.1-s38584.lc 1426/1260 105.6

342
90
185
680
100
251
96
432
167
2517
413
2030
4520
184
1809
3509
1005
6543

4
10
3
17
10
5
10
5
4
33
7
3
10
4
13
20
38
28

141
0.1
0.1
67
0.1
253
142
0.1
0.1
184
0.2
549
133
0.1
0.1
237
0.2
118
0.2
366
0.2
175
3.5 2437
0.4
399
0.5 2030
4.0 4184
0.3
180
4.9 2562
6.1 3519
12.8 1091
145.6 16553

7423

25

53.6 19951

3
1
1
1
1
3
1
1
2
1
1
26
3
1
2
1
2
10
25
17
3

With both approaches, the register correspondence can be calculated
efficiently. Circuit s38584.1 with 1426 registers is for example completely
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verified within 2 minutes. The algorithm only fails to complete the
calculations for circuit s38417, because it is not able to build the BDDs within
a memory limit of 50 Mb.
The number of simulation vectors is determined dynamically. In each
simulation run, both circuits are simulated for 32 vectors in parallel.
Simulation is stopped. when the register correspondence does not change
during 16 successive runs. For the benchmark circuits, the number of
simulation runs ranges from 18 to 83. As the results show, random vector
simulation is able to reduce the required number of iterations by at most a
factor 10. The required run time however does not decrease proportionally;
in all cases, the reduction in run time is less than a factor 2. The reason for
this is that the iterations avoided by simulation are the earlier iterations of
the fixed point computation. In these iterations, there are not that many
equivalence classes, and thus relatively few BDD variables are used.
Therefore, these iterations are performed faster than the final iterations.
When the maximum number of BDD nodes is compared, then the implementation without simulation seems to be superior for the larger benchmarks. Apparently, the larger number of iterations helps dynamic variable
ordering to find a better variable ordering for these benchmarks.
TABLE

4.2 Detailed results for some LGSynth'91 benchmarks

circuit

total nr.
registers

s641
s1423
s5378
s9234.1
s13207.1
s15850.1
s38584.1

19
74
164
211
638
534
1426

unconn.
registers
0
0
0
66
21
10
0

constant
registers
4
0
0
3
74
54
37

equiv.
registers
1
1

1
13
174
18
107

remaining
registers
14
73
163
129
369
452
1282

Table 4.2 gives an overview of the circuits for which the maximum register
correspondence relation also detects 'redundant' registers within a single
circuit. The first two columns respectively show the name of the circuit and
the total number of registers. The next columns list the number of registers
that are not directly or indirectly connected to an output, the number of
constant registers, and the number of registers which can be removed
because they are functionally equivalent to another register. The last column
gives the resulting number of registers. Note that for circuit s38584.1, this
number exceeds the number of registers in the implementation synthesized
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with SIS, which contains 1260 registers. This difference is caused by registers
which appear to be indirectly connected to outputs, hut which become
unconnected after the removal of equivalent and constant registers.
We have also implemented the verification method which checks whether an
implementation conforms to a specification under unknown register correspondence, as described in Section 4.4. The verification method uses the basic
BDD-based verification method, as outlined in the Sections 2.5 and 3.1, to
compare the next-state and output functions. We use the method to verify
sequentia! multi-level circuits from the LGSynth'91 benchmark set against
themselves. Table 4.3 shows the results for the circuits for which the
equivalence relation calculated with the procedure of Section 4.3.2 needs to
be further refined to obtain a register correspondence relation as defined in
Definition 4.4. For the other circuits, the results are similar to the results
presented in Table 4.1. The table lists the run time needed to find a register
correspondence which proves the equivalence of both circuits, the maximum
number of BDD nodes needed during verification, and the total number of
solutions. In this context, a solution is a register correspondence relation
which shows that the implementation conforms to the specification.
TABLE

4.3 Experimental results for circuits with unknown initia! state
circuits

s641-s641
s1423-s1423
s5378-s5378
s9234.1-s9234.1
s 13207.1-s13207 .1
s15850.l-s15850.1
s38584.1-s38584.1

1Rsp 111 R:ïm 1
19/19
74/74
164/164
211/211
638/638
534/534
1426/1426

time (s)
0.6
9.4
6.2
17.4
81.6
126.6
120.2

BDD nodes solutions
2434
1
4604
1
2
5667
1
5092
1
6591
11142
1152
26744
1

For the circuits s641, s1423, s9234.1and38584.1, the combination of both
techniques proposed in Section 4.4.2 is able to uniquely identify the solution.
In the remaining three cases, we have to explicitly enumerate the remaining
search space of equivalence relations. For two circuits, this cannot be avoided,
because there exists more than one solution.

4.6 Discussion
In this chapter, we have considered the problem of automatically finding the
correspondence between the registers of sequentia! circuits with identical
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state encodings. We have shown how the concept of a register correspondence
can be formalized if for each register an initial value is specified, and how the
corresponding unique maximum register correspondence relation can be
calculated. In each step of this calculation, a combinational verification
problem has to be solved. Therefore, the proposed method can easily be
integrated with any combinational verification method. The experimental
results demonstrate that the register correspondence can be calculated
efficiently. Random vector simulation can be used to reduce the required
number of iterations, hut the experimental results indicate that this gives
only a minor improvement in run time.
We have also considered the problem of finding a register correspondence if
the initial states of the registers are unknown. This complicates the problem,
because in that case, we cannot assume registers in the implementation to be
equivalent. We have described a verification method for this problem, which
combines the method we proposed for the case that each register has a
specified initial value, with a technique based on signatures. The combination of these two techniques is not always able to uniquely identify a solution.
Therefore there are some cases in which we have to enumerate the remaining
set of equivalence relations.
In this chapter, we addressed the problem of verifying the equivalence of
sequentia! circuits wîth identical state encodings. As we mentioned in the
introduction, this problem can be considered as a natural extension of the
problem we addressed in the previous chapter. The problem can be further
generalized by also not requiring the primary input and output correspondences to be given. From a practical point of view, this generalization is of
limited use for verification: Even when correct input and output correspondences are found, this still does not guarantee that no primary inputs and
outputs are swapped inadvertently when connecting the circuits to the
surrounding circuitry. Therefore, it also needs to be verified whether
corresponding inputs and outputs are actually connected to the same signal
in the surrounding circuitry. However, if this information is available, then
it can also be used directly to determine the input and output correspondences.

Chapter

5

Sequential Verification

5.1 lntroduction
In this chapter, we address the problem of verifying the equivalence of
sequentia} circuits. The key aspect that distinguishes this problem from the
problems discussed in the previous chapters, is that it involves a detailed
analysis of the sequentia} behavior of a circuit. This behavior is characterized
by the states a circuit can reach, and the transitions between these states.
Because the number of states grows exponentially with the number of
registers in a circuit, it means that even for relatively small circuits, we may
have to represent and manipulate large sets of states. This is usually referred
to as the 'state explosion problem'. If a set of states is stored explicitly, then
the maximum size of a set that can be represented grows linearly with the
available amount of memory. This serious harrier can be avoided by
representing sets of states implicitly. Verification methods which use this
approach are called symbolic methods. Most symbolic methods proposed in
literature use BDDs to represent sets of states (see e.g. [Bur94, Cou89a,
Tou90]). The reported results indicate that these methods may be able to
handle very large sets. For example, circuits with more than 10 20 reachable
states have been verified successfully.
In Chapter 3, we observed that combinational verification is often used to
compare circuits which show certain similarities. We can make a similar
observation for sequentia! verification. lf a circuit is derived from another
circuit by means of sequential synthesis techniques, then these circuits
typically have similar state encodings. If for example a design is retimed or
optimized with respect to the non-reachable state space, there clearly exists
a relation between the registers of the circuits preceding and following
synthesis. In this chapter, we focus on techniques to detect and utilize this
relation. The techniques we will describe are based on the concept of
functionally dependent variables; these variables are characterized by the
property that their value can always be deduced from the values of the other
variables in the problem representation. Therefore, dependent variables can
be removed from this representation without loss of information. As we will
explain in Section 5.4, this has several positive effects on the performance of
a BDD-based verification method.
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5.2 Equivalence of sequentia! circuits
In this section, we will introduce a suitable notion of equivalence for
sequential circuits, and discuss how symbolic verification methods basically
work. First, we explain how a sequential circuit can be modeled as a
deterministic, Mealy-type finite state machine (FSM).

5.1
A deterministic finite state machine is a sextuple M = (X, Y, S, 8 0 , 8, A)
where:
DEFINITION

, - • X is the input space,
• Y is the output space,
• S is the state space,
• 8 0 Ç S is the set of initial states,
• 8 : S x X - S is the next-state function,
• A : S x X - Y is the output function.
The sets X, Y and S are required to be finite.
Given a sequentia! circuit C = (V, 1, 0, R, f). The state of this circuit is
defined by the values stored in its registers. Therefore the state space is
S = B 1R1 . The input space and the output space are X = B 11 1and Y = B 1°1 .
Consequently, the functions 8 and Aas defined in Section 2.4 correspond to
respectively the next-state function and the output function. Only the set of
initia! states 8 0 cannot be derived directly from the circuit itself. We assume
that each circuit has a single initia! state, which is specified explicitly.
Because a sequentia! circuit can readily be viewed as a FSM, we will often use
the term sequentia! circuit in the remainder of this chapter, while strictly
speaking, we mean the FSM that can be derived from that circuit.
Intuitively, two sequentia! circuits are equivalent if for any sequence of input
vectors, they both produce the same sequence of output vectors. This notion
of equivalence is formalized in the following definitions. Let x* be the set of
finite sequences over X. The empty sequence is denoted by E. Furthermore,
let x+ be the set of non-empty sequences over X, i.e., x+ = X*\{E}.
5.2
Given a FSM M = (X, Y, S, 8 0 , 8, A). The functions 8 * : S x x* - S and
A+: S x x+ -Yare defined as:

DEFINITION

8 *(s,a) -

S
{

8(8 *(s, t), x)

ifCJ=E
if a = tx, for some x E X, t E X* '

A +(s, a) = A(8 *(s, t), x) , with a = tx, for some x E X, t E x* .
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The following definitions assume two sequentia! circuits Csp and Cim' which
can be modeled as the finite state machines Msp = (X, Y, Ssp, So,sp' 8sp, Asp)
and Mim = (X, Y, Sim' S 0 im' 8im' Aim) respectively. Both circuits are assumed
'
to have a single initial state, i.e., So,sp = {so,sp} and So,im = {so,im}.

5.3
Two states Ssp
Ssp - Sim' iff:
DEFINITION

"ila E

E

Ssp and sim E Sim are functionally equivalent, written

x+ : A~p(S 8p, a)

=

Atm(sim' a) .

5.4
The circuits Csp and Cim are functionally equivalent iff:
DEFINITION

so,sp - so,im ·
A general procedure to check the equivalence of two sequentia! circuits is the
following. First the so-called product machine is constructed. This machine
is obtained from the two circuits by connecting the pairwise corresponding
inputs, and by adding extra logic to check the equivalence of the pairwise
corresponding outputs. This construction is depicted in Figure 5.1.

x

B

FIGURE

5.1. Construction of the product machine

Formally, the product machine can be defined as follows.
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DEFINITION 5.5
The product machine of Msp and Mim is the FSM M
defined by:

• S

= Ssp

= (X, B, S, 8 0 , 8., A)

x Sim ,

• So = So,sp x So,im •
• 8.(s 8p, sim• x) = (A8 p(S 8 p, x), Aim(sim• x)) ,
• A(s 8p, sim• x) = (A8 p(S 8p, x) = Aim(sim• x)) .
The output function of the product machine is 1 for a given state and input
vector, if all corresponding outputs of the circuits Msp and Mim have the same
value for that state and input vector. We can therefore verify the equivalence
of these circuits by checking whether for each state s E S reachable from the
initia! state and for each input vector x E X, the value of A(s, x) is 1. This
means that we have to calculate all reachable states of the product machine.
DEFINITION 5.6
The reachable state space of a FSM M, written Reach(M), is defined by:
Reach(M) = {A *(s 0 , a) 1s 0 E 8 0 /\ a E X*} .

In BDD-based methods, the reachable state space is typically calculated in a
breadth-first traversal starting from the initial state [Cou89a]. In each step,
all states are computed which can be reached in a single transition from a
state already reached in a previous iteration. This is continued until no new
reachable states are found. The set of reached states is not stored explicitly;
instead, it is represented with a BDD. More specifically, the BDD represents
the characteristic function of the set of reached states. This is a function of
type S - B which evaluates to 1 fora state that is in the set, and to 0 for any
other state. In this chapter, we will not make a sharp distinction between a
set and its characteristic function.
An important operation in the state space traversal algorithm outlined above
is the calculation of the set of states which can be reached in a single
transition from a given set of states. This set is defined as follows.

5.7
Given a next-state function A : S x X - S and a set of states Q
of successor states of Q, written succ(Q), is defined as:
succ(Q) = {A(s,x) 1s E Q /\ x EX}.
DEFINITION

Ç

S. The set

Algorithm 5 .1 shows the resulting algorithm for verifying whether the output
of the product machine is 1 in every reachable state. The algorithm is said to
perform a forward traversal, because for each reached state, it continues with
the successor states.
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5.1. Verification algorithm based on a forward traversal
Q := 8 0 ; front := Q;

A.LGORITHM

do {

if (3s E front, x E X : A(s, x)

;é

1)

generate a counter-example and stop;

front := succ(front) \ Q;
Q := Q U front;
}

while

(front

;é

0);

report that both circuits are equivalent;

Instead of calculating the reachable state space, we can also calculate the
equivalence relation - as defined in Definition 5.3, and then check whether
the initial states of both circuits are equivalent according to this relation.
Methods based on this approach are for example proposed in [Fil91] and
[Lin90]. In the product machine, the set of states which corresponds with the
equivalence relation - is called the equivalent state space.
5.8
The equivalent state space of a product machine M, written Equiv(M), is
defined by:
Equiv(M) = {s E SIVa Ex+: A+(s,o) = 1}.
DEFINITION

Similar to the reachable state space, the equivalent state space can be
calculated in a breadth-first traversal. The main difference is that for the
reachable state space, the traversal is used to directly determine the states
that are reachable, while for the equivalent state space, the traversal is
basically used to determine the states that are not equivalent. The travers al
starts from the set of states for which the output function Ais 1 for every input
sequence oflength 1. In each step, all states are removed which can enter a
state outside the set of states that is being calculated. This is continued until
no states can be removed anymore.
An important operation in the state space traversal algorithm outlined above
is the calculation of the set of states which can enter a given set of states in
a single transition. This set is defined as follows.

5.9
Given a next-state function A : S x X - S and a set of states Q Ç S. The set
ofpredecessor states of Q, written pred(Q), is defined as:
DEFINITION

pred(Q) = {s E Sl3x EX: A(s,x) E Q}.
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Algorithm 5.2 shows the resulting algorithm for verifying whether the initia!
state of the product machine is in the equivalent state space. The algorithm
is said to perform a backward traversal, because for each reached state, it
continues with the predecessor states.
5.2. Verification algorithm based on a backward traversal
Q := {s ES IVx EX: A(s,x) = 1}; front:= S\Q;

ALGORITHM

do{

if (front n 8 0

;é

0)

generate a counter-example and stop;

front := pred(front) n Q;
Q := Q\front;
}
while (front

;é

0);

report that bath circuits are equivalent;

Figure 5.2 illustrates the relation between the reachable state space and the
equivalent state space of the product machine. With both sets of states, the
equivalence of the circuits can be verified. In general, there may also be other
sets which can be used. Following the terminology of [Sta94], we introduce
the concept of a stable set to characterize these sets.
DEFINITION 5.10
A set of states Q Ç S is a stable set if there are no transitions from a state
within the set to a state outside the set, i.e., iff:
succ( Q) Ç Q .

Note that the reachable state space and the equivalent state space are stable
sets by construction.
(a)

FIGURE

(b)

s

5.2. State space of a product machine consisting of (a) two
equivalent circuits and (b) two non-equivalent circuits
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We can now state the following theorem about the equivalence of sequentia!
circuits.

5.1
The sequentia! circuits Csp and Cim are functionally equivalent iff there
musts a stable set of states Q Ç S such that:
THEOREM

• Vs E Q, x E X : A(s, x)

=

1,

• So ç Q.

5.1
To prove Theorem 5.1, we may reason as follows. If the circuits are
functionally equivalent, then there is a stable set which satisfies the stated
conditions: We can simply take Reach(M). Furthermore, it is easy to show
that every stable set Q Ç S with 8 0 Ç Q is necessarily a superset of
Reach(M). Therefore, if there is a stable set for which the conditions stated
in the theorem hold, then the output function is also 1 for any state in
Reach(M) and any input vector. Consequently, we can conclude that both
circuits are functionally equivalent.
o

PRooF OUTLINE OF THEOREM

We will now illustrate Theorem 5.1 with a simple example. Consider the
circuit shown in Figure 5.3 with initial state (r 1, r 2 ) = (1, 0), and assume that
we verify two copies of this circuit, one with the registers r 1 and r 2 , and the
other one with the registers r 3 and r 4 . A state of the corresponding product
machine is written as a vector (r 1 , r 2 , r 3 , r 4 ). For example, the initial state of
the product machine is denoted (1, 0, 1, 0). The reachable state space of the
product machine contains two states:
Reach(M) = { (0, 1, 0, 1), (1, 0, 1, 0) } .
Because in each circuit, the states (0, 0) and (0, 1) are equivalent, the
equivalent state space is:
Equiv(M) = { (0, 0, 0, 0), (0, 0, 0, 1), (0, 1, 0, 0), (0, 1, 0, 1), (1, 0, 1, 0),
(1, 1, 1, 1) } .

0/1

FIGURE

5.3. An example circuit and its state diagram

74

Formal Methods for the Verification ofDigital Circuits

Both sets are stable by construction. For t~is example, there is also another
non-trivial stable set, namely the set of states in which the corresponding
registers (i.e., r 1 and r 3, and r 2 and r 4) have the same value:
Q = { (0, 0, 0, 0), (0, 1, 0, 1), (1, 0, 1, 0), (1, 1, 1, 1) } .
As this example shows, there generally are several stable sets. To prove that
the circuits are equivalent, it suffices to show that one of these sets satisfies
the conditions stated in Theorem 5.1. The efficiency of a verification method
depends on the set that is calculated. For example, there are circuits for which
a forward traversal requires only two iterations, while a backward traversal
requires exponentially many, and vice versa. The size of the BDD representations for the intermediate and final sets of reached states can also differ
significantly.

In the literature, several techniques are proposed to implement the
calculation of the set of predecessor or successor states efficiently (see e.g.
[Bur94] for an overview). We will explain a technique to calculate succ(Q);
pred(Q) can be calculated similarly. The technique is based on the state
transition relation.

5.11
Given a next-state function /1: S x
N : S x X x S - B is defined by:
N(s, x, s ') = 1 <=> !i(s, x) = s' .

DEFINITION

x- S.

The state transition relation

The state transition relation can be represented with a single BDD. We
associate two variables with every register r: a current-state variable r and
a next-state variable r•. Then N can be calculated as:
N =

n

(r•

=Ör) .

(5.1)

rER

With this transition relation, succ(Q) can be calculated as follows. First, the
of N and Q is computed, and then an existential quantification over the
input variables and the current-state variables is performed. The result is the
set succ(Q), expressed over the next-state variables. Therefore, each
next-state variable r• is replaced by the corresponding current-state variable
r to obtain the set of successor states. These three operations can be combined
into a single algorithm [Met94].

AND

5.3 Resetable circuits
The assumption that for each circuit an initia! state is specified, is not always
justified in practice. Iffor example a circuit is described by an EDIF netlist,
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then no initial state is specified [Bor94]. There is a class of circuits, called
resetable circuits, for which an initia! state can be determined automatically.
When a circuit is powered on, its initial state is generally unknown.
Therefore, a reset mechanism is often implemented to drive the circuit to a
designated state, which is called the reset state. The reset mechanism is
enabled by a specific sequence of input vectors, which is called the reset
sequence or synchronizing sequence.
5.12
A circuit C is resetable iff there exists a state sR E S and an input sequence
OR E X* such that:
DEFINITION

Vs ES: 8*(s,oR) = sR.
State sR is called a reset state, and oR is called a reset sequence.
If a reset sequence can be found for the product machine, then this sequence

necessarily forces both circuits under consideration into equivalent states,
unless these circuits are not equivalent. Therefore, if the initia} states ofthese
circuits have not been specified, this reset sequence can be used to determine
an initia! state from which we can start the comparison of the two circuits.
Generally, a resetable circuit bas many reset states, because any state
reachable from a reset state is obviously also a reset state. Because any reset
state can be reached from any other reset state, it is guaranteed that the
outcome of the verification algorithm is independent of the reset state used.
In [Pix92], Pixley proposes a theory for the equivalence of sequentia! circuits
without k.nowledge of intended initial state, based on the notion of
resetability. BDD-based algorithms for deciding if a circuit is resetable and
for calculating a reset sequence are presented in [Pix92] and [Pix94]. The
problem of finding a minimum-length reset sequence is addressed in [Rho93].
In a recent paper, Keim et al. show that by combining a BDD-based and a
heuristic algorithm, it is feasible to compute reset sequences for relatively
large circuits [Kei96]. The CVE verification system developed at Siemens also
contains algorithms for calculating a reset sequence [Bor94].

5.4 Exploiting functional dependencies
Although verification algorithms as described in Section 5.2 can conceivably
handle large circuits with current BDD-based implementation techniques,
they are certainly not the ultimate solution to the state explosion problem. In
fact, there is even no guarantee that the BDD representation of a set of states
is any smaller than an explicit representation. The major limitations of these
algorithms are the sizes of the BDD representations for the state transition
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relation and the set ofreached states, and the required number of iterations.
Therefore, new techniques are still needed to improve the feasibility of
sequentia! verification. This can be done by developing even more efficient
state space traversal techniques. We follow a complementary approach which
is based on the following observation. lf the two circuits under consideration
are actually equivalent, then the product machine only produces the value 1
at its output. In other words, it is a complex machine which exhibits a very
simple behavior. The main idea behind our approach is that it should be
possible to exploit this characteristic to simplify the verification problem. We
try to do this by exploiting functional dependencies between the registers of
the circuits.
We shall first explain the notion of a functional dependency by a small
example. Consider the two circuits shown in Figure 5.4. The circuit at the top
usesaone-hotstate encoding. Itsinitialstateis (r 1, r 2, r 3 ) = (1, 0, 0). Because
in every reachable state, exactly one register is 1, it is easy to see that r 1
equals r 2r 3 , and this observation can be used to remove register r 1 from the
circuit. This results in the second circuit shown in Figure 5.4, with initia!
state (r4 ,r 5) = (0,0).

FIGURE

5.4. An example to illustrate functional dependencies

lf we simply construct the product machine of these two circuits and then
calculate its reachable state space, we obtain the BDD shown in Figure 5.5a.
To improve the clarity of the figure, the terminal nodes are not shown.
Instead, the edges to these nodes are labeled with the respective constants.
In everyreachable state of the product machine, the followingidentities hold:
r 1 r 4r 5 , r 2 r 4 , and r 3 r 5 . These identities are called functional
dependencies, and r 1, r 2 and r 3 are called dependent variables. If we could
somehow detect these dependencies, then we would only have to store the
values of r 4 and r 5 ; together with the functional dependencies, they also
define the values of the other registers. This results in the much smaller
representation for the reachable state space shown in Figure 5.5b.

=

=

=
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5.5. Reachable state space for the example ofFigure 5.4 (a)
before and (b) after the removal of functional dependencies

In the literature, several other methods are proposed which also aim at
simplifying the traversal of the product machine.

Some of the proposed methods require that the relation between the registers
in the product machine is specified explicitly; they concentrate on how this
information can be used to improve the efficiency ofverification. In [Cab92],
Cabodi et al. introduce the so-called genera! product machine; essentially,
they present a method to exploit some explicitly known relation between the
state encodings of both machines to construct a good encoding for the state
space of the product machine. However, no methods are proposed to derive the
required relation between the state encodings automatically. In [Hu93], Hu
and Dili identify functionally dependent variables as a common cause of
BDD-size blowup in the verification of concurrent systems. They address this
problem by allowing the user to deciare the dependent variables in a system
as a function of the other variables in the system. Although their work is not
aimed at the travers al of product machines, it shows that the reachable state
space of FSMs with redundant state encodings may be calculated more
efficiently by exploiting functional dependencies.
Other methods proposed in the literature aim at exploiting a specific type of
dependency, namely equivalent registers. In the sequentia! verification
algorithm of the industrial synthesis system TIGER developed by Coudert,
Madre and Touati [Cou95], equivalent and negated registers are detected on
the fly during the state space traversal. Furthermore, the method we
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described in Section 4.3 can be used to identify equivalent registers before the
reachable state space is calculated. Then the product machine can be
simplified by collapsing the registers that are detected to be equivalent.
In [Que96], Quer et al. propose a technique to improve the efficiency of the

product machine traversal by re-encoding. One of the circuits is incrementally re-encoded to make it structurally more similar to the other circuit. An
approximate state space traversal technique is used to compute a sequence
of re-encoding functions. The method stops when both circuits have become
combinationally equivalent, or when the number of iterations exceeds a
preset limit. In the latter case, the reachable state space of the resulting
product machine is calculated to verify the equivalence ofboth circuits. The
proposed technique is restricted to re-encodings that can be inversed, which
limits its applicability. Furthermore, heuristics are used to check for
combinational equivalence and to select the re-encoding functions. Although
experimental results are presented for circuits which cannot be handled by
basic traversal techniques, either these circuits have identical state
encodings, or the product machine is decomposed manually.
In the following sections, we will describe how the verification algorithm
based on a forward traversal of the reachable state space èan be extended to
automatically detect and utilize functional dependencies. These dependencies are detected during the state space traversal. For each set of reached
states, a set of valid functional dependencies is determined. The dependencies are utilized by removing the dependent variables from the problem
representation. This is done by replacing every dependent variable by the
function expressing how the value of this variable depends on the values of
the other variables. As a result, the set of reached states and the transition
relation are only expressed over the variables for which no functional
dependency has been detected. Earlier presentations of these ideas can be
found in [Eij96a] and [Eij96b].
The detection and removal of dependent variables can lead to significant
improvements. The first and most obvious advantage is that it reduces the
size of the BDD representation for the reachable state space. If all registers
of one of the circuits are found to be dependent, then the representation of the
reachable state space is reduced to that of a single circuit. Even if the
dependencies area direct correspondence, i.e., they all have the form rj = rk,
and corresponding variables are kept consecutive in the variable ordering,
the removal of these dependencies still reduces the size of the BDD
representation for the reachable state space by at least a factor two. The
removal of dependent variables typically also results in a representation
which is less sensitive to the variable ordering selected for the construction
of the BDDs. Especiallywith complex dependencies, it may be difficult to find

Sequentia! Verification

79

a good variable ordering for the entire reachable state space. This is
illustrated in [Hu93], where an example is given of an exponentially-sized
problem which is reduced to an O(nlogn)-sized one by removing the dependent variables.
If a functional dependency for an intermediate set of reached states remains
valid in the next set ofreached states, the value of the corresponding register
is already known for these states. Because the validity of a dependency can
be tested before this set of states is actually calculated, the next-state variable
of the associated register does not have to be included in the state transition
relation of the product machine. Therefore, the use of functional dependencies typically also results in a smaller BDD representation for the state
transition relation.
A third important advantage is that functional dependencies may already
provide enough information to conclude that the circuits under consideration
are equivalent, before the reachable state space is completely calculated. If
we consider the set of all states for which the detected dependencies hold,
then in some cases, this set turns out to be a stable set which satisfies the
conditions stated in Theorem 5.1. In such cases, the equivalence of both
circuits has been proved, and it is not necessary to finish the calculation of the
reachable state space. In the next section, we will illustrate this effect with
an example.

5.5 Verification method
In this section, we will describe how the verification algorithm based on a
forward traversal of the reachable state space can be extended to automatically detect and utilize functional dependencies. We start with a precise
definition of a functional dependency2 •
DEFINITION 5.13
A variable r is functionally dependent in a function Q : S - B iff there exists
a function <f>r : S - B such that:

Q =:> (r

= <f>r) ,

and:
Cj)r 1r

= <f>r 1r"

The latter condition ensures that the value of <f>r does not depend on the value
of r. The expression r = <r>r is called a functional dependency, and the function
'Pr is called the dependency function.
2. We follow the terminology of [Hu93]. In the literature, the following terminology is also
used: A functional dependency is called a functional consequent, and a variable that is
dependent in a function Q is said to be functionally deducible from Q [Bro90].
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In our verification method, functional dependencies are detected during the
state space travers al. For each set ofreached states, a set of valid functional
dependencies is determined. Each dependent variable can be replaced by the
corresponding dependency function without changing the behavior of the
product machine for the calculated set of reached states. We use this to
remove the dependent variables from the representations for the set of
reached states and for the state transition relation. Note that the dependent
variables are all current-state variables; no next-state variables are removed
from the representation of the state transition relation.
Because the detection of the functional dependencies is in genera! based on
some intermediate set of reached states, the detected dependencies are not
necessarily also valid in the set ofreached states that is calculated in a next
step of the state space traversal. We want to test the validity of these
dependencies before this set of states is actually calculated, because the
next-state variables of the registers for which the dependency remains valid
do not have to be included in the state transition relation. The condition by
which we decide on this is called the next-state condition. It is defined as
follows.
5.14
Given a functional dependency r
cpr. The next-state condition Cr : S - B of
this dependency is defined as:
Cr(s) = (\;/x E X : Ör(S, x) = <!>r(Ö.(s, x))) .

DEFINITION

=

In words, the next-state condition requires that the value of register r in the
next clock cycle equals the value of the function <!>r in the next clock cycle. The
next-state condition is obtained from the functional dependency by replacing
every current-state variable by the corresponding next-state function.
Furthermore, every dependent current-state variable can be replaced by the
corresponding dependency function. If the next-state condition of a dependency holds for every state reached so far, then the dependency remains valid
in the next set of reached states. Note that this can be checked fora set of
states Q Ç S by testing whether Q ~ Cr is a tautology. If a functional
dependency does not rèmain valid, then this dependency is included again in
the representation forthe current set ofreached states; bythat, we mean that
the AND of Q and the functional dependency is taken as the new
representation for the set of reached states. After calculating the next set of
reached states, we try to find ·new functional dependencies in that set of
states.
When replacing the dependent variables by the corresponding dependency
functions, it may happen that the output function of the product machine or
some of the next-state conditions become tautologies. When this happens for
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all these functions, then the verification algorithm can stop: it has found a
stable set which proves the equivalence of both circuits. We illustrate this
effect with the example shown in Figure 5.6, where we have to verify the
equivalence oftwo counters. The registers r 1 and r 4 each storen bits, while
r 2 and r 3 are single-bit registers. All registers are initially zero. Both symbolic
algorithms described in Section 5.2 require 2n + 1 iterations to verify these
circuits. For this example, we temporarily use the symbol '+' to denote the
addition of bit vectors, and 'mod' and 'div' to denote the modulo and integer
division operation respectively. The functional dependencies in this example
can be written as:
r1
r2

=(r
=(r

3

+ r 4 )mod2n,

3

+ r 4) div 2n.

The next-state condition for r 2 is:
Cr 2 = (Vil : Ör 2

= <J>rP'r

3,

Ör)) .

Because:
Ör 2

= <Jlr (Ör

=

(r 1 + i 1) div 2n

2

3,

Ör)

=

= (i 1 + (r3 + r 4 )mod2n) div 2n
((r 3 + r 4 )mod2n + i 1 ) div 2n = (i 1 + (r 3 + r 4 )mod2n) div 2n

=

1,

this next-state condition reduces to 1.

FIGURE

a carry

a carry

adder

adder

b sum

b sum

n

n

5.6. An example of two counters

Similarly, it can be shown that the next-state condition Cr 1 reduces to 1 when
the functional dependencies are filled in. This means that the set of states Q
with the characteristic function:
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is a stable set. Because also the output function A = (ospl :;; oiml) becomes
a tautology with these functional dependencies, the equivalence of both
counters is directly proved. The required number of iterations solely depends
on the number of iterations needed to detect the dependencies.
Algorithm 5.3 shows the symbolic verification algorithm which exploits
functional dependencies. To improve the clarity of the algorithm, some
well-known optimizations such as frontier set simplification (see e.g. [Bur94]
fora description of this technique) have not been included; the integration of
these techniques is straightforward. The functions init_deps and extend_deps
initialize and extend the set of dependencies; the techniques used will be
explained in the next section. The function test_deps tests whether the
detected dependencies remain valid by checking the next-state conditions.
The function all_conds_ok returns true if the output function of the product
machine as well as all next-state conditions have become true, and false
otherwise. In an actual implementation, the state transition relation and the
output function are recalculated in each iteration a functional dependency
becomes invalid or a new functional dependency is detected.

ALGORITHM

5.3. Verification algorithm exploiting functional dependencies

Q := S 0 ; init_deps(Q); front := Q;
do {
lf (3 s E front, x E X : A(s, x)

iZ! 1)
generate a counter-example and stop;
test_deps(Q);
lf (all_conds_ok())
report that bath circuits are equivalent and stop;
front:= succ(front) \ Q;
Q := Qufront
extend_deps( Q);

}

while (front

iZ!

0);

report that both circuits are equivalent;

5.6 Detecting functional dependencies
This section describes various techniques to detect functional dependencies.
In Algorithm 5.3, one of the fundamental steps is the detection and removal
of functional dependencies in a set of reached states. The following theorem
provides the theoretica! means to determine whether a variable is functional-
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ly dependent in a given set, and if it is dependent, to determine a valid
dependency function. It is a reformulation of a general theorem by Schröder
to solve a Boolean equation in one unknown [Rud74:].
5.2
A variable r is functionally dependent in a function Q : S - B iff:
THEOREM

QlrQl:r=O.
Each function cpr : S - B with <J>r 1 r = <j>r 1:r that satisfies the following
condition is a valid dependency function:

In words, a variable is functionally dependent in a set of states (or, to be more
precise, in the characteristic function of this set), if there is no pair of states
which differ only in the value of this single variable. This condition
guarantees that ifwe omit the value ofthis variable from each state in the set,
then different states will not be assigned the same representation. Using
Theorem 5.2, dependent variables can be detected and removed sequentially
in a given set of states. However, this does not completely solve the problem
of detecting dependencies, because it introduces two new problems: the order
in which the variables are tested influences the result, and the dependency
function is in general not unique. We will now discuss these problems in
detail.
Dependent variables are detected and removed sequentially, because the
removal of a dependent variable can cause another dependent variable to
become independent. Consider for example the characteristic function
Q = (r. = rk). We can choose either r. or rk as the dependent variable, hut
not botb. Therefore, dependent variabies cannot be removed simultaneously.
In general, the order in which the variables are tested and removed
influences the number of dependencies found, as the following example
illustrates. Consider the two circuits shown in Figure 5. 7. The circuit at the
left is a register file which can perform a read operation and a write operation
in each clock cycle. The address buses and the data buses have a width of
respectively m and n bits. Therefore, the register file contains n · 2m
registers. The circuit at the right has been derived from the circuit at the left
by introducing a pipeline stage and bypass circuitry such that the external
behavior of the circuit is not altered by this modification. The pipeline stage
requires n + m extra registers to store the address and the data for the write
operation that is delayed one clock cycle. The bypass circuitry is needed to
check if a read operation tries to access the data of the delayed write
operation. It consists of a comparator and a multiplexer.
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(a)

(b)

wr_addr rd_addr

d_in

n

FIGURE

register
file

n

wr_addr

rd_addr

Raddr

d_out

d_out

5.7. Register file (a) before and (b) after retiming

lfwe first test whether the current-state variables associated with the circuit
at the left are dependent in the reachable state space, then we select the
n · 2m state variables ofthis circuit as the dependent variables. Ifwe can also
find the correct dependency functions, then it is immediately proved that both
circuits are functionally equivalent. However, ifwe first test the current-state
variables associated with the circuit at the right, then only n dependent
variables are found, namely those associated with Rd. Independent of the
functions expressing the dependency, 2m + 2 iterations are needed to prove
the equivalence ofboth circuits. This problem is caused by the fact that in the
retimed circuit, each write to the register file is delayed one doek cyde.
Therefore, the destination registers of this write operation retain their old
value for one extra doek cycle, and this value cannot be derived from the state
of the original circuit.

Given the importance of the order in which the variables are tested, it is dear
that one should try to control this order. Before we address this issue, it is
useful to review the advantages we intend to obtain by exploiting functional
dependencies. The main objective is to reduce the sizes of the required BDDs
as well as the required run time. To reduce the sizes of the BDDs, it usually
helps to detect as many functional dependencies as possible which are valid
in the reachable state space. This suggests that one should try to maximize
the final number of functional dependencies. However, this does not mean
that maximizing the number of functional dependencies in each set of
reached states is a good approach. It may result in a significant overhead in
run time due to the frequent changes in the set of functional dependencies.
lf we consider the objective of reducing run time, it is also not obvious that
maximizing the number of functional dependencies in each set of reached
states is a good approach. There are two effects which improve the run time.
The first one is that a reduction in BDD sizes generally also results in a
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reduction in run time. The second effect is that the run time is reduced ifthe
state space traversal can be aborted because the output function of the
product machine as well as all the next-state conditions have become true.
The latter effect strongly depends on the selection of the 'correct' set of
functional dependencies. It can be impeded by the selection of too few
dependencies, as well as by the selection of too many dependencies. This can
be illustrated with the example of the retimed counters, which was shown in
Figure 5.6. Initially, we may find the dependency r 2 = 0. This dependency is
valid during the first 2n - 1 iterations. Obviously, we cannot decide that both
circuits are equivalent as long as this dependency is assumed to be valid. This
example illustrates that if we try to maximize the number of functional
dependencies in each set of reached states, we may miss the advantage that
in some cases, the equivalence of both circuits can be proved without
completely calculating the reachable state space.
Because it is difficult to determine the best set of functional dependencies
while calculating the reachable state space, we resort to some simple
heuristics to control the detection of the dependencies. The first heuristic is
that ifwe choose a dependency function Cf>r fora dependent variable r, then
each variable r' in the support of this function (meaning that (j)r 1r' ?é <i>r 1r')
is considered to be independent. The rationale is that this alleviates the
problem of selecting too many functional dependencies based only on the
current set of reached states. With a second heuristic, we try to determine a
good order of the current-state variables to detect functional dependencies.
The order is based on the following two criteria. First, all registers from the
same circuit are grouped, because the removal of the dependent variables can
be performed more efficiently if these variables are located in the same
circuit. The other criterion is as follows. Based on the structure of both
circuits, the registers can be partitioned into strongly connected components
(SCCs) [Cor94]. As is well known, these SCCs are partially ordered. We order
the variables within the same circuit according to this partial order: If a
variable is in a sec preceding the sec of another variable, then it also
precedes this variable in the order we use to detect functional dependencies.
In the remaining cases, an arbitrary order is chosen.
As Theorem 5.2 shows, the dependency function is generally not unique. This
poses a problem, because this freedom plays an important role. It is not
sufficient that the chosen function is valid in the current set ofreached states;
one should also try to select a function which is valid in all subsequent sets
of states. Of course, this is difficult to achieve, because these sets are not yet
known. Alternatively, the available freedom can be used to find a dependency
with a small support and a small representation, for example using the
techniques described in [Lin93] and [Shi94]. The rationale is that a simple
dependency is more likely to remain valid. Also, it usually has a relatively
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simple next-state condition. We will now suggest two other heuristics to
address the problem of selecting the dependency function.
A special case of practical importance is formed by equivalent registers. This
type of dependency has the simple form r. = rk or rj = rk, which guarantees
that it can be used very efficiently. Therefore, it is useful to first try to detect
dependencies of this specific type. This can simply be done by testing these
conditions for all the state variables in the support of Q 1ri and Q 1ï'/ Similar
to the verification methods described in the previous chapters, simulation can
be used to already determine potentially equivalent registers before the
actual verification is started. In this particular case, sequentia! simulation
of the product machine with random input vectors can be used to partition the
registers in to sets of potentially equivalent registers; if for some state reached
during simulation, two registers are assigned different values, it can directly
be decided that these registers are not equivalent. Similarly, it can be decided
early that a register cannot be the complement of another register. This
reduces the number of registers which have to be considered.
Amore genera! technique is to test dependencies of the form r
fv, where
r is a current-state variable and fv is the function of a signa! v in one of the
sequentia! circuits. In otherwords, ifwe have to selecta dependency function
for r, then we can first test whether one of the functions associated with the
signals in both circuits is a valid dependency function. We call this. technique
the 'equivalent signa! heuristic'. It may be useful in case one of the circuits
has been retimed during synthesis. If several valid dependency functions are
found with the technique described above, then extra heuristics can be used
to make a choice between these functions. For example, one can prefer a
function which results in a tautologous next-state condition. Also with this
technique, simulation with random input vectors can be used to reduce the
number of signals that have to be considered.
In Section 4.3, we described how corresponding registers can be identified
automatically. As we already explained in Section 5.4, the algorithm which
we proposed to solve this problem can also be viewed as a technique to detect
a specific type of functional dependency. The main advantages are that it can
be used before the state space traversal is started, that it is relatively
efficient, and that the outcome is uniquely defined; no heuristic choices are
made. Of course, the main drawback is that its applicability is restricted to
the detection of equivalent registers near the inputs of both circuits. To
explain its use, consider the two circuits shown in Figure 5.8; each register
is initially zero. The algorithm of Section 4.3 detects that the following
registers are equivalent: r 1 and r 7, r 2 and r 8 , r 3 and r 9, and r 4 and r 10 . Note
that the dependency r 6 = r 13 is not detected, because the dependency
r 5 = rll ffi r 12 cannot be detected by this algorithm. With this result, four
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registers can be removed from the product machine before the actual state
space traversal is started.

FIGURE

5.8. An example to illustrate the detection of functional
dependencies before the reachable state space is calculated

We also have another technique to detect functional dependencies before the
calculation of the reachable state space is started. It is based on the
observation that if the circuits we are comparing are indeed equivalent, then
the output function of the product machine is an overestimation of the
reachable state space, i.e., Reach(M) => A. Therefore, each functional
dependency that is valid in the output function is a necessary condition for
the equivalence of both circuits. In [Fil92], a technique based on this
observation is proposed, which identifies pairs of registers that have to be
equivalent. Obviously, it can also be used to detect other functional
dependencies.
The exact technique we propose is as follows. For each pair of corresponding
outputs On E Ûsp and o~ E Üim with output functions f 0 " and f 0 •", the
following function Ceq,n : S - B is calculated:
Ceq,n(s)

= (Vx E

X : f 0 .(s, x)

= f0 ~ (s, x)) .

(5.2)

We test if this function holds in the initial state and if it can be decomposed
into functional dependencies. By that, we mean that the function can be
written as the AND of a number of functional dependencies. If the function
Ceq,n can be decomposed into functional dependencies, then these functional
dependencies are selected and the corresponding next-state conditions are
added to the output function of the product machine. Then this same
technique can be applied iteratively on these next-state conditions. The test
whether a given function can be decomposed in to functional dependencies can
be difficult in genera!. We use a branch-and-bound algorithm to solve it. This
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approach is feasible, because the function Ceq,n typically has a relatively small
BDD representation, and there are some necessary conditions which can be
tested efficiently.
For the example shown in Figure 5.8, the proposed technique works as
follows. The condition that the outputs ospl and oiml are equivalent, is
r 6 = r 13. Because this condition already has the form of a functional
dependency, it obviously satisfies the condition that it can be decomposed into
functional dependencies. Furthermore, it holds in the initial state. We choose
r 6 as the dependent variable, remove it from the product machine, and add
the extra condition r 5 = r 11 Ef7 r 12. Again this condition is a functional
dependency, and thus also r 5 can be removed from the product machine by
adding the condition r 1 Ef7 r 2 Ef7 r 3 Ef7 r 4 r 7 Ef7 r 8 Ef7 r 9 Ef7 r 10 • If this technique is combined with the technique identifying equivalent registers, then
we can conclude that the circuits are equivalent without calculating the
reachable state space.

=

5.7 Experimental results
This section reports the results of some experiments we have performed to
evaluate the verification algorithms described in this chapter. In the
implementations of these algorithms, the sets of successor or predecessor
states are calculated using a transition relation represented with a single
BDD; furthermore, frontier set simplification is used (see e.g. [Bur94] fora
description of this technique). An experiment is aborted if the run time
exceeds 2500 (s) or if the amount of memory used by the BDD package exceeds
60 (Mb). The entry 'limit' in a table denotes why verification is aborted, i.e.,
ifit is in the column 'time', the experiment is aborted because it exceeded the
time limit, and if it is in the column 'nodes', the experiment is aborted because
of the memory limit. All tests are run on a 99 MHz HP9000/735 workstation.
First we compare the performance of the two basic verification algorithms
described in Section 5.2. Both methods are tested on circuits from the
LGSynth'91 benchmark set. This benchmark set contains some pairs of
equivalent circuits. Furthermore, we have used the synthesis system SIS
[Sen92] to synthesize the circuits from this benchmark set. The circuits with
the postfix '.de' have been optimized with respect to the non-reachable state
space. The circuits with the postfix '.ret' have been mapped to the MCNC
library and then retimed. The larger circuits in the benchmark set could not
be synthesized successfully with SIS and have therefore been excluded from
the experiments. The results are shown in Table 5.1.
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5.1 Comparison of forward and backward traversal
circuits

IRI

s344-s349
s382-s400
s526-s526n
s641-s713
s820-s832
s1196 - s1238
s1488 - s1494
s27-s27.dc
s208.1 - s208. l.dc
s298 - s298.dc
s344- s349.dc
s382 - s400.dc
s386 - s386.dc
s420.l - s420.l.dc
s444 - s444.dc
s510- s510.dc
s526 - s526n.dc
s641 - s713.dc
s820 - s832.dc
s953 s953.dc
s1196 - s1238.dc
s1488 - s1494.dc
s208.1- s208.l.ret
s298 - s298.ret
s420.l - s420.l.ret
s510 - s510 .ret
s526 - s526.ret
s838.1 - s838.l.ret
s1488 - s1488.ret

30
42
42
38
10
36
12
6
16
28
30
42
12
32
42
12
42
33
10
58
36
12
18
45
42
24
68
84
17

forward traversal 1 backward traversal
time (s)
nodes
e (s)
nodes
8.5
13270
20.0
23456
15.4
17842
49.8
39819
44.9
545.3
18485
69403
14646
2085374
15.5
646.0
1704
0.3
1.7
6423
98.0
47180
100940
41.4
0.6
10084
2.7
3231
0.1
0.1
211
377
2943
0.3
0.5
1633
12992
15.0
66958
6.5
6.1
14.5
20311
9283
35815
13.9
16685
48.8
0.2
902
0.6
2559
94.9
15111
21.2
8413
42.9
73267
21639
143.7
16653
1.1
4397
3.5
90.1
35591
158.6
81853
136490
9.9
8579
77.6
1950
2.7
10015
0.3
1983414
113.9
119836
332.0
108953
47183
98.7
43.8
3234
2.9
11115
0.6
3454
0.3
1943
0.6
20.7
29402
24.5
27990
686.6
10616
525.1
14358
10554
30077
3.3
7.6
134.2
55419
224.0
81781
limit
limit
3.8
9167
1.8
4918

Table 5.1 lists the name ofboth circuits, the number ofregisters in the product
machine, and for each method the run time and the maximum number of
BDD nodes required during verification. As the results show, the verification
method based on a forward traversal performs better than the method based
on a backward traversal on most examples. The two main reasons for the
differences are that the equivalent state space cannot be represented as
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compactly as the reachable state space, and that fora backward traversal, the
state transition relation is first reversed, i.e., the current-state variables are
replaced by the next-state variables and vice versa. However, there are also
some circuits for which the backward traversal is clearly more efficient.
TABLE

5.2 Results of the forward verification algorithm without and with
the use of functional dependencies on circuits from the
LGSynth'91 benchmark set
circuits

IRI

s344-s349
s382-s400
s526-s526n
s641-s713
s820-s832
s1196 - s1238
s1488 - s1494
s27 -s27.dc
s208.1- s208.l.dc
s298 - s298.dc
s344- s349.dc
s382 - s400.dc
s386 - s386.dc
s420.l - s420.l.dc
s444 - s444.dc
s510 - s510.dc
s526 - s526n.dc
s641- s713.dc
s820 - s832.dc
s953 - s953.dc
s1196 - s1238.dc
s1488 - s1494.dc
s208.l - s208.l.ret
s298 - s298.ret
s420.1 - s420.1.ret
s510- s510.ret
s526 - s526.ret
s838.1- s838.l.ret
s1488 - s1488.ret

30
42
42
38
10
36
12
6
16
28
30
42
12
32
42
12
42
33
10
58
36
12
18
45
42
24
68
84
17

without deps
time (s) nodes
8.5
13270
15.4
17842
44.9
18485
14646
15.5
0.3
1704
47180
98.0
3231
0.6
0.1
211
2943
0.5
15.0
66958
6.1
9283
13.9
16685
0.2
902
94.9
15111
21639
42.9
1.1
4397
90.1
35591
9.9
8579
1950
0.3
113.9 119836
98.7
47183
0.6
3234
3454
0.6
24.5
27990
10616
686.6
10554
3.3
224.0
81781
limit
4918
1.8

with deps
time (s) nodes
0.2
440
344
0.3
335
0.3
668
0.3
0.3
302
1880
0.6
326
0.5
0.1
35
0.1
127
0.6
3341
1.6
3595
5476
2.1
1009
0.4
0.2
320
1.3
3420
0.2
198
5171
3.4
0.2
599
1163
0.5
0.9
2896
0.6
1867
1.1
3398
1150
0.4
0.2
503
93.8
4426
11.4
19166
128.4
68292
limit
7.4
9034

deps
15
21
21
24
5
18
6
3
8
14
15
21
6
16
21
6
21
19
5
29
18
6
8
18
25
6
26
-

6
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In Table 5.2, we show how the detection and removal of functional
dependencies influences the performance of the verification algorithm based
on a forward traversal of the reachable state space. The first two columns
show the circuits which are verified and the number of registers in the
product machine. The following columns list the run time and the maximum
number of BDD nodes during verification for the verification algorithm
without and with the detection of functional dependencies. In the last column,
the number of dependencies detected in the reachable state space is given. All
techniques described in Section 5.6 are used to detect functional dependencies, except the equivalent signal heuristic.
As we know from the experimental results presented in the previous chapter,
all pairs of equivalent circuits from the LGSynth'91 benchmark set have
identical state encodings. Therefore, the equivalence of these circuits is
already established after the calculation of the equivalent registers, and no
state space traversal is needed. This clearly reduces the required run time
and the number of BDD nodes. For the circuits which have been optimized
with respect to the non-reachable state space, this only happens for a few
examples. For most examples, the reachable state space has to be calculated.
However, also in these cases, the performance of the verification method is
significantly improved by exploiting functional dependencies. For the
retimed circuits, the advantages of the proposed method are less evident for
some benchmarks. Although sufficient dependent variables are found in all
circuits, the performance gain is sometimes limited. The main reason for this
is that in many intermediate sets of reached states, dependencies between
the variables of a single machine are found which are not valid in the entire
reachable state space. Circuit s838.l cannot be verified within reasonable
time because it requires 2 32 iterations to calculate its reachable state space.
As the experimental results presented in [Eij96a] indicate, the use of the
equivalent signal heuristic may improve the detection of functional dependencies for some of these retimed circuits.
To show how the performance gain scales with increasing circuit sizes, we also
verify the following parameterized circuits:

• An optimization of the MinMax circuit [Kro95, Ver90] which removes one
state bit and modifies another one. The notation 'MinMax[n]' is used to denote an instance of this example which works on n-bit input vectors. For
MinMax[2], the transformation is described in [Cou89b].
• The register files shown in Figure 5.7. The notation 'RegFile[m,n]' is used
to denote an instance with m-bit address buses and n-bit data buses.
• The retiming of a moving average filter as described in [Hu94]. The notation 'MovAvg[n]' is used to denote an instance which calculates the average
of 8 n-bit vectors.
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Because the BDD representations of these examples are very sensitive to the
selected variable ordering, we select a good initia! variable ordering by hand.
The variable ordering we select is quite standard: control variables on top,
data path variables interleaved and ordered most-significant bit to least-significant bit. The results of the experiments are shown in Table 5.3.
TABLE

5.3 Results of the forward verification algorithm without and
with the use of functional dependencies on some parameterized
examples
Il

example
MinMax[8]
MinMax[16]
MinMax[24]
MinMax[32J
MinMax[40]
MinMax[48]
MinMax[56]
MinMax[64]
RegFile[2,4]
RegFile [2,8]
RegFile[2,12]
RegFile [2, 16]
RegFile[4,4]
RegFile[4,8]
RegFile[4,12]
RegFile[4,16]
RegFile[6,4]
RegFile[6,8]
RegFile[6,12]
RegFile[6,16]
MovAvg[4]
MovAvg[8]
MovAvg[12]
MovAvg[16]
MovAvg[20]
MovAvg[24]

47
95
143
191
239
287
335
383
38
74
110
146
136
268
400
532
522
1038
1544
2070
112
216
320
424
528
632

without deps
with deps
time (s) nodes
time (s) nodes
13050
19.4
42724
7.8
47489
61.8
225979
39.1
90.1
102252
523592
67.5
134.6 1103054
103.5
174309
276170
186.4 1839652
142.6
limit
196.1
409054
limit
262.6
584860
limit
341.3
794211
334
18.3
14226
0.2
32944
51.7
0.4
662
84.7
59536
0.6
990
1318
106.4
89477
1.0
limit
1.7
3568
limit
6.4
5963
limit
11.7
8432
limit
15.0
12204
limit
34.1
38242
66168
limit
74.2
limit
limit
limit
216.6
124033
limit
1.3
9432
51294
limit
25.0
limit
85.9
107586
168.3
163898
limit
324.4
220210
limit
limit
631.4
276522
-

deps
24
48
72
96
120
144
168
192
16
32
48
64
64
128
192
256
256
512
-

1024
44
88
132
176
220
264

For the smaller instances of the MinMax circuit, the use of functional
dependencies results in a small performance gain in run time and in a
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reduction of the required number ofBDD nodes which ranges from 3.3 for the
8-bit instance to 6.6 for the 40-bit instance. This reduction in memory usage
also enables the verification of larger instances. For the instances of the
register files, there is a significant improvement in run time as well as
memoryusage, which also results in the successful verification ofmuch larger
instances. The main reason for this significant increase in performance is
that the technique which derives functional dependencies from the output
function of the product machine is able to detect the correct dependencies.
Therefore, the equivalence of both circuits is established before the state
space traversal is started. However, the sizes of the BDD representations are
highly sensitive to the selected variable ordering. In the case ofRegFile[6,12],
the intermediate application of dynamic variable ordering results in a bad
overall variable ordering. Therefore, RegFile[6,12J can only be verified if
dynamic variable ordering is disabled. When we consider the instances of the
moving average filter, then it is clear that the use of functional dependencies
is necessary to handle this example successfully. For this example, the
techniques of detecting equivalent registers and analyzing the output
function of the product machine result in a set of functional dependencies
with which the equivalence ofboth circuits can be proved.

5.8 Discussion
In this chapter, we have shown how the basic sequentia! verification
algorithm based on a forward traversal of the reachable state space can be
extended to automatically detect and utilize functional dependencies. This
has resulted in an algorithm which is able to exploit similarities between the
state encodings of the two circuits that are verified. Dependent variables can
be removed from the product machine without loss of information, and this
has several positive effects on the performance of the algorithm: It results in
smaller BDD representations for the reachable state space as well as the state
transition relation, and in some cases, it also reduces the number ofiterations
required to establish equivalence. This is also confirmed by the experimental
results, which clearly show that the removal of functional dependencies
results in a significant increase in performance. Especially when the
equivalence ofthe circuits is proved before the traversal ofthe reachable state
space has actually started, the reduction of the number ofBDD nodes as well
as the run time can be more than two orders of magnitude.
Although it is easy to test whether a variable is functionally dependent in a
given set of states, the problem of determining a good set of functional
dependencies is certainly more difficult. We have shown that the order in
which the current-state variables are tested may determine which dependen-
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cies are detected, and that the dependency function is generally not unique.
Despite these issues, it clearly pays off to exploit functional dependencies.
As described in this chapter, the equivalence of two sequentia! circuits can
also be verified by calculating the equivalent state space of the product
machine. In principle, this approach can also benefit from the detection and
removal of functional dependencies. However, the benefits will probably be
lower than for the calculation of the reachable state space. Generally, fewer
dependencies can be found when the equivalent state space of the product
machine is considered, because the equivalent state space is a superset of the
reachable state space when dealing with equivalent circuits. Furthermore,
because the calculation of the equivalent state space is based on a backward
traversal, the number of functional dependencies may be very low during the
first iterations.

The performance of the presented algorithms can be further improved by
implementing more efficient techniques to calculate successor and predecessor states. In the current implementations, the calculation of the BDD
representing the state transition relation can be a serious bottleneck. This
problem may be alleviated by using a conjunctive partitioned transition
relation [Bur94], which essentially means that several BDDs are used to
represent this relation.

Chapter

6

Abstraction Techniques

6.1 lntroduction
In the previous chapter, we addressed the problem of sequentia! verification.
All the verification methods described in that chapter have in common that
they perform an exact analysis of the entire product machine. Even when
BDD-based techniques are used and also functional dependencies are
exploited, an exact analysis is computationally very expensive. Therefore,
these methods cannot be expected to scale well with circuit size for many
types of circuits. To manage the complexity of sequentia! verification, it would
be useful if we could apply a divide-and-conquer strategy. This well-known
strategy consists of break.ing a problem into smaller problems in such a way
that we can easily construct a solution to the entire problem from the
solutions to the smaller problems. Applying this strategy to the problem of
sequentia! verification means that we have to decompose the product
machine into a number of sub-machines, such that the equivalence of the two
circuits in the product machine can be proved by analyzing these sub-machines individually. This approach is not only useful because it helps to
manage the complexity of sequentia} verification, hut also because it enables
the integration of several verification methods into a single framework: Each
sub-machine can be analyzed with the verification method that is most
appropriate for that type of machine. For example, some sub-machines may
be analyzed with combinational verification techniques, while other sub-machines may really require sequentia! verification techniques.
The approach sketched above seems attractive, hut there is a serious obstacle:
The possibilities of decomposing a product machine into a number of
independent sub-machines are generally limited. To really benefit from such
an approach, it is therefore essential to abstract from some of the interactions
between the different parts of the product machine to obtain a finer
decomposition. In this chapter, we will make a first step towards the
development of a decomposition-based framework for sequentia} verification
by investigating appropriate abstraction techniques. We will use abstraction
to construct a FSM which approximately models the product machine, such
that a decomposition-based approach is more effective on this FSM than on
95
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the product machine. We use the term abstract model to refer to the FSM
which is obtained by applying an abstraction to the product machine.
The introduction of an abstract model only makes sense if this model can be
used to solve the problem under consideration. Ifwe want to use the abstract
model to prove a certain property of the product machine, then the
abstraction techniques have to guarantee that the validity of this property in
the abstract model implies the validity of this same property in the product
machine. The usual way to state this requirement is that the abstraction
technique has to weakly preserve the validity of this property [Dam96], as is
illustrated in Figure 6.1. The adjective weak is used because the reverse
implication does not have to hold: If the property is not valid in the abstract
model, then it may or it may not hold in the product machine. There are two
reasons why the property may not be valid in the abstract model: The
implementation may actually contain an error, or the abstract model may not
be accurate. In the latter case, we say that the abstract.model produces false
negatives (cf. Section 3.2). These false negatives may occur because we
generally lose information about the exact behavior of the product machine
when constructing an abstract model. The main advantage of using weakly
preserving abstraction techniques is that although they may result in an
inaccurate abstract model, they may also achieve a reduction in the size of the
model which cannot be obtained with exact techniques.

original model

validity of property
in original model
FIGURE

abstraction

weak
preservation

abstract model

validity of property
in abstract model

6.1. Abstraction and weak preservation

For sequentia! verification, the property we want to prove for the product
machine is that its output function is 1 in every reachable state. Such a
function which is required (or expected) to hold in every reachable state is
usually called an invariant.
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The organization of this chapter is as follows. First, a short overview is given
of related work. In particular, we pay attention to a method for approximate
reachability analysis of FSMs. In Section 6.4, we discuss the problem of
decomposing a product machine without using abstraction. Then we
introduce the basic abstraction mechanism we propose for product machines,
and explain how this mechanism can be used when decomposing a product
machine. In Section 6.6, we focus on how abstraction can be used to prove the
equivalence of sequentia! circuits. The use of abstraction techniques for
disproving the equivalence of circuits is the subject of Section 6. 7.

6.2 Related work
The method we described in Section 4.3.2 for verifying sequentia! circuits
with identical state encodings is an example of a method which strongly relies
on abstraction: It abstracts from the reachability of states in both circuits,
modelling only that some registers store the same value. Therefore, it only
works if the state encodings are identical. A less restrictive approach is to
partition both circuits into a controller and a data path, and then compare
these parts separately. This approach is proposed in [Hos94]. The data paths
are verified with combinational verification techniques, while the controllers
are compared with sequentia! verification techniques. Obviously, this
approach is only applicable when verifying design steps that restrict
sequentia! optimizations to the controller and furthermore optimize the
controller and the data path separately.
In [Ash96], the complete-1-distinguishability (C-1-D) property is introduced
to simplify the problem of sequentia! verification. Essentially, this property
requires that each pair of states in a circuit is 1-distinguishable, i.e., that for
each pair of states there is an input sequence oflength 1 such that both states
produce different output values. There are circuits for which this property
holds naturally, hut most circuits have to be changed by exposing registers as
pseudo-primary outputs. If the C-1-D property holds for the specification,
then it is not necessary to calculate the reachable state space of the product
machine. However, it is still necessary to calculate the reachable state spaces
of the individual machines. An upper bound approximation of the reachable
state space can be used instead, hut then the verification method may produce
false negatives. The use of an upper bound approximation of the reachable
state space is a good example of an abstraction technique for a product
machine: it concentrates on the relation between the two circuits, and uses
abstraction to suppress details about the reachability of states in the
individual circuits.
The use ofreachable state space calculations is not restricted to verification;
there are many other applications in the fields of synthesis and testing. In
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many of these applications, it is not strictly necessary to calculate the
reachable state space exactly; often an accurate upper bound approximation
of the reachable state already provides useful information. Therefore,
[Cho93] proposes various algorithms for approximate reachability analysis.
The basic idea of these algorithms is to decompose the FSM to be analyzed
into smaller sub-machines for which an exact calculation of the reachable
state space is tractable. Because this is clearly related to the verification
strategy outlined in the introduction, a more detailed description of these
techniques will be given in the following section.
Weakly-preserving abstraction techniques are an important topic ofresearch
for verification methods based on model checking (see e.g. [Cla92b], [Kel95],
and [Dam96] ). In these methods, abstraction is used to focus on the essential
aspects of the system's behavior. The selection of a suitable abstraction is
typically performed manually. In a recent paper, Lee et al. present the
so-called tearing paradigm to automatically abstract the behavior of a FSM
in order to obtain upper and lower bound approximations of the reachable
state space [Lee96]. This tearing paradigm is used in algorithms for model
checking of VCTL and 3CTL formulas, i.e., CTL formulas with only universa!
respectively existential quantifiers and with negation restricted to the atomie
proposition level. The paper also describes an algorithm for false negative
resolution.
Because sequentia! equivalence can easily be stated as a formula in a
temporal logic such as CTL, we address a more restricted problem in this
chapter than the methods for model checking mentioned above. We focus on
the development of abstraction techniques which can be fully automated. The
basic techniques we will discuss in the following sections are closely related
to the techniques proposed in [Cho93], [Kel95] and [Lee96]. Our work differs
from the work presented in these papers in that we focus on techniques which
are effective for product machines instead of techniques which can handle
arbitrary FSMs. As a result, we expect our techniques to result in more
accurate abstract models than the techniques of [Cho93], [Kel95] and [Lee96]
when dealing with product machines.

6.3 Approximate reachability analysis
In many applications in the fields of synthesis, verification and testing, it is
important to analyze the reachable state space of a given FSM. lt is not
always necessary to determine the reachable state space exactly; often, an
upper bound approximation of the reachable state space already provides
useful information about the behavior of the FSM. The problem of approx-
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imate reachability analysis can be formulated as: Given a FSM M, determine
a set of states Q such that:
Reach(M) ç;;;; Q .

(6.1)

The accuracy of the approximation is determined by the number of states in
the set Q; the approximation is more accurate if this set contains few er states.
In [Cho93], various algorithms for approximate reachability analysis are
proposed. The basic strategy employed by these algorithms is to decompose
a FSM into sub-machines for which an exact calculation of the reachable state
space is tractable. The upper bound approximation of the reachable state
space is constructed from the reachable state spaces calculated for the
sub-machines. The main objective is to find a good balance between the
accuracy of the estimation and the efficiency of the required calculations. In
this section, we discuss some of the general techniques proposed in [Cho93]
which may also be useful in a decomposition-based method for sequentia!
equivalence checking. In Sections 6.5 and 6.6, we will describe techniques
which are specifically developed to work well on product machines.
The algorithms for approximate reachability analysis proposed in [Cho93]
solve the problem in two steps. First, the set of registers is partitioned,
implicitly defining a partitioning of the FSM. Each class ofregisters induces
a sub-machine, which is obtained by treating all other registers as primary
inputs. Once the partition of the registers is fixed, the algorithms calculate
an upper bound approximation of the reachable state space by traversing
each sub-machine exactly, while ignoring some of the interactions between
this machine and the other machines. Two basic strategies are proposed for
this approximate FSM traversal. The first one, which is called machine by
machine traversal, traverses one sub-machine at a time, while the other
strategy, which is called frame by frame traversal, traverses all sub-machines
in parallel. The latter results.in amore accurate approximation at the cost of
a decrease in efficiency.Fora detailed discus si on of these strategies and some
combinations thereof, we refer to [Cho93].
The partitioning of the registers has a large impact on the accuracy of the
approximation. In [Cho93], partitioning is purely based on the topology of the
circuit. This topology is represented by the so-called latch dependency graph.
This graph is a directed graph (R, ER), where the set of edges ER is defined
by:

(6.2)
lnitially, the registers are partitioned based on the strongly connected
components (SCCs) of the latch dependency graph. These components are
defined as follows [Cor94]. A register rk is said to be reachable from a register
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rj ifthere is a directed path from rj to rk in the latch dependency graph. The
relation on the set of registers which holds if two registers are mutually
reachable is an equivalence relation. The SCCs are the equivalence classes
induced by this relation. The set of SCCs is taken as the initial partition of
the set of registers. This partition is improved by further partitioning large
SCCs and then aggregating small SCCs. The result is a partition in which
each class is sufficiently small to calculate the reachable state space of the
corresponding sub-machines with exact methods, and also each class is
sufficiently large to obtain an accurate approximation of the actual reachable
state space. In [Cho94], the notion of affinity is introduced as a more
sophisticated metric for the interdependence of registers. To define the
affinity of two registers, two main factors are considered: connectivity,
expressing their mutual reachability, and correlation, measuring the overlap
between their next-state functions. The affmity can be used as a cost function
when partitioning the set of registers.

6.4 Decomposition without abstraction
In the introduction of this chapter, we stated that the possibilities of
decomposing a product machine intoa number of independent sub-machines
are generally limited. This does not mean that decomposition always involves
abstraction. Note that our objective is to improve the performance of
sequential verification. Therefore we are not interested in decomposition
techniques requiring knowledge of the reachable state space of the product
machine. Even with this restriction, there is a rather simple technique to
decompose a product machine into independent sub-machines, which we will
describe in this section. However, this technique is only effective in some
cases, depending on the structure of the product machine. Similar to the
previous chapter, we assume that we have to verify the equivalence of two
sequentia! circuits Csp and Cim· The corresponding product machine is
denoted M (X, B, S, 8 0 , Li, A).
All the sequentia! verification methods we discussed in the previous chapter
basically prove that the output function A is an invariant of the product
machine. These methods consider all pairwise corresponding outputs simultaneously. lf for each pair of corresponding outputs On E Osp and o~ E Oim
we use the notation Ceq,n to denote the condition f 0 n f 0 ·n, then A can be
written as:

=

A

=

Tl

Ceq,n.

(6.3)

lsns IO.PI

Invariants have the following well-known property. If we have a function
c : S x X - B which can be written as the conjunction of two other functions
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c1 , c2 : S x X - B, i.e., c = c1c2 , then cis an invariant if and only if c 1 and
c2 are both invariants. Therefore, we can prove that A is an invariant by
proving that each Ceq,n is an invariant. This is related to decomposition,
because to prove the invariance of each Ceq,n. we only need to consider the
registers on which this function directly or indirectly depends. This can be
formalized as follows.

6.1
Given a function f: S x X - B. The transitive register support of f, written
suppR(f), is defined as the smallest subset of R such that:

DEFINITION

• suppR(f) Ç suppR(f) ,
• Vr E suppR(f): suppR(Ör) Ç suppR(f).
The definition of suppR(f) is given in Definition 4.6.
To verify Ceq,n we only need to consider the registers in suppîiCceq,n). If two
conditions have the same transitive register support, then it is useful to verify
them simultaneously, because for both conditions, the same sub-machine has
to be analyzed. If the transitive register support of a condition is properly
contained in that of another condition, then it can still be useful to verify these
conditions separately. While verifying the condition with the smaller
transitive register support, functional dependencies may be detected which
simplify the verification of the condition with the larger transitive register
support. Therefore, it is useful to verify the conditions Ceq,n sorted on
increasing size of the transitive register support and, as stated above, to treat
all conditions with the same transitive register support simultaneously.

6.5 Constructing an abstract model
In this section, we will describe the basic mechanism we propose for
constructing an abstract model of the product machine which weakly
preserves the validity of the invariants of this product machine. Our main
objective is to construct an abstract model which is easîer to decompose than
the product machine. Therefore, we propose an abstraction mechanism which
abstracts from the dependencies between the registers in the product
machine. The abstraction mechanism is relatively simple, which is important
to keep the problem of automatically selecting suitable abstractions feasible.
In the previous chapter, we introduced deterministic and completely specified
FSMs as our basic ,model of a sequentia! circuit. For abstract models, it is
more convenient to use non-deterministic, incompletely specified FSMs.
Therefore, we introduce the following definitions. To avoid confusion, we use
the term transition system to denote these FSMs.
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DEFINITION 6.2
A transition system is a quadruple M

= (X, S, 8 0 , N) where:

• X is the input space,
• S is the state space,
• 8 0 ç;; S is the set of initial states,
• N : S x X x S - B is the state transition relation.
The sets X and S are required to be finite.
The following definitions assume a transition system M

(X, S, 8 0 , N).

DEFINITION 6.3

ThefunctionN*: S x X* x S - BisthetransitiveandreflexiveclosureofN.
It is defined as follows. Let (}' E x*. If (}' = E then:
N*(s, o, s') = (s
Otherwise,

(J

s') .

= tx for some x

E

x, t E x*, and then:

N*(s, o, s') = (3t E S : N*(s, t, t) /\ N(t, x, s')) .
DEFINITION 6.4

The reachable state space of M, written Reach(M), is defined by:
Reach(M) = { s E S l 3s 0 E 8 0 , o E X* : N*(s 0 , o, s)} .
DEFINITION 6.5

A function c : S x X - B is an invariant of M iff:
'efs E Reach(M), x E X : c(s, x)

=1.

To relate the contents of this section to the work on model checking of CTL
formulas, it may help to understand that a function c is an invariant if and
only if the CTL formula M != 8 0 => î/G c holds.

In Chapter 5, we explained how we can construct the state transition relation
of a FSM (see Definition 5.11). With this construction, a FSM can readily be
viewed as a transition system. Therefore, we will first describe our
abstraction mechanism in the context of transition systems. However, we will
only use this context to explain the basic principle. It will turn out that by
introducing the concept of a so-called abstract input, we can apply this same
principle in the context of deterministic, completely specified FSMs as
defined in Definition 5.1.
The basic abstraction mechanism we propose is to abstract from the influence
of a specific register on the next state of the transition system. This

Abstraction Techniques

103

mechanism is also used in [Cho93J, and similar to the mechanisms of [Kel95J
and [Lee96]. Formally, the abstraction mechanism can be defined as follows.
We denote the transition system representing the product machine by
M = (X, S, 8 0 , N). If we abstract from a register r E R then we obtain an
abstract model MA= (X,S,8 0 ,NA). As this notation shows, the abstraction
only affects the transition relation. The transition relation of the abstract
model is defined by:
NA= (3r: N).

(6.4)

This definition can be interpreted as follows: Consider a pair of states
sr, sr E S, such that register r is 1 in Sr and 0 in sr; every other register is
assumed to have the same value in both states. lf the product machine can
make a transition from sr or sr to a state t under input x, then the abstract
model can make a transition from Sr as well as sr to state t under input x. By
abstracting from a register r, we basically duplicate every transition in the
product machine. This effectively makes the behavior of the product machine
independent of the value of register r. The proof that this abstraction
mechanism weakly preserves the validity of invariants is given below.
LEMMA6.l

Reach(M)

Ç

Reach(MA)

PROOF OUTLINE OF LEMMA 6.1

The essential point of the proof is that N Ç NA. This means that if M can
make a transition from a state s to a state t under input x, then MA can also
make a transition from s tot under input x. Therefore, the abstract transition
system MA can mimic the behavior of the original system M. With this
property, it is clear that Reach(M) Ç Reach(MA).
o
THEoREM6.1
If a function c : S x X - B is an invariant of MA then it is also an invariant

of M.

6.1
If cis not an invariant of M, then there is a reachable state s E Reach(M) and
an input vector x E X such that c(s, x) = 0. lt follows from Lemma 6.1 that
s is also a reachable state of MA and thus that c is not an invariant of the
abstract model. We can therefore conclude that if cis an invariant of MA then
it is also an invariant of M.
o
PROOF OF THEOREM

N ow we return to the context of deterministic FSMs. The abstraction
mechanism we described for transition systems makes the behavior of a
transition system independent of the value at the output of a register r. In the
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product machine, the same effect can be obtained by allowing the output of
register r to take on any value in every clock cycle, independent of the values
of the other registers in this machine. We can model this by replacing the
output of this register by a new input, which we call an abstract input. This
transformation is illustrated in Figure 6.2. Note that by introducing an
abstract input for a register, we basically remove all outgoing edges of that
register in the latch dependency graph.

FIGURE

6.2. Introducing an abstract input for a register

This simple abstraction mechanism is not sufficient to derive an accurate
abstract model of a product machine: Because an abstract input is only
related to a single register in the product machine, it is connected to only one
of the two circuits we are verifying. This means that we only apply this
abstraction to a single circuit, and this will almost certainly cause the
behavior of this circuit to differ from the behavior of the other circuit. To solve
this problem, we need to apply the abstraction to both circuits simultaneously. We do this by restricting the values the abstract inputs can assume. This
allows us to model certain dependencies between the abstract inputs. For
example, we can require that two abstract inputs always assume the same
value. To ensure that these dependencies correctly reflect the actual
dependencies between the registers modeled by these abstract inputs, we
impose extra conditions on the abstract model.
Formally, the abstraction mechanism we propose can be defined as follows.
6.6
An abstraction is a pair (Rabs• W) where:
DEFINITION

• Rabs

Ç

Ris an ordered set of registers,

• W : B 1R.bs1

-+

B defines the values the registers in Rabs may assume.

To exclude abstract models with an empty input space, we require that the
function Wis satisfiable, i.e., that (3x E B 1R.bs1 : W(x) = 1).

The abstract model MA = (XA, B, S, 8 0, À A, AA) defined by an abstraction
(Rabs• W) can be derived using the following procedure, which consists of two
main steps. First, for each register r E Rabs an abstract input i~ is
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introduced. In the original sequentia! circuits, this corresponds to substituting the variable i~ for the variable r in the expressions of the signals in the
fanout set of r (see Figure 6.2). In the product machine, this means that i~ is
substituted for r in the next-state functions of the registers and in the output
function. For each register rk, the resultingnext-state function is denoted ö~k'
and the resulting output function is denoted A 0 •
The second step of the procedure is to restrict the behavior of the abstract
inputs based on the function W. The abstract inputs are only allowed to
assume values for which lV holds. Therefore, the input space XA of the
abstract model is defined as:
XA

=X

x {x E

BIR.bsl

l W(x)

= 1}.

(6.5)

It is important to note that the input space is based on the assumption that
the registers from which we abstract assume values for which lV holds. To
obtain a valid abstract model, we need to check that this assumption actually
holds. Therefore, we introduce the function WA : S - B defined by:

(6.6)
where r 1"", rn represent the registers in Rabs and f~ denotes the projection
function of register r; this is the function that maps a state to the value of r
in that state. The function lpA is essentially the same function as W, hut then
expressed over a different domain: lpA has domain S, while W has domain
B 1R.hs1. The output function of the abstract model is now defined as:

(6.7)
To prove that the abstract model weakly preserves the validity of every
invariant of the product machine, we consider the following situation, which
is also depicted in Figure 6.3. We assume that we have to prove that a given
function c : S x X - Bis an invariant of the product machine. Furthermore,
we assume that we are given an abstraction (Rabs• W). If we apply this
abstraction to the product machine, we obtain the abstract model MA. In the
function c, we also replace the registers in the set Rabs by the corresponding
abstract inputs, resultingin the function cA: S x XA - B. Thefollowingproof
shows under which condition the validity of cA in the abstract model implies
the validity of c in the product machine.
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product machine M
invariant c

abstraction

abstract model MA
. invariant cA

weak
preservation
validity of cA in MA

validity of c in M

FIGURE 6.S. The relation between the product machine and the abstract
model
LEMMA6.2

If:
Vs E Reach(MA) : 'IfA(s) = 1 ,
then:
Reach(M) Ç Reach(MA) .
PROOF OF LEMMA 6.2

Assume that:
Vs E Reach(MA) : 'IfA(s) = 1 ,
and let s E Reach(M). Then there is an initial state sa E 8 0 and a sequence
of input vectors a E x* such that A*<sa, o) s. We will now prove by
induction on the length of a that s E Reach(MA).
The basis step is 1a1 = 0, i.e., a = E. In that case, s = A*(s 0 , E) = s 0 .
Because Sa Ç Reach(MA), we conclude that s E Reach(MA).
The induction step is 1a1 ;::: l, i.e., a = i:x for some x E X and i: E x*. In the
product machine, we have A*<sa, a) = A(A *<sa, i:), x). We introduce si: to refer
to A*(s 0 , i:). Because l i: 1 < 1a1, it follows from the induction hypothesis that
si: E Reach(MA). In the abstract model, we consider the input vector xA in
which each primary input is set to the same value it has in x, and each
abstract input is set to the value the associated register has in state st.
Because of the assumption that:
Vs E Reach(MA) : 'I'A(s)

1,

it follows that 'IfA(s,) = 1. Because ofthewaywe have chosen xA, we cannow
conclude that xA E XA and also that AA(si;, xA) = A(si;, x) = s. Therefore, it
follows that s E Reach(MA). This completes our proof.
o
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6.2
lf cA and \)JA are both invariants of M\ then cis an invariant of M.
THEOREM

6.2
Assume that \)JA is an invariant of MA, i.e.:
PROOF OF THEOREM

Vs E Reach(MA) : WA(s)

=1.

It follows from Lemma 6.2 that Reach(M) Ç Reach(MA ). Assume furthermore
that c : S x X -+ B is not an invariant of M. Then there is a reachable state
s E Reach(M) and an input vector x E X such that c(s, x) = 0. Because
Reach(M) Ç Reach(MA), sis also a reachable state of MA. In the abstract
model, we consider the input vector xA in which each primary input is set to
the same value it has in x, and each abstract input is set to the value the
associated register has in state s. Because of the way we choose this xA, it
follows that xA E XA and cA(s, xA) = 0 and thus that cA is not an invariant of
MA. We can therefore conclude that if cA and WA are both invariants of MA then
c is an invariant of M.
o

Theorem 6.2 proves that the abstract model weakly preserves the validity of
the invariants of the product machine. Because a functional dependency is
basically an invariant of a specific form, this theorem also applies to the
validity of functional dependencies. Therefore the functional dependencies
valid in the abstract model are also valid in the product machine.
We will now illustrate our abstraction mechanism with a simple example.
Consider the two sequentia! circuits shown in Figure 6.4. The initia! state of
the circuit at the top is (r 1,r 2,r 3 ,r 4 ) = (0,0,0,0), and the initia! state of the
circuit at the bottom is (r5 , r 6 , r 7 , r 8 ) = (1, 0, 0, 0). lt is easy to see that the
registers r 3 and r 7 are functionally equivalent. Based on this correspondence,
we choose the following abstraction:
Rabs

= {r3, r7} '

W(r3 ,r 7)

= (r3 = r 7).

In words, this abstraction can be described as follows. We abstract from the
actual values of the registers r 3 and r 7• Instead, we assume that the values
of these registers are independent of the values of the other registers. In the
abstract model, we only require that the outputs of both registers have the
same value. The abstract inputs i4 and ifi are introduced in the abstract
model to represent the outputs of the registers r 3 and r 7 respectively.
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6.4. An example to illustrate abstraction

Figure 6.5 shows the abstract model that results from this abstraction. Note
that the output function ofthis model can only be 1 in a state where r 3 and
r 7 are equivalent.

FIGURE

6.5. An abstract model of the circuits shown in Figure 6.4

Abstraction Techniques

109

It may not be immediately clear that the abstract model ofFigure 6.5 is easier
to analyze than the product machine, because it contains the same number
of registers and additional logic and inputs. The essential point is that the
abstract model can be decomposed into two sub-machines which depend on
disjoint sets of registers, namely the sets {rvr2,r4,r5,r6 ,r8 } and {r 3,r7 }.
Furthermore, the function AA can also be decomposed into two functions A 0
and WA which each depend on only a single sub-machine. Therefore, we can
analyze these sub-machines separately.
In the abstract model ofFigure 6.5, two abstract inputs have been introduced,
while the function 'Il enforces that these inputs have the same value.
Therefore, we could just as well use a single abstract input to represent both
registers. Generally, the concept of functional dependencies can be used to
exploit the restrictions imposed by W. If an abstract input is functionally
dependent in W, then its value can also be derived from the values ofthe other
abstract inputs using the associated dependency function. Therefore, this
abstract input can be removed from the product machine. The main
advantage of this approach is that the resulting abstract model contains
fewer abstract inputs.

6.6 A decomposition-based verification method
In this section, we will describe a decomposition-based verification method
for sequentia! equivalence checking which uses the abstraction mechanism
discussed in the previous section. The method is fully automated in the sense
that it automatically selects and applies abstractions and also automatically
resolves false negatives by gradually refining the abstract model. Therefore,
the presented method is an exact verification method, which uses abstraction
to improve its performance. With this method, we intend to show that the use
of abstraction and decomposition can result in a significant increase in
performance and furthermore that the abstraction mechanism of the
previous section is well-suited for dealing with product machines. We will
focus on the key aspects of the method without explaining the low-level
heuristics.
In Section 6.3, we described some genera! techniques to calculate an upper
bound approximation of the reachable state space of a FSM. These techniques
can be used to verify the equivalence of sequentia! circuits. A straightforward
approach would be the following: By applying these techniques to the product
machine, we obtain an upper bound approximation of its reachable state
space. Ifthe output function of the product machine evaluates to 1 for every
state in this set, then both circuits are equivalent; otherwise we cannot
conclude anything about the equivalence of the circuits. lt is important to
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understand that this is nota very effective approach to prove the equivalence
of two circuits. Because of the following two reasons, we need to develop
additional techniques for sequentia! equivalence checking.
First of all, the main objective of a decomposition-based verification method
should be to prove the equivalence of the circuits in the product machine.
However, the methods of [Cho93] are designed with a different objective in
mind. In these methods, the main objective for decomposing a FSM is to
obtain sub-machines which can be handled by exact traversal techniques.
Small sub-machines are aggregated to approximate the reachable state space
as accurately as possible. Unlike these methods, a verification method should
be directed towards the goal of calculating an approximation which is
sufficiently accurate to prove the equivalence of the circuits. Therefore,
decomposition should initially try to keep the sub-machines as small as
possible and dynamically determine the parts of the product machine to be
analyzed with a higher accuracy.
The second reason to develop additional techniques for dealing with product
machines is that a product machine has a very specific structure: It is
composed of two sequential circuits which are only connected through the
primary inputs and outputs. To prove the equivalence of these circuits, it is
extremely important that the relation between the state encodings of the
circuits is determined. In the methods presented in [Cho93] and [Cho94],
decomposition is based on the structure of the FSM. Although it is certainly
necessary to consider the structure when determining related parts within
the same circuit, the structure hardly provides any information about the
relation between the two circuits in the product machine. This is an
important problem, because decomposing the product machine is only
effective if functionally related registers of both circuits end up in the same
sub-machine. This problem is also recognized by the authors of [Cho93J, who
observe that for the traversal of product machines, modified partitioning
heuristics have to be used. However, they do not propose detailed techniques
to address this issue.
Our solution to this problem is to use functional dependencies to capture the
relation between the registers ofboth circuits. Because it is generally difficult
to identify functional dependencies without approximating the reachable
state space, we do not require that a partition of the set of registers is
determined and fixed before the sub-machines are traversed. Instead, we
propose to dynamically decompose the product machine into sub-machines.
This allows us to utilize the results of previous traversals when selecting a
new sub-machine. Furthermore, we do not require that the decomposition is
based on a partition of the registers, but allow a register to be a member of
several sub-machines. The reason for this is that in some cases, we gradually
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enlarge the selected sub-machine, e.g. when resolving false negatives. This
is achieved by adding more registers to the sub-machine, which in genera! are
already a member of a previously analyzed sub-machine.
In Section 6.4, we explained how a product machine can be decomposed based
on the transitive register support of pairwise corresponding outputs. In the
remainder of this section, we assume that this approach has been used to
obtain an initial decomposition of the product machine, and we will present
a method which decomposes each of these initial sub-machines further.

The decomposition-based verification method we describe in this section is
based on the machine-by-machine traversal strategy of [Cho93]. This means
that it traverses one sub-machine at a time. It roughly works as follows.
Repeatedly, a sub-machine is selected which contains registers for which no
functional dependencies have been found yet, and the state space of this
machine is calculated. If the selected sub-machine contains corresponding
outputs then the main objective is to prove the equivalence of these outputs.
Otherwise, the objective of the analysis is to detect functional dependencies
for the registers in the selected sub-machine to determine the relation
between the state encodings ofboth circuits. If corresponding outputs cannot
be proved equivalent or if no functional dependencies are found, then more
registers are added to the sub-machine to obtain amore accurate approximation of the reachable state space. When all relevant registers have been
added, then the approximation is exact and the method can also disprove the
equivalence of corresponding outputs. We will now discuss in more detail how
each sub-machine is selected.
Similar to the methods of [Cho93], a sub-machine is selected by defining the
registers it contains. When selecting these registers, we handle the SCCs of
the latch dependency graph as indivisible blocks of registers: A selected
sub-machine either contains all registers in a SCC or none ofthem. We impose
this restriction for practical reasons. It simplifies the decomposition problem
considerably. At the end of this section, we will discuss how the proposed
method can be extended with techniques to break up large SCCs. To represent
the structure of the product machine in terms of SCCs, we use the so-called
component graph [Cor94]. Note that we use the word 'component' simply as
an alternative term fora SCC. The component graph is a directed graph that
is obtained by collapsing each sec of the latch dependency graph intoa single
vertex. There is a directed edge from a component Pj toa component Pk if
there is a register r E Pj and a register r' E Pk such that r E suppR(ör.).
The decomposition method iteratively selects and analyzes sub-machines.
When selecting a new sub-machine, the method already has an upper bound
approximation of the reachable state space based on the analysis of the
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previously selected sub-machines. In genera!, this means that also some
functional dependencies have been detected. The method uses these
functional dependencies to select the next sub-machine. To explain the
procedure we use, we introduce the following terminology. We call a register
r matched if there is a functional dependency in which r occurs, i.e., if either
r is functionally dependent or if there is a dependency function cp for another
dependent register with r E suppR(cp). We call a component P matched, if
every register in P is matched. The sub-machine that is selected can now be
defined as follows. It consists of exactly those components that are not
matched themselves hut for which all components preceding them in the
component graph are matched. We abstract from all preceding components
by abstracting from all the registers in these components. In the abstract
model, we only require that the abstract inputs cannot assume values outside
the upper bound approximation of the reachable state space. If the analysis
of the selected sub-machine does not result in the detection of functional
dependencies, then this sub-machine is enlarged by adding either preceding
or succeeding SCCs to the machine. This process is controlled using some
simple heuristic rules, which we will not further describe.
To give a global impression of how the decomposition method works, we will
now show how it handles the two circuits of Figure 6.4. For this example, the
selection of the sub-machines is illustrated in Figure 6.6. Each sub-figure
shows the component graph of the product machine. Matched components are
shown shaded. The components that define the selected sub-machine are
shown in a shaded area.
The sub-machine selected first contains the registers ra, r 4 and r 7 . By
analyzing this machine, the functional dependency r 7 = ra is detected.
Therefore, the second sub-machine that is selected contains the registers r 1,
r 2 , r 4, r 5 and r 6 • This results in the detection of the dependencies r 5 = r 1 and
r 6 r 2 . Then the sub-machine is selected which contains r 4 and r 8 . This
machine also contains the outputs that have to be compared. However, these
outputs appear to be non-equivalent in this sub-machine. Therefore, the
machine is extended by also includingthe registers r 1, r 2, r 5 and r 6 . Because
we have already detected functional dependencies for r 5 and r 6 , these
registers are not actually included, hut rather modeled by these dependencies. By analyzing this sub-machine, the dependency r 8 = r 2r 4 is detected
and the equivalence of the outputs is proved.

=
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(a) The component graph

(d) Selecting the third
sub-machine

(b) Selecting the first
sub-machine

(e) Extending the selected
sub-machine

(c) Selecting the second
sub-machine

(f)

FIGURE

The matched components
after decomposition

6.6. Applying the decomposition method to the example of
Figure 6.4

In the method we propose, the sizes of the SCCs determil).e the granularity
of decomposition; the method cannot break up large SCCs. This is clearly a
severe restriction, which should be removed to make the approach effective
on a larger set of circuits. However, it is difficult to break up large SCCs. The
problem is that related registers of both circuits have to be analyzed
simultaneously. When breaking up large SCCs, it is necessary to 'guess'
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which registers in the SCCs of the two circuits are related. We do not have a
general solution to this problem. However, there are some heuristic
techniques which may be useful for identifying functional dependencies in
practice:
• Sequential simulation with random input vectors can be used to identify
signals which are potentially functionally equivalent.
• The functions of corresponding outputs can be analyzed to identify
functional dependencies, as described in Section 5.6.
• Name correspondences between the signals ofboth circuits can be used to
identify signals which are potentially equivalent.
These techniques can be used to guess functional dependencies for some of the
registers in the large SCCs. If we assume that these dependencies are correct,
more registers in the product machine become matched. We can define an
abstraction which abstracts from these matched registers and uses the
function lJ1 to model the associated dependencies in the abstract model. If we
then apply this abstraction, the large SCCs may be broken into several
smaller SCCs. Note that although the abstraction is based on dependencies
which are not yet proved, this does not result in incorrect results, because in
the abstract model, we verify whether the function qtA is an invariant.

6.7 Disproving equivalence in an abstract model
In the preceding sections, we explained how abstraction can be used to derive
an abstract model that weakly preserves the validity of invariants. This is
useful for proving that two circuits are equivalent. However, it does not really
help if the two circuits are not equivalent. In this section, we therefore
consider the problem of disproving equivalence in an abstract model. This
requires an abstract model which weakly preserves the property that a
function is not an invariant.
In the preceding sections, we used abstraction to calculate an upper bound
approximation of the reachable state space of the product machine. In this
section, we discuss how abstraction can also be used to calculate a lower
bound approximation ofthis state space. Instead of using abstraction, a lower
bound approximation of the reachable state space can also be calculated with
the product machine itself. In [Rav95], a general method is presented to
calculate a lower bound approximation of the reachable state space of a FSM
by combining breadth-first and depth-first traversal of the reachable state
space. The main advantages of our approach are that it is easier to control the
accuracy of the analysis and that it is also easier to systematically increase
the accuracy. Similar approaches in the context of model checking are
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described in [Kel95] and [Lee95]. To relate the contents of this section to their
work, it helps to understand that we are considering the problem of
determining the validity of CTL formulas of the form M != S0 => 3Fc.
The exact problem we address in this section is the following: Given an
abstract model of the product machine, can we dis prove the equivalence ofthe
two sequentia! circuits in this model? Note that we still use Definition 6.6, i.e.,
an abstraction is a pair (Rabs' 'P). The key difference is that we use different
techniques to analyze the abstract model. It is important to note that our
objective is to disprove the equivalence of both circuits, and not to disprove
the validity of the abstraction. This means that we have to prove that the
function A 0 is not an invariant by considering the states of the abstract model
in which the abstraction is valid. The abstraction is valid in every state for
which WA holds, and therefore, we only consider the following set of states:
SA

{ s E S 1 WA(s)} .

(6.8)

A straightforward approach to ensure that the reachable state space of the
abstract model is a subset of that of the product machine is the following. If
we only consider the transitions in the abstract model that are independent
of the values of the abstract inputs, then we can guarantee that for each
transition in the abstract model, there is a corresponding transition in the
product machine. In the context oftransition systems, this means that ifwe
abstract from a register r, the transition relation of the abstract model can
be defined as [Lee96]:

NA= (Vr: N).

(6.9)

This definition can be interpreted as follows: Consider a pair of states
Sr, sr E S, such that register r is 1 in Sr and 0 in s1; every other register is
assumed to have the same value in both states. The abstract model can make
a transition from state sr as well as state sr to a state t under input x, if the
product machine can make a transition from both sr and sr to t under input
x. Transitions in the product machine for which this does not hold are not
allowed in the abstract model. A nice property of this approach is that it is
compositional. This means that if the transition relation is not represented
as a single function, hut rather as a set of implicitly conjoined functions, then
the abstraction can be applied to each function in this set separately. The
main disadvantage is that it is not necessarily very accurate, resulting in a
lower bound approximation containing only a few states. In the remainder of
this section, we will describe two methods which are more accurate at the cost
of not being compositional.
As described in Section 6.5, we abstract from the values of the outputs of the

registers. In the product machine, the values assumed by the primary inputs
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do not influence the values at the outputs of the registers in that same clock
cycle. In the abstract model, this means that in each clock cycle, the values
assumed by the abstract inputs and the primary inputs are independent.
Instead of exclusively considering the transitions in the abstract model which
do not rely on a specific value of the abstract inputs, we can utilize this
independence to consider a larger set of transitions. For this purpose, we
introduce the notion of abstraction-independent successor states of a set of
states. We use the notation XAI to denote the set {x E B 1R.""1 l 'P(x) 1}.

6.7
Given a set of states Q Ç SA. The set of abstraction-independent successor
states of Q, written succ.,t<Q), is defined as:
succJ:Q) = {s E SAl3s' E Q: VxA1 E XAI: 3xP1 EX: AA(s',xP1,xA1) = s},

DEFINITION

Note the order in which the variables are quantified in the above expression.
In words, the condition fora state s to be in the set of abstraction-independent
successor states of Q is that there is a state s' in Q such that for each vector
assigned to the abstract inputs, a vector can be assigned to the primary inputs
such that the abstract model transitions from state s' to state s. This
guarantees that ifthe product machine is in state s', then for anyvalue of the
registers in Rabs• we can assign values to the primary inputs such that the
product machine transitions to state s. Algorithm 6.1 shows the resulting
algorithm for disproving the equivalence of two circuits.
ÁLGORITHM 6.1. A simple

algorithm for disproving the equivalence of
sequentia! circuits in an abstract model

Q := Son SA; front

:= Q;

do {
if (3s E front: VxAI E XAI: 3xP1 EX: A0 (s,xP1,xA1) = 0)

generate a counter~example and stop;
front := succv(front) \ Q;
Q := Q Ufront;
}

while (front

;é

0);

report that nothing is concluded;
We use the abstract model shown in Figure 6.7 to illustrate how the method
works. This model is almost identical to the model shown in Figure 6.5, under
the assumption that the equivalence of r 3 and r 7 has already been proved.
The main difference is that an error has been introduced in one of the circuits
by replacing an AND gate by an OR gate. This gate is encircled in Figure 6.7.
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6. 7. An abstract model of a faulty product machine

Each state of the abstract model iswritten as a vector (r 1 , r 2 , r 4 , r 5 , r 6 , r 8 ). The
initial state is (0, 0, 0, 1, 0, 0). Because in this state, r 1 is Oand r 5 is 1, the next
state of the machine does not depend on the values of the abstract inputs. The
set of abstraction-independent successor states therefore consists of the
states (0, 0, 0, 1, 0, 0), (O, 0, 1, 1, 0, 1), (1, 0, 0, 0, 0, 0) and (1, 0, 1, 0, 0, 1). The
output function of the abstract model can be written as:
(6.10)

Because the function 'P requires that both abstract inputs have the same
value, this can also be written as:
(6.11)

In the states (0, 0, 1, 1, 0, 1) and (1, 0, 1, 0, 0, 1), this function is 0, regardless
of the values assigned to the abstract inputs, and this proves that the two
circuits are not functionally equivalent. Now suppose that the initia! state of
the abstract model is (1, 0, 0, 0, 0, 0). In that case, the set of abstraction-independent successor states is empty, because the values of r 2 and r 6 in the next
state depend on the values of the abstract inputs. Therefore, this method
cannot disprove the equivalence of the circuits for this initial state.
The method we described above is relatively simple and easy to implement.
To obtain an accurate approximation with this method, it is important that
the set of registers which together constitute the state of the model is taken
as small as possible, i.e" that only the registers in the transitive register
support of the function A0 are considered. The reason for this is that in the
definition of succ'v', we only allow transitions which enter the same state, and
by adding extra registers to the state vector, more states can be distinguished.
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We will now describe a more powerful method to disprove equivalence in an
abstract model. The method works as follows. First we determine the states
in which the output function can be 0, independent of the values of the
abstract inputs. This set of states can be defined as follows:
(6.12)
The question we would now like to answer is: Can the abstract model reach
a state in Q 0 , independent of the values of the abstract inputs? The set of
states which can do this in at most one transition is defined by:
(6.13)
As a result, we can now state the question: Can the abstract model reach a
state in Q 1, independent of the values of the abstract inputs? We can apply
this procedure repeatedly, resulting in the following recursive formulation:
Qh+l

Qh

U

{s E SAIVxA1 E XA1 : 3xP1 EX: 6.A(s,xP1,xA1) E Qh}.

(6.14)

Because there are only finitely many subsets of S\ a fixed point is reached
after a finite number of iterations, i.e., at some point Qh = Qh+i· If the
intersection ofthis set Qh and 8 0 is not empty, then the equivalence ofboth
circuits in the product machine has been disproved.
6.8
Given a set of states Q Ç SA. The set of abstraction-independent predecessor
states of Q, written pred,/Q), is defined as:
pred./Q) {s E SA 1VxAI E XA1 : 3xP1 X: 6.(s, xPl, xAI) E Q} .
DEFINITION

Algorithm 6.2 shows the resulting algorithm for disproving the equivalence
of sequential circuits in the abstract model.
ALoorumM 6.2. Amore accurate algorithm for disproving the equivalence.
of sequential circuits in an abstract model

Q := {s E SAl'tfxA1 E XA1 : 3xP1 EX: A0 (s,xP1,xAI)

0}; front:= Q;

do {

if (front n8 0

ié

0)

generate a counter-example and stop;

front := prev"/front) \ Q;
Q := Q Ufront;
}
while

(front

ié

0);

report that nothing can be concluded from the abstract model;
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Instead of considering the entire state space of the abstract model, it suffices
to only consider the states in the reachable state space of this machine. In that
case, each set Qh can be restricted such that it only contains states in the set
SAR = Reach(MA) n SA. The fixed point formulation then becomes:
(6.15)
Qh+l = Qh U { s E SAR 1VxA1 E XAI : 3xP1 E X: .6,A(s, xp1, xA1) E Qh} . (6.16)

The main advantage of this approach is that the functional dependencies
valid in the reachable state space of the abstract model can be used to reduce
the size of this model.

To explain how the proposed method works, we again consider the abstract
modelofFigure6.7withinitialstate (1, 0, 0, 0, 0, 0). Thereachablestatespace
of the abstract model contains the following states:
Reach(MA) = { (0, 0, 0, 1, 0, 0), (0, 0, 1, 1, 0, 1), (0, 1, 0, 1, 1, 1),
(O, 1, 1, 1, 1, 1), (1, 0, 0, 0, 0, 0), (1, 0, 1, 0, 0, 1),
(1, 1, 0, 0, 1, 1), (1, 1, 1, 0, 1, 1) } .

In this example, the set SAR equals Reach(MA) because lJfA = 1. The set Q 0 as
defined in Equation 6.15 contains the following states (see Equation 6.11 for
the function A 0 ):
Q 0 = { (0, O, 1, 1, 0, 1), (0, 1, O, 1, 1, 1), (1, O, 1, 0, 0, 1), (1, 1, O, 0, 1, 1) } .
We can now use Equation 6.16 to calculate the set Q 1 . Instead of completely
performing this calculation here, we show that the initial state (1, 0, 0, 0, 0, 0)
is in this set. We do this by showing that independent of the values of the
abstract inputs, there is a transition from this state to a state in Q0 . If i4 and
i5 are both 0 and i 1 and i 3 are also set to 0, the next state of the abstract model
is (0, 1, 0, 1, 1, 1). Similarly, if i4 and i5 are both 1 and i 1 and i 3 are also set
to 1, the next state of the abstract model is (1, 0, 1, 0, 0, 1). Because both states
area member of Q0 , this proves that the two sequential circuits in the product
machine are not functionally equivalent.

6.8 Experimental results
In this section, we present the results of some experiments we have
performed with the decomposition-based verification method described in
Section 6.6. We compare the performance of this method with that ofthe same
method without decomposition. Both methods use the techniques described
in the previous chapter for exploiting functional dependencies. All tests are
run on a 99 MHz HP9000/735 workstation. An experiment is aborted if the
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run time exceeds 2500 (s) or if the amount of memory used by the BDD
package exceeds 60 (Mb). The entry 'limit' in a table denotes why verification
is aborted, i.e., ifit is in the column 'time', the experiment is aborted because
it exceeded the time limit, and if it is in the column 'nodes', the experiment
is aborted because of the memory limit.
We choose benchmark circuits which are relatively difficult to handle with
the verification methods of the previous chapter. More specifically, we use the
retimed circuits from the LGSynth'91 benchmark for which the best run time
presented in Table 5.2 exceeds 5 (s), and instances of the following two
parameterized circuits:
• A sequential multiplier which multiplies two unsigned n-bit vectors. The
main difference between the specification and the implementation is that
the specification contains a controller with a one-hot state encoding, while
the implementation uses a controller based on a counter. The notation 'SeqMult[n]' is used to refer to the n-bit instance of this example.
• A filterwhich calculates the average value of a sequence of 2m n-bit vectors.
These vectors are stored in a register file which implements a FIFO buffer.
Every two clock cycles, an n-bit vector is read at the input of the filter and
written to the register file. The main differences between the specification
and the implementation are that in the implementation, the register file is
retimed one cycle, and that different encodings are used for the states and
the outputs of the controller. The notation 'Filter[m,n)' is used to refer to
the instances of this circuit.
Because the BDD representations for the instances of the two parameterized
benchmarks are very sensitive to the selected variable ordering, we select a
good initia! variable ordering by hand. We use the same rule as we did in
Section 5.7: control variables on top, data path variables interleaved and
ordered most-significant bit to least-significant bit.
The results of the experiments are shown in Table 6.1. The table lists the
name of the example, the number ofregisters in the product machine, and for
each method the run time and the maximum number of BDD nodes required
during verification. The last column shows the number of registers in the
largest sub-machine analyzed by the decomposition method. More detailed
statistica about the decomposition process can be found in [Eij97].
For the three retimed circuits from the LGSynth'91 benchmark sets, the use
ofdecomposition clearly results in a significant improvement in performance.
The circuits s420.1 and s838.1 have a very deep state space: it takes 2 16 resp.
232 iterations to verify these circuits with one of the basic methods described
in Section 5.2. Because the analysis of the selected sub-machines requires
significantly fewer iterations, decomposition results in a large reduction in
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run time for these two circuits. For the circuit s526, decomposition results in
a reduction of the run time as well as the maximum number ofBDD nodes.
For the instances of SeqMult and Filter, there is a significant improvement
in run time as well as memory usage, which results in the successful
verification ofmuch larger instances. The main reasons why the decomposition method works so well for these circuits are that the latch dependency
graphs of these circuits consist of many small SCCs, and that the registers in
the data paths of the specification and the implementation correspond
directly. However, in both cases, the product machine also contains some
parts for which the selection of an appropriate sub-machine is not trivia!.
TABLE

6.1 Results of the forward verification algorithm without and with
the use of decomposition
circuits

IRI

s420.l - s420.1.ret
s526 - s526.ret
s838.1 - s838. l.ret
SeqMult[8]
SeqMult[16]
SeqMult[24]
SeqMult[32]
Filter[2,4]
Filter[2,8]
Filter[2,12]
Filter[2,16]
Filter[3,4]
Filter[3,8]
Filter[3,12]
Filter[3,16]
Filter[4,4]
Filter[4,8]
Filter[4,12]
Filter[4,16]

42
68
84
76
149
222
294
52
96
140
184
86
162
238
314
152
292
432
572

without decomp.
with decomp.
time (s) nodes time (s) nodes
7792
93.8
4426
1.8
128.4
4961
68292
3.5
15617
64.1
limit
5861
212.6 158336
2.4
17.9
limit
6566
10417
54.6
limit
limit
144.4
28830
3368
77927
2.8
169.1
225.3 324592
6.5
4109
107.7 347217
12.7
4852
24.5
5608
174.3 684646
24.3
12468
limit
89.8
24806
limit
113.2
24598
limit
limit
133.5
28076
limit 362.3
65606
limit 618.8 226667
limit 630.9 251552
limit 913.6 366499
-

l~I

9
13
17
12
21
30
38
12
12
12
12
21
21
21
21
38
38
38
38

!
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6.9 Discussion
In this chapter, we have made a first step towards the development of a
decomposition-based framework for sequentia! verification. Abstraction
techniques are an essential part of such a framework. We have proposed a
simple abstraction mechanism that is appropriate for dealing with product
machines. lt differs from the basic mechanisms used in the context of
approximate reachability analysis and model checking in that it restricts the
behavior of the abstract inputs to model certain dependencies between the
registers in the product machine. For sequentia! equivalence checking, it is
extremelyimportant that the relation between the two circuits is determined.
Structural decomposition techniques are not able to identify related parts of
the two circuits, because these circuits are only connected through the
primary inputs and outputs in the product machine. We propose the use of
functional dependencies to identify related parts of the two circuits. We have
described a relatively simple decomposition-based verification method based
on the proposed abstraction mechanism. This method automatically selects
abstractions and resolves false negatives by gradually selecting larger
sub-machines. The first experimental results are encouraging. They clearly
show that the use of abstraction and decomposition can result in a significant
increase in performance. However, more experiments need to be performed
to evaluate the verification method on a wider range of practical problem
instances.
The decomposition method we described is primarily discussed to show how
the proposed abstraction mechanism can be used in a decomposition-based
verification method. Clearly, more advanced methods can be devised which
work with a fin er granularity than the strongly connected components of the
latch dependency graph. This requires techniques to 'guess' functional
dependencies for the registers in large components. We presented some ideas
to address this problem, hut more research is needed to turn these ideas into
a practical solution for this problem. The automatic resolution of false
negatives is another issue which requires further research.
We have also described techniques for disproving the equivalence of two
sequentia! circuits in an abstract model. This is related to the computation
of a lower bound approximation of the reachable state space of the product
machine. We have introduced two techniques which both result in a more
accurate analysis than the approach of [Lee96]. The first technique is based
on the observation that in each clock cycle, the values assumed by the primary
inputs and the abstract inputs are independent. The second technique
postpones the application of the abstraction until the calculation of the set of
predecessor states during the state space traversal, resulting in an abstract
model which allows more transitions. We have not presented experimental
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results to evaluate these ideas, but we expect that they can significantly
improve the accuracy of a lower bound approximation. Both techniques can
be integrated in the verification method of Section 6.6 to improve the
performance of this method on circuits that are not equivalent. They can also
be used in the methods of [Lee96] for model checking of \fCTL and 3CTL
formulas.
The abstraction mechanism we propose abstracts from the values at the
outputs ofregisters. More generally, we could abstract from arbitrary signals
in a circuit. This corresponds to how abstractions can be specified manually
in the verification system VIS [Bra96]. For the techniques of Sections 6.5 and
6.6 which calculate an upper bound approximation of the reachable state
space, this generalization is straightforward. However, it does have some
consequences for the techniques of Section 6. 7 which calculate a lower bound
approximation. The assumption that in each clock cycle, the values of the
primary inputs and the abstract inputs can be chosen independently does not
necessarily hold anymore. Nonetheless, this generalization may be useful
because it results in a more fine-grain decomposition. Furthermore, it may
also enable a better integration of the combinational verification method
described in Chapter 3.
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Chapter

7

Concluding Remarks

7.1 Research goal and results
In this thesis, we have discussed methods for implementation verification of
synchronous digital circuits. More specifically, we have described formal
methods for verifying the functional equivalence of circuits specified at the
register transfer and gate level. Such methods can be used in practice to verify
the functional correctness of circuit descriptions generated by synthesis tools
or by designers, or to check the validity of small manual modifications.
Formal verification methods have the advantage over traditional simulationbased verification methods that they can actually provide a formal proof of
correctness. Although this is certainly important, there are also other
advantages a verification method must offer in order to be valuable in a
practical design environment. Design time is often a critical factor when
developing digital circuits; it may even have priority over the degree to which
the implementation is optimized. Therefore, it is important that formal
verification helps to reduce design time. This requires a verification method
which provides a high degree of automation and which fits smoothly into an
existing design flow. The focus of this thesis was on the development of formal
verification methods with a high degree of automation and with sufficient
performance to handle circuits of industrial complexity.
Theoretically, most problems related to implementation verification belong
to complexity classes for which no polynomial algorithms are believed to
exist. This implies that the development of verification methods solving each
problem instance in a reasonable time is out ofthe question, and that we have
to find other ways to develop methods which perform adequately in practice.
Implementation verification is typically used to compare circuits which show
certain similarities. This can be explained by considering the incremental
nature of the design process [Kun93]: The design process consists of a
sequence of design steps, which gradually refine the initial design description
to a detailed description containing all the information required for
fabrication. Each design step focuses on specific parts or specific aspects of the
design, while leaving the other parts or aspects largely unmodified. As a
result, successive design descriptions clearly show certain similarities. For
example, if a design step only optimizes a circuit locally, then the circuits
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preceding and following this design step typically have a similar structure.
We have proposed verification methods which are able to exploit such
similarities to improve performance. Because the presence of similarities
cannot be ensured, this approach does not result in algorithms with a better
worst-case run time complexity. Therefore, it is difficult to assess these
methods from a theoretical point of view. Instead, we have provided
experimental evidence that this approach results in a significant performance improvement for many problem instances of practical interest.
In this thesis, we have first addressed the problem ofverifyingthe functional
equivalence of combinational circuits. In practice, logic synthesis tools
typically have a limited effect on the structure of a circuit. Therefore, it is
often possible to identify signals in the circuits before and after logic synthesis
which implement the same function. We presented a verification method
which automatically detects such signals and utilizes them by introducing
auxiliary variables to represent their functions. In combination with the
heuristics we described to manage the details of the method, this has resulted
in a verification method with a robustness not easily obtainable with more
general Boolean reasoning techniques. We have demonstrated that the
method has sufficient performance to verify the correctness of circuits
synthesized in an industrial environment. When verifying the correctness of
circuits optimized by current combinational logic synthesis techniques, the
presented method scales well. Therefore, we expect that the method can
handle circuits that are significantly larger than the ones we used in our
experiments. The impact of more sophisticated synthesis techniques on the
performance of the method is more difficult to predict.
The second verification problem we have addressed in this thesis is that of
verifying the functional equivalence of sequentia! circuits with identical state
encodings. We have shown that if for each register an initia! value is specified,
the register correspondence can be found by solving a sequence of
combinational verification problems. This is an important result, because it
implies that combinational verification methods can easily be extended to
automatically extract the register correspondence. In practice, this means
that it is not necessary to require that the register correspondence is specified
explicitly or that it can be derived from the names of the registers. Ifthe initial
states of the registers are unknown, then extra techniques are necessary to
identify corresponding registers.
Checking the functional equivalence of sequentia! circuits is the third and
most genera! verification problem we addressed in this thesis. For sequentia!
circuits, the problem of exploiting similarities is more complicated than for
combinational circuits. In the presence of sequentia! feedback, the detection
and the utilization of similarities have to be combined in order to benefit from
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these similarities. We have described a verification method which uses
functional dependencies to utilize the relation between the state encodings
of both circuits. These dependencies can be detected while calculating the
reachable state space of the product machine. We have also proposed two
techniques to detect specific types of dependencies before the reachable state
space is calculated. Exploiting functional dependencies clearly results in a
significant increase in performance, and in some cases it also enables the
verification of significantly larger circuits. The performance of the presented
verification method can be further improved by integrating more sophisticated state space traversal techniques. Nevertheless, because the method
performs an exact analysis of the product machine, the performance of the
method cannot be expected to scale well with circuit size for a large class of
practical circuits.
To manage the complexity of sequentia! verification, it is necessary to
decompose the product machine into a number of smaller sub-machines,
which can each be analyzed separately. To really benefit from this approach,
it is generally necessary to abstract from some of the interactions between
these sub-machines. We have studied weakly-preserving abstraction techniques for product machines. Such techniques result in abstract models
which may produce false negatives. These false negatives can be resolved by
refining the abstract model. We have proposed a basic abstraction mechanism
which is appropriate for dealing with product machines, and we have
presented a simple decomposition method for product machines which also
resolves false negatives. Furthermore, we have described algorithms to
disprove the equivalence of sequentia} circuits in an abstract model. The first
experimental results are encouraging, hut there is still much work to be done
in this area.
All the verification methods we have presented in this thesis use BDDs to
represent Boolean functions. BDDs have shown to be an appropriate
representation in the area of formal verification, because they provide a good
trade-offbetween the compactness of the representation and the complexity
of common operations and tests. A well-implemented BDD package provides
a good foundation for research on verification methods as presented in this
thesis. In practice, the main drawback of BDDs is the unpredictable memory
usage. In the literature, more advanced representations are proposed, such
as OKFDDs [Dre94], hut up to now, the potential benefits of these data
structures have not been demonstrated on a large range of practical
verification problems. Therefore, it is not clear whether these benefits justify
the more complex representations which are more difficult to manage in a
practical implementation. The development of better implementation
techniques for BDD packages also still continues. For example, new BDD
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packages are being developed which better exploit the memory and
computing resources of a network of workstations [San96] [Sto96].

7.2 Suggestions for future work
Although the subject of this thesis is the development of formal verification
methods, we frequently use simulation techniques in the presented methods.
Simulation can be viewed as a general technique to 'sample' the behavior of
circuits. This serves two purposes in our methods. First of all, simulation is
used to identify signals which potentially implement the same function.
Furthermore, simulation is also used to prove that two circuits are not
functionally equivalent. This is important, because exploiting similarities is
mostly useful when circuits do not contain errors. It is difficult to predict how
the amount of similarity is affected by the presence of errors. In a sense,
simulation and traditional BDD-based verification methods form two
extremes of a spectrum of methods: simulation considers only one sequence
of input vectors at a time, while a BDD-based method considers all sequences
in parallel. It may be interesting to investigate whether other methods can
be developed to compare the behavior ofboth circuits non-exhaustively with
a better trade-off between the accuracy of the analysis and the required
resources. Such a method should have a predictable memory usage. It may
also be useful to include techniques from the field of automatic test pattern
generation.
In Chapter 6, we discussed the application of abstraction and decomposition
techniques in the context of sequentia} verification. We proposed a relatively
simple method to automatically select and apply abstractions and to resolve
false negatives. Clearly, this method can be improved in several respects. The
decomposition technique should be extended such that it can work with a
finer granularity than the strongly connected components of the latch
dependency graph. The automatic resolution of false negatives is another
sub-problem which requires further research. The generation of actual
counterexamples may be improved by integrating the abstraction techniques
proposed for disproving the equivalence of sequentia! circuits.
In this thesis, we have concentrated on formal methods for equivalence
checking on the register transfer and gate level. Obviously, there are more
implementation verification problems which need to be addressed. Of
practical importance are methods which check specific design rules at these
levels of the design flow. Some examples are methods to check that there are
no conflicts on a bus with tristate drivers, or that a scan chain works properly.
The basic techniques developed for equivalence checking may be sufficient to
also provide an adequate solution for these problems. More fundamental is
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the development ofimplementation verification methods for the higher levels
of abstraction in the design flow. For example, methods can be developed to
verify the correctness of a design description generated by architectural
synthesis. At the behavioral level, the decidability of the underlying theory
may become an issue. Furthermore, the design descriptions may contain
non-determinism, which makes it more difficult to define appropriate notions
of equivalence. Consequently, this also complicates the characterization and
detection of similarities.
Formal verification methods are gaining acceptance in industry. Currently,
the application of formal methods for implementation verification is confined
to specific parts of the design flow. However, once these formal methods are
accepted as a viable alternative for simulation and used on a larger scale, it
is likely that designerswill also expect the results of more advanced synthesis
tools to be formally verified. To meet this constraint of verifiability, it is
necessary to develop new synthesis and verification methods in conjunction.
This makes it easier to exploit the trade-off that exists between the
information produced by synthesis about the optimizations performed, and
the independence of verification from synthesis. In many cases, the
performance and robustness of verification can be significantly improved by
providing extra information about the synthesis procedure. This approach
may already be needed to make sequentia! verification tractable.
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transitive, 16
fanout size, 36
finite state machine, 68
fixed point, 54
formal verification, 4
FSM. See finite state machine
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an example, 76, 81, 86-88
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an example, 81
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abstraction-independent, 118

primary input, 16
primary output, 16
product machine, 70
quantification
existential, 14
universa!, 14
recursive learning, 39
register, 16
constant, 57, 62
matched, 112
negated, 57, 62
register correspondence, 49
relation, 53, 59
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theorem proving, 5, 8
transformational design, 8
transition system, 102
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machine by machine, 99, 111
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Stellingen
behorende bij het proefschrift
Formal Methods for the Verification of Digital Circuits
van C.A.J. van Eijk
1. Het benutten van structurele overeenkomsten is essentieel voor het efficiënt

verifiëren dat de functionaliteit van een schakeling tijdens logische synthese
niet gewijzigd is.
(dit proefschrift, hoofdstuk 3]
2. Verificatiemethoden voor het vergelijken van combinatorische schakelingen
kunnen eenvoudig worden uitgebreid tot methoden voor het verifiëren van
sequentiële schakelingen met identieke toestandscoderingen, indien de
initiële toestand van elk register bekend is.
[dit proefschrift, hoofdstuk 4)
3. Een abstract model van een produktmachine is slechts dan zinvol voor
verificatie, indien niet geabstraheerd is van de functionele afhankelijkheden
tussen de registers van de beide schakelingen.
(dit proefschrift, hoofdstuk 6]
4. De toepasbaarheid van formele verificatie kan aanzienlijk vergroot worden
door een verificatie-programma tegelijkertijd en in samenhang met het
bijbehorende synthese-programma te ontwikkelen.
5. Er zou meervooruitganggeboekt worden op het gebied van CAD, indien bij het
beoordelen van artikelen de kwaliteit van de uitgevoerde experimenten en de
reproduceerbaarheid van de gepresenteerde resultaten zwaarder zouden
meewegen.
6. Indien een universitaire studierichting wordt geconfronteerd met zowel een te
lage instroom als ook een te laag studierendement, dient men deze problemen
afzonderlijk te beschouwen en aan te pakken.
7. Om het gebruik van formele verificatiemethoden in de industrie te bevorderen,
is het momenteel belangrijker om aan goede ondersteunende computerprogr1.1mma's te werken dan aan nieuwe theoretische probleemstellingen.
8. Het succes waarmee BDD's worden gebruikt in een scala van toepassingen laat
zien hoe belangrijk het is om theorie te combineren met goed implementatiewerk.

9. Gezien de frequentie waarmee ingrijpende wijzigingen in het universitair
onderwijs worden doorgevoerd, zou het verstandig zijn om plannen voor
onderwijsvernieuwing meer te beoordelen op de gevolgen voor de korte termijn
dan op de mogelijke effecten voor de lange termijn.
10. De wèèreld is 'n kiepekooj. De booveste beschèète d'onderste.
[J. Naaijkens, "Dè's Biks", p. 162, Hilvarenbeek: De Hilverbode, 1992]

ll. Het introduceren van virtuele colleges leidt tot virtuele onderwijsverbetering.
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12. Alarminstallaties zijn erg geschikt om de problematiek van de zogenaamde
'false negatives' uit te leggen.

