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Abstract 

Background: Identifying individuals who are less likely to respond to depression treatments remains a challenge in 

clinical practice. Despite numerous studies employing various predictive models, their accuracy has proven to be 

inadequate for clinical decision-making. Early identification of these individuals is crucial for optimizing treatment 

strategies and improving outcomes. This study aims to develop a decision-analytical framework to identify individuals 

with depression who are unlikely to benefit from cognitive-behavioral therapy (CBT). 

Methods: A partially observable Markov decision process (POMDP) was applied to optimize probability thresholds 

for the likelihood of responding to treatment across different health states (mild, moderate, and severe). The model 

was estimated using a large, representative sample from Dutch mental healthcare. Bayesian inference was then used 

to monitor individual health states over time, updating the probability of responding to CBT with individual data. In 

this way, individuals less likely to respond to treatment could be identified by comparing their updated probabilities 

with the thresholds from the model. The performance of this approach was measured by comparing the results to other 

policies regarding average treatment costs and the accuracy of referrals for non-responders, defined as the percentage 

of non-responders correctly referred. 

Findings: The POMDP model demonstrated a referral accuracy of 88.94% (95% CI: 83.94% - 93.14%) while averaging 

10.78 treatment sessions (95% CI: 9.16 - 12.01) and achieving the lowest total average cost of €1650 (95% CI: €1464 

- €1898). Compared to alternative strategies with a fixed number of 5, 10, 15, or 20 treatment sessions, the POMDP 

model resulted in cost savings of €750, €138, €7, and €82 per individual, respectively. Additionally, the referral 

accuracy of the POMDP model was 33.46%, 14.28%, and 1.25% higher than the strategies with at most 5, 10, and 15 

sessions, respectively, but 5.63% lower when compared to the strategy with at most 20 sessions. 

Conclusions: The POMDP model is a promising approach for identifying individuals who are less likely to respond to 

depression treatment. It offers new insights into the heterogeneity of treatment responsiveness among individuals with 

depression, potentially improving treatment outcomes and efficiently allocating healthcare resources. Further research 

is warranted using different patient samples and possibly distinguishing more subgroups. 
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1 Introduction  

Depression affects approximately 300 million people worldwide [1], and the number of individuals affected by 

depression is on the rise. In 2020, depression increased by 28% globally, representing a significant surge within just 

one year [2]. In countries like the Netherlands, the 12-month prevalence rate of depression rose from 6.1% (2007-2009) 

to 10.1% (2019-2022) [3]. This rising prevalence has created unprecedented demands for mental health services [4]. 

However, healthcare systems face a critical challenge: despite increasing employment in mental healthcare, the 

professional workforce remains insufficient to meet this growing need. Consequently, patients face unacceptably long 

waiting lists, creating a gap between mental healthcare demand and available resources [5]. 

The impact of depression extends beyond the disease burden on healthcare systems and individuals. Depression is 

associated with increased premature mortality [6] and imposes a significant economic burden on society [7]. The 

annual average cost for depressed individuals ranges from $3,200 to $6,600 worldwide, encompassing direct, indirect, 

and mortality-related costs[8]. In the Netherlands, the annual healthcare expenditures related to depression amount to 

€1.04 billion [9]. 

Several evidence-supported interventions, including psychotherapies and pharmacotherapies[10], are available for 

depression[11], but all of them show large heterogeneity in effectiveness among individuals[12]. Treatment guidelines 

for depression specify that the initial treatment strategy should be adjusted based on the treatment response of 

individuals [13]. Currently, clinicians adjust treatment strategies for individuals using their previous experience and 

expertise instead of data-driven methods. Consequently, there is a need to develop a decision-analytical framework 

that enables clinicians to tailor treatments based on patient responsiveness using observational data. 

Cognitive Behavioral Therapy (CBT) is the most well-studied type of psychological interventions for depression and 

is recommended in many treatment guidelines internationally [14, 15]. More than one hundred randomized controlled 

trials (RCTs) have examined its effectiveness [16]. Several meta-analyses have shown that CBT is significantly more 

effective in the treatment of depression than care-as-usual and waiting list controls [11, 16, 17]. CBT demonstrates 

comparable effectiveness to pharmacotherapies in the short term, but it tends to be more effective in the long term [17]. 

In routine care settings, CBT has shown effectiveness comparable to that observed in RCTs [18]. 

Nevertheless, only a limited proportion of patients benefit from CBT. Clinical trial data reveal that, on average, only 

44% of individuals respond to CBT [19]. In routine clinical practice, the highest observed response rates were 52.2% 

[20, 21]. These features call for an exploration of the heterogeneity in individual responses to CBT. Identifying 

individuals less likely to respond to CBT and referring them to alternative lines of treatment could promote the 

matching of individuals to the treatment they are most likely to respond to [22]. This approach would facilitate more 

efficient resource utilization, potentially reduce waiting times for new patients, and contribute to overall cost savings 

and improved healthcare delivery. More importantly, it would prevent individuals from receiving lengthy treatments 

that are not suitable for them. 

Therefore, research has focused on finding methods to identify who will benefit from CBT and who will not. 

Multivariable models are commonly used to determine which individuals will respond to CBT for depression, aiming 
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to reduce the duration of depression and improve long-term outcomes [23]. However, traditional models have exhibited 

limited predictive performance, explaining only 52.4% of the variance, due to the restricted predictive power of the 

variables and the inherent limitations of the models themselves [24]. Machine learning has gained popularity in 

predicting treatment outcomes over the past decade. For instance, Chekroud and colleagues developed a machine 

learning approach using 25 self-report demographic and clinical measures, which predicted treatment response with 

60% accuracy [25]. A review of eight adequate-quality studies reported an average accuracy of only 56% in predicting 

response [26], and machine learning approaches showed no notable predictive improvement over traditional methods 

[27]. Given the complexity and heterogeneity of depression, accurately predicting its treatment outcomes remains 

challenging. To date, neither model type has been adopted for treatment decision support in clinical practice, as their 

accuracy is insufficient to provide real-world clinical value. 

The Markov Decision Process (MDP) is a mathematical model that expands traditional Markov models by integrating 

a sequential decision-making framework, allowing for multiple decisions over multiple time periods[28]. This model 

has been used to aid decision-makers in chronic disease management and has proven suitable for optimizing treatment 

decisions in depression [29]. However, in real-world healthcare settings, not all information about an individual’s type 

available, making it difficult to make optimal decisions with incomplete data. To address this challenge, the Partially 

Observable Markov Decision Process (POMDP) builds on the MDP [30] by integrating Bayesian inference—a 

statistical method [31]. This integration enables us to make optimal decisions even when we cannot observe all relevant 

information correctly. By using probability theory and statistical methods, the POMDP effectively manages 

uncertainty and guides decision-making in the best possible way. This approach has been successfully applied in 

various healthcare contexts, including Type 2 diabetes [32, 33] and high blood pressure/hypertension[34]. These 

applications demonstrated how the POMDP is particularly well-suited for modeling complex treatment decision 

scenarios, including those where direct observation of patient types is not possible. 

Given the current state of knowledge, this study aimed to employ a POMDP framework to identify individuals who 

are less likely to respond to CBT at an early stage. This approach enables the timely referral of individuals with a high 

probability of being non-responders to alternative treatments. 
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2 Method  

Study design, Population, and Outcomes 

Our study focused on a target population of 2,510 adults diagnosed with depression. These individuals received CBT 

from a major mental health care provider for outpatient treatment in the Netherlands, between January 2017 and 

October 2023. Symptoms were assessed using the 48-item Self-Report Symptom Questionnaire (SQ48), which was 

administered at the start of treatment and after every five sessions. While current practice typically ends after ten 

treatment sessions, the number of sessions can be extended or shortened if clinicians deem this necessary. Patients who 

had symptom scores reported in more than two sessions outside the designated evaluation window were excluded from 

the study, as these reports did not accurately capture treatment outcomes. For example, if the evaluation was scheduled 

for the fifth session, patients who reported their symptom scores in the eighth session were excluded. We defined a 

treatment response as a reduction in symptoms of 50% or more[35]. Accordingly, an individual was classified as a 

responder to CBT if they achieved this level of symptom reduction or recovered by the end of their treatment. 

We developed a decision-analytical model designed to identify individuals with depression who are unlikely to benefit 

from CBT, allowing for their early referral to alternative treatments (please see Figure 1). Our model was structured 

into three key stages and considered two treatment actions: continuing CBT or switching to an alternative treatment. 

In the first stage, we employed a Partially Observable Markov Decision Process (POMDP) framework to model the 

progression of depression using an observational dataset of individuals undergoing CBT. This POMDP was solved to 

determine the probability thresholds for responders and non-responders across different health states based on 

population data. In simple terms, a threshold is a cut-off point. If the likelihood that someone will respond to CBT is 

lower than this point, it suggests that they are unlikely to benefit from continuing CBT. 

In the second stage, Bayesian inference, a statistical method, was employed to monitor individual health states over 

time, updating the individual’s probability of responding to CBT based on individual data. In the third stage, 

individuals less likely to respond to treatment were identified by comparing the updated probabilities of being a 

responder with the established thresholds from the POMDP model in the first stage [31]. Data analysis was performed 

in R version 4.4.1, using RStudio 2024.04.2, while the POMDP model was coded in MATLAB version R2023b. 
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Figure 1 Overview of the POMDP based model  

Model structure  

We developed a model based on a Partially Observable Markov Decision Process (POMDP) with finite states and an 

infinite horizon in discrete time. This model used a belief state to represent the probability of an individual responding 

to CBT. Our aim was to identify individuals with a high probability of being non-responders early on and to refer them 

timely to alternative treatment. The objective therefore was to minimize the treatment costs, while keeping the number 

of inappropriate referrals as low as possible. Treatment costs were calculated by multiplying the number of treatment 

sessions by their price, over the entire time horizon. 

 

The key elements of the POMDP model were as follows: 

Health States and Actions 

The severity of depression was measured by the SQ48 questionnaire score, which was converted to a T-score (mean = 

50; SD = 10), based on a formula derived from a large Dutch population (N = 22,151). A T-score of 42.5 was used to 

differentiate between the normal population and depressive patients[36]. Our study categorized the states of depression 

based on the converted T-score as follows: mild (42.5-60), moderate (60-70), severe (≥70) depression, and recovered 

(≤42.5)[37]. Given that the individual type (responder or non-responder for CBT) was unidentifiable, it was treated as 

a latent variable within the model. The probability of an individual responding to treatment was quantified using a 

belief space scaled from 0 to 1, discretized into increments of 0.01, resulting in 100 belief states. The model therefore 

ultimately incorporated 400 states, aligned with the four primary depressive states, for instance, mild with a belief of 

0.88 of being a responder. The actions within the model were two: continuing CBT or referring to an alternative 

treatment. 
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Decision Epoch 

In our study, a “decision epoch” was defined as the interval before a treatment strategy could be changed. We assessed 

the treatment outcomes after every five sessions. At these five-session intervals, clinicians and patients could decide 

whether to continue with CBT or seek an alternative treatment. Therefore, decisions regarding the treatment strategy 

were made at each of these intervals. 

Transition Probabilities and Prior Belief  

State transition probabilities by severity were used to define the progression of depression under the two treatment 

actions (continuing CBT or referring to an alternative treatment) for both types of patients. The transition matrices that 

detail these health state transitions were estimated from our clinical dataset using the frequency estimation method 

[38]. These matrices are differentiated for responders and non-responders, reflecting the distinct progression patterns 

observed in patients based on their susceptibility to treatment. Prior belief, defined as the estimated probability of 

responding to CBT based on historical data and prior experience, was derived from our observational data. 

Rewards and Penalty  

In our POMDP framework, we calculated the reward for each epoch by determining the cost associated with five 

treatment sessions (decision epoch). Here, the “reward” refers to the cost incurred for the treatment, with the ultimate 

goal of minimizing this cost to optimize the treatment plan. Specifically, the costs are calculated by multiplying the 

hourly rate of psychologists—who comprise over 95% of our therapists in the dataset—by the time spent across five 

treatment sessions. This hourly rate is based on figures from the Dutch Costing Manual for economic evaluations [39], 

adjusted to the 2022-euro price level. The reward is consistent across different patient types and various states by 

assumption, and defined by a typical CBT treatment session. 

To ensure the continuation of CBT for responsive individuals and to discourage switching to alternative treatments, 

we applied a penalty for wrong referrals (i.e., referring responders to alternative treatment). This penalty reflects 

several factors: the monetary value of the adjusted life years lost as a result of inappropriate referral, the productivity 

loss during the waiting period to receive alternative treatment, and the costs of intake and diagnostic sessions associated 

with those alternative treatments. The parameters used to estimate these costs are detailed in Table S1. 

Model Solving 

The POMDP model can be effectively solved using value iteration [40], with the optimal belief threshold captured in 

a practical look-up table (Figure 1). This table categorizes belief thresholds for three key patient states: mild, moderate, 

and severe. Each state has a determined belief threshold to distinguish responders and non-responders, guiding the 

recommended treatment strategy. Bayesian updates are dynamically processed based on three inputs: the prior belief 

about a patient’s likelihood of responding, their health state in the previous epoch, and their current health state. This 

process yields the posterior belief regarding a patient’s probability of response in each decision epoch. If this posterior 

belief falls below the threshold for their current state, it indicates that for this individual, a switch to an alternative 

treatment is the optimal action from the POMDP model. Conversely, if the belief surpasses the threshold, the 

continuation of CBT is the optimal action. 
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Performance Evaluation 

To evaluate the performance of our decision-analytical model, we used discrete Markov chain simulation to generate 

a large population (N = 100,000) and compared four different static strategies with the POMDP model. The static 

strategies included ending treatment after at most five sessions (Policy 1), ten sessions (Policy 2), fifteen sessions 

(Policy 3), and twenty sessions (Policy 4), with early treatment cessation upon recovery. While current practice 

typically ends after ten treatment sessions, the number of sessions can be extended or shortened if clinicians find it 

necessary. We focused on key performance metrics, including total and treatment costs, as well as referral accuracy. 

Unlike in real clinical settings where patient response type is inherently unknown, our simulated cohort allowed us to 

precisely measure referral accuracy by comparing model decisions against the true responder status of each generated 

patients. Referral accuracy was defined as the number of non-responder referrals divided by the total number of 

referrals. 

Uncertainty and Sensitivity Analysis 

Bootstrapping with 1,000 iterations was used to quantify the uncertainty of our results. This involved sampling 

transition probability matrices from Dirichlet distributions, with the parameters of these distributions estimated from 

our observational data. Additionally, we conducted one-way sensitivity analyses to assess the robustness of our results 

by varying several model parameters. These parameters included prior beliefs regarding patient responses and penalties 

for referring responders to alternative treatments. We varied the prior belief using the effectiveness of CBT reported 

in randomized controlled trials published in meta-analyses. The confidence intervals for utility, which were used to 

calculate the monetary value of adjusted life years lost, as well as the productivity loss, were sourced from the literature. 

Both are crucial components in calculating the penalty, and we varied their values based on Dutch guidelines for health 

evaluation in healthcare[39] to determine two extreme values for the penalty in a sensitivity analysis. 

To further assess robustness, we repeated our analyses using multiple imputation with predictive mean matching for 

missing symptom scores, allowing us to work with a dataset of n = 1,807 (Supplementary Figure S1). After imputing 

these values, we recalculated the transition probabilities and reran our model, averaging the results across the imputed 

datasets. 
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3 Results 

Administrative data were obtained for a total of 2,510 individuals. Of these, 703 were excluded because they either 

had only intake scores or their symptom scores were below the threshold for depression at intake. Additionally, 1,047 

individuals were excluded because their symptom scores were reported in more than two sessions outside the 

designated evaluation window. Ultimately, 760 individuals were included in the study, with 483 classified as 

responders and 277 as non-responders (Figure 2, Supplementary Figure S1). In a sensitivity analysis, imputation was 

used to replace missing values for the sample of 1,047 individuals. 

3.1 Results of observational data 

The symptom scores of responsive individuals demonstrated a decrease over time (Figure 2). The trajectory of 

symptoms generally showed a trend towards improvement, with many individuals moving from severe or moderate 

levels of depression to mild or recovered. In contrast, the non-responders showed small changes in their symptom 

scores throughout the treatment period. The response rate for CBT in current practice from the dataset, which involves 

an average of about 13 treatment sessions, was 63.55%. The response rate for CBT after five sessions was 32.76%. 

This rate increased to 52.5% after ten treatment sessions (Table 1) 

 

Figure 2: The Changes in Symptom Scores Among Responsive and Non-Responsive Individuals 

Table 1 Response Rate Under Different Treatment Strategies (Based on N = 760) 

Treatment Strategies  Average Number of Treatment Session Response Rate  

End after five sessions  5.00 32.76% 

End after ten sessions 10.00 52.50% 

Current practice  12.94  63.55% 
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Figure 3 Thresholds of Responsiveness and Optimal Treatment Strategies Across Different States  

Figure 3 shows the optimal thresholds for the belief regarding the probability of response to CBT, as determined by 

the POMDP model. In the mild state, the optimal threshold for classifying responders and non-responders is 0.17 (95% 

CI: 0.15-0.195). When an individual's belief (i.e., the estimated probability of response based on the most recent 

individual data) is below this threshold, it indicates a high likelihood of being a non-responder, suggesting that referring 

these individuals to alternative treatments is cost-effective. In the moderate state, the optimal threshold is slightly 

higher at 0.25 (95% CI: 0.22-0.29). For severe states, the threshold increases further to 0.28 (95% CI: 0.25-0.32). 

Across all states, CBT is recommended for individuals with beliefs above these thresholds, as they represent a sufficient 

belief in the patient being a responder. 

Table 2 Comparison of the number of treatment Sessions Between Current Practice and POMDP 

Patient type  Number of treatment sessions  Number of individuals  Percentage (%) 

Responder (N=483)  Current practice > POMDP 24 5.00% 

Current practice < POMDP 0 0.00% 

Current practice = POMDP 459 95.00% 

Non-responder (N=277)  Current practice > POMDP 38 13.72% 

Current practice < POMDP 181 65.34% 

Current practice = POMDP 58 20.94% 
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Applying these thresholds to the study population, the POMDP model strategy would lead to 5% of responders and 

13.72% of non-responders being referred to alternative treatments earlier than in current practice. The POMDP model 

aligns with current practice for most individuals, with 95% of responders and 20.94% of non-responders receiving the 

recommended number of sessions according to both strategies, stopping treatment at the appropriate time. However, 

65.34% of non-responders are recommended to continue CBT beyond their last session in current practice.  

This indicates that the POMDP strategy is quite conservative and does not quickly refer individuals to alternative 

treatments. While the strategy does lead to some individuals being referred sooner, it essentially refers different 

individuals at different points in their treatment trajectory – reflecting patients’ heterogeneity – compared to current 

practice. For the 65.34% of non-responders identified under current practice, the POMDP strategy recommends 

continuing CBT beyond their last session, rather than classifying them as responders and referring them to alternative 

treatment at that point. This is because the POMDP model requires more observations about what the symptom scores 

would have been during follow-up to accurately determine whether a person is a responder or non-responder. 

Additionally, since we cannot definitively know whether these patients were actually responsive, the lack of such 

observations makes it challenging to directly compare the POMDP model with current practice. 

3.2 The results of simulated data 

Table 3 The Average Number of Treatment Sessions in Different Policies 

Policies  The 5-session 

policy 

The 10-session 

policy  

The 15-session 

policy 

The 20-session 

policy 

POMDP 

Average number of 

treatment sessions 

5.00 (95% CI: 

5.00-5.00) 

8.21(95% CI: 

7.97-8.45) 

10.52(95% CI: 

10.08-11.02) 

12.42(95%CI: 

11.81 -13.13) 

10.78 (95% CI: 

9.16-12.01) 

 

In contrast to real-world observational data, simulated data allow us to label patients as responders or non-responders, 

enabling a better understanding of how our policy performs compared to static, non-tailored policies. Table 3 presents 

the average number of treatment sessions for the simulated cohort. As expected, the number of sessions increases with 

each policy, from the 5-session policy up to the 20-session policy. However, for the 10-session to 20-session policies, 

the average number of sessions remains below the maximum allowed, as treatment stops when recovery is achieved 

before reaching the maximum number of sessions. The average number of sessions for the POMDP model was 10.78, 

slightly higher than that for the 15-session policy. 
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Figure 4 The Accuracy of Referral across different policies  

Figure 4 shows the percentage of non-responders referred to alternative treatments under different policies. A policy 

with maximum of 5 sessions has the lowest referral accuracy at 55.48% (95% CI: 51.58% - 60.17%), meaning just 

over half of the non-responders received correct referrals. Referral accuracy improves to 74.66% (95% CI: 67.53% - 

81.48%) under the 10-sessions policy. In the policy with at most 15 sessions, accuracy further increases to 87.69% 

(95% CI: 80.63% - 93.39%), and it peaks at 94.57% (95% CI: 89.19% - 97.89%) under the 20-session policy. The 

model achieves a referral accuracy of 88.94% (95% CI: 83.94% - 93.14%), slightly lower than that of the 20-session 

policy. 
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Figure 5 The Average Total Cost Across Different Policies 

While the 20-session policy has the highest referral accuracy, it also incurs the highest treatment cost, resulting in a 

total average cost of €1,732 (95% CI: €1,585 - €1,937) due to the large number of treatment sessions required (Figure 

5). The 5-session policy has the highest total average cost of €2,400 (95% CI: €2,102 - €2,687), with a substantial 

portion attributed to penalty costs, indicating inefficiencies in directing patients to appropriate treatments. The 10-

session policy shows a significant reduction in penalty costs compared to the 5-session policy, resulting in a lower 

total average cost of €1,788 (95% CI: €1,512 - €2,096), despite slightly higher treatment costs. The 15-session policy 

further reduces penalty costs, leading to a total average cost of €1,657 (95% CI: €1,462 - €1,911), making it more cost-

effective than both the 5-session and 10-session policies. The POMDP model has the lowest total average cost of 

€1,650 (95% CI: €1,464 - €1,898) and total treatment costs slightly above those of the 15-session policy, achieving a 

balanced distribution between penalty and treatment costs. 

3.3 The results of sensitivity analysis  

Tables S2-S4 present the results of the one-way sensitivity analyses. The POMDP model remains the most cost-

effective among all policies, with costs ranging from €1,711 to €1,966 as the prior belief varied from 0.38 to 0.48, and 

referral accuracy ranged from 89.97% to 86.25%. The cost and referral accuracy were sensitive to penalty values. With 

the lowest penalty of €1,763, the referral accuracy was 59.57%, and the average total cost was €1,176. Conversely, 

with the highest penalty of €22,341, the referral accuracy peaked at 97.85%, with a total average cost of €1,996. 
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Results for the imputed dataset are provided in the supplementary material (Table S4, Figures S2 and S3). For this 

dataset with 1,807 individuals, the referral accuracy of the POMDP model was 81.51%, only slightly lower than that 

of the policy with a maximum of 20 sessions. The model remained the most cost-effective compared to all other 

policies. 
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4 Discussion  

Using techniques from operations research, particularly a POMDP model, a treatment strategy could identify 

individuals who are less likely to respond to CBT over time based on the belief threshold in each state. The POMDP 

model-based strategy was the most cost-effective due to its balance between penalties for inaccurate referrals and 

treatment costs in the simulated cohort. Additionally, the strategy’s accuracy was relatively high among all policies, 

only slightly lower than that of the policy with at most 20 sessions. The 20-session policy achieves the highest accuracy 

because it involves the largest number of treatment sessions. This is logical, as the longer individuals are treated, the 

more certain it becomes that an individual is a non-responder, given that responders typically recover before the 

treatment period concludes. However, treating individuals for longer periods incurs higher treatment costs without 

clear added benefits for the patient, while also increasing the waiting time for new patients. The POMDP-based strategy 

shows performance comparable to the 15-session policy, which concludes treatment after at most 15 sessions for every 

patient. However, the POMDP model exhibits slightly higher referral accuracy and lower total average costs. 

Furthermore, the POMDP can optimize treatment on a per-individual basis, rather than applying a fixed maximum 

treatment duration for all patients, capturing the heterogeneity in patients 

Our model identified the belief threshold for being a non-responder in each state. The higher thresholds in moderate 

and severe states, compared to mild states, suggest that individuals with milder symptoms need a lower belief threshold 

to be classified as non-responders. This may indicate that those with more severe symptoms in our dataset were less 

likely to respond to the CBT treatment. This finding is supported by previous studies[41, 42]. In our study population, 

most individuals' treatment strategies in current practice were consistent with POMDP recommendations. However, 

the results also indicated that 65.34% of non-responders did not reach the belief threshold for being non-responders 

before their treatment ended. This suggests that the POMDP strategy is rather conservative and tends to keep 

individuals in treatment relatively long to ascertain they are truly non-responders. In current practice, the data were 

obtained from an organization that has an official policy of a maximum of 10 treatment sessions, which is reflected in 

our current practice results. For obvious reasons, we do not have the counterfactual observations about what would 

have been the symptom scores for these individuals during follow-up and had to rely on simulated data. The lack of 

such observation underscores the challenge in accurately measuring the model's performance in the study population, 

meaning that we actually know whether individual is a non-responder or a responder. 

The response rate for treating all individuals for at most five sessions was 32.76% and increased to 52.5% for ten 

sessions. This indicates that about 20% of individuals benefit from the additional five sessions, suggesting that ending 

treatment after only five sessions is insufficient. In current practice, with an average of 12 treatment sessions, the 

response rate in our observational data was 63.55%, which is higher than what is reported in the literature. A possible 

explanation for this difference could be that most individuals had only mild symptoms at baseline, making it easier for 

them to drop below a T-score of 42.5, which meets the definition of recovery. It is important to note that recovery is 

inherently included in the definition of response. Another explanation could be selection bias from using only the data 

from individuals with at least two symptom score measurements. However, the sensitivity analysis using imputation 

showed a response rate of 60.50%, which is consistent with the main analysis. 
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Our findings highlight the importance of identifying individuals less likely to respond to CBT and referring them to 

alternative treatments. Clinicians are advised to closely monitor individuals, particularly those with a high probability 

of not responding to current CBT, as indicated by the model. Such attention is crucial, considering the limited benefits 

of additional treatment sessions and the potential for delaying optimal interventions, which could, in turn, further 

reduce the individual’s quality of life. Effective monitoring and timely treatment switches are key to matching 

individuals to the treatment they are most likely to respond to and enhancing patient outcomes. The POMDP approach 

offers the advantage of an evidence-based threshold that could be compared to individual follow-up data, thus offering 

a benchmark for these individual data. This approach could also lead to more efficient resource allocation, shorter 

waiting times for new patients, and an overall improvement in the quality of care. 

We used Bayesian inference and MDP to identify patient types, utilizing prior knowledge of responsiveness and 

evidence from real-world data. To our knowledge, this is the first study to use an MDP-based model to identify non-

responders in the mental health domain, making comparisons with similar studies challenging. However, several 

studies have applied MDP in somatic diseases to aid decision-making. For instance, an MDP-based model for Type 2 

Diabetes Mellitus demonstrated an ability to improve prognosis by delaying the onset of complications compared to 

current practice as a result of different prescription strategies for diabetes medications[33]. Another study in Type 2 

Diabetes indicated that optimal treatment strategies derived from the MDP model could increase the total expected 

Quality-Adjusted Life Years (QALYs) by 0.27 years for high-risk patients[32]. Additionally, a study comparing cost-

effectiveness between blood pressure management guidelines and MDP-based treatment strategies found that the 

MDP-based approach was cost-effective from a societal perspective[34]. These previous studies suggest that MDP-

based recommendations can help clinicians optimize their treatment strategies.  

This study should be considered in light of several strengths and limitations. First, a substantial number of individuals 

were excluded due to the absence of appropriate symptom scores, which are essential for correctly identifying the 

health status of individuals after every five-treatment session. However, the outcomes of our sensitivity analysis on 

the multiple imputation dataset were consistent with our primary analysis, suggesting that the selection bias resulting 

from the absence of baseline severity scores may not have significantly impacted our findings.  

Secondly, our results showed sensitivity to the penalty value. In the model, the penalty was designed to deter the 

unnecessary referral of responders to alternative treatments. A low penalty leads the model to potentially refer everyone 

to alternative treatments, resulting in excessive incorrect referrals among responders. This results in low referral 

accuracy, and low treatment costs. Conversely, a very high penalty would discourage the model from referring any 

patients, even those who might benefit from alternative treatments. Consequently, many individuals are kept in CBT 

treatment for a longer time until they are definitively identified as non-responders. This scenario results in higher 

referral accuracy but also significantly increased treatment costs. The current penalty level was chosen based on Dutch 

guidelines for healthcare economics evaluation from a societal perspective, taking into account adjusted life years lost, 

productivity loss, and the costs of intake and diagnostics due to inappropriate referrals. Thirdly, we did not consider 

quality of life in the model because our primary aim was to identify individuals less likely to respond to CBT and refer 

them in time. Using QALYs or net benefits as an outcome would require consideration of the potential health benefits 
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of the referral treatment, as well as data on quality of life in our current dataset, which would require additional 

assumptions, and introduce more uncertainty into our model.  

Fourthly, to align with current practice—where individuals who recover from depression stop treatment and no (relapse) 

preventive treatments are provided—we assumed that recovered individuals would leave the model, making recovery 

an absorbing state. This assumption might overlook some cases where individuals relapse after treatment, which we 

cannot confirm due to data limitations. While this could impact our results, it underscores the need to extend the current 

model to account for such scenarios. Lastly, our transition probabilities were estimated at the population level, even 

though we quantified the uncertainty of the results by bootstrapping the transition matrix from observational data. This 

means the threshold for each health state is an average. However, different individuals might have different transition 

probabilities between health states, calling for a more sophisticated model in which transition probabilities account for 

heterogeneity, for instance in terms of previous episodes, age, gender and co-morbidities[22]. 

Strong points of our study include the use of routine data to estimate all parameters needed for the application of the 

POMDP model, while many applications to date have relied relatively heavily on assumptions. Also, use of POMDP 

in mental health to identify individuals who are less likely to respond to current treatments and refer them to alternative 

treatment is a new area of application. This approach provides new insights into identifying the heterogeneity of 

responsiveness among individuals with depression, surpassing the accuracy limitations of traditional prediction models, 

which are insufficient to support treatment decisions. Our model dynamically adapts to observed changes in 

individuals' health states to identify those less likely to respond, enabling clinicians to effectively monitor these 

individuals and adjust treatment strategies in a timely manner. Nonetheless, clinicians should remain cautious, as these 

recommendations are based on population-level data, and individual responsiveness may vary from these averages. 
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5 Conclusion  

In conclusion, this POMDP model carefully integrates states, actions, reward functions, and transition probability 

matrices based on observational data to identify individuals who are less likely to respond to current treatments, 

offering new insights into the heterogeneity of treatment responsiveness among individuals with depression. Our 

results suggest that this model can identify such individuals earlier and provide cost savings compared to other policies, 

thereby aiding clinicians and patients in deciding whether to continue the current treatment or refer individuals to 

alternative treatments if they exhibit minimal responsiveness. Additionally, identifying each individual's 

responsiveness is a step toward the ultimate goal of matching individuals with the depression treatments to which they 

are most likely to respond. These recommendations should be interpreted with caution, given that they are derived 

from population-level data, and individual responses can differ from these averages.  
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Supplementary  

 

Figure S1 Flow chart of patient selection 

Table S1 Model Parameters 

Parameters Mean (Range) Reference 

Prior belief in RCT 0.44 (0.39 -0.48)  

Reward inputs (€)   

    Mild  650 [39] 

    Moderate 650 [39] 

    Severe  650 [39] 

Discount factor for cost 3% [39] 

Penalty  6107 (1763.46 – 22341.08)  

• Monetary QALYs loss1 2019.23 (865.38-3173.08) [39] 

Utility scores-responder 0.72 (0.92-0.52) [43] 

Utility scores-non responder  0.58 (0.86 -0.30) [43] 

Willingness to pay 50,000 [44] 

Average waiting time(weeks) 15  [45] 

• Productivity loss2 3828.48 (638.08 – 19142) [39]  

Hourly rate of labor 39.88 [39] 

Working efficiency reduction  20% [39] 

• Extra intake and diagnosis 260 [39] 
1Monetary QALYs Loss = Willingness − to − pay × (𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎𝑎 𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤 𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 (𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤))/(52 𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤𝑤) ×

(𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 𝑜𝑜𝑜𝑜 𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟 − 𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈𝑈 𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 𝑜𝑜𝑜𝑜 𝑛𝑛𝑛𝑛𝑛𝑛 − 𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟𝑟) 
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2Productivity loss =  hourly rate of labor × average waiting time (weeks) × 32 hours ×

working efficiency reduction  

Note: Because of the additional intake and diagnosis, there is at least a two-day loss of productivity 

 

Table S2: Referral Accuracy and Total Average Cost Under Different Prior Beliefs (reference case, prior belief from 

0.38 to 0.48) 

Prior belief = 0.38 

Policies Policy 1 Policy 2 Policy 3 Policy 4 POMDP 

Referral accuracy 77.45% 89.13% 95.17% 97.92% 89.97% 

Total average cost 1711 1580 1743 2019 1530 

Prior belief = 0.44 

Policies Policy 1 Policy 2 Policy 3 Policy 4 POMDP 

Referral accuracy  73.54% 86.88% 94.12% 97.47% 87.89% 

Total average cost  1857 1620 1723 1953 1575 

Prior belief = 0.48 

Policies Policy 1 Policy 2 Policy 3 Policy 4 POMDP 

Referral accuracy 70.20% 84.87% 93.10% 97.00% 86.25% 

Total average cost 1966 1653 1708 1909 1642 

 

Table S3: Referral Accuracy and Total Average Cost Under Different Penalty Values (Reference Case: Penalty = 

€1,763.46 and €22,341.08) 

Penalty = €1763.46 

Policies Policy 1 Policy 2 Policy 3 Policy 4 POMDP 

Referral accuracy 55.36% 74.75% 87.77% 94.59% 59.57% 

Total average cost 1154 1271 1446 1641 1176 

Penalty cost  504 204 81 32 420 

Treatment cost  650 1067 1365 1609 756 

Penalty = €22341.08 

Policies Policy 1 Policy 2 Policy 3 Policy 4 POMDP 

Referral accuracy  55.36% 74.75% 87.77% 94.95% 97.85% 

Total average cost  7042 3654 2392 2015 1996 

Penalty cost 6392 2587 1028 406 149 

Treatment cost 650 1067 1364 1609 1847 
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Table S4: The Average Number of Treatment Sessions Under Different Policies in the Imputed Dataset 

Policies  The 5-session 

policy 

The 10-session 

policy  

The 15-session 

policy 

The 20-session 

policy 

POMDP 

Average number of 

treatment sessions 

5.00  8.30 10.55 12.20 11.73 

 

 

Figure S2: The Accuracy of Referral across different policies in the Imputed Dataset  
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Figure S3: The Average Total Cost Across Different Policies in the Imputed Dataset 
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