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Abstract—Docker containers are widely used in modern en-
terprise applications and cloud environments for their efficiency,
portability, and rapid deployment. As a leading containerization
technology, Docker enables applications to be stored as images
containing all required runtime dependencies. Nonetheless,
the growing popularity of containers has also raised security
concerns as the libraries and dependencies included in Docker
images can contain security vulnerabilities. Previous research has
predominantly focused on operating system vulnerabilities, with
some investigations into application vulnerabilities originating
from vulnerable dependencies. However, these studies have
focused solely on the latest tag (version) of each Docker image
repository, without offering insights into the prevalence and
potential resolution of vulnerabilities across different releases.
This limitation restricts our understanding of how effectively
they are managed over time.

In this study, we investigate the prevalence of vulnerable
JavaScript packages within Docker containers across multiple
release tags. Our time-based analysis enables us to assess the
extent to which maintainers resolve these vulnerabilities in
subsequent releases, as well as the time required to address
them. We analyzed 6,292 unique images gathered from 1,573
active repositories. Our findings indicate that the majority of
Docker images contain multiple vulnerabilities across various
tags. Nearly 61% of repositories have vulnerabilities in every
examined tag. While some of these vulnerabilities are resolved
by maintainers in subsequent releases, many remain unaddressed
within our observation timeframe. Moreover, we found that
only 10% of vulnerabilities are typically addressed within the
first 6 months, leaving many unattended for considerably longer
durations. We also discovered that common repository attributes,
including popularity, contributor count, and automation usage,
have no significant effect on the timeliness of vulnerability
resolution.

Index Terms—Docker, Container, Security, Vulnerability, De-
pendency, JavaScript, Docker Scout

I. INTRODUCTION

Docker [1], one of the most popular containerization tech-
nologies, assists organizations in adapting to the continuous
changes in the product development cycle by facilitating
effortless packaging and distribution of software [2]. A Docker
container is a self-contained, lightweight package that includes
all necessary components to run software on different operat-
ing systems [3], such as code, third-party packages, runtime,
system tools, and configurations [4]. The growing popularity
of containers has also raised security concerns [5, 6, 7, 8]. Pre-
vious research has largely focused on analyzing vulnerabilities
in operating system packages within Docker images [5, 7],
while some studies have examined third-party, application-
level vulnerabilities introduced inherited dependencies [6, 8].

While these studies provide insight into the presence of
vulnerable dependencies in the latest tag (i.e., version) of
each image repository [6, 8], they do not examine how these
vulnerabilities are addressed over time. The reliance of code
within an image on vulnerable packages in a particular release
does not reveal whether, when, and how those vulnerabilities
are addressed in other releases. This research gap limits our
understanding of maintainers’ awareness and commitment to
addressing these issues. Moreover, they disregard images that
include code from certain ecosystems (e.g., JavaScript) but are
not based on official images, resulting in less comprehensive
analyses.

Although research exists on investigating dependency vul-
nerabilities in open-source projects, their findings do not
necessarily generalize across environments, leaving the Docker
ecosystem relatively underexplored. Developers often avoid
updating dependencies, viewing them as a burden [9], and this
issue may be exacerbated in the context of Docker images.
Beyond committing changes to the source code repository
(e.g., Git), updates to Docker images must be built into a new
image and pushed to a container registry (e.g., Docker Hub) for
distribution. This extra operational overhead could reduce the
inclination to update images. Unlike traditional repositories,
Docker images encapsulate entire application environments,
including dependencies, system libraries, and configurations.
As a result, they are often bulkier, more time-consuming,
and resource-intensive to build. A single dependency update
typically requires rebuilding the entire image from its base
layers, ensuring that all dependencies, configurations, and
runtime components are correctly integrated and tested. This
additional workload can cause Docker images to lag in up-
dates. Furthermore, the closer integration of guest applications
with the host operating system in Docker broadens the attack
surface [10], potentially increasing the risk of vulnerabilities
in containerized applications. Lastly, Docker’s layered inheri-
tance structure introduces unique complications. Not only do
images inherit vulnerabilities from their base images, but their
multi-layered builds also renders dependencies harder to track
and manage. Therefore, we argue that the management of
application dependencies in Docker images over time warrants
its separate investigation.

In this study, we also assess Docker Scout [11], a recently
introduced vulnerability scanning tool from Docker, designed
to assist maintainers in identifying vulnerabilities within their
images. Specifically, we apply Docker Scout to our dataset



of Docker images containing JavaScript code and compare
its reports with our findings to gain deeper insights into its
functionality. Unlike prior studies that only examine the latest
tag of images, we utilize a time-based approach to select
multiple tags (including the latest) for each image repository.
This allows us to scrutinize the prevalence (RQ1) and po-
tential resolution of vulnerabilities (RQ2) over a timeframe.
Additionally, we analyze the duration required for vulnera-
bilities to be addressed in subsequent releases (tags) of the
concerned image repository (RQ3). Finally, we investigate the
correlation between project attributes and the timely resolution
of vulnerabilities (RQ4). To obtain a comprehensive dataset,
our approach differs from the previous research by focusing
on actual evidence of JavaScript code within containers. We
achieve this by pulling a set of candidate images onto our sys-
tem and recursively searching their filesystems for JavaScript
dependencies.

Our analysis covered 6,292 distinct images from 1,573
active repositories. We discovered that most Docker images
running JavaScript code contain multiple vulnerabilities. Ap-
proximately 61% of repositories contain vulnerabilities in
every analyzed tag. Although 10% of vulnerabilities are
typically addressed within the first six months, nearly half
remain unaddressed one year after the image’s publication
date. We hypothesize that these vulnerabilities persist due to
factors such as a lack of awareness, especially since many
are introduced by indirect dependencies. We also observed
that common repository attributes, including the number of
contributors, popularity, and the use of automation, do not
influence the time required to resolve vulnerabilities. We con-
clude that the security of Docker images could be significantly
improved in different ways. To summarize, this paper makes
the following contributions:

• Investigates vulnerability management in Docker images
by analyzing multiple tags, thereby illuminating the
prevalence of vulnerabilities within the containers and the
extent to which maintainers address them.

• Examines the time required for vulnerable packages to
be addressed through subsequent tags of the images.

• Reviews Docker Scout’s vulnerability reports.
• Explores the correlation between various repository at-

tributes and the time taken to resolve vulnerabilities.
• Provides a diverse dataset of Docker images built upon

various base images that contain JavaScript dependencies.
The remainder of the paper is organized as follows. The next

section presents background on the Docker ecosystem. Section
III provides our research questions. Section IV presents the
employed methodology for data collection and analysis, and
Section V reports the results. Section VI discusses our find-
ings and presents the threats to validity. Finally, Section VII
presents related work, and Section VIII concludes the paper.

II. BACKGROUND

A. Containers and Docker Ecosystem
Containers encapsulate an application along with its de-

pendencies, enabling rapid and reliable operation across di-

verse computing environments [3]. They function similarly to
Virtual Machines [12], without requiring a separate operating
system, as all containers on a single host share the same OS
[13]. Docker1 is an open platform for developing, shipping,
and managing containerized applications. It is currently the
most widely used containerization tool, with significant recent
growth in adoption [14]. The following paragraphs define the
terminology pertaining to the Docker ecosystem.

The Docker platform consists of two main components: the
Docker Engine, creating and running containers, and Docker
Hub, a cloud-based service for distributing containers [3], also
known as a registry2. A container image is a standardized
package encompassing all necessary files, binaries, libraries,
and configurations required to run a container [15]. Images are
generated from a Dockerfile, a text file containing a series of
instructions for constructing a Docker image. Docker images
consist of multiple layers, and a new one is created for each
instruction in the Dockerfile. During the build process, images
inherit all the layers of their base image.

The docker run command instantiates an image into a
container. In other words, a container is the running instance
of an image. The machine on which Docker is installed, and
is responsible for running containers is referred to as a Docker
host. Developers can create custom images and upload them
to registries, such as Docker Hub, for others to download
and use. A collection of related images, typically providing
different versions of the same application or service, is called
a repository. Each image in a repository is assigned a tag (also
known as a version or release), an alphanumeric identifier at-
tached to images within a repository (e.g., latest or stable). The
latest tag is the default used by Docker and is conventionally
an alias leveraged in many repositories for the most up-to-
date stable image. Docker Hub hosts thousands of community
(also known as public or unofficial) and official repositories.
This study relies on community repositories, contributed to
and shared by the Docker community, including open-source
projects. In contrast, official repositories are designed to offer
curated images with assured quality and provenance [3].

Docker recently launched Docker Scout [11], a vulnerability
scanning tool designed to help users identify and manage
vulnerabilities within Docker images. It scans images to detect
known vulnerabilities in both operating system libraries and
application dependencies across various ecosystems, including
npm. It generates extensive reports that classify found vulner-
abilities by severity. As a newly introduced tool, Docker Scout
has yet to be assessed for its functionality and effectiveness
in identifying vulnerabilities. In this study, we briefly review
the vulnerabilities it reports on our dataset and compare them
with those found in our own analysis.

B. Container Security

Container security threats and protection requirements can
be classified into four cases [16]: 1) vulnerabilities arising

1https://www.docker.com/
2A registry is a service responsible for hosting and distributing images. The

default registry for Docker images is the Docker Hub.



from applications running inside the container, 2) a malicious
container attacking other containers, as seen in Spectre [17]
and Meltdown [18] attacks, 3) a malicious container targeting
the host system, and 4) a container being attacked by an
untrusted host. This study pertains to the first category, which
is particularly critical. Docker images often include third-
party packages from repositories such as npm or Maven, with
package versions remaining frozen once the image is built
[19]. Any vulnerabilities in these packages can have serious
consequences. For instance, if an application gains control over
the container manager, it could compromise the host system
as well as other containers in the environment [16].

III. RESEARCH QUESTIONS

Our first question aims to determine the frequency of
JavaScript vulnerabilities within Docker images. Additionally,
to expand our understanding of vulnerability prevalence, we
will scrutinize multiple tags (releases) of the images. This
addresses a gap in previous research, where time-related
analysis has been lacking. Thus, we ask:

RQ1: How widespread are vulnerable packages within
Docker images across different tags?

Next, we investigate the resolution of the detected vulnera-
bilities by analyzing successive tags, focusing on whether the
vulnerabilities are addressed in later versions of the images
where they were initially found. Therefore, we inquire:

RQ2: To what extent are the vulnerable packages resolved
in the subsequent releases?

Moreover, we assess the time required for vulnerabilities to
be addressed. This analysis sheds light on the longevity of vul-
nerabilities within the images and evaluates the responsiveness
of maintainers in releasing updated images to address them:

RQ3: What is the expected duration for addressing vulner-
abilities in subsequent releases of Docker images?

Finally, we examine how repository attributes may influence
the resolution time of vulnerabilities. This enables us to
identify specific repository traits that correlate with faster or
slower vulnerability resolution:

RQ4: How do repository attributes influence the timely
resolution of vulnerabilities?

IV. METHODOLOGY

We focus on JavaScript projects hosted inside Docker
containers for several reasons. Firstly, recent surveys indicate
that JavaScript is the most popular programming language
[20, 21]. Additionally, JavaScript projects exhibit the highest
distribution of package dependencies among all programming
languages [22], implying that they are more susceptible to in-
herited vulnerabilities through dependencies [23, 24]. Further-
more, the npm ecosystem has 3,701 GitHub advisory records,
the third highest after Maven and Composer, providing a rich
dataset for a thorough examination of vulnerable packages.

It is noteworthy that studies on dependencies outside Docker
containers do not apply to other ecosystems [25, 26, 24, 23,
27, 28]. Developers often avoid updating dependencies due to
the added workload, a problem worsened for Docker images,

where each update requires building and pushing new images
to registries. Since Docker images bundle entire environments,
these updates tend to be larger and more resource-intensive
than those in traditional repositories, potentially discouraging
timely updates. Additionally, Docker containers have wider
attack surfaces [10], increasing the risk of vulnerabilities.
Docker’s layered inheritance structure further complicates mat-
ters, as images inherit vulnerabilities from their base layers,
and their multi-layered builds make dependencies harder to
track. These challenges, along with Docker’s widespread use,
highlight the need for a focused study on the prevalence of
application vulnerabilities in Dockerized applications and their
management over time.

A. Finding Candidate Docker Images

To assess Docker images that execute JavaScript and exam-
ine their dependencies for vulnerabilities, the initial step is to
gather a dataset of Docker repositories containing images that
run JavaScript code. Previous research [6, 8] leverages Docker
images’ inheritance mechanism to identify such images. To
determine if an image contains JavaScript code, they check
whether its base image is one of the official node images.
The advantage of this approach is that it can be performed
using Docker Hub API or tools such as skopeo3 without
actually pulling the image under examination. Nonetheless, the
applicability of this technique is limited to images that inherit
from a node base image, while those derived from other parent
images are not considered.

We adopt a different strategy by identifying the actual
evidence of JavaScript within the images. To this end, we
pull each candidate image and inspect it locally. Although
our approach is considerably more time-consuming, it could
yield a dataset that more accurately represents the state of
containerized JavaScript projects. The primary reason is that
not every image running JavaScript is built on a node image. It
is also possible that maintainers manually install their runtime
environments (e.g., node) directly through the Dockerfile,
without relying on a parent node image as a base. These
rationales apply to other ecosystems as well. Choosing images
solely based on their base image does not accurately reflect
the state of entire ecosystems. Therefore, identifying concrete
evidence of actual JavaScript utilization within Docker images
could lead to a more comprehensive dataset.

We leverage the Docker Hub API to retrieve a selection
of Docker repositories that potentially contain images running
JavaScript code. Having said that, accessing information from
the Docker Hub API4 is limited to a few endpoints with re-
stricted parameters, i.e., the search API5 allows querying based
on text input and returns repositories with matching titles or
descriptions. To initiate the search process, we employ two
basic queries, namely javascript and js. However, the outcome
manifests certain challenges. To begin with, each search query

3https://github.com/containers/skopeo
4https://hub.docker.com/
5https://hub.docker.com/v2/search/repositories/



is confined to a maximum of 10k results, leading to poten-
tial overlap in search outcomes between queries. Moreover,
there is no assurance that the retrieved images internally run
JavaScript. Given we are uncertain about the percentage of
images that will be excluded during our filtering process, it is
necessary to fetch a considerable number of candidate images
to establish a substantial dataset after the eliminations. Thus,
the two trivial search queries are not sufficient. To address this
limitation, we must fashion a comprehensive list of keywords
related to the JavaScript ecosystem and use it to conduct
further queries through the search API, thereby expanding our
search and enhancing the scope of our results.

To accomplish this, we utilize the GitHub REST API6 to
retrieve the most popular JavaScript projects based on the
number of stars and store their corresponding labels7. Next, we
organize the labels by frequency and choose the top entries.
Following the manual exclusion of irrelevant or overly general
entries (e.g., framework, testing), we are left with 64 entries
that serve as our keyword list for querying the Docker Hub
search API. A few examples of these entries include nodejs,
react, vue, typescript, and html. Using this list to query the
Docker Hub search API on October 2024 yields a collection
of 255,870 unique repository records. Each record includes
details such as pull count, star rating, and the presence of
automated builds. Subsequently, we filter out repositories that
have been pulled fewer than 1,000 times to ensure our dataset
excludes experimental, less popular, and potentially unstable
images. This results in a dataset of 68,633 records, capturing
over 99% of the total pull count from the initial repositories
(exceeding 231 billion downloads). Upon removing records
with an insufficient number of tags, our dataset comprises
27,455 repositories. It’s noteworthy that, at this stage, we still
need to confirm if the remaining repositories in our dataset
indeed utilize JavaScript (subsection IV-C).

B. Tag Selection
We seek to investigate the prevalence (RQ1), resolution,

and persistence (RQ2 and RQ3) of vulnerabilities in Docker
images. Previous studies [6, 8] have focused solely on the lat-
est tags of repositories for studying vulnerabilities. However,
this method is inadequate for understanding how maintainers
address vulnerabilities over time or for assessing the longevity
of these vulnerabilities. For instance, if the latest tag of a
particular repository contains security vulnerabilities in its ap-
plication dependencies, it does not indicate how they are dealt
with. Such vulnerabilities may be resolved in subsequent tags
shortly afterward or remain unattended for a prolonged period.
Conversely, analyzing multiple tags of repositories allows us
to study the lifecycle of vulnerabilities over an extended
period. Hence, we conduct a time-based analysis, investigating
multiple tags (including the latest) of each Docker repository
for potential vulnerabilities within the images.

However, certain challenges need to be taken into account.
Some repositories have an extensive number of available tags,

6https://docs.github.com/en/rest
7A metadata used to categorize repositories

rendering it impractical to investigate all of them. Thus, we
need to restrict the number of tags we analyze for each
repository. Moreover, Docker repositories have varying inter-
vals for releasing their tags. While some maintainers release
tags every few days, others may take months to roll out a
new version. In addition, our manual investigation indicates
that some repositories exhibit diverse release patterns, with
tags being published at varying frequencies across different
periods. This implies that choosing the latest n tags in a naive
approach might not yield a comprehensive dataset suitable for
investigating the frequency and resolution of vulnerabilities
over time. For certain repositories, these versions could be
released within a week, which is too short a timeframe for
an investigation aimed at understanding vulnerability handling
practices. Finally, Docker does not force a standard versioning
system such as semantic versioning [29]. This lack of adher-
ence means that selecting tags based on criteria such as minor
or major versions is not feasible. Hence, we explore alternative
methods to ensure a sufficient temporal difference between the
chosen tags to effectively differentiate between them.

To ensure relevance, this study focuses on active reposito-
ries, defined as those with an adequate number of selectable
tags from the past year. Establishing an appropriate threshold
for the number of tags per repository is essential, as this thresh-
old directly impacts the number of repositories included in the
analysis. A large threshold would limit the study to only a few
highly active repositories. Conversely, a low threshold would
increase the inclusion of less frequently updated repositories,
shifting the focus away from regularly maintained ones. To
determine this threshold, using a heuristic approach, we cal-
culated the number of repositories eliminated when increasing
the threshold from n to n+1, for values ranging from 3 to 20.
Notably, increasing the threshold n from 4 to 5 leads to the
largest drop, removing nearly 12% of the repositories. This
significant loss occurs despite only adding one more tag for
investigation. At the same time, the repositories excluded at
n = 4 account for less than 1% of the total pull counts across
all repositories. This percentage triples when increasing the
threshold to n = 5, making the dataset less representative. We
also replicated our study on 15 randomly selected repositories
(1% of the dataset), analyzing 10 to 20 tags per repository.
The results showed negligible differences, with the average
variation in vulnerability counts remaining below 5% and the
time taken to resolve vulnerabilities largely unchanged. Thus,
choosing 4 tags per repository achieves a balance between
analyzing multiple releases (depth), keeping a wide range of
repositories (breadth), and maintaining feasibility for the study.

To select four tags from each repository, we initially
compute the duration between consecutive tags, and then
determine the median value of all these intervals. This me-
dian interval provides a basis for spacing the selected tags
across a timeframe that aligns with the repository’s update
frequency. Starting with the latest tag, we then select the
remaining three tags closest to the time points defined by
latest tag date − c × median, where c ∈ [1, 3]. This
method ensures that time differences between selected tags



Fig. 1: Visual representation of our tag selection strategy,
where the time intervals between selected tags are approx-
imately equal to the median interval of tag releases in the
corresponding repository.

approximately matches the median interval, allowing for a
balanced analysis of vulnerabilities over time (Figure 1).

C. Identifying JavaScript Vulnerabilities

We utilize the GitHub Advisory Database8 to obtain a
dataset of reported vulnerabilities. We extracted relevant secu-
rity advisories in October 2024. This process yields a dataset
containing 3,701 reviewed9 advisory records, covering vul-
nerabilities reported from 2017 to the present. Each advisory
record can pertain to multiple package releases, bringing the
total number of distinct vulnerability entries to 4,808. These
records include detailed information such as the name of the
affected package, severity level (low, medium, high, critical),
range of vulnerable versions, and first patched version.

To identify vulnerabilities within a Docker image, we pull
the concerned tag (e.g., latest) and scan its filesystem. Depen-
dencies in JavaScript projects are often listed in a manifest
file known as package.json. This file enumerates the direct
dependencies (i.e., upstream packages) that the source code
references. Developers are also encouraged to include a lock
file in the source repository. This lock file, created when the
installation command is executed on the manifest file, captures
the exact state of the dependency tree. It records not only
the direct dependencies but also transitive (indirect) dependen-
cies, along with related metadata for each dependency node,
ensuring consistent and reproducible builds. If the image in
question lacks a package.json file in its filesystem, it will be
excluded from our dataset. Relying on manifest files enables
us to identify containerized JavaScript projects that employ
various package managers, notably npm and yarn. It also
includes projects using different runtimes, such as node, Bun,
and Deno.

In line with related research [25], our approach evaluates di-
rect and development dependencies listed in the package.json
files, as well as transitive dependencies defined in the lock
files (e.g., package-lock.json). A package listed as a direct
runtime or development dependency in a manifest file (i.e.,
package.json) is considered vulnerable if its locked version
(extracted from the accompanying lock file) matches an advi-
sory record. If there is no associated lock file, to find matching

8https://github.com/advisories
9Security vulnerabilities meticulously validated by GitHub

advisories, we use the most recent version of the package
that meets its version constraints at the time the hosting
image was published. We follow a similar process to identify
transitive vulnerabilities from each lock file. The difference
is that each package listed in the lock file specifies a locked
version, whereas the manifest file often contains dependency
constraints. This locked version is then cross-referenced with
all advisory records to determine if the package is vulnerable.
Considering that the GitHub advisory database is continuously
evolving, a vulnerable package may be linked to multiple
advisory records over time. To ensure comprehensive analysis,
we capture all advisories associated with each package.

It’s worth noting that while tools such as Syft [30] and
Grype [31] can help detect vulnerabilities in Docker images,
they may also produce false positives [31]. Furthermore,
our manual approach provides greater flexibility in finding
pertinent packages and matching them with advisory records.
For instance, we manually review and exclude image-specific
directories (e.g., cache directories) to avoid selecting irrelevant
manifest files. Also, to check if a vulnerable dependency is
resolved in later tags, we need its exact filesystem path, as
well as its first patched version, which our method allows us
to obtain.

D. Final Dataset Overview

Applying the described tag selection and vulnerability ex-
traction techniques to our 27,455 candidate repositories, results
in a dataset of 1,573 repositories. The remaining entries were
excluded due to low recent activity, having an insufficient
number of tags, or the absence of JavaScript usage. We find
that only 7 repositories in our dataset are official, indicating
that our dataset primarily consists of community reposito-
ries. Given that the maintainers of official repositories are
more diligent about keeping their dependencies up-to-date [6],
this dataset offers a valuable opportunity to investigate the
evolution of vulnerabilities in community images, which are
generally more susceptible to security issues. We selected
and pulled a total of 6,292 images, corresponding to 4 tags
per repository, with a combined size of 3.2 terabytes. We also
discover that 2,109 out of 6,292 images (33%) are not based
on node images. This observation supports our argument that
not every image running JavaScript is built upon an official
node image. This highlights a limitation in previous studies,
which have predominantly focused on the vulnerabilities of
third-party packages in Docker images built on top of official
node images [6, 8].

E. Data Analysis

To perform statistical comparisons in RQ1 and RQ2,
consistent with previous studies [8], we employ the Mann-
Whitney U test [32] at a conventional α = 5% significance
level. This non-parametric test is particularly suitable for our
data, as it does not assume a normal distribution. The Mann-
Whitney U test helps us determine if there is a significant
difference between the distributions of vulnerabilities, with the



TABLE I: An overview of the number of distinct matching
advisories, vulnerable package releases, vulnerable packages,
and affected images grouped by severity levels

↓ Metric Severity → Low Medium High Critical

Distinct matching advisories 84 498 469 138
Vulnerable package releases 260 1,507 1,312 488
Vulnerable packages 48 245 276 97
Affected images 2,094 4,214 3,650 1,975

null hypothesis H0 assuming no disparity between the dis-
tributions. Additionally, to account for multiple comparisons
and reduce the risk of Type I errors, we apply Bonferroni’s
correction [33] to adjust the p-values. Furthermore, we report
the effect size using Cliff’s delta (δ) [34], a non-parametric
measure that can be interpreted as the degree of distributional
non-overlap between two distributions [35]. The effect is
considered negligible if δ < 0.147, small if 0.147 ≤ δ < 0.33,
medium if 0.33 ≤ δ < 0.474, and large if δ ≥ 0.474 [36].

In case of an observable discrepancy in the results across the
various distributions, we measure the statistical significance
of this variation by constructing the contingency table with
the absolute values and applying Pearson’s χ2 test [37] of
independence. This test allows us to assess whether there is a
relationship between two categorical variables [38]. When two
variables are associated, the probability of one variable taking
on a certain value depends on the value of the other variable.
The calculations for the chi-square test of independence are
based on observed frequencies, representing the number of
observations in each combined group [39]. We reject the
null hypothesis H0, which posits no relationship between
destributions if p < 0.05 (the 5% significance level). We also
present the effect size [40] when Pearson’s χ2 test indicates
rejection of the null hypothesis using Cramér’s V [41], denoted
by ϕV .

In line with prior work [25, 24, 23], we leverage survival
analysis [42] in RQ3 to evaluate the time-to-event distribution
of vulnerabilities within images. Employing the Kaplan-Meier
estimator [43], we construct a survival model to estimate
the vulnerability survival rate over time. In this context, the
survival function embodies the probability of a vulnerability
persisting beyond a specific timeframe. We also conduct
six pairwise comparisons using the log-rank test [44] to
substantiate the significance of any observable discrepancies
between each severity level pairing. The null hypothesis H0

assumes no difference in the survival distributions of the two
groups. Following the Bonferroni correction [45], we test
each hypothesis at a significance level of α/T = 0.083, where
α = 5%. Lastly, we use Spearman’s rank correlation test [46]
in RQ4 to assess the relationship between repository attributes
and the timely resolution of vulnerabilities.

V. RESULTS

A. RQ1: How widespread are vulnerable packages within
Docker images across different tags?

Following the removal of duplicate package versions within
each image, our dataset is comprised of 1,718,874 unique
package versions. Among these, 63,604 packages are iden-
tified as having corresponding records in the GitHub advisory
vulnerabilities database. This indicates that 3.70% of the total
packages within the images are vulnerable. This number corre-
sponds precisely to the findings reported by Zerouali et al. [6].
Since each package might have multiple matching advisory
records, the total number of vulnerabilities linked to these
packages increases to 96,663, of which 6.5% have no available
patches yet. A concerningly high proportion, nearly 70.68%
(4,447 out of 6,292) of the investigated images, contain at
least one security vulnerability within their dependencies,
potentially jeopardizing their host system. More specifically,
these images are affected by 1,189 distinct advisory vulnera-
bilities. This is significantly higher than the 272 known npm
vulnerabilities reported by Zerouali et al. [8]. An even more
concerning finding is that around 61% (958 out of 1,573) of
the repositories exhibit vulnerabilities in every selected tag,
while only 21% are entirely free from vulnerabilities across
all tags. We also find that in 209 repositories (13.29%), the
latest tag is not the most secure among the analyzed tags in
terms of vulnerability count. This signifies that the most recent
images may not necessarily be the less vulnerable.

Table I shows that out of 4,447 affected images, 47%
(2,094 images) contain vulnerabilities classified as having
a low security level, and 94% (4,214 images) are affected
by at least one medium severity vulnerability. The high and
critical level vulnerabilities, representing the highest level of
security threat and necessitating urgent remediation efforts,
account for 82% and 44%, corresponding to 3,650 and 1,750
images respectively. Figure 2 depicts boxplots that detail the
distribution of the number of vulnerabilities, categorized by
their severity level and base image. We observe the median
number of vulnerabilities found in images built on top of
bases other than node is higher across vulnerabilities of
medium, high, and critical severity. The result of the Mann-
Whitney U test indicates that the null hypothesis is rejected
(p = 3.67 × 10−15), with a negligible effect size (δ = 0.09).
Also, the χ2 test (p = 2.07 × 10−9) shows a statistically
significant difference in vulnerability severity distributions
between node-based and other images. However, the effect
size (ϕV = 0.06) suggests a very weak practical association.

Our findings reveals that 61% of all identified vulnerabilities
are transitive, and 45% of affected images contain at least one
transitive vulnerability. As depicted in Figure 3, most images
affected by critical vulnerabilities are impacted through tran-
sitive dependencies, with approximately 40% of high-severity
vulnerabilities also originating from transitive dependencies.

We executed a Docker Scout analysis on each of the 6,292
images in our dataset, reviewed the generated SBOM, and
compared it with our findings. We found that Docker Scout



Fig. 2: Distribution of vulnerabilities grouped by their base
image and severity level

generally reports a higher number of JavaScript vulnerabilities
in container images. Specifically, it identified more vulnerabil-
ities in roughly 9 out of 10 images. Among the affected im-
ages, Docker Scout detected an average of 39 vulnerabilities,
compared to 22 identified by our method. This is primarily
attributable to Scout’s use of a broader set of advisory sources
for vulnerability detection. Additionally, our methodology
involved manually excluding irrelevant directories (e.g., cache
folders) that contain dependency files, potentially leading to
a more accurate and realistic vulnerability assessment. Still,
in 1 out of 10 images, our approach identified more total
vulnerabilities than Docker Scout. In nearly half of the images,
our method uncovered at least one vulnerability that was
missed by Docker Scout. It is worth noting that Docker Scout
does not explicitly indicate whether a reported vulnerability
originates from a direct or transitive dependency. Neverthe-
less, among the vulnerabilities identified by our approach but
missed by Docker Scout, 55% are associated with transitive
dependencies, while 45% stem from direct dependencies.

Summary

Nearly 71% of the analyzed images contain at least one
security vulnerability in their dependencies. About 61% of
repositories have vulnerabilities in every selected tag, while
only 21% are consistently vulnerability-free across all tags.
In 13.29% of repositories, the latest tag is not the most
secure in terms of vulnerability count, indicating that newer
images are not always less vulnerable. Approximately two-
thirds of the identified vulnerabilities are transitive.

B. RQ2: To what extent are the vulnerable packages resolved
in the subsequent releases?

Through addressing this research question, we aim to in-
vestigate the extent to which vulnerabilities identified in a
particular tag are resolved in subsequent versions. We consider
a vulnerability as resolved if it is addressed in one of the
subsequent tags of the associated image. This means that
in one of the later tags, either the vulnerable package is
updated to at least the first patched version (as specified in the
linked advisory), or the dependency on the vulnerable package

Fig. 3: Count of affected images categorized by severity level
and dependency type (direct or transitive)

TABLE II: An overview of the number of resolved vulnerabil-
ities, distinct matching advisories, resolved package releases,
resolved packages, and affected images grouped by severity
level

↓ Metric Severity → Low Medium High Critical

Resolved vulnerabilities 544 1,956 1,616 476
Distinct matching advisories 49 266 285 80
Resolved package releases 96 478 478 169
Resolved packages 26 145 178 56
Affected images 361 597 474 177

is removed. To perform this analysis, we need to exclude
vulnerabilities detected in the latest tag of each image, as these
represent the most recent version of the concerned repository,
with no subsequent release available for examination. Our
findings indicate that merely 6.35% (4,592 instances) of all
identified vulnerabilities are resolved in a subsequent tag.
Of these, 21.38% (982 cases) are resolved by upgrading the
version of affected packages, while 78.62% (3,610 cases) are
resolved by removing the vulnerable dependency entirely.
We find that for 22.85% (1,016 out of 4,447) of the affected
images, at least one of their vulnerabilities is addressed in
one of their subsequent tags. Table II indicates that out
of 1,016 images that addressed their vulnerable packages,
35.49% (361 images) resolved at least one vulnerability of
low severity, 58.70% (597 images) mitigated medium severity
vulnerabilities, 46.60% (474 images) addressed vulnerabilities
with high severity, and 17.40% (177 images) resolved critical
vulnerabilities.

Given almost that two-thirds of the identified vulnerabilities
are associated with transitive dependencies, it is possible that
maintainers are unaware of their existence and resolution. Put
differently, vulnerabilities linked to transitive dependencies
might be resolved unintentionally when the dependent package
is updated or removed. Our findings indicate that half of the
resolved vulnerabilities (2,299 out of 4,592) are associated
with transitive dependencies. The boxen plots in Figure 4
compare the distribution of resolved vulnerabilities per image,



Fig. 4: Distribution of the number of resolved vulnerabilities
per image, categorized as direct or transitive

Fig. 5: Survival curve of the vulnerabilities

distinguishing between those associated with direct depen-
dencies and those originating from transitive dependencies.
The difference between the distributions is substantial, as
the majority of resolved vulnerabilities are transitive. This is
further validated by the Mann-Whitney U test results, which
indicate that the difference between the two distributions is
statistically significant (p = 1.08 × 10−30), with a medium
effect size of δ = 0.42. This suggests that transitive vul-
nerabilities are more likely to be resolved compared to those
instigated by direct dependencies. This resolution is achieved
by maintainers either updating the version of the associated
dependent package or removing it altogether.

Summary

Only 6.35% of detected vulnerabilities are fixed in later
tags. Of these fixes, 21.38% involve upgrading the affected
packages, whereas 78.62% result from completely remov-
ing the vulnerable dependencies. Transitive vulnerabilities
are more likely to be resolved, potentially reflecting unin-
tentional fixes through broader dependency changes.

C. RQ3: What is the expected duration for addressing vul-
nerabilities in subsequent releases of Docker images?

This research question seeks to capture the time required
for vulnerabilities detected within an image to be resolved

Fig. 6: Survival curve of the vulnerabilities based on severity
level

in one of the subsequent tags. Similar to RQ2, we exclude
vulnerabilities found in the latest tag of images, as they have
no newer release for comparison. This filtering yields a dataset
containing 72,307 vulnerabilities, linked to 1,180 unique ad-
visory records, and identified within 2,144 unique images.
We calculate the time required to resolve a vulnerability by
measuring the difference between the publication date of the
tag in which the vulnerability was initially discovered and the
publish date of the tag in which the vulnerability was resolved.

Figure 5 presents the survival curve of the vulnerabilities.
We observe that the probability of a vulnerability remaining
unaddressed within the first six months is approximately 90%,
implying that nearly one out of 10 vulnerabilities are resolved
through subsequent releases after 6 months. Moreover, roughly
half of the vulnerabilities remain unaddressed within the
first year, which could potentially compromise the users’
host system. Additionally, consistent with comparable studies
[26], we did not find a relationship between the severity of
vulnerabilities and the time required to address them. The
evaluation of the pairwise log-rank tests reveals no significant
disparity between vulnerabilities of different severity levels
(See Figure 6). Overall, our results suggest that addressing
JavaScript vulnerabilities originating from dependencies is
largely neglected.

Summary

No more than 10% of vulnerabilities are resolved through
subsequent releases within six months, while half remain
unaddressed after one year. No relationship was observed
between the severity of vulnerabilities and the time required
to address them.

D. RQ4: How do repository attributes influence the timely
resolution of vulnerabilities?

In addressing this research question, we aim to reveal likely
associations between the time developers take to resolve vul-
nerabilities and various repository attributes. These attributes
include the number of released tags, use of automated builds,
average image size, number of stars, pull count (total image
downloads), median tag release interval, repository age, aver-
age number of image layers, average vulnerabilities in images,



Fig. 7: The correlation between repository attributes and
vulnerability resolution time

and number of contributors. The findings from our Spearman’s
rank correlation test are presented in Figure 7.

The results confirm several anticipated patterns, notably a
strong correlation between the median tag release interval
and vulnerability resolution time, emphasizing the role of fre-
quent updates in maintaining image security. This correlation
underscores that repositories with shorter intervals between
releases are more likely to address vulnerabilities promptly.
Remarkably, older repositories tend to exhibit longer times
for resolving vulnerabilities, suggesting that newer repositories
adopt a more proactive approach to maintain the safety of their
releases. Also, repositories with a greater number of published
tags are observed to be quicker to address vulnerabilities. A
concerning finding is that repositories with the highest pull
counts (indicating widespread usage) do not necessarily ex-
hibit stronger vulnerability management practices. This is par-
ticularly alarming, as the high download frequency increases
the potential exposure to unaddressed vulnerabilities, amplify-
ing security risks across a wider user base. Furthermore, the
lack of correlation between vulnerability resolution time and
automated builds may stem from the fact that automated builds
typically focus on functional integration rather than security.
As a result, vulnerabilities might be detected but are often not
prioritized for resolution.

Overall, our findings suggest that creating a comprehen-
sive risk profile for Docker repositories requires evaluating a
wide range of attributes beyond traditional metrics. Security
practices may be significantly influenced by factors such as
organizational culture or development priorities, rather than
solely by repository characteristics.

Summary

Vulnerabilities in older repositories tend to take longer
to resolve. Repositories that are most frequently pulled,
despite their popularity, do not necessarily exhibit more
effective vulnerability management. We found no evidence
that automated builds influence vulnerability resolution
time.

VI. DISCUSSION

A. Implications to Docker Maintainers

Our observations show that while Docker Scout provides
thorough vulnerability reports, it still misses some vulner-

ability instances, with most originating from transitive de-
pendencies. Additionally, as not all vulnerable packages are
necessarily reachable in the codebase [47, 48], we suggest
enhancing Docker Scout analysis to scan source files and
determine if the identified vulnerable package is actually
imported and used in the code. We observe that most resolved
vulnerabilities result from removing the affected dependen-
cies entirely, potentially indicating that these dependencies
were unused or unreachable. Nonetheless, this approach may
present challenges, as we notice that some images contain
multiple code repositories in different directories, rendering
it complex to trace package reachability.

B. Implications to Repository Maintainers

Addressing RQ1, we found that vulnerabilities are
widespread across various tags, with approximately 70% of
the images containing at least one security vulnerability. Our
analysis further shows that vulnerabilities classified as high
and critical are present in many affected images, underscoring
the need for urgent remediation to mitigate potential risks
to Docker hosts. We also observe that images with more
active development tend to exhibit fewer vulnerabilities. This
finding highlights the crucial role of continuous development
and regular dependency updates in enhancing the security of
Docker images, as ongoing maintenance appears to signifi-
cantly reduce the accumulation of unresolved vulnerabilities.

In response to RQ2, we found that for nearly 23% of the
examined images, at least one vulnerability was resolved in a
subsequently released tag. Notably, most of these addressed
vulnerabilities stemmed from transitive dependencies. This
observation suggests that maintainers may not have been
fully aware of these vulnerabilities, potentially resolving them
unintentionally while updating to a newer version of a depen-
dency or removing it altogether. This also could imply that
subsequent tags are often released with a primary focus on
enhancing software functionality or refactoring, rather than
specifically addressing security vulnerabilities. This argument
is further reinforced by the lack of correlation between vulner-
ability severity and resolution time. If maintainers prioritized
vulnerability resolution or severity were a decisive factor,
critical vulnerabilities would be addressed more quickly. We
also find that 78% of resolved vulnerabilities are addressed by
completely removing the vulnerable dependency. This suggests
that a significant portion of the packages within the images are
unnecessary and prone to vulnerabilities.

Thus, the high proportion of affected images, coupled with
the lack of timely resolution of vulnerabilities, leads us to con-
clude that repository maintainers need greater awareness of the
vulnerabilities present in their images. Proactive vulnerability
management practices are essential to address these issues
promptly and reduce potential security risks. Maintainers
should also prioritize addressing vulnerabilities, particularly
those with higher severity, to enhance the robustness of Docker
images and mitigate security risks effectively.



C. Implications to Practitioners

By addressing RQ3, we find that 10% of vulnerabilities
are resolved within 6 months, and approximately half are
addressed within 12 months through subsequent releases of
the corresponding image. However, some vulnerabilities per-
sist for extended periods. Additionally, the similar resolution
timelines across different severity levels indicate that some
long-standing vulnerabilities are of high or critical severity,
posing significant risks to the systems in which these im-
ages are deployed. While adopting newer image versions can
improve security, end-users should remain vigilant regarding
unresolved vulnerabilities. Regularly updating images is ad-
vantageous, as a portion of vulnerabilities, whether addressed
intentionally or incidentally, are resolved in newer tags pub-
lished in the repositories. We also recommend that if users
rely on repositories with limited development activity or a
high number of vulnerabilities, they consider creating custom
variations of these images by inheriting from the original
image and manually addressing its security vulnerabilities.
Lastly, our findings challenge the notion that the most recent
tags are the most secure, as nearly 13% of repositories have
a latest tag with more vulnerabilities than some of the older
ones.

D. Implications to Researchers

In this study, we observe no significant disparity in the
distributions of fixed vulnerabilities based on severity. This
is a mixed finding, consistent with the results of Alfadel et al.
[26] while contradicting the findings of Mohayeji et al. [25]
as comparables studies. We hypothesize that if the maintainers
were aware of the security issues posed by these vulnera-
bilities, they would probably prioritize their resolution based
on the criticality of the vulnerabilities. To draw a definitive
conclusion, further analysis of these cases is necessary to
understand the awareness of maintainers about the security
status of their repositories. The findings of RQ4 imply that
effective vulnerability management is not merely a byproduct
of common repository attributes such as the number of con-
tributors or the use of automation. Instead, it may require a
distinct focus on security processes, such as regular depen-
dency checks, automated security scans, or security-oriented
workflows within CI/CD pipelines. Repositories without this
dedicated focus on security may see little improvement in
vulnerability handling, regardless of other attributes. Thus, the
security practices of Docker repository maintainers is a very
important factor that needs its own separate investigation.

E. Threats to Validity

Construct validity. A concern regarding construct validity per-
tains to the number of selected tags. Including more tags could
enhance the accuracy of our survival analysis, particularly
by reducing the measured resolution time of vulnerabilities,
as some may have been resolved in intermediate tags that
were not selected. However, increasing the threshold would
shrink the dataset and could bias the analysis toward a smaller
subset of highly active repositories. Since investigating all

tags is impractical, and the interval between the first and last
selected tags in our approach aligns with each repository’s
recent release patterns, our approach reasonably reflects the
repositories’ latest status.

Internal validity. An internal threat concerns the quality of the
dataset obtained from Docker Hub. Due to the limitations of
the Docker Hub API, we utilized a list of keywords derived
from GitHub’s most popular JavaScript projects to query
Docker Hub. The quality of these keywords could affect the
representativeness of the final dataset. As a remediation strat-
egy, we implemented a filtering process to exclude repositories
with low download counts and those with infrequent releases.
Furthermore, our employed methodology ensures that every
image in our final dataset contains JavaScript dependencies.

External validity. This study focuses on Docker containers
running JavaScript code. Therefore, our results might not be
generalizable to other technologies, languages, and ecosystems
due to varying practices. Nonetheless, the methodology is
readily applicable to other ecosystems and technologies.

VII. RELATED WORK

Most research on Docker image security centers on
Docker’s inherent security and vulnerabilities within system
libraries and Dockerfiles. In a study on Docker’s internal
security, Bui [49] examined the level of isolation Docker
provides to its virtual environments and its interaction with
Linux kernel security features. However, this study did not
address vulnerabilities arising from libraries and packages.
Gummaraju et al. [50] explored Docker Hub images, revealing
that over 30% of official images and approximately 40% of
unverified general images are highly susceptible to various se-
curity attacks. Moreover, Shu et al. [5] proposed a framework
for analyzing vulnerabilities and their propagation within im-
ages. They showed that, on average, images contain over 180
vulnerabilities across all versions, allowing vulnerabilities to
propagate from parent to child images. These studies, however,
focus exclusively on operating system libraries, overlooking
third-party libraries installed via package managers such as
Maven or npm. Cito et al. [51] conducted an empirical
study on a dataset of 70k Dockerfiles, showing that most of
the quality issues stem from missing version pinning. They
also discovered that the most popular projects change more
frequently than the rest of the Docker ecosystem, averaging
5.81 revisions per year and 5 lines of code changed on average,
with most changes involving dependencies. Zerouali et al.
[7] conducted an empirical study on Debian-based image
containers to find the relation between their outdated system
packages, their severity vulnerabilities, and their bugs. They
discovered that every Debian-based image has vulnerabilities
and bugs, which are unavoidable. In another study, Opdebeeck
et al. [52] investigated 636,625 unique Docker images from
popular repositories and discovered that approximately 50% of
child images were built using outdated parent images, though
the delay was generally less than a month. Some studies
have also examined application-level vulnerabilities introduced



through package managers (e.g., npm) within Docker images.
Zerouali et al. [6] conducted an empirical study on 961 Docker
images from three official repositories that use node, report-
ing a significant abundance of outdated and vulnerable npm
packages. Additionally, Zerouali et al. [8] analyzed the preva-
lence, outdatedness, and vulnerability of third-party JavaScript,
Python, and Ruby packages in Docker images, observing a
higher rate of vulnerable packages in node and Ruby images
compared to Python. They also noted that node images tend to
have the highest proportion of packages missing major updates
and a high number of duplicate package releases. Our study
differs significantly in several ways. To begin with, unlike
Zerouali et al. [6] and Zerouali et al. [8], who focus solely
on the latest tag of repositories, our goal is to examine how
vulnerabilities are managed in Docker images over time. We
achieve this by analyzing multiple tags from each repository
to conduct time-based analyses, such as the resolution of
vulnerabilities and their expected durations. Additionally, we
use a distinct data extraction approach that identifies actual
evidence of JavaScript dependencies in running containers,
rather than relying on the inheritance mechanism of Docker
images. This method is not limited to node-based images and
yields a more comprehensive dataset.

VIII. CONCLUSION

In this study, we investigated the prevalence and resolution
of vulnerable JavaScript packages within Docker containers
across multiple tags (also known as versions or releases) of
the image repositories. Additionally, we analyzed how main-
tainers manage these vulnerabilities over time. Our analysis
encompassed 6,292 distinct images extracted from 1,573 active
repositories. We observe that the majority of Docker images
running JavaScript code contain vulnerabilities. Around 61%
of repositories exhibit vulnerabilities across all analyzed tags.
While some of these vulnerabilities are addressed in subse-
quent releases, most remain unresolved within our observation
period. Notably, we found that nearly half of the identified
vulnerabilities remain unaddressed one year after the pub-
lication date of their corresponding image. We also discov-
ered that common repository attributes, including popularity,
contributor count, and automation usage, do not impact the
timeliness of vulnerability resolution. We hypothesize that
these vulnerabilities persist due to factors such as a lack of
awareness, as many are introduced by indirect dependencies
of the application. We conclude that vulnerability management
practices for Docker images have substantial room for im-
provement. We advocate for the continuation of this work by
further analyzing vulnerabilities originating from third-party
packages. The time-based analysis conducted here could be
extended to other ecosystems, such as Maven, to broaden
its applicability. Another potential research direction could
involve examining the actual usage of vulnerable libraries
to determine whether affected APIs are actively used in the
application’s source code. Such investigations could offer
deeper insights into the security implications and potential
risks posed by these vulnerabilities.

IX. DATA AVAILABILITY

All scripts and data utilized to produce the results of this
research are publicly accessible 10.

10https://doi.org/10.5281/zenodo.15024332
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