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Chapter 1

Introduction
Storing information has always been important in human society. This is in part to safeguard the information for later use, but also to efficiently process it. There are many
different ways to store information, but some may be better than others for specific purposes. For example, words in a dictionary are listed in alphabetical order, because this
makes it easier to look up a specific word. More generally, information is often stored in
a structured way so that various tasks can be performed more quickly.
A structure that stores information on a computer is called a data structure. Data
structures play an important role in computer science, since computers typically store
very large amounts of information and we want to access this information quickly. Often,
this information is geometric in nature; height measurements are used to predict the flow
of water, GPS data is used to predict traffic jams or follow animal migration patterns and
there is an abundance of virtual environments in games and simulations in which objects
interact with nearby other objects. Computational Geometry is a branch of algorithms
research that deals with this type of data, that is, data that can be described as points,
lines, or other objects in 2-,3-, or higher dimensional space.
In recent years there has been a growing amount of research dealing with moving, or
kinetic, data. If the objects being stored in a data structure move, then most likely the data
structure will have to change with it. Consider for example a data structure that stores
a set of points in a list sorted by their x-coordinates. If the points move then at some
point the ordering of points in the list needs to be changed to keep it sorted. Dealing
with moving data is the topic of this thesis. In the rest of this introduction we first provide
some more background on why it is important to consider moving data and we give a brief
overview of existing approaches. We then present the black-box model, which describes
what assumptions we make when developing and analyzing our data structures for moving
objects. In the last section of this introduction we briefly state the results described in the
rest of this thesis.
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Data structures for kinetic data

The world is not a static place. Things are constantly changing and this includes information we use on a daily basis. For example, many people get stuck in a traffic jam that
was not there when they left. This is just a simple example, but there are many reasons
why geometric data might change over time. The most obvious reason is that the data
represents the locations of real-world objects; if these objects move, then their locations
change. Such changing locations arise when tracking objects, for example by using GPS
trackers. Moving geometric data also occurs in virtual environments—here, one can think
of games and other virtual worlds, but also of physical or biological simulations, where
the interactions between various particles are simulated. We refer to data that are continuously changing over time as kinetic data. Maintaining geometric data structures for
kinetic data is something that has been studied for a long time already. Below we discuss
some of the existing approaches.
Time-slicing. Algorithms dealing with objects in motion traditionally discretize time,
that is, they assume new locations are provided at (often regular) time steps. At each
time step the structure that is being maintained has to be updated. A straightforward way
of updating is to simply recompute the structure using the new locations. This can be
wasteful, especially if the time steps are small: then the objects will have moved only
slightly, and the structure may not have changed at all. Alternatively, if only few objects
move one could consider removing the objects that move and reinserting them at their
new locations. Time-slicing is used extensively for collision detection and updating finite
element meshes; see the survey on collision detection by Teschner et al. [72] and the
experimental comparison of finite element update methods by Xu and Accorsi [73] and
references therein. In the time-slicing model it is often difficult to provide a good worstcase bound on the running time of the algorithms, as there are no inherent restrictions on
how much the underlying structure can change.
Kinetic data structures framework. Ideally an object gets attention if and only if its
new location triggers an actual change in the structure. Kinetic data structures (KDSs),
introduced by Basch et al. [13], try to do exactly that: they maintain not only the structure
itself, but also additional information that helps to find out when and where the structure
will undergo a “real” (combinatorial) change. Instead of sampling the object locations at
regular time intervals, KDSs follow an event-driven approach. They maintain a collection
of simple geometric tests—these are called certificates—with the property that as long as
these certificates remain valid, the structure of interest does not change combinatorially.
A KDS computes for each certificate the nearest time in the future when it will fail and
puts all these failure times into an event queue. Whenever there is an event—that is, a
certificate failure—the KDS is updated. Note that the fact that we know which certificate
has failed when we handle an event gives us valuable information to update the attribute
efficiently. The effectiveness of a KDS is expressed using four quality measures: A KDS
is local if each objects is involved in a small number of certificates, responsive if each
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certificate failure can be handled quickly, compact if the number of certificates is close
to linear at any time, and efficient if the total number of certificate failures is close to
the worst-case number of actual changes in the structure for objects with trajectories of
constant complexity. Many geometric structures can be maintained using the KDS framework; see one of the surveys by Guibas [43, 44, 45] for more information and results on
KDSs.
A basic assumption in the KDS framework is that the object trajectories are known.
This is necessary to compute the failure times of the certificates, which is essential for the
event-driven approach taken in the KDS framework. This assumption severely limits the
applicability of the framework. When tracking moving objects, for instance, one gets the
object locations only at (probably regular) time steps in an online manner—no detailed
knowledge of future trajectories is available. The same is true for physical simulations,
where successive locations are computed by a numerical integrator.
Dealing with unknown trajectories. As just observed, the basic assumption in the
KDS framework is not always valid. In fact, the need for a hybrid model, which combines
ideas from KDSs with a traditional time-slicing approach, was already noted in the survey
by Agarwal et al. [5]. Since then there have been several papers in this direction, as
discussed next.
One way to cope with the fact that the object locations may only become available at
discrete time steps, is to verify all certificates at each time step and treat the certificate failures accordingly. Agarwal et al. [1] observe that treating certificate failures in the wrong
order can cause the resulting structure to be incorrect. For kinetic tournaments and kinetic
range trees they provide KDSs that can deal with out-of-order certificates and guarantee
the structure is correct most of the time, and if it is not correct, it is close to being correct. However, their approach does not easily generalize to other problems and treating
all certificate failures may still be slower than recomputing, since a failed certificate can
produce new certificates that have also failed. An example of this is sorting, where the
certificates indicate that two adjacent numbers are in the right order. If a certificate fails
we simply swap the number, remove one certificate and add two new ones. Repairing
the list using swaps takes Ω(n2 ) time in the worst case, whereas sorting can be done in
O(n log n) time.
Gao et al. [42] study spanners for sets of n moving points in a model where one does
not know the trajectories in advance but receives only the positions at each time step.
They call this the blackbox replacement model and show how to update their spanner at
each time step in O(n + k log α) time. Here α is the spread of the point set, and k is
the number of changes to the hierarchical structure defining their spanner. The black-box
model that we use is similar to the blackbox replacement model of Gao et al. except that
we also require a maximum displacement for each objects, see below.
Mount et al. [59] also study the maintenance of geometric structures in a setting where
the trajectories are unknown. They separate the concerns of tracking the points and updating the geometric structure into two modules: the motion processor (MP) is responsible
for tracking the points, and the incremental motion algorithm (IM) is responsible for main-
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taining the geometric structure. The MP monitors the points to see whether they move
“as expected”, and notifies the IM when this is no longer the case or some other important
event happens. The IM then recomputes the structure, possibly querying the MP for the
location of certain points, and gives the MP new motion estimates. Mount et al. describe
a protocol trying to minimize the interaction between the modules, and they prove that
under certain conditions their protocol has good competitive ratio. Their approach goes
back to the work of Kahan [50] on certain kinetic 1-dimensional problems. See also the
more recent works by Cho et al. [31] and by Yi and Zhang [75].
Due to application of triangulations as meshes on moving vertices there have also
been several publications on updating triangulations after small movements of the vertices. Shewchuk [70] considers d-dimensional Delaunay triangulations. He introduces
star splaying, which estimates the neighborhood of each vertex and then resolves all inconsistencies between neighborhoods until the new Delaunay triangulation is found. The
worst-case expected running time is O(ndd/2e+1 + n2 log n), but the algorithm runs in
linear time when the degree of each vertex is O(1). Agarwal et al. [7] repair an (arbitrary)
planar triangulation by finding “inverted” triangles and then finding regions that can be
locally re-triangulated. After O(n) time to find all inverted triangles, they use O(k 2 log k)
time to find and re-triangulate the local regions, where k is the total complexity of these
regions. (The analysis by Agarwal et al. is more refined and depends on additional parameters that indicate how entangled the triangulation is.)
Experimental work has also been done on kinetic Delaunay triangulations. De Castro et al. [26] describe how to determine a tolerance region for each point, such that as long
as the point remains within its tolerance region we do not have to check its certificates.
They then give experimental results showing that for fairly stable Delaunay triangulations
this filtering method is faster than traditional KDSs. Russel argues in his thesis [64] that
in practice a naive traditional KDS for a Delaunay triangulation is never faster than rebuilding and presents a filtering approach that is faster than rebuilding when the number
of certificate failures is small.
The theoretical results discussed above typically express the running time in terms
of the number of changes to the structure at hand, without further analyzing this number. This is not surprising, since without assumptions on the maximum displacements
of the points one cannot say much about the number of changes. This “abstract” analysis is nice since it makes the results general, but on the other hand it becomes hard to
decide whether it is better to use these kinetic algorithms or to simply recompute the
structure from scratch at each time step. This is the goal of the work presented in this
thesis: to develop KDSs in the black-box model that are—under certain assumptions on
the trajectories—provably more efficient than recomputing the structure from scratch.

1.2

Black-box model

The black-box model was introduced by Gao et al. [42], who call it the blackbox replacement model. In this section we define the black-box model as we use it, and the concepts
we need in developing and analyzing kinetic data structures in the black-box model.
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Black-box model. Let P be a set of moving objects in Rd . In the blackbox model we do not know the exact motions of the objects. Instead, a new
location p(t) for each object p ∈ P becomes available at regular time steps
t = t1 , t2 , t3 , . . ., where we assume without loss of generality that ti = i.
Note that we do not need to retrieve all object positions at every time step,
so for certain problems sublinear algorithms may be possible.
In order to obtain provably efficient algorithms in the black-box model we must make
some assumptions on the movement of the objects. For any object p ∈ P we assume there
is a maximum displacement dmax that indicates how far the object can move between two
consecutive time stamps. We should relate this maximum displacement to the distances
between objects in the point set. After all, if dmax is very large, say larger than the
diameter of P , we still do not gain any extra information from the locations at previous
time steps. Next we discuss condition on the displacement in more detail. We start with
the case of moving points.
For a (static) set Q of points and a point q ∈ Q, let NNk (q, Q) denote the k-th nearest
neighbor of q in Q \ {q}. Let dist(s, t) denote the Euclidean distance between two points
s and t, and define
mindistk (Q) := min dist(q, NNk (q, Q)).
q∈Q

We assume that dmax is at most mindistk (P (t)) at any time step t. Intuitively this means
that there are no more than k points within a distance dmax of each other. We summarize
our assumptions on the movement of points in the following Displacement Assumption.
Displacement Assumption (for points): There is a maximum displacement
dmax such that at any time step ti
• dmax 6 mindistk (P (ti )), and
• dist(p(ti ), p(ti+1 )) 6 dmax for each point p ∈ P .
For more general objects there are various possible distance functions that can be
used. This choice makes it difficult to state the Displacement Assumption for general
objects. In Chapter 7 we discuss collision detection between objects in Rd and define the
displacement Assumption as follows.
Displacement Assumption (for objects): There is a maximum displacement dmax such that at any time step ti
• any ball of radius dmax intersects at most k objects of P (ti ), and
• for any object p the Hausdorf distance from p(ti+1 ) to p(ti ) is at most
dmax and the bounding box vertices of p move at most dmax between
time ti and ti+1 .

6
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Distribution assumptions

The Displacement Assumption guarantees that objects move a small distance and that not
many objects can be very close together. For some structures this bound on the displacement is sufficient to argue that the structure cannot change much, but for others it is not.
For example, if all points of a Delaunay triangulation are nearly cocircular then even a
small movement in a single point may cause a large number of changes in the structure
(see Section 6.1). Such a distribution of points feels unnatural though and one might expect that this does not occur too often in practise. That is why for many of our algorithms
we use additional parameters that indicate how “nicely” distributed the objects are.
A commonly used parameter for the distribution of a set of points is the spread, which
is defined as the ratio between the closest and largest distance between any two points of
the point set. Unfortunately the spread is unstable for moving points; if two points come
very close together the spread becomes very large. Therefore, we use a generalization
called the k-spread, as introduced by Erickson [37]. The k-spread ∆k (P ) of a set P of
static points is defined as
∆k (P ) := diam(P )/mindistk (P ).
The k-spread of a point set can be used to bound the number of points within a region if
the diameter of the region is small. In the last section of this introduction we prove several
useful properties of the k-spread.
The distribution of a set of objects can be expressed using the density [17, 16]. The
density of a set S of objects is the smallest number λ such that any ball B intersects at
most λ objects A ∈ S with diam(A) > diam(B).

1.3

Contributions

In this thesis we discuss the maintenance of four different structures in the black-box
model. That is, given a set P of moving objects and a structure S we want to compute
S(P (t)) at each time step t. For two of these structures, the convex hull and 2-center,
we use a very similar approach. This approach can be generalized, leading to the abstract
framework presented in Chapter 2, which can be used for maintaining structures that have
small defining sets. A defining set of a structure is a minimal subset Q(t) ⊆ P (t) of the
objects such that S(Q(t)) = S(P (t)). For example, a defining set for the bounding box
of a set of points in the plane consists of at most four points, one on each edge of the
bounding box. The framework relies on the property that if an object is not in the defining
set, then it may take several time steps before it can be part of a defining set. During
these time steps we do not have to consider that object when computing the structure
of interest. This allows us to use only a small subset of the input objects in each time
step to recompute the structure of interest, thus (possibly) leading to sublinear update
algorithms. Chapters 3 and 4 then describe how to apply this framework to the problem
of maintaining the convex hull and 2-center of a set of objects. We also performed some
experiments in which we compare the convex hull and bounding-box algorithms from this
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framework with computing these structures from scratch. The results of these experiments
are presented in Chapter 5.
We also discuss two structures for which we cannot define small defining sets, namely
the Delaunay triangulation and a compressed quadtree. This means we cannot apply the
framework from Chapter 2 and need a different approach. For both structure we still find
update algorithms that are faster than recomputing the structure from scratch at each time
step. Next we describe our results in more detail.
Convex hull. In Chapter 3 we describe how to maintain the convex hull of a set of
moving points in the black-box model. The defining set of a convex hull consists of the
convex-hull vertices. This set is typically much smaller than the set of input points. In fact,
when considering a set of points for which the k-spread is small we can guarantee that
the defining set consists of only O(k∆k ) points. We apply the framework from Chapter 2
to give an algorithm that maintains the convex hull in O(k∆k log2 n) amortized time per
time step. (Note that this may be sublinear if the ∆k is small.) We also investigate two
other variants. In the first variant we allow the usage of a floor function in O(1) time. This
allows us to get rid of one log-factor in the running time. A disadvantage of this approach
is that the algorithm must know mindistk (t) at every time step t. In the other variant we
consider point sets that do not have a bounded spread. Thus, points may be arbitrarily
far apart. We show that using only the Displacement Assumption is sufficient to obtain
a maintenance algorithm that is faster than computing the convex hull at each time step
from scratch. Important to note is that all algorithms are required to know the maximum
displacement dmax to work correctly. However, only the variant that uses a constant-time
floor function has to know mindistk at each time step.
The results in this chapter are based on work with Mark de Berg and Bettina Speckmann and appeared in the Journal of Computational Geometry [20] and in an earlier
version at the 27th Annual Symposium on Computational Geometry [18].
2-Center. Let P be a set of points in the plane. A Euclidean 2-center of P is a set of
two congruent disks of minimum radius that cover P . The rectilinear 2-center is defined
similarly, namely as the smallest pair of congruent squares that cover P .
For the rectilinear 2-center we present a fairly straightforward application of the
framework of Chapter 2 that maintains the rectilinear 2-center in O(k∆k log n) amortized time per time step. The Euclidean 2-center, however, requires a more sophisticated
approach. One might think that it is sufficient to consider only points near the boundary of
the disks for the defining set, but this is not the case. Instead we define a set of interesting
points from which we can compute a (1+ε)-approximation of the Euclidean 2-center. We
show that we can maintain the set of interesting points using an envelope-like structure
that has a nice defining set. We then apply the framework to maintain this structure and,
hence, the set of interesting points. The resulting scheme is faster than computing the
Euclidean 2-center from scratch, for point sets with a small k-spread.
The optimal 2-centers on a set of moving points have the unpleasant property that
they can jump, that is, when considering continuously moving points, the movement of
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the optimal centers may not be continuous. In some applications this is undesirable, and
one might prefer to maintain an approximation of the optimal centers that guarantees
the centers move with a bounded speed—or in our case, a bounded displacement between consecutive time steps. Such an approximation has been studied by Durocher and
Kirkpatrick [35] resulting in a 2-approximation for the rectilinear 2-center and a 2.55approximation for the Euclidean 2-center. They show how to maintain their approximation in the traditional KDS framework. We show how to maintain such an approximation
in the black-box model and achieve a worst-case 2-approximation for the rectangular
2-center and a 2.28-approximation for the Euclidean 2-center. Note that the speed or displacement of the centers is slightly higher then those in the algorithms by Durocher and
Kirkpatrick, but still a constant.
The results in this chapter are based on work with Mark de Berg and Bettina Speckmann that appeared at the 29th Annual Symposium on Computational Geometry [21].
Delaunay triangulation. In Chapter 6 we investigate maintaining the Delaunay triangulation in the black-box model. Several algorithms exist that repair a Delaunay or other
triangulation after a small movement of its vertices [7, 70]. The running time of these
algorithms is typically expressed in terms of the number of changes in the triangulation,
but no bound is given on this number. This makes it difficult to decide when it is better to
compute from scratch or when to repair the triangulation.
We present two very simple algorithms that update the triangulation at each time step
by moving the points one at a time from their old location p(t) to their new location
p(t + 1). The first algorithms moves the points by inserting p(t + 1) and then deleting p(t)
and the other moves the point along a straight line from p(t) to p(t + 1) while maintaining
the Delaunay triangulation by performing edge flips. We analyse both algorithms under
the Displacement Assumption and using the k-spread as a parameter. When moving the
points along straight lines we perform O(k 2 ∆2k ) edge flips and have to spend O(log n)
time per flip due to some additional operations on an event queue. This additional logfactor can be avoided by deleting and reinserting the points, which yields a running time
of O(k 2 ∆2k ). When the k-spread is sufficiently small this is more efficient than computing
the Delaunay triangulation from scratch. It is worth noting that the algorithm itself does
not use the bounded displacement dmax or the k-spread; these parameters are only needed
for the analysis of the running time, not for correctness.
The results in this chapter are based on work with Mark de Berg and Bettina Speckmann and appeared in the Journal of Computational Geometry [20] and in an earlier
version at the 27th Annual Symposium on Computational Geometry [18].
Collision detection. In Chapter 7 we consider collision detection for a set of moving
objects in Rd using a compressed quadtree. Collision detection is an widely studied topic
and many different algorithms have been proposed. There are algorithms that work in
the traditional KDS framework, but as mentioned earlier, these are not always applicable.
Thus, many algorithms use time-slicing and test for collisions at regular time steps. Typically these algorithms build a data structure on the objects that allows for fast collision

1.4 General properties and lemmas

9

detection; see the survey of Lin and Gottschalk [56] for an overview of such data structures. The difficulty then lies in updating this structure when the objects move [72]. This
is what we investigate for a compressed quadtree.
As mentioned, our collision-detection algorithm is based on (compressed) quadtrees
in Rd . We first present an algorithm that updates a compressed quadtree on a set of points
at each time step in O(n log k) time. The algorithms works by refining the tree further
and then moving points to adjacent cells in the subdivision induced by the quadtree. The
refinement guarantees that every cell of the remaining quadtree has only a small number
of points and we can locally compute the subtree of each of these cells.
For a set S of objects we can compute the compressed quadtree on the set P of
bounding-box vertices of the objects. For two-dimensional objects it is known that each
cell in such a quadtree intersects at most O(λ) items, where λ denotes the density of
the set of objects. We extend this result to higher dimension and show how to adapt our
quadtree algorithm to also keep track of the objects that intersect each cell. Using this
approach we can maintain a quadtree with objects in O(n log λ) time per time step. To
perform collision detection we only have to test for collisions between pairs of objects
that intersect the same quadtree cell. In our specific tree that means we have to test for
collisions between O((k + λ)n) pairs of objects.
The results in this chapter are based on work with Mark de Berg and Bettina Speckmann and appeared at the 20th European Symposium on Algorithms [19].

1.4

General properties and lemmas

In Section 1.2.1 we introduced the k-spread of a set of points. Here we state several properties regarding the k-spread that are used in this thesis. We also argue (see Theorem 1.3)
that the introduction of the k-spread in our bounds does not make our problems trivial by
showing that a small k-spread does not help to keep a set of moving objects in the plane
sorted by x-coordinate.
We start by showing that the definition of mindist guarantees that a small region only
contains few points.
Lemma 1.1. Let P be a set of points in Rd , and let R be a region in Rd such that
diam(R) < mindistk (P ). Then R contains at most k points from P .
Proof. Assume for a contradiction that R contains k + 1 points. Let p be an arbitrary
point in R ∩ P , then dist(p, q) < mindistk (P ) for any point q ∈ R ∩ P . This would
imply that dist(p, NNk (p, P )) < mindistk , contradicting the definition of mindistk .
Corollary 1.2. Let B be a minimum bounding square of a point set P in Rd , and consider
a partitioning of B into a regular grid with ∆k (P )d cells. Then each grid cell contains
√ d
O( d k) points.
p
Corollary 1.2 implies that for any point set P in R2 we have ∆k (P ) = Ω( n/k). A
statement similar to the converse of Corollary 1.2 also holds: if a partitioning of the
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Figure 1.1 a) r can only be contained in up to k disks Dp (1/2) for p ∈ P . b)

Dq (5/2) contains all disks Dp (1/2) for which p ∈ Dq (2).

minimum bounding square B into a regular grid with ∆ × ∆ cells has at most
√
√ k points
per cell, then ∆k0 (P ) = ∆ for some k 0 = O(k). The √
best case is when a n × n
grid has at most k points per cell, so that ∆k (P ) = O( n). One may think that then
many basic problems become easy, but this is in fact not the case; for example, we show
in Theorem 1.3 that maintaining the points from P in x-order√still takes Ω(n log n) time
in the black-box model, even for point sets with ∆k (P ) = O( n) and constant k.
Theorem 1.3. Maintaining a set P of n points in x-order requires Ω(n log n) time per
time step in the worst
√ case in the black-box model, even when there is a constant k such
that ∆k (P ) = O( n)
√
√
Proof. Consider the case where all points are aligned on a n × n grid. (We can avoid
degeneracy by placing each point a small distance
√ √  mindist
√ k (P ) away from its grid
coordinate.) For k = 4 we have ∆k (P ) = 2 n = O( n). The points within one
column
√ have an arbitrary x-order in the next time
√ of the√grid can
√ step. Each column
n/2
has
n!
>
(
n/2)
n columns this gives
different
orderings.
Since
there
are
√
( n/2)n/2
different
orderings
for
P
.
In
the
decision
tree
model
this
gives a lower bound
√
of Ω(log( n/2)n/2 ) = Ω(n log n) for sorting P on x-coordinate.
Remark. For small k, the k-spread can be arbitrarily large. For k = n − 1, on the other
hand, we have ∆k (P ) 6 2. Obviously, the k-spread decreases monotonically (though not
necessarily strictly monotonically) as k increases. A natural question is whether anything
more precise can be said about how ∆k (P ) changes as k varies. It is easy to see that we
cannot say much about the change in k-spread when k is decreased: ∆k−1 (P ) cannot
be bounded in terms of ∆k (P ), since mindistk−1 (P ) can be arbitrarily much smaller
than mindistk (P ). When k is increased, on the other hand, then at some point the kspread will go down, as the next lemma shows.
Lemma 1.4. For any point set P in Rd it holds that ∆k0 (P ) 6 ∆k (P )/2 for k 0 = 5d k,
where ∆k (P ) denotes the k-spread of P .
Proof. Let Dq (α) denote the open ball centered at q ∈ Rd with radius α·mindistk (P ) and
let DP (1/2) := {Dp (1/2) | p ∈ P }. We claim that the intersection depth of DP (1/2)
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is at most k, that is, there is no point q ∈ Rd that is in more than k balls of DP (1/2).
Assume for a contradiction that a point q exists that is in k + 1 balls of DP (1/2), then
Dq (1/2) contains k + 1 points; see Figure 1.1a for the 2-dimensional case. However,
from Lemma 1.1 it follows that a ball Dq (1/2) contains no more than k points of P , a
contradiction.
Let q ∈ P and let Pq (α) = P ∩ Dq (α) Then the balls Dp (1/2) for p ∈ Pq (2) are
contained in Dq (5/2), as illustrated in Figure 1.1b. Because the intersection depth of
DP (1/2) is at most k, the sum of the volumes of these balls is at most k · vol(Dq (5/2)),
where vol(Dq (5/2)) is the volume of Dq (5/2). This gives:
|Pq (2)| 6

k · vol(Dq (5/2))
= 5d k
vol(Dp (1/2))

It follows that mindistk0 (P ) > 2mindistk (P ) and ∆k0 (P ) 6 ∆k (P )/2 for k 0 = 5d k.

Chapter 2

A framework for structures with
a small defining set
In this thesis we consider the maintenance of two types of structures on moving objects:
structures that always depend on all the objects, and structures that (always or usually)
are defined by only a subset of the objects. In this chapter we describe a framework that
can be used to maintain the latter type of structures efficiently in the black-box model.
The framework comprises a mechanism (that is, an algorithm outline) to maintain the
structure, as well as some general results on the efficiency of the mechanism. In the rest
of this chapter we describe the framework in abstract terms, using the maintenance of
the axis-aligned bounding box of a set of points in the plane as a running example. The
framework is based on the concept of defining sets.
Defining set: Let P be the set of input objects, and let S(P ) be the structure
we want to maintain. A subset Q ⊆ P is a defining set of S(P ) if S(P ) =
S(Q) and for any strict subset Q0 ⊂ Q we have S(P ) 6= S(Q0 ). Note that
there may be more than one defining set.
An object in P (t) is called active if it is part of a defining set of S(P ) at time t; objects
that are not in any defining set are called inactive.
Running example: Let P be a set of points in the plane and S(P ) :=
bb(P ). Here, bb(P ) is the axis-aligned bounding box of P , which is defined
as the smallest axis-aligned rectangle that contains all points of P . For the
axis-aligned bounding box a defining set consists of at most four points, one
on each edge of the bounding box; see Figure 2.1a.
The definition of a defining set implies that if we know a defining set Q of S(P ), then
we can compute S(P ) using only objects from Q. If Q is much smaller than P this may
be much faster than computing S(P ) directly. Unfortunately, to find a defining set one
13
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usually needs to know S(P ). This means that in a static case these defining sets are not
very useful. However, in a kinetic setting we can use knowledge from previous time steps
to quickly find a defining set. This is the basic idea behind our framework: we use the
coherence between the structure at successive time steps to quickly find (a small superset
of) a defining set at each time step. A way of achieving this is by computing for each
object a bound on the number of time steps that must pass before it can become part of a
defining set. How to compute such a bound depends on the structure, so this is something
that should be specified when applying the framework.
Let P be a set of moving objects, S(P ) the structure we want to maintain,
and t a time step. A function τS (p, t, P ) is called an inactivity function if the
object p is inactive at any time ti with t < ti 6 t + τS (p, t, P ). When it is
clear from context which structure and input set is intended we simply write
τ (p, t) to indicate the inactivity function.
Running example: For the axis-aligned bounding box we define


dist(p(t), ∂bb(P (t)))
− 1),
τbb (p, t, P ) := max(0,
2dmax
where dist(p(t), ∂bb(P (t))) denotes the minimum Euclidean distance from
p(t) to the boundary of the bounding box of P (t). The next lemma shows
that this is a valid inactivity function.
Lemma 2.1. For any point p ∈ P and any time step t we know that p(ti ) is
inactive at any time step ti with t < ti 6 t + τ (p, t).
Proof. From the black-box model we know that each point p can move at
most dmax per time step. This includes the points that define the bounding
box. It follows that the distance between a point p and any edge of the
bounding box can decrease by at most 2dmax per time step as illustrated in
Figure 2.1b. Since only points that are on the boundary of the bounding box
can be part of a defining set we know that p cannot be part of a defining set
at any time step ti with t < ti 6 t + τ (p, t).
Inactivity functions allow us to ignore objects for a certain amount of time. This is
the key feature of our framework. For each object p ∈ P we maintain a time stamp Tp
that indicates the first time in the future at which p can be active. When we arrive at the
time step t = Tp we say that the time stamp of p has expired. We should then consider p
when updating our structure. We also give p a new time stamp to indicate when we need
to inspect p again. The general algorithm thus works as follows. Given an input set P
and a structure S we initially compute S(P (t0 )) from scratch. We then put each object
p ∈ P in a queue with the time stamp t0 + τ (p, t0 ) + 1 as its key. At each time step t we
retrieve the set Q(t) of all objects with key t from the queue. By definition of the inactivity
function we can guarantee that Q(t) contains a defining set, which in turn guarantees that
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Figure 2.1 Maintaining the bounding box of a set of moving points.

S(Q(t)) = S(P (t)). We then compute S(Q(t)) and, hence, S(P (t)). Finally we reinsert
each object q ∈ Q(t) into the queue with its new time stamp t + τ (q, t) + 1. To avoid
additional overhead we set each new time stamp to Tp := t+min(n, τ (p, t)+1) whenever
a point p ∈ P expires at time t. This ensures that no point has a time stamp more than
n time steps into the future. We then store the objects in an array A[0 . . . n − 1], where
A[i] stores all objects with time stamp Tp = i mod n. The only difference with using a
real queue is that no object can have a time stamp more than n steps into the future. This
means that some points expire earlier than strictly necessary. However, as we show later
this does not affect the asymptotic bounds on the average number of expiring points to
inspect objects every n time steps. This approach enables us to add and remove objects
from the queue in O(1) time per objects as opposed to O(log n) with a standard priority
queue structure. The general update algorithm is as follows:
Algorithm 1: U PDATE S TRUCTURE(P (t))
1
2
3
4
5

Q(t) ← set of objects stored at A[t mod n].
Compute S(Q(t)) (possibly from scratch).
for q ∈ Q(t) do
compute τ (p, t)
add q to A[t + min(τ (p, t) + 1, n) mod n]

The time needed by the update algorithm at time step t largely depends on the size
of Q(t). In the worst case Q(t) may be very large—up to n. However, on average this
is often not the case. To make this more explicit we introduce a function γS (P ), which
defines a bound on the maximum number of objects p ∈ P at any time t for which τ (p, t)
has the same value.
Let Gi (τS , P, t) denote the set of objects p ∈ P at time t for which the
inactivity function τS (p, t, P ) = i. Then the bound γS (P ) should be defined in such a way that, for any 0 6 i 6 n and any time step t we have
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|Gi (τS , P, t)| 6 γS (P ). When it is clear from context which structure and
input set are used we use γ as a shorthand for γS (P ).
Often no good worst-case bounds are possible for γS (P ), and further assumptions are
needed on the distribution of the objects and their speeds in relation to their inter-distances.
Thus in many cases the bound γS (P ) will depend on parameters like the k-spread ∆k ;
see Section 1.2.1
Running example: In a worst-case scenario all points in P can lie on
∂bb(P (t)). Then τbb (p, t, P ) = 0 for all p ∈ P , and so we would have
γS (P ) = n which is not very useful. When the k-spread ∆k of P is small,
however, we can get a better bound.
Lemma 2.2. The number of points p(t) ∈ P (t) for which τbb (p, t, P ) = i
is bounded by γbb (P ) = O(k∆k ) for any 0 6 i 6 n .
Proof. Observe that if τ (p, t) = i, then i · 2dmax 6 dist(∂bb(P (t), p(t)) 6
(i + 1) · 2dmax . Then note that all points in P (t) are inside bb(P (t)), so
the shortest distance to the boundary is always horizontal or vertical. This
implies that all points p(t) with i · 2dmax 6 dist(∂bb(P (t), p(t)) 6 (i + 1) ·
2dmax for a certain value of i reside inside a region R that is the difference of
two rectangles which are centered at the same point but differ in edge length
by 4dmax . This region R can be subdivided into four axis aligned rectangles
with edge lengths at most 2dmax and diam(P (t)), see Figure 2.1. We can
overlay P (t) with an axis aligned grid G of which each cell has edge length
mindistk (P (t)). It follows that each such cell contains at most k points.
From the definition of the k-spread and the Displacement Assumption we
also know that each rectangle of R intersects at most 4∆k (P (t)) cells of this
grid and, hence, contains at most 4k∆k (P (t)) points. We can then conclude
that the number of points in R is O(k∆k (P (t))) = O(k∆k ). Since the
same argument applies to any value of i between 0 and n we know that
γ = O(k∆k ).
We can bound the amortized number of points that expire at each time step—the size of
Q(t)—using γS (P ) as a parameter, as stated in the following lemma. This lemma will
form the basis of the analysis of the efficiency of our framework.
Lemma 2.3. If the number of points p(t) ∈ P (t) with i = τS (p, t, P ) is at most γS (P )
for any 0 6 i 6 n and any t, then on average only O(γS (P ) log n) points expire per time
step.
Proof. We prove this using an accounting scheme in which at each time step t each inactive point p receives



1
3
min 1, max
,
euros.
n τ (p, t)
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Each active point, which has τ (p, t) = 0 receives one euro. Whenever a point expires, it
must pay 1 euro. We show that (i) each point has at least 1 euro in its account when it
expires, and (ii) that in each time step we give out O(γ log n) euros. To prove (i) let p be
a point whose time stamp expires at time t and let tj < t denote the previous time when
p’s time stamp expired. We assume that (t − tj ) < n, if this were not the case, then p
would already have gathered 1 euro in the first n time steps. Similarly we assume that at
any time step tm for tj 6 tm < t we have 3/τ (p, tm ) 6 1, otherwise p would already
receive 1 euro at time tm . The amount of money that p receives between time tj and t is
then
X
3
3
6 (t − tj )
.
τ (p, tm )
maxtj 6tm <t τ (p, tm )
tj 6tm <t

Since p did not expire between time tj and t we know that at time tj it received a time
stamp tj + τ (p, tj ) + 1 = t and so
(t − tj ) = τ (p, tj ) + 1.
Since τ (p, t) and τ (p, t + 1) differ by at most 1 we can bound τ (p, tm ) at any time tm
with tj 6 tm < t as
max τ (p, tm ) 6 τ (p, tj ) + (t − tj ) 6 2τ (p, tj ) + 1 6 3τ (p, tj ).

tj 6tm <t

In the last inequality we used our earlier assumption that 3/τ (p, tj ) 6 1. Filling in this
maximum for the total amount of money that p has gathered since tj we get
(t − tj )

3
3
1
> (t − tj )
> τ (p, tj )
= 1 euro.
maxtj 6tm <t τ (p, tm )
3τ (p, tj )
τ (p, tj )

To prove (ii) we divide the points of P (t) into groups G0 , G1 , . . . based on τ (p, t).
Group Gi contains all points p(t) for which τ (p, t) = i. Points in groups Gn+1 , Gn+2 , . . .
get O(1/n) euros each, so we spend at most O(1) euro on these points. Points in group
G0 receive 1 euro each, and for 1 6 i 6 n each point in group Gi receives O(1/i) euro
and each such group contains O(γ) points. We can then sum up the money spend on each
group and find that each round we spend
O(γ +

n
X

((1/i)γ) + 1) = O(γ log n) euros.

i=1

From this we can conclude that on average only O(γ log n) points expire per time step.
This bound on the amortized size of Q(t) allows us to bound the average time spend
on updating the structure at each time step.
Theorem 2.4. Given a structure S with inactivity function τS (p, t, P ) and a bound γS (P )
as defined above. Let SS (m) denote the time required to compute S(Q) from a set Q of
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m (static) points and let DS (m) denote the time to compute τS (q, t, Q) for every point
q ∈ Q. Then we can maintain S in O (γS · (SS (n) + DS (n))/n) amortized time per time
step.
Proof. The correctness of the approach already follows from the definition of τS , but
the running time requires some further proof. We have shown in Lemma 2.3 that the
amortized number of expired points is O(γS (P ) log n). However, we cannot directly
plug this into the running times for computing S without any further knowledge about the
distribution of the expiring points over different time steps. We first assume that both the
time to compute S and the time to compute the time stamps on m points is Ω(m). Then the
worst-case running time for updating over many time steps occurs if the distribution of the
number of expiring points per time step is highly skewed. That is, on most time steps no
points expire and then on as many time steps as allowed by the amortized bound, n points
expire. Under such a distribution we can have n points that expire every n/(γS (P ) log n)
time steps. In each of those time steps we spend O(SS (n) + DS (n)) time and in all
other time steps, where only a constant number of time stamps expire, we spend O(1)
time. It follows that on average we spend O ((SS (n) + DS (n)) · γS (P )/n) time per time
step.

Running example: Computing the bounding box of m points takes O(m)
time and computing time stamps takes O(1) time per point, which implies
that Sbb (m) = O(m) and Dbb (m) = O(m). Plugging this into Theorem 2.4 we obtain the following result.
Theorem 2.5. Given a set P of n points that adheres to the displacement
assumption and has a k-spread of at most ∆k at any time step t we can
maintain the bounding box of P (t) in amortized O(k∆k log n) time per
time step.

Applying the framework. The framework can be applied to maintain structures that
have a small defining set, often under certain assumptions on the distribution of the objects. To apply the framework we first specify what the defining set of the structure is. We
then define an inactivity function and show that it is indeed a valid inactivity function, that
is, we should show that objects can be active only if their inactivity function is 0. Next
we should specify how to compute the structure and the inactivity function for a set of m
points that expire, these are the functions SS (m) and DS (m) from Theorem 2.4. Once
this is done, we can use the algorithm of the framework. To complete the analysis of the
running time we need to bound the number of objects for which the inactivity function
can have the same value. That is, we should specify γS (P ). We can then plug in SS (m),
DS (m) and γS (P ) into Theorem 2.4 to obtain the update time of the general algorithm
on the structure of interest.

2.1 Conclusions

2.1
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Conclusions

We presented a framework for maintaining structures with small defining sets in the blackbox model. The framework relies on a structure-specific inactivity function to determine
how many time steps must pass before an object can be part of a defining set. This implies
that, under certain conditions, we can compute the structure of interest from a small subset
of the input objects, resulting in a faster update time. We also illustrated how to apply this
framework to the problem of maintaining the bounding box of a set of points in R2 .
The update time of the framework is amortized since in some time steps many points
can expire at the same time. For this to occur, however, many points must receive equal
time stamps long before these time stamps expire. (Recall that at each time step only a
small number of points may receive the same time stamp). It would be interesting to see
if this clustering of time stamps can be avoided by occasionally giving points a smaller
time stamp than strictly necessary.

Chapter 3

Convex hull
In this chapter we study the kinetic maintenance of one of the most basic geometric structures, namely the convex hull of a set of points. The convex hull has been a topic of
research in computational geometry for a long time and is considered one of the most
basic geometric structures. The convex hull is defined for points in arbitrary dimensions,
but we focus on the 2-dimensional case. There are numerous algorithms that compute the
convex hull of a set of n points in R2 in optimal Θ(n log n) time [67]. Faster algorithms
exist as well under certain conditions such as output sensitive algorithms [28] or more recently instance-optimal algorithms [3]. Worth mentioning are also dynamic convex hulls
that allow for changes in the point set, such as the adding or removing of points [25].
For dealing with moving points the convex hull has also been investigated in the KDS
framework. Basch et al. [13] describe a KDS for maintaining the convex hull by looking
at the dual problem of maintaining the upper envelope of a set of lines. Their certificate
structure is based on a divide and conquer approach which finds the the upper envelope
by first finding the upper envelope of two equal sized subsets of the lines and merging
them. The certificates certify the correctness of the merging steps. They show that their
KDS processes O(n2+ε ) events when the points move along algebraic curves of constant
complexity, making their structure efficient. It is also local, responsive and compact.
Here we focus on maintaining the convex hull of a set of points in the black-box
model. We first apply the framework of Chapter 2 to obtain an algorithm that maintains
the convex hull in O(min(n, k∆k log n) log n) amortized time per time step, where ∆k
denotes the highest k-spread over all time steps. Note that this algorithm runs in sublinear
time when the k-spread is small. We then present an optimization of this algorithm that
requires the use of a constant-time floor function. This optimization reduces the amortized
update time to O(min(n, k∆k log n) log k). We also present an algorithm that works well
when the spread is not bounded and only relies on the assumption that points move at most
dmax per time step. Updating the convex hull in this setting takes O(n log k) time per time
step in the worst case. Finally, we investigate extensions to three and higher dimensions.
Let P denote a set of n moving points in the plane. We use CH(P (t)) to denote
the convex hull of a point set P at time t, and ∂CH(P (t)) to denote the boundary of
21
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CH(P (t)). If it is clear from context which point set is used we use CH(t) as a shorthand
for CH(P (t)).

3.1

The basic algorithm

The convex hull is defined by the points on its boundary. That is, points in the interior of
the convex hull can be removed without changing the convex hull itself. Hence, points in
the interior of the convex hull are not active, that is, are not in any defining set. To apply
our framework we should define an inactivity function τCH that indicates how many time
steps must pass before a point can become active. We should also provide a bound γCH
on the number of points that can have the same value for this inactivity function.
Since only points on the boundary can be part of a defining set we could use the
distance to the convex hull boundary to define τCH . From the black-box model we know
that each point moves only a distance of dmax per time step. This includes the points
that define the edges of the convex hull and it follows that the distance from a point p to
the boundary of the convex hull can only change by 2dmax per time step. Unfortunately
it may be costly to compute the exact distance from a point inside the convex hull to
the boundary. Instead we use a different distance, which we guarantee is at least as big
as the real distance to the boundary. For a point p ∈ P let north(p(t)), south(p(t))
be the vertical projections of p(t) on the upper and lower convex hull of P (t) and let
west(p(t)), east(p(t)) denote the horizontal projections on the left and right convex hull
of P (t); see Figure 3.1. Let dn (p, t), ds (p, t), dw (p, t), de (p, t) denote the distances of
these points to p(t). We now define
dmin (p, t) := min(dn (p, t), ds (p, t), dw (p, t), de (p, t))
and use this distance measure to define

l
m
√
τCH (p, t, P ) := max(0, dmin (p, t)/2 2dmax − 1)

Next we show that this indeed satisfies the requirement for τCH .
Lemma 3.1. For any point p ∈ P and any time step t we know that p(ti ) is not part of a
defining set of CH(ti ) at any time step ti with t < ti 6 t + τCH (p, t, P ).
Proof. First note for any point p(t) ∈ P (t) that the square centered at p(t) with diameter 2dmin (p, t) that is rotated 45◦ from being axis-aligned
is contained in CH(t);
√
see also Figure 3.1. It then follows that dmin (p, t)/ 2 6 dist(p(t), ∂CH(t)), where
dist(p(t), ∂CH(t)) denotes the shortest Euclidean distance from p(t) to the boundary of
CH(t). We also know that the distance from p to the boundary of the convex hull can
change at most 2dmax per time step, since both p and any boundary point can move at
most 2dmax per time step. The lemma then follows.
The next step in the application of the framework presented in the previous chapter is
to bound the number of points that can have the same value for τ (p, t) at any time step t.
we will bound this number in terms of ∆k , the maximum k-spread of P ; see Section 1.2.1.

3.1 The basic algorithm
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north(p(t))

west(p(t))

east(p(t))
p(t)

south(p(t))
Figure 3.1 The distance to the convex hull boundary is bounded using hori-

zontal and vertical distances.
CHn

pnw

Rn

pne

Figure 3.2 Points of Gi,n reside in an area Rn .

Lemma 3.2. The number of points p ∈ P at time t for which the inactivity function
τCH (p, t, P ) = i is at most γ = O(k∆k ) for any 0 6 i 6 n.
Proof. Let Gi denote the set of points p ∈ P for which τ (p, t) = i. By definition of
τ (p, t), for any point p(t) ∈ P (t) it holds that
√
i · 2dmax 6 dmin (p, t)/ 2 6 (i + 1) · 2dmax .
√
So we should bound
√ the number of points whose distance dmin (p, t) is between i·2 2dmax
and (i + 1) · 2 2dmax . We first count the points p ∈ P for which dn (p, t) = dmin (p, t).
Let Gi,n denote this set of these points and define Gi,s , Gi,w , Gi,e similarly for ds (p, t),
dw (p, t), de (p, t). Due to the convexity of the convex hull we know that north(p(t))
is on an edge of the upper hull with a slope between −1 and +1. If the slope were
larger than +1 then dw (p, t) < dn (p, t) and if the slope were smaller than −1 then
de (p, t) < dn (p, t). Let CHn (t) denote the union of edges on the upper hull with such a
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slope. The points in Gi,n reside in the√
area Rn that is bounded by two vertical translations
of CHn with a vertical distance of 2 2dmax between them as illustrated in Figure 3.2.
Now consider overlaying this area with columns of width mindistk (P (t)). Within each
column the difference in height
between√the highest point and lowest point of Rn is at
√
most mindistk (P (t)) + 2 2dmax 6 (2 2 + 1)mindistk (P (t)). This implies that we
can cover the intersection of each column with Rn with at most four squares of edge
length mindistk (P (t)). From the definition of the spread we know that each such square
contains O(k) points and that we need no more than ∆k (P (t)) columns to cover Rn .
It then follows that there are at most O(k∆k ) points in Gi,n . Similar arguments can be
made for Gi,w , Gi,s and Gi,e , and so it follows that Gi contains O(k∆k ) points.
Using τCH (p, t, P ) we can compute time stamps and use the algorithm from our
framework to provide a defining set Q(t) at each time step. We then have to compute
CH(t) = CH(Q(t)) and we have to compute new time stamps for each point in Q(t).
We can use any existing worst-case optimal convex hull algorithm to compute CH(Q(t))
in SCH (m) = O(m log m) time, where m := |Q(t)|. Once we know CH(t), computing
τ (p, t) becomes easy. The location of north(p(t)) is computed using a binary search on
the x-coordinates of the upper convex hull and south(p(t)), west(p(t)) and east(p(t))
are computing similarly. With these locations dmin (p, t) can be computed in O(1) time.
It follows that we spend DCH (m) = O(m log m) time to compute time stamps for all
points in Q(t). Plugging these running times into Theorem 2.4 we conclude the following
theorem.
Theorem 3.3. Under the Displacement Assumption, the convex hull of a set P of n points
moving in the plane can be maintained in amortized O(min(n, k∆k log n) log n) time per
time step in the black-box model, where ∆k is the maximum k-spread of P at any time.

3.2

A faster algorithm using the floor function

For small k-spread—more precisely when ∆k < n—we can optimize the previous algorithm even further. This optimization requires the algorithm to know mindistk (P (t))
at each timestep t and assumes a constant-time floor function is available. Our new algorithm still follows the approach described in Section 3.1; it differs from the algorithm
described in the previous section in how CH(t) is computed and how the value dmin (q, t)
is computed for each expired point q(t).
Computing CH(t). First we define a grid that contains all points of P (t) and has cells
of size mindistk (P (t)) × mindistk (P (t)). This grid has O(∆k (P (t))2 ) cells due to the
spread assumption. Now, given the set Q(t) of expired points we need to determine for
each point which grid cell contains it. We find the grid cell containing a point in constant
time by using the floor function on its coordinates. Although there may be more than n
cells in the grid, at most Q(t) of them can actually contain points. We can use hashing
techniques to determine, in O(|Q(t)|) time in total, for each non-empty cell which points
from Q(t) are contained in it.

3.2 A faster algorithm using the floor function

pnw

psw
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pne

pse
CH(t − 1)

Figure 3.3 The top group of grid cells is defined as the cells intersected by the

part of the boundary of CH(t − 1) between pnw and pne and those
adjacent to these cells.
The points have only limited movement, so the vertices of CH(t) will be close to
the boundary of CH(t − 1). More precisely, every vertex of CH(t) has a point on the
boundary of CH(t − 1) within distance dmax of it. This implies that only those points of
P (t) that lie in a grid cell intersected by ∂CH(t − 1) or in a cell adjacent to such a cell
can become a vertex of CH(t). There are O(∆k ) such cells and each of them contains
O(k) points. To compute the convex hull efficiently we can divide these cells into four
groups: top, right, bottom, and left. Let pnw be the leftmost point of the upper boundary
of CH(t − 1) such that a line l1 with a slope of 1 is tangent to CH(t − 1) in pnw and let
pne be the rightmost point of the upper boundary of CH(t − 1) such that a line l2 with a
slope of −1 is tangent to CH(t − 1) in pne ; see Figure 3.3. Then the top group of cells
are those that are intersected by the part of the upper boundary of CH(t − 1) between
pnw and pne , and cells adjacent to these. Due to the slope of the edges between pnw and
pne only two cells in each column can be intersected by this top part of CH(t − 1). This
means that the top group contains only a constant number of cells in each column. We
can then sort the points of the top group by x-coordinate by first sorting the points in each
column. Each column of the top group has O(k) points, hence sorting such a column
takes O(k log k). Sorting all points in the top group then takes O(min(n, k∆k ) log k).
After sorting the points we compute the convex hull of points in cells of the top group
in O(min(n, k∆k )) time using Graham’s scan algorithm [17]. For the other groups we
use a symmetric approach. We can then merge the convex hulls of the four groups to get
CH(t).
Lemma 3.4. The time needed to compute CH(t), after we have identified the points of
Q(t) and determined which cells they are in, is O(min(n, k∆k ) log k).
Proof. Finding the points which define where the different groups start and end can be
done by walking along the boundary of CH(t − 1) and, hence, takes O(min(n, k∆k ))
time. Identifying the right cells to consider for each part can be done in O(∆k ) time
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because there are only O(∆k ) cells to consider. For each group these cells are connected,
so we use adjacencies to find them all in O(∆k ) time. Sorting each group either by x- or
y- coordinate can then be done in O(min(n, k∆k ) log k) time as described above. After
sorting, we can compute the convex hull of each group and merge the four convex hulls
into one in O(min(n, k∆k )) time.
Computing expiration times. The next step is to compute expiration times for every
point q(t) ∈ Q(t). Recall from Section 3.1 that to compute these expiration times we
need τ (q, t) and for that we need dmin (q, t), the smallest horizontal or vertical distance
to CH(t). However, we do not want to spend O(log n) time to determine dmin (q, t) for
each point q(t) ∈ Q(t). Hence, we proceed as follows. We focus on the computation of
the vertical distance of the points in Q(t) to the top boundary of CH(t); computing the
vertical distance to the bottom boundary, and computing the horizontal distances to the
left and right boundaries, can be done in a similar manner. In other words, we focus on
computing for each point q(t) ∈ Q(t) the point north(q(t)); see Figure 3.1.
Consider the points of Q(t) that lie horizontally between the points pnw and pne .
These points can be grouped into subsets of points lying in the same column of the previously defined grid. The width of such a column is mindistk (P (t)). Now consider
the top part of ∂CH(t), that is, the part of the boundary from pnw to pne . Because the
slope of the edges in the top part √
lies between −1 and +1, the length of the top part
inside a single column is at most 2 · mindistk (P (t)). From this and Lemma 1.1 it
follows that the top part has O(k) vertices inside each column. Thus we proceed as follows. First, we walk along ∂CH(t) to determine for each column in between pnw and
pne the vertices of the top part of ∂CH(t) lying inside that column. This can be done in
O(min(n, k∆k )) time. Next, for each point q(t) ∈ Q(t) between pnw and pne we determine in O(1) time the column it lies in (using the floor function) and we perform a binary
search on the top part of ∂CH(t) inside the column to determine north(q(t)). Thus, the
total time needed to compute north(q(t)) for the points q(t) ∈ Q(t) between pnw and pne
is O(min(n, k∆k ) + Q(t) log k).
If q is to the left of pnw or to the right of pne we cannot determine north(q(t)) so
easily. The reason is that the part of ∂CH(t) inside the corresponding column can have
many vertices, so the binary search will not work in O(log k) time. However, as we argued
in the proof of Lemma 3.9 all points for which dn (q, t) = dmin (q, t) reside vertically
below an edge with a slope between −1 and +1. This guarantees that for all points left
of pnw or right of pne we do not need to know dn (p, t) to compute dmin (p, t). Thus, after
computing CH(t), we can compute τ (q, t) for all points q(t) ∈ Q(t) in O(Q(t) log k)
time in total.
Lemma 3.5. After having computed CH(t) we can compute the new expiration times for
the points in Q(t) in O(min(n, k∆k ) + Q(t) log k) time.
Using the results from Lemma’s 3.4 and 3.5 in Theorem 2.4 we get the following
theorem. Note that the difference in running time, compared to Theorem 3.3, is that one
factor O(log n) is replaced by O(log k).

3.3 A near-linear-time algorithm for unbounded spread
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Theorem 3.6. Under the Displacement Assumption and the assumption that we know
mindistk (P (t)) at any time step t, the convex hull of a set P of n points moving in the
plane can be maintained in the black-box model in O(min(n, k∆k log n) log k) amortized
time, where ∆k is the maximum k-spread of P at any time.
√
Remark. As an example, consider the best possible case,
√ namely that ∆k = O( n) for
k = O(1). In this case the amortized update time is O( n log n). Note that in this case
we do not need hashing techniques to determine the non-empty cells, since there are only
O(n) cells in the grid.

3.3

A near-linear-time algorithm for unbounded spread

When the k-spread is large, the above algorithms will not be faster than computing CH(t)
from scratch at each time step. However, the bounded displacement is still enough to help
us break the Ω(n log n) general lower bound. The new algorithm does not use the general
framework, since we cannot bound the number of points that expire at each time step. In
fact, all points could be part of the convex hull in this case and would need to be inspected
at each time step. Our goal is to ensure the algorithm uses O(n log k) time, rather than
the O(n log n) time that would be needed if we were to reconstruct the convex hull from
scratch.
Consider a partitioning of the plane into vertical columns of width dmax . We maintain
a left-to-right ordered list Lcol (t) of the columns that contain at least one point from P (t).
For each column C we also maintain the set PC (t) of points inside that column. By the
Displacement Assumption each point can either stay in its column or move to a neighboring column in a single time step. Hence we can update Lcol and the sets PC in O(1) time
per point at each time step. We also maintain a bottom-to-top sorted list Lrow (t) of the
rows with height dmax that contain at least one point from P (t).
After we have updated Lcol (t) and the sets PC (t) at time t, each set PC (t) contains
those points that are in C at time t. Now suppose we want to compute CH(t) from
CH(t − 1). As earlier, let pnw denote the leftmost vertex on the upper hull of CH(t − 1)
that has a tangent with a slope of +1 and let pne denote the rightmost vertex on the upper
hull with a tangent of −1. The points psw and pse are similarly defined points on the
lower hull of CH(t − 1); see Figure 3.4. We divide CH(t − 1) into four sections using
points pnw , pne , psw , pse . We focus on the northern section CHn (t − 1) of the convex hull
boundary between pnw and pne .
We want to find all points of P (t) that are within distance 2dmax of the northern
section of CH(t − 1). We inspect the columns of Lcol from left to right. For each column
C we see if it is intersected by CHn (t − 1). If this is the case we find the lowest ycoordinate of this intersection, denoted by y` (C). Now for each point p(t) ∈ PC (t) we
test if its y-coordinate y(p(t)) is greater than y` (C)−2dmax . We define PC∗ (t) ⊆ PC (t) as
the set of points which satisfy this criterion. The slope of edges of CHn (t − 1) is between
−1 and +1, which guarantees that all points of PC (t) that are within distance dmax of
CHn (t − 1) are in PC∗ (t). Note that using yl (C) − dmax as bound on the y-coordinate is
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Figure 3.4 a) Potential vertices of the northern section of CH(t) must be in the

dark gray regions. b) Potential vertices are between yl (C) − 2dmax
and yh (C) + 2dmax .

not sufficient, since a point s(t) ∈ C may have a shorter distance to the part of CHn (t−1)
in a neighboring column; see Figure 3.4b. Additionally we inspect the columns Cnw and
Cne which are to the left of the column containing pnw and right of the column containing
pne as shown in Figure 3.4a. For Cnw we find the set P ∗ Cnw (t) of points which have a
y-coordinate greater than y(pnw ) − 2dmax .
Every point p(t) ∈ P (t) for which dist(p(t), CHn (t − 1)) 6 dmax is in the set PC∗ (t)
for some column C. The points in PC∗ (t) all have a y-coordinate of at least y` (C)−2dmax .
Also no point in PC (t) can have a y-coordinate of more than yh +2dmax 6 y` (C)+3dmax
since a point p(t) can be no more than dmax away from CH(t − 1). For every column C
the points of PC∗ (t) are contained in a dmax × 5dmax rectangle and thus PC∗ (t) contains
O(k) points. SIt follows that we can sort them in O(k log k) time per column and sort
∗
the points in S
C∈Lcol PC (t) in O(n log k) time. It then takes O(n) time to compute the
convex hull of C∈Lcol PC∗ (t).
In a similar fashion we compute the convex hulls for the points that are within distance
dmax of the eastern, southern or western part of ∂CH(t − 1). We then merge the four
convex hulls in O(n) time to obtain CH(t).
Theorem 3.7. Under the Displacement Assumption, the convex hull of a set P of n points
moving in the plane can be maintained in the black-box model in O(n log k) time per time
step.

3.3.1

Maintaining the convex hull in R3

The algorithm we described in Section 3.1 generalizes to higher dimensions. We describe
how the 2-dimensional approach can be extended to work for the convex hull CH3 (P (t))
in three dimensions. We apply the framework of Chapter 2 in R3 using an inactivity function to define the time stamps similar to the 2-dimensional case. Let dmin (p, t) denote the
minimum distance in +x-, −x-, +y-, −y-, +z-, or −z-direction from p(t) to ∂CH3 (t).

3.3 A near-linear-time algorithm for unbounded spread
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We define the inactivity function
l
m
√
τCH3 (p, t, P ) := max(0, dmin (p, t)/2 3dmax − 1).
As in the 2-dimensional case, the distance from a point
√ to the convex hull never changes
by more than 2dmax per time step and dmin (p, t)/ 3 is a lower bound on the distance
from p(t) to the boundary of CH(t). So indeed this definition of τCH (p, t, P ) guarantees
that any point p(t) is inactive for the next τCH (p, t, P ) time steps after t.
Lemma 3.8. For any point p ∈ P and any time step t we know that p(ti ) is not part of a
defining set of CH3 (t) at any time step t < ti 6 t + τCH3 (p, t, P ).
The number of points with equal value for τCH3 can also be bounded in a similar way
as in Lemma 3.9. Recall that in two dimensions we divided the convex hull into four
pieces based on the slope of their tangents. In three dimensions we can do this aswell, but
we have to divide the convex hull into six patches. Each patch corresponds to one of the
six orthogonal directions in the definition of dmin (p(t)).
Lemma 3.9. The number of points p ∈ P at time t for which the inactivity function
τCH (p, t, P ) = i is at most γ = O(k∆2k ) for any 0 6 i 6 n.
It follows that the convex hull in R3 has complexity O(min(n, k∆2k )) and that on
average O(k∆2k log n) points expire per time step. Computing the convex hull in three
dimensions on m expired points takes O(m log f ) time [28], where f is the complexity
of the resulting convex hull. Since the number of expired points is bounded by n and
the complexity of the convex hull in R3 is linear we can compute it in O(m log n) time.
To compute new time stamps we need to compute dmin (p, t) for each expired point p(t).
This can be done by doing six ray shooting queries. Following the algorithm by Chan [28],
these queries can be done in
p
O(f log q + f q logO(1) f + q log f ) time,
where f = O(min(n, k∆2k )) is the number of faces of the convex hull and q = 6m is the
number of queries. It follows that we can compute in O(min(n, k∆2k log n) logO(1) n)
time the new time stamps and we can conclude the following theorem.
Theorem 3.10. Under the Displacement Assumption, the convex hull of a set P of n
points moving in R3 can be maintained in amortized O(min(n, k∆2k log n) logO(1) n)
time per step in the black-box model, where ∆k is the maximum k-spread of P at any
time.
When the spread is optimal—∆k = O(n1/3 ) and k = O(1)—this is slightly faster
than rebuilding from scratch; it even runs in sublinear time. The method also extends to
higher dimensions which gives a running time of
O((min(n, k∆kd−1 ))bd/2c logO(1) n),
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under the assumption that d is a constant and ∆kd−1 is polynomial in n. The output
sensitive convex hull algorithm by Chan [28] runs in
O(n log f + (nf )1−1/(bd/2c+1) logO(1) n) time.
Our algorithm may be asymptotically faster than Chans algorithm depending on the value
of k and ∆k , but it is never slower. The reason for this is that our bound is the same as
Chans except that in our case n is replaced by |Q(t)|, which is at most n.

3.4

Conclusions

In this chapter we presented three different algorithms for maintaining the convex hull in
the black-box model. The first two apply the framework of Chapter 2. The last algorithm
uses a different approach and its running time does not depend on the k-spread of the
points. The algorithms are faster than computing the convex hull from scratch under
certain assumptions, but are never asymptotically slower.
The algorithms require explicit knowledge of dmax and all points have to adhere to
this maximum displacement. This means that if at any time a point moves faster than
expected, even if we know which point is moving faster, we may have to recompute the
convex hull and the time stamps from scratch. (Note that if the faster point is on the
convex hull, many time stamps may have to change.) Ideally, one would only need to
change a small number of time stamps when such a faster moving point occurs. This is
an interesting open question and could be solved making the data structure dynamic, that
is, allow for fast insertion and deletion of points.

Chapter 4

The 2-Center Problem
Clustering [74] partitions a given set of objects into clusters, that is, into subsets consisting
of similar objects. These objects are often (represented by) points in some 2- or higherdimensional space, and the similarity between points corresponds to the distance between
them. We are interested in a setting with two clusters: partition a given planar point set
into two clusters such that the quality of the clustering is optimized. We measure the
quality of a cluster via its smallest enclosing disk: the smaller the radius of the disk, the
better the quality of the cluster. This is known as the Euclidean 2-center problem; given
a set P of n points in the plane, we want to partition P into two subsets P1 and P2 such
that max(radius(P1 ), radius(P2 )) is minimized, where radius(Pi ) denotes the radius of
the smallest enclosing disk of Pi . Stated differently, the 2-center problem asks for two
congruent disks of minimum size that together cover P . The 2-center problem can also
be interpreted as a facility-location problem: we want to place two facilities (the disk
centers) such that the maximum distance of any of the clients (the points in P ) to their
nearest facility is minimized. Of interest is also the rectilinear 2-center problem, which
asks for two congruent axis-aligned squares of minimum size that together cover P . This
2-center variant corresponds to a facility-location problem where distances are measured
in the L∞ metric. Note that we consider the continuous 2-center problem, that is, the disk
(or, square) centers can be located anywhere in the plane; they are not restricted to a given
discrete set of locations.
The 2-center problem and the more general k-center problem—which asks for k
disks (or squares) to cover P —have been studied extensively since their introduction
by Sylvester [71] in 1857. Both the Euclidean and the rectilinear k-center problem are
NP-hard [57] when k is part of the input, but polynomial-time solutions are possible
when k is a constant. The rectilinear k-center problem can be solved quite efficiently
for small k. Drezner [34] gave an O(n) time solution for k = 2. He also described an
O(n log n) time algorithm for k = 3, which was later improved to O(n) time [49, 69].
For k = 4, 5 Segal [65], and independently Nussbaum [60], gave an O(n log n) time algorithm, which are optimal [69]. In contrast, no sub-quadratic algorithm was known for
the Euclidean 2-center for many years, until Sharir [68] developed an O(n log9 n) time
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algorithm. The currently best solution takes O(n log2 n(log log n)2 ) time [29]. Other
results include an Ω(n log n) lower bound for k = 2 [66] and algorithms that compute a
(1 + ε)-approximation of the k-center [6, 12]. For the 2-center problem in R2 such an
(1 + ε)-approximation can be computed in O(n) + (2/ε)O(1) time.
The kinetic 2-center problem. The results mentioned so far are for static point sets, but
also kinetic versions of the 2-center problem have been studied. Here we want to maintain
the optimal 2-centers as the points in P move. Unfortunately, even under the restriction
that the speed of the points in P is bounded by a given value vmax , the speed of the centers
cannot be bounded if one maintains the optimal 2-center. This is not problematic for an
abstract clustering problem, but undesirable for mobile facility location. Hence, Durocher
and Kirkpatrick [35] describe a general strategy for maintaining an approximate 2-center
in such a way that the speed of the disk centers is bounded. One variant of their strategy
achieves an approximation ratio of 8/π ≈ 2.55 while the maximum speed of the disk
centers is bounded by (8/π + 1) vmax ≈ 3.55
√vmax . They also prove that it is not possible
to obtain a better approximation ratio than 2. In other words, with bounded speed for
the disk centers one cannot guarantee that the ratio of the radius of the disks that are
maintained
√ and the minimum possible radius of two congruent disks covering P is always
less than 2. Durocher and Kirkpatrick also show how to maintain their approximate 2center efficiently in the kinetic data structures (KDS) framework introduced by Basch et
al. [13]. Efficient KDSs for the discrete version of the 2-center problem, where the disk
centers must be chosen from the input set P , have been given as well [32, 38]. HarPeled [47] computes a static clustering such that during the motion this static clustering
is competitive with the optimal k-center clustering.
Recently there have also been two approximations for the kinetic k-center problem.
Degener et al. [32] look at a variant of the facility-location problem where input points
can be used at a certain cost. The input points themselves also have a cost associated
with them, namely the distance to their nearest facility. Degener et al. give algorithms to
maintain the facilities over time such that the total costs are within a constant factor of the
optimal. Friedler and Mount [38] give a (4 + )-approximation of the k-center problem
in either the Euclidean or L∞ metric. Both solutions limit the placement of the facilities
to the locations of the input points and use the KDS framework to efficiently maintain the
solution over time.
Problem statement. The above results consider the kinetic 2-center problem within the
KDS-framework. We study the kinetic 2-center problem in the black-box model. For our
analysis we would also like to use the k-spread of the set of input points; see Section 1.2.1.
However, for a good k-spread we need the diameter to be small. This is somewhat unnatural for the 2-center problem: when the two clusters are far apart, the k-spread may
become very large even though within each cluster, the points are very evenly distributed.
Hence we introduce the so-called (2, k)-spread:
∆2,k (P ) := min max(∆k (P1 ), ∆k (P2 )),
P1 ,P2

where the minimum is taken over all possible partitions of P into two subsets P1 , P2 .
(The partition defining ∆2,k (P ) does not need to be the same as the partition defining the
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optimal clustering in the 2-center problem, but since ∆2,k (P ) is the minimum over all
partitions this can lead only to a better (2, k)-spread.) We express our results using the
(2, k)-spread of P , that is, using the maximum value of ∆2,k (P (ti )) over all time steps ti ,
which we abbreviate as ∆2,k := maxti ∆2,k (P (ti )).
Results and Organization. We first study the kinetic 2-center problem from a clustering point of view: without restrictions on the speed of the centers. In Section 4.1 we
show that the rectilinear 2-center can be maintained in O(k∆2,k log n) amortized time
per time step using O(n) space. In Section 4.2 we investigate the Euclidean 2-center
problem. We show how to maintain a (1 + ε)-approximation, for any 0 < ε 6 π/4
in O((k/ε3 )∆2,k log3 (log log n)2 ) amortized time. In many cases—when the distance
between the centers of the disks is relatively large or small—the solution we maintain is
optimal.
In Section 4.3 we investigate the setting where the maximum speed of the centers is
bounded. We first show that a 2-approximation of the rectilinear 2-center can be maintained in O(k∆2,k
√log n) amortized time per time step, such that the centers themselves
move at most (2 2 + 1)dmax per time step. We also provide a different approximation scheme which gives a better approximation factor depending on several parameters
of the point set and√the maximum allowed displacement of the centers; this maximum
should be at least 4 2dmax . Then we describe how our results for the rectilinear 2-center
with bounded movement speed can be adapted to provide a 2.29-approximation for the
Euclidean 2-center. This is an improvement over the previously best known bound of
8/π ≈ 2.55 √
by Durocher and Kirkpatrick [35]. Note however that our centers move with
a speed of 4 2dmax ≈ 5.66dmax , which is faster than in the approximation of Durocher
and Kirkpatrick, where the centers move at most (8/π + 1)dmax ≈ 3.55dmax . In the
conclusions we discuss why there is not a clear trade-off between the speed of the centers
and the approximation ratio.

4.1

The rectilinear 2-center

Let P be a set of n moving points in the plane that adheres to the Displacement Assumption with parameters k and dmax , and let ∆2,k denote the maximum (2, k)-spread of P (t)
at any time t. Our goal is to compute at regular time steps t = t0 , t1 , . . . two axis-aligned
squares of minimum edge length that together cover P (t). Let bb(t) = bb(P (t)) denote
the bounding box of P (t). Drezner [34] showed that there is always an optimal rectilinear
2-center for P consisting of two squares that have corners at opposite corners of bb(P ).
To make this precise, we define the NW|SE-squares of P as the two congruent squares
σnw , σse of minimum size that together cover P such that the north-west corner of σnw
coincides with the north-west corner of bb(P ) and the south-east corner of σse coincides
with the south-east corner. The NE|SW-squares of P are defined correspondingly.
Lemma 4.1. (Drezner [34]) For any set P of points in the plane, either the NW|SEsquares of P or the NE|SW-squares of P (or both) are an optimal solution for the 2-center
problem on P .
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a)

b)

Rn
Rw

qnw
R2

Re

R1

Rse

Rs

qse

Figure 4.1 a) The region R is divided into four rectangles and b) points in

group Gi are in the union of two differences of squares.
By the lemma above, it suffices to maintain the NW|SE-squares and the NE|SW-squares
of P (t). Since the two solution types are symmetric we focus on the NW|SE-squares. We
use σnw (t) and σse (t) to denote the NW|SE-squares for P (t), where σnw (t) has its northwest corner on the north-west corner of bb(t) and σse (t) has its south-east corner on the
south-east corner of bb(t). Let qnw (t) and qse (t) denote the north-west and south-east
corners of bb(t), and define
dnw|se (p(t)) := min(distL∞ (p(t), qnw (t)), distL∞ (p(t), qse (t))),
where distL∞ (p, q) denotes the distance between p and q in the L∞ metric. The edge
length of the NW|SE-squares is then
rnw|se (t) :=

max dnw|se (p(t)).

p(t)∈P (t)

The bounding box and the edge length are sufficient to compute the NW|SE-squares, so
we show how to maintain these two using the framework of Chapter 2. How to maintain
the bounding box is already described in the running example of Chapter 2. However,
here we wish to formulate the running time in terms of the (2, k)-spread as opposed to
the regular k-spread. This means that our bound γbb on the number of points that would
receive the same time stamp should also be given in terms of the (2, k)-spread. In the
following lemma we provide such a bound.
Lemma 4.2. The number of points p(t) ∈ P (t) for which τbb (p, t, P ) = i is at most
γbb (P ) := O(k∆2,k ) for any 0 6 i 6 n.
Proof. Recall that by definition of τbb , for any point p(t) ∈ P (t) with τ (p, t) = i we
know that
i · dmax 6 dist(p(t), ∂bb(t)) 6 (i + 1) · dmax .
This implies that that all such points reside in a region Ri that is the difference between
two rectangles, both centered at the same point as the bounding box, that have a difference
in edge length of 4dmax . We divide Ri into four rectangles Ri,n , Ri,s , Ri,w and Ri,e
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as illustrated in Figure 4.1a. If the two clusters are far apart, then the edge lengths of
these rectangles may be very large. So here our argument must differ from the proof of
Lemma 2.2.
By the definition of ∆2,k (P (t)) there is a division of P (t) into Q1 (t) and Q2 (t)
such that ∆k (Q1 (t)) 6 ∆2,k (P (t)) and ∆k (Q2 (t)) 6 ∆2,k (P (t)). We then divide the
plane using a grid with cells of size mindistk (Q1 (t))/2 × mindistk (Q1 (t))/2. From
the definition of ∆k (Q1 (t)) and dmax 6 mindistk (Q1 (t)) it follows that Rn intersects
at most 5 rows of this grid. In each row at most O(∆k (Q1 (t))) cells contain points
of Q1 (t). Since each cell contains at most k points, Ri,n contains O(k∆k (Q1 (t)))
points of Q1 (t). A similar argument shows that Ri,s , Ri,w and Ri,e contain at most
O(k∆k (Q1 (t))) points of Q1 (t). For Q2 (t) we use a similar argument and use a grid
with cells of size mindistk (Q2 (t))/2 × mindistk (Q2 (t))/2 to show that Ri contains
O(k∆k (Q2 (t))) points of Q2 (t). Since ∆k (Q1 (t)) and ∆k (Q2 (t)) are upper bounded by
∆2,k it follows that there are at most O(k∆2,k ) points of P (t) for which τ (p, t) = i.
Recall from Chapter 2 that for a set of m expired points it takes Sbb (m) = O(m) time
to compute the bounding box and Dbb (m) = O(m) time to compute new certificates for
these points. Plugging this into Theorem 2.4 together with the bound of O(k∆2,k ) from
Lemma 4.2 we conclude the following.
Lemma 4.3. Given a set P of n points that adheres to the Displacement Assumption and
that has a (2, k)-spread of at most ∆2,k at any time step t, we can maintain the bounding
box of P (t) in amortized O(k∆2,k log n) time per time step.
Next we look at maintaining rnw|se (t) over time. Again we can apply our framework.
First note that, given the bounding box, the distance rnw|se (t) is defined by a point that is
either on the bottom or right boundary of σnw (t) or on the top or left boundary of σse (t).
Define



τnwse (p, t, P ) := max 0, (rnw|se (t) − dnw|se (p(t)))/4dmax − 1 .
The following lemma guarantees that any point p(t) does not define rnw|se in the next
τnwse (p, t, P ) time steps, that is, τnwse is a valid inactivity function.
Lemma 4.4. For any point p ∈ P and any time step t, the point p(ti ) is not active at any
time step ti with t < ti 6 t + τnwse (p, t, P ).
Proof. Clearly a point p(t) is in a defining set only if rnw|se (t) − dnw|se (p(t)) = 0.
Otherwise, removing it will not change rnw|se (t). We should then prove that rnw|se (t) −
dnw|se (p(t)) cannot change more than 4dmax per time step. Since both rnw|se (t) and
dnw|se (p(t)) are based on the distance (in the L∞ -metric) from a point to edges of the
bounding box we know that both can change at most 2dmax per time step. It then easily
follows that their difference changes at most 4dmax .
Note that rnw|se (t) − dnw|se (p(t)) can indeed change by 4dmax within one time step:
If rnw|se (t) is defined by a point on the boundary of σnw (t) and dnw|se (p(t)) is a distance
from p(t) to the qse (t), then rnw|se (t) can decrease by 2dmax whereas dnw|se (p(t)) can
increase by 2dmax , as they are both defined by the distance between different points.
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We can now bound the number of points p ∈ P with the same value for τ (p, t).
Lemma 4.5. The number of points p(t) ∈ P (t) for which τnwse (p, t, P ) = i is at most
γnwse (P ) = O(k∆2,k ), for any 0 6 i 6 n.
Proof. The distance rnw|se (t) − dnw|se (p(t)) is the distance from p(t) to an edge of σnw
or σse . This means that all points for which τnwse (p, t, P ) = i are contained in a region
Ri = Rnw ∪ Rse . Here Rnw is the difference between two square with edge lengths of
rnw|se −i4dmax and rnw|se −(i+1)4dmax that both have their north-west corner on qnw (t)
and Rse defined symmetrically (see also Fig. 4.1b). From the definition of ∆2,k (P (t)) we
know there is a division of P (t) into Q1 (t) and Q2 (t) such that ∆k (Q1 (t)) 6 ∆2,k (P (t))
and ∆k (Q2 (t)) 6 ∆2,k (P (t)). We split Rnw into two rectangles R1 and R2 , such that
R1 has a height of 4dmax and R2 has a width of 4dmax , see also Fig. 4.1b. We cover
the plane using a grid with cells of size mindistk (Q1 (t))/2 × mindistk (Q1 (t))/2. From
the Displacement assumption we know that dmax 6 mindistk (Q1 (t)), so R1 intersects
at most 9 rows of the grid. From the definition of ∆k (Q1 (t)) it follows that in each row
only O(∆k (Q1 (t))) cells can contain points of Q1 (t). Each of these cells contains at
most k points and, hence, R1 contains O(k∆k (Q1 (t))) points of Q1 (t). For R2 and Rse
we can give similar proofs and conclude that R contains at most O(k∆k (Q1 (t))) points
of Q1 (t). A similar proof shows that R contains at most O(k∆k (Q2 (t))) points of Q2 (t).
We know that ∆k (Q1 (t)) and ∆k (Q2 (t)) are upper bounded by ∆2,k and conclude that
γnwse = O(k∆2,k ).
Computing rnw|se (t) can be done in linear time in the number of expired points and
computing new time stamps takes O(1) time per point, so Dnwse (m) = O(m) and
Snwse (m) = O(m). Combined with the bound of O(k∆2,k ) on γnwse (P ) this implies
that we can maintain rnw|se (t) efficiently.
Lemma 4.6. Given a set P of n points that adheres to the Displacement Assumption and
has a (2, k)-spread of at most ∆2,k at any time step t, we can maintain the edge length of
the nwse-squares in amortized O(k∆2,k log n) time per time step.
We showed how to maintain bb(P ) and the edge length of the NW|SE-squares over
time. From these two we can compute in O(1) time the NW|SE-squares. The NE|SWsquares can be maintained in the same way. From Lemma 4.1 we know that one of these
two solutions has to be optimal for the rectilinear 2-center problem, so we conclude the
following theorem.
Theorem 4.7. Let P be a set of n moving points that adheres to the Displacement Assumption with parameters k and dmax , and let ∆2,k denote the maximum (2, k)-spread
of P at any time t. Then we can maintain the optimal rectilinear 2-center for P in the
black-box KDS model in O(k∆2,k log n) amortized time per time step and using O(n)
space.
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The Euclidean 2-center problem asks for two congruent disks of minimum size that together cover P . Our global strategy is again to use the framework and define a function
that tells us how long it is safe to ignore certain points. The challenge is to define the time
stamps such that the solution is correct—the disks contain all points—and the number
of expiring points is small on average. In the rectilinear case we made the time stamp
of a point dependent on its distance to the boundary of the current solution. This works,
since in the rectilinear case there are only two types of solutions, which can be maintained
separately. In the Euclidean case similar flips can also occur (see Fig. 4.2) so we cannot
base our time stamps solely on the current 2-center disks. In contrast to the rectilinear
case we cannot classify a small number of solution types as there may be many. Hence,
we proceed differently.
The main problem in this case is finding points that are “between” the two disks in
the current solution, that is, points that are near the boundary of the disks but far from
the convex hull, see Figure 4.3a. For a given point set P , let D1 = disk(d1 , r) and
D2 = disk(d2 , r) denote the optimal 2-center disks, where disk(d1 , r) denotes a disk
centered at d1 with radius r. Suppose we know that the distance between the two disk
centers is small enough, say at most r. Then for any point p on the boundary of the
union of the two disks there is a wedge Wπ/4 (p) with angle π/4 and apex p that does not
intersect the disk centers except in p. Similarly, if the disks are far apart, say 3r, then for
every point p on the boundary there is a wedge Wπ/4 (p) that does not intersect the two
disks; see also Figure 4.3b and c.
Define a point p ∈ P to be ε-interesting if there is a wedge Wε (p) with apex p and
opening angle ε such that Wε (p) does not contain any other points of P . Let Pε denote
the set of ε-interesting points in P . We show that it suffices to consider the points in Pε
to get (an approximation of) an optimal solution to the 2-center problem on P .
Lemma 4.8. Let D1 = disk(d1 , r) and D2 = disk(d2 , r) be the two disks of an optimal

Figure 4.2 A small movement causes a large jump, or flip, in the optimal cen-

ters.
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π/4
b)
a)

c)

π/4

Figure 4.3 a) The two points indicated by open disks are not vertices of the

convex hull, but directly influence the size of the smallest disks. b)
If two equal size disks are b) close together or c) far enough apart,
then for every boundary point p there is a wedge with angle π/4
that does not intersect the disks except in p.
solution for the Euclidean 2-center problem on Pε , for some ε < π/4. If dist(d1 , d2 ) 6
2r − εr/2 or dist(d1 , d2 ) > 2r + εr then disk(d1 , r) and disk(d2 , r) are an optimal
solution for the 2-center problem on P ; otherwise disk(d1 , r + εr) and disk(d2 , r + εr)
are a (1 + ε)-approximation for the Euclidean 2-center problem on P .

Proof. First consider the case dist(d1 , d2 ) 6 2r − εr/2. Since Pε ⊆ P , the disks in an
optimal solution for P cannot have radius smaller than r. Hence, it suffices to prove that
disk(d1 , r) ∪ disk(d2 , r) covers P . Suppose for a contradiction that there is an uncovered point in P . Assume without loss of generality that the line ` through d1 and d2 is
horizontal, and let p be the highest uncovered point above `. (If all uncovered points lie
below ` we can apply a similar argument to the lowest uncovered point.) We show that a
wedge directed upward with apex p and angle ε does not contain any points of P . Clearly
the wedge cannot contain any points of P \Pε , so we focus on showing that the wedge
does not intersect the optimal 2-center disks of Pε . Let q be the tangent point of the upper
tangent to D1 from p, then q must be on the arc of D1 between its topmost point and the
upper intersection point with D2 as illustrated in Fig. 4.4a. Let β be the angle that the
tangent line in q makes with a vertical line. This is the same angle as the angle between
the line segment d1 q and a horizontal line. We know that the horizontal distance between
q and d1 is at most r − rε/4. With these we can conclude that
cos(β) 6

r − rε/4
= 1 − ε/4 6 cos(ε/2).
r
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Figure 4.4 When the 2-center disk centers are a) close together or b) far apart,

there is an empty wedge with angle β > ε/2 for any point outside
of the disks. c) Otherwise we can increase the radius of the disks
to get into the situation as in a).
Since we have 0 6 β 6 π/2 and 0 6 ε 6 π/2 this implies that β > ε/2. For the tangent
line from p to D2 we can make a similar argument and it follows that the wedge with
angle ε directed upward from p does not contain any points. Hence, p ∈ Pε , contradicting
that D1 , D2 is a 2-center for Pε .
Next we look at the case where dist(d1 , d2 ) > 2r + εr. For simplicity we assume that
dist(d1 , d2 ) = 2r +εr, if the distance is larger the angles between tangents become larger
as well. Let p be a point on the line d1 d2 between D1 and D2 with distance r + xr to d1
and r + εr − xr to d2 , where 0 6 x 6 ε. The largest wedge we can place at p consists of
two lines tangent to D1 and D2 . We split the angle β between these two tangents into β1
and β2 which are the angles made by a vertical line through p and the tangents from p to
D1 and D2 (see Figure 4.4b). The angle β1 is equal to the angle ∠pd1 q1 , where q1 is the
point where the tangent line touches D1 . This gives us the following equation
cos β1 = r/(r + xr) = 1/(1 + x).
Rewriting this we get
x6

1 − cos β1
6 β1 .
cos β1

Where the last inequality holds when β1 6 π/4. If this were not true then we can place
an ε-wedge at p, since we picked ε 6 π/4.
In a similar fashion we can show that ε − x 6 β2 . Combining these two we get
β = β1 + β2 > x + ε − x = ε.
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For other points outside of D1 ∪ D2 that are not on the line d1 d2 we can use translated
versions of wedges of points on d1 d2 , so for any point p not in D1 ∪ D2 there is an
ε-wedge that does not intersect D1 or D2 . For an arbitrary point p such a wedge may
still contain points of P that are not in Pε . However, each such point must itself have a
similarly oriented wedge that does not intersect D1 or D2 . It follows that at least one of
these uncovered points has an empty ε-wedge and is in Pε , contradicting the fact that D1
and D2 are a 2-center of Pε .
When 2r − εr/2 6 dist(q1 , q2 ) 6 2r + εr we cannot guarantee this, unfortunately.
However, if we blow up the disks by a factor (1 + ε) we are essentially back in the first
case, see Fig. 4.4c. Let D1+ − disk(q1 , r+ ) and D2+ = disk(q2 , r+ ) with r+ = (1 + ε)r.
It then holds that
ε +
r 6 2r+ − εr+ /2.
dist(q1 , q2 ) 6 2r + εr = 2r+ −
1+ε
We can apply the same argument as earlier to show that for any point outside D1+ ∪ D2+
there is a wedge that doesn’t intersect the disks D1+ , D2+ and, hence, that at last one such
point is in Pε , contradicting that disk(q1 , r), disk(q2 , r) is a solution for Pε .
By Lemma 4.8 we obtain a (1 + ε)-approximation for the Euclidean 2-center problem
if we can maintain the set Pε . This seems difficult, so instead we maintain a superset
Pε∗ ⊇ Pε defined as follows. Let Wε/2 be a wedge of opening angle ε/2. We say that
Wε/2 is a canonical (ε/2)-wedge if the counter-clockwise angle that its angular bisector
makes with the positive x-axis is iε/2, for some integer 0 6 i < d4π/εe. We now
define Pε∗ as the set of points p ∈ P that have an empty canonical (ε/2)-wedge (that
is, a canonical (ε/2)-wedge not containing points from P ) with apex p. The following
observation implies that Lemma 4.8 is still true if we replace Pε by Pε∗ .
Observation 4.9. Any point p ∈ P that is the apex of an empty ε-wedge is also the apex
of an empty canonical (ε/2)-wedge, so Pε ⊆ Pε∗ .

We are left with the problem of maintaining Pε∗ . To apply the framework, we want
to define an inactivity function τε (p, t, P ) = τPε∗ (p, t, P ), such that at any time ti with
t < ti 6 t + τε (p, t, P ) the point p(ti ) is not in Pε∗ , that is, p(ti ) is not active. Recall that
there are d4π/εe different classes of canonical wedges, corresponding to the orientation
of their angular bisector. We treat each of these classes separately. Consider one such
class, and assume without loss of generality that its angular bisector is pointing vertically
upward. We wish to maintain the set Pε∗,up of points whose upward canonical wedge is
empty. Define W down (p) to be the wedge with apex p that is the mirrored image of the
upward canonical wedge of p, and let
W down (t) := {W down (p(t)) : p ∈ P }
be the set of all such downward wedges. Then a point q lies in the upward canonical
wedge of p if and only if p ∈ W down (q). This implies the following lemma.

Lemma 4.10. Let E(W down (t)) denote the upper envelope of the downward wedges at
time t. Then p ∈ Pε∗,up (t) if and only if p(t) is the vertex of a peak of E(W down (t)).

4.2 The Euclidean 2-center

p0 (t)

a)

p(t)

41

E(W down (t))

b)

Rup

dist∗ (p(t))

Figure 4.5 The point p0 (t) is the projection of p(t) on E(W down (t)) (a). Re-

gion Rup is bounded by vertically shifted versions of E(W down (t))
(b).

Because of the bounded speed of the points, we know that points far from the upper envelope E(W down (t)) need a lot of time before they can appear on the envelope.
Hence, we can use the distance from p to E(W down (t)) to define its time stamp. To be
able to compute time stamps quickly, we will not use the Euclidean distance from p to
E(W down (t)) but an approximation of it. Let p0 (t) be the vertical projection of p(t) onto
E(W down (t)); see Fig. 4.5a. Then our approximated distance is defined as
dist∗ (p(t)) := dist(p(t), p0 (t)) · sin(ε/4).
Note that dist∗ (p(t)) is equal to the distance from p(t) to the boundary of the downward
wedge W down (p0 (t)). Because W down (p0 (t)) is completely below (or on) E(W down (t)),
the actual Euclidean distance from p(t) to E(W down (t)) is at least the approximate distance dist∗ (p(t)). Hence, we can safely use dist∗ (p(t)) to define τε,up (p, t, P ). Thus,
when we set
τε,up (p, t, P ) := min (n, ddist∗ (p(t))/2dmax e − 1)
Since the distance between p(t) and the boundary of any downward wedge containing
p(t) can change by at most 2dmax per time step we obtain the following lemma.
Lemma 4.11. For any point p ∈ P and any time step t the point p(ti ) is not in Pε∗,up at
any time step ti with t < ti 6 t + τε,up (p, t, P ).
Since there are wedges in d4π/εe different orientations we define
τε (p, t, P ) =

min

06i<d4π/εe

(τε,i (p, t, P )) ,

where τε,i (p, t, P ) = τPε∗,i (p, t, P ). Any point p(t) that is not in Pε∗,i for any 0 6 i <
d4π/εe by definition cannot be in Pε∗ , so this indeed satisfies the requirement of our
framework on τε .
Lemma 4.12. For any point p(t) ∈ P (t) and any time step t the point p(ti ) is not in Pε∗
at any time step ti with t < ti 6 t + τε (p, t, P ).
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Next we show that the number of points that have the same value for τε (p, t, P ) is
small when the (2, k)-spread is small.
Lemma 4.13. The number of points p ∈ P for which τε (p, t, P ) = i is at most γε (P ) :=
O(k∆2,k /ε2 ) for any 0 6 i 6 n.
Proof. To show this we overcount a little by counting the number of points for which
τε,j (p, t, P ) = i. We first count the number of points for which τε,up (p, t, P ) = i—
recall that we can assume without loss of generality that one of the directions is vertically
upward. All points for which τε,up (p, t, P ) = i are located in a region Rup that is a
band bounded by two vertically shifted versions of E(W down (t)) with a vertical distance
of 2dmax / sin(ε/4) between them (see Figure 4.5b). We again split P (t) into Q1 (t) and
Q2 (t) such that ∆k (Q1 (t)) 6 ∆2,k (P (t)) and ∆k (Q2 (t)) 6 ∆2,k (P (t)). To find how
many points of Q1 (t) are contained in Rup we divide the plane using a grid with cells of
size mindistk (Q1 (t))/2 × mindistk (Q1 (t))/2. The points of Q1 (t) are then contained in
O(∆k (Q1 (t))) columns of this grid. The difference between the highest and lowest point
in Rup within one such column is
mindistk (Q1 (t))/2
20 · mindistk (Q1 (t))
2dmax
+
6
.
sin(ε/4)
tan(ε/4)
ε
Since each grid cell contains O(k) points of Q1 (t) it follows that Rup contains no more
than O(k∆k (Q1 (t))/ε) points of Q1 (t). A similar proof shows that Rup contains at most
O(k∆k (Q2 (t))/ε) points of Q2 (t) and, hence, Rup contains O(k∆2,k /ε) points of P (t).
The same argument can be made for each direction. Since there are O(1/ε) different
directions it follows that γε (P ) = O(k∆2,k /ε2 )
The final ingredients needed to apply the framework are an algorithm to compute Pε∗
from the expired points and an algorithm to compute τε (p, t, P ) for each expired point
p(t) ∈ Q(t). To compute Pε∗ we first compute Pε∗,i for each direction i, after which we
can check in O(m/ε) time which points are in Pε∗ . (These are the points that are in Pε∗,i for
some 1 6 i < d4π/εe.) To compute Pε∗,i for some direction i, we use simple sweepline
algorithm. For Pε∗,up we first sort the expired points by y-coordinate and process them
starting from the highest point. We then incrementally construct the upper envelope of the
downward wedges of these points starting from the point with highest y-coordinate and
going down. For each point p(t) we encounter we can do a binary search on the envelope
that we have computed so far to determine if it should be added to the envelope. If it is
not added to the envelope we compute the point p0 (t) that is on the envelope boundary
vertically above p(t) and compute τε,up (p, t, P ). It follows that for each direction i we
need O(m log m) time to compute Pε∗,i and the value τε,i (p, t, P ) for any expired point
p(t). Doing this for all i directions takes O(m/ε log m) in total. Note that we do not need
to store all these envelopes, but can simply maintain for each point the smallest value
τε,i (p, t, P ) of the directions computed so far.
Lemma 4.14. From a set Q(t) of m expired points we can compute Pε∗ and τε (p, t, P )
for each expired point in Dε (m) = O((m/ε) log m) time.
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Of course our initial goal was to maintain an approximation of the Euclidean 2-center.
From Lemma 4.8 we know that if we know the 2-center disks of Pε∗ (t) we can construct
a (1 + )-approximation of the 2-center disks of P (t) in O(1) time. We can compute the
2-center disks of Pε∗ (t) using the algorithm by Chan [29] that can compute the 2-center
of a set of m points in Sε (m) = O(m log2 m(log log m)2 ) time. This means that in time
step t when m points expire, we spend O((m/ε) log m) time to compute Pε∗ and compute
new time stamps. We then spend O(|Pε∗ | log2 |Pε∗ |(log log |Pε∗ |)2 ) time to compute the
(approximate) 2-center disks for P (t), where |Pε∗ | 6 γε = O(k∆2,k /ε2 ). Plugging this
into Theorem 2.4 we conclude the following.
Theorem 4.15. Let P be a set of n moving points that adheres to the Displacement
Assumption with parameters k and dmax , let ∆2,k denote the maximum (2, k)-spread of
P at any time t, and let 0 < ε 6 π/4. Then we can maintain a (1 + ε)-approximation of
the Euclidean 2-center for P in the black-box KDS model in O(n) space and amortized
O((k/ε3 )∆2,k log3 n(log log n)2 )) time per time step.
Recall that when the disks are far enough apart or sufficiently overlapping we can
even report the optimal disks. Also note that when the point distribution is very bad and
Θ(n) point expire at every time step our algorithm is still not much worse than computing
the 2-center from scratch. This is due to the fact that the number of expiring points is
bounded by n, which gives a worst-case update time of
O(max(n log2 n(log log n)2 , (1/)n log n).

4.3

Kinetic 2-centers with bounded speed

For applications such as mobile facility location, it is desirable that the centers move with
bounded speed. However, even when the speed of the points is small, flips can occur,
where the centers jump over a long distance. In the rectilinear case this happens when
the optimal solution goes from NW|SE-centers to NE|SW-centers or vice versa. In this
section we investigate maintaining approximations of rectilinear and Euclidean 2-centers
such that the centers move at most a certain distance dcmax within one time step.
The rectilinear case. A 2-approximation for the rectilinear 2-center problem is not difficult to construct using the so-called reflective 2-centers of Durocher and Kirkpatrick [35].
For such a reflective 2-center one maintains a central point qc of the point set; in our
case the center of the bounding box. The centers are then an arbitrary point p ∈ P and
its reflection p across qc . The minimum-radius congruent squares centered at p, p that
together cover P provide a 2-approximation of the optimal solution. (We use the term
radius to denote half the edge length of a square.) Using the machinery of Section 4.1 we
can maintain qc , p, p and the minimum radius in the black-box model.
Theorem 4.16.
A 2-approximation of the rectilinear 2-center in which the centers move
√
at most (2 2 + 1)dmax per time step can be maintained in O(k∆2,k log n) amortized
time per time step.
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a)

`h

b)

rmin
`v
rmax

p

c)

Figure 4.6 Three situations for the rectilinear 2-center. The NW|SE-squares

are gray (solid squares as centers) and the NE|SW-squares dashed
(drawn slightly bigger than their actual size, non-filled squares as
centers). The points from P are not shown in a) and c), and in b) as
small disks.

We also show that in the worst case we cannot achieve an approximation ratio better
than 2.
Lemma 4.17. Let ε > 0, for any approximate 2-center with an approximation factor of
2 −  for  > 0 and maximum displacement dcmax , there is a set of moving points such
that the centers must move more than dcmax to maintain the 2 −  approximation.
4dc

Proof. Let r = max
and let P be a set of four points pw = (−r, 0), pn = (0, r), pe =

(r, 0) and ps = (0, −r). Let σ1 and σ2 denote the approximate squares and without loss
of generality assume that pw , pn ∈ σ1 and pe , ps ∈ σ2 . The point pn and pe then move
with a speed of dmax per time step towards qne = (r, r) and ps and pw move towards
qsw = (−r, −r) with a speed of dmax per time step. If σ1 keeps containing pn and pw ,
then at some point it will become too large, since pn and pw are moving further apart.
However σ2 cannot contain pn or pw as that would cause a displacement of its center by
more than dcmax .
However, when the optimal solution is far from making a flip we can obtain a better
approximation ratio. A solution is far from a flip if the difference in radius between the
two different types of solutions is large. In the following, several variables depend on
the time step t. To improve readability we omit these time parameters when considering
variables from a single time step. Let `h and `v denote the horizontal and vertical edge
length of bb(P ), respectively. Let rnw|se and rne|sw denote the radius of the optimal
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NW | SE-squares and NE| SW -squares and let rmin := min(rnw|se , rne|sw ) and rmax :=
max(rnw|se , rne|sw ). Consider the situation in Fig. 4.6a. Here we can place the centers
in our approximation close to the centers of the NW|SE-solution, so that we are close to
optimal. In Fig. 4.6b, however, rmin is almost equal to rmax , and the optimal solution
will flip from the NW|SE-squares to the NE|SW-squares when p moves down. To avoid a
high speed for the centers in such a case, we intuitively want to pick the centers “in the
middle” between the two optimal solutions—in Fig. 4.6b this would be at the crosses—so
that it is equally easy to shift towards either type of solution. The idea is now to place
the centers in our approximate solution—we denote these centers by c1 and c2 —as far
from the middle configuration as possible towards the current optimal solution such that
we can still reach the middle before a flip occurs. Next we make this idea precise.
We first determine the radius rapp that we want to achieve. It interpolates between
min(`h , `v )/2 (the radius in our middle configuration) and rmin , where we want to stay
as close to rmin as possible. When a flip occurs we have rmin = rmax , and since rmin and
rmax can change at most dmax per time step, the minimum number of time steps before
a flip can occur is dt := (rmax − rmin )/2dmax . √
Within one time step we can reduce
the distance to our middle configuration by dcmax / 2 − 2dmax . Combining these two,
and taking care that the radius does not become smaller than rmin in a situation such as
Fig. 4.6c, we set
rapp := max(rmin , r),


min(`h , `v ) rmax − rmin dcmax
√ − 2dmax .
−
where r :=
2
2dmax
2

We now define the position of the approximate centers c1 and c2 . This is done relative
to the north-west and south-east corner qnw and qse of bb(P ) when the optimal solution
is the NW|SE-solution and relative to the north-east and south-west corners qne and qsw
otherwise. Let
dx := min(`h /2, rapp ) and dy := min(`v /2, rapp )
denote the horizontal and vertical distance from c1 and c2 to the corners of the bounding
box. Thus, if the optimal solution consists of NE|SW-centers then c1 and c2 are defined as
c1 := ( x(qsw ) + dx , y(qsw ) + dy ) and
c2 := ( x(qne ) − dx , y(qne ) − dy ).
For i = 1, 2, define σi to be the square with radius rapp and center ci . Thus σ1 , σ2 are the
squares in our approximate solution. Note that σ1 ∪ σ2 covers P . Indeed, if dx = dy =
rapp this follows from rapp > rmin ; if, for instance, dy = `v /2 instead of dx = rapp
then we effectively shift our square vertically without loosing any points. Recall that rapp
was defined in such a way that we can always reach the middle position in time for a flip,
given the maximum displacement dcmax of the centers. When a flip occurs, the movement
of the approximate centers is still bounded by dcmax . This follows from the fact that at the
moment of a flip (under continuous movement) we have rmax = rmin > min(`h , `v )/2.

46

Chapter 4 The 2-Center Problem

Lemma 4.18. The centers c1 and c2 as defined above move at most dcmax in a single time
step.
The coordinates of the centers c1 and c2 can be found in O(1) time when the NW|SEsquares and NE|SW-squares are known, so maintaining them takes O(k∆2,k log n) amortized time by Theorem 4.7. The approximation ratio is rapp /rmin which, after rearranging
the terms, gives the following theorem.
√
Theorem 4.19. Let dcmax > 4 2dmax . A ρ-approximation of the rectilinear 2-center in
which the centers move at most dcmax per time step can be maintained in O(k∆2,k log n)
amortized time per time step, where ρ = max (1, 1 + ρ0 ), with



rmax − rmin
dc
min(`v , `h )/2 − rmax
√ max − 2
−
.
ρ0 =
rmin
rmin
2 2dmax
Since rmax + rmin > min(`v , `h )/2 the second term of the expression for ρ0 , which
becomes smaller as the overlap between
√ the NE|SW squares and NW|SE squares increases,
is at most 1. The condition dcmax > 4 2dmax then ensures that ρ 6 2. Note that ρ gets
smaller when rmax − rmin increases (and we are thus further from a flip). Theorem 4.19
is also useful because we can use it to get a good approximation ratio for the Euclidean
problem, as shown next.
The Euclidean case. We can use our bounded-speed rectilinear 2-center approximation
to obtain a bounded-speed Euclidean 2-center approximation: we simply use the minimum enclosing disks of the two squares from√the solution to the rectilinear problem. A
straightforward approximation ratio is then 2 2, since the rectilinear
√ 2-center gives an
approximation factor of at most 2 and we may lose an additional 2 by placing a disk
to cover the entire square as opposed to just the points contained in it. This would be
worse than the reflective 2-center by Durocher and Kirkpatrick [35], who can guarantee
a 8/π approximation. However, we show that when the approximation factor of the receucl
tilinear 2-center is close to 2, then the lower bound on the radius ropt
of the optimal
euclidean 2-center disks is larger than rmin . By
doing a more carefull analysis we find an
√
approximation factor of 2.29, with dcmax = 4 2dmax .
Let σne and σsw be the NE|SW-squares, let σnw and σse be the NW|SE-squares, and
assume without loss of generality that an optimal solution to the rectilinear problem is
given by the NE|SW-squares. Define
F := (min(`v , `h )/2 − rmax )/rmin .
According to Theorem 4.19 the approximation ratio is at most 1 + F , so σne and σsw have
radius (1 + F )rmin . Thus the radius of the bounding disks of these squares is
√
eucl
rapp
:= (1 + F ) 2rmin .
eucl
Note that the optimal radius ropt
for the Euclidean 2-center problem is at least rmin .
Indeed, if there would be a solution with smaller radius then we could also get a better
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2rmax − (2 − 2F ) · rmin

2rmin
ii)

e∗n

iii)
e∗w

r
r
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r

r

r

ee

c

ee

r
e∗w
F · 2rmin

e∗s

2rmax

Figure 4.7 In case (ii) the disk Dsw must intersect the edges e∗w , e∗s and ee . In

case (iii) the disk Dnw must intersect the edges e∗w , e∗n and ee .

solution to the rectilinear problem by taking the bounding
of the disks. For F 6 1/2
√ boxes √
that means we get an approximation factor of (1 + F ) 2 6 3/ 2 ≈ 2.12. For F > 1/2
eucl
we will provide a lower bound on ropt
that depends on F to get our final approximation
ratio of 2.29.
Let pn , pe , ps , and pw denote points on the top, right, bottom and left edge of bb(P ),
respectively. Note that F = (min(`v , `h )/2−rmax )/rmin > 1/2 implies rmin +2rmax <
min(`v , `h ), so rmin < min(`v , `h )/3. This means that σne does not intersect the bottom
edge of bb(P ) and σsw does not intersect its top edge, and so pn , pe ∈ σne and ps , pw ∈
σsw . We also have rmax < min(`v , `h )/2, so pn , pw ∈ σnw and ps , pe ∈ σse . We
now distinguish three cases, depending on how the disks in an optimal solution to the
Euclidean 2-center problem cover pn , pe , ps , and pw .
Case (i): one of the disks in an optimal solution contains either pn and ps , or pe and pw .
The radius of the optimal disks is at least min(`v , `h )/2 which (as explained earlier) is at
least√(3/2)rmin due to our assumption that F > 1/2. So we get an approximation ratio
of 2 2/(3/2) < 2.
Case (ii): one of the disks in an optimal solution contains pn and pe , and the other disk
contains ps and pw . Let Dsw denote the disk that covers ps and pw , and let Dne denote
the disk that covers pn and pe . We claim that Dsw intersects the top or right edge of σsw
or that Dne intersects the bottom or left edge of σne . Indeed, if this were not the case the
NE| SW -squares could be made smaller. Without loss of generality we assume that Dsw
intersect the right edge of σsw , which we denote by ee , and that the lower-left corner of
σsw is located at (0, 0). Since F ·2rmin = min(`v , `h )−rmax , the rectangle [0, F ·2rmin i×
[0, F · 2rmin i is not covered by the NW|SE-squares, which means it cannot contain points
from P . In particular, ps ∈ e∗s and pw ∈ e∗w , where e∗s := [F · 2rmin , 2rmin ] × 0 and
e∗w := 0 × [F · 2rmin , 2rmin ]. To get a lower bound on the radius of Dsw , we thus need to
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find the smallest radius of any disk that intersects the three segments e∗s , e∗w , and ee .
It is easy to see that the smallest disk D that intersects e∗s , e∗w , and ee must have
its center c on the bisector of e∗s and e∗w , which is the diagonal of σsw going from the
lower-left to the upper-right corner. Since F > 1/2, we can also argue that c cannot have
an x-coordinate greater than F · 2rmin , since in this case shifting c along the diagonal
downwards would give a smaller radius. We can conclude that the points nearest to c
on e∗s and e∗w are the left and bottom endpoints of e∗s and e∗w , respectively. Thus we
wish to determine the radius of the smallest circle passing through these two points and
intersecting ee . When F is large enough a disk with the left and bottom endpoints of
e∗s and e∗w as diametral points also intersects ee . Let r denote the radius of such a disk.
The horizontal
√ distance from c to ee should√then be at most r.√ It follows that 2rmin −
F rmin 6 2F rmin
√ which gives us F > 2 2 − 2. So for 2 2 − 2 6 F 6 1 a disk
with √
radius r = 2F rmin intersects e∗s , e∗w and√ee . The maximum approximation ratio
for 2 2 − 2 6 F 6 1 then occurs when F = 2 2 − 2 and is
√
√
(1 + F ) 2rmin
2 2−1
√
≈ 2.21.
= √
2F rmin
2 2−2
√
When 1/2 < F < 2 2 − 2 the smallest disk intersecting e∗w , e∗s and ee is tangent to
ee . The radius r of such a disk satisfies
r2 = (F · 2rmin − 2rmin + r)2 + (2rmin − r)2 ,
which can be seen by
the gray triangle in Fig. 4.7. Solving this for r we
√ considering
√
eucl
get r = 2rmin (2 − 2 1 − F − F ). We argued that ropt
> r, hence we obtain an
approximation ratio of at least
√
(F + 1)rmin 2
F +1
√ √
.
=√
r
2 2− 2 1−F −F
Finding the maximum of this for 1/2 < F 6 1 then gives an approximation ratio of
√
3 5−5

 6 2.29.
q
√
√
√ 
2 8−3 5− 2 7−3 5
Case (iii): one of the disks in an optimal solution contains pn and pw , and the other
disk contains ps and pe . Let Dnw and Dse denote the disks that cover pn , pw and ps , pe
respectively. Then either Dnw intersects the bottom or right edge of σnw , or Dse intersects
the top or left edge of σse . Without loss of generality we assume that Dnw intersects
the right edge of σnw , which we again denote by ee . (Note that the situation is now
slightly different from Case (ii), because σnw is one of the (non-optimal) NW|SE-squares.)
Now assume without loss of generality that the top-left corner of σnw is located at (0, 0).
Because F · 2rmin = min(`v , `h ) − rmax there is a square with edge length 2rmax −
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(2 − 2F )rmin with its north-west corner at (0, 0) that does not contain any points. To
get a lower bound on the radius of Dnw , we thus need to find the smallest radius of
any disk intersecting the three segments e∗n := [2rmax − (2 − 2F )rmin , 2rmax ] × 0,
e∗w := 0 × [−(2rmax − (2 − 2F )rmin ), −2rmax ], and ee .
It is easy to see that the smallest disk D that intersects e∗n , e∗w , and ee must have its
center c on the bisector of e∗n and e∗w , which is the diagonal of σsw going from the upperleft to the lower-right corner. Since F > 1/2 and 2rmax − (2 − 2F )rmin > rmax , we can
also argue that c cannot have an x-coordinate greater than 2rmax − (2 − 2F )rmin , since
in this case shifting c along the diagonal upwards would give a smaller radius. We can
conclude that the points nearest to c on e∗n and e∗w are the left and top endpoints of e∗n and
e∗w , respectively. Thus we wish to find the radius of the smallest circle passing through
these two points and intersecting ee . We define two subcases based on wether or not a
disk with the top and left endpoints of e∗w and e∗n as diametral points intersects ee . This is
the case when
√
2rmax − (rmax − (1 − F )rmin ) 6 2(rmax − (1 − F )rmin ),
√
which gives us F > 1 − a/(3 + 2 2), where a = rmax /rmin . It is safe to assume that
1 6 a < 2, otherwise any disk that intersects e∗w and ee must have radius at least 2rmin .
Hence, the approximation ratio we get is
√
(F + 1) 2rmin
F +1
√
6
F +a−1
2(F · rmin + rmax − rmin )
√
2 − a/(3 + 2 2)
√
6
1 − a/(3 + 2 2) + a − 1
√
2 − 1/(3 + 2 2)
√
6
1 − 1/(3 + 2 2)
6 2.21.
√
When 1/2 < F < 1 − a/(3 + 2 2) the smallest disk intersecting e∗w , e∗n and ee is tangent
to ee . The radius r of such a disk satisfies
r2 = (2rmax − (2 − 2F ) · rmin − 2rmax + r)2 + (2rmax − r)2 ,
√ √
which solves to r = 2rmin (1 + a − F − 2 a − aF ). The approximation ratio then
becomes
√
(F + 1)rmin 2
√ √
.
2rmin (1 + a − F − 2 a − aF )

To find the maximum
we should maximize over F and a. Since F > 1/2 and a > 1,
√ p
we know that a − a 2(1 − F ) increases with a, so the approximation ratio decreases
with a. Hence, the worst approximation ratio is achieved for a = 1. This reduces the
approximation ratio to
(F + 1)
√
√ √
,
2(2 − F − 2 1 − F )
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which is equal to the approximation ratio in case (ii) and yields a maximum of 2.29. (This
is the maximum for all 1/2 < F 6 1, so the fact that our upper bound on F depends on
a does not change the maximum approximation ratio.)
As for the running time, we observe that the disks and corresponding centers can be
computed in O(1) time from the approximate rectilinear 2-centers, which takes amortized
O(k∆2,k log n) time per time step by Theorem 4.19.
Theorem 4.20. Given a set P of n points that adheres to the Displacement Assumption and has a (2, k)-spread of at most ∆2,k at any time step t we can maintain a 2.29approximation
of the Euclidean 2-center in which the centers move at most dcmax =
√
4 2dmax per time step in amortized O(k∆2,k log n) time per time step.

4.4

Conclusions

We presented algorithms for maintaining the optimal rectilinear 2-center and a (1 + ε)approximation for the Euclidean 2-center in the black-box model. Both algorithms use
that each point moves only a small distance at each time step to avoid inspecting all points
in every time step. This allows for sublinear update time when the distribution of points
is good, that is, when the (2, k)-spread ∆2,k is small.
We also presented algorithms for maintaining constant-factor approximations of the
rectilinear and Euclidean 2-center that guarantee a small movement speed of the centers. For the Euclidean 2-center we obtain a 2.29-approximation, which improves a previous algorithm by Durocher and Kirkpatrick [35] that √
has an approximation ratio of
2.55. However, the centers in our solution move up to 4 2dmax ≈ 5.66dmax per time
step, whereas in the solution by Durocher and Kirkpatrick, the centers move at most
(8/π + 1)dmax ≈ 3.55dmax per time step. One may thus wonder if there is a trade-off
between the approximation ratio and the speed of the centers. The main problem with
bounded speed, however, is that a sudden change between two solutions can occur when
two very different solutions have nearly the same size. This seems to be what bounds
the approximation ratio and a higher (but constant) movement speed for the centers does
not help avoid such a flip. The main open question in this case is what the best possible
approximation
ratio is for centers with constant speed as the best known lower bound is
√
only 2.

Chapter 5

Experiments
In Chapter 2 we presented a framework for maintaining structures with small defining sets
in the black-box model. In that same chapter we applied this framework to maintaining
the bounding box of a set of points in R2 and in Chapter 3 we applied it to the convex
hull of a set of points moving in the plane. The running time of the resulting algorithms
largely depends on the k-spread of the input points. We have implemented these two
algorithms and in this chapter we investigate their running times on randomly generated
sets of moving points. We also investigate the k-spread of these points for different values
of k. Note that the experiments are intended as a proof-of-concept for the framework
and to gain some basic insights into the k-spread on randomly moving points, not as an
extensive experimental evaluation of the methods.

5.1

Experimental set-up

The algorithms. Implementing the kinetic maintenance schemes is fairly straightforward. Essentially there are only three steps. We first retrieve points that have expired,
then compute the structure, and finally compute new time stamps. We store and retrieve
the time stamps using an array of length n as described in Chapter 2.
For the bounding-box problem we compute the bounding box of a set of expired
points by simply going through all points and storing the minimum and maximum xand y-coordinates. Since we wish to compare our kinetic approach to a computation from
scratch we use the same implementation to compute the bounding box from scratch. Once
the bounding box is known, computing the time stamps is only a matter of computing the
distance to the four bounding box edges.
To compute the convex hull, both from scratch and for the expired points we use a
variant of Graham’s scan described by Andrew [10, 17]; we first sort the points on xcoordinate and then compute a lower and upper hull in linear time. The time stamps are
then computed by performing binary searches on the upper, lower, left and right convex
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hull boundary to find the horizontal and vertical distances from each expired point to the
convex hull boundary.

The input points. To generate a set of moving points, we first need to generate an
initial position for each of the points, and then move them to a new location at every time
step. The initial positions are generated uniformly at random inside a unit disk. One
could also consider randomly generated points inside a rectangle or other k-gon, but in
that case the expected number of convex hull vertices would be smaller. The expected
number of vertices for uniformly distributed points inside a unit disk is O(n1/3 ) [61, 62],
whereas the expected number of convex hull vertices of points taken from a convex k-gon
is O(k log n) [61, 63]. The running time for computing time stamps when maintaining
the convex hull depends on the number of vertices on the boundary so having a small
expected number of vertices would favour the kinetic approach.
Each generated point is also assigned a translation vector that is taken uniformly at
random from a disk with radius dmax . At each time step this translation vector is added
to the points location unless this would place the point outside the unit disk. If the latter
occurs, then instead of adding the current translation vector, a new random translation
vector is assigned and added. The generated point sets have two parameters, namely the
number of points and dmax . To summarize the data sets are generated and updated as
follows:
Algorithm 2: G ENERATE P OINTS(n, dmax )
1
2
3
4
5

P ← an empty set of moving points.
for i = 1 to n do
p ← point taken uniformly at random from a unit disk.
vp ← random translation vector of length at most dmax .
Add p to P with translation vector vp .

Algorithm 3: M OVE P OINTS(P )
1
2
3
4

for p ∈ P do
while p + vp is not inside the unit disk do
vp ← random translation vector of length at most dmax .
p ← p + vp

The algorithms are implemented in Java and compiled using JDK 1.7.0 05. The experiments were run on a windows 7 laptop with a 2 GHz i7-2630QM processor and 4GB
of memory.

5.2 Results and Discussion
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Figure 5.1 The number of expired points per time step with n = 100, 000 and

dmax = 0.03. The left figures contains the first 10,000 time steps,
whereas the right figure contains the first 100 time steps.

5.2

Results and Discussion

We did four different experiments. The first experiment looks at the differences in the
number of expiring points between different time steps. We then continue with a comparison of the kinetic black-box algorithms with computing the structures from scratch.
Next, we investigate the behavior of the k-spread for different values of k and finally we
look at how the kinetic algorithms scale with respect to the size of the input.

5.2.1

Startup behavior

Results. Recall that in the framework we provide a bound on the amortized number of
expired points per time step. To see if there was much variance in the number of expired
points we ran the convex hull and bounding-box algorithms on a set of 100,000 points
distributed uniformly at random in a unit disk for 10,000 steps with dmax = 0.03. The
results of this are shown in Figure 5.1.

Discussion. Generally, the number of expired points appears to vary very little. However, in the first few time steps fewer points seem to expire. This is a consequence of
the fact that we initially give all points time stamps at the same time. In the first few
time stamps only points can expire that are close to the boundary, whereas in later time
stamps points further away from the boundary expire as well. In our later experiments
we therefore do not record any statistics on the initial 1,000 time steps, allowing time for
each point to expire at least once.
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Figure 5.2 Running times of computing the bounding box and convex hull

from scratch at each time step and maintaining them using the
framework of Chapter 2. The top two graph set the running time
against dmax and the bottom two graph against the fraction of input points that expires on average per time step. In this experiment
n = 100, 000.

5.2.2

Kinetic versus static

Results. Here, we compare the kinetic versions of the convex hull and bounding box
with the static versions. Recall that we use the same underlying algorithm for the static
and kinetic approach to compute the bounding box or convex hull. The main difference
in run-time is therefore expected to occur in the number of expired points. To compare
the algorithms we use a point set with n = 100, 000 points and vary dmax from 0.01
to 0.4. Any higher values of dmax are not interesting as all points expire in every time
step in that case. We process 11,000 steps of which we do not consider the first 1,000
to avoid the startup behaviour. We ran the algorithms on 5 separate point sets with the
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same parameters and use the averages of these, this to avoid variations in the run-time by
outside factors. The results in Figure 5.2 show the fraction of the input points that expires
on average per time step and the running times in milliseconds for the static and kinetic
algorithms. The error bars indicate the largest and smallest average run-times over the
five times we ran the experiment.
Discussion The initial purpose of our algorithms was to be provably more efficient than
computing structures from scratch at each time step. We have proven that this is indeed
the case when the k-spread is not too large. The running time largely depends on the
number of expired points and it can clearly been seen in Figure 5.2 that as the number
of expired points decreases, so does the running time of the kinetic approach. One can
also note that the overhead of the queueing structure used by the kinetic approach is fairly
small. Even if all points expire at each time step the kinetic approach takes less than twice
as long as the static approach for the convex hull and less than four times as long for the
bounding box. The kinetic convex hull algorithm is faster than computing from scratch
when less than three quarters of the points expire per time step and the kinetic bounding
box algorithm is faster when less than one quarter of the points expire per time step.
We should note, however, that there is quite a difference in the running times of the
five different random points sets used. One might think that this variance in running
times is caused by the different point sets, however, this does not seem to be the case.
We also ran the static algorithm on the same point set five times and still see the same
fluctuation in the running times. Interference by other processes seems unlikely as within
one run the running times per time step show very little variance—typically less than 12 milliseconds—whereas the difference in average run-time between different runs is as
much as 8 milliseconds. If other processes would be interrupting or slowing computations
one would expect peaks in the running times during a single run, not a clean distinction
of running times between runs. For this reason we suspect it may have something to do
with memory management and how fragmented the points from the point-set are stored.
These points get re-initialized only when we create a new point set, when points move we
only change the coordinates.

5.2.3

Stability of the k-spread

Results. In Section 1.2.1 we argued that the regular spread is unstable when points are
moving. This is due to the fact that the spread already becomes very large when two
points are close together. We try to avoid this problem by using the k-nearest neighbor
instead of the nearest neighbor to define the k-spread. Our conjecture is that the k-spread
is small even for small values of k. To test this conjecture we compute the k-spread at
each time step for values of k ranging from 1 to 20 for a set of n = 100, 000 points with
dmax = 0.003. We compute this k-spread over 3, 000 time steps for five different point
sets, each with the same parameters. In Figure 5.3 we plotted the average k-spread over
all time steps and point sets. The error bars indicate the minimum and maximum values
that were found. For many of our algorithms the running time depends on k∆k , so we
also plotted this against k.
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Figure 5.3 The average, minimum and maximum k-spread for different values

of k. Note that the vertical axis is on a log-scale.
Discussion. The minimum, maximum and average k-spread for five sets of moving
points are given in Figure 5.3. It can be clearly seen that as k becomes larger the kspread becomes more stable, that is, the difference between the minimum and maximum
k-spread in any time step becomes smaller. This is not surprising as in a random point set
the probability of k points being within a certain small distance of each other decreases
with k. Also interesting to note is that the average k-spread rapidly decreases with k.
This can be explained in the same way as the difference in minimum and maximum values, since the k-spread at a single time step depends on the maximum value over the
k-nearest neighbor distances of all points.
As the major factor in most of our running times we also plotted k∆k against the
various values of k. This quantity first decreases with k, but for k > 12 it appears to
slightly increase; from 5715 at k = 12 to 6018 at k = 20. This seems to indicate that
there is some kind of optimal value for k that minimizes k∆k and, more interestingly, this
optimal for k seems to be relatively small, even for a fairly large number of points and
time steps.

5.2.4

Dependency on input size

Results. We also ran the kinetic algorithms for various different numbers of points to
observe the dependency on the number n of points. While varying the number of points
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Figure 5.4 The number of expired points for point sets of different sizes. The

right figures show the number of expired points against k∆
√k for
k = 12. For all measurement points it holds that dmax = 1/ n.
we√try to keep the distribution as similar as possible. Therefore we maintain that dmax =
1/ n. We ran the algorithm on points sets ranging from 10,000 points to 500,000 points.
In Figure 5.4 and 5.5 we show the run-times we obtained for the different point sets as
well as the number of expired points. In our previous experiment we saw that the k-spread
is very stable already for k = 12, so we also computed the 12-spread and plot the number
expiring points and running times against k∆k for k = 12.
Discussion. In our experiments on the dependency on the input size we scaled dmax
with n to keep a similar distribution of points. We can clearly see that the running time
and number of expired points does not scale linearly with the number of input points. This
is also not to be expected as we have shown earlier that the number of expired points is
expected to be k∆k log n. This is why we also plotted the running times and numbers of
expired points against k∆k and there we do indeed see close to linear behaviour.

5.3

Conclusions

In this chapter we presented an implementation of two algorithms to maintain the bounding box and convex hull in the black-box model for a set of points moving in the plane.
The implementations are based on the algorithms from Chapter 2 and Section 3.1. Both
algorithms were easy to implement and do not require any kind of complicated data structures. When tested on random point sets the algorithms outperform recomputing from
scratch even when about one quarter of the points expire in each time step. When all
points expire each time step the kinetic approach requires no more than four times the
amount of time. This implies that the algorithms and in general the framework from
Chapter 2 can be quite useful in practice as it imposes little overhead when the function
values of the inactivity-function are easy to compute.
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We also investigated the dependency of the k-spread on k for randomly moving points.
The results from this chapter suggest that the k-spread is quite stable for small k.
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Figure 5.5 The running times for the kinetic convex hull and bounding-box

algorithms for point sets of different sizes. The right figures show
the running times against k∆k√for k = 12. For all measurement
points it holds that dmax = 1/ n.

Chapter 6

Delaunay triangulation
Together with convex hulls, triangulations are one of the most basic geometric structures [22]. They have many applications in Geographic Information Science (GIS), physical simulations, and in other areas. Most sets of points allow many possible triangulations.
The Delaunay triangulation [39] is a triangulation that has the so-called empty-circle property. A triangle τ in a triangulation of a set P of points in the plane has the empty-circle
property if its smallest enclosing disk has no point of P in its interior (see Figure 6.1a).
Note that in this definition there can be more than one Delaunay triangulation on the same
set of points if there are four or more co-circular points. In such a degenerate case we may
consider any triangulation that satisfies the above definition as a Delaunay triangulation.
The Delaunay triangulation is often used because it has several nice properties on the angles of the triangles and often produces “nice” triangles in practice, that is, triangles with
large angles. The Delaunay triangulation of a point set P is dual to the Voronoi diagram

b)

a)

c
a
b
d

Figure 6.1 A Delaunay triangulation of a planar point set (a) and an edge flip

(b).
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of P , another well known and widely used structure [11].
Triangulations are often used in physical simulations where the new state of the simulation differs only a little from the previous state. As such, there has also be a lot of work
towards maintaining a triangulation over time or updating it after small changes.
The following papers show how to repair a triangulation after one or more of the
vertices have moved. Shewchuk [70] considers d-dimensional Delaunay triangulations.
He introduces star splaying, which estimates the neighborhood of each vertex in the final triangulation, for example using a quadtree to find nearby vertices, and then resolves
all inconsistencies between neighborhoods. If the initial estimate of the neighborhood
satisfies certain conditions then the star splaying algorithm results in the Delaunay triangulation. The worst-case expected running time is O(ndd/2e+1 + n2 log n), but the
algorithm runs in linear time when the degree of each vertex is O(1). Agarwal et al. [7]
repair an (arbitrary) planar triangulation by finding “inverted” triangles and then finding
regions that can be locally re-triangulated. After O(n) time to find all inverted triangles,
they use O(k 2 log k) time to find and re-triangulate the local regions, where k is the total
complexity of these regions. (The analysis by Agarwal et al. is more refined and depends
on additional parameters that indicate how entangled the triangulation is.)
Experimental work has also been done on kinetic Delaunay triangulations. De Castro et al. [26] describe how to determine a tolerance region for each point, such that as long
as the point remains within its tolerance region we do not have to check its certificates.
They then give experimental results showing that for fairly stable Delaunay triangulations
this filtering method is faster than traditional KDSs. Russel argues in his thesis [64] that
in practice a naive traditional KDS for a Delaunay triangulation is never faster than rebuilding and presents a filtering approach that is faster than rebuilding when the number
of certificate failures is small.
The theoretical results discussed above typically express the running time in terms of
the number of changes to the triangulation, without further analyzing this number. This
is not surprising, since without assumptions on the maximum displacements of the points
one cannot say much about the number of changes. This “abstract” analysis is nice since
it makes the results general, but on the other hand it becomes hard to decide whether it is
better to use these kinetic algorithms or to simply recompute the structure from scratch at
each time step. In this chapter we describe two simple strategies to maintain the Delaunay
triangulation of a planar point set P in the black-box model. Our main contribution is an
analysis of the efficiency of these strategies in terms of the k-spread ∆k of the point set P .
We also show how the Delaunay triangulation can be used to maintain the connected
components of the intersection graph of a set of disks.

6.1

Maintaining the Delaunay triangulation

We denote the Delaunay triangulation of a point set P by DT (P ), and we use DT (t)
as a shorthand for DT (P (t)). We describe two algorithms to recompute DT (t) given
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DT (t − 1). Both algorithms use the same global approach: they update the position of
each point in turn and change the Delaunay triangulation accordingly.
Let P = {p1 , . . . , pn } and define
Qi := {p1 (t), . . . , pi (t), pi+1 (t − 1), . . . , pn (t − 1)}.
Thus Q0 = P (t − 1) and Qn = P (t). Updating the position of pi now means computing DT (Qi ) from DT (Qi−1 ). Changing one triangulation to another can be done using
so-called edge-flips. Let τ1 = (a, b, c) and τ2 = (b, a, d) denote two triangles in a triangulation T that share edge (a, b). An edge-flip replaces edge (a, b) by edge (c, d) in the
triangulation; see Figure 6.1b. Note that this breaks the planarity unless (a, c, b, d) are in
convex position. We describe two very simple algorithms that use edge flips as their core
operations to change DT (Qi−1 ) into DT (Qi ).
• M OVE A ND F LIP : The point pi (t − 1) is moved along a straight line to its new position pi (t) while maintaining the Delaunay triangulation following the traditional
KDS approach. Thus, we compute all in-circle certificates that involve pi and sort
them by their failure times—the failure time of a certificate is the position along
the line pi (t − 1)pi (t) where the certificate becomes false. Each time a certificate
fails we flip an edge of the Delaunay triangulation and update the collection of
certificates.
• I NSERTA ND D ELETE : We first walk in DT (Qi−1 ) from pi (t − 1) to pi (t) to determine the triangle τ of DT (Qi−1 ) containing pi (t). Then we insert pi (t) into
DT (Qi−1 ) in the usual way, namely by adding edges from pi (t) to the vertices
of τ and then performing edge flips until we have the Delaunay triangulation of
Qi−1 ∪ {pi (t)} [17]. Finally, we delete pi (t − 1) using the algorithm by Devillers [33] or we delete pi (t − 1) with all its edges and then use the algorithm by
Wang and Chin [30] to repair the Delaunay triangulation.
In the remainder of this chapter we analyze the efficiency of these approaches. To this end,
let D(p, r) denote the disk of radius r centered at point p. Note that D(pi (t − 1), dmax )
is exactly the region reachable from pi (t − 1) in one time step. Now consider two points
pj , p` ∈ P . We say that pj p` is a potential edge at time t if there is a placement of
each point pi ∈ P somewhere in its disk D(pi (t − 1), dmax ) such that pj p` is an edge
in the Delaunay triangulation of the resulting point set. We then call pj and p` potential
neighbors. Theorem 6.10 on page 68 states the number of potential edges is O(k 2 ∆2k ).
With this result in hand, we can analyze our update algorithms.
Theorem 6.1. Under the Displacement Assumption computing DT (t) from DT (t − 1)
using M OVE A ND F LIP requires O(k 2 ∆2k ) flips and takes O(k 2 ∆2k log n) time in the blackbox model, where ∆k is the k-spread at time t − 1.
Proof. Consider the movement of pi from pi (t − 1) to pi (t). A flip occurs when pi
becomes co-circular with three other points, say a, b, c, and circ(a, b, c), the circle defined
by a, b, c, is empty. Observe that each point a, b, c must form a potential edge with pi : at
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the time of the flip pi is on circ(a, b, c), which contains no other points, hence api , bpi
and cpi are edges of the Delaunay triangulation at that time. Let E(pi ) denote the set of
potential edges with pi as an endpoint, and let N (pi ) = {q ∈ Qi | qpi ∈ E(pi )} be the set
of potential neighbors of pi . The number of empty circles defined by N (pi ) is equal to the
number of Delaunay triangles in DT (N (pi )), which is O(|N (pi )|) = O(|E(pi )|). Using
Theorem 6.10 we conclude that the total number of flips for moving all points pi ∈ P is
X
O(|E(pi )|) = O(k 2 ∆2k ).
pi ∈P

At each flip we update the Delaunay triangulation in O(1) time. We must also update
the event queue storing the certificate failure times, which takes O(log n) time since we
have to delete and insert only O(1) certificates into the queue. The running time thus
becomes O(k 2 ∆2k log n).
The O(log n) factor in the running time for the M OVE A ND F LIP approach stems from
the event queue on the certificates. The I NSERTA ND D ELETE approach avoids this factor.
Theorem 6.2. Under the Displacement Assumption computing DT (t) from DT (t − 1)
using I NSERTA ND D ELETE takes O(k 2 ∆2k ) time in the black-box model, where ∆k is the
k-spread at time t − 1.
Proof. Consider the update of the position of pi . Note that whenever we cross an edge
pj p` during the walk from pi (t − 1) to pi (t), the edge pj p` would be part of a flip in
the M OVE A ND F LIP strategy. This implies that the number of edges crossed is at most
linear in the number of potential edges. Moreover, inserting pi (t) takes time linear in the
degree of pi (t) in DT (Qi−1 ∪ {pi (t)}) [17] and deletion of pi (t − 1) takes linear time in
the degree of pi (t − 1) [30]. Overall, updating the position of pi takes linear time in the
number of potential edges involving pi , so the total time is O(k 2 ∆2k ) by Theorem 6.10.
The algorithm by Wang and Chin [30] is somewhat complicated and might be slow when
deleting points with a small degree. In that case it may be more efficient to use the
asymptotically slower, but simpler algorithm by Devillers [33].

6.2

Analysis of the number of potential edges.

Potential edges are defined on the point set P (t − 1) at a fixed time step, so we drop the
time parameter and use P = {p1 , . . . , pn } to denote the set of points we are dealing with.
We also define mindistk := mindistk (P ) and ∆k := ∆k (P ). (The latter is a slight abuse
of notation as in fact ∆k was defined as an upper bound on the k-spread at any time.) We
first give a necessary condition for two points pj and p` to form a potential edge. We call
a disk empty if its interior does not contain any point from P . Lemma 6.3 follows from
the empty-disk property of Delaunay triangulations and the fact that points move by at
most dmax in a single time step.
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Figure 6.2 pj p` is a potential edge only if a disk D − exists that has pj and p`

within distance 2dmax and does not contain any other points of P .
Lemma 6.3. If pj p` is a potential edge then there is an empty disk D− such that pj and
p` are within distance 2dmax of D− .
Proof. Let pj p` be a potential edge. Then there is a set of points P 0 = {p01 , . . . , p0n },
where p0i ∈ D(pi , dmax ) for all i, such that p0j p0` is an edge in DT (P 0 ). Let D = D(c, r)
denote an empty disk with center c and radius r and with p0j and p0` on its boundary. For
now assume r > dmax , and let D− = D(c, r − dmax ); see Figure 6.2. For any point p0i ,
we know that |cp0i | > r and |pi p0i | 6 dmax . It follows from the triangle inequality that
|cpi | > r − dmax and that pi cannot be inside D− .
For p0j it holds that |cp0j | = r and |pj p0j | 6 dmax . By the triangle inequality we get
that |cpj | 6 r + dmax . The same holds for p` , which proves that pj p` can be a potential
edge only if there is a disk D− that does not contain any other points of P but has pj
and p` within distance 2dmax of its boundary. It remains to consider the case r 6 dmax .
Then |pj p` | 6 4dmax . The overlap region of D(pj , 2dmax ) and D(p` , 2dmax ) is nonempty. If the overlap has positive area then we can place a (possibly very small) disk D
inside D(pj , 2dmax ) ∩ D(p` , 2dmax ) that does not contain any points from P and, hence,
satisfies the conditions of the lemma. If the overlap is a single point q—note that this
point could happen to be a point in P —then we can place a small empty disk touching q
and satisfying the conditions of the lemma.
Let E denote the set of potential edges defined by P . For each potential edge pj p` we
pick a disk as in Lemma 6.3, which we call its witness disk. We split the set of witness
disks into three subsets based on the size of the disks:
• DS : the small witness disks, which have radius at most 16 · mindistk ,
• DM : the medium-size witness disks, which have radius between 16 · mindistk and
diam(P ),
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Figure 6.3 a) Points in U + \ U must be in cells intersected by ∂U + or ∂U . b)

In each row, up to three adjacent cells can be interested and such a
cluster has O(size(σ)mindistk ) adjacent cells to its right that are
in the interior of U + .

• DL : the large witness disks, which have radius larger than diam(P ).
We will bound the number of potential edges with witness disks of each of the three types
separately. The number of potential edges contributed by disks in DS is easy to bound: if
a potential edge pq has a small witness disk, then q must lie within O(mindistk ) distance
of p, and so by Lemma 1.1 there are only O(k) such points for any point p.
Lemma 6.4. The witness disks in DS contribute O(kn) potential edges.
To prove bounds for DL and DM we need the following lemma. For a square σ, let
size(σ) denote its edge length and let union(D) denote the union of a set D of disks.
Lemma 6.5. Let σ be a square with edge length size(σ) and let Pσ = P ∩ σ. Let D be a
set of disks with radius at least size(σ)/4 that do not contain any points of Pσ . Then the
number of points in Pσ within distance 2dmax of union(D) is O(k · size(σ)/mindistk ).
Proof. Define D+ := {D(c, r + 2dmax ) : D(c, r) ∈ D}. Set U := union(D) and
U + := union(D+ ). Since the disks in D are empty, all the points of Pσ that are within
distance 2dmax of union(D) lie in U + \ U . We overlay the square σ by a grid whose cells
have size 4·mindistk . Because dmax 6 mindistk , each grid cell intersecting U + \U must
intersect ∂U + or ∂U (or both); see Figure 6.3a. Since the grid cells have size 4 · mindistk
it follows from Lemma 1.1 that they each contain O(k) points. It remains to prove that
the number of grid cells intersected by ∂U + or ∂U is O(size(σ)/mindistk ).
We show how to count the cells intersecting ∂U + ; the cells intersecting ∂U can be
counted similarly. We split the boundary of each disk D+ ∈ D+ into a left arc, right arc,
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top arc, and bottom arc at the points where the tangent lines have slope +1 and −1. The
boundary ∂U + consists of parts of these arcs. We count the cells intersecting ∂U + separately for each type of arc. We argue that in every row only O(1) cells can be intersected
by left arcs. Let R1 be a row that is intersected by a left arc α from disk D+ so that
arc α crosses the row entirely. The arc α intersects at most two cells (see Figure 6.3b).
To the right of these intersected cells are Θ(size(σ)/mindistk ) cells (if they exist) that
are contained inside disk D+ and cannot be intersected by any other left arcs. Let R2
be a row that contains an endpoint of α. Again only two cells in R2 can be intersected
by α but there may be more cells to the right that are not fully contained in D+ as illustrated in Figure 6.3b. However, because each disk has at least radius 16 · mindistk
and each cell has a size of 4 · mindistk there can only be two such cells. To the right of
this cluster of up to three cells that may be intersected by left arcs, there is a cluster of
Θ(size(σ)/mindistk ) cells that is contained in D+ and cannot be intersected by left arcs.
It follows that in each row only O(1) cells are intersected by left arcs. The total number of
grid cells intersecting a left arc on ∂U + is therefore proportional to the number of rows,
which is O(size(σ)/mindistk ). For the right, top, and bottom arcs we can use a similar
argument.
We can now prove that the large witness disks contribute O(k 2 ∆2k ) potential edges.
Lemma 6.6. The witness disks in DL contribute O(k 2 ∆2k ) potential edges.
Proof. Obviously, P is contained inside a diam(P )×diam(P ) square. Because the disks
in DL have radius at least diam(P ) = ∆k ·mindistk we can apply Lemma 6.5 to conclude
there are only O(k∆k ) points within distance 2dmax of union(DL ). These points define
O(k 2 ∆2k ) potential edges.
It remains to bound the number of potential edges contributed by the medium-size
disks. For 2 6 i 6 log4 ∆k , define
i
DM
:= {D ∈ DM : 4i · mindistk 6 radius(D) < 4i+1 · mindistk }.
i
We bound the number of potential edges contributed by a subset DM
in terms of the area
i
of union(DM ).
Ai
i
Lemma 6.7. The witness disks in DM
contribute O(k 2 mindist
2 ) potential edges, where
i
Ai is the area of union(DM
).

k

Proof. We overlay the plane with a grid whose cells have size 4i+1 · mindistk . Any two
i
points defining a potential edge with a witness disk in DM
have distance at most
4i+1 · mindistk + 4dmax 6 4i+2 · mindistk
from each other, and so the points in any grid cell can form potential edges with points in
only O(1) other cells. Lemma 6.5 implies that in any cell only O(k4i+1 ) points are within
i
distance 2dmax of union(DM
). Hence in total the points in any cell C can contribute only

66

Chapter 6 Delaunay triangulation

i
O((k4i+1 )2 ) = O(k 2 42i ) potential edges with witness disks from DM
. Now we just have
i
to count the number of cells within distance 2dmax of union(DM ). Let
i +
i
(DM
) := {D(c, r + 2dmax ) : D(c, r) ∈ DM
}
i +
and set Ui+ := union((DM
) ). Note that the area of Ui+ is O(Ai ). We need to count the
number of cells intersecting Ui+ . Each cell intersecting Ui+ either contains at least 1/4 of
a disk with radius at least 4i · mindistk or it is adjacent to such a cell. Hence, the total
number of intersected cells is bounded by

O(area(Ui+ )/area of one cell) = O(Ai /(4i+1 · mindistk )2 ).
We already showed that the points in any given cell contribute O(k 2 42i ) potential edges
in total, so the total number of potential edges is O(k 2 Ai /mindist2k ).
Recall that i 6 log4 ∆k . Since diam(P ) = ∆k · mindistk , we know that the diameter
i
) is at most
of union(DM
∆k · mindistk + 4i+1 · mindistk = O (∆k · mindistk ) .
i
contributes O(k 2 ∆2k )
Hence, Ai = O(∆2k ·mindist2k ), and so Lemma 6.7 implies that DM
i
potential edges. Since the number of subsets DM is O(log ∆k ), it follows that the total
number of potential edges contributed by medium-size disks is O(k 2 ∆2k log ∆k ).
i
We can get rid of the O(log ∆k ) factor by not considering each subset DM
in isolation,
i
but also considering their interaction. From Lemma 6.7 we know that the set DM
can only
i
contribute many edges if Ai = area(Ui ) is large, where Ui = union(DM ). In the next
lemma we show that Ai cannot be large for all i.

Lemma 6.8. There is a region Vi ⊆ Ui such that, for all j 6 i − 2, union(Uj ) is disjoint
from Vi and this region has area at least Ai /γ = Θ(Ai ), for some fixed constant γ > 1.
i
with center c and radius r. Set
Proof. Consider a disk D ∈ DM

r− := r − 4i−1 · mindistk − 2dmax
j
for j 6 i−2.
and define D− = D(c, r− ). Then D− must be disjoint from any disk in DM
j
Indeed, any disk of DM
has radius at most 4i−1 · mindistk , so if it were to intersect D−
it would be completely contained in D(c, r − 2dmax ). This means that all points are at
least distance 2dmax away from it, and so it cannot be a witness disk of a potential edge.
Note that the radius r− of any inner disk D− is

r− = r − 4i−1 · mindistk − 2dmax > r − (4i−1 + 2) · mindistk .
We overlay Ui with a grid whose cells have size (4i−2 ) · mindistk . Then any inner disk
D− contains at least one grid cell and D itself intersects a constant number of cells (see
i
Figure 6.4). Hence, we can charge any cell intersecting a disk D of DM
to a cell that

6.2 Analysis of the number of potential edges.
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Figure 6.4 A disk intersects only a constant number of grid cells (light gray)

and has at least one grid cell completely contained in its inner area
(dark gray).
is completely inside some inner disk D− in such a way that we charge only a constant
number of cells to each cell in an inner disk. It follows that
Ai = O(area of the union of the inner disks),
which proves the claim.
With this result we can prove that the total number of potential edges contributed by
DM is O(k 2 ∆2k ).
Lemma 6.9. The number of potential edges contributed by the witness disks in DM is
O(k 2 ∆2k ).
Proof. We prove the bound for the subsets for which i is even; the proof for the subsets
i
with i odd is similar. Consider the subsets DM
, for even i, in order of decreasing i. Let A∗i
j
i
after considering all disks from DM
be the area that is still available for the disks in DM
where j > i+2. Thus Ai 6 A∗i . Lemma 6.8 implies that A∗i−2 6 A∗i −(1/γ)Ai for some
constant γ > 1. In other words, Ai 6 γ(A∗i − A∗i−2 ). If we define jmax = log4 ∆k /2
then using Lemma 6.7 we can bound the contribution to the number of potential edges for
i
DM
, with i even, as follows.




jX
jX
max
max
2
k
A
2j
O k2
= O
γ(A∗2j − A∗2j−2 )
mindist2k
mindist2k j=1
j=1
k2
γ(A∗2jmax − A∗0 )
=O
mindist2k

= O k 2 ∆2k
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Y
X
Z
Figure 6.5 We need Ω(min(k 2 ∆2k , n2 )) time to update the Delaunay triangu-

lation when the points of Y move in a bad order.

The last step follows from the fact that
A∗2jmax = O(diam(P )2 ) = O(∆2k · mindist2k ).

From Lemma’s 6.4, 6.6 and 6.9 we conclude the following.
Theorem 6.10. Let P be a set of n points. Under the Displacement Assumption, the
number of potential edges defined by P is O(min(k 2 ∆2k , n2 )), where ∆k is the k-spread
of P .
We can show this bound is tight in the worst case. One could hope that only a smaller
number of edges may actually occur during movement, but even this is not the case: The
next theorem shows that Ω(min(k 2 ∆2k , n2 )) edges can occur when moving the points one
at a time.
√
Theorem 6.11. For large enough n, k > 1 and ∆k > 8n, there is a set P of n points
with a k-spread of ∆k at time t − 1 such that computing DT (t) from DT (t − 1) under
the Displacement Assumption takes Ω(min(k 2 ∆2k , n2 )) time using the M OVE A ND F LIP
or I NSERTA ND D ELETE approach if the points are moved in a bad order.
Proof. Consider a set P = X ∪ Y ∪ Z as specified below. The points in Y and Z will
generate the desired Ω(k 2 ∆2k ) lower bound, whereas X contains leftover points which are
placed on a grid and do not move to ensure the spread assumption is not violated. Without
loss of generality we assume
√ that mindistk = 1. The points of X are placed in a square
of height and width ∆k /(2 2) and the points of Y (t − 1) and Z(t − 1) are placed in a
a similarly sized square that lies immediately to the right of the square containing X; see
Figure 6.5.
We place the points of Y and Z at time t−1 along the boundary of a disk D = D(d, r)
as follows. We divide D into four sections using lines with a slope of 1 and −1 through
the center d of D. Points of Y (t − 1) are along the boundary of the top section Dt and
points of Z(t − 1) along the boundary of the bottom section Db (see Figure 6.6). The
points of Y will move into D; whenever a point y ∈ Y has moved it will have an edge
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with every point of Z in the Delaunay triangulation. Let y1 . . . ym be the points of Y in
the order in which we move them and z1 . . . zm the points of Z, which do not move. Let
Pi be the point set P between time t − 1 and t just after yi has moved:
Pi := {y1 (t) . . . yi (t), yi+1 (t − 1) . . . ym (t − 1)} ∪ Z ∪ X
Note that the time parameter for Z and X is omitted as the points in these sets do not
move.
i+1
2i
= 22m+1 = 2−(m−i) .
Each point yi (t − 1) is moved towards d by a distance 2 2m+1
Let Ci,j be the disk inside D and tangent to D in zj with radius r − 2−(m−i+1) and let
ci,j denote the center of Ci,j . For every point zj the point yi (t) will be contained in Ci,j .
For yi (t) and zj to form an edge in the Delaunay triangulation there has to be a disk
that contains yi (t) and zj , but no other points of Pi . No point of Z, other than zj can be
inside Ci,j as all points of Z are on the boundary of D and Ci,j only intersects D in zj .
For each point in Pi \{yi } it holds that the distance to d is at least r − 2−(m−i+1) . Now
we claim (and will prove
√ later) that every point inside Ci,j that is in the top section of D
has at most distance r2 − r2−(m−i) to d. Since
p
r2 − r2−(m−i) 6 r − 2−(m−i+1)
it follows that no point of Pi \{yi } is contained in Ci,j . Therefore there is an edge between
yi (t) and zj in DT (Pi ). In this manner each point yi (t) has edges to all points of Z in
DT (Pi ). Since both Y and Z contain Ω(min(k∆k , n)) points, the total number of edges
created is Ω(min(k 2 ∆2k , n2 )).
What remains to be proven
√ is that the distance between any point in Ci,j ∩ Dt and the
center d of D is at most r2 − r2−(m−i) . The shortest distance from the boundary of
Ci,j to d is achieved by the point a on the line through zj and d and by construction this
point is in Dt . If we go clockwise or counterclockwise along the boundary of Ci,j the
distance to d only becomes larger until we reach zj . The worst case situation arises for
the point b on one of the bounding edges of Dt (see Figure 6.6). Here the longest distance
from the boundary of Ci,j to d is
q
p
(r − 2−(m−i+1) )2 − (2−(m−i+1) )2 = r2 − r2−(m−i) .

6.3

Kinetic connectivity of disks

The intersection graph of a set R of regions in the plane is the graph whose vertices are
the regions in R and whose edges connect two regions when the regions intersect each
other. Intersection graphs of (unit) disks have been used to model wireless networks;
here a disk models the region that is within the transmission radius of some node in the
network and the fact that two disks intersect means that the corresponding nodes can
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Y

{}
b

a

D

Ci,j

b

Dt
d

Db
Z

r

ci,j

zj

r−

d

2i
2m+1

ci,j

Figure 6.6 The point of Y and Z are in the top and bottom wedges respectively.

communicate directly. In this application, the connected component of a vertex in the
intersection graph corresponds to those nodes in the network with which the node can
(directly or indirectly) communicate. For mobile networks, it thus becomes interesting to
maintain the connected components as the nodes in the network move. This problem has
been studied in the standard KDS setting [46]. We study it in the black-box model.
Let R(t) be the set of disks at time t. We assume that the disk centers adhere to
the Displacement Assumption, that is, any disk moves at most dmax per time step and
there each disk center has at most k centers within distance dmax . We define ∆k as the
maximum k-spread of the centers of the disks over all time steps.
Unit disks. The simplest case occurs when all the disks in R have the same radius,
which we assume without loss of generality to be 1. In this case we can proceed as
follows: we maintain the Delaunay triangulation of the centers, remove (at each time
step) all edges that are more than twice as long as the radius of the disks, and compute
the connected components of the resulting graph. This is correct because of the following
lemma.
Lemma 6.12. [41, 55] Let DT short denote the graph on the disk centers that is equal
to the Delaunay graph, but with all edges removed that are more than twice as long as
the radius of the disks. Then the connected components of DT short are the same as the
connected components of the intersection graph of the disks.
The Delaunay triangulation has linear size, and the connected components can be
computed in linear time. Maintaining the Delaunay can be done in O(k 2 ∆2k ) time, as
described in Section 6.1. Since k 2 ∆2k = Ω(n) we obtain the following result.
Theorem 6.13. Under the Displacement Assumption we can maintain the connected
components of the intersection graph of a set of unit disks in the black-box model in
O(k 2 ∆2k ) time, where ∆k is the maximum k-spread in any time step.
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Rup
Wup
D

Wdown
Rdown

√

Figure 6.7 Example where a set of disks where the centers have ∆k = O( n)

for constant k still requires Ω(n2 ) time to update when moving
disks one at a time.

Arbitrary size disks. When the disks are allowed to have an arbitrarily large radius
we cannot use the Delaunay triangulation of the centers. However, as explained by Karavelas [51] we can use the Delaunay graph of the disks instead. More precisely, we can
use the dual of the Voronoi diagram where the distance of a point p to a disk D with
center q and radius r is |pq| − r. Note that this distance is negative when p is inside D.
Unfortunately this will not lead to an efficient solution, as shown next.
We define a subgraph G of the Delaunay graph of disks by only using edges from the
Delaunay graph between intersecting disks. This graph G has linear size and the same
connected components as the intersection graph of the disks [51, Section 6]. However,
without any bounds on the radii of the disks we cannot update the Delaunay triangulation
2
for disks efficiently in the same manner as we do for
√ points. Doing so can take Ω(n )
time even when the k-spread ∆k of the centers is O( n).
We can prove√this using a construction similar to that of Theorem 6.11. Let D be a
disk with radius n and define two wedges Wup and Wdown as illustrated in Figure 6.7.
We divide the input disks into two groups Rup and Rdown , where the disks in Rup are
tangent to D in Wup and the disks in Rdown are tangent to D in Wdown . Each set contains
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√
n/2
√ disks. The disks in Rup are further divided into n rows where the i-th row contains
n/2 disks with their centers located on the circular arc defined by the intersection of a
circle centered at d—the center of D—and Wup . Each disk in the i-th row has a radius of
i, so that it is tangent to D. The disks in Rdown are defined similarly.
We can then move each disk of Rup inside D so that it forms Delaunay edges with all
disks of Rdown . This results in Ω(n2 ) flips and Ω(n2 ) time to update the Delaunay graph.
The proof for this is very similar to that of Theorem 6.11 and therefore omitted here.
Theorem 6.14. Maintaining the Delaunay graph (as defined above) of a set of disks with
arbitrary radii takes Ω(n2 ) time in the worst case when using
√ the M OVE A ND F LIP or
I NSERTA ND D ELETE approach when the k-spread is at least 4 n.

6.4

Conclusions

In this chapter we presented two strategies for maintaining the Delaunay triangulation of
a set of points in the plane. The update strategies themselves are fairly straightforward
and the main contribution is their analysis in the black-box model using the k-spread.
The running time of the algorithms heavily depends on the the k-spread; the M OVE A ND F LIP approach runs in O(k 2 ∆2k log n) time per time step and the I NSERTA ND D ELETE
approach runs in O(k 2 ∆2k ) time per time step. The latter
√ is asymptotically faster than
recomputing from scratch when ∆k is very small, say O( n).
Ideally, one would use an algorithm that runs in linear time when the k-spread is small
and O(n log n) time in the worst-case. However, this would require a very different approach as we have shown that the approaches presented here require Ω(min(n2 , k 2 ∆2k ))
time in the worst case. Creating an algorithm that also has a O(n log n) worst-case running time as well as linear running time for small k-spread is an interesting open problem.
Here we only investigated the Delaunay triangulation of a set of points in the plane.
One could of course also consider 3- or higher dimensional point sets instead, but in higher
dimensions flipping edges is a lot more difficult. The approach of inserting points at new
locations and deleting the old locations does extend to higher dimensions, but extending
the proof on the time required to do this is not straightforward.

Chapter 7

Collision Detection using
Compressed Quadtrees
Collision detection [56, 72] is an important problem in computer graphics, robotics, and
N -body simulations. One is given a set S of n objects, some or all of which are moving,
and the task is to detect the collisions that occur. The most common way to perform
collision detection is to use time-slicing and test for collisions at regular time steps; for
graphics applications this is typically every frame. However, as stated in Chapter 1, this
approach can be wasteful, in particular if computations are performed from scratch at
every time step.
As an alternative several collision detection algorithms have been proposed based on
the Kinetic Data Structures (KDS) framework. KDSs for collision detection have been
proposed for 2D collision detection among polygonal objects [4, 53], for 3D collision
detection among spheres [52], and for 3D collision detection among fat convex objects [2].
Unfortunately in many applications we do now know the trajectories of the objects in
advance and we cannot use the KDS framework. That is why we investigate collision
detection in the black-box model.
In Section 1.2 we defined the black-box model with the Displacement Assumption
that stipulates that for any object A we have dist(A(t), A(t + 1)) 6 dmax , for some
suitable definition of dist(A(t), A(t+1)). Here we interpret this as follows. If the objects
only translate then the distance refers to the length of the translation vector. Otherwise,
we require that the Hausdorff distance from A(t + 1) to A(t) should not be more than
dmax —no point on A(t + 1) should be more than distance dmax from its nearest point
in A(t)—and that no vertex of the bounding box of A should move by more than dmax .
(Note that the bounding box is allowed to deform due to rotation or deformation of A.)
Collision Detection and Spatial Decompositions. In practice collision detection is often performed in two phases: a broad phase that serves as a filter and reports a (hopefully
small) set of potentially colliding pairs of objects—this set should include all pairs that
73
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actually collide—and a narrow phase that tests each of these pairs to determine if there is
indeed a collision. We focus on broad-phase collision detection; more information on the
narrow phase can be found in a survey by Kockara et al. [54].
A natural way to perform broad-phase collision detection is to use a decomposition
of the space into cells [23, 58]. One then reports, for each cell in the decomposition, all
pairs of objects intersecting the cell. This is also the approach that we take. For this to be
efficient, one needs a decomposition with few cells such that each cell is intersected by
few objects. In general this is impossible for convex cells: Chazelle [27] showed that there
are sets of disjoint objects in Rd such that any convex decomposition in which each cell
intersects O(1) objects must consist of Ω(n2 ) cells. However, if we take the density λ [17,
16]—see Section 7.2—into account then a decomposition with a linear number of cells,
each intersecting O(λ) objects, exists and can be constructed in O(n log n) time [14].
This is useful because, practical applications typically have λ  n; in fact many papers
assume that λ = O(1). Our main goal is thus to maintain a decomposition with these
properties in o(n log n) time per time step under the Displacement Assumption.
Our Results. The known linear-size decomposition for low-density scenes [14] is a
binary space partition (BSP), but that BSP seems difficult to maintain efficiently as the
objects move. We therefore use a different decomposition, namely a compressed quadtree.
In Section 7.1 we study the problem of maintaining a compressed quadtree for a set of
moving points. We show that this can be done in O(n log k) time per time step for any
(fixed) dimension d, where k is the parameter from the Displacement Assumption. (The
dependency of our bounds on the dimension d is exponential, as is usually the case when
quadtrees are used.) Note that k 6 n and hence our result is never worse than recomputing
the quadtree from scratch. Since hierarchical space decompositions such as (compressed)
quadtrees have many uses, this result is of independent interest.
In Section 7.2 we turn our attention to compressed quadtrees for low-density scenes. It
is known that a compressed quadtree on the bounding-box vertices of a set S of n objects
in the plane has O(n) cells that each intersect O(λ) objects, where λ is the density of
S [15]. We first prove that, similar to the planar case, a compressed quadtree on the
bounding-box vertices of a set S of objects in Rd with density λ, has O(n) cells each
intersecting O(λ) objects. We also show, using our result on compressed quadtrees for
points, how to maintain a quadtree on a suitable subset of O(n/λ) bounding-box vertices
such that each of the O(n/λ) cells in the quadtree is intersected by O(λ + k) objects.
This quadtree can be maintained in O(n log λ) time per time step and can be used to
report O((λ + k)n) potentially overlapping pairs of objects. It is known that the density
a set of disjoint fat objects is O(1) [16]. Hence, our approach is particularly efficient for
collision detection between fat objects.

7.1

A Compressed Quadtree for Moving Points

A quadtree subdivision for a set P of n points in Rd is a recursive subdivision of an
initial hypercube containing the points of P into 2d equal-sized sub-hypercubes (“quad-
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a)
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b)

region(vd )

Figure 7.1 Consecutive splits that do not divide the points (a) are replaced by

a compressed node with a donut region indicated in gray (b).
rants”). The subdivision process continues until a stopping criterion is met. We use a
commonly employed criterion, namely that each final hypercube contains at most one
point. A quadtree is a tree structure representing such a recursive subdivision. (In higher
dimensions, especially in R3 , the term octree is often used instead of quadtree. As our
figures and examples will always be in the plane, we prefer to use the term quadtree.)
A hypercube that can result from such a recursive partitioning of the initial hypercube is
called a canonical hypercube.
In a quadtree subdivision there can be splits where only one of the resulting quadrants
contains points. In the quadtree this corresponds to a node with only one non-empty child.
There can even be many consecutive splits of this type, leading to a long path of nodes
with only one non-empty child. As a result, a quadtree does not necessarily have linear
size. A compressed quadtree replaces such paths by compressed nodes, which have two
children: a child for the hole representing the smallest canonical hypercube containing
all points, and a child for the donut representing the rest of the hypercube. Thus a donut
is the set-theoretic difference of two hypercubes, one contained in the other. Note that
the inner hypercube can share part of its boundary with the outer one; in the plane the
donut then becomes a U-shape—see Fig. 7.1b—or an L-shape. An internal node that is
not compressed is called a regular node. In the following, we use region(v) to denote
the region corresponding to a node v. For a node v whose region is a hypercube we use
size(v) to denote the edge length of region(v); when v is a donut, size(v) refers to the
edge length of its outer hypercube.
A compressed quadtree for a set of points has linear size and it can be constructed
in O(n log n) time [9] in the appropriate model of computation [48, Chapter 2]. In this
model we can compute the smallest canonical hypercube containing two points in O(1)
time. In this model and under the Displacement Assumption, our goal is to update the
compressed quadtree in O(n log k) time.
Let P (t) denote the set of points at time t, and let T (t) denote the compressed
quadtree on P (t). Our task is thus to compute T (t + 1) from T (t). The root of T (t)
represents a hypercube that contains all points of P (t). We assume without loss of gen-
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T0

T (t)

T1

reduce

refine

move points and refine locally

T2

T (t + 1)
prune

Figure 7.2 The various intermediate quadtrees while updating T (t) to

T (t + 1). New edges in each step are illustrated by dashed edges,
solid disks are points at time t and open disks are points at time
t + 1.

erality that both the size of the initial hypercube and dmax are powers of 2, so that there
exist canonical hypercubes of size dmax . As the points move, it can happen that the initial
hypercube no longer contains all the points. When this happens, we enlarge the initial
hypercube. This is easy to do by creating a new hypercube that has twice the edge length
of the old one and placing it such that the old hypercube is one of its quadrants.
Since we assume that points move only a small distance—at most dmax —we would
like to maintain T by moving points to neighboring cells and then locally recomputing
the quadtree. To this end we first prune the tree by removing all nodes whose regions
have size less than dmax . Moreover, for compressed nodes u with size(u) > dmax but
size(uh ) < dmax for the hole uh of u, we replace uh by a canonical hypercube of size
dmax containing region(uh ). We use T0 to denote this reduced quadtree. Note that T0 is
the compressed version of the quadtree for P (t) that uses the following stopping criterion
for the recursive subdivision process: a hypercube σ becomes a leaf when
(i) σ contains at most one point from P (t), or
(ii) σ has edge length dmax .
Each leaf in T0 has a list of all points contained in its region. By the Displacement Assumption, this list contains O(k) points. The reduced quadtree T0 can easily be computed
from T (t) in O(n) time. We do not lose any useful information in this step as within
some region(v) with size(v) = dmax the points can move (nearly) arbitrarily and, hence,
the subtree of u at time t + 1 need not have any relation to the subtree of u at time t.
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wh
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wd

v

ud
uh
Figure 7.3 The regions of neighbors of v are indicated by fat lines. Note that

wd is not a neighbor because its hole wh is adjacent to v, whereas
ud is a neighbor.
Now we would like to move the points from the leaf regions of T0 to neighboring leaf
regions according to their new positions at time t + 1, and then locally rebuild the compressed quadtree. The main problem in this approach is that a leaf region can border many
other leaf regions and many points may move into it. Constructing the subtree replacing
that leaf from scratch is then too expensive. We solve this by first building an intermediate
tree T1 , which is a suitable refinement of T0 . We then move the points from T0 into T1 —
the definition of T1 guarantees that any node receives only O(k) points—and we locally
refine any nodes that contain more than one point, giving us another intermediary tree T2 .
Finally, we prune T2 to obtain T (t + 1). An example of the different stages of updating a
quadtree of eight points is shown in Fig. 7.2. The individual steps are described in more
detail below.
Refining the Tree: Computing T1 from T0 . The intermediary tree T1 has the property
that each region in T1 has O(1) neighbors in T0 . To make this precise we define for a
node v in T1 some related internal or leaf nodes in T0 .
• original(v): The lowest node u in T0 such that region(v) ⊆ region(u).
• N (v): The collection N (v) of neighbors of v consists of nodes w ∈ T0 that are at
least as large as v (this to avoid multiple neighbors on one “side” of region(v)) and
are adjacent to region(v). More precisely, N (v) consists of all nodes w ∈ T0 such
that:
(i) size(w) > size(v),
(ii) the regions region(w) and region(v) touch (that is, their boundaries intersect
but their interiors are disjoint), and
(iii) w does not have a proper descendant w0 with properties (i) and (ii) (so that w
is a lowest node with properties (i) and (ii)).
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Note that for every node in T1 we have |N (v)| 6 3d − 1, hence |N (v)| = O(1) for
any fixed dimension. We next modify N (v) and original(v) slightly, as follows. For any
node wd ∈ N (v) ∪ {original(v)} that is a donut, if its corresponding hole wh touches
the boundary of region(v) and has size(wh ) < size(v), then wd is replaced by its parent
(which is a compressed node); see Figure 7.3. The set N (v) and original(v) will be used
in our algorithm to determine if region(v) needs to be split—this is the case when it has
a neighbor that is not a leaf or when original(v) is not a leaf—and later we need N (v) to
know from which regions points can move into region(v).
It is important to remember that original(v) and the nodes in N (v) are nodes in T0 ,
while v is a node in T1 . Thus the neighbors never get refined, which is needed to ensure
that T1 has linear size. We now express the conditions on T1 :
(i) For every node u in T0 such that region(u) is a hypercube, there is a node v in T1
with region(v) = region(u). Thus, the subdivision induced by T1 is a refinement
of the subdivision induced by T0 .
(ii) For each leaf v in T1 , every node u ∈ N (v) is a leaf of T0 .
We construct T1 top-down. Whenever we create a new node v of T1 , we also store pointers from v to original(v) and to the nodes in N (v). (This is not explicitly stated in
Algorithm 1 below.) We obtain these pointers from the parent of v and the original and
neighbors of that parent in O(1) time. How we refine each node v in T1 depends on
original(v) and the neighbors in N (v). We distinguish three cases: in Case 1 at least one
of the neighbors or original(v) is a regular node, in Case 2 no neighbor or original(v)
is a regular node and at least one is a compressed node, and in Case 3 all neighbors as
well as original(v) are leaf nodes. How we refine v in Case 2 depends on the holes of the
compressed nodes in N (v)∪{original(v)}. To determine how to refine v we use a set Hv
which is defined as follows. Let R be a hypercube and f a facet of any dimension of R.
Let mirrorf (R) denote a hypercube R∗ for which size(R∗ ) = size(R) and R∗ ∩ R = f .
We say that mirrorf (R) is a mirrored version of R along f . The set Hv∗ then consists of
the mirrored hypercubes of every hole wh of a compressed node in N (v), together with
the holes themselves. The set Hv is then defined as
Hv = {R | R ∈ Hv∗ and R ⊂ region(v)}.
Note that Hv is never empty, because a compressed node in N (v) must have a hole smaller
than region(v) along the boundary of region(v). The different cases are described in more
detail in Algorithm 1 and illustrated in Fig. 7.4.
Lemma 7.1. The tree T1 created by Algorithm 1 is a compressed quadtree with properties
(i) and (ii) stated above.
Proof. First note that Algorithm 1 initially constructs a quadtree consisting of a single
leaf. In the subsequent steps of the algorithm a leaf may be replaced by a compressed
node or regular node, hence T1 is also a valid compressed quadtree. For property (ii) it
is sufficient to note that only in Case 3, where by definition the neighbors are leaves, the
node v remains a leaf.
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Algorithm 4: R EFINE(T0 )
1
2
3
4
5
6
7

8
9
10
11
12

13

14

Create a root node v for T1 with original(v) = root(T0 ) and N (v) = ∅.
Initialize a queue Q and add v to Q.
while Q is not empty do
v ← pop(Q)
Case 1: original(v) or a neighbor in N (v) is a regular node.
Make v into a regular node, create 2d children for it and add these to Q.
Case 2: Case 1 does not apply, and original(v) is a compressed node or a
neighbor w ∈ N (v) is a compressed node.
σ ← the smallest canonical hypercube containing the regions of Hv .
Case 2a: σ = region(v).
Make v into a regular node, create 2d children for it and add these to Q.
Case 2b: σ ⊂ region(v).
Make v into a compressed node by creating two children for it, one child
vh corresponding to the hole in region(v) and one child vd corresponding
to the donut region, with region(vh ) = σ and
region(vd ) = region(v) \ σ. Add vh to Q.
Case 3: Cases 1 and 2 do not apply; original(v) and every neighbor
w ∈ N (v) are leaves in T0 .
The node v remains a leaf.
Case 1
vnw
v
vsw

v

Case 2a
v

v

vne
vnw vne vsw vse

vse
vh

Case 2b
v

vd
v
vd vh

Figure 7.4 Several steps from Algorithm 4. The tree on the top left is T0 ,

the others illustrate consecutive steps in the construction of T1 .
The gray squares are the mirrored versions of the holes as used
in Case 2.
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To prove property (i), suppose for a contradiction that there is a node u in T0 for
which region(u) is a hypercube and there is no node v in T1 with region(v) = region(u).
Let v 0 be the lowest node in T1 such that region(v 0 ) ⊃ region(u). Then original(v 0 )
is an ancestor of u. Hence, when v 0 is handled by Algorithm 1, either Case 1, 2a or 2b
applies. Thus v 0 will be subdivided such that one of its children is a hypercube containing region(u), contradicting the fact that region(v 0 ) is the lowest node v 0 such that
region(v 0 ) ⊃ region(u).
Note that Algorithm 1 must terminate, since every node in T1 is treated at most once
and T1 will never contain nodes whose region is smaller than the smallest node in T0 . We
can actually prove the following stronger statement.
Lemma 7.2. The tree T1 contains O(n) nodes and can be constructed in O(n) time,
where n is the number of points in P .
Proof. We first show that T1 contains O(n) nodes and then argue that each nodes requires
only constant time to create. To prove that there is a linear number of nodes we show that
Case 1 and Case 2 can occur at most O(n) times each. We apply Case 1 only to nodes v
of T1 for which there is a regular internal node u of T0 such that region(v) and region(u)
have the same size and share a facet. Since region(u) is a hypercube, there can be at most
O(1) such nodes for each regular node u. The tree T0 contains O(n) regular nodes, so
Case 1 can be applied only O(n) times.
For Case 2 let u be a node of T0 that is the hole of a compressed node. We define
mirror-set(u) = {mirrorf (u) | f a facet of region(u)} ∪ {region(u)} as the
S set of all hypercubes mirrored across the facets of region(u) and let mirror-set(T0 ) = u mirror-set(u)
denote the set of all such mirrored hypercubes for all nodes u in T0 that represent the
hole of a compressed node. Let v denote a node of T1 to which Case 2a is applied.
Since Case 2a is applied we know that region(v) contains at least two nodes of Hv ⊆
mirror-set(T0 ) and these nodes must be divided over at least two children of v. Otherwise
the smallest canonical square σ covering the regions of nodes in Hv would be smaller
than region(v). Since we can divide the O(n) hypercubes of mirror-set(T0 ) only O(n)
times it follows that Case 2a can occur at most O(n) times. For Case 2b we observe the
following on the hole vh that is created. Either one of the mirrored holes of Hv is equal
to σ, in which case we must apply Case 1 to vh , or region(vh ) contains multiple nodes of
Hv and since Hv = Hvh we apply Case 2a to vh . It follows that also Case 2b can occur
at most O(n) times in total.
Creating each node requires processing one of the cases which involves only the
neighbors and original nodes. Since there are O(1) of these nodes each case can be
processed in O(1) time.
Moving the Points: Computing T2 from T1 . For a node v we define Pt (v) as the set
of points in P contained in region(v) at time t. For each leaf v in T1 we find Pt+1 (v)
by inspecting all nodes w ∈ {original(v)} ∪ N (v). These nodes must be leaves of T0 .
Recall that N (v) contains a neighbor for every j-facet of region(v) for 0 6 j < d, and
that these neighbors have size at least dmax . This implies that the regions region(w) for
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w ∈ {original(v)} ∪ N (v), contain all the points that can possibly move into region(v).
For each such node w we then check for all points in Pt (w) if they are inside region(v)
at time t + 1; if so we add them to Pt+1 (v). Using a charging scheme we show in the
lemma below that this takes O(n) time in total. Afterwards some cells may contain more
than one point and we compute the quadtree for these cells from scratch. Since every cell
contains O(k) points this can be done in O(n log k) time in total.
Lemma 7.3. Computing Pt+1 (v) for every node v of T1 can be done in O(n) time.

Proof. We first prove that it is sufficient to consider only points in N (v) ∪ {original(v)}.
To do this we note that region(v) is either a hypercube or a donut region. First consider
the case when region(v) is a hypercube. Assume for a contradiction that there is a point
p(t + 1) ∈ region(v), such that p(t) is not in region(w) for any node w ∈ N (v) ∪
{original(v)}. Since p(t) is not in region(original(v)) it must be outside of region(v).
As earlier, let
mirror-set(v) := {mirrorf (region(v)) | f a facet of region(v)} ∪ {region(v)}
denote the set of hypercubes that are mirrored versions of region(v) across any of its
facets. The point p(t) must be contained in a hypercube σ ∈ mirror-set(v) \ {region(v)}.
Let w be the lowest node in T0 for which region(w) ⊇ σ. By definition of the set N (v)
we know that w ∈ N (v), a contradiction.
Now consider the case when region(v) is a donut. Again assume there is a point
p(t + 1) ∈ region(v), such that p(t) is not in region(w) for any node w ∈ N (v) ∪
{original(v)}. The argument from the previous case can be used to show that p(t) cannot
be in any region of mirror-set(v), so it must reside in the hole of the donut-region. Then
either p(t) ∈ region(original(v)) or original(v) is a compressed node and p(t) resides in
its hole, say wh . However v must have been created using Case 2b of the algorithm, where
wh is mirrored along all of its facets and none of these mirrored squares can be in the
resulting donut-region region(v). This implies that v cannot be a node of T1 . We conclude
that it is indeed sufficient to consider only points in regions of N (v)∪{original(v)} when
computing Pt+1 (v).
A naı̈ve analysis of the time spent to inspect these points would yield a total running
time of O(kn); each node has O(1) neighbor nodes and each neighbor node can contain
O(k) points if it has a size of dmax or O(1) points otherwise. However we can observe
that nodes with size dmax can be neighbors of only O(1) nodes of T1 . It follows that each
of the points of P (t) in nodes of size dmax is inspected O(1) times. So we spend O(n)
time to find the set Pt+1 (v) for each node v in T1 .
After computing T2 we prune it to obtain T (t + 1). We replace regular nodes in which
only one child contains points by compressed nodes and merge nested compressed nodes.
This is straightforward to do in linear time by traversing the tree in a bottom-up manner.
The following theorem summarizes the result from this section.
Theorem 7.4. Under the Displacement Assumption, a compressed quadtree of a set P
of n points moving in the plane can be maintained in the black-box model in O(n log k)
time per time step.
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Note that the log k factor comes purely from computing subtrees within a cell of size
dmax . If we are satisfied with maintaining T0 , the compressed quadtree in which cells of
size dmax are not subdivided, then updating takes only O(n) time per time step.

7.2

A Compressed Quadtree for Moving Objects

Let S be a set of n moving objects in Rd . In this section we show how to maintain a
compressed quadtree for S, based on our results from the previous section. We assume
that each object A ∈ S has constant complexity, so that we can test in O(1) time whether
A intersects a given region (hypercube or donut) in a quadtree, and we can compute its
axis-aligned bounding box bb(A) in O(1) time. (For complex objects, we can either treat
their constituent surface patches as the elementary objects, or we can work with a suitable
simplification of the object.) The Displacement Assumption stipulates that not many
objects can be close together and that each object can only move a small distance. Recall
that here we interpret this as follows. First, any sphere of radius dmax intersects at most
k objects of P (ti ) at any time step ti . Second, we require that no bounding-box vertex
should move by more than dmax and that the Hausdorff distance from A(t + 1) to A(t)
should not be more than dmax , that is, no point on A(t + 1) should be more than distance
dmax from its nearest point in A(t). (Note that the bounding box is allowed to deform due
to rotation or deformation of A.) If objects only translate, then this corresponds to saying
the displacement vector has a length of at most dmax .
The idea of our approach is simple: We find a suitable subset P ∗ (t)—which is defined
later—of the set P (t) of 2d n bounding-box vertices of the objects, such that every cell in
the quadtree on P ∗ (t) is intersected by a small number of objects. Our analysis will be
done in terms of the so-called density of S, which is defined as follows. The density of a
set S of objects is the smallest number λ such that any ball B intersects at most λ objects
A ∈ S with diam(A) > diam(B) [17]. In the following, we assume that the density of
S(t) is at most λ, for any t. For d = 2 De Berg et al. [15] prove that each region in the
subdivision induced by a compressed quadtree on the bounding-box vertices is intersected
by O(λ) objects. We extend this result to higher dimensions.
Lemma 7.5. Let S be a set of n objects in Rd , and let T be a compressed quadtree on
the set of bounding-box vertices of S. Then region(v) intersects O(λ) objects A ∈ S for
any leaf v of T , where λ is the density of S.
Proof. It is known that any hypercube that does not contain any bounding-box vertices
is intersected by O(λ) objects [16]. It follows that if region(v) is a hypercube, then it
contains at most one bounding box vertex and is intersected by at most O(λ) + 1 = O(λ)
objects. So we assume that v is a donut. In this case it suffices to show that region(v) can
always be covered by O(1) hypercubes that lie inside the donut.
Let σ be the outer hypercube defining the donut region(v) and let σin be the inner hypercube (the hole). Our method to cover region(v) is as follows. A cell in a d-dimensional
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(ii)
(−, +)

(0, +)
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σB
σin
σi
σA

(−, −)

(0, −)

(+, −)

Figure 7.5 (i) Labeling the neighbors of a cell. (ii) Growing σA until it con-

tains σi .
grid is surrounded by 3d − 1 other cells, that is, there are 3d − 1 other cells whose boundaries intersect the boundary of the given cell. We want to cover region(v) = σ \ σin using
at most 3d − 1 hypercubes that surround σin in a somewhat similar manner. Consider two
canonical hypercubes σA := [a1 : a01 ]×· · ·×[ad : a0d ] and σB := [b1 : b01 ]×· · ·×[bd : b0d ]
of the same size, and let (α1 , . . . , αd ) ∈ {−, 0, +}d . We say that σA is an (α1 , . . . , αd )neighbor of σB if the following holds:
• if αi = − then a0i = bi
• if αi = 0 then [ai : a0i ] = [bi : b0i ]
• if αi = + then ai = b0i
In other words, αi indicates the relative position of σA and σB in the i-th dimension.
Fig. 7.5 illustrates this in the plane.
Now consider the donut σ\σin that we want to cover, and let j be such that diam(σ) =
2j · diam(σin ). We will prove by induction on j that we can cover any donut region in a
compressed quadtree by a collection C of at most 3d − 1 hypercubes. The hypercubes in
the constructed collection C will have a label from {−, 0, +}d , where each label is used at
most once—except (0, . . . , 0) which will not be used at all—and the following invariant
is maintained:
Invariant: If a hypercube σi ∈ C has label (α1 , . . . , αd ), then there are
canonical hypercubes σA and σB of the same size such that σA ⊂ σi and
σin ⊂ σB and σA is an (α1 , . . . , αd )-neighbor of σB .
The invariant is maintained by stretching the hypercubes of octants that do not contain
σin until they hit σin . These stretched hypercubes then replace the ones with the same
labels in C. The basis of the induction is j = 1, in which case σin is an octant of σ.
Hence, if we take C to be the collection of all other octants, labeled appropriately, then C
satisfies the conditions.
Now suppose j > 1. Let σB be the octant of σ such that σin ⊂ σB . By induction,
we can cover σB \ σin with a collection C of hypercubes satisfying the invariant. The
collection C does not yet cover the octants in σ \ σB . To remedy this, we proceed as
follows. Let σA 6= σB be an octant of σ, and assume that σA is an (α1 , . . . , αd )-neighbor
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of σB . If C does not yet have a hypercube with label (α1 , . . . , αd ), then we add σA to C
and give it that label. Otherwise we grow σA (while keeping it a hypercube inside σ) until
it contains σi , and we replace σi by this grown copy of σA . The invariant guarantees that
the grown copy does not intersect the interior of σin . Hence, by doing this for each
S of the
octants σA 6= σB , we get a collection C with the required properties: σ \ σin = σi ∈C σi
and the labeling satisfies the invariant. This finishes the proof of the lemma.
In the lemma above we consider a compressed quadtree on the set P (t) of all boundingbox vertices. In our method we use a subset P ∗ (t) ⊂ P (t) to define the compressed
quadtree. Furthermore, to update the quadtree efficiently we cannot afford to refine the
quadtree until each node contains only one point—even when the objects adhere to the
Displacement Assumption, there can be Ω(n) bounding-box vertices in a hypercube of
size dmax . Instead we use the same stopping criterion as we did for T0 for a set of points:
a hypercube σ is a leaf in the compressed quadtree when (i) σ contains at most one point
from P ∗ (t), or (ii) σ has edge length dmax . Next we define P ∗ (t).
We define the Z-order of P (t) as the order in which the points are visited while doing
an in-order treewalk on a non-compressed quadtree on P (t) where for each interior node
the children are visited in a specific order. (In two dimensions this order is: top left,
top right, bottom left and bottom right.) For any set of n points such a Z-order can be
computed in O(n log n) time [48] as long as a smallest canonical square of two points
can be computed in O(1) time. Ideally our subset P ∗ (t) consists of every λth point in
this Z-order, but for cells of size dmax (which can contain many points) we cannot afford
to compute the exact Z-order. Instead we define an approximate Z-order as a Z-order
where points within a cell of size dmax have an arbitrary ordering. The set P ∗ (t) then
consists of every λth point on such an approximate Z-order. This implies that P ∗ (t) is
not uniquely defined, but each choice of P ∗ (t) leads to the same quadtree, since cells of
size dmax are not refined further. In the rest of the section we use T ∗ (t) to denote the
compressed quadtree on P ∗ (t) with the above mentioned stopping criterion. Since P ∗ (t)
contains O(n/λ) points, T ∗ (t) has O(n/λ) nodes. Next we bound the number of objects
that intersect a cell in T ∗ (t).
Lemma 7.6. Every cell in the subdivision induced by T ∗ (t) is intersected by O(λ + k)
objects from S(t).
Proof. Let σ be an arbitrary cell in the subdivision induced by T ∗ (t). If σ has edge length
dmax then by the Displacement Assumption it intersects O(k) objects. If σ is larger than
dmax it can either be a hypercube or a donut. If σ is a hypercube, then by definition
all points of P (t) contained in σ must be consecutive in the approximate Z-order. It
follows that σ contains at most 2λ points of P (t). If σ is a donut, then the points of P (t)
contained in σ can be divided into two sets of consecutive points from the approximate
Z-order. Since the donut does not contain any point of P ∗ (t) it contains at most 2λ points
of P (t). In either case, by Lemma 7.5, σ is intersected by O(λ) objects for which there
is no bounding-box vertex in σ and, hence, by O(λ) objects in total.
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We maintain T ∗ (t) in the same way as we did for points, but we also maintain for
each cell a list of objects that intersect that cell and we have to update P ∗ (t) at each time
step. This leads to two additional steps in our algorithm.
We compute P ∗ (t + 1) just after we have moved the points of P (t + 1), but before we
do any local refining. We obtain P ∗ (t + 1) by traversing T1 (in Z-order) and for each cell
larger than dmax computing the local Z-order of the points of P (t + 1) that are contained
in the cell. Since each such cell contains O(λ) points this takes O(n log λ) time in total.
We then locally refine each cell that contains more than one point of P ∗ (t + 1) until it
adheres to the stopping criterion.
We also have to construct for each leaf v a list St+1 (v) of objects that intersect
region(v) at time t + 1. We compute St+1 (v) in the same way as we computed Pt+1 (v),
by inspecting the objects that intersect neighbors and then testing which of these objects
intersect region(v). To do this in O(1) time per object we need the assumption that objects have constant complexity. Since T2 still has O(n/λ) nodes we can do this in O(n)
time.
The resulting tree adheres to the stopping criterion with respect to P ∗ (t + 1) and each
leaf has a list of objects that intersect it. We then prune the tree to obtain T ∗ (t + 1). We
can conclude with the following theorem.
Theorem 7.7. Under the Displacement Assumption, a compressed quadtree on a set S of
n moving objects in the Rd can be maintained in the black-box model in O(n log λ) time
per time step, where λ is an upper bound on the density of S at any time. For each leaf
of the quadtree its region intersects O(λ + k) objects, the tree has O(n/λ) nodes and the
sum of the number of objects over all leafs is O(n).
Notice that the parameter k does not show up in the update time, unlike for points.
The reason for this is that we stop the construction when the size of a region drops below
dmax . The parameter k does however show up when we look at the number of potentially
colliding objects. For each leaf v in T ∗ (t) we report all pairs of objects in St (v). Observe
that |St (v)| = O(λ+mv ) where mv is the number of bounding-box vertices in region(v).
Summing |St (v)|2 over all nodes v in T ∗ (t) we get
X
X
|St (v)|2 = O(λ + k)
O(λ + mv ) = O((λ + k)n).
v∈T0

v∈T0

Corollary 7.8. Let S be a set of n objects with density λ. Under the Displacement
Assumption, we can maintain a compressed quadtree on S in O(n) time per time step that
can be used for broad-phase collision detection, reporting O((λ+k)n) pairs of potentially
colliding objects.

7.3

Conclusions

In this chapter we presented an algorithm to maintain a compressed quadtree of a set of
moving points in the black-box model. We also showed how to efficiently maintain a
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compressed quadtree on a set of objects in Rd that can be used for broad-phase collision
detection.
The algorithm presented here uses a lot of refinements on the quadtree before moving
any points to ensure a fast asymptotic running time. In many instances however, much of
this refinement is not needed. Recall that the reason for refining the quadtree is to avoid
getting many points in the same cell after we move the points to their new locations.
However, this only happens in somewhat degenerate scenarios, where many points gather
around the boundary of a large canonical square and then all move inside this canonical
square in the same time step. It may also be possible to do this refinement in a lazy
fashion. Note that the straighforward approach of refining a cell as soon as too many, say
k, points have moved into it is too slow. Whenever we refine we must also update the
neighboring cells so that we can quickly move points. If a large cell is refined this would
involve updating many neighbor pointers.

Chapter 8

Conclusion and Future Research
In this thesis we presented the black-box model as a way of modeling movement of objects. Within this model we studied the maintenance of several basic geometric structures
and analysed these structures with respect the k-spread, a parameter for the distribution of
the objects. Here we give a brief summary of our results and of future research directions.
In Chapter 2 we introduced a framework for maintaining structures with a small defining set; that is, structures that can be computed using only a small subset of the input
objects. The framework relies on a structure-specific inactivity function to determine how
many time steps must pass before an object can be part of a defining set. This implies
that, under certain conditions, we can compute the structure of interest from a small subset of the input objects, resulting in a faster update time. We also illustrated how to apply
this framework to the problem of maintaining the bounding box of a set of points in R2 .
In Chapters 3 and 4 we then described how to apply this framework to maintaining the
convex hull and 2-center of a set of moving points in the plane. The inactivity function
of the framework relies heavily on the maximum displacement dmax of the Displacement
Assumption to give guarantees on how long an object is not in a defining set. The framework is, however, not very robust and if any object moves more than the indicated amount
we can no longer provide any guarantees of correctness. It would be interesting to see if
this framework, or even the specific applications of it to the convex hull or 2-center, could
be adapted to deal with a small number of faster moving points in an efficient way. Even
if we are notified when a point moves faster than expected it seems non-trivial to adapt
the framework to efficiently deal with such a faster point.
In Chapter 4 we described how to apply the framework to the rectilinear and Euclidean
2-center problem. For the latter we argued that it is difficult to directly maintain the 2center, but instead showed how to maintain a related structure based on ε-wedges that
allows us to efficiently maintain a (1 + ε)-approximation of the Euclidean 2-center. To
avoid large jumps of the centers as the points move we also gave a 2-approximation
of the
√
rectilinear 2-center that guarantees a maximum displacement of 4 2dmax ≈ 5.66dmax .
This approximation can also be used to maintain a 2.29-approximation for the Euclidean
87
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2-centers with the same bounded displacement per time step. For the rectilinear case we
showed that a 2-approximation is the best one can do when the centers are allowed to
move at most a constant times dmax√
. For the Euclidean 2-center the best known lower
bound on the approximation ratio is 2 by Durocher and Kirkpatrick [35]. (Their bound
uses a model for continuous motion of the points, but the same proof holds for discrete
movement.) It would be interesting to see what the best possible approximation is for the
Euclidean 2-center.
In Chapter 5 we presented an implementation of the convex hull and bounding box
algorithms and used these to get an idea how the black-box kinetic algorithms perform
when compared to computing the convex hull or bounding box from scratch. We found
that the overhead imposed by the time stamps used in the kinetic approach is small. When
all points expire in every time step the kinetic approach takes less than four times the
amount of time compared to computing the structure—convex hull or bounding box—
from scratch. The kinetic algorithm outperforms the from-scratch computation when less
than one quarter of the input points expire per time step.
In Chapter 6 we discussed maintenance of the Delaunay triangulation. We showed
that the Delaunay triangulation can be maintained using a very simple approach of moving
the vertices one by one to their new locations in O(k 2 ∆2k log n) time per time step. This
can be made even faster by not moving the points, but removing and reinserting them
at their new locations one at a time, resulting in an algorithm that updates the Delaunay
triangulation in O(k 2 ∆2k ) time per time step. When the k-spread is small this is faster than
recomputing the Delaunay triangulation from scratch. An advantage of our algorithm is
that it is very simple and does not require any knowledge of the k-spread or dmax . These
are used only in the analysis of the running times of the algorithms. Both approaches
produce a correct output regardless of the values of the k-spread or the parameters of the
Displacement Assumption. A disadvantage of the algorithms is that they may be very
slow if the k-spread is large. Ideally, we would find an algorithm that maintains the
Delaunay triangulation in linear time when the ∆k is very small, but still O(n log n) in
the worst case.
Finally in Chapter 7 we discussed maintaining a compressed quadtree on a set of
points or objects in Rd for some constant d. We proved that a compressed quadtree on
points can be maintained in O(n log k) time per time step in the black-box model under
the Displacement Assumption. For more general objects we showed how to maintain a
compressed quadtree based on the bounding-box vertices of the objects. The tree consists
of O(n/λ) nodes, where λ is the density of the set of objects. Each node is intersected by
O(k + λ) objects, where k denotes an upper bound on the number of objects that intersect
a sphere of radius dmax . Using this tree we can detect collisions by testing O((k + λ)n)
pairs of objects for intersection. The tree can be maintained in O(n log λ) time per time
step. The maintenance algorithm constructs a new tree which is a refinement of the old
one. Although this refinement and reconstruction does not affect the asymptotic running
time it may still be undesirable to completely rebuild the tree. Doing the refinements
inside the old tree is not too difficult. We can label which nodes are part of the new tree
and which ones are part of the old tree. However, often many of the refinements are not
needed. It would be interesting to see if a the same worst-case bound can be achieved
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with a lazy approach, that is, refining nodes only if they need to be refined due to many
points moving inside them.
In general the black-box model seems like a reasonable model to deal with motions
and as we demonstrated, if combined with the k-spread, it allows for provably efficient
algorithms. The structures we presented here can be computed from scratch in nearlinear time. This means that if the structures do not have small defining sets, then the
potential gain from using the black-box model is small. Applying the black-box model
to maintaining other, more complex structures may yield stronger improvements. An
interesting group of problems are problems that are 3SUM-hard [40], such as finding or
maintaining the smallest area triangle in a set of points [36]. Another interesting problem
is to maintain a high quality spanner, such as the greedy spanner by Althöfer et al. [8, 24].
A second research direction is to test the assumptions that we use in real-world applications. Specifically, it would be interesting to know if it is safe to assume that all points
adhere to the same bounded displacement. (For example our framework from Chapter 2
heavily relies on this assumption and cannot cope with different bounds on the displacement.) When dealing with tracking data obtained from GPS devices one could imagine
that on rare occasions the objects may have a large displacement due to a temporary loss
of signal. In simulation applications, such as protein folding, large jumps seem less likely
to occur as the time steps of such a simulation are usually chosen small enough to avoid
large jumps.
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Summary
Kinetic Data Structures in the Black-Box Model
Over the course of the years many different structures have been developed for computing
and storing geometric information on a set of objects (often points). In recent years there
has been a growing interest in maintaining such structures as the input moves over time.
The straightforward approach is to recompute the desired structure from scratch whenever
the input changes, but this can be wasteful if the changes are small. To avoid unnecessary
computations the Kinetic Data Structures (KDS) framework was introduced by Basch,
Guibas and Hershberger in 1997. In this framework we assume that the trajectories of
the objects are known and we can compute when to change the data structure. This
leads to an event-driven approach for which several efficiency guarantees can be proven.
Unfortunately, there are many situations when the trajectories are unknown. For example
when the input comes from tracking devices, human-controlled avatars in a virtual world
or a numerical integrator in a physical simulation. In these cases new locations become
available as time progresses and no precise trajectories can be given beforehand. This
means we cannot apply the KDS-framework, but we would still like to maintain data
structures in a provably efficient manner. For these applications we introduce the blackbox model to model the motions of the input and design efficient algorithms to maintain
several basic data structures within this model.
In the black-box model we assume that locations of input objects are given at discrete
time steps and that between any two time steps each input object moves at most some
distance dmax . Without any further knowledge about the distribution of the objects, this
maximum displacement dmax does not provide much information. When all objects are
very close together we cannot use the information we had about object locations in the
previous time step. To cope with these cases we introduce two additional parameters that
can be used to analyse our algorithms when the objects are points. The first parameter k
denotes the maximum number of points that are contained in any disk (or sphere in higher
dimensions) with diameter dmax , that is, k indicates how many points can cluster very
closely together. The second parameter ∆k denotes the k-spread and depends on the first
parameter k. The k-spread indicates how far apart the points can be.
In this black-box model we show how to maintain several basic geometric structures
on a set of moving points, namely the convex hull, 2-center, Delaunay triangulation and
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compressed quadtree. The running time of the update algorithms is expressed using the
distribution parameters k and ∆k .
For the convex hull and 2-center problem we present a generalized approach that relies
on the fact that for some structures not all points are important to compute the structures.
Some points may be ignored when updating the structure and, due to the bounded displacement, it may take several time steps before these points have to be considered again.
This concept works well for maintaining the convex hull and 2-center. In both cases
we provide update algorithms whose running time depends on ∆k and may even run in
sublinear time if the points are nicely (for example uniformly) distributed.
For some structures, such as the Delaunay triangulation or a compressed quadtree,
all points are part of the final structure and we cannot apply the above framework. We
can however maintain local properties or substructures to ensure that only local updates
are necessary in each time step. Due to the bounded displacement we can guarantee that
every point influences only a small portion of the structure and, hence, that updates can be
done quickly. For the Delaunay triangulation the algorithm itself is a very simple flipping
approach that would normally take quadratic time, but with bounded displacement and
a nice point distribution is can be as fast as linear. Maintaining a compressed quadtree
is also done by maintaining local properties. The algorithm is somewhat more involved,
but it is not dependent on the k-spread ∆k . The algorithm for maintaining a compressed
quadtree can also be adapted to perform collision detection between moving objects in
the plane.
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