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Abstract
Many different organisations perform the same processes in various ways due
to their so-called couleur locale. For instance, within the municipality domain,
the process supporting handing out an excerpt from the civil registration is
executed differently between municipalities, e.g., some municipalities require a
payment at the start and some at the end. These local differences can stem from
a preference for a particular way of working, e.g., whether a payment step is
performed at the beginning or at the end of the process. Due to these different
ways of working, a change in legislation has to be incorporated by each and
every organisation. This is in contrast to a one-size-fits-all solution where a
change only needs to be incorporated in a single place. These local differences
also result in different characteristics of how the process is performing, e.g.,
some are fast, whilst others are cheap.
Within this thesis, we present techniques which allow organisations to work
according to their local preferences and, at the same time, changes in legislation only need to be incorporated in a single place. To this end, we present a
novel configurable process modelling formalism, which only allows for correct
configured process models. To exploit the different ways of working, we present
an analysis technique which combines different ways of working into a single
process model. Furthermore, we present a technique to analyse various combinations of different ways of working to see how they perform on various Key
Performance Indicators (KPIs). By doing this, we can explore ways of working not yet considered by organisations to find a better way of working. To
ease the use of the highly technical configurable process model, we provide an
automated abstraction technique which presents the domain expert terms with
which she is familiar. By doing this, the domain expert is able to express her
requirements on the configured process model. In this way, we can find better
performing configured process models, which also adhere to the requirements
vii

of the domain expert. As the configurable process model allows for a plethora
of possible configured process models and analysing each and every one is a
time-consuming endeavour, we present a technique to structurally compare two
configured process models to deduce if one is more likely to get a better score
on the KPIs. Finally, after finding a better process model, we provide a cloudbased information system in which this process model can be executed. Next
to presenting the novel techniques, we also have employed and evaluated all
techniques in real-life application scenarios.
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8.1

Currently, every municipality has its own set of process models,
its own infrastructure, its own resources, and its own data storage.264

8.2

We envision that organisations (municipalities) cooperate in the
cloud using a shared information system. To achieve this, a configurable process model is used and each municipality uses its
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Chapter 1
Introduction
Organisations use Process-Aware Information Systems (PAISs) [64] to support
the execution of their processes, e.g., providing an excerpt from the civil registration. If we take the organisation in Fig. 1.1, then we can see that the
organisation under consideration uses an information system. This information
system supports the execution of a process, e.g., the aforementioned process for
providing an excerpt from the civil registration. This process start when a customer fills in a form. The process model for a particular process describes which
steps have to be executed, e.g., the excerpt has to be printed. Next to these
steps, also information about which resources play a role within the process is
encoded in the process model. These resources execute the corresponding steps
in the information system, e.g., a clerk has to perform a certain check. Finally,
data can be used in the process, e.g., to deduce if the customer is eligible to
request the excerpt. If the process ends, then the result, an excerpt in this case,
is returned to the customer.
PAISs are present in many organisations. Moreover, within a single organisation, many information systems may be used to support processes. Similar
processes can occur within different organisations but also within a single organisation, e.g., as the result of a merger between two organisations. The earlier
mentioned process supporting the execution of providing an excerpt from the
civil registration can be found within any Dutch municipality. Also, within a
single municipality, different variants of the same process can be found, e.g., the
excerpt can be requested online, by mail, or at the reception in the city hall.
Variants can also be the result of laws and regulations in different geographic
locations, legacy systems, or cultural differences. These differences give every
municipality its so-called “couleur locale”. Different variants of the same pro1
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Figure 1.1: Overview picture relating customer, information system, process
model, resources, and data to each other.

cess are not solely for the municipality domain; they can found in a multitude
of domains, e.g., hospitals, pension funds, car rental organisations, chemical
companies, banks, etc.
In Fig. 1.2, we depict an example process model (in BPMN [134] notation)
for providing an excerpt from the civil registration. This process model is based
on process models from the municipality domain. First, the customer fills in an
e-form. Afterwards, the fees are determined and the customer is requested to pay
this amount. If, after a certain amount of time, no payment has been received,
the process terminates. In case the customer pays in time, this payment is
received and the excerpt is produced and signed. In parallel, the request is
archived and the excerpt is sent to the citizen.
In Fig. 1.3, we show a different variant of the same process (again based on
real life process models from the municipality domain). Here, the payment can
actually happen after having produced the excerpt (instead of before). Also,
there is no need to determine the fees. In Fig. 1.4, we have a variant in which
the customer does not need to pay at all.
By having these variants within but also between organisations, various chal2
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Figure 1.2: A process model for the providing an excerpt from the civil registration process in BPMN.
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Figure 1.3: Another variant of the process where payments are handled later in
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Figure 1.4: A third variant of the process where there are no payments.
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lenges arise. In the remainder of this chapter, we first introduce some of these
challenges. Afterwards, we discuss the CoSeLoG project. Within the CoSeLoG
project, we have met these challenges. Next, we sketch the contributions of this
thesis. Finally, we elaborate on the structure of the thesis. Prior to all this, we
first elaborate on some terminology used.
At the beginning of this chapter, we mentioned process models and that
these process models consist of steps. In the remainder of this thesis, these
steps will be called tasks. Tasks contain a description of the work that needs to
be performed at that place in the process model, e.g., printing the excerpt. If
a customer fills in a request form (or in general if a customer makes a request),
then this is the start of a case. Such a case refers to a specific customer. A case
corresponds to a process instance. Cases move through the process model from
task to task. When a particular task has to be executed for a case, then this is
called a work-item (terminology from [7]). A work-item is a unit of work which
can be executed by a resource. If a resource starts working on a work-item, it is
called an activity. Work-items and activities can be seen as instances of a task.
The aforementioned concepts can be grouped based on their level. All concepts related to the execution of a case are on the execution level , i.e., workitems, cases, and activities. On top of the execution level, we have the model
level . All concepts related to the process model are on the model level, i.e., the
process model and tasks. Next to these two levels, we also have a level above the
model level where we consider families of models. On this Model family level ,
we have configurable process models. Where a model describes multiple possible executions of cases, a configurable process model describes multiple possible
process models (i.e., a family). Using a configuration, a configurable/configured
process model is selected. A total configuration means that the selected process
model no longer describes multiple possible process models. With a partial configuration, the resulting process model still describes multiple possible process
models but fewer than the configurable process model from which this model
was selected. In Fig. 1.5, the concepts and their levels are summarised.

1.1

The challenges

By having process model variants between organisations as well as within organisations, we have that regulation or company policy changes have to be incorporated by each and every (sub)organisation. Taking the municipalities as an
example, there are a total of 393 municipalities in the Netherlands [44] which
all have to incorporate changes to their process models. To ease the main4

The challenges
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Figure 1.5: Hierarchy of the concepts on execution level, model level, and model
family level.
tainability of similar process models, configurable process models have been
developed [75, 80, 148, 158].
Taking our three variants for the process of providing an excerpt from the
civil registration (Figs. 1.2, 1.3, and 1.4), Fig. 1.6 shows an example configurable
process model from which all three variants can be obtained. Within this configurable process model, there are configuration points (sometimes called variation
points), e.g., the dashed rounded rectangles. For each configuration point, one
has one or more configuration options, e.g., the dashed rounded rectangle labelled with “A or B”. This rounded rectangle allows for the selection of fragment
A (top right) or fragment B (bottom left), from which one can choose one. A set
of chosen options for various configuration points is called a configuration. By
applying a configuration on a configurable process model, one obtains a (configurable/configured) process model. This is called instantiating a configurable
process model with a configuration. As the resulting model might or might not
5
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Figure 1.6: Example configurable process model which allows the obtainment
of the process models in Figs. 1.2, 1.3, and 1.4, and more.

have any configuration points left, it might still be configurable. If the resulting model does not have any configuration points left, then the configuration
was total . We will call this resulting model a configured process model . If the
configuration is not total, then we call it a partial configuration.
Consider the model in Fig. 1.6 again. Next to the dashed rounded rectangle,
there are also bent orange arrows. These indicate the configuration option hide.
Setting this option, will result in skipping that particular task or branch. In
order to obtain the variant in Fig. 1.4 from Fig. 1.6, we would skip “Determine
fees” and “Ask customer to pay”. Furthermore, we would select fragment A.
Within this fragment, we would skip the branch containing “Ask customer to
pay”. Since the variant does not contain any configuration options, it can be
executed by the information system.
Within existing approaches for modelling configurable process models, it is
possible to have configured process models allowing for incorrect behaviour [14,
15]. For instance, the configured process model can have a deadlock. This can
result in the situation where a payment has been received but no excerpt will
be given. This is highly undesirable. Techniques have been developed to warn
the user about possible deadlocks and other anomalies. Ideally, one would like
that this is simply not possible [14, 15]. Therefore, the first challenge we want
to meet in this thesis is:
6
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Challenge 1. How to represent configurable process models such that
every total configuration gives a validly configured process model?
Organisations do have process models but so far configurable process models
are scarce. Roughly speaking, obtaining configurable process models can be
done in two different ways: they can be modelled them from scratch, or by
combining existing process models. Techniques have been developed to combine
a set of process models into a configurable process model [103, 112, 170].
The municipalities would like to keep their couleur locale. As such, the
process models used in combining them into a configurable process model need
to be configured process models. This, in conjunction with the fact that none of
the techniques are tailored towards the configurable process modelling formalism
developed for challenge 1, gives rise to our second challenge:
Challenge 2. How to combine multiple (configurable) process models
into a single configurable process model such that (a) every total configuration gives a valid configured process model and (b) the original
process models can still be obtained?
In our example process models (Fig. 1.2, Fig. 1.3, and Fig. 1.4), we could
see they were different with respect to the payment. This difference might stem
from the fact that the various municipalities are aiming for different Key Performance Indicators (KPIs). Some might aim for speed (payment afterwards),
while others aim for low costs (payment beforehand), and a third might aim
for customer satisfaction (no payment). Given these differences, an interesting
question becomes whether we can use the configurable process model to find
process models scoring best on speed, costs, and/or customer satisfaction. Or
more generally, scoring best on a set of KPIs. Therefore, our third challenge is:
Challenge 3. How to find a best configured process model given a set
of KPIs?
Say a municipality is interested in the costs of the process. A best configured
process model from our configurable process model in Fig. 1.6 might entail a
payment by the resident. Even though this is best according to the KPIs, there
might be other considerations within the municipality. For instance, the policy
might be that excerpts are free of charge. As such, one would like to be able to
pose requirements on a best configured process model reported.
In the past, work was conducted on, for instance, creating questionnaires for
configurable process models [100,102]. The idea behind the questionnaire-based
7
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approach is to build an abstraction from the configurable process model which
is more intuitive to the end user. The main limitation of the questionnairebased approach (and other approaches) is that it takes a lot of effort from
the modeller’s side to create this abstraction. Although perhaps feasible as a
one-time investment for a particular configurable process model, it is difficult
to reconcile this manual endeavour with the maintainability argument made
earlier as each change to the configurable process model has to be manually
incorporated in the abstraction. Therefore, our fourth challenge is:
Challenge 4. How to obtain the requirements of the user on the
configured process model without any manual work for the modeller?
After the user has given her requirements the configurable process model
should satisfy, the resulting model may allow for a plethora of configured process
models. Analysis of each of these to determine what their score is on certain
KPIs can span many lifetimes. Consider our earlier configurable process model
in Fig. 1.6. The model allows for 16 possible configured process models. Reallife configurable process models can allow for thousands or even millions of
differently configured process models. Even if the analysis of a single configured
process model takes one minute, it still takes around two years to analyse one
million possibilities. Therefore, our fifth challenge is:
Challenge 5. How to find a best configured process model faster?
Having found a best configured process models amongst the models fitting
the requirements and scoring best on the given set of KPIs, one would like to
execute this model. In the traditional situation, each (sub)organisation executes its process models on its own machines and needs to maintain a costly
IT infrastructure. For example, in the past each municipality had its own IT
department. Given the developments in service orientation and cloud technology this does make any sense. Organisations need to share IT infrastructures to
save costs, and to guarantee performance and uptime. In a single municipality,
dedicated server capacity would most likely be under utilised. Every server has
to be maintained/managed by a skilled worker. To reduce this waste of computational power and manpower, mainframes, computational clusters, and most
recently, the cloud have been proposed. The cloud offers a platform where the
user can perform her tasks whilst abstracting from technicalities. The cloud has
been tailored towards various platforms but not yet for the execution of process
models. Therefore, our sixth and final challenge is:
8
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Challenge 6. How to execute (configurable) process models in the
cloud?
All of the above challenges have been depicted in Fig. 1.7, along with the
chapters in which they are met. In the top left, we can see the various process
models (denoted with by M1 , M2 , and Mn ). Using a merge technique, we are
able to combine these process models into a configurable process model (denoted
with CM ). Next to combining the process models into a configurable process
model, it is also possible to use an editor to create them. Having the configurable
process model, the user can indicate her requirements which removes some of
the possible configured process models (the ones in the shaded areas) and keeps
the others (the ones in the non-shaded area). The non-shaded process models
one would like to analyse. In order to analyse the remaining process models
fast, a partial order is created (denoted with the ≥ signs). Afterwards, we can
analyse the process models according to said partial order (indicated with the
green check mark) and plot these. Finally, we have the possibility of using the
cloud for the execution of the process models.

1.2

The CoSeLoG project

The work reported in this thesis is part of the CoSeLoG project∗ (Configurable
Services for Local Governments). The CoSeLoG project is a collaboration of
10 Dutch municipalities (Bergeijk, Bladel, Coevorden, Eersel, Emmen, GemertBakel, Hellendoorn, Oirschot, Reusel-De Mierden, and Zwolle), Lexmark Enterprise Software (formerly known as Perceptive Software, which is the legal
successor of Pallas Athena), Dimpact (a collaboration of more than 30 municipalities), and the TU/e.
Within the CoSeLoG project, there were two subprojects. This thesis reports
on one of these subprojects. In [38], the other subproject focussing on process
mining is described. In Fig.1.8, the connection is presented between some of
the work in [38] and the work in this thesis. Where the starting point of this
thesis are the process models of the municipalities, the work in [38] starts with
the event logs of the municipalities. An event log can be seen as a description of
the work that has been done. In its simplest form, an event log contains when
what has been done possibly by whom. Starting from the event logs, the work
in [38] obtains the process models best describing the event log. Where best is
subject to various quality dimensions [38]. The uniqueness of the work in [38]
∗ http://www.win.tue.nl/coselog/
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Figure 1.7: Overview picture of this thesis.

is that it is a genetic algorithm which can balance for the quality dimensions
the end user is interested in. At the same time, it guarantees that the process
models are correct, e.g., they do not contain any deadlocks. Next to discovery,
as the aforementioned is called, of process models, the work in [38] is also able
to discover a configurable process model given a collection of event logs. Finally,
together with the work in [38], our common representation of process models
has been developed: Process trees.
In the CoSeLoG project, we focussed on 5 processes of varying complexity
currently in use within the municipalities. These are: GBA, MOR, WABO,
WMO, and WOZ. These represent the following:
10
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Figure 1.8: Connection of the work in this thesis with some of the work in [38]
which has been performed in the context of the CoSeLoG project.
GBA The GBA (“Gemeentelijke Basis Administratie”) process is for providing an excerpt from the civil registration. This excerpt contains personal information of the resident of a municipality. This personal information consists
of, amongst others: the family name, first names, current address, and date of
birth. An excerpt can be obtained in three different ways: through an e-form,
by mail, and by visiting city hall.
MOR The MOR (“Melding Openbare Ruimte”) process is for handling issues
concerning public spaces. For instance, if a street light is broken or there is a
hole in the sidewalk, then a resident can report the issue and it will be handled
using this process.
WABO The WABO (“Wet Algemene Bepalingen Omgevingsrecht”) process is
for obtaining a building permit/environment permit. The WABO process comes
11
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in two flavours: regular, and extended. The extended permit is for instance for
a monument.
WMO The WMO (“Wet Maatschappelijke Ondersteuning”) process is for
obtaining support for disabled persons. It arranges, amongst others, the request
of a parking place for a disabled person and necessary modifications of the
residence of a resident.
WOZ The WOZ (“Wet waardering Onroerende Zaken”) process supports in
objections against the evaluation of the value of a resident’s real estate. This
evaluation forms the basis for determining the height of certain taxes, hence one
would like to keep this evaluation as low as possible.
Currently, the municipalities work in the setting depicted in Fig. 1.9. Every
municipality executes its own work from within its own organisation using its
own process models in its own information system. At the same time, the
same set of services is offered by every municipality, e.g., providing an excerpt
from the civil registration. In the context of the CoSeLoG project, we have
created a process model for every combination of an involved municipality and
a selected service. From these models, we have learned that for each of the
processes in the CoSeLoG project, almost every municipality has a different
variant. For instance, the process models for providing an excerpt presented
earlier are inspired by the process models encountered at the municipalities.

Figure 1.9: Current situation within the municipality domain.
Municipalities are non-competitive in the sense that they each have an exclusive set of customers, their residents. Next to this, they also all have to offer
12
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the same services to their residents. They offer these services in different ways.
Therefore, we can take the challenges set out at the beginning and project these
onto the municipality domain.
By having different variants of the same process (service), creating configurable process models for the processes within the CoSeLoG project can already
bring benefits to the municipalities, e.g., increased maintainability (Challenge
2).
After having combined the different variants into a single configurable process model, possible configured process models may include variants not present
at any municipality. These variants may be very beneficial to some of the municipalities, e.g., they can increase the speed or decrease the costs for a certain
municipality (Challenge 3).

Figure 1.10: Envisioned situation within the municipality domain.
As municipality processes are bound by laws and regulations, and they operate in a distinct cultural/organisational context, municipalities would like to
steer the requirements for handling cases, e.g., they may want to ensure that an
13
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excerpt is free of charge (Challenge 4).
Furthermore, as laws and regulations have a tendency of changing under ever
evolving political views, optimal models have to be found within a reasonable
amount of time (Challenge 5).
Finally, bringing the municipalities to the cloud can give great benefits in
terms of cost reductions and flexibility (Challenge 6).
Using the solutions developed to meet the challenges, we move from a situation as depicted by Fig. 1.9 to a situation as depicted by Fig. 1.10. Fig. 1.10
shows a cloud with an information system where the various municipalities (co)operate. This cloud is provisioned by a configured process models obtained
from combining the various variants present at the municipalities. This configurable process model is kept compliant with the latest laws and regulations.
Hence, every municipality executes process models which are compliant. Invisible to the municipalities, real life measurements can be performed within the
cloud. These can be used to quickly find better variants of the process model
adhering to the requirements of the municipality. These better variants can
then be used on-the-fly by the municipalities. The cloud also offers the possibility to support, for instance, a third municipality which can benefit from the
configurable process model.

1.3

Contributions of the thesis

The contributions of this thesis are 6-fold. Our contributions address the challenges described before.
1. We present a novel configurable process modelling formalism: Process
trees. Process trees ensure correct configured process models no matter what total configuration is selected. Our earlier excerpt from the
civil registration process models (Figs. 1.2, 1.3, and 1.4), are depicted in
Figs. 1.11, 1.12, and 1.13 as process trees.
2. In order to merge multiple process trees into a single configurable process
tree, we present a merging technique which looks into similarity between
parts of the process models. For instance, if we want to combine the process models from Fig. 1.3 and Fig. 1.4, then we first link similar elements
in both models to each other, see Fig. 1.14. Afterwards, we make the parts
which could not be linked configurable (orange arrow).
14
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3. To support the analysis of the configurable process model, we present a
framework which is extensible with KPIs and tools to analyse the various
configured process models. The analysis of all possible configured process
models happens iteratively. Within every iteration, we first analyse a configured process model on a given set of KPIs using a given set of tools.
Second, the results of the analysis are compared with the configured process models analysed in an earlier iteration. Only the best process models
given the KPIs are kept.
4. We present a novel abstraction technique for elicitation of the requirements
of the user on the configured process model. This abstraction is based on
the concepts present in the configurable process model, e.g., “payment”.
By indicating for the concepts whether the user wants to keep them, the
requirements are obtained. For instance, if the user indicates that the
concept “payment” is not desired, then all tasks related to “payment”
will not be present in any configured process model.
5. For reducing the amount of configured process models to be analysed,
we present a technique which exploits structural properties of the process
models. Take the process trees used in Fig. 1.14. It is clear that the top
right model cannot be slower than the top left model because less work
needs to be performed (assuming the same set of resources and no changes
to the arrival process of new cases). If the KPI at hand is the throughput
time, then we prefer to analyse the right model in more detail prior to
analysing the left model. If the KPI would be turnover, the left model
might be preferable. In case the KPI is throughput time and the right
model is not optimal, we know that the left model cannot be optimal as
it will never run faster. Hence, it does not need to be analysed.
6. Finally, for the cloud, we present a framework for bringing an information
system to the cloud. Next to presenting the framework, we also present
the implementation of an information system in this framework. For this
information system, we have taken YAWL [84] as a basis and extended it
for a cloud-based deployment.

1.4

Structure of the thesis

The remainder of this thesis is structured as follows. Chapter 2 presents the
preliminaries used in the rest of this thesis. In Ch. 3, we present process trees.
16
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Figure 1.14: Illustration of merging two process trees into a configurable process
tree. In the configurable process tree, the payment branch may be skipped.
The creation of a configurable process model by means of combining existing
process models is elaborated on in Ch. 4. Chapter 5 shows how we can analyse
the configurable process model for finding the best configured process models
with respect to some KPIs. Capturing the requirements of the user is discussed
in Ch. 6. Analysing the configured process models faster by determining an order
between them is discussed in Ch. 7. In Ch. 8, we present how process models
are executed in the cloud. Finally, we finish this thesis with our conclusions in
Ch. 9.
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Chapter 2
Preliminaries
Before describing how we met the various challenges posed in the introduction,
we first introduce some notation and mathematical operators. Next, we present
various process modelling formalisms. Finally, we present configurable process
models.

2.1

General notions

We first introduce some datastructures, i.e., sets, bags, and lists. Afterwards,
introduce some standard sets of elements. Thereafter, we explain functions and
relations. At the end, we introduce projections.
Sets A set S where S = {a, b, c, d} is a set containing the elements a, b, c, and
d. Sets are always indicated between “{” and “}”. Equivalent elements within a
set are indistinguishable and the order does not matter, i.e., {a, b, c, d} ≡ {b, a,
a, c, d}. The empty set is denoted by ∅. On sets, we have the following operators:
∈ indicates if an element is or is not in a set, e.g., a ∈ {a, b, c, d, } and e 6∈ {a,
b, c, d}. With ⊆, we indicate the subset, e.g. {a, b} ⊆ {a, b, c, d}. To obtain
the union of two sets, we use ∪, i.e., {a, b, c, d} ∪ {a, e} = {a, b, e, c, d}. The
intersection of two sets is denoted by ∩, e.g., {a, b, c, d} ∩ {a, b, e} = {a, b}. The
difference of two sets is indicated by \, e.g., {a, b, c, d} \ {a, c, e} = {b, d}. With
|S|, we denote the size of a set S, e.g., |{a, b, c, d}| = 4. Finally, {s | s ∈ S∧P (s)}
where P is a predicate over the set S, yields the set of elements from S adhering
to P .
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Bags Let S be a set, then a bag B over S gives to a finite number of elements
in S a non-negative number of occurrences. This makes equivalent elements
distinguishable, e.g., a possible bag over {a, b, c, d} can be [a2 , b3 , c] (bags are
between “[” and “]”). Within this bag, there are two a’s, three b’s and one c.
Similar to sets, the order within a bag does not matter, e.g., [a2 , b3 , c] ≡ [a2 ,
c, b3 ]. Given a s ∈ S, B(s) gives the number of occurrences in B, often called
the cardinality of s in B, e.g., B(a) = 2. The empty bag is denoted by [].
On bags, we have the following operators: + indicates the sum for bags, e.g.,
[a2 , b3 , c] + [d2 , a3 ] = [a5 , b3 , d2 , c]. The difference between two bags, denoted
by −, works similar to \ on sets, e.g., [a2 , b3 , c] − [a, c3 ] = [a, b3 ] (note that the
cardinality cannot become lower than 0). A subbag is denoted by ≤ and it is
similar to the ⊆ on sets as it checks if every element in the subbag is at most
the cardinality as in the superbag, e.g., [a, b2 ] ≤ [a2 , b3 , c]. Finally, the bag
[s2 | s ∈ S ∧ P (s)], where P is a predicate on S, contains two elements s for
every s such that P (s) holds
Lists A list are elements in between “hi”, e.g., σ = h1, 2, 3i is the list consisting
of 1, 2, and 3. Within lists, the order of the elements matters. Also equivalent
elements are distinguishable. With , we denote the empty list. Furthermore,
with σi , we obtain the ith element of a list σ, e.g., ha, b, ci1 = a. On lists, we
have the following operators: +
+ gives the concatenation of two lists, e.g., ha, b,
ci +
+ hb, di = ha, b, c, b, di. With head , we obtain the first element of a list, e.g.,
head (ha, b, ci) = a. Furthermore, with tail , we obtain the list without a head,
e.g., tail (ha, b, ci) = hb, ci. With rev , we reverse the list, e.g, rev (ha, b, ci) = hc,
b, ai. Finally, with |σ|, we obtain the length of list σ, e.g., |ha, b, ci| = 3. Within
this thesis, we use a ∈ ha, b, c, d, ai although this is not standard notation. This
is merely a shorthand for ∃i ∈ N : 1 ≤ i ≤ |ha, b, c, d, ai| ⇒ a = ha, b, c, d, aii .
Standard sets of elements We use N as the set of non-negative naturals,
and N+ as the set of positive naturals. We use R as the set of real numbers, and
R+ as the set of positive real numbers. Finally, we use B as the set of booleans,
i.e., B = {true, false}.
Functions Functions relate elements from one set to another set. Given two
sets S, S 0 and a total function f relating S to S 0 , denoted by f ∈ S → S 0 ,
then with dom(f ), we denote the domain of the function, in this case S. The
application of a function f on a particular element s ∈ S is denoted by f (s). We
say that a function is injective if every element in the domain is uniquely mapped
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onto an element in the codomain, i.e., ∀s, s0 ∈ S : s 6= s0 ⇒ f (s) 6= f (s0 ).
A surjective function is a function where each element in the codomain can
be obtained by applying the function on an element from the domain, i.e.,
∀s0 ∈ S 0 : ∃s ∈ S : f (s) = s0 . If a function is both injective and surjective, then
that function is a bijection.
Next to a total function, a function can also be partial , indicated by f ∈ S 9
S 0 . This means that not every element in the domain of f has to be mapped
onto an element in the codomain of f .
Relations Given a set S, a relation indicates if two elements from the set S
have a particular relation. An example of a relation is an order relation, e.g.,
the lexicographical ordering from a to z. A total order means that for any two
elements from S, one is order-wise before the other. With a partial order, it
might be that for two elements neither of them is order-wise before the other.
Next to partial and total orders, an order relation can be reflexive or irreflexive.
Reflexive means that given an element s ∈ S and a relation r, s has relation r
with itself, i.e., (s, s) ∈ r. Irreflexive means that none of the elements in S has
relation r to itself.
Projection With πi , we indicate projection of a tuple on its ith element. For
instance, if we have a tuple (a, b, c, d), then π1 (a, b, c, d) results in a.

2.2

Process models

A process model may include different perspectives such as the control-flow,
data, and resource perspectives. Next to these, some process models have been
extended to incorporate, for instance, a temporal perspective. Within this section, we first introduce the control-flow perspective. Afterwards, we introduce
the data and resource perspectives as these are orthogonal to the control-flow
perspective. Thereafter, we introduce some auxiliary perspectives. Finally, we
also introduce queueing networks which do not naturally fit in the above subdivision but are a process model. Queueing networks are used for challenge 5,
i.e., finding the best performing process model faster.

2.2.1

Control-flow perspective

Within this subsection, we elaborate on the various modelling formalisms in
use today. These formalisms are: Petri nets [137], YAWL [84], BPMN [134],
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Figure 2.1: Example Transition System

and EPC [90]. As the execution semantics of these formalisms are in the end
all grounded in transition systems, we start with these. In the introduction,
we mentioned that process models contain tasks. As this term is not shared
amongst all of the formalisms presented here, we will use the terminology of
the presented formalism and make explicit what its representation of a task is.
The transition system and the Petri nets are introduced formally; the other
formalisms are introduced less formal.
Transition Systems
A transition system consists of states and transitions denoting with which activity one moves from one state to another state. These activities are comparable
with our tasks. Take for instance Fig. 2.1, which depicts a transition system.
The circles represent the states of the transition systems and the arrows denote
the transitions labelled with a particular activity. Every transition system has
precisely one initial state to indicate from where the process starts. This state
is annotated with a small incoming arrow (s1 ). Next to this, every transition
system has precisely one final state to denote the ending of the process. This
final state is indicate with a double circle (s9 ). Starting from the initial state,
one can perform various activities after each other resulting in a sequence of
activities ending in the final state, e.g., ha, b, e, g, f i or ha, d, c, f i. A τ labelled
transition marks a special activity namely a silent step. As one can see, these
are not part of the sequence of activities.
In our definition of transition systems, we use A as the universe of activities
which includes silent step τ .
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Figure 2.2: Example Marked Labelled Petri net using the clock and envelope
from [7].
Definition 2.1 (Transition System). A Transition System T S = (S, A, →, α, ω)
is a 5-tuple where:
• S is the set of states;
• A ⊆ A is the set of activities including τ ;
• →⊆ S × A × S is the set of transitions;
• α ∈ S is the initial state;
• ω ∈ S is the final state.
Taking our transition system from Fig. 2.1, the set of states is {s1 , . . . , s9 },
the set of activities is {a, . . . , g, τ }, the set of transitions is {(s1 , a, s2 ), (s2 , τ,
s3 ), . . . , (s8 , f, s9 )}, the initial state is s1 and the final state is s9 .
Petri nets
Petri nets were first introduced in [137]. In Fig. 2.2, we have a Petri net∗ . A
Petri net consists of places (circles), transition (rectangles), and edges between
both. In this thesis, we will be using labelled Petri nets. A labelled Petri net is
a Petri net but the transitions are labelled with an activity. The combination of
a transition and a label can be seen as a task. We have a special label τ which
∗ The

clock and envelope are from [7] and not part of Petri nets.
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indicates a silent transition. It is depicted by a black rectangle. Formally, a
labelled Petri net is defined as:
Definition 2.2 (Labelled Petri net). A Labelled Petri net LP T = (P, T, F, A, `)
is a 5-tuple where:
• P is a set of places;
• T is a set of transitions, such that P ∩ T = ∅;
• F ⊆ (P × T ) ∪ (T × P ) is a flow relation, i.e., the edges;
• A ⊆ A is the set of activities including τ ;
• ` ∈ T → A is a labelling function.
Taking our example Petri net (Fig. 2.2), then the set of places is {p1 , . . . ,
p9 }, the set of transitions is {t1 , . . . , t10 }, the flow relation is {(p1 , t1 ), (t1 , p2 ),
. . . , (t10 , p9 )}, the set of activities is {a, . . . , g, τ }, and the labelling function is
{`(t1 ) = a, `(t2 ) = τ, . . . , `(t10 ) = f }.
The behaviour of a Petri net is encoded by means of tokens. Tokens are
indicated by black dots. The state, or marking, of a Petri net is the distribution
of tokens over the places. A transition t is allowed to fire (often called enabled )
if all places in its preset are marked, i.e., contain a token. The preset of a
transition are those places which are the source of an edge to said transition,
e.g., {p8 } is the preset of t10 . By firing a transition, a token from each of the
preset places is consumed and on each of the postset places a token is produced .
The postset of a transition are those places which are the target of an edge from
said transition, e.g., {p3 , p4 } is the postset of transition t2 .
Definition 2.3 (Marking, preset, postset, enablement, and firing). Let LP T =
(P, T, F, A, `) be a labelled Petri net, let B(P ) be the universe of bags over P,
then M ∈ B(P ) is a marking. The preset of a transition (place) n, denoted by
•n, is the set {m | (m, n) ∈ F }. The postset of a transition (place) n, denoted
by n•, is the set {m | (n, m) ∈ F }. A transition t is enabled in marking M ,
denoted by M [ti, if •t ≤ M † . Upon firing a transition t from marking M , we
reach a new marking M 0 , denoted by M [tiM 0 , such that M 0 = M − •t + t•.
We have two special states; the initial state and the final state. The initial
state of a Petri net is the state from which we started firing transitions, e.g.,
† We

use that a set is a special case of a bag, i.e., a bag where every element in the set has
cardinality 1 and all elements not in the set have cardinality 0
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in Fig. 2.2, [p1 ] is the initial state. The final state is the state in which the
Petri net is considered to be terminated. By having an initial and final state,
the behaviour of a Petri net can be expressed in a transition system, e.g., by
making [p1 ] the initial state, and [p9 ] the final state, we obtain the transition
system from Fig. 2.1.
In our small example, we can already observe one of the main advantages
of Petri nets over transition systems; the explicit representation of concurrency
(sometimes called parallelism). The transitions labelled with c and d are concurrent which results in a duplication of these activities in the transition system.
If more transitions would be concurrent to c and d, the transition system would
increase the duplication, e.g., if a transition labelled h would also be concurrent,
then each activity would be duplicated three times.
Within this thesis, we are often considering so-called Workflow nets [1] (or
WF-net for short) which is a labelled Petri net with certain structural requirements. These requirements are: a single source place (a place with an empty
preset), a single sink place (a place with an empty postset), and every place/transition is on a path from source to sink.
Definition 2.4 (WF-net [1]). Let LP T = (P, T, F, A, `) be a labelled Petri net,
then LP T is a WF-net if and only if:
1. There is exactly one source place in P , denoted by i, such that •i = ∅;
2. There is exactly one sink place in P , denoted by o, such that o• = ∅;
3. Every node n ∈ P ∪ T is on a path from i to o, where a path from i to o is
a list of nodes hn1 , . . . , nk i such that n1 = i, nk = o, and (ni , ni+1 ) ∈ F
for all 1 ≤ i < k.
Having our definition of a WF-net in place, we can now present how a WFnet can be transformed to a transition system. For this, we first define the
set of reachable markings as this is used both in the transformation and in the
correctness notion. The set of reachable marking given a marking M is defined
as:
Definition 2.5 (Set of reachable markings [161]). Let LP T = (P, T, F, A, `) be
a labelled Petri net, let B(P ) be the universe of bags over P , let M ∈ B(P ) be a
marking, then the set of reachable markings from M , denoted by R(LP T, M ),
is the smallest set X such that:
• M ∈ X;
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• if M 0 ∈ X ∧ M 0 [tiM 00 for some t ∈ T and M 00 ∈ B(P ), then M 00 ∈ X.
Definition 2.6 (Transition System of a WF-net [161]). Let LP T = (P, T, F, A,
`) be a WF-net, let i be the source place of LP T , and let o be the sink place of
LP T , then the transition system T S = T S(LP T ) = (S, A, →, α, ω), belonging
to LP T , is constructed as follows:
• S = R(LP T, [i]) ∪ [o];
• →= {(s1 , `(t), s2 ) | s1 , s2 ∈ S ∧ t ∈ T ∧ s1 [tis2 };
• α = [i];
• ω = [o].
Our first challenge is to have a configurable process modelling language which
cannot yield an incorrect configured process model. This correctness is defined
by the fact whether a process model, say WF-net, is sound [13]. If a WF-net
is not sound, then there might be a deadlock (a marking where none of the
transitions is enabled), it might not be possible to reach the final marking (no
termination), or it might even be the case that the final marking is marked
(thus the case should have terminated) but it is still possible to fire transitions.
Soundness is defined as:
Definition 2.7 (Soundness [13]). Let LP T = (P, T, F, A, `) be a WF-net, LP T
is sound if and only if:
• Option to complete: ∀M ∈ R(LP T, [i]) : [o] ∈ R(LP T, M );
• Proper completion: ∀M ∈ R(LP T, [i]) : (M ≥ [o]) ⇒ (M = [o]);
• No dead transitions: ∀t ∈ T : ∃M ∈ R(LP T, [i]) : M [ti.
Within YAWL, BPMN, and EPC, one often looks at a weaker notion of
soundness namely relaxed soundness [56]. Relaxed soundness still requires that
there are no dead transitions, but it only requires that it is possible to execute
a transition t from a marking such that afterwards one can still reach the final
marking.
An important subclass of Petri nets are the so-called free-choice nets [59].
Free-choice nets are a good compromise between expressive power and analysability [10]. For instance, soundness is decidable in polynomial time for free-choice
nets [13]. A Petri net (and thus a WF-net) is free-choice if and only if for
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each two transitions either their presets are disjoint or they coincide, i.e., ∀t,
t0 ∈ T : •t ∩ •t0 6= ∅ ⇒ •t = •t0 .
Within this thesis, we use some annotations within our WF-nets to encode
events. Events are transitions in the WF-net where the process model waits for
an external trigger and as such can be used to make choices, so-called deferred
choices. The external triggers we particularly use are the arrival of a message
and a time-out, i.e., a certain amount of time has passed since the time-out
became enabled. In Fig. 2.2, we use the notation from [7]; a message is encoded
using an envelope and a time-out is encoded using a clock.
YAWL
YAWL [84] stands for Yet Another Workflow Language and was developed in a
time where there was a large variety of modelling languages used by the various
workflow management systems [9]. Prior to defining YAWL, an investigation was
performed to chart the most used workflow patterns within the other modelling
languages and concepts. YAWL has been defined to support most of these
workflow patterns. The workflow patterns can be found in [149–151]. We give
some high-lights of YAWL and primarily focus on the aspects most relevant for
this thesis.
YAWL has its semantics grounded in Petri nets. In Fig. 2.3, we have a
YAWL model (circles are places, or conditions in YAWL terms, and rectangles
are tasks). Note that the clock and envelope are not part of the graphics of
YAWL but have been included to visually show the time-out and message. A
YAWL models starts from the circle representing the “play” button and ends
with the circle with the “stop” button. Contrary to Petri nets, YAWL allows
for directly connecting two tasks without a place in the middle, e.g., t6 and t7 .
Next to this, it is possible to have an empty task (or automatic task) which
corresponds to a silent transition in Petri net terms (t8 ).
Within YAWL, the control-flow can be specified by decorating the input side
(join behaviour) and output side (split behaviour) with an AND, XOR, or OR
decorator (Fig. 2.4). The behaviour of the OR-join is most notable as it can
fire if there is one token in one of its preset conditions but if it is possible for
tokens to arrive in currently unmarked conditions in the preset of the OR-join,
then the OR-join should wait for these tokens [84]. Intuitively, the OR-join
has so-called bus driver semantics [174]. This means that the OR-join is like a
bus driver. After each arriving passenger (token), the bus driver has to decide
whether to start driving or not. In order to determine this, the bus driver has
perfect knowledge over the possible arriving passengers. Passengers can always
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Figure 2.3: Example YAWL model, note that we have used some of the notation
from [7] which is not part of the graphics of YAWL.

decide not to take the bus. Only when the bus driver is sure no new passengers
will arrive, she starts driving. This corresponds with synchronising the tokens
currently at the OR-join.
Next to the aforementioned constructs, YAWL also allows for cancellation
regions. A cancellation region is a group of tasks, conditions and arcs which,
upon triggering of the cancellation region, all become empty with respect to the
tokens. A cancellation region is triggered by executing a particular task, e.g.,
by executing task t5 , all tokens for a particular case are removed from t2 and
t3 . Next to the cancellation regions, YAWL also allows for multiple instances of
a particular task, e.g, for a single case, 7 instances of a particular task can be
started in parallel.
By having both cancellation regions and OR-joins, the soundness of a YAWL
model is more challenging to check [84, 179, 180]. In short, there are YAWL
models possible for which checking soundness is undecidable. Within this thesis,
we abstract from cancellation regions.
Having a YAWL model without cancellation regions, we can use [174] to
transform it to a Petri net. Within the transformation, we make the assumption that if two transitions, say t1 and t2 are directly connected in the YAWL
model, then a condition is placed between t1 and t2 prior to performing the
transformation. A possible set of transformation rules is depicted in Fig. 2.4.
28

Process models
YAWL

Petri net

Condition
T

Task
Split

T
Join

AND

T

T

XOR

T

T

OR

T

T

T

T

T

T

T

T

Figure 2.4: Transformation from a YAWL model to a Petri net (adaptation
from [174]). Note that we show the case where there are only 2 incoming/outgoing edges, it is trivial to extend this to more incoming/outgoing edges.

Note that this transformation is lossy with respect to the OR-join. This transformation can be used for verification by means of transition invariants. This is
for relaxed soundness.
BPMN
BPMN [132–134] stands for Business Process Modeling Notation or Business
Process Model and Notation (depending on the version). BPMN is an industrial
standard for modelling business processes. Within this thesis, we use version
2.0 of BPMN as the executional semantics of earlier version are not that well
defined, e.g., in version 1.0 [132, p. 178], it is stated that “The behavior and
usage of Complex Gateways have not been well enough established[..]”. See [60],
for a more extensive overview of the deficiencies within the standard. In this
thesis, we use a subset of BPMN for which the semantics are clear.
In Fig. 2.5, we have depicted a BPMN model. Where YAWL has a play
button to signal the starting point of the process model, BPMN has an open
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Figure 2.5: Example BPMN model.

circle. The end of the process model is indicated by an open circle with a thicker
line. BPMN does not have a notion of places or conditions and thus the state
of the model is encoded implicitly (the open circles are actually events). The
BPMN model in Fig. 2.5 corresponds to the YAWL model in Fig. 2.5 (except this
BPMN model does not have a cancellation region). Within the BPMN model,
one first executes task a. Afterwards, there is a parallel gateway (diamond
with a plus). In the bottom branch of the parallel gateway, first task d is
executed. Afterwards, the choice between e and f is made using an event-based
gateway (diamond with the pentagon). If a time-out happens first, then task
e is executed. If the message is received first, then task f is executed. After
executing task f , there is an exclusive gateway (diamond with a cross) to decide
based on some data whether task g will be executed. At the very end, we have
an inclusive gateway (diamond with a circle) which corresponds to the OR-join.
Next to the aforementioned gateways, BPMN also has a complex gateway.
The complex gateway can be used to synchronise complex behaviour, e.g., 3 out
of 5 branches ( [134, p. 295]). The complex gateway uses an expression activation condition for this. By having an expression specifying the synchronisation
behaviour, the semantics of the synchronisation of the complex gateway can differ from model to model. Next to these gateways, BPMN also has a notion of a
cancellation region. However, this is on subprocess level and happens by means
of a so-called boundary event. This makes the cancellation region in BPMN less
generic than YAWL. In BPMN only subprocesses can be cancelled, whereas in
YAWL any process fragment can be cancelled.
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Similar to YAWL, also soundness of a BPMN model is not guaranteed.

BPMN
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End event
Task
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Exclusive gateway
Inclusive gateway
Message event
Exclusive
event-based
gateway
Time-out event
Figure 2.6: Transformation of BPMN to YAWL based on the transformation
from [54]. Note that the encoding of a time-out is graphically invisible in YAWL,
therefore, we use the clock. We have done the same for the message event.

Using the work from [54], it is relatively straightforward to transform a
BPMN model to a YAWL model as most gateways have a counterpart in YAWL
(Fig. 2.6). Please note that a task with multiple incoming edges and multiple
outgoing edges is allowed in BPMN and it corresponds to a task with XOR-join
and AND-split decorators.
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EPC
The last basic process modelling notation introduced in this chapter is the class
of EPC models. EPC stands for Event-driven Process Chain and these were first
introduced in [90]. An EPC consists of events (hexagons), functions (rounded
rectangles) and connectors (circles). Functions are the tasks of an EPC and the
events specify the pre- and post conditions of the functions. Similarly to YAWL,
EPCs have three different connector types, AND, XOR, and OR. Connectors
are either split or join, i.e., a connector cannot have multiple incoming and
outgoing edges. In Fig. 2.7, an example EPC is depicted which has the same
semantics as the earlier BPMN model.
start
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Figure 2.7: Example EPC model.
Most notable to mention about EPCs are the non-local semantics of the
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Figure 2.8: Example vicious circle [4]

XOR-joins and OR-joins and the possible resulting vicious circle [4]. In Fig. 2.8,
we have an example vicious circle where c1 has to wait for c2 and c2 has to wait
for c1 as from the other branch tokens might arrive. However, by waiting for
each other, no token can arrive from the other branch and hence both do not
have to wait. But by not waiting, token do arrive from the other branch and
they should have waited. In [92], a framework is presented to resolve the vicious
circle if possible.
Similar to BPMN and YAWL, also soundness of an EPC is not guaranteed.
Transforming an EPC to a YAWL model is relatively straightforward due to
the fact that the semantics of the connectors are close to those in YAWL. In [121],
the transformation is presented and 4 differences between EPCs and YAWL are
identified. Next to the aforementioned non-local semantics, an EPC can have
multiple start and end events, so-called connector chains where connectors are
connected with each other, and events which cannot always be transformed
to conditions. In Fig. 2.9, we have depicted a transformation inspired by the
approach in [121]. By replacing every connector with an empty task, we can
transform events to places.

2.2.2

Data perspective

The data perspective of a formalism usually consists of variables and expressions
over these variables. A variable could for instance be Insurance claim amount
which holds information about the amount of an insurance claim. At a data33
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Figure 2.9: Transformation of EPC to YAWL based on the transformation
from [121].

based choice (XOR-split/exclusive gateway) there could be an expression to
denote that if the claim is higher than 5000 Euro, then a thorough check has to
be conducted. Otherwise, a less thorough check is sufficient. Within our figures,
we indicate the expressions on the edges in between brackets, i.e., [g] on an edge
indicates said edge has the expression g. Within a process model, tasks can read
and write variables and sometimes it is even possible to have automated tasks
which perform computations on these variables to deduce a third variable. The
term variable and expression are specific for YAWL but the concepts underlying
are not. In Table 2.1, the terms used within the different modelling formalisms
are related to each other.
By enriching the process model with the data perspective, special attention
has to be paid to the correctness. Assume we have an iteration in which a
particular check is performed and the iteration can only terminate if the check is
valid, e.g., the variable checkHolds becomes true. If a modeller forgot to encode
that the variable checkHolds is written, then the iteration can never end and thus
the model cannot terminate. In [166, 167], WF-nets are extended with abstract
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Table 2.1: Different terms for concepts within the data perspective within different modelling formalisms. Terms taken from [84, 134, 154, 172].
WF-nets
Data element
Guard

YAWL
Variable
Flow condition

BPMN
Data object
Condition

EPC
Data object
Condition

data and a technique for verification is presented. Abstract data means that the
operations on the data are known (create, read, update, and delete in their case)
together with the predicates over the data but the values the data can (and will)
take are unknown. Therefore, it is not always possible to determine correctness.
For instance, take our earlier iteration example; the question whether the model
is correct is dependent on the concrete values checkHolds will take. If checkHolds
only remains false, then the model is not correct, else it is.
To prevent a deadlock when none of the expressions evaluate to true, YAWL
and BPMN have a notion of a default flow. This default flow is chosen in case
none of the expressions evaluate to true.

2.2.3

Resource perspective

The resource perspective is used to describe the resources (non-consumable in
this thesis), i.e., the people and machines, used to execute tasks in the process
model. Resources can be grouped into roles based on the qualification the
resources have, e.g., clerk, printer, and secretary [7]. Orthogonal to the roles,
resources can also be grouped in groups based on the place in the organisation,
e.g., Sales, Front desk, and Finance [7]. In Fig. 2.10, we have depicted an
example resource classification. Here the relation between the groups and roles
can be seen. For instance, the role clerk is present in sales, finance, and front
desk . One can also see that the resource John Doe has the role of a clerk in the
finance group.
Next to stating which resources are present and how they are grouped, the
resource perspective also specifies to which resources work can be allocated.
This allocation principle specifies for a particular task to which requirements a
resource has to adhere [7]. For instance, the resource has to be John Doe, but it
can also be that the resource has to be a manager. The requirements may also
depend on which resources have executed earlier tasks for a particular case. For
instance, the four-eyes principle [149] states that two particular tasks cannot be
executed by the same resource for the same case.
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Figure 2.10: Example classification of the roles (green) and groups (blue).

Table 2.2: Different terms for concepts within the resource perspective within
different modelling formalisms. Terms taken from [84, 134, 154]. For WF-nets,
the resource perspective can be added but it is not part of the specification by
default. For BPMN, the swim lanes are not formally defined but can be used
to indicate internal roles and departments ( [134, p. 306]).
WF-nets

YAWL
Role
Organisational group

BPMN
Swim lane
Swim lane

EPC
Role
Organisational unit

The allocation of work to the resources meeting the requirements can happen
in two ways: push and pull. With push allocation, the information system gives
work to a resource. If multiple resources are allowed to execute a particular
work-item, then different strategies can be employed to distribute the work.
For instance, in [149], a pattern is described to allocate the work to a resource
with the shortest queue of work she has to do. Pull allocation means that the
work-items are offered to the resources and they can decide themselves whether
they want to execute a particular work-item. In Table 2.2, an overview of the
terms in the various formalisms is presented.
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2.2.4

Auxiliary perspectives

The control-flow, data, and resource perspectives can all be found in YAWL,
BPMN, and EPC. Next to these, also information can be found on the time,
costs, risk, or other aspects of a task or model. For BPMN, the Business Process
Simulation Specification (BPSim) [72] extension exists. BPSim allows for the
annotation of a BPMN model with time and cost related information. Next
to BPSim, also work has been conducted to capture information on the risks a
company has with a particular case [48]. All of these aspects are either independent, e.g., a task has a certain processing time, or dependent, e.g., the risk
of a task is dependent on the height of the claim.

2.2.5

Queueing models

In order to explain queueing networks and BCMP networks [29] in particular,
we start with the simple Petri net in Fig. 2.11. On the righthand side of the
same figure, we have depicted the Petri net as a queueing network. Every task
in a Petri net is transformed into a service centre. Where resources execute the
work at a task, a service centre has servers to execute the work. In queueing
networks, the term customer is used to denote a case. In its most simple form,
customers arrive according to an exponential distribution with rate parameter
λ. Customers receive service at a service centre by a server with a service rate of
µ (again exponentially distributed). The average time in between two arrivals
is λ1 and the average time needed to handle a customer is µ1 . The resource
utilisation is denoted by ρ which in this case is equal to µλ . If ρ ≥ 1, then there
is more work arriving per time unit than the service station can handle. As
such, in general, the requirement ρ < 1 is imposed.

A
(a) Simple Petri net consisting of task A.

A
(b) Queueing model belonging to the Petri
net.

Figure 2.11: Example Petri net with a single task and its representation as a
queueing network.
The queueing network in Fig. 2.11 can hardly be called a network since there
is only a single service centre. If we take a slightly larger Petri net with choices,
then we can see this in Fig. 2.12 together with the corresponding queueing
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p

B

B

p
A

A
(1 − p)

(1 − p)
C

(a) Example Petri net with a choice
between B and C.

C
(b) Queueing network belonging to the Petri net.

Figure 2.12: Example Petri net with a choice between B and C and its representation as a queueing network.
network. In this queueing network, after a customer finished processing at
service centre A it goes with a probability p to the queue of service centre B
and with probability 1 − p to service centre C. Often this probability is denoted
by pA,B where the subscript indicates from which service centre to which service
centre the customer goes (from A to B in this example).
Within queueing networks, there can be different classes for customers. A
class can roughly be translated to a case variable which can change over time.
Based on the class of a customer, the service rate can be different. Furthermore,
the probability of going from one service centre to the next can be dependent
on the class of a customer. It can even be the case that a customer changes
class after being served by a service centre and before entering the queue of the
next service centre. Where pA,B denoted the probability of entering the queue
of service centre B after service completion at service centre A, pA,r,B,s denotes
the probability of entering the queue of service centre B as a class s customer
after service completion at service centre A as a class r customer.
If a Petri net contains a loop, this corresponds to a queueing network with
feedback . Furthermore, if a Petri net contains tasks in parallel, this corresponds
to a queueing network with fork-joins. We will only focus on queueing networks
with feedback but without fork-joins.
A queueing network can be open which means that customers can externally
arrive and after visiting some service centres they leave the queueing network
again. A closed queueing network means that there is a fixed amount of customers (possibly of different classes) which do not leave the network. Furthermore, no new customers may arrive at the queueing network. Finally, a queueing
network can be mixed which means that it is open for certain classes of cus38
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tomers, i.e., they come and go, and it is closed for other classes of customers,
i.e., they do not come and they do not go.

A

p

q
(1 − q)

D
C

(1 − p)

B

E

Figure 2.13: Example Petri net.
pd,r,a,r = q
qa,r = p

A

D

pa,r,c,r = 1

pc,r,d,r = 1

pd,r,0 = (1 − q)

C
pb,s,c,s = 1
qb,s = (1 − p)

B

pc,s,e,s = 1
E p
e,s,0 = 1

Figure 2.14: Queueing model belonging to the Petri net in Fig. 2.13.
For explaining BCMP networks [29], we use a slightly more involved Petri
net (Fig. 2.13). The queueing network with feedback belonging to the Petri net
is depicted in Fig. 2.14. Using the class of a customer, long-term dependencies
in the Petri net can be encoded. If we take our queueing network in Fig. 2.14,
then we can see that this long-term dependency has been encoded by having
two classes for the customers, i.e., a class r for customers executing tasks A, C,
and D, and a class s for customers executing tasks B, C, and E.
Within a BCMP network, the service centres can be any of the following
types [29]:
1. The service principle is First in First out (FiFo). All customers receive
the same service time distribution which is an exponential distribution.
2. There is a single server at a service centre. The service principle is server
sharing. This means that every time unit every customer at this service
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centre receives a service rate proportional to the number of customers at
this service centre. The service time distribution is arbitrary.
3. The number of servers in the service centre is greater than or equal to the
maximum number of customers that can be queued.
4. There is a single server at a service centre, the queueing principle is
preemptive-resume last-come-first-serve. Each class of customers may
have a distinct distribution for the service times.
Type 2, 3 and 4 service centres all assume service distributions with rational
Laplace transforms. In [49], for various distributions, it is shown they have
rational Laplace transforms, e.g., exponential, hyperexponential, and hypoexponential. In the work of [73], it is stated that an arbitrary distribution may
be as closely approximated as one may wish using a convex mixture of Erlang
distributions. This mixture has a rational Laplace transform.
Within BCMP networks, there is a set of N service centres, each having
one of the aforementioned types. Next to this, there are a total of R customer
classes. Furthermore, qi,r gives the probability that an external customer of class
r arrives at service centre i (see also Fig. 2.14). With pi,r,j,s , the probability is
expressed that, after being processed by service centre i, a customer of class r
arrives at service centre j as a class s customer. Furthermore, with pi,r,0 , the
probability is encoded that after being processed as a class r customer at service
centre i, a customer leaves the queueing network.
One of the main results from BCMP networks is that, for open networks
where the Poisson arrival of new customers is independent of the state of the
network, the number of customers in each service centre are independent random
variables. The state of the network corresponds to the number of customers at
each service centre and their residual service time.

2.3

Configurable process models

A configurable process model is a process model with predetermined configuration points and configuration options. Each configuration point, sometimes
called change point or variation point, specifies a set of configuration options,
sometimes called change operators. If a user selects one of the configuration
options for a configuration point, then we call this a configuration choice. One
can choose at most one option for a particular configuration point. A set of
configuration choices is called a configuration. Applying a configuration on a
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Block
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Figure 2.15: Often used visualisations for depicting the various configuration
options (icons taken from [75, 80] and a modification of the icon from [148]).
configurable process model entails changing every configuration point in the configurable process model with the selected option. For instance, if a configurable
process model allows for the removal of a task, then a possible configuration
can be to actually remove that task. By doing so, a new (configurable) process
model is obtained where this task has been removed. A configuration is total
in case the resulting process model does not have any configuration points left.
Otherwise, we call it a partial configuration.
In the remainder of this section, we first elaborate on the various configuration options that exist. Afterwards, we show configurability in the control-flow
perspective for YAWL, BPMN, and EPC. Thereafter, we briefly elaborate on
configurability in the data and resource perspectives. Finally, we elaborate on
techniques already incorporating configurability.

2.3.1

Configuration options

In [101], an overview of process variability modelling is presented. One way
of capturing this variability is by using configurable process models. Of the
approaches presented there, these are the configuration options: block , hide,
substitute, modify, delete, restrict connector , insert, move, and conditionally
skip. In the remainder, we introduce the configuration options. Frequently
used visualisations are depicted in Fig. 2.15 (icons taken from [75, 80] and a
modification of the icon from [148]). Note that most configuration options are
for the control-flow perspective as this is the most studied perspective from a
configurability point of view.
Block With blocking, the execution of part of the process model is prevented.
Blocking can best be compared with a no-entry sign, i.e., it makes part of the
process model unreachable for all cases. Blocking is in general non-local in the
sense that blocking one part of the process model can have a cascading effect
on other parts of the process model. Taking our earlier no-entry sign analogy,
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if there is a no-entry sign on a road and there are no crossings on this road,
then this corresponds to having a no-entry sign at the beginning of the road,
i.e., traffic cannot continue in both cases.
Hide With hiding, a task/part of the process model is substituted by a silent
task. In a sense, that task/part of the process model is hidden from the execution
of the cases. Contrary to blocking, hiding has local semantics and only impacts
which has been hidden. Hiding can be used to abstract from certain tasks an
organisation does not deem necessary.
Substitute Substitution entails replacing part of a process model with a (predetermined) process model fragment. Substitution can for instance be used to
let the user specify her preferred payment method from a set of predetermined
payment methods, e.g., credit card , and bank transfer .
Modify Contrary to most other configuration options, modify is used to make
changes to the data and resource perspectives. Modify can for instance be used
to change the resources allocatable to a particular task or the data used by said
task.
Delete Delete corresponds to deleting part of the process model. Contrary to
blocking, deleting part of the process model does not render parts of the process
model unreachable. As such, deleting is closer to hiding.
Restrict connector With restricting a connector, the behaviour of the connector is constrained to a subset of its original behaviour. If we take for instance
an OR-split, then we can restrict this connector to a XOR-split. Where with
the OR-split we can choose any combination of outgoing edges, in the XORsplit case only a single outgoing edge can be selected. The usual hierarchy of
restricting connectors, is that the OR connector is the supremum of connectors,
i.e., it can mimic the behaviour of a XOR connector as well as an AND connector. The XOR connector can be further restricted by only choosing a concrete
outgoing edge all cases have to follow.
Insert Insert is the opposite of delete. Where delete removes a task/process
model fragment, insert inserts a task/process model fragment.
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Move In short, move can be seen as a deletion and an insertion of a task/process model fragment. Move allows for changing the order of executing the tasks.
Conditional skip By conditionally skipping a task, the choice for skipping a
particular task is postponed to run-time. This corresponds to substitution of
said task by an exclusive choice between the task and a silent task.
Using the above configuration options, it is possible to combine arbitrary process models into a configurable process model such that the original process
models can be obtained. For instance, using the substitute configuration option, we can take one of the input process models and annotate it in such a way
that we can substitute it by another input process model. However, given a
particular configurable process model, it is not possible to obtain an arbitrary
process model. This is, amongst others, due to the fact that it is not possible
to introduce operators.

2.3.2

Configurable control-flow perspective

The configurable control-flow perspective builds upon the control-flow perspective of the various formalisms. Often extra annotations are introduced to notify
the user of configurability. Within this section, we touch upon the configurable
variants of YAWL, BPMN, and EPC.
C-YAWL
C-YAWL [75, 77, 84] allows for two configuration options: block and hide. In
Fig. 2.16, we have made our YAWL model from Fig. 2.3 configurable. Configurable elements in C-YAWL are indicated with a thicker line, e.g., t1 and t6 .
Configuration points are on the ports of a task. Ports can either be input or
output and dependent on the kind of decorator, a task can have one or more
input and output ports, e.g., the OR-split has one input port, but one output
port for each combination of outgoing edges. The input ports can be hidden or
blocked. If an input port is hidden, this means that the task becomes a silent
task. If an input port is blocked, then no token can arrive at the task via that
port. The output ports can be blocked. If an output port is blocked, then no
token can leave that task via that port.
In order to guarantee soundness of the configured process models from a CYAWL model, work has been conducted using partner synthesis [14]. The idea
is to incorporate the configuration options directly into the Petri net underlying
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One can block the outgoing port of t6 leading to the edge to t8
which would result in always having to execute t7 .
One can hide the input port of t1 resulting in a silent transition.

Figure 2.16: YAWL model from Fig. 2.3 made configurable.

the C-YAWL model. By firing transitions for the configuration options, tasks
can become blocked or hidden. These transitions are controlled by a partner
of the underlying Petri net. Using partner synthesis techniques, it is possible
to deduce which combinations of configuration options are valid and which are
not, i.e., by deducing which partners are desirable for the underlying Petri net.
Another approach to guarantee the correctness of the configured process model
is presented in [6]. Also in this work, one starts from the underlying Petri net.
The core idea is that constraints are defined which have to be satisfied in order
to have a correct configured model. By setting configuration options, variables
within these constraints obtain a value. Using a SAT solver, every configuration
option being set is verified. As a result, it is possible to detect that setting
a configuration option in a certain way does not yield a correctly configured
process model. Similarly, it is possible to deduce that certain variables need to
have a certain value in order to yield a correct configured process model.
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C-BPMN
Not much work has been done for C-BPMN, the configurable variant of BPMN.
There is a paper [164] where an attempt is made at making BPMN configurable,
but notation and semantics are not formally defined. Furthermore, in [183]
BPMN is extended with the option to remove or skip tasks. Next to this,
gateways can be configured to allow for less behaviour, e.g., an XOR where
a certain branch is selected. Although a C-BPMN model in [183] is allowed
to have an OR gateway, the work does not elaborate further on it in terms of
soundness or in the semantics by transforming a C-BPMN model into a Petri
net.
b
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g1
i

g4

a
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t1

t3

o

g2

e1

d

e

t4

t5
f
e2

t6

g
g3

t7

One can choose to select an outgoing edge which is always taken, e.g.,
the edge leading to g.
One can choose to conditionally skip a which corresponds to substitution
of a by an exclusive choice between a and a silent task.

Figure 2.17: BPMN model from Fig. 2.5 made configurable.
Within APROMORE [106], a different type of C-BPMN is supported although it is unpublished (see the release notes of APROMORE [23]). The ideas
behind C-BPMN are transferred from C-EPCs. In Fig. 2.17, we have made our
earlier BPMN model configurable (a and g3 are configurable). For tasks, one
has the option to either skip, or conditionally skip it. Skip is similar to hiding
and entails that the task is replaced by a silent task (or simply an edge). A
conditional skip means that the task is replaced by an exclusive choice between
the task and skipping it, i.e., the choice to execute the task is case dependent.
Gateways can be configured by limiting their behaviour, e.g., an OR-split
can be replaced by a XOR-split. In our example C-BPMN model, gateway g3
45

Chapter 2: Preliminaries
can be replaced by making an explicit choice of one of the outgoing edges, e.g.,
always the branch containing g is executed.
C-EPC
Configurable EPCs were first introduced in [148]. With C-EPCs, the user has
the option to either include, skip, or conditionally skip a function. Include means
that the function remains included in the process model, skip corresponds to
hiding, and conditionally skip means that the choice for skipping is deferred
to the execution of a case. Connectors can also be configurable which means
that they can be substituted in such a way that they do not allow for more
behaviour, e.g., an OR can be configured into a XOR but not vice versa. To
guide the configuration, C-EPCs allow for the specification of requirements,
e.g., if function a is skipped, then the OR connector should become a XOR.
Furthermore, C-EPCs allow for guidelines which are similar to requirements but
less strict. In Fig. 2.18, our EPC from Fig. 2.7 is made configurable (configurable
elements are with thicker lines). We have the option to (conditionally) skip
function a and to reduce the behaviour at the XOR, e.g., by selecting a concrete
outgoing edge.

2.3.3

Configurable data and resource perspectives

In [102], configurable resources and objects (they can be seen as data) are added
to iEPCs, which is an integrated view on EPCs. Within this integrated view,
resources and objects can be mandatory or optional for a function. If a resource
or object is mandatory, then it is always part of the execution of a case. If a
resource or object is optional, then it does not need to be part of the execution
of a case. Next to mandatory and optional, connectors are used to indicate for
instance that either of two resources has to execute that function, or k out of n
resources have to be selected (range selection). The configurability is supported
through: (a) removing resources and objects from functions, (b) changing the
connectors between resources/objects and the functions or change the range of
a connector, (c) specialising a resource/object by means of a hierarchy, and (d)
indicating whether objects are used or consumed, i.e., do they still exist after
executing a task. For C-YAWL, there is no support for data and resources. As
no publication is available about C-BPMN, we can solely judge support for data
and resources based on the support within APROMORE. Within APROMORE,
it is not possible to indicate configurability of data and resources.
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One can choose to conditionally skip a which corresponds to substitution
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Figure 2.18: EPC model from Fig. 2.7 made configurable.

2.3.4

Existing approaches

In the previous subsection, we have presented what configurability means for
the various perspectives and for the various modelling formalisms. Within this
section, we evaluate existing approaches for encoding configurability. Next, we
evaluate the existing approaches based on the requirements to meet our challenges. To meet challenge 1, we need that the existing configurable process
models guarantee soundness of the configured process model. Execution semantics are required to meet challenge 6. Within challenge 3, we need to be able
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to analyse all possible configured process models. This requires that the presented formalisms need to have a configurable control-flow, data, and resource
perspectives. Furthermore, the possibility to annotate the formalism presented
in the approach with auxiliary perspectives. Summarising, the requirements are
as follow:
• Soundness: the formalism should always result in sound configured process
models without the need for post processing;
• Execution semantics: it should be possible to execute a process model
modelled in a particular formalism;
• Control-flow perspective: the formalism should support configurability in
the control-flow perspective;
• Data perspective: the formalism should support configurability in the data
perspective;
• Resource perspective: the formalism should support configurability in the
resource perspective;
• Auxiliary perspective: the formalism should offer an auxiliary perspective
for instance to encode simulation information. Next to this, the auxiliary
perspective should be configurable.
Our starting point for selecting the existing approaches is based on the work
in [101]. We have taken [101] instead of the more recent work by [27] as [101]
focusses primarily on the modelling aspect. As such, it is more tailored towards
the approaches we are interested in. For each of the approaches presented
in [101], we have inspected the works referring to these approaches assuming
that a new approach would refer to one of the presented approaches. We only
considered papers in English.
For the resulting approaches, we first made a distinction based on the title of
the work. If the title contained keywords like “configurable” or “variants”, then
we considered the work. Of the remaining approaches, we only kept those that
provided a formalism for configurable process models either within the paper
or by referring to earlier work. The approaches remaining are presented here.
For each of the requirements, we gave a score to the approach. An approach
can either score “−”, “+”, or“±”. In case an approach scores an +, then the
requirement is directly met. In case a requirement is not met, then it scores a
−. The ± is when a requirement is not directly or only partially met.
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For all approaches based on BPMN, it would be possible to encode auxiliary
perspectives using the BPSim [72] standard. Because BPSim is not configurable,
all approaches based on BPMN only have ± for the auxiliary perspectives instead of +.
ABIS Adaptive business process modeling in the Internet of Services (ABIS
[175]) allows for configurability of BPMN 2.0 models. As a result of using BPMN
models, the soundness of the process model cannot be guaranteed (Soundness
−). In [93], soundness of ABIS is intended syntactically for preventing inconsistent choices being made during configuring the process model, it is not intended
behaviourally. By extending BPMN models with annotations for configurability, the models are executable (Executional semantics +). However, the main
focus is on the control-flow perspective (Control-flow +). Configurability in the
data perspective is only minor (Data ±), e.g., changing the time related to an
event. No configurability is present in the resource perspective (Resource −).
ADOM Within Application-based Domain Modelling (ADOM) [32], one starts
from a BPMN model (reference model) in order to deduce a variant tailored towards the organisation. This BPMN model contains constraints to which every
instantiation has to adhere, e.g., a particular model can have between 1 and n
different types of “purchase order” tasks. As arbitrary BPMN models can be
used, soundness cannot be guaranteed (Soundness −). By using BPMN, the
process models have executional semantics (Executional semantics +). Furthermore, they are restricted to the control-flow perspective (Control-flow +, Data
−, Resource −).
aEPC Aggregate EPCs (aEPC) are presented in [144]. aEPCs extend EPCs
with a hierarchy of labels and a labelling function. These hierarchical labels
(or products in the paper) can be used to deduce the EPC for a particular
label (product), i.e., each product is a total configuration. Being based on
EPCs, soundness is not guaranteed (Soundness −) but the aEPCs do have
executable semantics (Executional semantics +). Furthermore, only the controlflow perspective is supported (Control-flow +, Data −, Resource −, Auxiliary
−).
C-BPMN C-BPMN has already been discussed in Sect. 2.3.2. Similar to
BPMN, also C-BPMN does not guarantee soundness (Soundness −). The configurability is similar to those defined for C-EPC. The executional semantics are
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provided by means of BPMN (Executional semantics +). The approaches focus
on the control-flow perspective (Control-flow +, Data −, Resources −).
C-EPCs In [148], C-EPCs are presented. Similar to EPCs, C-EPCs do not
guarantee soundness (Soundness −)‡ . Within [148], the focus is primarily on
the control-flow perspective (Control-flow +). The executional semantics are
presented in Sect. 2.2.1 (Executional semantics +). In [102], the C-EPCs are
extended with data and resources (Data +, Resource +). Finally, using the
work in [102], also auxiliary perspectives can be encoded (Auxiliary +).
Another approach based on EPCs is presented in [30]. However, according
to [101], this approach cannot guarantee syntactically correct models. Hence,
we do not consider this approach here.
CVL In [26], a Common Variability Language (CVL) is presented. The idea
behind it is that one starts from a base model which can be in any language,
e.g., BPMN, or EPC. CVL allows for defining configurability on top of the
formalism. To do so, there is a variation model to define how different parts of
the base model can be replaced. Finally, there is a resolution model to specify if
a particular replacement in the variation model can be performed. As the base
model can be in BPMN or EPC, soundness cannot be guaranteed (Soundness
−). The approach is formalism-independent, which means that the executional
semantics come from the formalism used in conjunction (Executional semantics
+). Apart from the control-flow perspective, none of the other perspectives are
supported (Control-flow +, Data −, Resource −). It might be possible that
based on the formalism used, e.g., BPMN, auxiliary perspectives are supported
(Auxiliary ±).
C-YAWL Within C-YAWL [77], YAWL is extended with configurability. Similar to YAWL, C-YAWL itself does not guarantee soundness (soundness −)§ .
C-YAWL does have executional semantics as it has its roots within YAWL
(Executional semantics +). The focus within C-YAWL is on the control-flow
perspective (Control-flow +, Data −, Resource −). Using the work in [48], it
is possible to encode risk within the model. However, this is on the configured
process model and not on the configurable process model (Auxiliary ±).
‡ Using partner synthesis, one can guarantee soundness. However, soundness does not hold
for every possible configuration if the original C-EPC was not sound.
§ Using partner synthesis, it is possible to guarantee soundness. However, soundness does
not hold for every possible configuration. The YAWL system supports the checking of soundness of a configured model.
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Feature models Various approaches have been devised to use feature models [88] to encode variability [24, 47, 52, 79, 130, 147]. A feature model encodes
constraints and at the same time it specifies which tasks can be removed. The
approaches either limit themselves to block-structured process models which
are a subclass of free-choice Petri net [24, 79] or correctness cannot be guaranteed [47, 52, 130, 147] (Soundness + as the techniques using block-structured
process models do guarantee soundness). The executional semantics are given
by the underlying formalism, e.g., BPMN or EPC (Executional semantics +).
Finally, none of the approaches offer support for the resource perspective (Control flow +, Data +, Resource −).
PESOA In [142], the Process Family Engineering in Service-Oriented Applications project (PESOA) is presented. Within PESOA, three different modelling formalisms are presented: UML Activity Diagrams, UML State Machines,
and BPMN (we skip the part on Matlab/Simulink as this is unrelated). We primarily focus on their configuration options for BPMN as these are the same for
the UML Activity Diagrams and UML State Machines. The configuration option is mainly substitution within the control-flow and data perspectives, i.e., a
task can be substituted or a guard can be substituted. Even though the configuration option is substitution, there is no guarantee of soundness (Soundness −),
i.e., if part of the process model is substituted with an unsound fragment, then
the result will be unsound. The executional semantics are provided by means
of BPMN (Executional semantics +). With respect to the perspectives, the
control-flow perspective is supported as well as the data perspective (Controlflow +, Data +). The resource perspective is unclear. It might be that tasks
can be duplicated (one for each resource). Using substitution, a combination of
task and resource is selected. But it is not supported natively (Resource ±).
Provop Within PROcess Variants by OPtions (Provop) [80], there is a base
process model (in BPMN). On this base process model, configuration options
are defined (insert, delete, move, and modify). By applying various configuration options, a new version can be obtained from the base model. Although the
Provop approach does not pose any restrictions, it seems to be block-structured
(see also [101]). In order to guarantee soundness, a-priori all possible variants
have to be analysed on soundness. Thus it does not need to hold for each configured process model (Soundness −). The executional semantics are informally
provided by means of a BPMN diagram (Executional semantics +). Using the
modify operator, changes can be made to the data and resource perspective.
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Table 2.3: Overview of existing approaches and their score on our requirements.

The resource perspective solely consist as attributes for tasks and it is not a
first-class citizen (Control-flow +, Data +, Resource ±). Finally, it is possible
to encode auxiliary perspectives by means of attributes (Auxiliary +).
Templates and Rules In [97], one starts from an initial process model in
BPMN (a template). On this template, rules can be applied to change the
process model, e.g., insertion of a task, or designating a particular role to a
task. The rules are case-specific which means that for every case a new process
model is created. The presented approach works with block-structured process
models and guarantees soundness (Soundness +). The executional semantics
are provided by means of BPMN (Executional semantics +). Their approach
supports the control-flow, data, and resource perspectives (Control-flow +, Data
+, Resource +).
UML-based approaches Various techniques exist based on UML Activity
Diagrams [52, 96, 143, 147]. None of these approaches guarantee soundness
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(most of these approaches do not even guarantee syntactical correctness [101])
(Soundness −). The executional semantics of UML ADs can be found in [69]
(Executional semantics +). All approaches focus primarily on the control-flow
perspective (Control-flow +). The approach in [143] offers support for the data
perspective (Data +, Resource −, Auxiliary −).
vBPMN The work on vBPMN [62] is similar to the work of Provop. This
similarity stems from the fact that within vBPMN one also has a catalogue
of patterns one can apply to the process model, e.g., inserting a task. As the
name suggests, vBPMN is defined on top of BPMN (Executional semantics +).
The presented meta-model for the adaptations only contains elements in the
control-flow perspective (Control-flow +, Data −, Resource −). It does allow
for specifying conditions based on data if a certain pattern has to be applied.
The parts of the process model which can be varied need to be block-structured.
However, no structural requirements are posed on the remainder of the process
model. As such, soundness does not need to be guaranteed (Soundness −).
In Table 2.3, the results are summarised. As one can see only Templates and
Rules almost get “+” on all elements. An important remark to be made here
is that Templates and Rules are configured for each running case, i.e., it is
variability at run-time. Having the preliminaries in place, the next chapter
addresses the first challenge: How to represent configurable process models such
that every total configuration gives a validly configured process model?
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Process trees
In this chapter, we tackle the first challenge: How to represent configurable
process models such that every total configuration gives a validly configured
process model?
Within this chapter, we first informally introduce the formalism used in
the remainder: process trees. After informally introducing our formalism, we
present the formalisations together with the execution semantics of our formalism. Thereafter, we present the formalisations for the configurations. Finally,
we present the application of a configuration on a process tree, i.e., the instantiation.

3.1

Introduction

Process trees are block-structured process models which, as we will see, are
always sound. Due to their block-structure, process trees are a subclass of freechoice Petri nets [59]. Furthermore, they describe a regular language. Process
trees are structurally based on the Refined Process Structure Tree (RPST) [173].
However, contrary to the RPST (which is only about the control-flow perspective), process trees cover the aforementioned four perspectives: control-flow,
data, resources, and auxiliary. Within this informal introduction, we first show
the non-configurable variant. Afterwards, we extend this with configurability.
Note that each perspective has a design-time (type) and a runtime (instance)
aspect. Within this section, we primarily focus on the design-time aspects.
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3.1.1

Control-flow perspective

Figure 3.1 depicts the control-flow perspective of a process tree. In Fig. 3.2,
we have the same model but then in terms of BPMN. A process tree consists
of nodes and directed edges between these nodes. Nodes come in two flavours:
tasks and blocks. The tasks are the units of work which have to be performed.
They can either be manual , e.g., A in Fig. 3.1, or automatic, e.g., the black
rectangle in Fig. 3.1. The main difference between both types of tasks is that a
manual task is executed by a human resource, and an automatic task is executed
by the system. Note that automatic tasks do not need to correspond to routing
tasks, i.e., automatic tasks can for instance perform data operations.

A

B
C

D

E

Figure 3.1: An example showing the control-flow perspective of a process tree.

B
A

D
E

C

E

Figure 3.2: The control flow from Fig. 3.1 in BPMN.
Blocks are depicted by circles. Based on the type of a block (or operator),
blocks denote a different causal relationship between targeted nodes, e.g., the
circle with the × in Fig. 3.1 is a block which indicates that there is an exclusive
choice between B and an automatic task. A targeting node is called a parent, a
targeted node is called a child , e.g., the aforementioned exclusive choice node we
call the parent of task B, and task B is a child of that node. Note that a parent
can have multiple children and that a child can have multiple parents. As a
result, contrary to what the name suggests, process trees are actually Directed
Acyclic Graphs (DAG). By allowing for a DAG, it is possible to have the same
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subprocess in multiple places in the process model without the need to duplicate
it.
Blocks come in eight different flavours (there is a ninth block, the placeholder
node, but since this is only used for configuring purposes it is introduced later).
All eight blocks are listed in Table 3.1 together with their name and a brief
description. The loopxor and loopdef are sometimes indicated by loop as
a shorthand for both.
In [38], the reasoning behind our choices for the control-flow perspective is
presented together with why our choices are good choices, i.e., process trees are
expressive in the sense they support parallelism and inclusive choices, process
trees naturally allow for hierarchy which improves the readability, and thanks
to the tree structure, the possibility exists to introduce new kinds of operators,
i.e., types.
For a block, the order of its children is often important and swapping them
may change the semantics. For instance, a seq block executes its children from
left to right. Furthermore, with a xor and or block, the different alternatives
are evaluated from left to right (this evaluation happens using expressions but
more on this later). Finally, for a loop block, the first child is the body of
the iteration. It is therefore called the do child/node. The second child brings
the execution back to the start of the loop block after which the do child
has to be executed again. It is therefore called the redo child/node. With the
third child, the execution exists the loop block. It is therefore called the exit
child/node. Due to these semantics for the children of a loop block, each loop
block has exactly three children. The only other block having a requirement
on the amount of children are the event blocks; all of these have exactly one
child. All other blocks have at-least one child. At the very top of the process
tree there is a single root node.
Of the configuration options listed in Sect. 2.3.1, process trees allow for:
hide, block , and substitute. In Fig. 3.3, all three options are used. Hiding is
indicated by an orange arrow. Blocking is indicated by a no-entry sign (both
similar to the work in [75, 77]). Substitution is indicated by a dashed circle.
This is the aforementioned placeholder node.
In Fig. 3.4, the effects of the various configuration options are depicted.
Where hiding is local, blocking and substitution do not need to be. For instance,
if one of the children of the seq block is blocked, then the entire seq block
becomes blocked∗ . As a result, blocking can propagate upwards in the process
∗ One

can technically see blocking as introducing a deadlock node. As the sequence cannot
continue past the deadlock, we have to substitute the entire sequence by a deadlock. Hence,
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blocking propagates upwards.

Table 3.1: The various nodes in the process tree.
Visual

Name
Automatic task

Manual task

A

seq
c1

c2

cn
and

c1

c2

cn

c1

c2

cn

c1

c2

c1

e1
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c1

e2

xor

or

Description
automatic task, i.e., it is executed
by the system instead of by a resource.
manual task labelled with A, i.e.,
it requires a resource for its execution.
denotes the sequential execution of
its children from left to right, i.e.,
first child c1 is executed, then child
c2 is executed, and finally, child cn
is executed.
denotes the parallel execution of
its children.
denotes an exclusive choice between its children, i.e., either c1 ,
c2 , or cn is chosen.

denotes the inclusive choice between its children, i.e., between 1
and n children are selected and
cn
these are executed in parallel.
event
denoting the events in the process
tree which can either be a message event (envelope), or a timeout event (clock).
def
denotes the exclusive event-based
choice between its children, i.e.,
the choice for one of the children
en
is based on which event e1 , e2 , or
en happens first.
Table 3.1 continues on the next page.
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Visual

c1

c2

c3

“do”

“redo”

“exit”

c1

e1

e2

“do”

“redo”

“exit”

Name

Description

loopxor

denotes the loop where the choice to
exit the loop is based on an exclusive choice. First child c1 is executed, afterwards there is an exclusive choice between c2 and c3 . If c3
is executed, the loop exits. If c2 is executed, then c1 is executed again and
we have again the exclusive choice
between c2 and c3 .

loopdef

denotes the loop where the choice to
exit the loop is event-based. First
child c1 is executed, afterwards,
there is an event-based choice between event e1 and e2 . If e2 happens
before e1 , then we exit the loop. If
e1 happens first, then c1 is executed
again and we have again the eventbased choice between e1 and e2 .

A

B
C

E
D

D0

Figure 3.3: Example configurable control-flow perspective of a process tree.

tree. The same happens if one of the children of an and block is blocked. The
loop block is a special case as blocking the do child or the exit child will result
in blocking the loop block. Blocking the redo child will result in substitution
59

Chapter 3: Process trees

A

A

B

B
C

D

E

C

E
D

D0

A

B
C

E
D

D0

A

B
C

E
D

D0

Figure 3.4: The configurable control-flow perspective from Fig. 3.3 with the
effect of setting the various configuration options.

of the loop block by a seq block. Due to this non-locality of blocking, it might
be the case that even the root node becomes blocked. In this very specific case,
we introduce an automatic task as replacement of the root since our formalism
does not allow for an empty root. For substitution, we can have that placeholder
nodes are substituted by other placeholder nodes which might be substituted.
Having applied a configuration to a process tree, there might be a need for
some postprocessing. With substitution and hiding, it might be that particular
parts of the process tree become disconnected. During postprocessing, these
disconnected parts are removed. Next to the disconnected parts, also blocks
with only one child (except for the events) can be substituted by the child
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itself, e.g., the xor block with a single child at the bottom of Fig. 3.4 can
be substituted by task B. Furthermore, if the automatic task is there solely
for routing purposes and it is a child of a seq or and block, then it can be
removed. Otherwise, it might be the case that, for instance, the automatic task
is the automation of a manual tasks and performs data operations.
The process tree formalism has been developed within the CoSeLoG project
in conjunction with the work in [38]. The process trees presented in this thesis
capture every block of the process trees in [38] and more† . For instance, within
the process trees presented here, it is possible to have events and event-based
gateways. Furthermore, within [38], only the control-flow perspective is present.
Finally, with respect to configurability, [38] allows for downgrading of operators.
We support this indirectly by means of placeholder nodes. Next to the work
in [38], also the work in [108] has worked on process trees. Similar to the work
in [38], the work in [108] does not provide events and event-based gateways.
Next to this, the work in [108] uses loops with only 2 children, the exit child
is left implicit. In our process trees, the exit child could be left implicit for the
loopxor but not for the loopdef, i.e., in order to determine if the exit child
should have been selected, we need to know which event occurred first. Finally,
in [107], the interleaving operator has been introduced as a new type of block
(this is not yet supported by the implementation underlying the process trees).
Before the process tree formalism, we used the CoSeNet formalism ( [159,
160]). The main limitation of the CoSeNet formalism is that only the controlflow perspective is supported.

3.1.2

Data perspective

The data perspective within process trees consists of variables and expressions.
In Fig. 3.5, the control-flow perspective from Fig. 3.3 has been extended with
the data perspective. Note that we are at design-time, hence the variables do
not have a concrete value. Within the data perspective, variables can be read
and written by nodes, e.g., task A reads variables v1 and v2 . Next to this, the
outgoing edges of data based choices, i.e., xor, or, or loopxor, have to be
guarded by an expression, e.g., the edge between the xor block and task A is
guarded by the expression v3 == “1”. An expression is a logical formula over the
variables in the process tree. Within an expression, only equality and inequality
are supported. Similar to YAWL and BPMN, if none of the expressions guarding
the outgoing edges of a data based choice results in true, then the last outgoing
† The

reverse sequence in [38] is syntactic sugaring.
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edge is selected (our default option).
Variables
v1

reads

v2
A

v3
v4
writes

B
guards

C

E

uses
D

D0

Expressions
[v3 == “1”] [v4 != “1”]

Figure 3.5: The configurable control-flow perspective from Fig. 3.3 has been
extended with variables and expressions. The variables and expressions together
form the data perspective.
A configurable data perspective is shown in Fig. 3.6. Within the configurable
data perspective, there are two kinds of arrows between edges and expressions.
The first kind is for denoting a default value for an edge and is introduced to
let a data perspective be a special kind of configurable data perspective, e.g.,
the expression v3 == “1” on the edge between the xor block and task B.
The second kind encodes variability for selecting an alternative expression to
the default option, e.g., the expression v2 != “2” can be selected for the edge
between the xor block and task B. Next to this, the variables being read or
written can be removed from a node, e.g, variable v3 can be removed from task
A as a written variable.

3.1.3

Resource perspective

In Fig. 3.7, our earlier introduced configurable control-flow perspective has been
extended with originators‡ . Each manual task specifies at least one originator
‡ Within

process trees resources are called originators. This term comes from the MXML
standard [5].
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Variables
v1

reads

v2
A

v3
v4
writes

B
possible guards

guards

C

E

uses
D

D0

Expressions
[v1 == “3”] [v2 != “2”] [v3 == “1”] [v4 != “1”]

Figure 3.6: The data perspective from Fig. 3.5 made configurable.
capable of executing work-items of that task, e.g., work-items of A can be executed by originators o1 and o2 . Originators come in three flavours: resources,
roles, and groups. Resources are concrete actors, e.g., John Doe. Roles and
groups are similar to the roles and groups in Sect. 2.2.3, i.e., roles are related to
the qualifications of a resource, e.g., a clerk. Groups are related to the organisational group a resource is part of, e.g., the finance department.
In the configurable resource perspective, we have similar options as with the
configurable data perspective, i.e., the option to remove originators from tasks.
In Fig. 3.8, a configurable resource perspective is shown where it is for instance
possible to remove originator o3 from task B.

3.1.4

Auxiliary perspectives

Next to the control-flow, data, and resource perspectives, we have the option
to annotate the process tree with extra information by means of properties.
The information within the properties is not necessary for executing the process
tree. It is used to encode contextual information, e.g., the inter-arrival time of
cases. Hence, properties only exist during design-time. Using the contextual
information, we can analyse the process tree and predict the expected behaviour
upon implementing this particular process tree (Challenge 3).
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A

allocatable
B
C

E
D

o1

o2

o3

D0

o5 Originators

o4

Figure 3.7: The configurable control-flow perspective from Fig. 3.3 has been
extended with originators forming the resource perspective.

A

allocatable
B
C

E
D

o1

o2

o3

o4

D0

o5 Originators

Figure 3.8: The originator perspective from Fig. 3.7 has been made configurable.

The contextual information can be related to the control-flow perspective,
e.g., the probability of making a certain choice, the data perspective, e.g., by
specifying the possible values a variable v1 can take, or the resource perspective,
e.g., by specifying the work schedule of a resource John Doe. Next to these
perspectives, the properties introduce two more perspectives: environment and
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experiment. The environment perspective contains all information related to
the environment in which the process tree will be implemented. The properties
within the environment perspective are usually given and cannot be changed
by the organisation, e.g., the inter-arrival time of new cases. The experiment
perspective contains the setting for the experimental set-up. For instance, if
simulation is used to predict the behaviour of the process tree, then a possible
property within the experiment perspective can specify the replication length
of the simulation.

3.1.5

The meta-model

The earlier informally introduced concepts and their relationships are depicted
in the meta-model of process trees (Fig. 3.9). In red, we have the control-flow
perspective which consists of tasks, blocks, and edges. In blue, we have the
data perspective which consists of variables and expressions. Finally, in green,
we have the resource perspective. The only element not touched upon so far is
the ProcessTreeElement. It has been introduced to have a single supremum of
all elements and is mainly of technical value. The ProcessTreeElement contains
the earlier introduced properties. Note that these properties are different from
the properties of the UML diagram, i.e., the introduced properties are used to
annotate the process tree with contextual information. The properties come in
two flavours: independent and dependent. Independent properties are given by
the modeller. They are considered parameters. Dependent properties are deduced from the independent properties and can be used for instance to annotate
a node with simulation results. The properties are stored at the ProcessTreeElement allowing the modeller to annotate every element of the process tree with
properties. The environment and experiment perspectives are not present in the
meta-model as these are solely for the properties. Note that with the addition
of properties, there might be a need to transform parts of the DAG structure
into a tree structure as the values of a property might be different dependent on
where in the process tree the property is, e.g., if A is executed at the beginning
of the process tree but also at the end of the process tree, then the simulation
results for the first occurrence of A can be significantly different from the second
occurrence of A.
In Fig. 3.10, we have added configurability to the process tree. As one
can see, we keep the edge labelled guard between an edge and an expression
from the non-configurable meta-model. Next to this, configurability entails the
placeholder nodes, and the possibility to specify which elements are removable,
e.g., which read variables and which originators.
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Figure 3.9: The meta-model of the process tree without configurability, red is the
control-flow perspective, blue is the data perspective, and green is the resource
perspective.
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Figure 3.10: The meta-model of the process tree, red is the control-flow perspective, blue is the data perspective, and green is the resource perspective. In
bold, we have indicated how configurability has been added.
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Having informally introduced our process trees, we can now formally introduce the concepts.

3.2

Definition and semantics

Having informally introduced the process tree formalism, we introduce in this
section the formal definitions and the execution semantics. Next to this, we
provide transformations from process trees to YAWL, Petri nets, BPMN, and
EPC. Finally, we show that every process tree is indeed sound.
In this section, we primarily focus on the configurable perspectives. This is
due to the fact that the non-configurable perspectives are almost identical to
the configurable perspectives. The formalisation of the non-configurable perspectives are presented in [162].

3.2.1

Control-flow perspective

In order to explain the configurable control-flow perspective, we have repeated
the example from Fig. 3.3 in Fig. 3.11 with some identifiers to ease the referencing.
n1
1
n2 A

6

2

n3

n6

5
7

3
n4 B

4

8

12

n8

n5
n7 C n9
10
n10 D

n11
13

9

E n12
11
D0

Figure 3.11: Example configurable control-flow perspective of a process tree.
As mentioned, a process tree consists of nodes which are connected using
directed edges. These nodes are subdivided in tasks and blocks, and the blocks
are again subdivided based on the type of block. For instance, we have the set
of seq blocks which consists of node n1 in Fig. 3.11. Since we have a DAG
structure, it might be the case that a particular node is multiple times a child
of the same block, e.g., in Fig. 3.12, A is twice the child of the seq block.
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A

Figure 3.12: Motivating example for identifiers on the edges.
To accommodate this, we need to include identifiers on the edges within the
process tree. Would we not do this, then both edges in Fig. 3.12 would be
indistinguishable. For instance, in Fig. 3.11, the edges have the identifiers 1,
. . . , 13. All of these identifiers are assumed to be unique within a single process
tree.
Next to the nodes and edges, we have a labelling function which provides the
tasks with a label, e.g., node n2 is labelled with A in Fig. 3.11. Often, the label
of an automatic task is left implicit in our figures. There is a single root node
in our tree, i.e., node n1 is our example. Finally, as the order of the children
of a block has semantics, we have a function mapping a block onto a list of its
children. Within this list, we also store the identifier of the edge connecting the
parent with the child, e.g., the list of children for node n3 is: h(n4 , 3), (n5 , 4)i.
Definition 3.1 (Configurable control-flow perspective of a process tree). Let
A` be the universe of task labels, then a configurable control-flow perspective is
a 7-tuple Pcf = (label, N, r, order, E, blockable, hideable) where:
• N is the set of nodes, which is partitioned into the following sets:
– NT is the set of task nodes, which is partitioned into the following
sets:
∗ NA is the set of automatic tasks;
∗ NM is the set of manual tasks.

– NB is the set of block nodes, which is partitioned into the following
sets:
∗
∗
∗
∗

Nseq is the set of seq nodes;
Nxor is the set of xor nodes;
Nand is the set of and nodes;
Nor is the set of or nodes;
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∗
∗
∗
∗
∗

Ndef is the set of def nodes;
Nloopxor is the set of loopxor nodes;
Nloopdef is the set of loopdef nodes;
Nevent is the set of event nodes;
NP is the set of Placeholder nodes.

• label ∈ NT → A` , which is a labelling function mapping task nodes to task
labels;
• There is a node r ∈ N such that all other nodes in the graph (N, E) are
reachable, that is, {n ∈ N | ∃k ∈ N : (r, k, n) ∈ E ∗ } = N , where E ∗ is the
transitive and reflexive closure of E;
• order ∈ NB → (N × N)+ imposes an order on the child nodes of a block
as well as giving identifiers to edges. This is required amongst other for a
sequence node;
• E = {(n, k, m) | n ∈ NB ∧ (m, k) ∈ order(n)} is the set of edges such that
the graph (N, E) is a directed acyclic graph. If (n, k, m) ∈ E then n is
called a parent of m and m is called a child of n;
• blockable ⊆ E is the set of blockable edges;
• hideable ⊆ E is the set of hideable edges;
On the configurable control-flow perspective, we impose the following requirements with respect to the number of children. If a configurable control-flow
perspective adheres to the following requirements, then it is a valid configurable
control-flow perspective. Next to the requirement on the number of children,
we also want that the natural associated with each edge is unique within the
process tree.
Definition 3.2 (Valid configurable control-flow perspective of a process tree).
Let Pcf = (label, N, r, order, E, blockable, hideable) be a configurable controlflow perspective, we say Pcf is valid if and only if:
• ∀n ∈ NB : |order(n)| ≥ 1, i.e., every block has at least 1 child;
• ∀n ∈ (Nloopxor ∪ Nloopdef ) : |order(n)| = 3, i.e., loops have exactly 3
children;
• ∀n ∈ Nevent : |order(n)| = 1, i.e., events have exactly 1 child;
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• Let O(n) = {k | ∃m ∈ N : (m, k) ∈ order(n)} for n ∈ NB , then:
– ∀n ∈ NB : |O(n)| = |order(n)|;

– ∀n, n0 ∈ NB : O(n) ∩ O(n0 ) 6= ∅ ⇒ n = n0 ,
i.e., every outgoing edge has a unique identifier (there are not more outgoing edges than identifiers), and an identifier on an outgoing edge cannot
occur on outgoing edges of different blocks.
We do not impose any restrictions on the edges being blockable/hideable. As
blocking is non-local, any restriction posed here might become void the moment
blocking propagates through the process tree.

3.2.2

Data perspective

As mentioned, the data perspective consists of variables and expressions. We
first define the grammar for formulating expressions. Within the grammar
for the expressions, == denotes equality and != denotes inequality. Furthermore, && denotes the logical and (∧), || denotes the logical or (∨), and !
denotes the negation (¬). We do not directly allow the comparison between
two variables. As we will see, the values a variable may take are from a
predetermined set. As a result, comparison between two variables is indirectly supported. Equality between two variables can be expressed for instance
by ((v1 == val1 && v2 == val1) || (v1 == val2 && v2 == val2)) for the
variables v1 and v2 and the possible values val1 and val2. Expression can be
constructed using the following rules:
Definition 3.3 (Expression). Let V be the universe of variables, let V al be the
universe of values. An expression can be constructed using the following rules:
• If v ∈ V and val ∈ V al, then v == val, and v != val are expressions;
• If p and q are expressions, then (p && q), (p || q), and !(p) are expressions.
We have a special kind of expression namely NoExpression. This to explicitly indicate that there is no expression for a particular edge (graphically,
NoExpression is left implicit).
The configurable data perspective contains information about the variables
and expressions within the process tree. It specifies which node reads/writes
which variables. Furthermore, it has information about which edges are guarded
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by which expression. Finally, it contains information about which read/write
variables can be removed from which nodes and which expressions can be selected for the various edges. In the formalisation, we define the configurable data
perspective on the configurable control-flow perspective. This is due to the fact
that the control-flow perspective is also a configurable control-flow perspective.
Definition 3.4 (Configurable data perspective of a process tree). Let Pcf =
(label, N, r, order, E, blockable, hideable) be a configurable control-flow perspective of a process tree, then a configurable data perspective for Pcf is an 9-tuple
Pcd = (V, Ex, G, GG , read, write, RG , Rread , Rwrite ) where:
• V is the set of variables;
• Ex ⊆ (V ∪ {NoExpression}) × 2V is the set of expressions, where V is the
universe of logical expressions over V , {NoExpression} denotes that no
expression is specified, and 2V is the set of variables used in the expression;
• G ∈ E → Ex, annotates edges with the expression guarding the execution,
i.e., the default expression;
• GG ∈ E → 2Ex annotates edges with expressions possibly guarding the
execution;
• read ∈ N → 2V gives per node the set of read variables;
• write ∈ N → 2V gives per node the set of write variables;
• RG ⊆ {(e, g) | e ∈ E, g ∈ GG (e)} gives the set of removable expressions
from edges;
• Rread ⊆ N × V gives the set of removable read variables from nodes;
• Rwrite ⊆ N × V gives the set of removable write variables from nodes.
Recall that within the definition of the configurable data perspective, we
make the distinction between G and GG . This to make a non-configurable data
perspective a configurable data perspective. Without this distinction, we would
have to duplicate definitions, i.e., one definition for the non-configurable data
perspective and one definition for the configurable data perspective.
In order for a configurable data perspective to be valid, we require that the
NoExpression cannot be guarding the outgoing edges of the data-based choice
constructs (xor, or, and loopxor). Furthermore, we require that if there are
expressions in GG for a particular edge e, then G(e) should also be removable
for that edge. This to able to choose an expression from GG for e.
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Definition 3.5 (Valid configurable data perspective). Let Pcf = (label, N,
r, order, E, blockable, hideable) be a valid configurable control-flow perspective,
then a configurable data perspective Pcd = (V, Ex, G, GG , read, write, RG , Rread ,
Rwrite ) for Pcf is valid if and only if:
• ∀n ∈ (Nxor ∪ Nor ), (n, k, m) ∈ E : G((n, k, m)) 6= NoExpression, i.e., xor
and or blocks never have NoExpression on their outgoing edges;
• ∀n ∈ Nloopxor , (n, k, m) ∈ E : (m, k) = order(n)2 ∨ (m, k) = order(n)3 ⇒
G((n, k, m)) 6= NoExpression, i.e., the redo and exit children of a loopxor
never have NoExpression on their edges;
• ∀n ∈ (Nxor ∪ Nor ), (n, k, m) ∈ E : NoExpression 6∈ GG ((n, k, m)), i.e.,
NoExpression is never a possible guard for an outgoing edge of xor and
or blocks;
• ∀n ∈ Nloopxor , (n, k, m) ∈ E : (m, k) = order(n)2 ∨ (m, k) = order(n)3 ⇒
NoExpression 6∈ GG ((n, k, m)), i.e., NoExpression is never a possible guard
for the redo and exit of a loopxor;
• ∀e ∈ E : (GG (e) 6= ∅) ⇒ (G(e) ∈ GG (e)), i.e., if the set of possible expressions guarding an edge is not empty, then the expression guarding the
edge should be removable.

3.2.3

Resource perspective

The resource perspective consists of the originators present in the model. Next
to this, per manual task, there is a set of originators allocatable to said task.
Only a single originator is required for executing a task within process trees even
if there are multiple allocatable to a task.
Definition 3.6 (Configurable resource perspective). Let Pcf = (label, N, r,
order, E, blockable, hideable) be a configurable control-flow perspective, then a
configurable resource perspective for Pcf is a 3-tuple Pco = (O, allocatable,
Rallocatable ) where:
• O is the set of originators, which is partitioned into the following sets:
– Or , the set of resources;
– Og , the set of groups;
– Oo , the set of roles.
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• allocatable ∈ NM → (2O \ {∅}), gives the non-empty set of originators for
a manual task;
• Rallocatable ⊆ {(n, o) | n ∈ NM ∧ o ∈ allocatable(n)}, gives the set of
removable originators from a manual task.
Within the definition of a configurable resource perspective for a process tree,
we already ensure that for every task there is at least one resource allocatable.
As a result, we do not need a notion of a valid configurable resource perspective.

3.2.4

Auxiliary perspectives

As mentioned, the auxiliary perspectives are encoded by means of properties.
Similar to the other perspective, also properties have a design-time (type) and
a run-time (instance) aspect. However, both only exist during the design-time
of the other perspectives. This might sound confusing and requires some more
elaboration.
Properties are a way to encode run-time information during design time, e.g.,
the arrival process of new cases. At the same time, every property is specified
according some type. To better illustrate this, let us take a concrete property:
the number of resources. This property can be used to indicate the number of
a particular resource available to the process. At design time, we can indicate
that this property is a natural, can only be annotated to resources, etc. Within
the process tree, every resource can now have an instance of this property being
a concrete value, e.g., for a particular resource r, we have 5 available to the
process. This can be seen as the run-time behaviour of resource r.
Properties are also used to encode the KPIs of a process tree. For instance,
we have a property called throughput time denoting the throughput time of a
process model. Within the process tree, an instance of this property would be
the run-time (expected) throughput time of said process tree.
At design-time, the properties need to specify at least the following:
• Type: specifying the domain from which said property takes its values,
e.g., the earlier mentioned natural for the number of resources;
• Comparator: to compare two values for the same property, e.g., to determine which throughput time is better;
• Default value: to provide an instance of a property in case no instance is
provided;
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• Elements: to encode to which elements in the process tree a certain property has semantics, e.g., the number of resources would not be annotatable
to a variable;
• Depends on: to encode that a property can only be instantiated if another
property has been instantiated.
Properties can also be configurable. A configurable property specifies which
values can be removed. As such, it only exists on instance level, i.e., at design
time, one can only specify what the type is of values which can be removed.
Taking our number of resources again, an instance of the configurable number
of resources property could specify that one has the possible values {1, 2, 3, 5}
and all of them are removable. One might be surprised that earlier we had a
single natural and now there is a set of values. This is due to the fact that for
properties only consisting of a single value, configurability can only be added by
offering a set of values from which one can be selected. The reason why we only
allow for the removal of values even when a single value needs to be selected is
to stay consistent with the properties reasoning over multiple values where not
necessarily a single value needs to be selected.
In App. A, we have listed the full list of properties currently usable.

3.2.5

Combining the different perspectives

Combining the perspectives, we can now define our process trees. As mentioned,
within our process tree, we have two kinds of properties: independent and dependent. As dependent properties are deduced, they are not configurable. The
various independent properties can already have a value within the process tree.
This, for instance, to encode the arrival of cases to the process tree.
Definition 3.7 (Process tree). Let Pcf = (label, N, r, order, E, blockable, hideable)
be a valid configurable control-flow perspective of a process tree, let Pcd = (V,
Ex, G, GG , read, write, RG , Rread , Rwrite ) be a valid configurable data perspective for Pcf , let Pco = (O, allocatable, Rallocatable ) be a valid configurable resource perspective for Pcf , let P be the universe of properties, and let U be
the universe of values for these properties, then a configurable process tree is a
7-tuple P T = (Pcf , Pcd , Pco , P TInd , P TDep , PInd , PDep ) where:
• Pcf , is a valid configurable control-flow perspective;
• Pcd , is a valid configurable data perspective;
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• Pco , is a valid configurable resource perspective;
• P TInd ∈ P → U, gives the independent configurable properties and values
for these properties for the process tree;
• P TDep ∈ P → U, gives the dependent properties and values for these
properties for the process tree;
• PInd ∈ ((N ∪ E ∪ O ∪ V ∪ Ex) × P) → U, gives the independent configurable properties and values for these properties for various process tree
elements;
• PDep ∈ ((N ∪ E ∪ O ∪ V ∪ Ex) × P) → U, gives the dependent properties
and values for these properties for various process tree elements.
One of the main reasons for using process trees is the property that they are
sound by construction. Note we consider the soundness property in the controlflow perspective only. Obviously adding the data perspective may render certain
parts of the process tree unreachable or even worse it might prevent the process
tree from terminating at all. It would be possible to employ heuristics like the
data anti-patterns presented in [172] but these do not guarantee correctness.
Furthermore, it is possible to check if a certain variable is being written in a
loop and based on this there is a probability that the loop can exit but it is easy
to find a counter example to this by having an expression where the value for
the variable at hand does not have any influence on the expression. We show
the soundness of the process trees after we presented the transformation to Petri
nets.

3.2.6

Execution semantics of process trees

Having our formal definition of the process tree in place, we can now define
the execution semantics of the process tree. As a configurable perspective does
not have any execution semantics, i.e., a configurable perspective describes a
multitude of possible perspectives, we assume within this subsection that none
of the perspectives of the process tree has configuration options. We define
our semantics by mapping the various elements of the process tree to YAWL.
We have chosen YAWL for two reasons: (1) YAWL itself is formally defined
by means of Petri nets, and (2) the types of blocks within process trees are
closely related to the constructs provided within YAWL. Next to providing the
semantics within YAWL, we will also provide transformations from process trees
to Petri nets, in particular WF-nets, to BPMN, and to EPC.
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Please note that due to the fact that process trees are DAGs, we first transform the DAG to a tree-structure. If we would not do this, then for instance
with the task labelled with E in Fig. 3.1, it might become we obtain a model
where it is possible that a case enters E via the seq block and leaves E via the
loopdef block.
In the remainder, we first present the transformation to YAWL. Afterwards,
we show the transformation to Petri nets and show that every process tree is
indeed sound. Thereafter, we show the transformation to BPMN. Finally, we
show the transformation to EPC.
The transformation to YAWL is depicted in Fig. 3.13. As most blocks in the
process tree have a counterpart in YAWL, the transformation is straightforward.
For the tasks within YAWL, we use the labelling function from the control-flow
perspective. Note that events are encoded within the silent tasks in YAWL.
The expressions from the data perspective can be directly translated to YAWL.
As YAWL takes the last outgoing edge of a choice construct (inclusive and
exclusive) as a default option, we have that for instance with the xor that the
last outgoing edge in YAWL has the negation of the other expressions.
In Fig. 3.14, we have taken our running example from Fig. 3.1, added two
expressions, and recursively applied the rules from Fig. 3.13 to transform the
process tree to YAWL.
The transformation to WF-nets is depicted in Fig. 3.15. Note that we use
some of the notations for events in WF-nets from [7]. It is now straightforward
to see that every process tree is sound from the control-flow perspective. This
follows from the fact that the transformation of every node results in a sound
WF-net fragment. Furthermore, it is easy to see that the composition of these
sound WF-net fragments into other WF-net fragments remains sound.
The transformation to BPMN is depicted in Fig. 3.16.
The transformation to EPC is depicted in Fig. 3.17.
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Figure 3.13: The different nodes and their YAWL semantics. At the top, the r
indicates the root node from which we start. With a triangle containing a letter,
we mean the entire subtree rooted at that letter, e.g., A. Remember that with
[ga ] we indicate expression ga on an edge. Note that while only 2 children are
shown in the various examples, it is trivial to generalise the mapping to more
than 2 children.
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3.3

Configuration

Having our process trees in place, we can now define what a configuration is.
A configuration specifies for each of the configuration options if it is taken/not
taken/no choice has been made. Contrary to the definition of the process tree, we
will primarily focus on the control-flow perspective. This is due to the fact that
the instantiation of the control-flow perspective requires quite some bookkeeping
with blocking and substitution. In the other perspectives, we simply remove
values which is local.

3.3.1

Control-flow perspective

A configuration for a configurable control-flow perspective selects for configuration points (i.e., placeholder nodes, and hideable/blockable edges) which option
is taken if an option is taken, i.e., whether it is hidden/ not hidden, blocked/
not blocked, and which substitution option are removed/ is selected.
Definition 3.8 (Control-flow configuration). Let Pcf = (label, N, r, order, E,
blockable, hideable) be a valid configurable control-flow perspective, then a controlflow configuration Cf for Pcf is a 6-tuple (Eb , Eb , Eh , Eh , rrep , rrep ) where:
• Eb ⊆ blockable, the set of blocked edges;
• Eb ⊆ blockable, the set of non-blocked edges;
• Eh ⊆ hideable, the set of hidden edges;
• Eh ⊆ hideable, the set of non-hidden edges;
• rrep ⊆ E ∩ (NP × N × N ), the set of removed replacements for placeholder
nodes;
• rrep ⊆ E ∩ (NP × N × N ), the set of selected replacements for placeholder
nodes.
A control-flow configuration is valid if there is no ambiguity on the selected
configuration options, e.g., if the user indicates that an edge is both blocked
and hidden, it is unclear how to interpret this.
Definition 3.9 (Valid control-flow configuration). Let Pcf = (label, N, r, order,
E, blockable, hideable) be a valid configurable control-flow perspective, and let
Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a control-flow configuration for Pcf , then Cf
is valid if and only if:
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• Eb ∩ Eb = ∅, i.e, an edge cannot be both blocked and not blocked;
• Eh ∩ Eh = ∅, i.e., an edge cannot be both hidden and not hidden;
• Eb ∩ Eh = ∅, i.e., an edge cannot be both blocked and hidden;
• rrep ∩ rrep = ∅, i.e., a replacement option cannot both be selected and
removed;
• ∀p ∈ NP : (E ∩ ({p} × N × N )) \ rrep 6= ∅, i.e., we cannot remove all
replacement options from a placeholder node;
• ∀(p, k, n), (p0 , k 0 , n0 ) ∈ rrep : (p = p0 ⇒ k = k 0 ∧ n = n0 ), i.e., a placeholder
node can have at most one selected replacement.
A control-flow configuration is total if we have set an option for each configuration point. Note that this notion of totality of a configuration implies our
earlier notion of a total configuration, i.e., in this definition of a total configuration, we know there will not be any configuration points remaining in the
configured process model. However, it might be the case that a non-total configuration results in a configured process model without any configuration points
remaining.
Definition 3.10 (Total control-flow configuration). A valid control-flow configuration Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) is total for a valid configurable controlflow perspective Pcf = (label, N, r, order, E, blockable, hideable) if and only if:
• (Eb ∪ Eb ) = blockable
• (Eh ∪ Eh ) = hideable
• (rrep ∪ rrep ) = E ∩ (NP × N × N )
If a configuration is not total, then we consider this partial.

3.3.2

Combining the different perspectives

A configuration for a process tree is a combination of configurations for the individual perspectives. In [162], the definitions are presented of the configurations
for the other perspectives.
Definition 3.11 (Process tree Configuration). Let P T = (Pcf , Pcd , Pco , P TInd ,
P TDep , PInd , PDep ) be a process tree, then a configuration for P T is a 5-tuple
C = (Cf , Cd , Co , Cpt , Cp ) where:
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• Cf is a control-flow configuration for Pcf ;
• Cd is a data configuration for Pcd ;
• Co is a resource configuration for Pco ;
• Cpt is a properties configuration for P TInd ;
• Cp is a properties configuration for PInd .
A process tree configuration is valid if and only if the configurations for the
perspectives are valid. The configuration for a process tree is total if and only
if we have total configurations for the perspectives and properties. In case one
of the configurations for a perspective is partial, then the configuration for the
process tree is partial.

3.4

Instantiation

Having our process tree with its configurable perspectives together with the
configurations for these perspectives in place, we can define how a configuration
is applied to a process tree. We use ⊕ as the application of a configuration,
i.e., C ⊕ P T is the application of configuration C to process tree P T . Within
this section, we focus primarily on the control-flow perspective as blocking and
substitution are non-local whilst all other configuration options in the other
perspectives are local, i.e., they entail removal of values.

3.4.1

Control-flow perspective

Within the control-flow perspective, we decompose the instantiation with respect to the three configuration options: substitute, hide, and block. The reason behind this is two-fold. Firstly, it eases formalisation. Secondly, due to the
non-locality of blocking, hidden edges can become blocked. By decomposing,
we define and ordering between the configuration options. Note that earlier
we stated that it is not allowed for an edge to be blocked and hidden within
a configuration. This is due to the fact that the configuration is made by the
user. As such, both blocking and hiding the same is edge can be seen as equally
important. If a hidden edge gets blocked due to blocking’s non-local nature,
then one can see this as less important since the user did not explicitly state
this. Therefore, we first perform hiding and thereafter blocking. The choice to
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first perform the substitution and thereafter hiding is arbitrary. One could also
have inverted these.
As mentioned earlier, there might be disconnected parts in the process tree
after applying a configuration. These disconnected parts can occur after the
application of each configuration option. We will only remove these disconnected
parts after having applied all configuration options. This has no effect on the
end result because once a part is disconnected it can never be reconnected.
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Figure 3.18: Example showing the need of the transitive closure of the selected
substitutions on the left. On the right, the instantiation with substitution. The
dashed arrows are possible replacements, the dotted-dashed arrows are selected
replacements (e, e0 , e00 ), the dotted arrows are the actual replacements. The
k1 , . . . , k6 are the identifiers of the edges.
For substitution, take Fig. 3.18 (lefthand side) as our example of the nonlocal effect of substitution. Here, n0 is selected as a replacement option for n.
However, n0 is replaced by n00 , and n00 is replaced by the subprocess under the
node n000 . We would like to deduce the actual replacements of a placeholder
node. The actual replacement of a placeholder node is in essence the transitive
closure of the replacements, e.g., in Fig. 3.18, the actual replacement of n is n000 .
Definition 3.12 (Actual replacement placeholder nodes). Let Pcf = (label, N,
r, order, E, blockable, hideable) be a valid configurable control-flow perspective,
and let Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a valid configuration for Pcf , then the
actual replacements of each placeholder node is defined as repl ∈ NP 9 N and
is defined for every p ∈ NP for which a replacement option has been selected,
i.e., dom(repl) = {p | p ∈ NP ∧ ∃(m, k) ∈ order(p) : (p, k, m) ∈ rrep }. Note that
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due to the validity of the configuration, we have at most one selected replacement
for a placeholder node p, i.e., (p, k, n) ∈ rrep is unique:


n
if n ∈ (N \ NP ) ∧ ∃k ∈ N : (p, k, n) ∈ rrep





n
if n ∈ NP ∧ ∃k ∈ N : (p, k, n) ∈ rrep ∧

repl(p) =
¬∃k ∈ N, n0 ∈ N : (n, k, n0 ) ∈ rrep



repl(n) if n ∈ NP ∧ ∃k ∈ N : (p, k, n) ∈ rrep ∧




∃k ∈ N, n0 ∈ N : (n, k, n0 ) ∈ rrep

The first line in Def. 3.12 denotes those cases where the actual replacement
is a non-placeholder node. The second line denotes those cases where the actual
replacement is a placeholder for which no replacement has been selected. The
third and final line denotes those cases where the actual replacement is the actual
replacement of another placeholder node. This happens when the replacement
is a placeholder node which is replaced.
Combining the aforementioned gives us the instantiation of the control-flow
perspective only considering the placeholder nodes. The application of a configuration only considering placeholder nodes is denoted by: ⊕placeholder .

Definition 3.13 (Instantiation Control-Flow Perspective Placeholder nodes).
Let Pcf = (label, N, r, order, E, blockable, hideable) be a valid configurable controlflow perspective, let Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a valid configuration
for Pcf , and let repl ∈ NP 9 N be the actual replacement of the placeholder
0
nodes, then Cf ⊕placeholder Pcf yields Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 ,
0
hideable ) such that:
• N 0 is partitioned into the sets:
– NT0 = NT , i.e., the task nodes to not change;
– NB0 is partitioned into the sets:
∗
∗
∗
∗
∗
∗
∗
∗

0
Nseq
= Nseq , i.e., the seq blocks do not change;
0
Nxor = Nxor , i.e., the xor blocks do not change;
0
Nand
= Nand , i.e., the and blocks do not change;
0
Nor = Nor , i.e., the or blocks do not change;
0
Ndef
= Ndef , i.e., the def blocks do not change;
0
Nloopxor = Nloopxor , i.e., the loopxor blocks do not change;
0
Nloopdef
= Nloopdef , i.e., the loopdef blocks do not change;
0
Nevent = Nevent , i.e., the event blocks do not change;
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∗ NP0 = NP \ dom(repl), i.e., we remove all the placeholder nodes
for which we have selected a replacement.
• label0 = label;
(
repl(r) if r ∈ dom(repl)
0
, i.e., if the root node was replaced, we
• r =
r
otherwise
take the replacement, else the root is kept;
• Let Z be a function NB0 → (N 0 × N)+


hi
Z(n) =
+
+
h(repl(m), k)i
1≤i≤|order(n)| 

horder(n)i i

such that:
if (n, k, m) ∈ rrep for order(n)i = (m, k)
if order(n)i = (m, k) ∧ m ∈ dom(repl)
otherwise

• order0 = {(n, Z(n)) | n ∈ NB0 }, i.e., for each child of block n, we check if it
is removed as replacement option, replaced, or neither and act accordingly;

• E 0 = {(n, k, m) | n ∈ NB0 ∧ (m, k) ∈ order0 (n)}, i.e., the edges are deduced
from order0 ;
• blockable0 = E 0 ∩ (blockable ∪ {(n, k, repl(p)) | (n, k, p) ∈ blockable ∧ p ∈
dom(repl)}), we only keep configuration options which are on outgoing
edges of the nodes remaining;
• hideable0 = E 0 ∩ (hideable ∪ {(n, k, repl(p)) | (n, k, p) ∈ hideable ∧ p ∈
dom(repl)}), we only keep configuration options which are on outgoing
edges of the nodes remaining.
The instantiation of the control-flow perspective with edges which are (not)
hidden is straightforward as this is local. The main element here is the addition
of an automatic task (Nτ ) which serves as the substitute for hidden parts.
Take for instance Fig. 3.19, here both E and C are hidden. This means that
by applying the configuration both are replaced by the new automatic task
Nτ . The application of a configuration only considering hiding is denoted by:
⊕hiding .
Definition 3.14 (Instantiation Control-Flow Perspective Hiding). Let Pcf =
(label, N, r, order, E, blockable, hideable) be a valid configurable control-flow perspective, let Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a valid configuration for Pcf , and
0
let Nτ be a fresh automatic task, then Cf ⊕hiding Pcf yields Pcf
= (label0 , N 0 ,
0
0
0
0
0
r , order , E , blockable , hideable ) such that:
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A

A

B

B
C

D

E

Nτ
D

E

Figure 3.19: Example instantiation with hiding and the introduction of an automatic task Nτ
.
• N 0 is partitioned into the following sets:
– NT0 is partitioned into the following sets:
0
∗ NM
= NM , i.e., the manual tasks do not change;
0
∗ NA = NA ∪ {Nτ }, i.e., we add the automatic task to the set of
automatic tasks;

– NB0 = NB , i.e., the blocks do not change;
• label0 is defined such that dom(label0 ) = NT0 furthermore label0 (n) =
label(n) for all n ∈ NT and label0 (Nτ ) = τ ;
• r0 = r, the root does not change;
• Let Z be a function NB0 → (N 0 × N)+ such that:
(
h(Nτ , k)i
if (n, k, m) ∈ Eh for order(n)i = (m, k)
Z(n) =
+
+
1≤i≤|order(n)| horder(n)i i otherwise
• order0 = {(n, Z(n)) | n ∈ NB0 }, for each child of node n we check if it is
hidden or not. If it is not hidden we include it, else we include the earlier
added automatic task;
• E = {(n, k, m) | n ∈ NB0 ∧ (m, k) ∈ order0 (n)}, the edges are deduced from
order0 ;
• blockable0 = blockable \ Eh , the configuration options are updated;
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(2)

(6)

(3)

(6)

(4)

(7)

,

(5)

(6)

(5)

(6)

(7)

,
Figure 3.20: The different possibilities of edges and nodes being blocked and
how this is propagated through the process tree with the respective number in
Def. 3.15. The configuration choices on the edges not annotated with blocking
is transferred from left to right, i.e., blocking does not disappear. Furthermore,
for Rule 7, we store that the loop needs to be replaced by a sequence. It remains
following the rules for the loop, e.g., if the third child is blocked, then Rule 6 is
activated. Technically, nodes cannot be blocked but this gives a more intuitive
formalisation.
• hideable0 = (hideable \ Eh ) \ Eh , the configuration options are updated;
Blocking requires most bookkeeping as this has non-local effects which need
to be taken care of. First, we compute the transitive closure of blocking, this
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results in a set of blocked nodes, blocked edges, and a set of loop nodes which we
need to replace by sequences in case only the redo child is blocked. In Fig. 3.20,
we have depicted how blocking is propagated through the process tree with the
numbers from Def. 3.15. Technically, nodes cannot be blocked but this gives a
more intuitive formalisation. Note that Rule 7 is special as the replacement of a
loop node by a seq node is done after having computed the transitive closure
since the replacement needs to happen on the process tree itself. Therefore,
we have indicated that we store a tuple with the loop node and a fresh seq
node. The node remains behaving as if it is a loop node, i.e., if the third child is
blocked, then Rule 6 is activated. From Fig. 3.20, it is easy to see that blocking
is only added to edges and nodes. As a result, we can apply the rules in any
order and the end result will not change.
Definition 3.15 (Transitive Closure Blocking). Let Pcf = (label, N, r, order, E,
blockable, hideable) be a valid configurable control-flow perspective, and let Cf =
(Eb , Eb , Eh , Eh , rrep , rrep ) be a valid configuration for Pcf , then the transitive
closure of blocked nodes, blocked edges, and the loop blocks which have to be
substituted by seq blocks, denoted with N Eb , E Eb , and N loop respectively, are
the smallest sets X, Y , and Z respectively such that:
1. Eb ⊆ Y , all blocked edges are in Y ;
2. ∀n ∈ N : (∀(m, k, n) ∈ E : (m, k, n) ∈ Y ) ⇒ n ∈ X, i.e., if all incoming
edges of n are blocked, then n is also blocked;
3. ∀n ∈ N : (∀(n, k, m) ∈ E : (n, k, m) ∈ Y ) ⇒ n ∈ X, i.e., if all outgoing
edges of n are blocked, then n is also blocked;
4. n ∈ X ⇒ (({n} × N × N ) ∩ E) ⊆ Y ∧ ((N × N × {n}) ∩ E) ⊆ Y , i.e., if a
node is blocked, then all incoming and outgoing edges are blocked;
5. (n, k, m) ∈ Y ∧ n ∈ (Nseq ∪ Nand ) ⇒ n ∈ X, i.e., if an outgoing edge of a
seq or and block is blocked, then the node is blocked;
6. (n, k, m) ∈ Y ∧ n ∈ Nloopxor ∪ Nloopdef ∧ order(n)2 6= (m, k) ⇒ n ∈ X,
i.e., if the do or exit child is blocked, then the loop is blocked;
7. (n, k, m) ∈ Y ∧n ∈ Nloopxor ∪Nloopdef ∧order(n)2 = (m, k) ⇒ (n, n0 ) ∈ Z
where n0 is a fresh seq block such that order(n0 ) = order(n), i.e., if the
redo is blocked, then the loop will be substituted by a sequence.
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The instantiation of a configurable control-flow perspective with only the
transitively closed blocked nodes and edges is defined as follows. As mentioned,
if the root node is blocked, then we substitute this with an automatic task.
Note that for the loop nodes replaced by a sequence node, we assume that the
children of the loop node are transferred, i.e., the children of the sequence are
the same as the ones for the loop node. Similar to applying the configuration for
the placeholder nodes and hiding, we denote the application of the configuration
taking only blocking into account by: ⊕blocking .
Definition 3.16 (Instantiation Control-Flow Perspective Blocking). Let Pcf =
(label, N, r, order, E, blockable, hideable) be a valid configurable control-flow perspective, let Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a valid configuration for Pcf , let
Nτ be a fresh automatic task, and let N Eb , E Eb , and N loop be the transitive
closures of the blocked nodes, blocked edges and the loop blocks which have to
0
= (label0 , N 0 , r0 , order0 ,
be substituted by seq, then Cf ⊕blocking Pcf yields Pcf
0
0
0
E , blockable , hideable ) such that:
• N 0 is partitioned into the sets:
– NT0 is partitioned into the following sets:
0
= NM \ N Eb , i.e., all blocked manual tasks are removed;
∗ NM
∗ NA0 = (NA \ N Eb ) ∪ {Nτ }, i.e., all blocked automatic tasks are
removed and we add Nτ in case the root node is blocked;

– NB0 is partitioned into the sets:
0
= (Nseq ∪{n0 | (n, n0 ) ∈ N loop })\N Eb , i.e., we add the seq
∗ Nseq
blocks which act as a replacement for the loops and all blocked
seq blocks are removed;
0
∗ Nxor
= Nxor \ N Eb , i.e., all blocked xor blocks are removed;
0
∗ Nand = Nand \ N Eb , i.e., all blocked and blocks are removed;
0
∗ Nor
= Nor \ N Eb , i.e., all blocked or blocks are removed;
0
∗ Ndef = Ndef \ N Eb , i.e., all blocked def blocks are removed;
0
∗ Nloopxor
= (Nloopxor \ N Eb ) \ {n | (n, n0 ) ∈ N loop }, i.e., all
blocked loopxor blocks are removed as well as those replaced by
a seq;
0
∗ Nloopdef
= (Nloopdef \ N Eb ) \ {n | (n, n0 ) ∈ N loop }, i.e., all
blocked loopdef blocks are removed as well as those replaced by
a seq;
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0
∗ Nevent
= Nevent \ N Eb , i.e., all blocked event blocks are removed;
∗ NP0 = NP \ N Eb , i.e., all blocked placeholder nodes are removed.

• label0 is defined such that dom(label0 ) = NT0 furthermore label0 (n) =
label(n) for all n ∈ NT and label0 (Nτ ) = τ ;
(
r
if r 6∈ N Eb
, i.e., if the root is not blocked we keep it, else it
• r0 =
Nτ otherwise
becomes an automatic task;
• Let Z be a function NB0 → (N 0 × N)+ such that:
(
hi
if (n, k, m) ∈ E Eb for order(n)i = (m, k)
Z(n) =
+
+
1≤i≤|order(n)| horder(n)i i otherwise
• order0 = {(n, Z(n)) | n ∈ NB0 }, for each child of node n we check if it is
blocked or not. If it is not blocked, we include it;
• E 0 = {(n, k, m) | n ∈ NB0 ∧ (m, k) ∈ order0 (n)}, the edges are deduced
from order0 ;


• blockable0 = blockable \ E Eb \ Eb ∪ {(n, k, m) | (l, k, m) ∈ blockable ∧
(l, n) ∈ N loop }, all configuration options are updated;

• hideable = hideable \ E Eb ∪ {(n, k, m) | (l, k, m) ∈ hideable ∧ (l, n) ∈
N loop }, all configuration options are updated.
Having our instantiation for placeholder nodes, hidden edges and blocked
edges in place, we might have disconnected parts in our process tree. This is
not allowed. Therefore, we first define the transitive closure of edges reachable
from the root node of a process tree. Afterwards, we define the disconnected
parts in a process tree.
Definition 3.17 (Transitive Closure Edges). Let Pcf = (label, N, r, order, E,
blockable, hideable) be a valid configurable control-flow perspective, then the
transitive closure of the edges reachable from the root, denoted by E + , is the
smallest set X such that:
• (({r} × N × N ) ∩ E) ⊆ X, all outgoing edges of the root are reachable from
the root;
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• (n, k, m) ∈ X ⇒ (({m} × N × N ) ∩ E) ⊆ X, if an edge to node m is
reachable, then all outgoing edges of m are reachable.
The disconnected parts are defined as follows:
Definition 3.18 (Disconnected Parts). Let Pcf = (label, N, r, order, E, blockable,
hideable) be a valid configurable control-flow perspective, let Cf = (Eb , Eb , Eh ,
Eh , rrep , rrep ) be a valid configuration for Pcf , let E + be the transitive closure of
the edges reachable from the root, then the set of disconnected nodes and edges,
denoted with N , and E, are:
• E = (E \ E + ), all edges except for the reachable edges are disconnected;
• N = {n | n ∈ N ∧ (((N × N × {n}) ∩ E) ⊆ E)}, if all incoming edges of n
are disconnected, then n is disconnected.
Combining the aforementioned, we can now define the instantiation of a
configurable control-flow perspective with a configuration without disconnected
parts. Note that technically after each application of ⊕, we do not need to have
a valid control-flow perspective due to disconnected parts. We could remove all
disconnected parts after each application of ⊕ but as mentioned the end-result
would not change.
Definition 3.19 (Instantiation Control-Flow Perspective without remaining
Disconnected Parts). Let Pcf = (label, N, r, order, E, blockable, hideable) be a
valid configurable control-flow perspective, and let Cf = (Eb , Eb , Eh , Eh , rrep ,
00
rrep ) be a valid configuration for Pcf , then Cf ⊕ Pcf yields Pcf
= (label00 , N 00 ,
00
00
00
00
00
00
0
r , order , E , blockable , hideable ), where Pcf is obtained from Pcf
= (label0 ,
0 0
0
0
0
0
N , r , order , E , blockable , hideable ) =
(Cf ⊕blocking (Cf ⊕hiding (Cf ⊕placeholder Pcf ))) as follows:
0
• Let N 0 and E 0 be the disconnected parts in Pcf
cf. Def. 3.18;

• N 00 is partitioned into the sets:
– NT00 = (NT0 \ N 0 ), i.e., we only keep the connected parts;

– NB00 = (NB0 \ N 0 ), i.e., we only keep the connected parts;

• label00 is defined such that dom(label00 ) = NT00 furthermore label00 (n) =
label0 (n) for all n ∈ NT0
• r00 = r0 , i.e., the root does not change;
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• order00 = {(n, order0 (n)) | n ∈ NB00 }, i.e., for connected node n we include
all children.
• E 00 = {(n, k, m) | n ∈ NB00 ∧(m, k) ∈ order00 (n)}, i.e., the edges are deduced
from order00 ;
• blockable00 = blockable0 \ E 0 , i.e., the blockable option is removed from
disconnected edges;
• hideable00 = hideable0 \ E 0 , i.e., the hideable option is removed from disconnected edges;
Next we show that our instantiation results in a valid (configurable) controlflow perspective.
Observation 3.20 (Def. 3.19 yields a valid (configurable) control-flow perspective). Let Pcf = (label, N, r, order, E, blockable, hideable) be a valid configurable
control-flow perspective, let Cf = (Eb , Eb , Eh , Eh , rrep , rrep ) be a valid config0
uration for Pcf , then Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) =
Cf ⊕ Pcf is a valid (configurable) control-flow perspective.
We show this based on the requirements of the validity of the control-flow
perspective. This means we have to show that (a) every block has at-least 1
child, (b) loops have exactly 3 children, (c) events have exactly 1 child, and
(d) every natural on the edges is unique. For (d), we have that whenever an
edge is added it has a fresh natural and hence adhered to. As hiding does not
change the amount of children, this does not invalidate any of the requirements.
Furthermore, substitution does not change the amount of children. This means
we only need to focus on blocking. Clause (a) is guaranteed by (3) in Def. 3.15.
From this, also clause (c) is guaranteed, i.e., if all children are blocked and thus
will be removed, the block itself is blocked and will be removed. (6) and (7) in
Def. 3.15 guarantee that every loop has exactly 3 children, i.e., if it has less, it
is either blocked (and thus removed) or transformed into a seq block.
By having that hiding, blocking, and substitution do not invalidate the va0
lidity of the control-flow perspective, we can conclude that Pcf
is a valid (configurable) control-flow perspective.

3.4.2

Combining the different perspectives

For the instantiation of a process tree with a configuration, we instantiate the
various perspectives.
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Definition 3.21 (Instantiation process tree). Let P T = (Pcf , Pcd , Pco , P TInd ,
P TDep , PInd , PDep ) be a process tree, and let C = (Cf , Cd , Co , Cpt , Cp ) be a valid
0
0
0
0
0
, Pcd
, Pco
, PInd
, PDep
) such that:
configuration, then C ⊕ P T yields P T 0 = (Pcf
0
• Pcf
= Cf ⊕ Pcf
0
• Pcd
= Cd ⊕ Pcd
0
= Co ⊕ Pco
• Pco
0
• P TInd
= Cpt ⊕ P TInd
0
= P TDep
• P TDep
0
• PInd
= Cp ⊕ PInd
0
• PDep
= PDep

If one of the configurations is total, then the result is a non-configurable
perspective/property. Note that the dependent properties in general only make
sense if the process tree does not contain any configurability.

3.5

Conclusion

Within this chapter, we have addressed the first challenge: How to represent
configurable process models such that every total configuration gives a validly
configured process model? We have met this challenge by introducing process
trees a block-structured process modelling language. By having this blockstructure, soundness is always guaranteed. Next to presenting the formalism,
we also have defined the configurability. Furthermore, we have shown how a
process tree can be configured.
Having our configurable process modelling formalism in place, we can use it
to meet our other challenges in the next chapters.
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Having our process trees in place, we can now embark on our second challenge:
How to combine multiple (configurable) process models into a single configurable
process model such that (a) every total configuration gives a valid configured
process model and (b) the original process models can still be obtained?
Within this chapter, we merge the process trees based on the control-flow
perspective. This due to the fact that this is most involving, i.e., for the variables, expressions, and resources, one can take the union of the individual models
and select the desired parts during configuration. Furthermore, the resources
and data are more organisation specific than the steps required to execute the
process model.
We first informally introduce our merge in the introduction. Afterwards, we
touch upon related work. Thereafter, we show the formalisations underlying this
merge together with its implementation. After presenting the implementation,
we compare our approach with the state-of-the-art. Next to this, we have applied
our merge on the process models from the 10 municipalities within the CoSeLoG
project. Finally, we present our conclusions and future work.

4.1

Introduction

For explaining the merge, we use Fig. 4.1, and Fig. 4.2 as example process trees.
We want to combine these process trees into a configurable process tree. Next to
this, we want to merge these in such a way that the original process trees can be
reproduced by configuring the configurable process tree. The simplest of merges
adhering to both requirements would simply put a placeholder node between
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both as depicted in Fig. 4.3. Although not wrong, one would like that similar
parts are placed onto each other as in Fig. 4.4. This to reduce the duplication
of similar subprocesses.

Fill in
e-form

Produce
excerpt
and sign

Archive

Send
excerpt

Ask
customer
to pay

Payment
not
received

Receive
payment

Figure 4.1: Example process tree for explaining our merging technique.

Fill in
e-form

Produce
excerpt
and sign

Archive

Send
excerpt

Figure 4.2: Another example process tree for explaining our merging technique.
In order to achieve that as many parts as possible are shared, we first construct a one-to-one mapping between equivalent nodes in both process trees.
Second, using this mapping, we combine nodes deemed equivalent into a single
node in the resulting process tree. For the nodes where no equivalent node could
be found, configuration options are added to be able to configure these nodes
from the process tree. Taking our models from Fig. 4.1 and Fig. 4.2, a mapping
could be the one depicted in Fig. 4.5.
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excerpt
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Fill in
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Produce
excerpt
and sign

Send
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Payment
not
received

Figure 4.3: The simplest of merging techniques by just placing a placeholder
node between the original process trees.
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not
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Figure 4.4: A more sophisticated merging of the process trees from Fig. 4.1 and
Fig. 4.2.
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Payment
not
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Receive
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Figure 4.5: A possible mapping between the nodes in the process tree from
Fig. 4.1 and the nodes from the process tree in Fig. 4.2.

The equivalence notion considered in this thesis is structural similarity. This
means that we consider a sequence of sequences unequal to a single sequence
even if the subprocesses are the same. We have chosen this notion of equivalence
as we are starting from process models designed by an expert modeller. We
assume this modeller has had good reasons why the process models are the
way they are. For instance, it could be a logical subdivision of subprocesses
based on the phases of the process, or a subdivision based on the organisational
units. Note that by preprocessing the input process trees, a weaker notion of
equivalence can be achieved within the merge. For instance, by normalising the
branching bisimilar parts of the process tree such that branching bisimilar parts
are structurally the same, the mapping will relate branching bisimilar parts and
hence the merge will combine branching bisimilar parts.

A

B

A

B

Figure 4.6: Motivating example why edges are included in the mapping. Would
this not be the case, then in the merge of both process trees, one would not
know which edge between the seq block and A should be configurable.
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Our process trees do not need to be trees. Take for instance the process trees
in Fig. 4.6. Simply mapping tasks A onto each other is not sufficient information
for the merge, i.e., it is unclear if the first occurrence of A has been mapped
or the second. As a result, the merge does not know which edge should be
made configurable. Therefore, we need to take the edges of the process tree into
account within our mapping.
n0

n

m1

m2

m01

mk

n0

n

m0l

m1

m2

m01

m3

(a)

m02

n = loopxor or
n = loopdef

m03

(b)
ancestor
m

n0

n

m1

m2

m01

mk

n0

n

m0l

m0 descendant
(c)

(d)
y

x

m

n0

n
(e)

x 6= y

m0
(f )

Figure 4.7: Rules for mapping two blocks. Both (a) and (b) allow one to
propagate a mapping as long as it adheres to the requirements depicted in (c),
(d), (e), and (f).
As mentioned, we are considering structural similarity. This means that we
want to merge structurally similar parts. To achieve this, we start our mapping
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from the tasks. If two tasks have the same label, then these are considered
equivalent. After the tasks have been mapped (or in general if some nodes have
been mapped), we can extend this mapping upwards in case some children of
a block have been mapped on some children of another block (indicated by the
bold dashed line in Fig. 4.7a). We can only map two loops if all their children
are mapped and the order is maintained (Fig.4.7b). We require that all the
children of a loop are mapped since unmapped children will be added and made
configurable in the merge. As a result, without this requirement, we would get
loops with more than 3 children after the merge.
These general patterns (Fig. 4.7a and Fig. 4.7b) are subject to some restrictions, i.e., we can only apply those patterns if none of the restrictions hold.
The first restriction is that two parents (i.e., blocks) can be mapped if they
have at least one mapped child in common (Fig. 4.7c). Furthermore, as second
restriction, two parents need to be of the same type, e.g., only ANDs can be
mapped onto each other (Fig. 4.7f). Next to this, some blocks pose semantics
on the ordering of their children, e.g., the sequence. In order to ensure that in
the merge this ordering is not lost, our third restriction is that we cannot map
two parents if this would not maintain the ordering of the children (Fig. 4.7e)∗ .
Finally, one restriction not yet touched upon is Fig. 4.7d. This restriction is
specifically to ensure that merging two process trees results in a DAG, i.e., we
do not allow the introduction of cycles.
Having constructed the mapping, we can combine both process trees into a
single process tree. This happens by combining pairs of mapped nodes into a
single new node. Afterwards, we combine the outgoing edges. This happens by
either combining two edges into a new edge (in case they are included in the
mapping), or by adding a configuration option to the edge such that it can be
configured.
Taking our earlier mapping (Fig. 4.5), the seq blocks at the root are combined into a single seq block. As all children are mapped along each edge, no
configurability is added. Taking the and block, we can see that the seq block is
not mapped and hence configurability has to be added to the edge between the
and block and seq block. This results in the process tree as depicted in Fig. 4.4
where the edge between the and block and seq block has been made hideable.
Within the merge, all unmapped outgoing edges of xor, or, and def blocks are
∗ As we are merging the control-flow perspective, the order of children of the xor and
or is of no importance. This relaxation with respect to the ordering can also be achieved
with the data perspective by explicitly encoding the negation of the expressions preceding
the evaluation of an expression within the expression itself. As a result, similarity is still
maintained even when considering the data perspective.
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made blockable, and unmapped outgoing edges of seq and and blocks are made
hideable. This to ensure that the process trees used in the merge are configured
process trees of the resulting process tree after the merge.

4.2

Related work

As already mentioned in Ch. 1, various approaches have been developed for
merging process models into a configurable process model. The key feature on
which we compare the merging techniques is whether every possible configuration yields a sound configured process model. Next to this, the original process
models have to be configured process models of the configurable process model
(often called reversibility [103]). Finally, there has to be an implementation
supporting the technique.
In [57], a merging technique is presented for C-EPCs. Within the paper,
the union of the events, functions, connectors, and edges is taken to obtain the
merged EPC. If an event is the start event or the end event in one process model
and it occurs as a non-start/non-end event in another process model, then it is
duplicated to ensure said event remains the start/end event in the merge process
model. After combining the elements of the EPC, it might be that events and
functions have multiple incoming or outgoing edges (not allowed). To counter
this, configurable XOR joins and splits are introduced. Finally, a reduction step
is performed to group connected connectors into a single configurable connector (often an OR connector). The merge technique does not guarantee that
every configured process model is sound (Soundness −). The approach does
maintain reversibility (Reversibility +). Finally, the approach has been implemented, but there is no reference to where the implementation can be obtained
(Implementation ±).
The work in [75] also focusses on the creation of C-EPCs. For this, the
technique reduces the input EPCs to their function graphs. The function graph
of an EPC is a graph where the nodes are the functions and on the edges the
relations on the incoming/outgoing edges of a function are defined, e.g., XOR
or AND. These function graphs are merged into a single function graph. Afterwards, the function graphs are transformed back to a C-EPC. The soundness
is achieved after some post-processing (Soundness +). The approach claims
reversibility. However, the reversibility is based on the behaviour. Take for
instance the EPC on the left of Fig. 4.8. If we use the approach by [75] and
transform it to its function graph, we obtain the function graph in the middle.
If we then transform this function graph back to an EPC, we obtain the EPC
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Figure 4.8: We can transform the EPC on the left to its function graph using [75]. By transforming function graph back to an EPC, we obtain the EPC
on the right.We maintain reversibility with respect to the behaviour, i.e., all the
behaviour in the left EPC is also in the right EPC, but we do not maintain the
structures, i.e., an OR is introduced.

on the right of Fig. 4.8. As one can see, all the behaviour in the left EPC is also
in the right EPC but we do not maintain the same structure, i.e., the AND and
XOR are combined into a single OR (Reversibility ±). Finally, the approach
has been implemented and is part of ProM 5.2 (Implementation +).
In [103], an approach is presented to merge business process models. Within
the paper, an abstraction is made from the used process model by means of
a Business Process Graph. This Business Process Graph consists of edges and
nodes. Nodes consist of an identifier, label, and a type, e.g., event, or connector.
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By having the Business Process Graph, the approach becomes process model
language independent. Between two business graphs, a mapping between pairs
of nodes is constructed based on their similarity. Afterwards, in short, mapped
nodes are combined, and some post-processing is performed on the connectors. The presented approach does not guarantee soundness (Soundness −).
The approach maintains reversibility (Reversibility +). This is amongst others
achieved by annotating tasks in case the labels of two merge tasks were not the
same. Finally, this merge has been implemented in the Synergia toolset [104]
and within APROMORE [106] which are both obtainable (Implementation +).
All of the approaches are summarised in Table 4.1.
Table 4.1: Comparison of the various merging techniques. Note that the soundness property of [75] is after some postprocessing.
Approach
[57]
[75]
[103]

Soundness
+
-

Reversibility
+
±
+

Implementation
±
+
+

Next to the aforementioned approaches, various approaches exist to combine fragments of various process models into a single non-configurable process
model. A process fragment is only a part of a process model. In [182], an approach is presented to combine a collection of process fragments. The goal of
this approach is to foster the reuse of fragments during the design of a business
process model. In order to achieve this, there is a collection of fragments and
each fragment is tailored towards part of the overall process, e.g., there might
be multiple fragments for handling payments. The idea is that the design of
a business process model happens by selecting the fragments having desired
functionality for the overall process.
In [40], a merge technique is presented to encode changes to the configurable
process model in the configured process models. The configurable process model
is a template from which a customisation is deduced. Upon changing the template, e.g., due to regulation changes, the new template is merged with the
original customised process model. By doing so, the changes to the original
template are encoded in the customised process model.
The approach presented in [113] takes a set of process models (variants) and
combines these into a reference model. This reference model is not the union
of the process models. Instead, it is a process model with minimal distance
to all input process models. Distance is defined in terms of the number of
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insertions, deletions, and moving tasks within the process model. Within the
paper, the focus is on block-structured process models with AND, XOR, and
LOOP constructs.
Within [122], an approach is presented to merge the different views of an
EPC. These views stem from the fact that people only execute a limited amount
of tasks within a process model. Hence they can only “see” a limited part of
the process model. The integration of the views happens by having a mapping
between elements of both EPCs, combine these, and some post-processing. The
approach is mainly to obtain an overall view of the EPC. As such it does not
yield a configurable process model.
The last approach for obtaining a process model is presented in [170]. The
paper uses block-structured process models to merge disjoint process fragments.
For this, merge points are detected which are points in the process models where
two fragments will be merged. After merging two fragments, a simplification
step is performed. The presented approach is semi-automatic as finding the
merge points as well as resolving possible conflicts are not automated.
As one can see, none of the approaches offer what we are looking for, i.e.,
soundness, reversibility, and an implementation. Furthermore, as we will see in
the evaluation, the considered approaches ( [75] and [103]) create complex models with respect to the Control-Flow Complexity metric [43]. We now present
our merging technique in more detail. We first present the creation of the mapping. Whereafter, the merge is presented. Recall that our merge is in the
control-flow perspective.

4.3

Creating the mapping

The first step of our merge is creating the mapping between nodes and edges of
two process trees. For this, we first define a mapping. Afterwards, we define a
notion of a valid mapping. We need this valid mapping to ensure that (a) the
result of our merge is a valid process tree and (b) we maintain reversibility.
Definition 4.1 (Mapping). Let Pcf = (label, N, r, order, E, blockable, hideable)
0
and Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees, then a mapping PTMap is
0
0
0
defined as: P T M ap ⊆ (NM ×NM
)∪(NA ×NA0 )∪(Nseq ×Nseq
)∪(Nxor ×Nxor
)∪
0
0
0
0
(Nand ×Nand )∪(Nor ×Nor )∪(Ndef ×Ndef )∪(Nloopxor ×Nloopxor )∪(Nloopdef ×
0
0
Nloopdef
)∪(Nevent ×Nevent
)∪(NP ×NP0 )∪(E×E 0 ) such that PTMap is functional
and injective. Furthermore, if ((n, k, m), (n0 , k 0 , m0 )) ∈ (P T M ap∩(E×E 0 )) then
(n, n0 ) ∈ P T M ap and (m, m0 ) ∈ P T M ap.
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As not every node/edge has to be mapped, we use P T M ap−1 and P T M ap1
to query the PTMap. In case a particular node/edge is not mapped, these
functions become the identity function.
Definition 4.2 (P T M ap−1 , P T M ap1 ). Let Pcf = (label, N, r, order, E, blockable,
0
hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees, and let PTMap be a mapping between the nodes and edges, then for an n ∈ (N ∪ E) and n0 ∈ (N 0 ∪ E 0 ):
(
m0 if (n, m0 ) ∈ P T M ap
1
P T M ap (n) =
n
if ¬∃m0 : (n, m0 ) ∈ P T M ap
(
m if (m, n0 ) ∈ P T M ap
P T M ap−1 (n0 ) =
n0 if ¬∃m : (m, n0 ) ∈ P T M ap
Within the merge, mapped nodes and edges are placed on top of each other
and unmapped edges are made configurable in order to obtain the configurable
process tree. This process tree has to adhere to the requirements from Ch. 3.
Therefore, we pose restrictions on mapping two nodes and edges in order to
guarantee that merging two process trees using a particular mapping indeed
results in a valid process tree.
The most important restriction is that we maintain the DAG structure of
the process tree. This means that we cannot map nodes/edges which introduce
a cycle in the resulting process tree. Therefore, we cannot have that two nodes n
and n0 are mapped as well as an ancestor of n being mapped onto a descendant
of n0 (Fig. 4.7d). The set of ancestors of a node n is defined as follows (in essence
the backward transitive closure of the edges starting from n).
Definition 4.3 (Ancestor of a node). Let Pcf = (label, N, r, order, E, blockable,
0
hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees (P T , P T ’), let PTMap be
a mapping between the nodes and edges, let n ∈ N ∪ N 0 be a node, then the set
0
of ancestors of n, denoted by ancestorP T,P T 0 ,P T M ap ∈ (N ∪ N 0 ) → 2N ∪N , is
defined as the function that maps an n ∈ N ∪ N 0 onto the smallest set X such
that:
• ∀(n0 , k, n) ∈ (E ∪ E 0 ) : n0 ∈ X, all parents of node n are in X;
• ∀n0 ∈ (N ∪ N 0 ) : ((n, n0 ) ∈ P T M ap ∨ (n0 , n) ∈ P T M ap) ⇒ (∀(n00 , k,
n0 ) ∈ E ∪ E 0 : n00 ∈ X), also the ancestors of a node on which n is mapped
are in the set of ancestors of n;
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• ∀x ∈ X : ∀(n0 , k, x) ∈ (E ∪ E 0 ) : n0 ∈ X, all parents of nodes in X are
also in X;
• ∀x ∈ X, n0 ∈ (N ∪ N 0 ) : ((x, n0 ) ∈ P T M ap ∨ (n0 , x) ∈ P T M ap) ⇒ n0 ∈ X,
the node on which an ancestor is mapped is in the set of ancestors.
Now we can formalise if a mapping maintains the DAG structure.
Definition 4.4 (Mapping maintains the DAG structure). Let Pcf = (label, N, r,
0
order, E, blockable, hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 )
be the valid configurable control-flow perspectives of two process trees (P T , P T ’)
and let PTMap be a mapping between the nodes and edges, then the PTMap
maintains the DAG structure if:
∀n ∈ N : n 6∈ ancestorPT ,PT 0 ,PTMap (n)∧

∀n0 ∈ N 0 : n0 6∈ ancestorPT ,PT 0 ,PTMap (n0 )
In the construction of the mapping in Fig. 4.5, we started from the tasks and
mapped those tasks having the same label. In case multiple tasks exist with the
same label, a choice has to be made which tasks should be mapped on which
other tasks. Within the requirements on our mapping, we make the fact that
tasks can only be mapped if they have the same label explicit.
Definition 4.5 (Mapping does not map tasks with different labels). Let Pcf =
0
(label, N, r, order, E, blockable, hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 ,
0
hideable ) be the valid configurable control-flow perspectives of two process trees
and let PTMap be a mapping between the nodes and edges, then PTMap adheres
to the requirement that it does not map tasks with different labels if:
∀(n, n0 ) ∈ (P T M ap ∩ (NT × NT0 )) : label(n) = label0 (n0 )
For mapping two blocks, it only makes sense if they have at least one of their
children mapped onto each other. Blocks can be seen as subprocesses and merging two completely unrelated subprocesses is not very interesting. Therefore,
two blocks are only allowed to be mapped if one of the children of the former is
mapped onto one of the children of the latter.
Definition 4.6 (Mapping does not map blocks if none of their children are
0
mapped). Let Pcf = (label, N, r, order, E, blockable, hideable), Pcf
= (label0 ,
0 0
0
0
0
0
N , r , order , E , blockable , hideable ) be the valid configurable control-flow perspectives of two process trees, and let PTMap be a mapping between the nodes
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and edges, then PTMap adheres to the requirement that it does not map blocks
if none of their children are mapped if:
∀(n, n0 ) ∈ (P T M ap ∩ (NB × NB0 )) :

∃(m, k) ∈ order(n), (m0 , k 0 ) ∈ order0 (n0 ) :
((n, k, m), (n0 , k 0 , m0 )) ∈ P T M ap

Within our mapping, we have to maintain the order of the children of the
seq nodes. Next to this, also the order of the children of the loopxor and
loopdef nodes have to be maintained.
Definition 4.7 (Mapping maintains the order of seq, loopxor, loopdef
0
nodes). Let Pcf = (label, N, r, order, E, blockable, hideable), Pcf
= (label0 , N 0 ,
0
0
0
0
0
r , order , E , blockable , hideable ) be the valid configurable control-flow perspectives of two process trees, and let PTMap be a mapping between the nodes and
edges, then PTMap adheres to the requirement that it maintains the order of
the seq, loopxor, and loopdef nodes if:
0
0
∀(n, n0 ) ∈ (P T M ap ∩ ((Nseq × Nseq
) ∪ (Nloopxor × Nloopxor
)∪

0
(Nloopdef × Nloopdef
)), 1 ≤ i < i0 ≤ |order(n)|, 1 ≤ j < j 0 ≤ |order0 (n0 )| :

¬∃((n, k1 , m1 ), (n0 , k10 , m01 )), ((n, k2 , m2 ), (n0 , k20 , m02 )) ∈ (P T M ap ∩ (E × E 0 )) :
order(n)i = (m1 , k1 ) ∧ order(n)i0 = (m2 , k2 )∧

order0 (n0 )j = (m02 , k20 ) ∧ order0 (n0 )j 0 = (m01 , k10 )
The last requirement is to guarantee that the loopxor and loopdef block
do not get too many children after the merge, i.e., if one of the children of
a loop cannot be mapped, the merge would add the unmapped child with a
configuration option to the merged loop giving it four children. Note that by
requiring that at least one child has to be mapped in order to map a block, we
do not need to explicitly pose the constraint that all children are mapped on
the event blocks (the only other blocks with an upper bound on the number
of children).
Definition 4.8 (Mapping does not map loops if not all their children are
0
mapped). Let Pcf = (label, N, r, order, E, blockable, hideable), Pcf
= (label0 ,
0 0
0
0
0
0
N , r , order , E , blockable , hideable ) be the valid configurable control-flow perspectives of two process trees, and let PTMap be a mapping between the nodes
and edges, then PTMap adheres to the requirement that it does not map two
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loops if not all their children are mapped if:
0
0
∀(n, n0 ) ∈ P T M ap ∩ ((Nloopxor × Nloopxor
) ∪ (Nloopdef × Nloopdef
)) :

∀(m, k) ∈ order(n) : ∃(m0 , k 0 ) ∈ order0 (n0 ) :
((n, k, m), (n0 , k 0 , m0 )) ∈ P T M ap

Note that since loops have exactly three children and we have a one-to-one
mapping, it is sufficient to only check if all children of the first loop are mapped
to children of the second loop, i.e., we do not need to check if all children of the
second loop are mapped onto children of the first loop.
Using the aforementioned definitions, we can now define the notion of a valid
mapping. Note that the empty mapping is always valid (all requirements are
trivially met). Hence there always exists a valid mapping.
Definition 4.9 (Valid mapping). Let Pcf = (label, N, r, order, E, blockable,
0
hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees, and let PTMap be a mapping between the nodes and edges, then PTMap is valid if it adheres to the
following constraints:
• PTMap maintains the DAG structure (Def. 4.4);
• PTMap does not map tasks with different labels (Def. 4.5);
• PTMap does not map blocks if none of their children are mapped (Def. 4.6);
• PTMap maintains the order of seq, loopxor, and loopdef nodes
(Def. 4.7);
• PTMap does not map loops if not all their children are mapped (Def. 4.8).
Given two process trees, there might be many different valid mappings
possible. Some of these mappings might be maximal, i.e., no more mapped
nodes/edges can be added without violating the validity of the mapping, and
some might not be maximal. Ideally, the valid mapping is maximal to maximise
the number of nodes and edges being merged.
Having characterised our mapping, we can now use this to combine two
process trees into a single configurable process tree.
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4.4

Combining two process trees

Having a valid mapping, we can combine two process trees based on this mapping. In essence, we just merge mapped nodes and edges into a single node/edge.
The unmapped nodes and edges are made configurable if necessary. For seq
blocks one needs to pay special attention to maintain the order of the children.
For simplicity, we assume that the identifiers on the edges, i.e., k, k 0 , etc., of
both process trees are unique.
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Figure 4.9: Given two non-sequence blocks n and n0 , and a PTMap (dashed
lines), we combine the children of n and n0 as depicted. The bold edges will be
made configurable later.
Combining two non-sequence blocks, say n and n0 , entails combining the
children of two blocks (Fig. 4.9). First, we take all the children of n and add
these to the resulting list of children. Afterwards, for each of the children of
n0 , we check if it is mapped onto one of the children of n. If this is the case,
then we do not add this as a child. Otherwise, we add the node onto which
the child of n0 has been mapped (if it exists). It might be that a child of n0
is mapped onto a node which is not a child of n, e.g., node e. In this case,
we need to add e as a child of n in the merge to maintain reversibility. We
start from n in the merge to have a starting point, we also could have chosen
n0 as a starting point. We cannot yet add hiding and blocking when we are
combining two blocks since hiding and blocking are defined on the process tree
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level. We have indicated with thicker lines in the figure where configurability
will be placed. As mentioned, we have abstracted from the expressions here as
these can be rewritten to allow for any ordering of the children (by adding the
negation of the other expressions).
Although the order of children of a loop is also of importance, we can still
combine loops using this function as our valid PTMap ensures that all the children of the loop are mapped upon each other. Furthermore, our valid PTMap
ensures that the order is maintained.
Definition 4.10 (CombineBlocks). Let Pcf = (label, N, r, order, E, blockable,
0
hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees, let PTMap be a valid
mapping between the nodes and edges, and let (n, n0 ) ∈ (P T M ap ∩ (NB × NB0 ) \
0
(Nseq × Nseq
)) be two mapped non-seq blocks, then the children of these two
blocks are combined by CB(order(n), order0 (n0 ), P T M ap) where CB is defined
as follows:
CB(as, bs, P T M ap) = as ++ CB2(as, bs, P T M ap)
CB2(as, hi, P T M ap) = hi
(

CB2(as, h(b, k 0 )i +
+ bs, P T M ap) =

X
Y

if B
otherwise

Where: X = CB2(as, bs, P T M ap),
B = P T M ap−1 ((n0 , k 0 , b)) = (n, k, a) ∧ (a, k) ∈ as, and
Y = h(P T M ap−1 (b), k 0 )i +
+ CB2(as, bs, P T M ap).
For combining two seq nodes, say n and n0 , we need to maintain the order
of the children (Fig. 4.10). This makes that we have to iterate through their
children simultaneously. If the children currently at the head of these lists are
mapped, then we take the child of n and add this to the resulting list. If they
are not mapped, we need to check if one of them is mapped to a child later in
the other list. If this is the case, and say the child (a, k) of n is mapped upon
a node later in the list of children of n0 , then we keep on iterating through the
list of children of n0 until we reach the child onto which (a, k) is mapped.
Definition 4.11 (CombineSequences). Let Pcf = (label, N, r, order, E, blockable,
0
hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the valid configurable control-flow perspectives of two process trees, let PTMap be a valid
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Figure 4.10: Given two sequence blocks, and a PTMap (dashed lines), we combine the children of the sequences as depicted. The bold edges will be made
configurable later.
0
))
mapping between the nodes and edges, and let (n, n0 ) ∈ (P T M ap∩(Nseq ×Nseq
be two mapped seq blocks, then the children of these two blocks are combined
by CS(order(n), order0 (n0 ), P T M ap) where CS is defined as follows:

CS(hi, hi, P T M ap) = hi

CS(hi, h(b, k 0 )i +
+ bs, P T M ap) = X

CS(as, hi, P T M ap) = as


Y
0
CS(h(a, k)i +
+ as, h(b, k )i +
+ bs, P T M ap) = Z

 0
X

if B
if B 0
otherwise

Where: X = h(P T M ap−1 (b), k 0 )i +
+ CS(hi, bs, P T M ap),
Y = h(a, k)i +
+ CS(as, bs, P T M ap),
B = ((n, k, a), (n0 , k 0 , b)) ∈ P T M ap,
+ bs, P T M ap),
Z = h(a, k)i +
+ CS(as, h(b, k 0 )i +
0
B = (P T M ap−1 ((n0 , k 0 , b)) = (n, k 00 , a00 ) ∧ (a00 , k 00 ) ∈ as), and
X 0 = h(P T M ap−1 (b), k 0 )i +
+ CS(h(a, k)i +
+ as, bs, P T M ap).
Having the necessary functions in place, we can define how two process trees
are merged. Since the mapping does not need to map the root nodes of both
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process trees, we need to introduce a new root node. For this, we introduce
a placeholder node np which acts as the new root node and is linked to the
root nodes of both process trees (if they are not mapped, else it links to the
merged root node). Furthermore, all unmapped outgoing edges of xor, or,
and def blocks are made blockable, and unmapped outgoing edges of seq and
and blocks are made hideable. This to ensure that the process trees used in the
merge are configured process trees of the resulting process tree after the merge.
Definition 4.12 (Merging two process trees). Let Pcf = (label, N, r, order, E,
0
blockable, hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 ) be the
valid configurable control-flow perspectives of two process trees and let PTMap be
a valid mapping between the nodes and edges, then the control-flow perspective
00
Pcf
= (label00 , N 00 , r00 , order00 , E 00 , blockable00 , hideable00 ) resulting from merging
0
Pcf and Pcf
is constructed as follows:
• N 00 is partitioned into the sets:
– NT00 = NT ∪ {P T M ap−1 (n0 ) | n0 ∈ NT0 };

– NB00 = NB ∪ {P T M ap−1 (n0 ) | n0 ∈ NB0 } ∪ {np};
• label00 is defined such that dom(label00 ) = NT00 furthermore label00 (n) =
label(n) for all n ∈ NT and label0 (n0 ) = label0 (n0 ) for all n0 ∈ NT0 ∧
P T M ap−1 (n0 ) = n0 ;
• r00 = np;
• order00 is the union of the following sets:
{(n, CombineBlocks(n, n0 )) | (n, n0 ) ∈

(P T M ap ∩ ((NB \ Nseq ) × NB0 ))}

{(n, CombineSequences(n, n0 )) | (n, n0 ) ∈

0
(P T M ap ∩ (Nseq × Nseq
))}

{(n, order(n))

|

P T M ap1 (n)

=

n ∧ n

∈

NB }

(4.1)

(4.2)
(4.3)

{(n0 , CB2(hi, order0 (n0 ), P T M ap)) | P T M ap−1 (n0 ) = n0 ∧ n0 ∈ NB0 }
(4.4)
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{(np, h(r, k), (P T M ap−1 (r0 ), k 0 )i)}

where k and k 0 are fresh identifiers if the roots are not mapped;

(4.5)

• E 00 = {(n, k, m) | n ∈ NB00 ∧ (m, k) ∈ order00 (n)}, the edges are deduced
from order00 ;
• blockable00 is the union of the following sets:
blockable ∪ (E 00 ∩

({P T M ap−1 ((n0 , k 0 , m0 )) | (n0 , k 0 , m0 ) ∈ blockable0 }∪

{(P T M ap−1 (n0 ), k 0 , P T M ap−1 (m0 )) | (n0 , k 0 , m0 ) ∈ blockable0 }))
{(n, k, m) | (n, k, m) ∈ E ∧ P T M ap1 ((n, k, m)) = (n, k, m)∧

P T M ap1 (n) 6= n ∧ n ∈ (Nxor ∪ Nor ∪ Ndef )}

(4.6)

(4.7)

{(P T M ap−1 (n0 ), k 0 , P T M ap−1 (m0 )) | (n0 , k 0 , m0 ) ∈ E 0 ∧
P T M ap−1 ((n0 , k 0 , m0 )) = (n0 , k 0 , m0 )∧

0
0
0
P T M ap−1 (n0 ) 6= n0 ∧ n0 ∈ (Nxor
∪ Nor
∪ Ndef
)}

(4.8)

• hideable00 is the union of the following sets:
hideable ∪ (E 00 ∩

({P T M ap−1 ((n0 , k 0 , m0 )) | (n0 , k 0 , m0 ) ∈ hideable0 }∪

{(P T M ap−1 (n0 ), k 0 , P T M ap−1 (m0 )) | (n0 , k 0 , m0 ) ∈ hideable0 }))
{(n, k, m) | (n, k, m) ∈ E ∧ P T M ap1 ((n, k, m)) = (n, k, m)∧

P T M ap1 (n) 6= n ∧ n ∈ (Nseq ∪ Nand )}

(4.9)

(4.10)

{(P T M ap−1 (n0 ), k 0 , P T M ap−1 (m0 )) | (n0 , k 0 , m0 ) ∈ E 0 ∧
P T M ap−1 ((n0 , k 0 , m0 )) = (n0 , k 0 , m0 )∧

0
0
P T M ap−1 (n0 ) 6= n0 ∧ n0 ∈ (Nseq
∪ Nand
)}

(4.11)
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For order00 , we take the union of 5 different sets. Set (4.1) and (4.2) we have
seen before, i.e., for combining the children of mapped blocks. Set (4.3) ensures
that the outgoing edges of all blocks in Pcf which are not mapped are copied
00
to Pcf
. Set (4.4) is similar to set (4.3) but now for the children of unmapped
0
blocks in Pcf
. For simplicity, we use the function CB2 defined earlier to map
the children of an unmapped block. Finally, set (4.5) adds the edges between
0
the newly added root node np and the root nodes of Pcf and Pcf
. In case the
root nodes are mapped, only a single edge is added.
With the sets of blockable and hideable edges, we first transfer the sets of
0
blockable/hideable edges which were in Pcf and Pcf
. Next to this, we make
the outgoing edges of mapped blocks hideable/blockable dependent on whether
the block in question are seq/and or xor/or/def. Since we require that
loop blocks can only be mapped if all its children are mapped, we do not have
configuration options on the outgoing edges of a loop block.
We have two proof obligations: (1) the merge results in a valid process tree
and (2) the merged process trees are possible configured process trees.
Theorem 4.13 (The merge results in a valid process tree). Let Pcf = (label, N,
0
r, order, E, blockable, hideable), Pcf
= (label0 , N 0 , r0 , order0 , E 0 , blockable0 , hideable0 )
be the valid configurable control-flow perspectives of two process trees and let
PTMap be a valid mapping between the nodes and edges, then the control00
flow perspective Pcf
= (label00 , N 00 , r00 , order00 , E 00 , blockable00 , hideable00 ) result0
ing from merging Pcf and Pcf
using Def. 4.12 is a valid process tree.
Proof. A process tree is valid if it is a DAG (a) with a single root (b) and it
adheres to the requirements in Def. 3.2, i.e., every block has at-least one child
(c), loops have exactly three children (d), events have exactly one child (e), and
every edge has a unique identifier (f).
• (a) The merge respects the ancestor relation (it does not change). From
the validity of our mapping, we have that a node cannot be an ancestor
of itself. As a result, within the merge, no node is the ancestor of itself.
From which it follows that there are no cycles.
• (b) Ensured by the placeholder node linked to the root nodes of the input
process trees;
• (c) Ensured by the validity of the mapping, i.e., only blocks are mapped if
they have one child in common, hence every block has at least one child;
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• (d) Ensured by the validity of the mapping, i.e., loops are only combined
if all children are mapped, since the input process trees are valid, all loops
have three children;
• (e) Ensured by the validity of the mapping, i.e., blocks can only be mapped
if they have one child in common, hence events can only be mapped if their
children are mapped (which is a single one since the input process trees
are valid);
• (f) Ensured by the assumption that no identifier is shared amongst the
edges in both process trees.

Theorem 4.14 (Reversibility: the input process trees are valid configured pro0
cess trees). Let Pcf = (label, N, r, order, E, blockable, hideable), Pcf
= (label0 ,
0 0
0
0
0
0
N , r , order , E , blockable , hideable ) be the valid configurable control-flow perspectives of two process trees, let PTMap be a valid mapping between the nodes
00
and edges, let Pcf
= (label00 , N 00 , r00 , order00 , E 00 , blockable00 , hideable00 ) be the
0
control-flow perspective resulting from merging Pcf and Pcf
using Def. 4.12,
0
then Pcf and Pcf are valid configured configurable control-flow perspective of
00
Pcf
.
Proof. Given two nodes n and n0 , then either they are not mapped at all, or they
are mapped onto each other ((n, n0 ) ∈ P T M ap). If they are not mapped and
they are tasks, then they are added to the collection of tasks in the configurable
process model. As such, all tasks of the original process trees are maintained.
In case both are blocks and they are not mapped, then by (4.3) and (4.4) we
maintain the children and their order of the respective blocks. These children
might be mapped themselves.
In case the nodes are mapped and they are tasks, then, by our valid mapping,
we obtain that tasks can only be mapped and thus merged if they have the same
label. As such, tasks are reversible, i.e., no tasks are removed. For blocks, we
have two options, either the order matters (seq) or it does not. Following the
merging of the blocks using a valid mapping (Def. 4.10 and Def. 4.11), we obtain
that the merging of two blocks does not invalidate the ordering constraint. What
remains to show is that the added children to a merged block can be removed.
This follows from (4.7), (4.8), (4.10), and (4.11) where all unmapped edges are
made configurable. Furthermore, for placeholder blocks, we do not need to add
configurability to the edges since these edges are already removable. As a result,
every block can be configured as the block from the input process tree.
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Given two edges e, and e0 , then by (4.6), and (4.9) the configuration options
are maintained. As such, in the configured process model, these configuration
options can also be maintained.
We have shown that the individual nodes and edges are reversible. What
still remains to be shown is that the original process tree can be obtained. For
this, we need a root node. The fact that the original root nodes can be obtained
follows from the introduction of a placeholder node as the new root node with
a reference to the original root nodes.
Having our merge in place, we now elaborate on its implementation.

4.5

Implementation

The merge has been implemented within ProM in the PTMerge package. It
can be downloaded from [141]. Upon starting ProM, after loading two process
trees, one has the option to merge these process trees (Fig. 4.11). One can merge
two process trees using either the Activity Map (which only merges tasks) or
using the Extended Map (which uses the merge as presented). In order to merge
more than two process trees, one can import/create a list of process trees (a socalled process tree array). Upon this list, one can call both the merge with an
Activity Map or an Extended Map.
The implementation for merging two process trees is based on the formalisation just presented. First a mapping is created between the input process
trees. Based on this mapping, the elements (nodes, edges) are merged. On the
unmapped outgoing edges of mapped nodes, configuration options are added.
The merge and adding configuration options is relatively straightforward and
follows the formalisation presented. Computing the mapping is more involving.
Therefore, we focus on the creation of the mapping in the remainder of this
section.
In the creation of the mapping, we start from the tasks. If two tasks have
the same label, then these are added to a so-called Semantic Map. In case there
are multiple tasks with the same label, then an arbitrary mapping is created.
In all cases, there is a (partial) one-to-one mapping between the tasks from one
process tree to the tasks of the other process tree.
Using the Semantic Map, a Structural Map is deduced. To deduce this Structural Map, we use ILP (Integer Linear Programming). For the ILP formulation,
every possible combination of nodes is encoded as a binary variable, i.e., it can
only take the values 0 and 1. If a binary variable has the value 0, then the nodes
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Figure 4.11: Merging two process trees in ProM.

are not mapped. If the value is 1 the nodes are mapped. For all tasks which
are mapped in the Semantic Map, the variables are set to 1.
Next to the variables, all constraints except for the acyclicity constraint
for a valid mapping are also encoded within the ILP. This ensures that if a
solution is found, we have a valid mapping with respect to those constraints.
Since the requirement on the result being acyclic cannot easily be encoded in
the constraints, we first compute a mapping and verify that the merge would
result in an acyclic process tree. If this is not the case, we add the mapping as a
constraint, i.e., this mapping will not be considered as a possible mapping. We
want our mapping to be maximal to ensure that as many parts are mapped as
possible. As a result, computing the mapping is a computationally expensive
task. Therefore, we have set a time-out of 10 minutes on the computation of
the mapping. If within 10 minutes no maximal mapping is found, then the best
solution so far (possibly empty) is returned.
Having presented our implementation, we can use it in a case study to compare our approach with existing approaches.
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4.6

Case study

Within this case study, we want to compare our approach with the techniques
under consideration (Gottschalk [75] and La Rosa et al. [103]). For this, we
first show examples to illustrate the differences between the techniques. Next
to this, we have generated collections of models with certain characteristics,
e.g., variability is created by only adding tasks. This to show the strengths and
weaknesses of the techniques. For this, we first present how the synthetic data
for the case study has been created. Afterwards, we provide the assessment
criteria for the various techniques. Finally, we provide the results of this case
study.

4.6.1

Characterising examples

Prior to comparing our approach with the approaches in [75] and [103], we
first want to give the reader some intuition in the difference between all three
approaches. For this, we use the models depicted in Fig. 4.12. Using the merge
presented in Sect. 4.4, we merged the models from left to right. This results in
the process tree depicted in Fig. 4.13. As one can see, the ordering of the children
is maintained and the root node is a placeholder node (albeit redundant). As
none of the tasks is present in all input process trees, all are hideable.

A

B

D

B

C

D

A

C

E

Figure 4.12: Three different process trees for showing the differences in the
merging techniques.
Using the technique from [75], we obtain the EPC in Fig. 4.14 on the left. As
one can see, it is possible to obtain the first and last model, i.e., sequences ABD
and ACE, but it is not possible to obtain the centre model, i.e., the sequence
BCD, since task A has to be executed always.
Applying the technique from [103] on our models, yields the configurable
process model in Fig. 4.14 on the right. One can clearly see that all original
models are valid configured models. If we would prepend all labels with Activity,
then Activity A would be combined with Activity B . In the annotations of the
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Figure 4.13: Our merge on the models from Fig. 4.12.
EPC, it is stored which labels were there before the merge. In this way, tasks
are reversible.
If we take the input models in Fig. 4.15 where we have exchanged the and
and xor blocks, then in Fig. 4.16 we have the result of our merge. As one can
see, since the structures of both process trees are different, we only merge the
tasks and the seq block.
Using the merge of [75], we obtain the EPC in Fig. 4.17 on the left. We can
clearly see the effect sketched in Fig. 4.8, i.e., in the transformation of the EPC
to its function graph, ORs are introduced. These ORs are maintained during
the merge.
The merge of [103] result in the EPC depicted in Fig. 4.17 on the right. Here
we can also see that [103] introduces ORs but the operators within the EPC are
not merged into a single operator as in the approach of [75].

4.6.2

Experimental set-up

For our case study, we need to have models which are somewhat related, that
is, there should be similarities but also differences. Next to this, we want to
show where strengths/ weaknesses are for each of the techniques. Therefore, we
have followed the set-up as depicted in Fig. 4.18. Using a preliminary version
121

Chapter 4: Merging process trees

Figure 4.14: On the left, the merge from [75] on the models from Fig. 4.12. On
the right, the merge from [103] on the models from Fig. 4.12.

of PLG [140], we generate a base model. Upon this base model, we use PLG
to apply one change, e.g., moving a task, deleting a task, adding an exclusive
choice. For each of these changes, we obtain a different collection of process
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A

E
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E

D
B

C

D
B

C

Figure 4.15: Two different process trees for showing the differences in the merging techniques. We have exchanged the and and xor between both models.

Figure 4.16: Our merge on the models from Fig. 4.15. As one can see, since the
structures are different, we can only merge the tasks and the seq block.
models (models M1 , . . . , M10 ). This gives us process models which are similar
(close to the base model). Furthermore, this allows us to vary the parameters
of the collection of process models, e.g., more parallelism.
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Figure 4.17: On the left, the merge from [75] on the models from Fig. 4.15. On
the right, the merge from [103] on the models from Fig. 4.15.

The process models from PLG are trees. Therefore, we first transformed
them to process trees. Thereafter, we transform these process trees to EPC
models.
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Figure 4.18: Experimental set-up. The configurable process models can be a
process tree or a C-EPC depending on the technique used.

4.6.3

PLG

PLG developed by [140] generates block-structured process models. For generating the base model, we use the default settings within PLG, i.e., at most 5
AND nodes, at most 5 XOR nodes, the weight of a loop is 0.1, the weight of a
single task is 0.2, the weight of a skip is 0.1, the weight of a sequence is 0.7, the
weight of an AND is 0.3, the weight of a XOR is 0.3, and the maximum depth
of the underlying tree is 3. In order to guarantee that all models had a certain
size, we only generated base models having at least 20 gateways, and at least
20 tasks.
After having generated the base model, we generate 10 variants focussing
on a particular aspect, e.g., we only delete tasks from the base model. Within
PLG there is a variability measure, we have set this to 10. This means that
as soon as there is a distance of 10 or more between the variant and the base
model, PLG stops changing the variant. This distance is defined on the tree
edit distance.
When tasks are introduced, PLG has internally a fixed schema in naming
these tasks. As a result, adding tasks is highly similar to moving tasks, i.e.,
tasks with the same name are placed in random places of the model.
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4.6.4

Assessing the quality

The merging techniques of [75] and [103] work on EPCs and return a C-EPC.
Therefore, we assess the quality of the merging techniques based on the resulting
C-EPC. For assessing the quality of the merges, we take available complexity
metrics for EPCs: number of events, functions, and edges, and the different
types of connectors. Next to this, we also look into the Control-Flow Complexity
(CFC) [43] and the Density [120]. The control-flow complexity metric gives a
weight to every connector based on its type and the number of outgoing edges.
The XOR connector gets a weight equal to the number of outgoing edges. The
AND connector has a weight of 1. The OR connector is exponential in the
number of outgoing edges. The density metric is the number of edges currently
in the C-EPC divided by the maximum number of edges possible in the C-EPC.
For each of these measures, we have that a lower value is better.

A
A

Figure 4.19: General pattern for transforming a block with multiple incoming
edges into an EPC.
As mentioned, we assess the quality of the merging techniques based on
the resulting C-EPCs. Therefore, we have to transform our process tree to a CEPC. Since our merge technique tries to combine subprocesses, we have that the
same subprocesses is shared in multiple places within the process tree. Within
Sect. 3.2.6, we unfolded the process tree for the transformation. This unfolding
penalises the exact thing our technique tries to achieve, i.e., combining similar
subprocesses and reducing duplication. Therefore, we do not unfold the process
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tree. Instead, we apply the general pattern as depicted in Fig. 4.19. In this
pattern, we place an exclusive choice before and after the transformation of a
block with multiple incoming edges. This exclusive choice allows us to reuse the
same subprocess in multiple places in the configurable process model. One can
argue that this adds more behaviour and as such is not a correct transformation.
However, we would argue that the assessment criteria are based on the structure
of the EPC. Therefore, a transformation staying as close as possible to the
original structure of the process tree is the fairest comparison.
We use the implementation in the QualityMetrics package in ProM [141]
to determine the CFC, Density, and the size of the resulting C-EPC. Due to
the fact that for the CFC the weight of an OR is exponential in the number of
outgoing edges, it might happen that in the computation of the CFC there is an
integer overflow in the implementation. In these cases, we did not include the
value for the CFC. As a result, the worst CFC values are left out, which leads
to an optimistic average CFC value. Later on, we will argue this is justified.

4.6.5

Results

In Fig. 4.20, the number of events in the resulting configurable process models
are depicted together with the 95% confidence interval. On the y-axis, the
number of events in the resulting C-EPC are depicted. On the x-axis, the
different changes which have been performed to obtain a collection are plotted.
Green is the approach by [103], red is the approach by [75], and blue is our
approach.

Figure 4.20: Number of events in the configurable process models. Green is the
approach by [103], red is the approach by [75], and blue is our approach.
The confidence interval of our approach is quite broad if we look at the
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number of events. With the introduction of new tasks, tasks with the same
label can be placed in arbitrary positions in the model. This is due to the
earlier mentioned naming schema of PLG. Hence, in each variant, tasks with the
same label are introduced. Due to this, finding the optimal mapping becomes a
computationally intensive task. This in combination with the earlier introduced
time-out of 10 minutes for finding a mapping results in the fact that sometimes
no mapping is found. In these cases, the empty mapping is returned. As a
result, the models are placed next to each other, i.e., nothing of both models is
merged. This results in models with a large amount of events.
If we look into the sets of process models where new tasks have been introduced and the sets where tasks have been moved, then all techniques introduce many events when combining the process models. This is quite logical as
all techniques search for similarity between the input models. This similarity
also entails structural characteristics. Note that when adding/moving tasks the
number of functions introduced by [75] is significantly lower than the number
of events. This can be explained by the fact that in the merge only functions
are used. Afterwards, events are added where required.

Figure 4.21: Number of functions in the configurable process models. Green is
the approach by [103], red is the approach by [75], and blue is our approach.
If we look at the number of functions (which are the tasks of an EPC) in
Fig. 4.21, then we can see that the approach by [75] and our approach are similar
when tasks are deleted. On the other collections, we have some difficulties
finding the optimal mapping. As a result, we have on average more functions
and a broader confidence interval. The approach by [103] has on average a
larger number of functions. This is due to the fact that functions are duplicated
within the configurable process model.
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Figure 4.22: Number of edges in the configurable process models. Green is the
approach by [103], red is the approach by [75], and blue is our approach.

The number of edges (Fig. 4.22) follows the general trend of the number of
events and functions.
Looking into the connectors (Fig. 4.23), we can see that [75] hardly has any
AND connectors in the configurable process model even when these are introduced. This can be explained by the fact that AND connectors are only kept
if two functions always follow each other in a model. In the merge, AND connectors are only kept if there is an AND connector in each of the input models.
With the introduction of AND connectors, it can also happen that functions
which are in sequence become parallel. In these cases, the AND connector
becomes an OR. This can be seen the fact that in those configurable process
models there are some OR connectors with a very large number of outgoing
edges. The approach by [103] follows the general pattern that functions are
duplicated and as a result the connectors surrounding these functions are also
duplicated or at least not merged. If we look at our approach, then we can
see quite some XOR connectors. This is due to the earlier introduced transformation from our DAG to the EPC, i.e., we use XOR connectors to handle
multiple incoming edges within the process tree. Without this transformation,
the number of XORs would be, on average, 17 lower (without taking the case for
introducing XORs into account). With the introduction of XORs, we actually
obtain a reduction. We do not have any OR connectors within our models as
these were not in the input models used for the merge and our merge also does
not introduce OR connectors. Both [75] and [103] introduce OR connectors as
a supremum for both the AND and XOR connectors, i.e., OR connectors can
behave like an AND connector or a XOR connector.
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Figure 4.23: Number of AND, XOR, and OR connectors in the configurable
process models. Green is the approach by [103], red is the approach by [75],
and blue is our approach.

In Fig. 4.24, we have the CFC and Density of the various merging techniques (note that the scale on the y-axis for the CFC is logarithmic). The CFC
of [75] could sometimes not be computed on the models for Add XOR and Add
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Figure 4.24: Control-Flow Complexity and Density of the configurable process
models. Green is the approach by [103], red is the approach by [75], and blue
is our approach.

AND (11 out of 100 and 16 out of 100 respectively). This is due to the earlier
mentioned integer overflow in the underlying implementation. See for instance
Fig. 4.25 which contains an OR with 33 outgoing edges. This means that the
CFC is more than 233 resulting in an integer overflow. As a result of these
integer overflows, the bars in Fig. 4.24 show an optimistic value for the CFC.
We argue that leaving out these worst values is justified here as the average
CFC value is already much higher than those of the other approaches. We can
see that in general our technique is an order of magnitude lower than the other
approaches. This can be explained quite easily by the fact that our approach
does not introduce any OR connectors which have an exponential penalty.
With the density, we can see that [103] is below the graphs of the other
approaches. The explanation for this is that the density is causally dependent
on the number of nodes and edges in the merged EPC. By having on average
131

Chapter 4: Merging process trees

Figure 4.25: Part of the resulting model of [75] where the OR has 33 outgoing
edges which results in an integer overflow.
around 3-4 times the number of nodes (Fig. 4.20 and Fig. 4.21), but only 3 times
the number of edges (Fig. 4.22), one can expect a decrease in the density.
All in all, we can see that none of the approaches outperforms the others.
One can see that all approaches work best if the process models to be merged
are structurally very similar which is the case when tasks are removed, i.e., the
changes are very local and the rest of the model stays unchanged.
If one aims for a low number of events, functions, and edges, then one can
best use [75]. If one aims for a low density, then one can best use the approach
by [103]. Finally, if one aims for a low CFC, then one can best use our approach.

4.7

Application: merging real-life models

Next to applying our merge on synthetic data, we also have applied our merge
on the process models of the 10 municipalities from the CoSeLoG project. By
doing so, we want to show that our merge can be applied to real life models.
In this study, we consider 6 models: There are 3 possible ways to support the
process for obtaining an excerpt from the civil registration (GBA1 is digitally,
GBA2 is by mail, and GBA3 is at the desk). Next to this, we have the MOR
process which, for instance, entails reporting a broken street light. Furthermore,
we have the Wabo Voor process which is a pre process for the building permit
process. Finally, we have the WOZ process. In this process, the resident can
object against the evaluation of the value of one’s real estate.
First, we have applied our merge with the 10 minutes time-out. Afterwards,
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we have applied our merge without the time-out of 10 minutes. By doing so, we
want to investigate whether the time-out is also necessary for real life models.
Furthermore, if it is not necessary, what the difference is in end result. We
have focussed on two elements; duplication of tasks, and the time it takes to
actually merge the process models. The first, duplication of tasks, is to compare
the effectiveness of the merge with and without the time-out. The higher the
duplication the more unsuccessful the merge has been. The second, duration of
the merge, is to investigate the added value of the time-out in terms of total
time.
We have run the merging procedure 10 times. This to have a more accurate
value. After all, for the merge, an ILP is employed which searches for the
optimal mapping. In some cases, this can be relatively fast, in some cases, this
can be quite slow.
In Fig. 4.26, we have plotted the duplication of tasks. In blue, we have the
results with the time-out. Without the time-out, no duplication occurred. Next
to the duplication of tasks, we have indicated in bold how often, on average,
no mapping could have been computed, e.g., the 2.6 with GBA3 indicates that
with the time-out enabled over the 10 iterations of the merge on average 2.6
times no mapping could be computed. Before diving further into the results, it
is interesting to also focus on the duration of the merges. These are plotted in
Fig. 4.27. Please note the y-axis uses a logarithmic scale.
The fact that no duplication in tasks for GBA1 and WABO Voor occurs
can be explained by the fact that the duration of the merge is not significantly
different. As a result, the time-out does not have an effect on the end result.
Both GBA1 and WABO Voor are relatively small, respectively 24 and 25 unique
tasks (see Fig. 4.28 for a configurable process tree for Wabo Voor ). If we go to a
slightly larger set of models (GBA2 ) with a total of 30 unique tasks, then we can
see that on average 1.4 times no mapping could be computed. Every time no
mapping could be computed, this was related to a particular process model. A
closer inspection revealed that this process model shares the same subprocesses
in multiple places (Fig. 4.29). These subprocesses were quite substantial (11-14
tasks on a total of 18 tasks). This sharing of subprocesses gives the ILP (too
much) freedom. As a result, finding the optimal mapping takes too long. Hence
the time-out occurs. Without the time-out, the merge takes significantly longer.
The GBA3 process models have a total of 35 unique tasks. Contrary to
GBA2 , there was not a single process model for which never a mapping could
be computed. There was a process model for which often no mapping could
have been computed (8 out of the 10 merges). A closer inspection also revealed
here that quite some substantial subprocesses were shared in multiple places
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Figure 4.26: Comparison between the number of tasks in the input models and
the average number of tasks in the merged model. In blue, we have the results
with the time-out of 10 minutes. A duplication of 100% means that we have
twice the number of tasks as one would expect. A duplication of 0% means
that the number of tasks remains unchanged. The numbers in bold, e.g., 6.3,
indicate the average number of times no mapping could be found in the merge
of 10 process models.

in the process model. The duration of the merge follows the trend of GBA2 ,
i.e., without the time-out, it takes significantly longer to merge the 10 process
models.
The WOZ models are the second largest models in our application. In total,
there are 60 unique tasks. Remarkably, the number of times no mapping could
have been computed is only once. This was always for the same process model.
Also with this process model, a substantial subprocess was shared in multiple
places. This still leaves the question why the merge performs better on the WOZ
models which have a larger number of different tasks. A possible explanation is
that the WOZ process models in almost all municipalities start with the same
tasks. As a result, the mapping can quite easily be extended. Furthermore,
after a visual inspection, the WOZ process models show more similarity with
each other compared to the GBA3 process models.
The last process models are those related to the MOR. In total, there are
73 unique tasks. In 4 out of 10 process models, there are substantial subprocesses being shared within the process model. As a result, no mapping could
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Figure 4.27: Comparison between the time it took our merge to merge the 10
input models into a single configurable process model. In blue, we have the
results with the time-out. In red, we have the results without the time-out.
The error bars indicate the 95% confidence interval. The numbers in bold, e.g.,
6.3, indicate the average number of times no mapping could be found in the
merge of 10 process models.

Figure 4.28: Configurable process tree for Wabo Voor .
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Figure 4.29: Input process tree for GBA 2 where two large subprocesses are
shared in multiple places.
be computed. Due to this, subsequent merges are influenced by this, i.e., by
merging two process models by means of a placeholder node, one increases the
possibilities for constructing the mapping. As a result, the freedom of the ILP
increases further. Merging the process model without the time-out took around
16 days with peaks of over a month. Hence, unfortunately, we cannot present
any results over 10 iterations.
From this case study, we can make the following observations:
• Representational bias: The merge has difficulties handling similar but
slightly different structures. This is most apparent with the seq blocks.
If the order of two to-be-merged sequences is slightly different, then our
merge cannot effectively merge without keeping a large portion of the
input edges.
• Placeholder nodes: Albeit only limitedly shown, placeholder nodes provide
a convenient mean to “jump” through the process tree, i.e., placeholder
nodes allow one to include an arbitrary subprocess.
• Local mapping: If two blocks are mapped, then not necessarily all children
which could be mapped are actually mapped. We only require one of the
children to be mapped. This is due to the locality of our mapping, i.e.,
it only takes a single mapped child into account but not for instance the
mapping of its parent, or the mappings of its other children. As a result,
it might be that highly similar subprocesses are not merged.
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4.8

Conclusion and future work

In this chapter, we have presented our technique to merge two process trees into
a single configurable process tree. For this, we first compute a maximal valid
mapping between the nodes and edges in both process trees. Based on this
mapping the nodes and edges are either combined or made configurable.
Sometimes, computing the mapping takes too long. If after 10 minutes no
mapping was computed, we merge both process trees using the mapping found
so far. In some cases this was the empty mapping. In those cases, we merged the
process trees in the most simple way by copying them both with a placeholder
node as root in the merged model.
Next to providing our merge technique, we have compared our merge technique with the state-of-the-art, i.e., the work in [75] and [103]. Here we can see
that in terms of the complexity of the configurable process model, we are atleast-as-good as the state-of-the art. Furthermore, we can see that reversibility
does not always hold for the implementation of [75] (e,g, Fig. 4.14).
We also have applied our merge on process models from the 10 municipalities
from the CoSeLoG project. This showed that our merge can be applied on real
life models. However, if the models become large and the same subprocess is
shared in multiple places, then our merge will take a considerable amount of
time.
One main limitation with our approach with respect to the state-of-the-art is
the limited expressive power of our modelling formalism and hence the applicability of our merge technique, i.e., often models which need to be merged do not
need to be block-structured. This limitation also gives us our main advantage:
we can guarantee that every configured process model is sound. Next to this
limitation, another limitation is finding a mapping. This is computationally
expensive.
For our future work, we want to remove the time-out on finding a mapping
by either using a greedy but suboptimal approach when constructing the mapping or by having a smarter encoding of the ILP underlying our mapping. Next
to this, an interesting question is when we should not map/merge two nodes/subprocesses. In general the tendency is to map and merge as much as possible,
while not merging sometimes gives better results. Take for instance our work
in [160]. In this work, only combining the tasks gives already very good results
in terms of CFC and Density.
Next to this, one would like to have quality dimensions for configurable
process models. Similar to the work in [3], we can define the quality of a
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configurable process model with respect to its input models. Fitness would
translate to reversibility. Precision to the amount of configured process models
not part of the input models. Simplicity would translate to the complexity of
the configurable process model. Finally, generalisation would translate to the
probability that an unseen process model would be a configured process model
of the configurable process model.
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This chapter focusses on the third challenge: How to find a best configured
process model given a set of KPIs?
When merging process models in the previous chapter, we primarily focussed
on the control-flow perspective. For a more reliable analysis of the process trees,
we need more information than just the control-flow perspective. Therefore,
within this chapter, we assume the process tree is filled with the control-flow,
resource, and data perspectives, as well as relevant properties in the auxiliary
perspective. What relevant properties are depends on the analysis to be performed. For the analyses presented, we specify the properties necessary.
We first informally introduce the analysis of a space of models. Thereafter,
we touch upon related work. Afterwards, we present, on the conceptual level,
our approach for analysing the configured process models. After the conceptual
level, we present our implementation also showing how new KPIs and tools can
be added. After the implementation, we present two simulation tools which
have been embedded in the overall toolset called Petra: CPN Tools [51] and LSIM [99]. Next to this, we present a comparison between both simulation tools.
Thereafter, we show the applicability of our approach within a municipality.
Finally, we present our conclusions and future work.

5.1

Introduction

As seen in the previous chapter, the configurable process tree obtained from the
merge often allow for more configured process trees than the concrete process
trees used as input. These unseen variants can be better with respect to certain
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not
received

Figure 5.1: Example process tree where the configurable process model allows for
choosing multiple payment methods although this might not have been possible
in the input process models.

KPIs. Take for instance the process tree in Fig. 5.1. It might have been that
each process tree in the merge only allowed for a single payment method. An
organisation aiming for customer satisfaction might be inclined to offer all 3
payment methods, i.e., by bank transfer, by credit card, and using iDEAL
(iDEAL is a Dutch payment method).
In the above example, it is straightforward what configured process model
is best for an organisation. For some KPIs, this is less straightforward. When
there are multiple KPIs, the best configured process model no longer exists as
there might be multiple process models where none of them are significantly
better than the others. Furthermore, when there is a plethora of configuration
options, we have thousands or even millions of configured process models which
have to be analysed by hand; an intrinsic and virtually impossible task under
a changing environment and changing KPIs, i.e., the environment in which the
process model will be implemented as well as the KPIs of interest might change
over time. Therefore, there is a need to automatically analyse the configured
process models.
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In order to automatically analyse the configured process models, we need
to define the KPIs of interest. Furthermore, we need to know how to measure
these KPIs on a given configured process model. For some KPIs, e.g., time and
cost, tools exist to measure these KPIs. Unfortunately, this does not hold (yet)
for all KPIs. Within the Devil’s Quadrangle [37], KPIs can be subdivided into 4
categories. Next to time and cost, also KPIs for flexibility, and quality (internal
and external) exist. For the flexibility and quality, less knowledge exists on
how to measure these and no tools are readily available. In order to be able to
compute these KPIs in the future, we need means to be able to add new KPIs
and new tools.
Having analysed our plethora of configured process models on a set of KPIs,
one needs a means to determine the configured process models that are worth
to consider. For this, we employ a Pareto front [98]. In our setting, a Pareto
front is an n-dimensional space where each dimension is a KPI. A configured
process model is a point in this n-dimensional space. One configured process
model dominates another configured process model, if the former is not worse
than the latter in any dimension. Using the Pareto front, we are able to only
keep the configured process models that are most interesting, i.e., which are not
dominated by another configured process model.

5.2

Related work

For our related work, we primarily focus on configurable process models and
the analysis thereof. Furthermore, as a configurable process model describes a
collection of configured process models, we focus on the analysis of collections
of process models rather than individual models.
In [76], an approach is presented that is based on configurable process models. As far as we know, it is the approach most similar to ours. The configurable
process models are modelled in Protos [76]. By converting the configurable process model to a CPN model, the authors can use the same model to analyse
multiple variants of the same process model. The main limitation of their approach is the fact that the focus is on the use of a single tool (CPN Tools)
which results in a non-extensible set of analysis results. Furthermore, the resource model employed is rather simplistic (see [16], for an overview on the
importance of correctly modelling resources), i.e., all resources are available all
of the time. There is also no support for data, i.e., exclusive choices are chosen
randomly. Finally, with respect to determining soundness, state space analysis
has to be employed.
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Another approach related to our approach is presented in [128]. On the
process model currently in use in an information system, process measures are
computed. Afterwards, different applicable best practices are evaluated and
applied to obtain new process models. Finally, on these process models, process
measures are computed, the best-performing process models are kept, and the
steps are repeated. The implementation of the approach is presented in [129].
The focus is on simulation and time-related information. Furthermore, a single
tool is selected for the analysis, prohibiting to gather information not provided
by this specific tool.
In [78], an approach is presented which uses process variants to design a flow
management system. A flow management system organises the flow a customer
takes past various tasks. In the paper, the example of a photo corner is given
where a customer has multiple interactions (i.e., tasks) to get the desired photo.
Although the application domain is different, the ideas are very similar to the
ideas presented here. However, from the paper, it is unclear whether everything
is automated.
In [131], a tool called KOPeR (Knowledge-based Organizational Process Redesign) is presented. KOPeR starts from a single model and identifies redesign
possibilities. These redesign possibilities are simulated to obtain performance
characteristics. Similar to the other approaches, the focus is on simulation limiting the possibility to analyse (configured) process models on other KPIs. Similar
to this work is [127]. In [127], process alternatives are analysed. The processes
alternatives are obtained by applying redesign principles on an initial process
model. Also in this work, the focus is mainly on simulation.
In [70], there is a direct dependency on process mining techniques to obtain
the process model as-is, and on enrichment of the process model with information from the event log. After obtaining the enriched model, there is an iterative approach of finding the malfunctioning parts of the process model, selecting
transformations from a database to be applied, generating process models for
the different redesign possibilities. The generated process models are stored,
and, if required, the aforementioned steps can be re-executed to change another
part of the process model. From all the generated process models, the best
process model is selected and returned to the user. However, it is unclear how
the database of redesigns is obtained, and it has not been implemented.
In [135], a genetic algorithm is presented to find the best configuration.
The best configuration is determined by means of a set of functional and nonfunctional requirements. These non-functional requirements are in terms of
expected quality properties. The expected quality properties are encoded within
the process model. Based on these quality properties, the quality properties of
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the entire process model is computed. Within their experimentation, they show
that they do not necessarily find the optimal configuration.
Finally, in [153], also configurations are deduced given non-functional requirements. The approach is only partly automated making it unsuitable for
analysing large amounts of process models.
Most of the related work focusses on a predetermined set of tools/KPIs. As
such, related work can easily be embedded in our more generic approach.

5.3

Conceptual level

On a conceptual level, we start with a process tree (left in Fig. 5.2). This process
tree describes a collection of configured process models of which we do not know
how it scores on any KPI. This is indicated by the cloud with orange dots where
each dot represents a configured process model. Each of these configured process
models has to be analysed using a given set of tools. Furthermore, using the
given set of KPIs, the Pareto front can be constructed (centre of Fig. 5.2).
Having analysed each configured process model, only those configured process
models are returned which are not dominated.

Figure 5.2: The conceptual level overview of analysing the configured process
models for a given configurable process model.
We separate between the KPIs for the Pareto front and the KPIs a particular tool can compute. The reason behind this is that an organisation can be
interested in more information than simply the KPIs of the Pareto front. For
instance, the main KPI might be throughput time but at the same time the or143
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ganisation is interested in the work pressure on the resources. Next to this, the
organisation can be interested in the size or the Control-Flow Complexity of the
configured process models. One could also have chosen to first use the Pareto
front for the KPIs of interest. For the process models on the Pareto front, other
analysis tools can be applied to obtain other information. The main downside
of this is that analysis results might have been discarded due to the Pareto front
which are of interest to the user.
The KPIs are considered as properties that have ordered values (from good
to bad). Each property has a comparator; thus values for a particular property
(KPI) can be compared between configured process models. Using this comparator, our Pareto front can determine which configured process models are
dominated. By encoding KPIs as properties, we can also use tools to compute
properties which can be used by other tools. For instance, a tool might be
able to determine the external quality based on the throughput time of various
subprocesses.
Tools have different assumptions on the process modelling formalism being
used, e.g., BPMN, EPC, or YAWL. Furthermore, the properties in the process
tree may or may not have semantics for a particular tool. In order to abstract
from the tools, we use an interface. In essence, this interface specifies that given
a process tree the tool has to return an annotated process tree. In order to use
a particular tool, a wrapper has to be made. This wrapper links our interface
to the interface of the respective tool. By having this interface, we can extend
the set of tools with new tools.
Having our conceptual level in place, we can now elaborate on the implementation thereof.

5.4

Implementation

Our implementation of the framework in Fig. 5.2 is called Petra. Petra is short
for Process model based Extensible Toolset for Redesign and Analysis. The
architecture of Petra is depicted in Fig. 5.3. Petra can both operate on a single
(configurable) process tree or on a collection of non-configurable process trees.
Furthermore, Petra can return either a Pareto front with the best process trees,
or the collection of all possible process trees with analysis results. In this section,
we focus on the setting with a configurable process tree using a Pareto front. The
settings where there is a collection of non-configurable process trees or where
the collection of all possible process trees is returned go analogous.
On the far left, we have the Core Analyser . The core analyser takes a process
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Figure 5.3: The architecture of Petra.
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tree, a list of properties for the Pareto front, a list of tools to be used, and the
number of threads available. Upon completion, the core analyser returns the
Pareto front. The main goal of the core analyser is to provide a convenient
abstraction from the Analyse Thread Group.
The analyse thread group is at the heart of Petra. Next to the parameters
of the core analyser, there is also a result parameter. Since the analyse thread
group is a separate thread, it is not possible to return something. Therefore,
the result parameter is provided which can be filled with the results. The
analyse thread group iterates over the possible configured process trees. For
each configured process trees, an Analyse Thread is created. The number of
threads parameter specifies the number of concurrently existing and running
analyse threads. Since each analyse thread is a separate thread, also the result
parameter is shared with each of the analyse threads. Note that the result
parameter and the Pareto front can coincide but do not necessary have to, e.g.,
when no Pareto front is used.
The analyse thread takes a configured process tree and a list of tools. Each
tool in the list is sequentially applied on the configured process tree. When
an analyse thread has applied all tools on a particular configured process tree,
this process tree is added to the Pareto front. The analyse thread uses the
tool interface to wield the various tools. Via the tool interface, we provide a
configured process tree and we expect an annotated process tree. We assume an
incremental approach, i.e., tools are not allowed to remove properties. Next to
this, via the tool interface, tools can signal that future processing of a process
model by other tools is useless, e.g., there was no steady state in the simulation.
We have chosen to encode this on the interface level instead of a property. The
reason is that Petra is oblivious to the other properties used and the signal that
future processing is not needed should directly impact the behaviour of Petra.
Currently, we have created two wrappers implementing the tool interface.
The first wrapper encapsulates CPN Tools [51]. Within this wrapper, we transform a process tree into a CPN model with the relevant properties. The second
wrapper encapsulates L-SIM by Lanner [99]. In this wrapper, we transform a
process tree into a BPMN model annotated with BPSim [72]. Both wrappers
start the tools on the transformed process trees. Upon completion of the tools,
the wrapper parses the results, annotates the process tree with the relevant
properties, and returns the annotated process tree to the analyse thread.
By having both CPN Tools and L-SIM within Petra, we show that external
tools can be called from Petra. The tools within Petra can also be less complex
than a complete simulation tool. For instance, one can easily add tools for
computing the Control-Flow Complexity and Density for a given process tree.
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This way, Petra can be used to find configured process models which are not
(too) complex.
Petra is implemented on top of the ProM framework [141]. This allows for
automatically finding tools and properties within the ProM framework. If a class
is annotated with @PetraTool and implements the tool interface, then ProM
will detect this and automatically add this to the list of tools selectable from Petra. Similarly, by annotating a property with @PropertableElementProperty,
ProM will detect this property and offer it within Petra as a possible property,
i.e., a possible KPI for the Pareto front.

Figure 5.4: A process tree is loaded into ProM.
If we load a process tree in ProM (Fig. 5.4), then we can run Petra on this
process tree (Fig. 5.5). We offer two different options, one is using a Pareto front
and one is without, i.e., it returns a list of analysed configured process trees. We
need to make the distinction already at this point whether a Pareto front has
to be returned. This is due to the fact that ProM expects a certain return type
of a plugin and the return types are different for both options. Upon starting
Petra, the user can first select which analysis tools she wants to use (Fig. 5.6).
The identity tool simply returns all configured process trees without any extra
annotations. For this case, we select the simulation engine L-SIM. Afterwards,
we have the screen as depicted in Fig. 5.7. In this screen, the properties for the
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Figure 5.5: Starting Petra on a process tree using a Pareto front.

Figure 5.6: Various analysis tools within Petra together with a slider to indicate
the ordering between the tools.
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Figure 5.7: The KPIs for the Pareto front.

Figure 5.8: Selecting the number of threads.
Pareto front can be selected. We select that we are interested in the throughput
time and processing time. Finally, in the last screen (Fig. 5.8), the maximal
number of concurrently running Analysis Threads can be selected (we set it to
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2).

Figure 5.9: The Pareto front with the best configured process trees with respect
to the throughput time and processing time. By selecting a model on the Pareto
front, we obtain the visualisation in the lower pane. Based on the shade of
red, one can detect which values are high/low. The throughput time is only
computed for the entire model. As such, no detailed information is available for
each of the nodes.
After clicking Finish, Petra starts analysing all configured process models.
After some time, Petra finishes its computations and shows the Pareto front
(Fig. 5.9). In the top pane, the Pareto front is depicted with on the axis the two
properties selected. The thumbs up indicate which side is preferred, e.g., for
throughput time lower is better. If we would have selected more properties, there
would be multiple graphs (one for each combination of properties). Selecting one
of the yellow squares which are the configured process trees on the Pareto front,
results in the lower pane being opened. In the lower pane, for each node in the
configured process tree, with a shade of red, the relative value of a property is
depicted. For instance, one can see that task C has a relatively high processing
time. Since the throughput time is only computed on model level by L-SIM, we
do not have this information for each of the nodes.
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Figure 5.10: The list of all analysed configured process trees. In the top red
square, there is a tab for each process tree. Thereunder, a selected process tree
is visualised. In the lower half, we have a tab for each property. On each tab,
the value for said property is displayed.
In our current implementation, we only use KPIs defined on the process tree
level, i.e., we do not take KPIs related to subprocesses into account. To use
KPIs for subprocesses, we can either repeat each KPI on the process tree level
and use them while constructing the Pareto front. Alternatively, the Pareto
front can be extended to not only take the KPIs on process tree level but also
to allow one to point to a subprocess from which the KPIs should be used.
If, instead of the Pareto front, we would have selected the other option in
Fig. 5.5, i.e., analyse all process trees, then we would obtain the visualisation in
Fig. 5.10. At the top, the various analysed configured process trees are listed.
By selecting one of the tabs, the process tree is displayed in the centre. At the
bottom, we have for each property a tab containing its value.

5.5

Tools

In this section, we elaborate on the wrappers created for CPN Tools and L-SIM.
Next to the wrapper, we mention the properties required and returned by the
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respective tools. We do not elaborate further on the identity tool since this
tool does nothing more than returning a copy of the given process tree. Finally,
we show a comparison between CPN Tools and L-SIM. This comparison is in
terms of reported throughput time, duration of the analysis, and the overhead
of Petra.

5.5.1

CPN-Tools
Table 5.1: Properties required for using CPN Tools.
Perspective
Control-flow perspective
Data perspective

Resource perspective
Environment perspective
Experiment perspective

Property
Data Value Matrix
Data Values
Initial Data Value
Nr of resources
Work schedule
Yerkes-Dodson
Event distribution
Arrival process
Simulation property

Table 5.2: Elements and the properties returned by our CPN Tools wrapper.
Process Tree Element
Nodes and process tree

Property
Throughput time
Processing time
Wait time
Queue time

The first analysis tool we used within Petra was CPN Tools. The selection for
CPN Tools was primarily that it provides full flexibility in encoding simulation
models allowing for fine-grained control over the simulations. For instance,
suppose we would like to investigate the correlation between the arousal (work
pressure) and the speed with which people work. This is called the YerkesDodson law of arousal [181]. The use of CPN Tools allows us to model such
complex relations. Our wrapper requires the properties as specified in Table 5.1
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and returns the properties to the elements of the process tree as specified in
Table 5.2.

Figure 5.11: Wrapper around CPN Tools such that we can use this tool in Petra.
The implementation of the wrapper around CPN Tools is depicted in Fig. 5.11.
On the top left, we have a process tree with the relevant properties. This is
transformed into a CPN model using the transformation in [162]. The CPN
model is then written to disk. Using AccessCPN [176], we control the simulator
within CPN Tools. From the input process tree, we obtain the simulation property which specifies the warm-up period as well as the number of replications
and the length thereof. CPN Tools outputs its results to disk. The results are
read from disk, processed, and aggregated. Afterwards, we take the process tree
which was given as input and annotate this with the obtained properties.

5.5.2

L-SIM

The second analysis tool in Petra is L-SIM by Lanner [99]. We have chosen LSIM since it is a commercial simulation tool which is BPSim compliant. BPSim
is a simulation extension for BPMN. Within BPSim, it is possible to annotate
elements from a BPMN model with simulation data, e.g., processing time of a
task, or the replication length. By incorporating L-SIM, we show that Petra is
BPSim compliant. As such, it is possible to incorporate any BPSim compliant
tool without a need to change the transformations. Our wrapper requires the
properties as specified in Table 5.3 and returns the properties to the elements
of the process tree as specified in Table 5.4. The processing time and waiting
time of a resource indicate the time a resource has been busy (processing cases)
and idle.
The implementation around L-SIM is depicted in Fig. 5.12. On the top left,
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Table 5.3: Properties required for using L-SIM.
Perspective
Control-flow perspective
Data perspective
Resource perspective
Environment perspective
Experiment perspective

Property
Outgoing probability
Nr of resources
Work schedule
Task distribution
Event distribution
Arrival process
Simulation property

Table 5.4: Elements and the properties returned by our L-SIM wrapper.
Process Tree Element
process tree
Manual task
Resource

Property
Throughput time
Processing time
Number of cases
Processing time
Number of cases
Processing time
Waiting time

Figure 5.12: Wrapper around L-SIM such that it can be used in Petra.
we have the process tree which is provided via the tool interface. Internally,
the process tree is transformed to a BPMN model using [86]. Thereafter, it is
annotated with BPSim information. The transformation of the relevant proper154
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ties to BPSim is listed in App. B. This BPMN model is written to disk. Using
L-SIM, this model is loaded and simulated. We do not need to control L-SIM
since the number of replications and replication length are part of the BPSim
standard. When L-SIM finishes its computations, the results are written to disk.
We load these results into the earlier created BPSim extension to the BPMN
model. Using the process tree, we can query the BPMN model for the results
from L-SIM.

5.5.3

Comparison

Within this subsection, we focus on the difference between CPN Tools and LSIM both in reported throughput time as well as the time needed to simulate
the models. Next to this, we want to give the reader some intuition about the
overhead introduced by Petra in comparison to the actual time spent simulating
the models. For this, we have used the configurable process model from [163]
and encoded a work schedule for all resources (8 hours working followed by 16
hours of not working). This model has been made by hand. It has 144 possible
configured process models.
Since CPN Tools and L-SIM both work on different properties, we have
synchronised this between both, e.g., the Yerkes-Dodson property is not supported by BPSim. Therefore, we have used only a single distribution which
corresponds to the task distribution property used within BPSim. Another significant difference between both simulation engines is how the replication length
is interpreted. Within L-SIM, the replication length is translated to the amount
of hours in simulation time which need to be simulated, e.g., a replication length
of 24 means that a full day is simulated. In CPN Tools, the replication length
corresponds to the number of transitions to be fired, e.g., a replication length of
24 means that 24 transitions will be executed in this replication. We have encoded this for pragmatic reasons. To allow for a fair comparison between L-SIM
and CPN Tools, we have first simulated CPN Tools with a replication length of
90,000 transitions. Based on the time CPN Tools has spent in simulation, we
have determined the replication length of L-SIM. Since the time in simulation
can be different between different replications of the same model in CPN Tools,
we have ran L-SIM once for every replication in CPN Tools with the time CPN
Tools has spent simulating the model in that replication.
Within L-SIM, every replication starts initially with an empty model. Within
CPN Tools, a subsequent replication continues from the state where the previous replication ended. To counter this difference in assumption at the beginning
of the replication, we have run every model in CPN Tools multiple times. In
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total, each model had 30 replications.

Figure 5.13: Comparison of the reported throughput times of CPN Tools and
L-SIM for the different configured process models (one on each point on the
x-axis).
In Fig. 5.13, we have plotted the 95% confidence intervals of CPN Tools and
L-SIM for each of the 144 possible configured process models. As one can see,
there is no significant difference between both simulation engines. Furthermore,
one can also observe that the confidence intervals of both simulation engines are
similar in size. Also, one can see that L-SIM is more stable between models.
This can be explained by the fact that L-SIM seems to take the structure of
the process model as a seed for the internal pseudo-random generator. The 144
models are structurally very similar.

Figure 5.14: Comparison in computation time between CPN Tools and L-SIM.
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Figure 5.15: Confidence intervals of CPN Tools and L-SIM corresponding to
the durations in Fig. 5.14.

For comparing the durations of both simulation tools, we cannot use the
aforementioned set-up where the simulation settings for both tools are kept
the same. This is due to the fact that this set-up introduces extra overhead
in using the simulation tools. For instance, for CPN Tools, the same model
needs to be checked multiple times where during normal operations a model is
only checked once (this is the standard check which CPN Tools performs when
loading a model). To give some intuition about the difference in duration, we
have ran Petra normally using L-SIM and CPN Tools. For CPN Tools, we have
a replication length of 3600 transitions (on average 14-20 hours). For L-SIM,
we have 360 hours of simulation time. The time it takes to simulate the models
is plotted in Fig. 5.14. Furthermore, in Fig. 5.15, we have plotted the 95%
confidence intervals reported by both simulation engines.
Next to the time used by the simulation tools, we also have plotted the overhead introduce by Petra (in red in Fig. 5.14). One can clearly see a significant
difference between the time of both simulation tools. A possible explanation for
this difference is that CPN Tools is a multi-purpose modelling and simulation
tool not optimised for simulating process models. L-SIM is a simulation tool
tailored towards simulation process models. Furthermore, as mentioned, prior
to running CPN Tools, a model needs to be checked by the simulator. This
can take easily a minute per model. One can clearly see that L-SIM obtains
a very small confidence interval compared to CPN Tools, especially taking the
duration into account. The overhead of Petra (almost invisible) is insignificant
compared to the simulation time. For both, it is less than 0.6% of the time
spent on simulating. One might argue that this is highly dependent on the
chosen replication length and number of replications (which is true). In this
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experiment, we have a replication length of 360 (hours in case of L-SIM) which
is not significantly high given the throughput time. Furthermore, we have had
a total of 31 replications which is not particularly high. One replication was for
the warming-up period.
This comparison shows two things: the reported simulation results by both
simulation engines are not significantly different (in this particular case), and
the overhead introduced by Petra is negligible.

5.6

Extensibility and applicability

For the extensibility and applicability of Petra, we have applied Petra within a
Dutch municipality. The municipality was primarily interested in the processing
times as well as the number of control tasks. To a lesser extend, they were
interested in the throughput time. The number of control tasks is a KPI within
the Quality dimension in the Devil’s Quadrangle [37] but was not supported by
Petra yet. This provided us with a unique opportunity to validate whether it is
easy to incorporate a new KPI as well as a new tool. The concrete process for
which we have used Petra was the bestuurlijke besluitvormings process. Within
this process, the policies of the municipality are made. For instance, the request
for (large) subsidies, or the admission of a building permit for a new hotel.
In the remainder of this section, we first elaborate on the business process
for which we have used Petra. Afterwards, we elaborate on the extensibility
of Petra. Thereafter, we briefly elaborate on the analysis which was performed
within the municipality. Finally, we conclude this section.

5.6.1

The business process

As mentioned, we analysed the bestuurlijke besluitvormings process. The process
can be subdivided into three parts: preparation, deliberation, and processing the
outcome of the deliberation. We focussed on the parts where the employees of
bestuurlijke besluitvorming were involved. These employees receive both a digital
and analog version of a proposal for a new policy from a civil servant (ambtenaar
in Dutch). In Fig. 5.16, we have an example proposal for the subsidy of an event.
Upon receiving the proposal, the employees verify that the digital and analog
versions are the same. Furthermore, they verify that the correct information is
filled in the various fields, e.g., whether it has the correct alderman (wethouder in
Dutch). Thereafter, the proposal is placed on a preliminary agenda. Proposals
come in three flavours: public, non-public, and cabinet. The decision of the
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public proposals are placed on the website of the municipality, the decision of
the non-public and cabinet proposals are not.
After the proposals have been processed, the city clerk (gemeentesecretaris
in Dutch) receives the proposals for a first reading. Based on this reading, the
decision is made whether a proposal will most likely be a formality or whether
there will be a discussion. Next to this, a proposal can also be placed on a
future agenda, or even rejected with the request for a new version. Based on
the decisions of the city clerk, the preliminary agenda is modified. The proposals
for which a discussion is expected are placed prior to the proposals marked as a
formality. This preliminary agenda is made analog (on paper) as well as digital
(in online meeting software).
Next to the preliminary agenda, also second versions of the title pages of
the public proposals are made. On the internal title page, amongst other, the
information of the civil servant is placed. When the decision is placed online, this
information has to be removed. Only the necessary information is kept. These
second versions of the title pages are signed by the city clerk. Afterwards, they
are placed on the municipality website.
Once a week there is a deliberation of the mayor and the aldermen discussing
the proposals. For this, the physical proposals are placed in a map based on
the alderman in charge of the topic, e.g., social affairs. These maps are brought
to the deliberation in a cart (Fig. 5.17 on the left). During the deliberation,
the decisions are written on the proposals. It might be that some proposals are
postponed to the next deliberation due to a lack of time.
In the processing of the outcome of the deliberation phase, the employees
of bestuurlijke besluitvorming take the proposals with the decisions. These decisions are manually added to the digital version of the proposal. When this
has been done, the signature of the city clerk is requested. Next to this, the
public proposals have to be placed on the website. It might be that some public
proposals require the notification of persons or organisations, e.g., if the permit
for a new hotel has been declined, then the hotel has to be notified prior to
placing the decision on the website. In these cases, the civil servant authoring the proposal is contacted to inform whether this notification has been sent
(Fig. 5.17 on the right). As long as this is not the case, the decision will not be
placed on the website. When the decision has been placed on the website, the
process terminates.
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Figure 5.16: Example proposal for a subsidy.
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Figure 5.17: The cart used to move the proposals to and from the deliberation
on the left. On the right, an employee of bestuurlijke besluitvorming.

5.6.2

Adding an extra KPI and tool

As mentioned, the KPI we add to Petra, for this particular case, is the number
of control tasks. Within the municipality, various control tasks have been placed
with the employees of bestuurlijke besluitvorming, e.g., the verification that a
notification has been sent. These control tasks are defined on the process level.
As such, we did not measure the number of control tasks per proposal, but the
number of control tasks in the configured process model.
To add the number of control tasks as a KPI, we implemented the NumberOfControlTasks property. In Fig. 5.18, we have depicted the code needed to
add this KPI (property). Within the properties, there are a large number of
abstract properties supporting most data types. As such, there is no need to
define import and export functionality for every new property. Using the serialVersionUID, we are able to uniquely identify properties during import and
export. This also allows multiple properties with the same name. In App. A,
the implementation details of properties are presented.
The core of the implementation work for adding this property was in defining
which elements can have this property (tasks and the model). Next to this, we
need to implement a comparator. Furthermore, we need to define the ordering
to be used within a Pareto front. Finally, we need to add an annotation such
that this property can be found in ProM. All in all, this took only 5-10 minutes.
In order to measure the number of control tasks, we have created a tool
implementing the tool interface of Petra which counts the number of tasks
which are a control tasks. The total number of control tasks is annotated to the
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Figure 5.18: The code needed to add an extra KPI (property) to be used.

process tree itself. In Fig. 5.19, we have depicted the code for computing the
number of control tasks given a process tree. At the top, we need to add the
annotation that this is a tool for Petra. This allows ProM to find the tool. The
computeDependentProperties function is called by Petra to actually compute
the properties for a given process tree. Finally, the getName function is used
to request the name of the tool to be displayed within the GUI. The other
functions are not strictly necessary for a tool. These are more for future use,
e.g., the giveRequiredProperties function can later be used to automatically find
and chain tools together to compute the properties required for this tool. The
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Figure 5.19: The code needed to add an extra tool to be used.

total implementation to include this tool took 10-15 minutes.
One might wonder why the same property is both required and computable.
The intuition behind this is that a tool might be able to propagate a property
through the process tree. Take for instance the processing time. Every task
might be annotated with its processing time. A possible tool can take the
processing times of the tasks and aggregate these to a higher level. This allows
one to deduce the processing time of subprocesses and the entire model from the
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individual tasks. Alternatively, one can split the properties into a dependent
and independent variant. However, the semantics of both properties would be
exactly the same. As mentioned, this functionality is primarily for future use.
As such, it would require a more thorough analysis on how to intuitively offer
this functionality.

Figure 5.20: Extension of Petra with a tool to compute the number of control
tasks on the configured process models.
Fig. 5.20 shows the updated list of tools to be used within Petra after the
addition. At the bottom, we now find our newly created tool.

5.6.3

Performing the analysis

The analysis was performed in three phases. In phase one, we created the
configurable process model. In the second phase, we conducted the analysis of
the configurable process model. Finally, the third phase, we communicated the
results of the analysis to the municipality.
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Creating the configurable process model
The configurable process model was created based on interviews with the employees as well as based on personal observations of the process itself. The
simulation data to fill the configurable process model was obtained by physically sitting next to the employees and measuring each and every step they
performed. The measuring was done by two employees of the municipality as
well as the author of this thesis. In total, we followed 45 proposals for a total
of 50 hours of working time. This resulted in a total of 2700 measurements. Of
these 50 hours, only a total of 10 hours could be directly related to the proposals we were measuring. The remaining 40 hours were amongst others spent on
interruptions.
The measurements were compared between the three people measuring to
consolidate them into a single set of measurements. This was done, amongst
others, using the expert knowledge of the employees of the municipality. Based
on these measurements, the processing times of the various tasks were determined. Furthermore, the routing probabilities at the choices were determined.
Finally, the work schedule of the employees was determined based on the measurements. Here we used the time the employees actually spend working on
the process, i.e., interruptions were not counted as time spend working on the
process.
The simulation model was validated against the data. Here no significant
differences occurred. A side note has to be made that the measurements were
correlated and obtained over a very short period of time. Furthermore, a number
of proposals did not follow the process as it was defined in the process model,
e.g., mandatory tasks were skipped. Due to the correlation of the measurements,
it is hard to generalise the results of the analysis. At the same time, it does
allow for a comparison of various possible configured process models since the
assumptions on all are the same, e.g., the processing time for a particular task
is sampled from the same distribution for all configured process models.
Analysing the configurable process model
The analysis of the configurable process model was not limited to simply iterating through all possible configured process models and applying the analysis
techniques. From the municipality, the request came to analyse a number of
scenarios. Each scenario entailed a number of configuration options which were
all configured or not. In order to analyse the scenarios, a minor extension to
Petra had to be implemented which allowed for the encoding of configuration
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constraints. A configuration constraint is a dependency between the values for
various configuration options, e.g., if task A is hidden, then also task B has to
be hidden. Within Petra, the configuration constraints are supported by means
of an interface. The only function defined on this interface is: given a process
tree and a configuration is said configuration valid.
The various configuration options were subdivided into 9 scenarios (a configuration option uniquely belonged to a single scenario). These 9 scenarios
resulted in 512 configured process models, i.e., one configured process model
for each permutation of scenarios. Each of the 512 configured process models
would correspond to an orange dot in Fig. 5.2. The 512 configured process
models were analysed using L-SIM and our newly created tool to measure the
number of control tasks.
The results
For discussing the results, we primarily focus on a single scenario, i.e., a combination of configuration options. In this scenario, we investigated the possible
gains of placing the control tasks, related to whether a notification has been
sent, at the civil servant authoring the proposal (option B) instead of leaving
the control tasks at the employees of bestuurlijke besluitvorming (option A).
To graphically show the possible gains, we have used Fig. 5.21. The line in
blue is option B, i.e., when the control tasks are placed at the civil servant who
authored the proposal. The red line is for option A, i.e., when the control tasks
remain at the employees of bestuurlijke besluitvorming. On the x-axis, we have
the various other scenarios. This to show the gains of this particular scenario
in conjunction with the other scenarios. As one can see, option B can give on
average a reduction of processing time of 20 seconds per proposal with respect
to option A. This reduction is independent of the other scenarios.
Of course, we have to keep in mind that the data was from only a single
week. As a result, the actual gains can be higher or lower. Furthermore, this
particular gain is achieved by moving work elsewhere in the organisation, i.e.,
the civil servant authoring a proposal is part of the same organisation. This
means that the gains for the organisation as a whole will be smaller than the
ones measured.

5.6.4

Concluding remarks

Within this section, we have shown the extensibility of Petra with an extra
KPI as well as an extra tool. Both could easily be added with minimal imple166
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Figure 5.21: The possible gains by incorporating the scenario (the blue line) in
which the check whether the notification has been sent is completely placed at
the civil servant who is the author of the proposal.

mentation effort. This low implementation effort is thanks to the hierarchical
nature of the properties. By having this hierarchy, a large fraction of the implementation effort can be abstracted from, e.g., import/export functionality of
a property. Obviously, counting the number of control tasks is less involving
than a complete simulation tool. Here, the implementation effort is proportional to the complexity of the tool, i.e., the standard functions which need to
be implemented take hardly any time.
Next to extending Petra, we have applied Petra within the context of a
municipality. With the help of the employees of the municipality, we were able
to construct a configurable process model. This configurable process model
was analysed using Petra. For this, we did need to make a small extension to
Petra. This was due to the (not so surprising) fact that configuration options
usually cannot be set independently. In the extension of Petra, we have added
a preliminary implementation for configuration constraints.
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The results of the analysis were communicated back to the municipality.
The municipality valued the results and indicated that: (1) by measuring and
investigating the process as-is, valuable insights were obtained, and (2) by using
the analysis techniques of Petra, insights were created in possible improvements.
Again we would like to remark that the data was gathered over a short period
of time possibly hindering the accuracy of the analysis. Having said this, the
data gathering was performed outside the scope of Petra. As such, it does not
influence the applicability of Petra.

5.7

Conclusion and future work

In this chapter, we have presented an approach to find the best configured
process model given a set of KPIs. On a conceptual level, we separated the
analysis of the configured process models from the KPIs and tools to be used.
This allows us to add new KPIs and tools to be used for analysing configured
process models.
Next to the conceptual level, we have present the implementation thereof.
This implementation called Petra can analyse a configurable process model
and return all or only the best configured process models. Petra works multithreaded allowing analysis to be done concurrently.
Within Petra, we have embedded two analysis tools: CPN Tools and L-SIM.
Where CPN Tools allows for a more fine-grained specification of the resources,
e.g., using the Yerkes-Dodson law of arousal, L-SIM is significantly faster than
CPN Tools. Both report simulation results which are not significantly different
from each other. Next to showing the performance of both simulation tools, we
have also demonstrated that the overhead introduced by Petra is insignificant,
i.e., in the order of 0.6%.
Petra has been successfully applied within a municipality to analyse and
improve their process. This was done by constructing a configurable process
model. This was annotated with simulation data based on measurements. On
this configurable process model, various scenarios (combinations of configuration options) were defined. Each combination of these scenarios resulted in
a configured process model. Petra could successfully analyse each configured
process model.
For our future work, we want to incorporate more and different analysis tools.
This can be in terms of KPIs from the Devil’s Quadrangle. Although, this would
require more research in some of the KPIs since not for all it is known on how
to accurately measure/analyse it, e.g., customer satisfaction. The analysis tools
168

Conclusion and future work
can also be combined to give different insights, e.g., CPN Tools and L-SIM both
give different information and require different input.
Within Petra, there is a preliminary visualisation of a Pareto front but this
is not sufficient to be used by a business user. An interesting extension of Petra
would be to intuitively guide the business user through the n-dimensional space
of process models.
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Chapter 6
Reducing the space of models
prior to analysis
Within this chapter, we address the fourth challenge: How to obtain the requirements of the user on the configured process model without any manual
work for the modeller?
We first informally introduce our approach. Next, we elaborate on related
work. Afterwards, we present how the concepts used in our approach are distilled from the configurable process model. Thereafter, we present the notion of
a concept graph and discuss the operations on such a graph. Next to this, we
show how this concept graph is used to deduce a (partial) configuration for the
configurable process model. Having the conceptual elements in place, we show
the implementation supporting the aforementioned. Thereafter, we show the
application of our approach based on a cooperation with two consultants from
the hospital domain. Finally, we present our conclusions and future work.

6.1

Introduction

Having our analysis techniques in place, an organisation can use them to find the
best configured process models. Unfortunately, it might be that the best configured process models do not adhere to guidelines/ preferences/ requirements/
constraints of the organisation. Therefore, a domain expert has to be able to
express domain specific constraints limiting the set of allowed configured process
models. Unfortunately, a configurable process model is a highly technical arte171
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Figure 6.1: The gap between the configurable process model and the organisation which the domain expert cannot close since she often only has knowledge
about the organisation. Therefore, often abstraction are created of the configurable process model with which the domain expert can interact.
fact often not easily understood by business users. This makes that there is a
gap between the level at which stakeholders would like to discuss things and the
configurable process model. Various approaches have been developed to close
this gap. Often by providing an abstraction (Fig. 6.1). Domain experts interact with the abstraction to set configuration points in the configurable process
model.
Early work incorporated an auto-complete feature to automatically set configuration options which would otherwise lead to incorrect configured process
models [14]. More recent work has incorporated guidance by making end-users
go through an electronic questionnaire: Its questions relate to the configuration
options, while the answers to such questions can be mapped to configuration
choices [105]. At this point, the creation and maintenance of such questionnaires
to a large extent relies on manual work which often needs to be repeated for
different configurable process models.
Within this chapter, we provide support for the configuration process that
is both automatically generated and universally applicable, i.e. independent
of the model domain. To this end, we exploit the notion of general concepts
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that are at the core of many process modelling techniques. We rely on the
meta-model of APROMORE [106] to identify instances of these concepts, e.g.,
resource instances, and activity instances (for sake of consistency, we call them
task instances). But our approach can be extended with other concepts.

Fill in
e-form

Produce
excerpt
and sign

Archive

Send
excerpt

Ask
customer
to pay

Receive
payment

resident

clerk

administrative
employee

financial
employee

Payment
not
received

archivist

receptionist

Figure 6.2: Configurable process model from Fig. 4.4 enriched with resources.
If we take our configurable process model from Fig. 4.4 and add some resources, we obtain the model in Fig. 6.2. In this configurable process model, we
can identify “clerk” and “archivist” as instances of the resource concept. Furthermore, we can identify “Receive payment” as instance of the task concept.
Only looking at the task instances is often too fine-grained. For instance,
in the example model (Fig. 6.2), we have two tasks related to the payment,
i.e., “receive payment”, and “payment not received”. Therefore, instead of task
instances, we use language-based techniques [111] to decompose the task labels.
In this case, “payment” would be a separate concept instance (for now we refrain
from a more detailed classification of the concepts to not overload the reader).
As these concept instances are known to the domain expert, she can select those
instances appropriate to her organisation. By doing so, we know which instances
have to be present in the configured process models, which have to be configured
out, and for which no constraints are specified.
Solely presenting the concept instances to the domain expert would disregard
the dependency which exists between them. Take for instance the task “send
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Figure 6.3: Our approach automatically identifies concept instances within the
configurable process model. Based on these instances, a concept graph is created
to aid the domain expert to specify her constraints. This concept graph together
with the configurable process model yield a configured process model adhering
to the constraints of the domain expert (if it exists).

excerpt”. The language-based decomposition technique would classify “send”,
and “excerpt” as concept instances. If the domain expert would indicate that
she does not want to keep “send” but does want to keep “excerpt”, then it
is unclear whether the task “send excerpt” should be present in the configured
process model. In order to counter these inconsistencies, we introduce a concept
graph. Within a concept graph, the related concept instances are connected by
means of an edge. Next to this, we define a notion of consistency on the concept
graph to ensure that if a concept graph is consistent, there exists at least one
configured process model adhering to the requirements of the domain expert.
We have chosen to include all concept instances in the concept graph even
if they are not configurable. In this way, the domain expert has a complete
overview of the configurable process model. As such, it also becomes possible
for the domain expert to specify constraints over concept instances which are
not configurable. This means, it becomes possible to notify the domain expert
that her constraints are not possible simply because the configurable process
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model cannot support this constraint. As a result, the domain expert is made
aware earliest as possible that maybe the configurable process model is not able
to support the organisation in executing her processes. A valid outcome as a
particular configurable process model is not a one-size-fits-all solution.
Combining the concept instances and the concept graph, results in the highlevel overview of our approach in Fig. 6.3. The concept instances and concept
graph are explained in more detail in the coming sections.

6.2

Related work

Various approaches exist to provide an abstraction of the configurable process
model to simplify the configuration process [101]. In the approach that is described in [100], facts are set by posing questions to the domain expert. For
instance, “Shipping via DHL” is a question which is used to deduce the fact
on the carrier for a package. Within the questionnaire-based approach, one can
define constraints over the possible facts, e.g., at least one shipping company
has to be selected. When the various facts have been set, these facts are used
to set configuration options for the various configuration points. Within this
approach, the questions about the facts have to be created by hand. This is
a laborious and intrinsic task which partially needs to be repeated in case the
configurable process model changes. Our approach can aid in this since the
facts are related to instances of concepts, e.g., Shipping and DHL would both
be concept instances.
In [80], the Provop approach is presented to use contextual information in
the configuration of the configurable process model. Based on facts, various
configuration options are selected, for instance, whether the “Quality Relevance”
is high. Next to setting the facts directly, Provop also offers the possibility
to reason over the facts, e.g., setting a particular value for a fact can have a
cascading effect on another fact. Again, our approach can act as an intermediate
approach to ease the manual work of distilling which facts to ask the user.
The approach in [117] uses a generic data model as abstraction from a configurable process model. This generic data model represents the resources, controlflow, data, and variability present in the configurable process model. However,
the mapping from the configurable process model to this generic data model is
still a manual endeavour.
In [71], the idea is formulated to enrich a configurable process model with
ontology information. Within this ontology, similar concepts exist as with our
approach, e.g., the notion of a resource, activity, and data object. Unfortunately,
175

Chapter 6: Reducing the space of models prior to analysis
this paper stays on the conceptual level and no implementation is provided.
The work in [153] finds the best configured process model for a given context.
The configuration is done at run-time. The contexts which could affect the
configured model have to be investigated and it is unclear if this is a manual
endeavour. Furthermore, the approach allows for non-functional requirements.
The information about the impact of a configured process model on these nonfunctional requirements is not automated.
In [31], an approach is presented which uses a component model. This
component model consists of components, connectors, and different kinds of
dependencies between the components, e.g., temporal. The approach presented
allows the domain expert to define her model within these dependencies, i.e.,
constraints. From the paper, it is unclear how the component model is obtained
from the configurable process model.
Various approaches exploit feature models, to abstract from the configurable
process model at hand. Feature models [88] are a way to capture aspects as well
as the interdependencies between features. Feature models allow for a hierarchical decomposition of features making it possible to define one’s preference at
different levels of granularity. Various papers have brought the feature models
to the area of configurable process models, e.g. [17], [46], [52], and [156]. As
with other approaches, the construction of the feature model is a manual task.
Our approach can indicate which features play a role in the process model.
Finally, in [25], the authors present an approach for querying a repository
of models. In order to query this repository, the user has to design parts of a
process model which are matched to process models in the repository and all
process models containing these parts are returned. This approach is applicable to our setting, i.e., instead of querying a repository of models, the various
models obtainable from the configurable process model are queried. However,
this requires modelling skills from the end user, not necessarily present, and, the
query being declarative in nature, requires the end user to inspect the returned
process models to learn what is (not) possible in them.
In summary, the main limitations of existing approaches is the manual link
during design-time between the configurable process model and the abstraction
presented to the domain expert, and requiring skills not necessarily present with
the domain expert.
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6.3

Context-based construction of the concepts

Our approach is based on the concepts in the configurable process model. To
structure these concepts, we use the APROMORE meta-model [106], which includes concepts like tasks (activities), resources, and data. As mentioned, for the
tasks, we use the task label decomposition technique from [111]. As an example,
consider the task label “Notify customer via e-mail”. Using the language-based
technique, “notify” is identified as an action instance, “customer” is identified as
a business object instance, and “via e-mail” is identified as an additional fragment instance. This technique can be effectively adapted to languages other
than English [109].
Together, this results in the following concepts: business objects, actions,
additional fragments, resources, and variables (special case of the data). Our
technique is not limited to these concepts. One can for instance include ontologies to introduce more concepts to provide an extra layer of abstraction, e.g., an
administrative employee and a clerk can both belong to the support staff which
might be an instance of the organisational group concept. By presenting the
concept instance support staff , the domain expert can already indicate if she
has this organisational group within her organisation.

Figure 6.4: The concept instances from Fig. 6.2. With “-”, we indicate that a
particular instance of a concept did not exist.
Taking our example model from Fig. 6.2, the resource concept instances
can be directly deduced from the process model (Fig. 6.4), i.e., these are the
resources in the configurable process model. The resource concept instances
are: resident, clerk , administrative employee, financial employee, archivist, and
receptionist. Taking the approach by [111], we decompose all the task labels.
This gives us the following business object instances: e-form, excerpt, customer ,
and payment. Next to this, we obtain the following action instances: fill in,
produce, sign, ask , receive, not received , archive, and send . Finally, we receive
the following additional fragment instance: to pay. In case there is no instance
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of a particular concept, we use “-” to indicate this. For instance, within the
task label “Archive”, there is no business object.
Having our concepts and their instances, we can define our concept graph.

6.4

Concept graph

Within the concept graph, we relate the concept instances. Two concept instances are related if they are both related to a particular task in the configurable process model. For instance, in Fig. 6.2, the clerk is related to the
business object instance excerpt since both are related to the task “Produce
excerpt and sign”. As a result, also sign is related to excerpt and clerk . Via
task “Send excerpt”, excerpt is related to send and the receptionist.
Not every concept has to be equally important to an organisation. For
instance, some organisations have more requirements on the available resources
while other organisations only offer a limited set of tasks. Therefore, we offer
the domain expert to define a (partial) ordering on the concepts and thus the
instances of these concepts. This allows the domain expert to first specify her
constraints on the most important instances and from there work her way down
to increasingly less important concept instances.
For instance, the domain expert can specify the following partial order: business object, resource, action, and additional fragment. Using this ordering, we
only keep the relations between instances of directly following concepts in the
ordering. Taking the aforementioned ordering, we can construct the concept
instances and their relations, these are the nodes and edges, in a concept graph
(Fig. 6.5). Here we can see that there is no edge between excerpt and produce
although they are related. This is due to the partial order.
Instead of the edges between all transitively related concept instances, we
annotate the edges with a context. The context is a list of vertices basically
encoding a path through the concept graph. In Fig. 6.6, we have annotated the
edges with the context. Using the context, we can see that clerk is related to
produce in case it entails an excerpt. By having this context, we know which
concept instances are related in which setting (context).
We have chosen to encode this using the context instead of keeping the
edges since this allows us to reason locally, e.g., if we would include the relation
between customer and ask and this would be annotated, then this would affect
the clerk and financial employee. As a result, we would have to explore the
concept graph to see which other elements are affected. Using the contexts, it is
immediately clear which other elements are affected. Though, in this particular
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Figure 6.5: The concept instances from Fig. 6.4 and their relations based on the
configurable process model (Fig. 6.2) and the ordering given.

case, the end user would have to annotate two edges instead of one.
On this concept graph, the domain expert has to be able to express her
constraints. She can do this on the concept instances, the relations, and the
contexts. The domain expert has four options for annotation: all, some, none,
and dontCare. All indicates that something has to be maintained under all
circumstances, e.g., annotating a business object instance with all means that
every task which is related to this business object instance has to be present in
the configured process model. If all is placed on an edge, then this relation has
to be maintained everywhere it occurs, e.g., the clerk always has to be involved
with tasks involving the business object instance excerpt.
Using the annotation none, we have the opposite of all. None indicates
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Figure 6.6: Concept graph belonging to Fig. 6.2.
that something has to be removed under all circumstances, e.g., a resource has
to be removed or tasks with a particular action instance have to be removed.
Some is in between all and none. It indicates that under some circumstances
something is maintained and under some something is removed. For instance, it
can be that the clerk is only related to some business object instance to which
it was be related in the configurable process model.
Finally, we have dontCare. DontCare is the default annotation. In essence,
it means that the domain expert has no requirements on a particular concept
instance, relation, or context. Furthermore, it can be used to specify flexibility of
the organisation, e.g., the decision to include or exclude something is dependent
on the analysis of the configured process models. Taking our earlier example
in Fig. 6.2, the domain expert might leave the decision open whether the clerk
or the administrative employee executes the task “Produce excerpt and sign”.
Based on simulation results, the domain expert can pick which option has the
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best throughput time.
Within the definition of a concept graph, we have the universe of concepts
Con, e.g., resource concepts, and business object concepts. Next to this, we
have a mapping map from concepts to their instances, e.g., clerk is an instance
of the resource concept. The relation Rel relates different instances of concepts
according to the configurable process model, e.g., the resource concept instance
clerk is related to the business object instance excerpt. Finally, P is a partial
order over the concepts, e.g., in our example in Fig. 6.6, we have that the
business object concept is before the resource concept.
The concept graph is formally defined as:
Definition 6.1 (Concept graph). Let Con be the universe of concepts, let Inst
be the universe of concept instances including “-”, let map ∈ Con → 2Inst map
concepts to its instances, let Rel ⊆ (Con × Inst) × (Con × Inst) be some relation
between concepts and their instances in the configurable process model, let P
be an irreflexive partial order over Con, then a concept graph G is a 5-tuple
(V, E, C, QA, R) where:
• V = {(c, i) | c ∈ Con ∧ i ∈ map(c)} is a set of vertices representing the
different concept instances;
• E = {((c, i), (c0 , i0 )) | {(c, i), (c0 , i0 )} ⊆ V ∧ (c, c0 ) ∈ P ∧ ((c, i), (c0 , i0 )) ∈
Rel ∧ ¬(∃c00 ∈ Con : (c, c00 ) ∈ P ∧ (c00 , c0 ) ∈ P )} is a set of directed edges,
denoting the relations;
• C = {((v, v 0 ), paths(v, v 0 )) | (v, v 0 ) ∈ E} where
v 0 ) = {hvi} if
S paths(v,
00
00
0
00
¬∃v ∈ V : (v , v) ∈ E else paths(v, v ) = (v , v) ∈ E : {p ++ hvi |
p ∈ C((v 00 , v)) ∧ ∀v 000 ∈ p : (v 000 , v 0 ) ∈ Rel} are the contexts for each edge,
denoting when a particular relation holds;
• QA : V ∗ ∪ E ∪ V → {All, Some, None, DontCare}, the options selected for
the contexts, vertices, and edges;
• (V, E) forms a DAG;
• R = {v | v ∈ V ∧ ¬∃v 0 ∈ V : (v 0 , v) ∈ E} are the roots (instances of the
concepts deemed most important by the domain expert).
Within the construction of the edges in Def. 6.1, we only want to keep edges
between instances of concepts which directly follow each other in the partial
order P . As a result, we require P to be irreflexive. Furthermore, we have to
verify for two concepts c and c0 , whether there is not a c00 in between both.
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The context on the edges is constructed from left to right according to P . If
we look at Fig. 6.6, then on the edge between customer and clerk , we have that
the function paths in Def. 6.1, returns hcustomeri. Taking this context, we can
extend this context further right over the edges. For instance, on the edge between clerk and ask , the function paths takes the preceding paths (hcustomeri)
and adds clerk since customer is related to ask . The context hcustomeri is not
extended along the edge between clerk and sign since customer is not related
to sign.
The concept graph in Fig. 6.6 can be formalised as follows:
• V consists of: {(business object, -), . . . , (resource, archivist), . . .} (the concepts are left implicit in the vertices in the figure);
• E consists of: {((business object, -), (resource, archivist)), . . . , ((resource,
archivist), (action, archive)), . . .};
• C consists of: {((resource, archivist), (action, archive), {h(business object,
-), (resource, archivist)i}), . . . , (((action, ask), (additional fragment, to pay)),
{h(business object, customer), (resource, clerk), (action, ask)i, h(business object,
customer), (resource, financial employee), (action, ask)i}), . . .};
• The function QA results in DontCare for all concept instances, edges, and
contexts, e.g., QA((resource, resident)) = DontCare;
• R consists of: {(business object, -), . . . , (business object, e-form), . . .}.
Having our concept graph in place, we now discuss the consistency thereof.

6.5

Consistency of the concept graph

As mentioned, the concept instances are not independent of each other. Where
the concept graph links related concepts instances, we still need a mechanism to
cascade the choices of the domain expert through the concept graph. Furthermore, the domain expert does not have full freedom to specify her requirements,
i.e., certain requirements are simply not feasible for a particular configurable
process model. For instance, some resources might not be configurable. Therefore, we define a notion of consistency of a concept graph. Within this section,
we primarily focus on the cascading effect of the choices of the domain expert.
The verification whether there exists a configured process model adhering to
the requirements of the domain expert is explained in Sect. 6.7.
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For the rules of consistency, we need a notion of subsumption on the contexts.
Subsumption between two contexts in short means that if we are in the first
context, then we are also in the second. For instance, if we are in a context where
a resource instance is related to a business object instance with a particular
variable instance, then said resource instance is also related without the variable
instance.
Definition 6.2 (Subsumption). Let G = (V, E, C, QA, R) be a concept graph,
let lo1 , lo2 ∈ V ∗ be two lists of concept instances, then subsumption of lo1 by
lo2 , denoted by lo1 v lo2 , is recursively defined as:
hi v lo2 ≡
lo1 v hi ≡

hei +
+ lo01 v hei +
+ lo02 ≡

hei +
+ lo01 v hf i +
+ lo02 ≡

true
false
lo01 v lo02

hei +
+ lo01 v lo02

if lo1 6= hi
if e 6= f

Figure 6.7: Excerpt from Fig. 6.6 to show the cascading effect between vertices,
edges, and contexts. In blue, we have cascading between vertices and edges, in
orange, we have cascading between edges and contexts, and in green, we have
cascading between contexts.
The requirements on the consistency of the concept graph are split along
the three main elements of a concept graph, i.e., vertices, edges, and contexts.
The requirements reflect the intuitive meaning of each of the options a domain
expert has (all, some, none, and dontCare). In Fig. 6.7, we have depicted how
cascading works between the vertices, edges, and contexts.
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6.5.1

Vertices

For the vertices, we split the different rules dependent on whether a vertex is
set to all, some, or none. Within the rules for the vertices, we connect the
constraints on the vertices to the constraints on the edges.
If a concept instance is set to all, then this means that the domain expert
would like to keep all places where a concept instance occurs. As a result, all
relations this concept instance has have to be kept. This means that all edges
connected to this concept instance are set to all. Similarly, if all relations of a
concept instance are set to all, this means that said concept instance has to be
related at all of its occurrences. As a result the concept instance is set to all.
We have split the rule for the incoming and outgoing edges.
∀v ∈ V, ({v}×V )∩E 6= ∅ : (QA(v) = all ⇔ ∀(v, v 0 ) ∈ E : QA((v, v 0 )) = all)
(6.1)
∀v ∈ V, (V ×{v})∩E 6= ∅ : (QA(v) = all ⇔ ∀(v 0 , v) ∈ E : QA((v 0 , v)) = all)
(6.2)
If a concept instance is set to some, this means that it remains related to
some other concept instances. As a result, some edges will be some or all,
but also some edges will not be all, i.e., if all edges are all, then the concept
instance would have been all.
∀v ∈ V, ({v} × V ) ∩ E 6= ∅ : (QA(v) = some ⇔

(∃(v, v 0 ) ∈ E : QA((v, v 0 )) ∈ {all, some}∧

∃(v, v 0 ) ∈ E : QA((v, v 0 )) 6= all))

(6.3)

∀v ∈ V, (V × {v}) ∩ E 6= ∅ : (QA(v) = some ⇔

(∃(v 0 , v) ∈ E : QA((v 0 , v)) ∈ {all, some}∧
∃(v 0 , v) ∈ E : QA((v 0 , v)) 6= all))

(6.4)

Finally, if a concept instance is set to none, this means that the domain
expert does no want to keep a certain concept instance. Hence, it cannot be
related to any other concept instance. As a result, all edges (incoming and
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outgoing) are set to none. Similarly, if all edges indicate that none of the other
concept instances are related to a particular concept instance, then the concept
instance cannot occur. Hence it is set to none.
∀v ∈ V, ({v}×V )∩E 6= ∅ : (QA(v) = none ⇔ ∀(v, v 0 ) ∈ E : QA((v, v 0 )) = none)
(6.5)

∀v ∈ V, (V ×{v})∩E 6= ∅ : (QA(v) = none ⇔ ∀(v 0 , v) ∈ E : QA((v 0 , v)) = none)
(6.6)

6.5.2

Edges

Within the rules for the edges, we connect the constraints on the
the constraints on the contexts. Similar to the vertices, we split the
all, some, and none.
If an edge is set to all, this means that two concept instances
in all contexts. Similarly, if all contexts on an edge are set to all,
that two concept instances are always related.

edges with
rules along
are related
this means

∀e ∈ E : (QA(e) = all ⇔ ∀o ∈ C (e) : QA(o) = all)

(6.7)

If an edge is set to some, then this means that there are contexts under which
this edge does not occur. Similarly, if the contexts on an edge are not all set to
all, then two concept instances are not always related.
∀e ∈ E : (QA(e) = some ⇔

(∃o ∈ C (e) : QA(o) ∈ {all, some}∧

∃o ∈ C (e) : QA(o) 6= all))

(6.8)

Finally, if an edge is set to none, this means that two concept instances are
unrelated in all contexts. As a result, all contexts are none. Furthermore, if
two concept instances are unrelated for every possible context, then they are
unrelated.
∀e ∈ E : (QA(e) = none ⇔ ∀o ∈ C (e) : QA(o) = none)

(6.9)
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6.5.3

Contexts

Where the vertices were linked to the edges, and the edges are linked to the
contexts, the contexts are linked amongst themselves. With the rules for the
contexts, the constraints on the contexts are propagated through the concept
graph. Similar to the vertices, and edges, we also here split the rules along all,
some, and none.
If a context is set to all, this means that this context and all subsuming
contexts are all. This follows from the fact that all subsuming contexts are a
specialisation of a particular context. Furthermore, if all subsuming contexts
are all, then a particular context also has to be all.
∀(v, v 0 ) ∈ E, ({v 0 } × V ) ∩ E 6= ∅, lo ∈ C ((v, v 0 )) : (QA(lo) = all ⇔

∀(v 0 , v 00 ) ∈ E, lo0 ∈ C ((v 0 , v 00 )) : lo v lo0 ⇒ QA(lo0 ) = all)

(6.10)

If a context is set to all, then there has to be a context subsuming this
context which is some or all.
∀(v 0 , v) ∈ E, (V × {v 0 }) ∩ E 6= ∅, lo ∈ C ((v 0 , v)) : (QA(lo) = all ⇒

∃(v 00 , v 0 ) ∈ E, lo0 ∈ C ((v 00 , v 0 )) : lo0 v lo ⇒ QA(lo0 ) ∈ {all, some})

(6.11)

If a context is some, then this means that some subsuming contexts are all
or some, and some are not all.
∀(v, v 0 ) ∈ E, ({v 0 } × V ) ∩ E 6= ∅, lo ∈ C ((v, v 0 )) : (QA(lo) = some ⇔

(∃(v 0 , v 00 ) ∈ E, lo0 ∈ C ((v 0 , v 00 )) : lo v lo0 ⇒ QA(lo0 ) ∈ {all, some}∧
∃(v 0 , v 00 ) ∈ E, lo0 ∈ C ((v 0 , v 00 )) : lo v lo0 ⇒ QA(lo0 ) 6= all))

(6.12)

Furthermore, if a context is some, then there has to be a context subsumed
by this context which is also some.
∀(v 0 , v) ∈ E, (V × {v 0 }) ∩ E 6= ∅, lo ∈ C ((v 0 , v)) : (QA(lo) = some ⇒

∃(v 00 , v 0 ) ∈ E, lo0 ∈ C ((v 00 , v 0 )) : lo0 v lo ⇒ QA(lo0 ) = some)

(6.13)

If a context is set to none, then all subsuming context also have to be none.
∀(v, v 0 ) ∈ E, ({v 0 } × V ) ∩ E 6= ∅, lo ∈ C ((v, v 0 )) : (QA(lo) = none ⇔

∀(v 0 , v 00 ) ∈ E, lo0 ∈ C ((v 0 , v 00 )) : lo v lo0 ⇒ QA(lo0 ) = none)
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Finally, if a context is none, then there has to be a context which is subsumed
by this context which is either none, or some, i.e., it cannot be all.
∀(v 0 , v) ∈ E, (V × {v 0 }) ∩ E 6= ∅, lo ∈ C ((v 0 , v)) : (QA(lo) = none ⇒

∃(v 00 , v 0 ) ∈ E, lo0 ∈ C ((v 00 , v 0 )) : lo0 v lo ⇒ QA(lo0 ) ∈ {some, none})

6.5.4

(6.15)

Consistent concept graph

Having our rules in place, we can now define when a concept graph is consistent.
Definition 6.3 (Consistent concept graph). Let G = (V, E, C, QA, R) be a
concept graph, we say G is consistent if and only if it adheres to (6.1) up-to and
including (6.15).

6.6

Using the concept graph

Given our configurable process model (Fig. 6.2) and our concept graph (Fig. 6.6),
the domain expert can input her constraints. For instance, the domain expert
might indicate that her organisation does not have a notion of payment. She
then annotates payment with none. This has a cascading effect on the concept
instances related to payment, e.g., the concept instance receive is set to none
by the rules for consistency.
Next to setting concept instances, also the edges linking concept instances
can be annotated by the domain expert. For instance, she may indicate that
the concept instance clerk is not related to the concept instance excerpt, i.e.,
within the domain expert’s organisation, the clerk is not involved with the
excerpt. She can do this by annotating that edge with none. If she would do
the same with the edge between administrative employee and excerpt, then she
is notified of an impossibility, i.e., the concept graph is no longer valid. This is
due to the fact that by setting both edges to none, there would be no resource
capable of executing the task “Produce excerpt and sign” and this violates the
requirements that at least one resource should be allocatable to a task.
Finally, the domain expert can indicate her constraints on the context on
the edges. For instance, by setting the context hexcerpti to all on the edge
between excerpt and clerk , all contexts subsuming this context are set to all,
e.g, the context hexcerpt, clerki is set to all. This is particularly convenient in
organisations having experts specifically for certain concept instances like our
earlier excerpt.
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Figure 6.8: The concept graph from Fig. 6.6 annotated with the constraints of
the domain expert on payment, clerk , administrative employee, e-form, and its
cascading effect on the remaining concept graph to make it consistent. The filled
red crosses correspond to none, open green crosses correspond to some, green
pluses correspond to all, and orange question marks correspond to dontCare.
The default dontCare annotations have been abstracted from. The cascaded
annotations are with dashed lines and internally striped.

Assume for our running example that the domain expert after some time
has set the concept graph as depicted in Fig. 6.8. For readability, we have
omitted the dontCare on the edges, concept instances, and contexts which have
not explicitly been set. Within the domain expert’s organisation, there is no
payment (indicated by a red cross). This is cascaded through the concept graph.
As a result, we can conclude that not received and receive are both set to none
due to the subsumption of the contexts, i.e., every context containing payment
are set to none. Furthermore, the presence of an administrative employee and/or
clerk are not very interesting to the domain expert and are set to dontCare
(indicated by an orange question mark), i.e., the organisation has flexibility
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with respect to both and would like to make the decision of keeping either of
them dependent on the optimality. Finally, the organisation wants to keep the
e-form and the domain expert has set it to all. This results in resident and fill
in being set to all, and “-” set to some (indicated by a green cross).

6.7

From consistent concept graph to configuration

Taking our consistent concept graph from Fig. 6.8, we can use it to deduce the
configuration on the configurable process model from Fig. 6.2. Since we do not
have the concept instance payment (set to none), all tasks related to this concept
instance have to be removed, i.e., the tasks Receive payment and Payment not
received . This can only be done by hiding the subprocess underneath the and
block.
The concept graph also specifies that everything related to the e-form has
to be maintained, i.e., the concept instance is set to all. Since this is not
configurable within our configurable process model, no action needs to be taken.
Both the clerk and administrative employee are set to dontCare. As a result,
the configuration options on those resources are kept. This all results in the
configured process model depicted in Fig. 6.9.
In general, it does not need to be that easy to find the configuration given a
particular consistent concept graph. Take for instance the process tree fragment
in Fig. 6.10 where the concept graph specifies that the red subprocess labelled
with remove has to be removed and the green subprocess labelled with keep has
to be kept. To remove the red subprocess, one would block the outgoing edge
of the seq block. Due to the non-local effect of blocking, also the other seq
block will become blocked and hence the green subprocess will be blocked. To
counter this, we have to hide the edge between both seq blocks. This in itself
is a bit counter-intuitive, i.e., in order to preserve behaviour, we have to enable
configuration options. This also makes that the configurable process model as
a whole has to be taken into account. Especially with the presence of Some
which means that there are multiple ways of adhering to this constraint in the
configurable process model.
To be able to still deduce a configured process model and to give feedback
to the domain expert whilst setting her constraints on the concept graph, we
employ an exhaustive approach to find a configured process model adhering to
the constraints. First, we set the configuration options of which we are sure
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Figure 6.9: Configured process model obtained after applying the consistent
concept graph from Fig. 6.8 on the configurable process model from Fig. 6.2.

keep
remove

Figure 6.10: Example where finding the configuration adhering to the requirements of the consistent concept graph cannot be locally determined.

190

Implementation
they have to be set, e.g., if a concept instance is set to all, then all tasks
related to this instance have to be kept. As a result, all configuration options
on a path from the root node to this task have to be set as not hidden and not
blocked. Second, we iterate through the possible configured process models still
remaining. For each configured process model, we determine if it adheres to the
concept graph for the given configurable process model.
To determine adherence, we iterate through the tasks in the configurable
process model. We know for each task if it is related to a concept instance,
whether two concept instances are related within a task, and if all concept
instances of a context are present in a task. If any of these is all, then said
task has to be present in the configured process model. Even more so, every
path from the root node to the task in the configurable process model has to
be maintained in the configured process model, i.e., if we would transform our
DAG to a tree, then every occurrence of this task in the configurable process
model has to be kept in the configured process model. If any of those would have
been none instead of all, then said task should not be present in the configured
process model. In case we have a mix of options, i.e., some are all and some
are none, then we cannot have a consistent concept graph. This follows from
the rules where all (none) are propagated from concept instance via the edges
to the contexts.
In case we have dontCare, then we do not care. We have a special case when
all are some. In this case, we expect that said task is present in the configured
process model but it does not need to be on every path in which it was present in
the configurable process model. An interesting question is whether a configured
process model also adheres to the concept graph if a particular task is present
on all paths from the root to the task in the configurable process model but it
has been set to some. The answer is yes. This is due to the fact that some is
introduced as a middle ground between all and none. As such, the assumption
is that some is used when something is all and something else is none. If neither
of them is present, then keeping all occurrences of a task is valid. One might
argue that the domain expert has had good reasons to set it to some instead
of all. We agree with that but the only good reason would be that something
was none, i.e., based on what else would one put it to some.
Having defined our consistent concept graph on a conceptual level, we can
now elaborate on the implementation within ProM.
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Figure 6.11: Architecture of Petra. In red, we have the part of the architecture
for this chapter.

6.8

Implementation

In Fig. 6.11, we show the architecture of Petra introduced in Ch. 5. In red, we
have the current chapter. Within Petra, there is a notion of a SpaceMinimiser .
This space minimiser is there to minimise the space of possible configured pro192
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cess models. It offers a number of functions amongst others for creating the
consistent concept graph on a given process tree (this consistent concept graph
is called a consistency graph in the implementation). Next to this, it needs to
provide functions to apply this consistent concept graph on a process tree. Furthermore, it needs to have a function to verify whether a process tree adheres
to a consistent concept graph (for the cases a configured process model cannot
be determined directly and we have to exhaustively go through all configured
process models). Note that, in the implementation, a SpaceMinimiser is more
generic than presented here, i.e., what has been presented here is an instance of
a space minimiser.
A concrete implementation of the SpaceMinimiser is the language based
space minimiser (Language Based ). This implementation is aware of the consistency graph. Within the consistency graph, we use a Conceptualiser . This
Conceptualiser takes a node from the process tree and gives all concept instances related to this node. A concrete Conceptualiser is the language based
conceptualiser which we have presented here.

Figure 6.12: Screen show of ProM showing the possibility to enable the language
based space minimiser.
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Figure 6.13: Screen show of ProM to select which concepts should be included,
and what the ordering is between these concepts which will be used in the
construction of the concept graph.
Upon giving Petra a configurable process model, the user has in one of
the steps within ProM the option to enable a space minimiser (Fig. 6.12). If
this option is selected, then after going through all the options of Petra, the
screen with the possible concepts and their importance is shown (Fig. 6.13).
This importance is used to determine the ordering of the concepts. Multiple
concepts can have the same importance, in these cases, there is no preference in
the ordering. To give the user some intuition of the concepts, example instances
of the concepts are shown at the top, e.g., MDL-arts is an example resource
instance. Contrary to the municipalities used in the other chapters, we use the
example from the application section which is from the hospital domain.
After clicking Next, the concept graph is constructed using the given ordering
of the concepts. This is shown in Fig. 6.14. We have two views on the concept
graph, the one shown focussing on the edges between the concept instances
and the concept instance themselves, and the one depicted in Fig. 6.15. In the
latter, the view is tailored towards the context in which the concept instances
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Figure 6.14: The concept graph within ProM. This view is tailored towards the
concept instances and their relations (the edges in the concept graph).
are related. For this, we use a view similar to a file structure on the file system
with sub folders.
Upon setting a particular option, e.g., Bureau opname to all all, the concept
graph is updated and all options are cascaded through it (Fig. 6.16). If we
would now set the relation between Bureau opname and Afspraak to none (not
allowed), then we get the concept graph as depicted in Fig. 6.17. The concept
instances being inconsistent are high-lighted in red.
If the user is finished setting her constraints, these constraints are, as far
as possible, transformed to configuration choices. When Petra is iterating over
the remaining configuration options, every configured process model is verified
to check whether it adheres to the constraints set by the user. If not, then it is
discarded. Otherwise, it is analysed in the normal way and added to the Pareto
front (from which it might be removed immediately if it is dominated).
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Figure 6.15: The concept graph within ProM. This view is tailored towards the
context of the concept instances.

6.9

Application

For the evaluation of the applicability of our approach, we cooperated with the
consultancy agency iCON healthcare∗ . This agency advises hospitals, clinics,
and other medical institutes on the improvement of their healthcare operations.
We cooperated specifically with a consultant with deep knowledge on the way
pelvic floor examinations are carried out and a coach specialised in process modelling. Pelvic floor examinations are typically set up in an outpatient clinical
setting, where various fields of medical expertise are brought together such as
gynaecology, urology, physiotherapy, and surgery. Within the setting of pelvic
floor examinations, there is considerable freedom to organise the diagnostic and
treatment processes. Therefore, the consultants are seeking ways to guide their
clients to a process set-up that best fits the local requirements but exploiting the
options present in process set-ups within other hospitals. As a first step towards
∗ www.iconhc.nl
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Figure 6.16: Cascading effect of setting Bureau opname to All.

Figure 6.17: Colour coding to notify the user of inconsistencies in the concept
graph.

providing such services, the consultants held structured interviews with stakeholders within various hospitals to obtain insights into these processes. This
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knowledge was codified in the form of process models. Using our merge, we
were able to construct a configurable process model from these models. This
configurable process model had a total of 19 unique tasks. Using this configurable process model as a basis, we added the resources and data.
In the evaluation of the approach, we went through 3 scenarios to expose
the consultants to its characteristics. In the first scenario, we showed how the
tool could be used to enable/disable a single concept instance, in casu a particular type of medical expert. In the second scenario, we went one step further
by showing how the relations between concept instances could be enabled/disabled. In particular, we showed the way to specify whether a surgeon would be
allocatable to a task involving a questionnaire. Finally, in the third scenario,
we used a configurable process model obtained after merging a number of process models. Using this configurable process model, we were able to configure
a specific process model which was applicable to one of the hospitals in their
network. The presentation and discussion of the scenarios took approximately
80 minutes; the reflection on the approach 40 minutes.
The first outcome of our evaluation concerns the perceived usefulness of the
tool. Both consultants saw the value of the approach. One of them stated that
“the business case for this tool is that the information analysis phase can be
strongly reduced”, hinting at how the number of process set-ups to be evaluated
could be highly reduced. As a precondition, it was noted that there should be
an upfront investment in a database with configurable process models. The
second point of reflection was the usability of the tool. According to one of
the consultants “the interface is easy and intuitive”. The notion of concepts
in particular was well understood, as well as the meaning of the configuration
choices. Finally, the third point of discussion related to potential improvements.
The suggestions mostly involved the direct context of the toolkit: To improve the
way to reach a sufficient amount of high-quality models from the hospital context
and to provide support for bringing more detail to a model once it is configured,
e.g., the inclusion of work instructions and detailed resource constraints. One
of the consultants even stated that: “The more we can fill in, the more valuable
the tool becomes”.

6.10

Conclusion and future work

In this chapter, we showed an approach to automatically generate support to
simplify and speed up the configuration of a configurable process model. We
zoomed in on the use of general concepts which can be recognised in most if not
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all process models to specify those elements and relations that are relevant to
the particular context of the process model to be configured. We paid attention
to safeguarding the consistency of the various choices an end user can make as
well.
One of the main limitations of our approach at this moment is the lack of
support for configuration constraints. Contrary to the configuration constraints
present in related work, we intend configuration constraints from the end-user
and between concept instances. For instance, for a hospital it might not matter
which of two concept instances are present as long as at least one is present.
In our current implementation, the user is not able to state conditional requirements between concept instances. We plan to add support for this using
constraints in the spirit of a declarative modelling language. Next to supporting configuration constraints, we also plan to develop a constructive approach
for deducing if there is a configured process model adhering to the consistent
concept graph as defined by the user. When working with large amounts of
variation points, the verification whether there is an instantiation adhering to
the requirements of the end users can become a computational bottleneck.
Next to the aforementioned, an interesting area to extend our technique is
to first let the domain expert define mandatory constraints. Afterwards, using
the analysis capabilities of Petra, the domain expert can indicate preferences
for the remaining concept instances and directly see the impact it has on the
KPIs of interest. This way there is a guided configuration of the configurable
process model supported with quantitative insights in the configured process
models still obtainable.
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Chapter 7
Ordering the space of models prior
to analysis
In this chapter, we set out for our fifth challenge: How to find a best configured
process model faster?
First, we informally introduce our approach and heuristic. Next, we touch
upon related work. Then, we use an example to show that the heuristic does not
always find a best model and provide some insights when the heuristic provides
guarantees. Thereafter, we present our at-least-as-good heuristic. Next, we
present the implementation of our heuristic. In the experimental setting and
application, we first show the sensitivity of our heuristic. Second, we show
the possible efficiency gains of our heuristic. Third, we show the application
of our heuristic on real-life models. Afterwards, we prove under two sets of
assumptions such that our heuristic will always give the correct result. Finally,
we present our conclusions and future work.

7.1

Introduction

To cope with a potentially huge number of configured process models, we do
not want to naively analyse every single model. Instead, we want to analyse
only those models which are likely to score high on the given KPIs. For this,
we introduce a technique called monotonicity in this chapter.
Prior to introducing our monotonicity technique, we want to stress that when
an organisation is looking into improvements of its processes, this happens from
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a particular context. This is due to the fact that certain aspects of the process
are not under the control of the organisation or at least not easily controlled,
e.g., the arrival of new cases, or the resources available. Therefore, within
this chapter, configured process models are compared while assuming the same
contexts. Given this context, the organisation is interested in the best process
models. A process model is amongst the best process models if there does not
exist another process model with a higher score on all KPIs of interest to the
organisation.

Figure 7.1: Using monotonicity, we deduce a partial order between the configured process models. This partial order may reduce the number of models
which needs to be analysed significantly.
Our monotonicity technique deduces an at-least-as-good relation between
two models assuming that both models are in the same context. In this chapter,
we will only consider the throughput time KPI, which is a very common KPI for
performance. For the throughput time, the at-least-as-good relation between a
model M and another model M 0 , denoted by M ≥ M 0 , indicates that the
average throughput time of M is not worse than that of M 0 . We have chosen
the average since we employ simulation techniques. If one is interested in a
stronger notion, e.g., taking also the variance into account, this is also possible,
i.e., we still obtain an ordering between the models. If we take an example
collection of configured process models on the left (Fig. 7.1) and order these,
then we obtain a possible (partial) order based on this at-least-as-good relation
between the process models in the middle. Taking this partial order, we would
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first analyse models A and B since there does not exist any model which is
at-least-as-good as any of these. Having analysed the first set of models, we
determine which models are amongst the best process models and which are
not. Say A is a better than B, that is, B (and every configurable process model
to which B is at-least-as-good) is significantly worse than A. Since we have an
at-least-as-good relation, it might still be the case that the remaining models
(which have not been analysed) are among the best models, i.e., at-least-as-good
can also mean they are equal . Therefore, we still need to analyse the models C,
D, E, etc. If D is also amongst the best process models but C is not, no more
models, like E, have to be analysed since the remaining process models cannot
be amongst the best.

M0

M

A

B

A

B

C

Figure 7.2: Two example process models for which our heuristic would deduce
that M is at-least-as-good as M 0 with respect to throughput time.
To deduce the at-least-as-good relation for the average throughput time, we
employ a heuristic (more on why it is a heuristic later). This heuristic is based on
two aspects: not more tasks, and not more dependencies between tasks. These
aspects stem from the often used Business Process Redesign principles [8, 11,
81, 114]. In particular, we are looking for task elimination and parallelism. The
ideas are strengthened by the work of [74] on the Theory of Constraints (TOC).
Within the TOC, one has to identify the bottlenecks, remove them, and start
looking for new places in the configured process model where bottlenecks occur.
The removal of bottlenecks corresponds to task elimination. Next to this, if we
take one step back, then a subprocess can also be a bottleneck. By parallelising
part of a subprocess, the bottleneck is also removed/reduced. If we take the
two configured process models in Fig. 7.2, then given the fact that the context
for both models is the same, our heuristic would deduce that process model M
is at-least-as-good as process model M 0 with respect to throughput time.
The reason why it is just a heuristic is due to the fact that in some cases task
elimination can actually result in a higher average throughput time. A general
pattern when task elimination does not have the desired effect is when there are
203

Chapter 7: Ordering the space of models prior to analysis
two parallel branches of equal throughput time and due to task elimination cases
start overtaking each other. As a result, one parallel branch may become the
bottleneck for one type of cases, whereas the other parallel branch may become
the bottleneck for another type of cases. As a result of this, the throughput
time may increase. We will elaborate more on this in Sect. 7.3.
The ideas behind monotonicity and the at-least-as-good relation are not
limited to the throughput time. If, for instance, one would also deduce the
at-least-as-good relation between the costs of a process model, then we would
have two partial orders between the same process models. The decision to not
analyse a process model is then also based on both partial orders, e.g., in our
example partial order (Fig. 7.1), we had that C was at-least-as-good as E with
respect to throughput time and C was not amongst the best process model. If
E would have been at-least-as-good as C with respect to costs, we might still
need to analyse E. A process model can only be removed if there is a process
model not amongst the best which is at-least-as-good in every partial order.

7.2

Related work

Within our setting, we start with a large collection of models (1). For these
process models, we try to find the best (re)designs for a process (2) using performance analysis (3). We use monotonicity to speed up the search (4). Each
of these 4 topics is treated in isolation in the remainder.

7.2.1

Dealing with many models

In [61], the authors list the research areas within model collections. Often these
model collections lack sufficient information for quantitative analysis, i.e., the
context is missing, e.g., the arrival process of new cases, duration of tasks, etc.
If a context is given, then our technique can be most beneficial in querying
the collection of models. For instance, in PQL [85], the user can specify that
she is interested in models where a task A is eventually followed by a task B.
As there might be many models returned from a query, our technique can be
used to structurally order these models based on the throughput time. In this
way, the user is immediately presented with the most promising models whilst
adhering to the earlier specified structural requirements.
APROMORE [106] is a model repository. Within APROMORE, it is possible to have various modelling formalisms within the same repository. In order
to support this, APROMORE uses a canonical format to have an abstraction
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that allows for comparing process models. The canonical format already allows
for specifying which resource is allowed to execute which tasks. Furthermore,
the various model elements are allowed to have attributes. By specifying a
transformation from the canonical format to our decomposition technique, our
technique can be applied within APROMORE to order the process models.
Note that our decomposition technique internally transforms a process tree into
a different representation. This internal representation allows for a larger class
of process models, e.g., it does not need to be block-structured.

7.2.2

Business Process Redesign

In [8], various business process redesigns are listed based on the work of [81],
e.g., putting tasks in parallel, and removing steps. In [114], a framework with
these and other often used redesign principles is listed. The principles have
been validated with practitioners. This work is not intended for comparing two
process models but the ideas of the redesign principles have been incorporated.
So-called Knock-Out systems are discussed in [11] together with heuristics for
optimising these. A Knock-Out system is a process model where after each task
or group of tasks, in case they are in parallel, a decision is made to continue with
the process or to terminate. The goal is to rearrange the tasks in such a way that
the resource utilisation and flow time (throughput time) are optimised whilst
adhering to constraints on the order of tasks encoded in precedence relations. By
having an approach starting from a single model, this approach is not directly
applicable to comparing two models.
In [42], an approach is presented to evaluate when certain changes to the
structure of the process model are appropriate. Starting from commonalities in
reengineered processes, the paper deduces under which circumstances a change
to the structure of the model is beneficial. The majority of the authors’ ideas
is not tailored towards throughput time but some ideas can be applied to our
setting. These ideas are mainly on how resources perform their tasks.

7.2.3

Performance analysis

In [131], a tool called KOPeR (Knowledgebased Organizational Process Redesign) is presented. KOPeR starts from a single model and identifies redesign
possibilities, e.g., delinearisation. These redesign possibilities are simulated to
obtain performance characteristics. This approach is not tailored towards directly comparing two models to determine which is at-least-as-good but our
approach can be used to order the models prior to simulation.
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In [127], process alternatives are analysed which have been obtained by applying redesign principles. Similar to the work in [131], our approach can aid in
reducing the amount of to-be-analysed redesign options.

7.2.4

Monotonicity

Within performance evaluation, the idea of monotonicity is not new. In queueing
theory, it has already been pursued [171]. In [171], the notion of monotonicity is
similar to ours. However, they focus on the parameters of the network and not
on the topology of the network. Furthermore, the work considers only closed
networks. The work in [116] is similar to the work in [171] but now defined
for continuous Petri nets. In this work, the focus is on throughput (so not on
throughput time). The throughput of a model is the amount of finished cases
at a certain moment in time.
In [18, 19], monotonicity is also deduced for the throughput. Within the
papers, a notion of coupling is used to relate the elements of one model with
elements of the other model. In the presented approach, there are no fork-joins
allowing them to make a path argument to compare both models.
A decomposition technique is presented in [152]. Here the queueing model
is split into individual queueing stations. These are analysed in isolation but
a description of the arrival of work is shared between the queueing stations.
Fork-joins are not supported.
Most of the techniques for monotonicity focus on the parameters rather than
the topology of the queueing network. If two process models are not comparable
with our approach, it might be possible to create an at-least-as-good process
model based on the parameters which can be compared using our approach.

7.3

Reality check

Prior to presenting our heuristic, we first elaborate on an example showing why
parallelism can be problematic in conjunction with task elimination. Take the
two models in Fig. 7.3. The difference between both models is task elimination
of task R. For simplicity, we assume every task has a single resource only
allocatable to that task.
Within both models, we have two types of cases: red cases (executing task R,
and skipping task B) and blue cases (executing task B). Task A is executed for
all cases. Finally, tasks P and P 0 are parallel to the aforementioned tasks. For
now, assume the processing time distribution of each task is deterministic with
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Figure 7.3: Example where task elimination has a negative effect on the throughput time with FiFo queues.

the value as indicated in Fig. 7.3, e.g., task A takes 5 time units. Furthermore,
assume the cases arrive in a burst, i.e., within a very short period of time a large
amount of cases arrive. Thereafter, for a long period of time, no cases arrive.
Let the time between the burst be such that the model is empty when a new
burst arrives. During a burst a total of N cases arrive. Assume that 12 N red
cases and 12 N blue cases arrive. All tasks process the cases in a First in First
out (FiFo) order.
In the left model, in the parallel branch, tasks P and P 0 process the cases in
the order they arrive to the process model. At the tasks R and B, the cases are
also processed in the order they arrive. At task A, the ordering can be slightly
different, i.e., two consecutively arriving cases can both be blue cases and then
a red cases can be in between at A. In general, the order of the cases at A is
similar to the arrival of cases to the process model. Which in turn is similar
to the order of the cases at P and P 0 . As a result, the time cases spend on
synchronising at the AND-join is relatively small.
In the right model, we have eliminated task R. This means that just after a
burst finishes, the queue at A is filled with 12 N red cases. After these red cases,
the blue cases are placed which first have to pass task B. In the parallel branch
nothing changed, i.e., tasks P and P 0 still process the cases in the order they
arrive to the process model. This means that at the AND-join, we have in the
right branch red cases waiting to be synchronised, while in the left branch, we
also have blue cases waiting to the synchronised. Only after the 12 N red cases
have been processed by task A, blue cases can be synchronised.
By eliminating task R, task A started processing cases which had no priority, i.e., in the parallel branch, no work had been done on them. As such,
there was no need to work on these cases. This while cases which were being
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processed at tasks P and P 0 (blue cases) were at the end of the queue of task
A. The overtaking of cases makes that at the synchronisation the wrong cases
are waiting to be synchronised, i.e., cases which cannot be synchronised with
any of the cases at the parallel branch.
In our example, we have used burst arrivals and deterministic processing
times. If we look into a Poisson arrival stream and exponential distributions on
the tasks, then one can still observe the same phenomenon. Within a Poisson
arrival stream, it is still possible that multiple cases arrive within a short period
of time. The earlier sketched overtaking of cases might be less prominent (there
are fewer cases at the same time within the process model) but the end effect will
be the same, i.e., task elimination can have a negative effect on the throughput
time.
Also parallelising parts of the process model can have the same effect. Let
task R be a sequence of very small tasks each close to 0 time units in duration.
Each of these small tasks has a dedicated resource. The total sum of these
durations is the duration of task R. By parallelising all of these very small
tasks, we in essence eliminate task R, i.e., all red cases will be at task A before
any blue case.
If one would eliminate task A in our example, or tasks R and B together,
then there would be a positive effect on the throughput time. This is due to the
fact that none of the cases has a higher throughput time in any of the parallel
branches. This results in cases only arriving earlier for synchronisation.
One can argue that the use of a FiFo queue is debet to the wrong order of
cases. In case Last in First out (LiFo) is used, one would observe in front of
task A a large amount of blue cases followed by the red cases, i.e., we obtain the
inverse situation of the FiFo queue in the right branch. The core problem stays:
cases can overtake each other and locally one cannot determine what the correct
order is of the cases. As a result, some cases have a higher throughput time in
a parallel branch and some have a lower throughput time. Because cases have
to be synchronised, a lower throughput time usually does not have a positive
effect while a higher throughput time usually does have a negative effect.
In case of Processor sharing, all cases receive every time unit an equal
amount of service rate which is proportional to the number of cases at the
task. As a result, overtaking cases are less problematic since work is immediately commenced upon arrival of a case. Furthermore, in case there is an infinite
number of resources or at least no queueing occurs, then the throughput time
of each task is the processing time of said task. One can even analyse each of
the tasks in isolation, i.e., there is no interference between the cases. In case
of infinite resources, task elimination does not have a negative effect, i.e., for
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every case there is always a resource directly available. As a result, cases can
only arrive earlier at subsequent tasks/for synchronisation.
Table 7.1: Various parameters and the effect on the throughput time when task
elimination is applied to task R.
Arrival distribution
Bursts
Bursts
Bursts
Poisson
Poisson
Poisson

Queueing principle
FiFo
LiFo
Infinite resources
FiFo
LiFo
Infinite resources

Processing time
Deterministic
Deterministic
Deterministic
Exponential
Exponential
Exponential

Effect
Negative
Negative
None
Negative
Negative
Positive

Figure 7.4: Quantitative results for our example. The arrival process is Poisson
and the processing times are deterministic 5 minutes with FiFo queues at every
task. The blue line is with task elimination and the red line is no task elimination. The slope is due to the increase in inter-arrival time the resources become
less busy and as a result the throughput time decreases.
In Table 7.1, we have summarised the various parameters and the effect of
task elimination under these parameters. We have simulated both models from
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Fig. 7.3 with a Poisson arrival distribution and deterministic processing times.
The results are depicted in Fig. 7.4 (blue is task elimination and red is no task
elimination). With a sufficiently long chosen replication length, one can indeed
observe that task elimination has a negative effect on the throughput time.

Figure 7.5: Quantitative results for our example. The arrival process is Poisson
and the processing times are also Poisson with mean 5 minutes with infinite
resources at every task. The blue line is with task elimination and the red line
is no task elimination. Not surprisingly, the inter-arrival time is irrelevant for
the throughput time.
We also have simulated the models with infinite resources (or at least more
resources than the maximum number of cases) and one can indeed observe that
in case of deterministic processing times, in this example, task elimination does
not have any effect. With an exponential distribution one can indeed observe
that task elimination has a positive effect given these parameters (Fig.7.5).
Having discussed its limitations, we now present our heuristic.

7.4

Monotonicity heuristic

As stated in the introduction, every process model operates using the same
context. This context specifies the arrival of cases, the number of resources
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available, the processing times of tasks, and the allocation of resources to tasks.
Formally, the context is defined as:
Definition 7.1 (Context). Let Rv be the universe of non-negative random
variables, then the context is a 5 tuple Ct = (A, Res, ra, ArrProc, Proc-Tasks)
where:
• A is the set of tasks;
• Res is the set of resources;
• ra ∈ Res → A maps every resource upon the task it is allocatable to;
• ArrProc ∈ Rv is the random variable describing the inter-arrival time of
new cases;
• Proc-Tasks ∈ A → Rv maps every task onto the random variable describing the processing time.
Within this section, we use structurally at-least-as-good and at-least-as-good .
The first is used when we are comparing the structures. The second is used when
we are comparing the throughput times.
In order to compare two configured process models, we decompose the configured process model into its runs (sometimes called Process Nets [58]). Each
of these runs has a probability to occur. We define a structurally at-least-asgood relationship between two runs. If there is a structurally at-least-as-good
relationship between all the runs in one model and the runs in another model
(taking into account the probabilities of the runs), then we can conclude that
the structurally at-least-as-good relationship also holds between the models.
A run consists of vertices representing occurrences of tasks. By having an
edge between two vertices v and u, we know that the occurrence of the task at
u is always preceded by the occurrence of the task at v. Furthermore, every
occurrence of the task at v is always succeeded by the occurrence of the task at
u. In Fig. 7.6, we have depicted two process trees together with their runs. A
run is formally defined as:
Definition 7.2 (Run). Let Ct = (A, Res, ra, ArrProc, Proc-Tasks) be a context,
then a run P within this context is a 3-tuple (V, E, `) where:
• V is a set of vertices;
• E ⊆ V × V is the transitively reduced set of directed edges;
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Figure 7.6: Example process trees with their runs.
• ` ∈ V → A is a labelling function labelling vertices with tasks;
• the graph G = (V, E) is a Directed Acyclic Graph (DAG).
A model, called WRun in the remainder, is a collection of weighted runs:
Definition 7.3 (WRun). Let Ct = (A, Res, ra, ArrProc, Proc-Tasks) be a context, let PA be the universe of runs over A within context Ct, then a WRun is
a 2-tuple (PP , w) where:
• PP ⊆ PA is the set of runs over A;
• w ∈ PP → P
(0, 1] is a weight function indicating the probability of each run
such that ( P ∈ PP : w(P )) = 1. Note that runs with weight 0 are not
allowed.
This view on a model by means of the runs is not limited to process trees.
Using the work in [58], runs can be obtained from Petri nets. Furthermore,
various approaches have been defined to transform subclasses of BPMN, EPC,
or YAWL models to Petri nets.
In this section, we first consider process trees with only seq and and blocks.
These process trees have a single run in the WRun. As a result, it is sufficient
to deduce the structurally at-least-as-good relation between these runs. Afterwards, we consider process trees which also contain xor blocks. By having xor
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blocks, the process trees have multiple runs. Here we leverage the comparison between WRuns with a single runs to a comparison between WRuns with
multiple runs. Finally, we elaborate how the other blocks are supported.

7.4.1

SEQ and AND blocks

In this subsection, we focus on process trees which only have seq and and
blocks. As a result, there are no choices, i.e., we obtain a WRun with a single
run with weight 1. In order to obtain the runs, we first unfold the process tree
(which may be a DAG) into a tree structure. Within this unfolding, amongst
others, the tasks are duplicated. Every task becomes a vertex in the run. Next,
we deduce the edges between the vertices. For this, for each pair of manual
tasks, we check if the least common ancestor is a seq block. The least common
ancestor is the block which is an ancestor of both manual tasks and none of its
children are an ancestor of both manual tasks. If we take the right process tree
in Fig. 7.6, then the seq block underneath the and block is the least common
ancestor of B and C.
If the least common ancestor of two manual tasks is a seq block, then, within
the run, there should be a sequence of edges between the vertices labelled with
the manual tasks. For this, we first introduce an edge in the run for each
pair of manual tasks which have as their least common ancestor a seq block.
Afterwards, we transitively reduce these edges. If we take the process tree on
the right of Fig. 7.6, then we can see that the least common ancestor of A and
C is a seq block. During he construction of the run, an edge is introduced
between A and C. Afterwards, this edge is removed since via the edges between
A and B, and B and C, we have already that A is linked to C.
Within the figures, we directly label the vertices with their task. Technically,
we would have a vertex v1 labelled with task A in Fig. 7.6. When there is no
ambiguity, we omit this.
In order to deduce whether Run is structurally at-least-as-good as Run0 , we
try to create a mapping map between the vertices of both runs. We map the
vertices labelled with a particular task in Run to vertices in Run0 labelled with
the same task. This allows us to verify that no tasks have been eliminated in
Run0 which are still in Run. This mapping is also used to verify that Run0
does not have more parallelism, i.e., has more task in parallel. Next to this, we
have to ensure that the ordering of the tasks remains the same. This follows
from [177] where the best ordering of a number of queues cannot be determined
in general.
Take the two runs from Fig. 7.6. In Fig. 7.7, we have created a mapping
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Figure 7.7: We can map every vertex in the left run onto a vertex in the right
run (indicated by the dashed lines) such that the ordering is maintained or
relaxed. As a result, we say the left run is structurally at-least-as-good as the
right run.
between the vertices. Using this mapping, we want to verify two things: (1) we
have a subset of the vertices and (2) we have a subset of the edges. This means
that no tasks have been eliminated in Run0 which are still in Run. Furthermore,
the ordering of the vertices is adhered to or relaxed, i.e., Run0 contains at least
the same task dependencies from Run. If both requirements hold, we say that
Run is structurally at-least-as-good as Run0 .
Formally, structurally at-least-as-good is defined as:
Definition 7.4 (Structurally at-least-as-good runs). Let Ct = (A, Res, ra,
ArrProc, Proc-Tasks) be a context, let P = (V, E, `), P 0 = (V 0 , E 0 , `0 ) be two
runs within context Ct, and let map be an injective mapping from vertices in
P to vertices of P 0 , then we say P is structurally at-least-as-good as P 0 given
mapping map (denoted by P ≥map
P 0 ) if and only if:
s
1. {map(v) | v ∈ V } ⊆ V 0 , every vertex in P is mapped onto some vertex in
P 0;
+

2. {(map(u), map(v)) | (u, v) ∈ E + } ⊆ E 0 , every ordering between occur+
rence of tasks in P is also in P 0 (where E + and E 0 are the transitively
closed partial orders of the vertices);
3. ∀v ∈ V : `(v) = `0 (map(v)), every vertex v in P is mapped onto a vertex
v 0 in P 0 which is labelled with the same task.
We say P is structurally at-least-as-good as P 0 (denoted by P ≥s P 0 ), if a
mapping map exists such that P ≥map
P 0.
s
Having the structural at-least-as-good relation between two runs, we can
now leverage this to WRuns which have multiple runs.
214

Monotonicity heuristic

7.4.2

XOR blocks

If the process tree contains xor blocks, then there are multiple runs in the
WRun. Take for instance the process trees depicted in Fig. 7.8. For every
combination of outgoing edges for the xor blocks, we obtain a run. Next to
obtaining the runs, we also obtain the probability of a run by multiplying the
probabilities on the outgoing edges chosen within a combination. As mentioned,
our heuristic uses these runs. Therefore, for sake of simplicity, we view a process
tree as a collection of runs with weights indicating the probability.
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Figure 7.8: Example process trees with their runs. Left of each run, we have its
weight.
To illustrate our heuristic, we use the two process trees depicted in Fig. 7.8.
First, we transform the process trees to their WRuns. Using the structurally
at-least-as-good relation for runs, we can relate the runs from one WRun to the
runs in the other WRun (Fig. 7.9). Having deduced the structural at-least-asgood relation between runs, we need to leverage this to the WRuns themselves.
Here the weights of the runs come into play. The weight of a run indicates the
fraction of arriving cases which follow a particular run. Therefore, if we can
find for every run in one WRun a set of runs in the other WRun which are
at-least-as frequent and to which said run is structurally at-least-as-good, then
the WRun is also structurally at-least-as-good. The intuition behind this is that
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Figure 7.9: The WRuns from the process trees in Fig. 7.8. Using the structurally
at-least-as-good relation between runs, we can relate the runs.

the throughput time of a WRun is determined by the throughput times of the
individual runs taking their weights into account.
In order to link the runs from one WRun to the runs from another WRun,
we introduce a matching graph. A matching graph between two WRuns is a
bipartite graph between the runs of both WRuns. Each edge in this bipartite
graph indicates the matching fraction of two runs. Without loss of generality,
we depict a matching graph as a one-to-one mapping between runs from one
WRun to the runs of another WRun. In order to achieve this, we sometimes
have to duplicate runs in a WRun. Furthermore, we distribute the weight of a
run accordingly over its duplicates. Note that within the matching graph there
is a difference between no edge and an edge with weight 0. An edge indicates
the structurally at-least-as-good relation while the weight indicates the fraction
of cases being matched over said edge. Within the one-to-one mapping, we omit
the pairs of duplicated runs which have an edge with a weight of 0.
If we take our example WRuns from Fig. 7.9, then in Fig. 7.10 the oneto-one matching graph is depicted. As one can see, both runs from the right
WRun have been duplicated. Furthermore, the weights of the runs have been
distributed over its duplicates. By having that every run in the left WRun is
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mapped onto a run on the right WRun in this one-to-one mapping, we say that
the left WRun is structurally at-least-as-good as the right WRun.
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Figure 7.10: Valid matching graph between the runs of the WRuns in Fig. 7.9.
Some of the runs in the right WRun have been duplicated to establish a oneto-one mapping.
Formally, a valid matching graph is defined as follows. Note that this definition does not assume there is a one-to-one mapping. If a valid matching graph
exists, then the edges in match Wr ,Wr0 contain the weights of the runs which have
to be duplicated.
Definition 7.5 ((Valid) Matching Graph). Let Ct = (A, Res, ra, ArrProc,
Proc-Tasks) be a context, let Wr = (PP , w) and Wr0 = (PP 0 , w0 ) be two WRuns
within context Ct, then the matching graph between Wr and Wr0 , denoted by
match Wr ,Wr0 , is defined as: match Wr ,Wr0 ∈ (PP × PP 0 ) → [0, 1]. We say
match Wr ,Wr0 is valid if and only if:
• ∀(P, P 0 ) ∈ dom(match Wr ,Wr0 ) : P ≥s P 0 , if there is an edge between two
runs in the matching graph, then the first is structurally at-least-as-good
as the latter;
P
• ∀P ∈ PP : w(P ) = (P, P 0 ) ∈ dom(match Wr ,Wr0 ) : match Wr ,Wr0 (P, P 0 ),
the weights of the outgoing edges are the same as the weight of the run;
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P
• ∀P 0 ∈ PP 0 : w0 (P 0 ) = (P, P 0 ) ∈ dom(match Wr ,Wr0 ) : match Wr ,Wr0 (P, P 0 ),
the weights of the incoming edges are the same as the weight of the run.
Finally, if we have a valid matching graph between two WRuns, then we say
that the former is structurally at-least-as-good as the latter.
Definition 7.6 (Structurally at-least-as-good WRuns). Let Ct = (A, Res, ra,
ArrProc, Proc-Tasks) be a context, let Wr = (PP , w) and Wr0 = (PP 0 , w0 ) be
two WRuns within context Ct, then Wr is structurally at-least-as-good as Wr0 ,
denoted by Wr ≥s Wr0 , if there exists a valid matching graph between both.
We have shown the ideas behind our heuristic. So far, we only have shown
process trees with seq, and, and xor blocks. In the remainder of this section,
we show how to deal with a process tree using other blocks.

7.4.3

Other types of blocks

Within process trees, there are next to the seq, and, and xor blocks also
the or, loopxor, event, def, and loopdef blocks. In this subsection, we
elaborate on the transformation, if possible, from these blocks to a process tree
which can be transformed into a WRun as shown in the previous subsections.
We cannot transform a process tree which has def and loopdef blocks.
This is due to the fact that the choice for an outgoing branch of these blocks
is based on the event blocks. Each of these event blocks has a distribution
associated with it indicating the time it takes for the environment to generate
an event. If, for instance, there is a choice between a time-out event (which
takes 5 time units) and a message event with some distribution, then it is clear
that the time till the message can never be longer than 5 time units, i.e., in
those cases, the time out would have been first. If we would create the runs
of the process tree, then each event would be in a different run. However, the
durations of the event blocks are not local, i.e., they cannot be determined
solely on a single run. As a result, they cannot be easily compared in isolation.
Furthermore, the throughput times of two event blocks cannot be compared
directly without taking the other event blocks into account. Therefore, we do
not allow def, loopdef, and event blocks in our process trees.
To show how or and loopxor blocks are supported, we use the process tree
in Fig. 7.11 as our running example.
In the presence of loops, there might be an infinite number of runs. To
counter this, one can define a loop cut-off probability. This cut-off probability
specifies the number of times a loop can be executed. This is done by specifying
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Figure 7.11: Example process tree that we want to decompose into its runs.

A
B

C

p

q

D

E

1−r

F

H

1−

r(1 − r)

F

G

F

H

F

P

0≤i<n

ri (1 − r)

G

F

H

Figure 7.12: Taking the process tree from Fig. 7.11, we have transformed the
loop to a selection of executing the loop between 0 and n times.

what the minimal probability should be for executing the loop n times. In a
sense, we transform the loop into a choice between executing the loop a predetermined number of times. If we would take our example process tree from
Fig. 7.11 and given a loop cut-off probability such that the loop can at most be
executed n times, we obtain the process tree in Fig. 7.12. Note that in order to
have that the probabilities of the xor sum to 1, we deduce the probability of
executing the loop n times based on the probabilities of the other branches, i.e.,
the probability of executing the loop n times is the probability of executing the
loop at-least n times.
If a process tree has an or block, we support this by transforming this to
a xor block. This xor block is choice between the possible combinations of
outgoing edges of the or. Within the transformation, we want to maintain that
if the probability of one of the edges of the or decreases, that all combinations
containing this edge in the xor do not become more probable. At the same
time, all combinations not containing this edge should also not become more
probable, i.e., their probabilities did not change after all. As a result, we view
the probabilities on the outgoing edges of the or as independent. Furthermore,
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Figure 7.13: Taking the process tree from Fig. 7.12, we have substituted the or
block with a choice of each combination of executing the branches.
in the transformation of the or to the xor, we have a branch which allows
one to skip, i.e., not executing any of the branches in the original or block.
This to ensure that if an outgoing edge of the or becomes less probable, all
combinations with the other edges in the xor do not become more probable.
After all, the probabilities on the outgoing edges of the xor need to sum up to
1.
Within our process tree from Fig. 7.12, we substitute the or block with a
choice between either executing D, or E, both D and E, or neither of them.
This results in the process tree in Fig. 7.13.
Having removed all loopxor and or blocks, we can now transform our
process tree into a WRun. In Fig. 7.14, we have depicted the runs belonging to
Fig. 7.13.

7.5

Implementation

In Fig. 7.15, we show again the architecture of Petra. In light blue, we highlighted the components relevant for this chapter. The implementation works
as follows: Analysis starts when a process tree array is provided together with
implementations of the structurally at-least-as-good relations (one implementation per KPI of interest). This process tree array is a list of process trees.
These process trees do not share a common base, hence the relation between
tasks needs to be constructed. In contrast, there is also an implementation that
takes a configurable process tree [163]. In this case, the list of process trees is
the list of configured process trees of this configurable process tree. For these
configured process trees, the relation between tasks is already given.
Attached to the Analyse Thread Group (Sect. 5.4), we have a Monotonicity
Order Global component. This is a component to encapsulate various structurally at-least-as-good relations. The Analyse Thread Group adds all the pro220

Implementation
(1 − p)(1 − q)(1 − r)

B

B

(1 − p)q(1 − r)

A

F

H

A

E

C

B

pq(1 − r)

A

D

F

H

P

0≤i<n

F

H

D

A

C

pq(1 −

H

C

B

p(1 − q)(1 − r)

F

C

ri (1 − r))

B

D

A

F
C

E

G

F

H

E

Figure 7.14: The runs belonging to the process tree from Fig. 7.13.

cess trees to the Monotonicity Order Global . This creates so-called Monotonicity
Nodes out of these process trees. A Monotonicity Node is a node which amongst
other contains the original process tree. Next to this, the partial orders induced
by the structurally at-least-as-good relations for the KPIs are defined between
Monotonicity Nodes.
The Monotonicity Order Global can have any number of Monotonicity Order
Local components associated with it. Each local order contains one structurally
at-least-as-good relation belonging to a KPI. Using the aforementioned Monotonicity Nodes, the partial order is deduced for a particular KPI. These partial
orders are stored at each Monotonicity Node, i.e., given a structurally at-leastas-good relation, a different set of edges from and to the Monotonicity Node is
used. In essence, the partial orders are placed on top of each other and the
structurally at-least-as-good relation forms a projection again onto a single partial order. The added advantage of this is the one-to-one mapping between a
process tree and a Monotonicity Node. In case a process tree is not amongst the
best, then we only have to remove a single Monotonicity Node from the graph.
The Monotonicity Interface is a component specifying the programming interface which a structurally at-least-as-good relation has to implement. Here,
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Figure 7.15: Architecture of Petra. In blue, we highlight the part of the architecture described this chapter.
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Implementation
amongst others, given two process trees, the structurally at-least-as-good relation is deduced. The Throughput time component implements our earlier
introduced matching graph to deduce the structurally at-least-as-good relation.
In order to use a Pareto front in conjunction with monotonicity, one needs
a monotonicity notion for each KPI on the Pareto front. If for a particular KPI
there does not exist a monotonicity notion, then it might be that the Pareto
front does not contain every process tree which would score best on the KPIs for
which there is no monotonicity notion. This is due to the fact that the choice to
analyse a process model is based on the partial orders given by the monotonicity
notions. If none of the remaining process models can be on the Pareto front
given the partial orders, then the analysis stops. It might still be that one of
the remaining process models is on the Pareto front according to the KPI for
which there is no monotonicity notion. Note that even if a KPI does not have
a monotonicity notion, we still analyse the process models to compute the KPI
value.
If we load a process tree array into ProM, then we can start Petra as before.
Note that we need to start Petra using a Pareto front. After a few configuration
steps, the screen, as depicted in Fig. 7.16, is displayed. Here we can select
which notions of monotonicity should be used. The first monotonicity notion is
specifically for configurable process trees. The four following ones are for process
tree arrays and use different computation cut-off values, or no computation
cut-off. Computation cut-offs will be explained later. Between brackets the
computation cut-off number is denoted.
From an efficiency point of view, a number of implementation decisions have
been made. In the remainder, we briefly elaborate on them.
Lazy evaluation Within the implementation, we use a lazy approach in computing the structurally at-least-as-good relations. This to compute the minimal
number of structurally at-least-as-good relations. When the next process tree
in the partial order is requested, we want to return a process tree P T for which
there is no process tree which is structurally at-least-as-good as P T . Using
the transitivity of the structurally at-least-as-good relation, we only need to go
through the list of process trees once to find the next process tree to return.
Since we use lazy evaluation, it might be that some process trees which
were dominated on the Pareto front are at-least-as-good as some of the process
trees not (yet) analysed and for which the structurally at-least-as-good relation
has not yet been deduced. Therefore, we first remove all the process trees for
which there exists a process tree which is at-least-as-good and is not on the
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Figure 7.16: Window allowing one to select the used monotonicity notions.

Pareto front. Furthermore, internally, we have some more heuristics in place to
optimally iterate through the remaining process trees, e.g., ordering the process
trees based on the number of process trees which are at-least-as-good as said
process tree.
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Computation cut-offs Within the implementation of the structurally atleast-as-good relation for the throughput time, we have encoded a computation
cut-off value. This is due to the fact that for computing the matching graph an
ILP is used which might take more time than doing the simulations for both
process models. In such cases, it is more efficient to not compute the structurally
at-least-as-good relation, but to do both simulations. When constructing the
Matching graph between two models the following cut-off is used. If the product
of the number of runs for both models is more than this value, then we do not
compute the matching graph. As a result, we return that it is unknown if one
process model is structurally at-least-as-good as another.
Note that this computation cut-off value is hidden inside the implementation.
As such, we have created multiple implementations of the structurally at-leastas-good relation for the throughput time each using a different computation
cut-off value. Any monotonicity notion can implement its own computation
cut-off value. The implementation calling the monotonicity notion is agnostic
of this computation cut-off value.
Using a computation cut-off value only has an effect on efficiency. It does not
have an effect on the end result. If the computation cut-off is set to 0, then no
structurally at-least-as-good relation is deduced. As a result, all process models
are analysed. In other words, by lowering the cut-off, we analyse more process
model than with a higher cut-off. At the same time, we analyse all process
models which would have been analysed with a higher cut-off.
Storing the runs We have to compute the runs of each of the process trees.
For efficiency reasons, we do not compute the runs over and over again. Instead,
we store the runs within the Monotonicity Nodes, i.e., we use caching to avoid
double work.
Having our implementation in place, we can use it in the experimental setting
and application.

7.6

Experimental setting and application

The experimental setting is subdivided into two parts. In the first part, the
sensitivity analysis, we search for the boundaries of our heuristic i.e., when does
it work and when does it give false positives. In other words, when do we have
a structurally at-least-as-good relation, but not an at-least-as-good relation? In
the second part, we investigate the reduction of work. To do this, we generate a
representative collection of models. On this, we show the reduction in number
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of process models which needed to be analysed as well as the reduction in time
it brought with it. After the experimental setting, we show the application of
our heuristic on real life models.

7.6.1

Sensitivity analysis

Within the sensitivity analysis, we have to determine how often and when falsepositives might occur. For this, we have three set-ups: (a) a process tree with
only seq, and, and xor blocks since this is used to generate the runs, (b) the
transformation of a loop block, and (c) the transformation of the or block.
The actual throughput times of the process trees are approximated by means of
simulation.
Using set-up (a), we check whether it is possible to have false positives in case
the process tree contains seq, and, and xor blocks. A false positive is a pair
of process trees such that the WRun of the first process tree is structurally atleast-as-good as the WRun of the second process tree, while the second process
tree has a significantly better throughput time than the first process tree.
Using set-up (b), we check whether false positives are introduced by transforming an loopxor block to a xor block with a choice between executing the
loop a predetermined number of times. A false positive here is when the two
transformed process trees has an inverse relation with respect to the original
process trees, i.e., the transformation of one process tree is at-least-as-good as
the transformation of another process tree while with the original process trees
the latter was at-least-as-good as the former.
Using set-up (c), we check whether we introduce new false positives by transforming an or block to an xor block. Here a false positive is similar to case
(b), i.e., based on the transformed and original process trees.
Note that (b) and (c) are stronger notions than we actually need. This since
the transformation is done internally. In the process trees, we do not replace the
loopxor and or. As a result, we also do not simulate the transformation but
only the original process trees. In other words, we need to guarantee that the
structurally at-least-as-good relation is maintained and not the at-least-as-good
relation is maintained between the original process trees and the transformed
process trees.
Only sequences, parallelism, and exclusive choices For the first setup with only seq, and, and xor blocks, we follow the setting as depicted
in Fig. 7.17. We use PLG [140] to generate a base model (M ). Then, this
base model is transformed to a process tree. To allow for more fine grained
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Figure 7.17: For detecting false-positives, we start from a base model M generated by PLG. This model is added to the collection of models. On this collection
of models, we randomly pick a model, apply either task elimination or parallelism to obtain a new model, and add it to the collection. This is done until we
have a total of 100 models. It is possible that multiple times the same model is
constructed, e.g., M 0 and M 00 . We keep these duplicates.
transformations, we made this process tree binary, i.e., every block has exactly
2 children. In this way, it is also possible to generate process trees which are
structurally close to each other to observe whether small changes can also have
a negative effect. To remove any potential bias, we make the process tree binary
in a random way, i.e., we randomly pick two consecutive children and replace
these by a new block with these children as child. We keep on doing this until
the block is binary. Afterwards, we create a collection of process trees which
initially only contains only the generated process tree. We do the following steps
100 times: take a process tree from the collection, copy the process tree, apply
task elimination/parallelism, put the copy and the process tree back into the
collection. It might be that the same process tree is generated multiple times,
e.g., M 0 and M 00 in Fig. 7.17. We keep both instances in the collection of process
trees. This all results in a collection of 100 process trees which we check for false
positives. We check for false positives for each pair of process trees which are
not necessarily linked via the transitive closure of the edges in Fig. 7.17.
Taking this collection of process trees, we have added the context. For in227
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stance, we have given every task a single resource. Furthermore, every task has
the same task distribution associated with it (normally distributed with mean
5 and variance 1). We have chosen not to vary with the task distribution to at
least observe that equally long parallel branches indeed pose the earlier sketched
problems in different process trees. For the arrival process of new cases, we have
taken a Poisson arrival process. Here we have increased the inter-arrival times
to observe whether a higher/lower resource utilisation increases/decreases the
number of false-positives. Finally, we have kept the outgoing probability of
choices equal for all outgoing edges.

Figure 7.18: The results for the sensitivity analysis. On the left y-axis, we
have the number of false positives (red bars). On the right y-axis, we have the
number of true positives (green bars). On the x-axis, we have the data sets,
and the inter-arrival times 6.5, 7.5, 10. Only for data set 2 there were 6 false
positives. At the same time, there were on average 937 true positives.
Having annotated the collection of process trees with the context, we ran our
heuristic on these 100 process trees to observe whether false-positive occurred.
We have done this for 10 different sets of 100 process trees and for varying arrival
intensities. The results are depicted in Fig. 7.18. As one can see, only for data
set 2, there were 6 false positives for various arrival intensities. At the same
time, there were on average 937 true positives.
The difference in the number of false positives discovered can be explained
by the fact that each inter-arrival time is an independent experiment. As a
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result, for each of the process trees, the replication length is determined. This
means that the size of the confidence intervals between experiments can increase
and decrease. In all cases, the same pairs of process trees were amongst the false
positives.
For all false-positives, we have inspected the pairs of process trees on which
this occurred. For all of them, we could indeed observe that the false-positive
occurred when the length of both parallel branches was similar. Take for instance the two process trees in Fig. 7.19. The top process tree is structurally
at-least-as-good as the bottom process tree, i.e., task elimination of task L. However, if we look at the 95% confidence interval of the throughput times, then we
can see that the bottom process tree is significantly better than the top process
tree. This is an instance of our earlier example, i.e., due to task elimination,
cases arrive earlier at task J.
Loops For the sensitivity of the loop, we want to know if it is possible that
a process tree M is structurally at-least-as-good as another process tree M 0
while M 0 is significantly better than M . In order to support the loop, we have
introduced a transformation from the loop to a choice between executing the
loop a number of times dependent on the loop cut-off probability. Within the
sensitivity of the loop, we want to know if this transformation maintains the atleast-as-good relation, i.e., if two transformed process trees are at-least-as-good,
then this relation is also between the original loops.
For the loop blocks, we have followed the set-up depicted in Fig. 7.20. We
first generate a process tree consisting of a loop. Then we vary the probability
of the redo between 0.1 and 0.9. This results in 9 possible process trees. Using
different loop cut-off probabilities (0.1, 0.3, 0.5), we have transformed these 9
process trees. For each set of transformed process trees belonging to a loop cutoff probability, we have compared each pair of process trees and determined if
the at-least-as-good relation between the transformed loops implied this relation
between the original loops, i.e., MT ≥ MT0 ⇒ M ≥ M 0 .
We have chosen normally distributed processing time for the tasks with mean
5 and variance 1. Furthermore, every task has a unique dedicated resource.
Finally, the arrival process is Poisson with an inter-arrival time of 40 time units.
Prior to comparing the results, we have determined the replication length for
steady-state. Since internally, the transformation is done implicitly, we have
used the same replication length for the original process tree as well as the
transformation. One process tree did not reach steady state, this was the process
tree with a probability of 0.9 on the edge to the redo. This is not a surprise,
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Figure 7.19: The top process tree is structurally at-least-as-good as the bottom
process tree. However, looking at the 95% confidence intervals (centre right), we
can see that the bottom process tree is better than the top process tree. These
process trees are instances of the possible problems described in Sect. 7.3, i.e.,
due to task elimination (task L), cases arrive earlier at task J.
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Figure 7.20: Set-up for the sensitivity analysis of the Loop.

since the expected number of iterations of the loop would be 10 times. This
means per arriving case, there is on average 10 ∗ 5 = 50 time units of work.
However, a new case is expected to arrive every 40 time units.
The results show (not surprisingly) that having a too high loop cut-off probability will result in false positives, i.e., MT ≥ MT0 6⇒ M ≥ M 0 . This is due to
the fact that if the loop cut-off probability is set too high, then loops will not be
unrolled. For instance, with a probability of 0.3 for the redo and a loop cut-off
probability of 0.7, we have that in the transformation the loop is not unrolled.
This means that the loop is structurally equivalent to the transformation of a
loop with a probability of 0.2 for the redo. As a result, all these transformed
process trees execute a sequence of A and C although the expected number
of times executing the loop in the original process trees is different. When the
loop cut-off probability decreases so do the false positives. With the loop cut-off
probability of 0.1, there are no false positives. Since every loop is unrolled at
least once.
OR For the sensitivity of the OR, we took the same approach as with the loops
(Fig. 7.21). The processing time of each of these tasks had a normal distribution
with mean 5 and variance 1. Each task had a single dedicated resource. We
have varied the probabilities of the children from 0.1 up to and including 1.0
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Figure 7.21: Set-up for the sensitivity analysis of the OR.

but in such a way that the sum of probabilities was always at least 1.0. This
resulted in 64 possible process trees. The inter-arrival time of cases was 10 time
units. For all these 64 process trees, we determined the replication length such
that the process trees would be in steady state.
For the OR, there were 15 comparisons which resulted in false positives
out of a total of 4032 comparisons, i.e., MT ≥ MT0 6⇒ M ≥ M 0 . Of these false
positives, we had that the transformation had overlap in the confidence intervals
for the throughput times. As a result, both were at-least-as-good as another,
i.e., MT ≥ MT0 and MT0 ≥ MT . Within the original process trees, there was a
significant difference between the throughput time. As a result, only one was
at-least-as-good. A closer inspection revealed that the process trees were not
structurally at-least-as-good, i.e., M 6≥s M 0 .
Next to tasks with equal processing time, we also have created a data set
with task B having a normal distribution with mean 1 and variance 1. This
resulted in 6 false positives out of 4032 comparisons. Here one could indeed
observe that the at-least-as-good relation was the wrong way around in 4 out
of those 6 false positives. In all cases, the process trees deemed at-least-as-good
but which were not at-least-as-good were not structurally at-least-as-good.
Next to or with 2 children, we have also created an or with 3 children.
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Each of these children had the same processing time. Here one could observe a
significant increase in the number of false positives between the original process
trees and the transformed process trees (2739 out of a total of 838, 140 comparisons). In all cases, the structurally at-least-as-good relation did not result in
false positives.

7.6.2

Possible improvements in performance

In order to show the possible gains of our heuristic, we have taken an imaginary
organisation. This organisation forms our context within which the various process models exist. To generate the collections of process trees, we have followed
the set-up depicted in Fig. 7.22.
PLG
1
Base model

PLG
2
var = 10

var = 0

100 models

var = 1

3

Res. util. = 0.1
Interarrival time

Res. util. = 0.9
Interarrival time

Figure 7.22: Experimental set-up to show the possible gains of our approach.
First, we generate a base model using PLG (top left). From this base model,
we generate 100 variants for various variabilities in PLG (step 2). We vary this
measure between 0 and 10. This gives 11 times 100 process trees (columns in
Fig. 7.22). Next to this, we vary the resource utilisation by incrementing the
arrival intensity (step 3). The resource utilisation varies between 0.1 and 0.9
(rows in Fig, 7.22). This gives a total of 9900 process trees. In Fig. 7.23, we
have depicted one of these 9900 process trees.
To generate the variants from the base model, we introduce parallelism,
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Figure 7.23: One of the 9900 process trees used in our experiment.
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exclusive choices, and loops. Next to this, nodes (tasks and blocks) can be
swapped and removed. We do not allow for the addition of tasks since this does
not fit within our context, i.e., there is a fixed set of resources and the allocation
of resources to tasks is given. Furthermore, there is a duality between removing
and swapping tasks on the one hand, and adding tasks on the other hand. In
other words, adding tasks to a smaller base model can result in the same models
as when we would remove tasks from a larger base model.
For the context, we have kept the task distributions equal, i.e., normally
distributed with mean 5 and variance 1. In total, the base model contains 20
tasks. Next to this, we have 40 resources randomly distributed over the tasks
but every task has at-least one resource. The outgoing probabilities are equally
distributed over the outgoing edges (we do not have ORs).
For varying the resource utilisation, we need to ensure that the process tree
is in steady state. For this, we run a simulation with a certain replication length.
This replication length starts of short to counter the possibility that the process
tree cannot reach steady state and the simulation will not finish. After this first
simulation, we increment the replication length taking the resource utilisation
into account until either the maximal resource utilisation is above 0.99 or we
adhere to a set of constraints. If the resource utilisation is above 0.99, we
say that the process tree cannot reach steady state. The set of constraints is
that the 95% confidence interval is at-most 10% of the mean throughput time.
Furthermore, we need to have observed that the mean throughput time, or
maximal resource utilisation has dropped with respect to a shorter replication
length. At this replication length, we assume the process tree has finished its
warming up period. To counter any warming-up behaviour, we multiply this
replication length by 10.
Having a process tree in steady state, we can now determine the arrival intensity for a desired resource utilisation. Thereafter, we again determine the
replication length for steady state of the process tree. Having done this for
the base model, we copy these settings to the variants of the base model, i.e.,
all 1100 process trees for a single resource utilisation obtain the same arrival
intensity. After setting the arrival intensity for the process trees, we again determine whether the process tree can reach steady state and what the replication
length should be. It might be that with the introduction of loops, the resource
utilisation exceeds 1 making results unreliable.
After the above steps, we have at most 9900 process trees left, i.e., some
process trees might not reach steady state. For each collection for a given
resource utilisation and variability, we want to determine the gains obtained
by our heuristic. Therefore, we analyse these process trees naively, i.e., just
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analyse every process tree. Furthermore, we analyse these process trees using
our heuristic. To remove the possibility that simulating the same process tree
might result in different simulation results, we only simulate each process tree
once. Within a simulated process tree, we store the time it took to analyse the
process tree. This way, we can use the duration of the simulations of the process
trees without having variability in the simulation results.

Figure 7.24: Gains in terms of reduction of number of analysed process trees. A
value of 0.9 means that 90% of the process trees were analysed, i.e., a reduction
of 10%. Each colour represents a particular resource utilisation. The lines
attached to the bar indicate the 95% confidence interval over the 11 sets of
process trees for a particular resource utilisation.
Given a collection of at-most 100 process trees, we take the first 10 process
trees. These process trees are analysed both naively and using our heuristic.
For the 10 process trees, the reduction in analysed process trees is computed.
Next to this, the reduction in analysis time is computed. These correspond to
the first group of bar charts labelled with 10 in Fig. 7.24 and Fig. 7.25. After
these 10 process trees, we add the next 10 process trees from our collection. We
repeat the same steps, i.e., simulate and compute the gains in terms of to-be
analysed process trees and analysis time. These correspond to the second group
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Figure 7.25: Gains in terms of reduction in analysis time. Each colour represents
a particular resource utilisation. The lines attached to the bar indicate the 95%
confidence interval over the 11 sets of process models for a particular resource
utilisation.

of bar charts in Figs. 7.24 and 7.25. We keep on adding 10 process trees until
no more process trees are left in the collection of process trees.
Looking at the results in Fig. 7.24, we can observe that the reduction in the
analysed process trees is independent on the resource utilisation. This in itself is
not very surprising since the structurally at-least-as-good relation is a structural
property not depending on workload or utilisation. Furthermore, the sets of
process trees are shared between the resource utilisations, i.e., we perform the
same ordering for the same process trees but for different resource utilisations.
More interesting are the gains in terms of analysis time (Fig. 7.25). Here we can
see that our heuristic performs poorly with a low resource utilisation. This can
be explained by the fact that with a low resource utilisation the time it takes
to simulate a process tree is also relatively low. When the resource utilisation
increases, so will the time it takes to simulate the process trees. The overhead
incurred by our heuristic is independent of the resource utilisation. Hence it
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is solely dependent on the number of comparisons and the complexity of the
process trees. Since the number of analysed process trees is very similar as
well as the complexity of the process trees (they are the same), the overhead is
similar for all resource utilisations. As a result, the reduction increase when the
resource utilisation increases.

Figure 7.26: Worst case gains in terms of reduction in analysis time. Each
colour represents a particular resource utilisation. The lines attached to the bar
indicate the 95% confidence interval over the 11 sets of process process trees for
a particular resource utilisation.
One might wonder why the resource utilisation of 0.6 seems to be better
than 0.9, albeit not significantly. This is due to the fact that for determining
the replication length in our heuristic we decrease the step size when the resource utilisation approaches 1. This to prevent that the simulator simulates a
process tree with a resource utilisation of 1 which takes a long time to analyse
if it even terminates. As a result, on average, the process trees with a resource
utilisation of 0.9 will have smaller steps and as a result, a possibly lower replication length. Based on the resource utilisation and duration of the simulation,
we can reconstruct the duration of the simulation prior to reaching the criteria
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of our heuristic (assuming that the simulation time scales at least linearly, i.e.,
with two times the replication length the simulation takes at least twice as long).
If, in our results, we substitute the durations of the naive analysis with these
shorter simulations, then we obtain a lower bound on the simulation duration.
After all, according to our heuristic, these process trees did not yet meet the
criteria and as a result they should be simulated longer. If we keep the times
for applying monotonicity the same, i.e., we do not use the shorter simulations,
then in Fig. 7.26, we obtain the worst case gains with monotonicity. We have
focussed on the resource utilisation between 0.6 and 0.9. As one can see, on
average, we do still obtain a small reduction in analysis time. Furthermore, one
can see that the bars follow the expected shape, i.e., the gains for 0.9 are on
average higher than for 0.6.
On average, the gains in terms of to-be analysed process process trees are
on average 55%. The gains in terms of analysis time are on average 25%. The
difference between both can be explained by the overhead introduced by our
heuristic.
One might wonder why the gains are not higher, e.g., in the order of 80-90%.
One of the main reasons is that the implementation uses internally ILPs to compare two runs and to compute the matching graph. Solving these ILPs can take
more time than simulating both process trees. As a result, the implementation
tries to balance between comparing process trees and between analysing process trees. A good example of this is the computation cut-off. Within this, we
sacrifice a reduction in comparisons for an increase in analysis time to have an
overall lower time.

7.6.3

Application

In the application section in Ch. 5, we had to simulate 512 configured process
trees for a municipality. This raises the question whether monotonicity can aid
in this setting. Furthermore, since the process trees for the municipality do
not adhere to the assumptions, e.g., resources working on multiple tasks, an
interesting question is whether monotonicity yields false positives.
We first used our decomposition technique on the process trees of the municipality. This resulted in an out of memory exception. Each of the 512 process
trees has between 672 and 1600 runs. This resulted in an out of memory exception for storing the runs. In the second attempt, we tried to incrementally
include the process trees, i.e., starting from only 10 process trees, we slowly increased this. We managed to create the runs. However, comparing two process
trees, each with say 1, 000 runs, yields 1, 000, 000 pairs of runs for which we need
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to compute the at-least-as-good relation. This did not finish within 3 hours.
If we take a step back, then one does not need to compute all the runs. After
all, via the configurable process tree, we know exactly which tasks have been
eliminated. Unfortunately, due to the scenarios which link configuration choices
for various configuration options, we cannot naively go through every possible
configured process tree since most of them are of no interest (there were more
than 4 million possible configured process trees). We have decided not to make
a custom implementation tailored towards this specific setting since the results
cannot be generalised.

Figure 7.27: The analysed process trees of the municipality. For configured
process tree number 60, these are the measured throughput times in the various
replications (the list continues further down).
Instead, we primarily focus on the sensitivity of our heuristic. Next to this,
we focus on the reduction in to-be analysed process trees. For the sensitivity
of our heuristic, we have taken the simulation results of all process trees (see
Fig. 7.27 for an excerpt from the simulation results). Next to this, we have taken
240

Experimental setting and application
the scenarios which were encoded within the process tree. Each scenario meant
that a number of configurations options were chosen. Given two process trees
M and M 0 , if M had all the scenarios of M 0 , then all tasks removed from M 0
were also removed from M . As a result, one would expect that the throughput
time of M would be at-least-as-good.
On the configured process trees of the municipalities, we did not encounter
any false positives. In other words, if M was structurally at-least-as-good at M 0 ,
then M was also at-least-as-good as M 0 with respect to throughput time. This
makes us believe that the assumptions posed on our heuristic can be relaxed.
Within the configured process trees of the municipality, we have work schedules
for the resources. Furthermore, resource are allocatable to multiple tasks. Both
of these are not supported within our heuristic.
For the reduction in analysed process trees, we have used the table in Fig. 7.28
as input. Based on this table, we have created two partial orders. One for the
throughput time based on our monotonicity heuristic and one for the number of
control tasks. Initially, one needs to analyse 16 process trees (every combination
of the 4 scenarios containing control tasks). This is due to the fact that if a
control task is removed this is beneficial for the throughput time, but if it is not
removed it is beneficial for the number of control tasks. If a combination would
be structurally at-least-as-good as another combination in throughput time,
then the latter would be structurally at-least-as-good as the former in number
of control tasks. Only 3 out of these 16 process trees are amongst the best, i.e.,
the throughput time of the process tree with 2 control tasks is not significantly
worse than any of the process trees with fewer control tasks. Furthermore, the
process trees with 3 and 4 control tasks are amongst the best.
In the second round, we again have a total of 16 process trees which need
to be analysed. This resulted in 3 additional process trees amongst the best
process trees. The analysed process trees which were not amongst the best were
at-least-as-good as the remaining process trees. This resulted in 32 process trees
which needed to be analysed out of a total of 512 process trees.
Although our implementation was not tailored towards the specifics of this
case study, we have shown that our ideas are. In other words, the ideas behind
monotonicity can be successfully applied to a case which does not adhere to the
assumptions of monotonicity.
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Figure 7.28: The analysed process trees of the municipality. In the columns
labelled scenarios, we have which scenarios were enabled, i.e., which collection
of configuration points was set. The first row of the scenarios are the names
given to the scenarios by the municipality. If there is an x in the column of
a particular scenario, then all tasks related to that scenario were no longer in
the configured process tree. In the columns labelled throughput time, we have
the minimum, mean, maximum, and 95% confidence interval of the throughput
times. In the column labelled control tasks, we have the number of control tasks
present in the configured process tree.

7.7

Special cases

In this section, we introduce two special cases under which our heuristic will
always give the correct result. This means that if WRun Wr is structurally
at-least-as-good as WRun Wr0 , then the throughput time of Wr is indeed atleast-as-good as the throughput time of Wr0 .
The first special case is related to the fact that if Wr is structurally at-leastas-good as Wr0 , then Wr can execute all cases in the same way as Wr0 does. For
this, we introduce a notion of a schedule for executing the cases.
The second special case is when we have a BCMP network. Under the
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assumptions of a BCMP network, our heuristic will always give the correct
result.

7.7.1

Scheduling

Within this subsection, we assume that the behaviour of the WRuns Wr and
Wr0 are completely encoded by means of their runs. In process tree terms, this
means that we only allow for process trees with seq, xor, and and blocks.
In the example in Sect. 7.3, we have seen that cases overtaking each other
in combination with parallelism can lead to false positives. Because cases can
overtake each other, some cases have a lower throughput time and some have a
higher throughput time. If there is parallelism, then the maximum is dominating. Hence increasing the throughput time of a parallel branch has a negative
impact on the overall throughput time whilst decreasing the throughput time
of a parallel branch does not necessarily decrease the overall throughput time.
This under the assumption that the throughput times of both branches are
similar.
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Figure 7.29: Our earlier introduced example with its runs. We have made the
vertices explicit. With a dashed line, we indicate the labelling function.
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Figure 7.30: On the left, a possible schedule for executing a collection of cases in
the WRun Wr0 belonging to M 0 in Fig. 7.29. On the right, the projection of the
schedule on the WRun Wr belonging to M in Fig. 7.29. The small downwards
arrow is the arrival of a case, e.g, case c1 arrives at time 4.

The fact that overtaking cases lead to false positives in our example was due
to the order in which the cases were executed. Therefore, in this first special
case, we show that if some WRun Wr is structurally at-least-as-good as a WRun
Wr0 , then Wr can execute its cases in such a way that the throughput time is
at-least-as-good as Wr0 . In practice, this would correspond to having a collection
of cases, e.g., orders, which have to be processed during the day. Prior to the
start of the day, the information systems creates a schedule to optimally process
these cases.
In order to reason over the cases, we create a collection of cases in which
cases are uniquely identifiable. This collection is constant for both WRuns as
both WRuns operate within the same context. Take for instance the earlier
example shown in Fig. 7.29. In Fig. 7.30, we have, on the left, a possible
schedule for executing a collection of cases in the left WRun of Fig. 7.29. On
the right, we have projected this schedule onto the right WRun of Fig. 7.29.
The small downwards arrow is the arrival of a case, e.g, case c1 arrives at time
4. Furthermore, we can see that at time 9, resource r1 , allocatable to task R,
started working on case c3 .
The schedules in Fig. 7.30 are slightly simplified. In general, it is not sufficient to have just the tasks which have been executed for a case. By having
a task in parallel with itself, it becomes important to know which occurrence
of the task has been executed. Therefore, in the execution of a case, we use
the vertices rather than the tasks. The execution of a case happens within one
of the runs of the WRun. Within this execution of a case, we have the arrival
time of the case to a particular run, the moment in time work started on that
case at a particular vertex, the moment in time work completed on that case at
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a particular vertex, and the resource working on the case at a particular vertex.
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Figure 7.31: The execution of the cases c1 , c2 , c3 , and c4 .
If we take our example schedule in Fig. 7.30, then the execution of the cases
c1 , c2 , c3 , and c4 are depicted in Fig. 7.31. Within a run, every vertex occurs
exactly once in the execution of a case. One can see that vertex v2 started
working on case c1 at time 4. Vertex v2 finished work on case c1 at time 9. The
work was executed by resource r2 .
As mentioned, we want to show that if WRun Wr is structurally at-leastas-good as WRun Wr0 , then Wr can execute its cases in such a way that the
throughput time is at-least-as-good. For this, we take the schedule of Wr0 for
executing a collection of cases. By showing that this schedule is also a schedule
for Wr and that every case in this schedule has an at-least-as-good throughput
time in Wr as it has in Wr0 , we can show that the throughput time in Wr can
be at-least-as-good as Wr0 .
In the schedule, we have the runs and vertices of a particular WRun. Since
these are not shared, we need to define a projection of the schedule. Using
this projection, we can take the schedule of one WRun and transform it into
a schedule for another WRun. For this projection, we need a relation between
the runs of both WRuns. Furthermore, we need to relate the vertices of two
runs. For both relations, we use the matching graph from our heuristic. Using
the matching graph, we know which runs are projected onto each other. Furthermore, within the structurally at-least-as-good relation between the runs, we
have a mapping map between the vertices of both runs.
First, we show the projection of the execution of a single case. Afterwards,
we show how a schedule is projected. As mentioned, the WRuns operate within
a single context as such, we have that all schedules have the same set of cases
and resources.
Taking our earlier WRuns (Fig. 7.29), the matching graph would match
Run1 with Run01 and Run2 with Run02 . If we take our execution of case c3 , then
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Figure 7.32: Projection of the execution of case c3 using the mapping function.
We use the curly arrow to denote the projection using a given map.
in Fig. 7.32 we have its projection using the mapping function map between
Run1 and Run01 . Within the projection of the execution of a case, we have
that the arrival of a case remains the same (due to the context). For each of
the started and completed times, we take them from the vertices on which the
vertices are mapped. Within the structural at-least-as-good relation between
two runs, a run can only be structurally at-least-as-good if all its vertices are
mapped. From this, we know that all vertices in the projection have a started
and completed time. In the execution of the work at the vertices, we keep the
same resource (possible due to the context).
In the projection of the schedule, we have the same set of cases. Using the
matching graph, we obtain the projection of the run executing a particular case.
Furthermore, using the projection of the execution of a case (Fig. 7.32), we can
project the execution of each of the cases to obtain the schedule.
In Fig. 7.33, we have projected the schedule for Wr0 onto Wr using the
matching graph. We have explicitly mapped the runs onto each other such that
it is clear where the map functions come from when projecting the executions
of the cases. Furthermore, one can clearly see that between every pair or runs
there is a mapping function (map and map 0 in the figure).
One can clearly see that Wr can execute the cases in the same way as Wr0 .
This is due to the fact that (a) Wr does not have more tasks, and (b) there
are fewer restrictions in the ordering of those tasks. As a result, not only the
average throughput time is at-least-as-good but the throughput time for every
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Figure 7.33: Projection of the schedule of
onto Wr using the matching graph.
Note that between different runs in the matching graph different mappings exist.
Due to this, we have map and map 0 . We use the curly arrow to denote the
projection given a particular mapping.
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case is at-least-as-good. It is even possible for Wr to start working earlier on
some cases.
Within our context, we have that every resource can be allocated to exactly
one task. For the scheduling case this is not strictly necessary. As a result, we
can generalise the allocation of resources to a many-to-many relationship with
tasks. It remains possible to project the schedule from an execution-wise more
restrictive WRun to an execution-wise less restrictive WRun.

7.7.2

Monotonicity BCMP networks

In the previous subsection, we have mainly looked into the execution of a collection of cases. Within this subsection, we look into so-called BCMP networks [29]
(Sect. 2.2.5). The main motivation for looking into BCMP networks is that, under certain assumptions, the average throughput time of a task is independent
of the other tasks. This independence fits naturally within our decomposition
technique.
What we want to show is that, under certain assumptions, we have a duality between our WRuns and a queueing network. This duality entails that the
throughput time of the WRun is the same as that of the queueing network. If
we have this duality, then we want to show that if a WRuns Wr is structurally
at-least-as-good as another WRuns Wr0 , then the throughput time of the queueing network belonging to Wr is at-least-as-good as the throughput time of the
queueing network belonging to Wr0 .
In general, parallelism breaks the independence of tasks. In order for tasks
to be independent, the presence/absence of a task should not have an effect
on the throughput time of a subsequent task. Having parallelism requires the
synchronisation of multiple branches. The presence/absence of tasks within the
branches has an effect on the synchronisation of the branches. As a consequence,
the throughput time of subsequent tasks can be effected. A special positive case
is when one of the parallel branches takes significantly longer than the other
branches. In this case, the presence/absence of tasks in the shorter branches
does not have an effect on subsequent tasks. Due to the fact that parallelism
only works in this very special case, we require that the WRuns do not contain
any parallelism.
Characteristics of our technique Within our decomposition technique, we
split the WRuns via the runs to the individual occurrences of tasks, i.e., the
vertices in the runs. By relating the vertices, we aim to deduce the at-least-as248
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good relation between tasks. Using this at-leat-as-good relation between tasks,
we generalise this relation via the runs to the WRuns.
Within the comparison of the tasks, we assume independence of the tasks
within a WRun, i.e., the comparison happens irrespective of the tasks preceding
a particular task. Removing a preceding task can increase the throughput time
of a task. Take for instance the models in Fig. 7.34 where D(4) is deterministic
processing time of 4. By eliminating task A, the throughput time at B increases.
This is due to the fact that A acts as a bottleneck, as such there is no queueing
at B. After removing A, B becomes the bottleneck and queueing does occur.
However, overall we still have that the throughput time in the right model is
at-least-as-good as the left model.

A

B

B

D(5)

D(4)

D(4)

Figure 7.34: Two models in which the throughput times of task B cannot be
locally compared.
To counter these non-local effects, we need that tasks can be analysed in
isolation, i.e., the throughput time of a task is independent of the other tasks.
Furthermore, we need to be able to encode our runs. This means we need a
way to encode that a case after being processed at a particular task moves to
the next task as described in the run. Next to this, we need to be able to split
the arriving cases to the respective runs. Finally, our decomposition technique
is based on task elimination. This means that tasks as well as occurrences of
tasks can be removed. As such, we need that if the resources at a task are less
busy, then this cannot increase the throughput time of the task.
In summary, we have the following requirements from our decomposition
technique:
1. Tasks can be analysed in isolation and independent of other tasks;
2. Possibility to encode the runs;
3. Splitting streams of cases arriving at the WRun to the runs;
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4. Less busy resources at a task cannot increase the throughput time of said
task.
Requirements on the queueing network Having our requirements from
our decomposition in place, we can now state sufficient conditions under which
these requirements are met by the queueing network.
If the queueing network has the local balance property [45], then tasks can
be analysed in isolation and independent of other tasks. This is related to
the so-called product-form networks [28]. Within product-form networks, the
equilibrium state distribution of the network consists of the product of the
equilibrium state distributions of the individual service centres.
Customer classes [125] can be used to encode the runs. Every vertex within
every run becomes a customer class. After service completion as a customer
class labelled with a particular vertex, the customer class changes to the next
vertex based on the ordering within the run.
The splitting of the distribution of arriving cases poses constraints on the
distributions usable for the arrival of cases. For this, we require the arrival process to be Poisson. This is a distribution which is decomposable into a number
of Poisson processes one for each run. Note that this assumption is solely for
this case, i.e., using simulation, we support a larger set of distributions, e.g.,
Gamma, Normal, Erlang, etc. See App. A for the complete set of distributions.
Finally, the requirement that less busy resources cannot increase the throughput time cannot be stated in general. Intuitively, this holds in general. However,
with the Yerkes-Dodson law of arousal [126, 181], there is an optimal level of
arousal. If the resource becomes less busy or more busy than this optimum, then
the throughput time actually can increase. As a result, we have to explicitly
state this requirement. If this holds, then we call this local monotonicity.
The requirements our approach poses, corresponds to queueing networks
adhering to the following characteristics (the numbers correspond to the requirements our decomposition technique poses):
1. Local balance: such that tasks can be analysed in isolation;
2. Customer classes: such that it is possible to encode the runs;
3. Poisson arrivals: such that it is possible to split the arrival of customers
amongst the runs;
4. Local monotonicity: such that less busy resources cannot increase the
throughput time.
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Next to these requirements, our WRuns have the following characteristics:
the arrival process is state independent (ArrProc in our context solely describes
the arrival of cases and is independent of the state). Furthermore, the processing times of the service stations are state independent and independent of the
customer class (Proc-Tasks in the context solely describes the distribution of
tasks and is independent on the state and the type of case). Finally, we have
an open queueing network, i.e., cases arrive and eventually leave again.
BCMP and the requirements The BCMP network [29] (Sect. 2.2.5) adheres to all requirements. For ease of reference, we have repeated the different
types of service stations from in a BCMP network [29]:
1. The service principle is FiFo. All customers receive the same service time
distribution which is an exponential distribution.
2. There is a single server at a service centre. The service principle is server
sharing. This means that every time unit every customer at this service
centre receives a service rate proportional to the number of customers at
this service centre. The service time distribution is arbitrary.
3. The number of servers in the service centre is greater than or equal to the
maximum number of customers that can be queued.
4. There is a single server at a service centre, the queueing principle is
preemptive-resume last-come-first-serve. Each class of customers may
have a distinct distribution for the service times.
Type 2, 3 and 4 service centres all assume service distributions with rational
Laplace transforms.
A BCMP network adheres to our requirements on the queueing network in
the following way:
1. Local balance: this is ensured by the 4 types of service stations. These
types ensure that a (semi)Poisson arrival process yields a (semi)Poisson
departure process [125]. This is a sufficient condition for local balance [28,
125]. We use (semi)Poisson since in the presence of feedback , i.e., loops,
the arrival process is not Poisson [41] but the service stations behave as if
the arrival process is Poisson [29].
2. Customer classes: these are supported by BCMP networks;
3. Poisson arrivals: actually a requirement of BCMP networks;
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4. Local monotonicity: we will show this.
In order to use the property of the BCMP network that service stations
(tasks) can be analysed in isolation, we have to ensure that the process trees
and corresponding WRuns under consideration can be transformed to a BCMP
network. For this, we first define the structure of a BCMP network:
Definition 7.7 (BCMP structure). Let D be the universe of distributions, then
a BCMP structure is a 7-tuple (S, Cl, `S , EBCM P , `e , Qin , Qout ) where:
• S is the set of service stations;
• Cl is the set of customer classes;
• `S ∈ S → {type1 , type2 , type3 , type4 } × D, maps every service station onto
its type and distribution;
• EBCM P ⊆ S × S denotes the directed edges between the service stations;
• `e ∈ EBCM P → 2[0,1]×Cl×Cl , maps every edge to the probabilities of taking
this edge as the first customer class and changing into the second customer
class;
• Qin ∈ S × Cl → [0, 1], is the probability an arriving customer with a
particular class enters the queue at a service station;
• Qout ∈ S × Cl → [0, 1], is the probability a customer with a particular
class leaves after being processed by a service station.
On this structure, we have the following requirements for it to be a BCMP
network. Note that these are the minimal requirements we are using and as
such is not a general definition of a BCMP network, e.g., a BCMP network can
be closed for certain customers which is not applicable to our setting:
Definition 7.8 (BCMP network). Let BCM PS = (S, Cl, `S , EBCM P , `e , Qin ,
Qout ) be a BCMP structure, then BCM PS is a BCMP network if:
• For every service station s ∈ S, we have that `S (s) adheres to the requirements on the service station type and distribution as defined in Sect. 2.2.5;
• ∀(s, s0 ) ∈ EBCM P , p ∈ (0, 1], (p, cl, cl0 ) ∈ `e ((s, s0 )) : ((Σ(s0 , s00 ) ∈ EBCM P ,
(p0 , cl0 , cl00 ) ∈ `e ((s0 , s00 )) : p0 )+Qout (s0 , cl0 )) = 1, the outgoing probabilities
from a service station for each incoming customer class sum up to 1;
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• ∀s0 ∈ S, cl ∈ Cl, Qin (s0 , cl) > 0 : ((Σ(s0 , s00 ) ∈ EBCM P , (p0 , cl0 , cl00 ) ∈
`e ((s0 , s00 )) : p0 ) + Qout (s0 , cl0 )) = 1, the outgoing probabilities from a service station for each externally arriving customer class sum up to 1;
• (Σs ∈ S, cl ∈ Cl : Qin (s, cl)) = 1, the total probability of any arriving
customer entering any service station as any customer class is exactly 1;
• ∀s ∈ S, cl ∈ Cl : canEnter(s, cl) ⇒ canExit(s, cl) where canEnter is defined as follows: canEnter(s, cl) = Qin (s, cl) > 0 ∨ ∀(s0 , s) ∈ EBCM P ,
p ∈ (0, 1], (p, cl0 , cl) ∈ `e (s0 , s) : canEnter(s0 , cl0 ), and where canExit is
defined as follows: canExit(s, cl) = Qout (s, cl) > 0 ∨ ∀(s, s0 ) ∈ EBCM P ,
p ∈ (0, 1], (p, cl, cl0 ) ∈ `e ((s, s0 )) : canExit(s0 , cl0 ) every customer class at
every service station can always eventually leave the network, i.e., it is an
open network.
pd,r,a,r = q
qa,r = p

A

D

pa,r,c,r = 1

pc,r,d,r = 1

pd,r,0 = (1 − q)

C
pb,s,c,s = 1
qb,s = (1 − p)

B

pc,s,e,s = 1
E p
e,s,0 = 1

Figure 7.35: Example BCMP network.
In Fig. 7.35, we have depicted an example BCMP network. The set of service stations (S) consists of {A, B, C, D, E}. The set of customer classes (Cl)
is {r, s}. The types and distributions of the service stations are left implicit,
the set of edges (EBCM P ) consists of {(A, C), (B, C), (C, D), (C, E), (D, A)}.
The function `e is defined as follows: `e ((A, C)) = (1, r, r), `e ((B, C)) = (1, s,
s), `e ((C, D)) = (1, r, r), `e ((C, E)) = (1, s, s), `e ((D, A)) = (q, r, r). Note that
graphically we use a slightly different notation. The used notation is consistent with related work on queueing. The function Qin is defined as follows:
Qin (A, r) = p, Qin (A, s) = 0, Qin (B, r) = 0, Qin (B, s) = 1 − p, Qin (C, r) = 0,
. . . , Qin (E, s) = 0. Finally, the function Qout is defined as follows: Qout (A, r) =
0, Qout (A, s) = 0, . . . , Qout (D, r) = 1 − q, Qout (D, s) = 0, Qout (E, r) = 0,
Qout (E, s) = 1.
The BCMP network in Fig. 7.35 adheres to the requirements in Def. 7.8 in the
following way: Every service station adheres to the requirements in Sect. 2.2.5.
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The outgoing probabilities from a service station for each incoming customer
class sum up to 1, e.g., the probabilities of class r customers leaving from service
station D sum up to 1. Similarly, the outgoing probability of a class s customer
at service station B is 1. The total probability of an arriving customer entering
any service station as any customer class is p + (1 − p) = 1. Finally, for both
class r and class s customers it is always possible to leave from every service
station at which they arrive.
Given the requirements a BCMP network posses, we define a BCMP-context,
BCMP-WRun, and a BCMP-process tree. These are contexts, WRuns, and
process trees with certain restrictions such that a transformation to a BCMP
network exists.
Within a BCMP network, we have requirements on the arrival process as
well as the behaviour of the tasks. Since these are part of the context, we define
a BCMP-context as follows:
Definition 7.9 (BCMP-context). Let Ct = (A, Res, ra, ArrProc, Proc-Tasks)
be a context, then this context is a BCMP-context if and only if it adheres to
the requirements of a BCMP network:
• Every a ∈ A behaves as one of the four service station types;
• ArrProc is Poisson;
• For every a ∈ A, Proc-Tasks(a) adheres to the requirements on the distribution of a service station type.
As mentioned, we do not support parallelism. As a result, we need to guarantee that the runs in a BCMP-WRun do not contain any parallelism. Furthermore, for simplicity, we assume all vertices are unique.
Definition 7.10 (BCMP-WRun). Let Ct = (A, Res, ra, ArrProc, Proc-Tasks)
be a BCMP-context let Wr = (PP , w) be a WRun in Ct, then Wr is a BCMPWRun if and only if it adheres to the requirements of a BCMP network:
• ∀P = (V, E, `), P 0 = (V 0 , E 0 , `0 ) ∈ PP , P 6= P 0 : V ∩ V 0 = ∅, all vertices
are unique within a WRun;
• ∀P = (V, E, `) ∈ PP : ∀v, v 0 ∈ V, v 6= v 0 : (v, v 0 ) ∈ E + ∨ (v 0 , v) ∈ E + , none
of the runs contains parallelism, i.e., in the transitive closure of the edges,
there is an edge between every two vertices.
Due to the absence of parallelism, we can only transform process trees which
only contain seq and xor blocks.
254

Special cases
Definition 7.11 (BCMP-process tree). Let P T = (Pf , Pd , Po , P TInd , P TDep ,
PInd , PDep ) be a valid process tree, let Pf = (label, N, r, order, E) be the controlflow perspective in P T , then P T is a BCMP-process tree if and only if it can be
transformed to a BCMP-WRun: Nseq ∪ Nxor = NB , i.e., the process tree only
contains seq and xor blocks.
Computation of the throughput time of a BCMP network Within
BCMP networks, obtaining the distribution of the throughput time is difficult.
This is due to the fact that the throughput times at service stations along the
path of a case are dependent [124]. Take for instance the example in Fig. 7.36
taken from [124]. The arrival process is Poisson, all service stations are FiFo,
and all have an exponential distribution. In [123], some more intuition is provided about why the throughput times are dependent. If we would project this
intuition onto a business setting, then one can imagine that someone is working
very long on a particular case c at A. As a result, the pile of cases for the
resource increases. After the resource finished A for case c, the case moves to
her colleague at B. In the meantime, the resource at A continues processing
the other cases. Some of these cases go to B and some go directly to C. When
her colleague at B finishes work on c, then, when c arrives at C, there will be
a larger amount of cases which A sent directly to C compared to when c was
processed faster at A. As a result, the throughput time for c at C is, similar to
A, high.
B
p
A

(1 − p)

C

Figure 7.36: Example by [124] where the throughput time of a case at service
station A is related to the throughput time at service station C if the case goes
via service station B.
Due to this dependency between the throughput time, we will be looking
into the average throughput time. The average is sufficient since we employ
simulation techniques to estimate the averages together with a confidence level.
For the average throughput time, we use the Mean Value Analysis (MVA) [146].
For the application to a BCMP network, we use the formulas from [82]. One
might argue that the throughput times at the various service stations are de255
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pendent and hence cannot be summated using the means. However, the mean
of the sum of a set of random variables is the sum of the means of the random
variables whether or not they are independent (see also [82, p. 230]).
MVA for BCMP networks Two principles play an important role within
MVA [20] for product-form networks: Little’s Law [115] and the Arrivals See
Time Averages (ASTA) property [118] (which is a generalisation of PASTA [178]).
For the MVA formulas for BCMP networks, we use the formulas from [82].
In [82], the authors use vs,r as the average number of times a class r customer
visits a service centre s. With µs,r , the service rate is indicated that a class r
customer requires at service station s. The total service demand of a class r
customer at service station s is given by [82]:
Ds,r = vs,r

1
µs,r

(7.1)

The external arrival rate of a class r customer is encoded by γr . The utilisation at service station s is denoted by Us and can be computed as follows [82]:
X
Us =
r ∈ Cl : γr Ds,r
(7.2)

From this, we can compute the mean waiting time of a class r customer at
service station s (denoted by Ws,r ) [82]:
 1
 µs,r
if service station s is of type 1, 2, 4
s
(7.3)
Ws,r = 1−U
 1
if service station s is of type 3
µs,r

Then the average throughput time of a class r customer, is defined by Qr [82]:
X
Qr =
s ∈ S : vs,r Ws,r
(7.4)

Let pr denote the probability that an arriving customer is of class r, then
the average throughput time of a BCMP network M , denoted by QM is defined
by:
X
QM =
r ∈ Cl : pr Qr
(7.5)

Note that the above formula can also be obtained by Little’s formula [115]
on the mean number of customers per service station. This follows from the
average number of class r customers at service station s (Ls,r = γr Qs,r [82] and
noting that γr = λpr ).
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Within the aforementioned MVA formulae, the fact that customers can
change class is left implicit, i.e., the service stations are considered in isolation and only the number of visits of a customer of a certain class is encoded.
The work in [91] shows that in our setting we can still apply BCMP [87], i.e.,
in [91], an arriving customer of a particular class has a predetermined path
through the network which corresponds to our runs. Furthermore, using the
formulae in [87], we can determine the average throughput time of a particular customer following a predetermined path as well as the average throughput
time of any arriving customer. This average throughput time corresponds to the
throughput time without customers changing class and can be obtained from
Little’s formula [115], i.e., grouping customer classes into chains merely changes
the classification of customers per service station but not the number of customers nor the throughput time per service station since we have customer class
independent processing times. As a result, the average number of customers in
the network remains unchanged. Hence the application of Little’s formula gives
the same result.
Having the computation of the average throughput time of a BCMP network
in place, we can show that in such a network less busy resources cannot increase
the throughput time.
Lemma 7.12 (Less busy resources cannot increase the average throughput time
in a BCMP network). Given a service station s in a BCMP network, then a
lower resource utilisation cannot increase the average throughput time.
Proof. Given resource utilisations Us and Us0 for service station s, such that
Us < Us0 . Then from Ws,r it follows that the throughput time of any class r
customer does not increase. As a result, the throughput time of none of the
customers increases.
As mentioned, we want to transform our BCMP-WRuns into a queueing
network in order to show that our structurally at-least-as-good relation indeed
results in an at-least-as-good relation with respect to the throughput time. We
have our queueing network and the computation of the throughput time in
place. What remains to show is how our BCMP-WRuns are transformed into
the queueing network. Furthermore, we have to prove that our structurally
at-least-as-good relation indeed results in an at-least-as-good relation.
Transforming a BCMP-WRun into a BCMP network We have our
queueing network (BCMP) and analysis technique (MVA) in place. Now we
have to show that (a) our BCMP-WRuns can indeed be transformed to a BCMP
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network. Furthermore, we have to ensure that the BCMP network does not allow
for behaviour not possible in our BCMP-WRun. If the BCMP network allows
for other behaviour, then this might be reflected on the average throughput
time. The general pattern for transforming our BCMP-WRuns with its runs to
a BCMP network is depicted in Fig. 7.37. Each task corresponds to a service
station. Each vertex in a run corresponds to a customer class. Furthermore,
customers change class depending on the vertices in a run. Finally, the arrival
of a case is encoded by means of the probability of a run, e.g., qa,v5 is equal to
the probability of run P2 .
pc,v1 ,a,v2
v1

P1

v2

v3

v4

pb,v3 ,a,v4
pa,v5 ,a,v6

A
v5

P2

v6

B

C

qa,v5

A

pa,v2 ,b,v3

B

C

v7
pa,v4 ,0

pa,v6 ,c,v7

qc,v1

pc,v7 ,0

Figure 7.37: Transformation of two runs to part of a BCMP network. The
probabilities qa,v5 and qc,v1 are equal to the probability of a run. All other
depicted probabilities are 1. The probabilities not listed are 0.
Formally, the transformation is defined as follows:
Definition 7.13 (Transformation BCMP-WRun to a BCMP network). Let
Ct = (A, Res, ra, ArrProc, Proc-Tasks) be a BCMP-context, let Wr = (PP , w)
be a BCMP-WRun in context Ct, let map ∈ A → {type1 , type2 , type3 , type4 }
map activities onto their type, then Wr = (PP , w) is transformed into a BCMP
network BCM PN = (S, Cl, `S , EBCM P , `e , Qin , Qout ) as follows:
1. S = A, every activity becomes a service station;
S
2. Cl = P = (V, E, `) ∈ PP : V , the customer classes are the vertices
(recall that we assume the vertices are unique within a WRun);
3. ∀s ∈ S : `S (s) = (map(s), Proc-Tasks(s)), activities are mapped upon their
type and distribution in the BCMP network;
S
4. EBCM P = P = (V, E, `) ∈ PP : {(`(v), `(v 0 )) | (v, v 0 ) ∈ E}, the edges
are between subsequent activities in the runs;
5. ∀(s, s0 ) ∈ EBCM P : `e ((s, s0 )) = {(1, v, v 0 ) | ∃P = (V, E, `) ∈ PP : (v,
v 0 ) ∈ E ∧ `(v) = s ∧ `(v 0 ) = s0 }, every edge in the BCMP network is
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annotated with the edges between the vertices in the runs and is given
probability 1;
6. Only at vertices which are first in a run, a customer can arrive:


w(P ) if (∃P = (V, E, `) ∈ PP : cl ∈ V ∧
∀s ∈ S, cl ∈ Cl : Qin (s, cl) =
`(cl) = s ∧ (¬∃v 0 ∈ V : (v 0 , cl) ∈ E))


0
otherwise
7. Only at vertices which are last in a


1
∀s ∈ S, cl ∈ Cl : Qout (s, cl) =


0

run, a customer leaves:

if (∃P = (V, E, `) ∈ PP : cl ∈ V ∧
`(cl) = s ∧ (¬∃v 0 ∈ V : (cl, v 0 ) ∈ E))
otherwise

We still need to show that the transformation of a BCMP-WRun to a BCMP
network adheres to the requirements (Def. 7.8). The first and second requirement is that the outgoing probability for each arriving customer class at a service
station sum up to 1. This is ensured by clause 5 in Def. 7.13, i.e., every vertex
v labelled with a particular task s is a customer class v arriving at a service
station s and for this the outgoing probability is set to 1. The third requirement
states that the probability of any arriving customer entering any service station
as any customer class is exactly 1. This is ensured by clause 6 in Def. 7.13.
Only vertices which are at the beginning of a run become an arriving customer
class. Furthermore, they arrive at the service station with which the first vertex
is labelled at that run. The probability of an arriving customer as a particular
class at a particular service station is the weight of the run. These sum up to
1. The fourth and final requirement is that an arriving customer can always
exit the network. This is ensured by the fact that an arriving customer follows
one of the runs. This in conjunction with clause 7 in Def. 7.13 ensure that the
customer follows the run, and after the last vertex in the run (customer class at
a particular service station), the customer leaves the network.
From Fig. 7.37, it is easy to see that only the cases allowed by the runs are
allowed. Furthermore, it is easy to make the transformation from the BCMP
network to our BCMP-WRuns, i.e., every qx,y is the first vertex of a run. The
probability of this run is equal to qx,y . Starting from this q, we can construct
the runs by following the path of an arriving customer. Take for instance qa,v5 in
Fig. 7.37. From the BCMP network, we can obtain that first task A is executed.
Afterwards, task A is executed again. Finally, task C is executed after which
the case leaves.
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At-least-as-good relation Having our computations of the average throughput time in place per customer and for the entire BCMP network, we still need to
show that if a BCMP-WRun is structurally at-least-as-good as another BCMPWRun, then the average throughput time is also at-least-as-good. For this, we
use our one-to-one matching graph such that every run is mapped to exactly one
other run. This means, that we can relate customers from one BCMP network
to customers of the other BCMP network.
Within the computation of the average throughput time of a BCMP network,
only vs,r is a free variable (the average number of times a class r customer visits
service station s), i.e., µs,r is given by the context, γr follows from the fact that
(a) the arrival process does not change (Poisson with rate parameter λ) and (b)
we have a one-to-one matching graph, i.e., γr = λpr where pr is the probability
of a run.
Theorem 7.14 (At-least-as-good visits service centres runs). Let Ct = (A, Res,
ra, ArrProc, Proc-Tasks) be a BCMP-context, let Wr = (PP , w), Wr0 = (PP 0 ,
w0 ) be two BCMP-WRuns within Ct such that Wr ≥s Wr0 , let match Wr ,Wr0 be
a valid one-to-one matching graph between Wr and Wr0 , let P = (V, E, `) ∈ PP
and P 0 = (V 0 , E 0 , `0 ) ∈ PP 0 be two runs such that (P, P 0 ) ∈ dom(match Wr ,Wr0 ),
let map be a mapping such that P ≥map
P 0 , then for every service station s, let
s
0
vs,P be its number of visits in P , i.e., vs,P = |{v ∈ V | `(v) = s}|, let vs,P
0 be
0
0
0
0
0
its number of visits in P , i.e., vs,P 0 = |{v ∈ V | ` (v) = s}|, then vs,P ≤ vs,P
0.
Proof. Follows from the fact that every vertex in V is mapped using map upon
0
a vertex in V 0 which is labelled with the same task. As such, vs,P ≤ vs,P
0 . In
case service station s does not occur in P , then vs,P is 0.
Theorem 7.15 (At-least-as-good throughput time). Let Ct = (A, Res, ra,
ArrProc, Proc-Tasks) be a BCMP-context, let Wr = (PP , w), Wr0 = (PP 0 , w0 )
be two BCMP-WRuns within Ct such that Wr ≥s Wr0 , let match Wr ,Wr0 be a
valid one-to-one matching graph between Wr and Wr0 , let QWr be the average
throughput time of Wr , let Q0Wr0 be the average throughput time of Wr0 , then
QWr ≤ Q0Wr0 .
0
Proof. From Thm. 7.14, we obtain that vn,P ≤ vn,P
0 for every task (service
0
0
station) n and pair (P, P ) ∈ dom(match Wr ,Wr ). Plugging this into the service
0
demand (Eqn. 7.1), we obtain Dn,P ≤ Dn,P
0 for every task n ∈ A (µn,r is
the same for both). Given the fact that the arrival rate of two matched runs
0
in the matching graph is the same, we obtain that γP Dn,P ≤ γP 0 Dn,P
0 . The
utilisation of n is determined by the summation over these service demands.
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Furthermore,
from our mapping,
in P also occurs in P 0 .
P
P we0 know0 every task
0
Hence
P ∈ PP : γP Dn,P ≤
P ∈ PP : γP 0 Dn,P 0 . From which it follows
that Un ≤ Un0 .
Plugging this into the mean waiting time (Eqn. (7.3)), we obtain Wn,P ≤
0
Wn,P
0 for all tasks n. From the average throughput time (Eqn. (7.4)), we obtain
QP ≤ QP 0 . Finally, from the throughput time for the WRun in combination
with the fact that the probabilities of two runs in the one-to-one matching graph
have the same probability, we obtain QWr ≤ QWr0 .
We have shown that if the process tree, corresponding WRun, and the context adhere to the requirements of a BCMP network, i.e., tasks behave as one
of the service stations and a Poisson arrival process of cases, then if a WRun is
structurally at-least-as-good as another WRun, then the former is also at-leastas-good as the latter.

7.8

Conclusion and future work

In this chapter, we have presented a heuristic to order the process models such
that the process models most likely to have a low throughput time are analysed
first. For the set used to evaluate the approach, we could reduce the number
of models to-be analysed by 55%. On average, this resulted in a reduction
of analysis time by 25%. The difference between both is introduced by the
overhead of our heuristic. For some collections of models, our heuristic increased
the duration of analysis considerably (up to a factor 6).
Since we are using a heuristic, we also performed a sensitivity analysis.
This showed that our heuristic gives false positives when there are two parallel branches of similar duration and in one of these branches task elimination
is performed. Next to this sensitivity analysis, we have analysed our transformation from loops and ORs to a combination of sequences, choices, and parallelism.
This showed that the transformation of the loop is lossless if a sufficiently small
loop cut-off probability is chosen. For the ORs, we did not have any two models
where the first was structurally at-least-as-good as the latter but the latter was
behaviourally at-least-as-good as the former.
Next to the sensitivity analysis, we showed under two sets of assumptions
that our heuristic will always give the correct result. In the first set, we have
shown that if model M is structurally at-least-as-good a model M 0 , then M
can execute a set of cases in the same way as M 0 . As a result, M can have an
at-least-as-good throughput time as M 0 . In the second set, we have mapped
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our models onto BCMP networks. Under the assumptions of a BCMP network,
we proved that our heuristic gives the correct result.
In the future, we want to reduce the overhead incurred by our heuristic. We
want to do this by earlier detecting when it is futile to compare two process
models. Furthermore, we want to look into more constructively determining
when one run is at-least-as-good as another run prior to employing an expensive
ILP.
To get a better understanding of the applicability of our heuristic, we want
to apply our heuristic on more collections of process models. This would also
allow us to investigate which assumption might be relaxed and under which
circumstances.
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Enactment of configurable process
models in the cloud
In this chapter, we address our sixth and final challenge: How to execute (configurable) process models in the cloud?
To motivate our cloud-based solution, we describe the way that municipalities work today and how this could be improved by sharing a joint infrastructure.
Next, we elaborate on related work. Thereafter, we dive deeper into the possible advantages of putting configurable process model support in the cloud.
After this, we present our architecture of bringing an information system into
the cloud as well as a proof-of-concept implementation where we have brought
YAWL into the cloud. Thereafter, we present a small application of our cloud.
Finally, we present our conclusions and future work.

8.1

Introduction

To address the earlier challenges, we have developed various techniques for configurable process models. All these techniques take the current way of working
of the organisations (municipalities) as a starting point. From this, a best configured process model is deduced. We want that this best configured process
model becomes the new way of working of an organisation. This closes the circle, i.e., from the current way of working to the new way of working. For this,
we need to be able to enact (execute) this process model.
To enact the configured process model, we can of course simply use the ex263
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isting information systems of an organisation. However, in finding/getting the
best configured process model, efforts aimed at unifying processes and this may
provide synergy in the implementation phase, e.g., sharing a common infrastructure. After all, a single organisation focussing on a single way of working
will not benefit from the presented techniques. Therefore, we propose to also
extend this synergy into the enactment of the configured process model.

Figure 8.1: Currently, every municipality has its own set of process models, its
own infrastructure, its own resources, and its own data storage.
To be able to share processes and a common infrastructure, we need a new
way of executing the process models. Again, we take the municipality domain
as an example. Municipalities currently execute their processes as depicted in
Fig. 8.1, i.e., everything related to the enactment is within the organisation.
For instance, the information system, the resources, and the process models.
The synergy between organisations can be achieved on multiple levels, e.g.,
by sharing infrastructure (the servers), a reduction can be achieved in the maintenance costs of the infrastructure. After all, instead of an administrator at
every organisation, one can hire a single centralised administrator. Also, by
allowing synergy between the employees of the organisation, advantages can be
achieved. For instance, employees from one organisation can aid in the execution of the process model in another organisation. Finally, the configurable
process model can allow for synergy. For instance, if an organisation finds a
better way of executing her processes, then this can be reflected in the configurable process model. From this, the better way of working can find its way
into other organisations.
To support this synergy, we envision that organisations move from the situation depicted in Fig. 8.1 to the situation depicted in Fig. 8.2. If we take
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Figure 8.2: We envision that organisations (municipalities) cooperate in the
cloud using a shared information system. To achieve this, a configurable process model is used and each municipality uses its own configuration. By having
a shared information system, the process executions of the municipalities are
logged in a standardised way opening the door for a multitude of possible analysis and comparison techniques. At the same time, sensitive information can
still be stored at the municipality.

the municipalities again as an example, then in the envisioned situation, the
municipalities share an information system. Within this information system,
the municipalities execute their processes. The process models within the information system are configured process models from a single configurable process
model shared amongst the municipalities. By sharing the information system,
also the infrastructure of the information system is shared. Furthermore, by
sharing the information system, it opens the possibility for resources of one organisation to work on cases of another organisation. Finally, using this shared
infrastructure, it is easy for a new municipality to join, e.g., municipality C in
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Fig. 8.2.
A large portion of our vision can already be supported by existing cloud
technology. For instance, using different service models [119], sharing can happen at various levels. The Software as a Service (SaaS) service model offers
applications to be shared. For instance, GMail or Office 365 . The Platform as
a Service (PaaS) service model offers a platform to be shared. For instance, a
(virtual) machine running Windows. Infrastructure as a Service (IaaS) is the
third service model. Within IaaS, one shares the infrastructure. For instance,
the (virtual) machines upon which one can for instance install one’s preferred
operating system.
Within the cloud, there is only limited support for information systems. If we
take our envisioned cooperation into account in conjunction with configurable
process models, then there does not exist a single information system in the
cloud supporting our vision. Therefore, we propose to “cloudify” an existing
information system, i.e., extend said information system such that it supports
our vision within the cloud.
To support our vision, we pose the following requirements on our “cloudified”
information system: First and foremost, the information system should support
configurable process models. Next to this, the information system should support multiple municipalities, the so-called multi-tenancy. Furthermore, due to
the fact that the need for computational power fluctuates, it should be possible to add and remove computational power from the information system (this
might require the information system to run on multiple virtual machines). Finally, it should be possible to control the cloud-based information system, e.g.,
adding and removing virtual machines, or adding new tenants. Ideally, one
would not make any changes to the information system. This to maintain the
look and feel as well as allowing future versions of the information system to be
used in the cloud.

8.2

Related work

Both in academia and industry, there is a growing interest in cloud-based BPM/WFM. In academia, there is a focus on cooperation, distribution of information, and configurability. Within industry, it often seems more a web-based
interface to a BPM system aimed at a single organisation.
Academic publications In [21], the authors bring BPEL to the cloud. The
authors extensively discuss different considerations for bringing BPEL to the
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cloud using different levels, i.e., infrastructure, platform, and software, together
with security considerations. The authors state that they are busy with modifying an open-source BPEL engine to be used in the cloud. In [95], the authors
add configurability to BPEL in an extension called VxBPEL. In [75], configurable BPEL is presented. However, for both approaches there is no graphical
editor making it cumbersome to maintain the models.
The authors in [63] address the challenge where an organisation wants to
execute part of the process on-premise and part of the process in the cloud.
The reasoning behind on-premise computations are due to security and privacy. Cloud computations are used for computational intensive tasks with a
low security risk. The paper reasons from a single organisation without any
collaboration and process variability in mind.
In [155], ARIS in the cloud is presented where resources can be shared
amongst different locations around the world. It is unclear whether this is
based on a single process model being used for all the branches. Although this
approach is not directly applicable to the municipality setting, the approach
can be beneficial for companies with multiple branches, e.g, a global car rental
company like Hertz.
The workflow engine CPEE [50, 169] offers a cloud based workflow engine.
This workflow engine has been built from scratch and allows for run-time modifications of the process model. It is designed with a single organisation in mind.
In [89], the authors present the implementation of a framework where multiple organisations can cooperate within the same business process. The example
of a Road Side Assistance service is used. Within this service, amongst others,
garages, tow cars, and taxi services can be used. Furthermore, multiple organisations can use this service in a multi-tenant way. In the work, there is even
the possibility to change the process models underlying the business processes.
This variability is not supported by means of a configurable process model. It
is supported by means of inheritance, specialisation and hierarchies. Furthermore, cooperation is on the boundaries of an organisation, i.e., where work is
outsourced.
The work in [136] presents an architecture for multi-tenant business process
executions. Here the focus is on supporting multiple organisations within a
Workflow as a Service service model. The focus is not on sharing a configurable
process model.
In the work of [157], the focus is on the infrastructure for supporting a BPM
system in the cloud. Within [157], the focus is not on multi-tenancy nor is it
on configurable process models.
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Industrial solutions There exist a multitude of cloud solutions from industry. However, most of these solutions seem to be a web-based interface to a
BPM system running on the servers of the vendor or a third party. As such,
the BPM systems are scalable but configurable process models are often not
supported. We have taken the cloud based BPM systems based on Gartner’s
Magic Quadrant for Intelligent Business Process Management Suites [66]. We
do not list all of the companies but mention only the ones where there is a
strong cloud platform according to Gartner.
Kofax [94] offers a cloud platform called TotalAgility. One of the features
of Kofax is the use of “process skins”. Process skins allow the user to manage
multiple versions of the same process type. Whenever there is an update to
the process all skins are updated accordingly. This seems to be similar to
configurable process models, but the expressive power and capabilities are not
specified. Finally, TotalAgility reasons with a single organisation in mind.
Other solutions mentioned do not support configurable process models, these
include: Appian [22], BPLogix [36], PNMSoft [138], and Software AG [168].

8.3

Potential benefits of our cloud-based approach

Within this section, we dive deeper in the advantages our vision can bring.
These advantages are subdivided in deployment-time advantages, run-time advantages, and post-run-time advantages. The deployment-time advantages are
those advantages achievable prior to enactment of the configured process model.
Run-time advantages are those which can be achieved whilst executing cases
within a configured process model. Finally, post-run-time advantages are the
advantages after having executed a number of cases. Note that post-run-time
does not necessary mean that one stops executing a particular configured process
model.
In this section, the focus is on the added benefits of bringing an information
system in conjunction with a configurable process model into the cloud. As such,
the focus is less on the well-accepted benefits of the cloud, e.g., decreasing maintenance costs, increasing availability, and unlimited computing power. To make
the advantages more tangible, we view these advantages from the perspective
of concrete group of organisations; the municipalities.
Deployment-time Advantages For the deployment-time advantages, a municipality can use the techniques presented in this thesis. In the classical setting,
each municipality maintains its own process models and IT infrastructure. This
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means that every change in legislation has to be incorporated by every municipality. When moving to the cloud using configurable process models, changes
mainly have to be incorporated in the configurable process model. Municipalities might have to change their configuration. In Fig. 8.3, the old situation is
compared to a hypothetical cloud situation. Although the maintenance efforts
for the configurable process model are larger than for the individual models
(it is more complex), the total maintenance effort is smaller than the sum of
maintenance efforts of each of the municipalities.

Figure 8.3: The expected benefit in maintenance when municipalities move to
the cloud using a configurable process model.
Using the work presented in Ch. 5, a municipality can input its KPIs and
request a configured process model which scores best on these KPIs. In this
way, the municipality does not need to define a configuration from scratch.
Furthermore, using the work from Ch. 6, the municipality can indicate her
constraints on the best configured process model. Finally, although not strictly
necessary with the computational power of the cloud, the municipality can use
the work from Ch. 7 to more efficiently find the best configured process model.
A municipality is not limited to use the work presented here. For instance, a
municipality may already know that it works in a way similar to another municipality. As a result, it can use the same configuration as the other municipality.
Of course, now one could argue that in the old setting the municipality could
also use the same process model as the other municipality. This we acknowledge, but this changes as soon as any changes are made to the process model.
In the old settings, both process models would still be strictly separated, and
changes in the one would not automatically lead to changes in to the other. By
selecting the same configuration of the same configurable process model, both
municipalities automatically still use the same configured process model after
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the configurable process model has been changed.
Finally, a new municipality can easily participate in this setting. After all, it
only needs to specify a configuration. This opens the door for new possibilities
in collaborations with different municipalities.
Run-time Advantages Next to the deployment-time advantages, the municipalities can also expect run-time advantages. Some of the run-time advantages
are directly related to the use of the cloud, i.e., scalability, availability, reliability, cost reduction, etc. Other advantages during run-time are a more flexible
and robust organisation.

Figure 8.4: In the traditional situation, the throughput time increases when the
amount of work increases. Using the cloud-based information system, we expect
that employees from other municipalities can aid to reduce the throughput time.
The expected increase in flexibility is achieved by the fact that municipalities
are capable of allocating work to resources from another municipality. In the
traditional situation (Fig. 8.4), we have that when the amount of work increases
this results in an increase of the throughput time. By sharing the execution of
the process between municipalities, other municipalities can offer staff when the
throughput time becomes too large. Next to this, municipalities can also share
an expert to aid them in their executions. The addition of an expert means
that part of the execution of a case is partly outsourced. This flexibility has as
added advantage that the robustness increases. For instance, in case of disasters
(flooding, power failure, etc.), staff of other municipalities can aid. One can
argue that the configured process models are different between municipalities
and thus aiding another municipality requires learning the other’s configured
process model. However, as mentioned with the configurable process model, the
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configured process models might be different but the individual tasks do not
differ with respect to content. This means that if a municipality also executes
a particular task, then that municipality can aid in executing that task.
The run-time advantages are not limited to sharing resources. One can imagine that an improvement in the configurable process model can automatically
be pushed to the municipalities. This means that the running cases can automatically be transferred to the new version of the configured process models.
Of course, one needs to keep the dynamic change bug in mind [2, 68].

Figure 8.5: In the traditional situation, a municipality cannot compare itself
to other municipalities. With the use of a cloud-based information system in
conjunction with a configurable process model, best practises can be visualised
as shown in the right diagram.

Post-run-time Advantages Traditionally, municipalities see their own processes and cannot learn from other municipalities in a systematic way. Using
the setting described in Fig. 8.2, municipalities can benchmark themselves with
respect to others (see Fig. 8.5 for a hypothetical graph). The comparability
of the executions comes forth from the fact that all models are deduced from
a single configurable process model. Furthermore, the use of a single cloudbased information system guarantees uniform naming conventions, same level
or granularity, and comparable data structures. In [39], an approach is presented to compare the executions of multiple organisations with each other. In
this way, managers can compare the performance of their organisation to the
performance of the other organisations at any moment in time. This allows
them to gain insights from which organisation they can learn to improve their
process.
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8.4

Proof-of-concept implementation

For our proof-of-concept implementation we have chosen YAWL as our information system since YAWL has the following advantages: native support for
configurable process models [84], and components are decoupled making them
ideal to be run on multiple virtual servers in the cloud. Our implementation
runs on the IaaS service layer.
We managed to make YAWL available in the cloud without making changes
to YAWL itself. This has the advantage that no special YAWL version has to
be maintained. Furthermore, by not changing YAWL itself, we keep the look
and feel people are familiar with; removing the need to learn a new system.
Finally, we created a component to control the cloud allowing administrators
to, amongst others, upload configurable process models.
First, we elaborate on the architecture used for our implementation. Next,
we touch upon the implementation of the newly introduced components within
the cloud.

8.4.1

Architecture

YAWL uses a service-oriented architecture. Part of the architecture of YAWL
is depicted in Fig. 8.6. The individual components, e.g., the engine, resource
service, etc., are independent components which are coupled using different
interfaces. The engine, amongst others, determines which tasks need to be
executed. The resource service manages all the organisation data, e.g., which
tasks can be executed by which resource.
In this proof-of-concept implementation, we “cloudify” the engine. Therefore, we briefly touch upon the interfaces A, B, E, and X (highlighted in the
red rectangle in Fig. 8.6). Interface A is used for, amongst others, loading and
unloading process specifications, i.e., a process model. Interface B is used for
most of the handling of work items and creating new process instances, i.e.,
cases. Interface E is used for the retrieval of event logs. Finally, interface X is
used for exception handling.
As mentioned, YAWL consists of components which communicate with each
other using different interfaces. In a non-cloud based YAWL installation, there
is a single engine. This engine receives requests on its interfaces and acts accordingly. With bringing YAWL into the cloud, we want to allow for multiple
engines running concurrently. In order to be able to scale up and down, we
want to use a dynamic amount of engines. Furthermore, the other components
within YAWL expect to communicate with a single engine. Therefore, within
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Figure 8.6: Architecture of YAWL. Figure taken from [84].

Figure 8.7: The high-level architecture for “YAWL in the Cloud”. Which creates
an abstraction layer over a set of engines to offer a single point of entry.
YAWL in the cloud, we have created an abstraction from the engines allowing
for multiple engines to be used. At the same time, this offers a single interface
(A, B, E, and X) to the outside world to communicate with. This results in the
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high-level architecture shown in Fig. 8.7.
By using this architecture, we do not need to make any changes to YAWL.
Furthermore, by offering the same set of interfaces to the outside world, there is
no change noticeable, i.e., end users cannot see the difference between a single
engine or the entire cloud. However, since we do not make any changes to
YAWL, the YAWL engines are oblivious of each other. This means that, for
instance, the case identifiers are unique per engine, but not amongst engines.
Furthermore, engines might now be used for multiple organisations resulting
in cases running in different contexts for a single engine (engines normally run
within a single context). Finally, it is no longer apparent to which engine to
connect to obtain for instance information about a running case.
We introduce a router component to route a request to the correct engines.
In order to overcome the fact that case identifiers do not need to be unique,
we introduce unique global cloud identifiers and maintain a mapping between
global (cloud assigned) identifiers and local (engine specific) identifiers. This
mapping is stored in a central database. The transformations of the global
identifiers to local identifiers (and vice versa) is done by the router.
We can now receive a request and route it to the correct engine(s). However,
when multiple engines have to be consulted, we also obtain multiple responses.
The requestor expects a single response. Therefore, we need to merge these
responses in a single response before sending it back to the requestor. The
merging of the responses is handled by the router.
Finally, it might be the case that not all the information in a response is
intended for the requestor. This can be the case when an engine is running
multiple cases for different tenants. Since the YAWL engine does not know the
notion of multiple tenants, it sends information about all the tenants back as a
response. Therefore, we also include filtering functionality in the router.
This results in the more detailed architecture shown in Fig. 8.8. At the
backend, the communication with the different engines is situated. At the front
we have a single point of entry. Inside of the architecture, we have the routers
for routing, translating, merging, and filtering of requests and responses. These
routers use the central database (DB in Fig. 8.8) for the lookups of identifiers.
There is a management component at the centre communicating with the engines
and the central database. Finally, we have included a load balancer for both the
incoming and outgoing requests. This load balancer is cloud-based and offers
the option to enable/disable routers if necessarily. By having this load balancer,
we remove the risk that a router becomes a bottleneck.
Having our architecture in place, we now briefly elaborate on the implementation of the newly create components: router, database, and management
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Figure 8.8: The detailed architecture for YAWL in the Cloud.
component. Note that the load balancer is offered by the cloud platform and
invisible to the implementation. As such, we do not elaborate on it further in
the remainder.

8.4.2

Implementation of the new components

Using the architecture shown in Fig. 8.8, we implemented the various components connecting to standard YAWL. These are elaborated on in the remainder of this subsection. YAWL in the cloud is implemented in java (similar
to YAWL). Furthermore, we use Hibernate [83] as abstraction layer from the
database. Both java and Hibernate make YAWL in the cloud largely platform
independent. Unfortunately, YAWL did not work properly with the cloud based
version of MSSQL. Within MSSQL, there is an assumption that for each table
there is an index. For some tables within YAWL, this is not the case. Therefore,
we have used a virtual machine with MySQL as database server in order to let
YAWL in the cloud work in the cloud.
The router: As mentioned, we have introduced a routing component for routing, translating, merging, and filtering of requests and responses before sending
them to the requestor. In Fig. 8.9, the communication between the different
components is depicted. First a request is sent to the router, then the router
consults the database for (amongst others) translating global identifiers to en275
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Figure 8.9: The communication between the different components when a request is made. Upon receiving a request (1), we first consult the database to,
amongst others, transform global identifiers to engine specific identifiers (2 and
3). Next, we forward to the request to the individual engines (4). Afterwards,
the engines respond with their responses (5). These responses are merged (if
necessary) and the engine specific identifiers are transformed to global identifiers
(6 and 7). Finally, the response is returned (8).

gine specific identifiers. Afterwards, the router contacts the engines of interest
for this request. After the engines have sent their responses, these responses are
merged, filtered, and the database is consulted for translation of engine specific
identifiers to global identifiers. Finally, the created response is forwarded to the
requestor.
Based on the type of request, different types of merges had to be introduced. Furthermore, rules for forwarding the request to specific engines were
introduced. For instance, for the action getAllRunningCases, which gives all
the running cases for a particular tenant, we have to merge the results per specification (i.e., multiple engines can have the same specification and we do not
want to duplicate the specification to the user). Furthermore, this request has
to be forwarded to all engines running specifications for this tenant. Finally,
the cases for specifications not owned by the tenant have to be filtered out.
If we consider the action getCasesForSpecification, which gives all the running cases for a particular specification, we only need to forward this request
to the engines running this specification. The engines return all the cases for
that specification, the cases in the responses have to be merged into a single
response. However, the filtering step is not required as this specification belongs
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exclusively to a specific tenant. Other tenants may use the same specification,
but the identifier of this specification is different for different tenants.
The database: In the central database, we store the different local YAWL
identifiers and the global cloud identifiers. We have local YAWL identifiers for
specifications, cases, and work-items. Apart from storing the identifiers, we also
maintain the different tenants. Furthermore, we store the configurable process
models, configurations, and which specifications a tenant has at her disposal.
Finally, the database stores the settings for YAWL in the cloud, e.g., which
constraints are present within YAWL in the cloud. A constraint can be that a
tenant can have at most 5 cases per specification.
The management component: The management component is a view on
the database and engines. In Fig. 8.10a and Fig. 8.10b two different views are
presented. The first shows a separation of specifications and cases per tenant.
The second shows a hierarchical view of servers, engines, tenants, specifications,
and cases.
Apart from providing a view on the engines and database, the management
component also allows to add/remove engines and tenants. Furthermore, it can
be used to upload configurable process models as well as configurations. Using
the Synergia toolset [104], the configuration can be projected on the configurable
process model to obtain an executable process model, i.e. specification. Note
that this functionality is currently semi-automated as the configuration of the
different components still requires human involvement. As such, Synergia is not
an integrated part of YAWL in the cloud.
By using Synergia, our cloud implementation is independent of process trees.
At the same time, using the earlier introduced transformation (Fig. 3.13), we
can transform our process trees to YAWL models. Next to this, we have made
transformations for the data, resources, and some properties into XML elements.
These XML elements are interpretable by YAWL.

8.5

Application

We evaluate our implementation of enactment of configurable process models in
the cloud by means of a hypothetical scenario. In this hypothetical scenario, all
the CoSeLoG municipalities want to cooperate with each other in the cloud. To
reap the deployment-time benefits, they model a C-YAWL model (part of this
model is depicted in Fig. 8.11 in BPMN). Next to the configurable process model,
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(a) Functional view, showing which cases
and specifications are loaded per tenant.

(b) Software view, showing the servers, engines, tenants, specifications, and cases, and
the hierarchy of them.

Figure 8.10: Two different views on the cloud in the management component;
per tenant, and hierarchical per server.
the municipalities use the Synergia toolset [104] to define their configurations.
The configurable process model and configurations are uploaded to the cloud
(Fig. 8.12).
Using the Synergia toolset, the configuration can be semi-automatically projected on the configurable process model to obtain an executable process model.
These are added to the set of loadable specifications (Fig. 8.13).
To give the municipalities the possibility to work on their own cases, virtual
machines were created in Microsoft’s Azure cloud (Fig. 8.14 shows the virtual
machines for Emmen and Gemert-Bakel). Each municipality is offered a slightly
customised portal to YAWL in the cloud where already some of their cases are
present (Fig. 8.15).
Assume many employees able to handle the process in Gemert-Bakel get ill.
Luckily, we have the run-time benefits of the cloud and promptly employees from
Emmen can be assigned to aid Gemert-Bakel in the execution of Gemert-Bakel’s
processes (Fig. 8.16).
A similar scenario like this has been presented to the participating municipalities of the CoSeLoG project in our yearly meeting. The contact persons were
subdivided into municipalities and got some hands-on experience with YAWL
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Figure 8.11: Part of the configurable process model used for the evaluation.

Figure 8.12: A configurable process model in the cloud with the configurations
for the various municipalities.
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Figure 8.13: Specifications for some municipalities have been uploaded to a
(shared) engine.

Figure 8.14: The various virtual machines for the municipalities, a router, an
engine, and a database server.
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Figure 8.15: The portal for Emmen and Gemert-Bakel with some running cases.

Figure 8.16: An employee from Emmen (Dennis Schunselaar) is assigned a case
from Gemert-Bakel.
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in the cloud. The various contact persons were enthusiastic about the presented
implementation. However, this was not a real evaluation but more a small
showcase to show the work conducted in the project.

8.6

Conclusion and future work

We have sketched the added benefits of supporting organisations like municipalities with a cloud-based information system. These benefits include well-known
cloud benefits like: scalability, availability, cost reduction etc. But these benefits
can be extended towards deployment-time advantages (by using configurable
process models), run-time advantages (increase in flexibility and robustness),
and post-run-time advantages (benchmarking with other municipalities).
Next to sketching the benefits, we have provided an implementation where
we have created a wrapper around YAWL such that it can work with multiple
engines in the cloud. Within YAWL in the cloud, we support multiple organisations. Furthermore, we offer the possibility to support multiple variants of
the same process using configurable process models.
In the future, we would like to show that a cloud-based information system
indeed brings the benefits sketched in this chapter. In particular, we want to
see under which computational load classical YAWL differs from YAWL in the
cloud, e.g., in terms of response times. Next to creating a wrapper around the
engine, we want to do the same for the other components of YAWL, e.g., the
resource service.
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Conclusion
In this chapter, we revisit the challenges described in Ch. 1 and reflect on the
way we were able to address them. Next to this, we will list some open issues
still present in the techniques. Finally, we sketch some interesting directions for
future work.

9.1

Contributions of the thesis

In the introduction (Ch. 1), we identified 6 challenges. These challenges were:
• Challenge 1: How to represent configurable process models such that every
total configuration gives a validly configured process model?
• Challenge 2: How to combine multiple (configurable) process models into
a single configurable process model such that (a) every total configuration
gives a valid configured process model and (b) the original process models
can still be obtained?
• Challenge 3: How to find a best configured process model given a set of
KPIs?
• Challenge 4: How to obtain the requirements of the user on the configured
process model without any manual work for the modeller?
• Challenge 5: How to find a best configured process model faster?
• Challenge 6: How to execute (configurable) process models in the cloud?
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We have met challenge 1 by introducing process trees in Ch. 3. Process
trees are block-structured configurable process models which always yield sound
configured process models. Next to presenting process trees, we have provided
transformations from process trees on the one hand to Petri nets, EPC, YAWL,
and BPMN on the other hand. Within process trees, we have the control-flow,
resource, and data perspective. Next to these perspectives, we have introduced
properties to encode additional information. Using this additional information,
we were able to meet the other challenges within this thesis, e.g., within the
analysis of a space of models, we needed to encode simulation data.
Challenge 2 has been addressed by introducing a technique to merge a number of process trees into a single configurable process tree (Ch. 4). Thanks
to the block-structuredness of the process trees, our merge always results in
a configurable process tree that only yields sound configured process models.
Furthermore, our merge guarantees reversibility. This means that the process
trees merged into a single configurable process model are also valid configured
process models of said configurable process model.
In Ch. 5, we have addressed challenge 3. We have presented an approach to
analyse each configured process model of a configurable process model in order
to find the best configured process model. The best configured process model
can be defined using an extensible set of Key Performance Indicators (KPIs).
Next to this, new tools can be added to compute this extensible set of KPIs.
Petra, the implementation supporting the analysis of the configured process
models, is unaware of a concrete set of KPIs and tools. It merely requires new
tools to implement a tool interface which computes a set of KPIs for a given
configured process model.
Challenge 4 has been met in Ch. 6. There, we have presented an approach
to elicit the requirements on the configured process model. For this, we automatically distilled the concept instances present for the configurable process
model and presented these to a domain expert. Using these concept instances,
with which a domain expert is familiar, she is able to express the requirements.
This can be done by denoting which concept instances should/ should not be
present in the configured process model.
We have met challenge 5 in Ch. 7. In this chapter, we have introduced a
framework to order the process models such that the ones most likely being
amongst the best models are analysed first. Within this framework, we have
presented a heuristic for the throughput time. Using this heuristic, in our
experimental setting, more than half of the process models did not need to be
analysed. Next to providing this heuristic, we have analysed its sensitivity. This
showed that in a very specific case it incorrectly orders the process models.
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Finally, challenge 6 has been met in Ch. 8. We have presented YAWL in the
cloud. Using YAWL in the cloud, we are able to support multiple organisations
within a single cloud. This has the advantages brought by the cloud, e.g., scalability, cost reduction, and availability. Next to this, by having non-competing
organisations in the cloud, e.g., municipalities, the organisations can attain more
benefits. For instance, the organisations can use a single configurable process
model for the execution. This removes the need to maintain one’s own process
model.
For all challenges, we have shown that the techniques developed in this thesis
are applicable in real life settings. Using the process models from the CoSeLoG
project, we showed that our merge technique is well equipped to merge real-life
process models. With the help of a specific municipality, we have shown that
Petra can be easily extended with a new KPI and tool to analyse a configured
process model. Furthermore, we were able to analyse a real-life configurable
process model to find better configured process models than the process model
currently in use by the municipality.
To show that the approach to define the requirements on the configured process models can be valuable, we were aided by two consultants from the healthcare domain. They acknowledged its potential and business value. We also have
shown that monotonicity can be applied to real life models from a municipality
that did not adhere to the requirements on monotonicity. Monotonicity did not
introduce any false-positives in the comparison of the throughput time. Finally,
we have shown that the cloud can aid in further collaboration between municipalities. This was done using a real-life scenario in which employees of one
municipality helped in the execution of the cases of another municipality.
Although the techniques are applicable in real life, the challenges mentioned
in Ch. 1 remain and the problems have only been (partly) solved. In the next
section, we elaborate on open issues.

9.2

Open issues

The work described in this thesis can be improved in several ways. In this
section, we list possible improvements chapter by chapter.
Chapter 3: Process trees Process trees are a relatively new formalism.
They offer the very attractive property of soundness, albeit at the cost of expressive power. At the moment, the ecosystem around process trees is still
evolving with the introduction of new techniques. To further foster the use of
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process trees, we need more than these new techniques. For instance, in ProM
there is a rudimentary editor for process trees. A new and better editor needs
to be made. Within this editor, the option should exist to view a process tree in
various alternative representations, e.g., BPMN, EPC, or YAWL. Next to this,
the user experience should be improved, e.g., by implementing drag-and-drop.
One can even argue to move the editor outside of ProM. The editor could then
for instance be made within Oryx [55] or Signavio.
It is relatively straightforward to transform a process tree to another process
modelling formalism. Ideally, one is also able to transform other process modelling languages to process trees. Since the other formalisms are more expressive
than process trees, it will not be possible to transform any model in a particular modelling formalism to a process tree. At the same time, there should at
least be support for block-structured process models. To this end, we can also
leverage the work in [139] to structure the process models.
As already pointed out in [38], one can introduce new blocks within process
trees to increase the expressive power. This can also aid in transforming other
process modelling formalisms to process trees, e.g., within the work of [139], socalled rigids are introduced. These are parts of the process model that cannot
be structured. By introducing a special block to encode a particular rigid, we
can transform a larger set of process models.
Chapter 4: Merging process trees The focus of our merge has been on
the control-flow perspective. To make our merge broader applicable, we should
also incorporate the resource and data perspectives. Furthermore, one would
like to be able to merge properties into a configurable property. This would
allow for more information from the input process trees to be leveraged into the
configurable process tree, e.g., the context in which the process tree is executed.
At the moment, the merge employs an ILP to compute the optimal mapping
between two process trees. As we have seen, we do not always obtain a mapping
within say 10 minutes. This results in the process trees being merged by adding
a placeholder node. Instead of using an ILP, we can also employ a greedyalgorithm. In that case, we start from the tasks and work our way up from
there. Even a hybrid merge might work, i.e., parts will be greedy and other
parts will use an ILP.
Next to the technical improvements, one would also like to be able to configure the merge. For instance, by stating which equivalence notion one is interested in, e.g., language equivalence, or branching bisimulation. Based on the
desired equivalence notion, one can even employ a different representation of
286

Open issues
the process tree. For instance, if we are interested in language equivalence, one
can, under certain conditions, look into the directly-follows relation of a process tree [108] as an abstraction of the process trees. When the directly-follows
relations between two tasks in the process trees do not agree, one knows that
configurability has to be added.
Chapter 5: Analysing a space of models Currently, the user of Petra
has to select the tools to compute the KPIs of interest. As we have already
seen, the tools can register which KPIs they require and which KPIs they can
compute. This allows for automated chaining of tools, i.e., the results of one
tool are fed into another tool. By having this chaining, the user does not need
to think about which tools give which results. She only has to focus on the
KPIs of interest.
In case of this automated chaining, there might be multiple tools to compute
a certain KPI, e.g., both CPN Tools and L-SIM can compute the throughput
time. As we have seen, both tools perform differently in terms of computation
time (not in terms of computed throughput time). L-SIM is faster, CPN Tools
allows for a more fine-grained specification of the resources. These alternatives
need to be offered to the user as options to configure Petra.
Chapter 6: Reducing the space of models prior to analysis For the
elicitation of the requirements a domain expert poses on the configured process
models, we used a representation based on the folder structure on a computer.
For the case study performed, this visualisation was suitable for the participants. At the same time, the effects of enabling/disabling a particular concept
instance are not obvious without going through the various concept instances
and inspecting what has changed. Therefore, we would like to experiment with
alternative visualisations and determine its suitability for various domain experts.
Chapter 7: Ordering the space of models prior to analysis For ordering
the process models, we have seen that in some cases there is quite some overhead.
In some cases, the generated overhead is even larger than naively simulating
each and every process model. Improvements can come in two flavours: further
exploiting structural characteristics, and better heuristics to not compute the
ordering between two models.
For further exploiting structural characteristics, one can employ a divideand-conquer approach. For instance, given two runs, there might be a single task
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splitting the run into two parts. Hence the at-least-as-good relation between the
runs can only exist if an at-least-as-good relation can be computed between the
decomposed runs. The structural characteristics can also be exploited within
the matching graph. At the moment, we do not explicitly check whether a
particular run can be mapped on a sufficient amount of runs in the other model
before solving the ILP. Furthermore, it might be possible to employ a divideand-conquer technique in the matching graph by looking into disjoint sets of
at-least-as-good runs.
Currently, if the product of the runs in both models exceeds 10,000, we do
not compute the at-least-as-good relation. This bound can be improved and
even take the structure of the process models into account. For instance, by
estimating the duration of simulating a model, we can obtain an upper bound
on the duration of our technique. But we can do even better; We can also limit
when the at-least-as-good relation is computed between runs. If we have two
runs in which a large number of vertices are labelled with the same task, then
the ILP will have difficulties to compute a possible mapping. We have already
created some heuristics, e.g., since the partial order needs to be maintained, we
can already limit the possible vertices on which a vertex can be mapped.
Chapter 8: Enactment of configurable process models in the cloud
YAWL in the cloud works under a very mild load. As soon as the load is
increased, error messages will occur. This makes one wonder if the selected
architecture or the underlying implementation is insufficient. In order to determine this, we need to investigate where most overhead is introduced. Based on
this, either the implementation can be made more efficient or the architecture
needs to be changed to remove the need for this overhead.
Next, we would like to run a comparison between YAWL in the cloud and
the standard YAWL deployment. This is to see under which loads YAWL in
the cloud gives the scalability benefits associated with the cloud.

9.3

Future work

The work in this thesis gives rise to new and exciting areas for future research.
In this section, we sketch some of these.
Benchmark sets for merging techniques For comparing the various merging techniques, we have generated a collection of process models. An interesting
direction for future work is to create standardised sets of process models on
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which the merging techniques can be compared. These standardised sets can
then encompass various characteristics similar to our generation of the data set,
e.g., starting from a base model introduce more parallelism, or moving tasks
within a process model. Furthermore, these benchmark sets can contain process models with certain structural characteristics, e.g., block-structured, free
choice, etc. To remove any representational bias towards a particular modelling
formalism, one ideally would define the benchmark sets in terms of the canonical
format of APROMORE [106].
Quality metrics for configurable process models In the comparison of
our merge with the state-of-the art, we resorted to quality metrics primarily
developed for non-configurable process models. There were no good quality
metrics for configurable process models. Surely one can apply the quality metric for non-configurable process models but these disregard the configuration
options present. One can argue that configuration options do not matter. At
the same time, one can encode the same configurable process model in multiple ways without structurally changing the configurable process model. For
instance, in the sequential execution of tasks, one can place blocking in multiple places in the configurable process model. Irrespective of where blocking is
added, we have the same set of possible configured process models. One can
argue that in these cases, the smallest amount of blocking is desired and that
placing the blocking at the first task is better than at the last task in the sequence. The non-local effects of blocking may be perceived clearer at the first
task than at the last task.
Quality metrics for the merge of process models For the quality of a
merge, we have mainly focussed on the ability to reproduce sound instantiations
of the resulting configurable process model. Furthermore, reversibility can be
seen as a quality of the merge of process models. But there should be more than
these two requirements. An merge working on all formalisms would simply place
an exclusive choice between the input process models and all outgoing edges of
the exclusive choice are blockable. The configurable process model is reversible
and only yields sound instantiations assuming the input process models were
sound.
At the same time, some merging techniques try to maximally merge fragments of the input process models. One quality metric for the merge would
be up to what extent the merge achieves to maximally merge fragments. Here
our benchmark sets come into play. By having standardised sets, we can com289
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pare two merging approaches. Based on the reached reduction in size of the
configurable process model, one can asses the quality of the merge.
Configuration constraints The addition of configuration constraints can
greatly increase the applicability of the very general techniques presented in
this thesis. Configuration constraints allow one to define dependencies between
configuration choices, e.g., if task A is hidden, then task B should also be hidden.
With the analysis of a configurable process model, we had to extend Petra with
a preliminary version of configuration constraints in order to analyse the various
scenarios defined by the municipality.
Configuration constraints can also be given along with a configurable process
model. This can be done to ensure that the process a configured process model
will support can still reach its goal, e.g., the configurable process model allows
for a selection of three tasks, but at least two need to be selected.
Next to these configuration constraints, we also want to extend the requirements a domain expert can pose with respect to the configured process models.
She would then be able to do so by stating conditional requirements, e.g., if a
particular task is present, then also this expert needs to be present.
Contextual concept instances Currently, we only present the concept instances encountered in the configurable process model. These concept instances
are related to the execution of the processes the configurable process model is
capable of supporting. Using properties, one can encode information about the
context of the organisations using a particular task/resource. This allows for
posing question about the organisation itself. For instance, based on whether an
academic hospital is posing the requirements one can already make suggestions
based on requirements of other academic hospitals.
Next to this information, one can also imagine that first the domain expert
expresses the constraints which are a must. Using these constraints, we can
analyse all configured process models. After analysing all configured process
models, the domain expert is again presented the concept instances but now
with information on the KPIs. For instance, the domain expert can now be
presented with the best throughput time possible if a certain concept instance
is included/excluded. This way, the domain expert can make more informed
decisions.
Intuitive navigation through the Pareto front After analysing the configured process models, we present a Pareto front. The visualisation of this
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Pareto front is not yet tailored to a business user. For future work, we can
investigate whether the work of [165] can be incorporated. In this work, drilldown techniques are presented where the user can indicate a particular range
of values she is interested in.
Next to this, it would be valuable to show the trade-offs between two configured process models. This can be done by showing the difference between both
configured process models. These difference can be shown graphically, e.g., by
leveraging the work in [34]. It can also be done by comparing two textual
representations of the differences using the work in [110].
We can also leverage the concept instances to the Pareto front. In this way,
given a particular concept instance, we can show the possible values for the
different KPIs with and without this concept instance. This is likely to give a
better insight into the trade-offs.
Configurable Hybrid Models Within hybrid process models [145], one can
mix imperative and declarative process modelling languages. The imperative
parts allow one to specify exactly the order of execution while the declarative
parts allow one to specify the rules of the execution. Within this thesis, we
have developed an imperative configurable process modelling language. However, there are also declarative configurable process modelling languages [158].
It would be interesting to investigate how these can be combined into a configurable hybrid process modelling language. Intuitively, thanks to the hierarchical
nature of hybrid process models, it should be relatively straightforward, i.e., instead of a non-configurable process model, there is a configurable process model.
The challenge will be in optimally guiding a user and showing the effects a particular configuration choice has since the hierarchical nature of hybrid process
models obfuscates the effects of a particular choice.
The CoSeLoG techniques in the cloud Within this thesis, we have presented the execution of (configurable) process models in the cloud. So far, all
other techniques in this thesis do not run in the cloud. It would be interesting to
investigate an ecosystem in the cloud in which the techniques from the CoSeLoG
project are available to the municipalities. By joining with the work in [38], we
can fully reap the benefits of the cloud and our techniques. Municipalities can
benchmark, merge, optimise, and execute their processes in the cloud.
Since all techniques developed within the CoSeLoG project are implemented
in java, it should be relatively easy to make them run in the cloud. Furthermore, most techniques can run distributed, e.g., Petra and the mining algorithm
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in [38]. The main challenge will be in integrating the various techniques. In particular, to let every technique provide enough information to enable the next
technique to work, e.g., for Petra, we need resource information. At the same
time, the merge and the mining algorithm in [38] only focus on the control-flow
perspective.

292

Appendix A
Properties
Properties give the possibility to encode anything the user is looking for. Properties can encode values for KPIs, input for tools or algorithms, they can also
be used to annotate the model in certain parts. Within this appendix, we have
listed the main properties and the implementation considerations.

A.1

Conceptual level

As mentioned in Ch. 3.2.4, a property needs to specify at least the following:
• Type: specifying the domain from which said property takes its values,
e.g., the earlier mentioned natural for the number of resources;
• Comparator: to compare two values for the same property, e.g., to determine which throughput time is better;
• Default value: to provide an instance of a property in case no instance is
provided;
• Elements: to encode to which elements in the process tree a certain property has semantics, e.g., the number of resources would not be annotatable
to a variable;
• Depends on: to encode that a property can only be instantiated if another
property has been instantiated.
293

Appendix A: Properties
At the end of this section, in Table A.1, we present an overview of the
properties.
For some properties, we also have a configurable variant. Similar to configurable process models, configurable properties describe a multitude of possible
values. Configurability is added by the possibility to specify which values are
removable.
We start with the base properties. We have introduced base properties to
foster reuse. For instance, a distribution can be used in various places, e.g.,
for describing the arrival of cases but also for the processing time of a task.
After presenting these base properties, we have subdivided the properties into
the respective perspective, i.e., control-flow, data, resource, environment, and
experiment perspectives.

A.1.1

Base properties

Within the base properties, we have two kinds: distributions, and point probability orders. Various other properties extend these.
Distribution The distribution property provides a means to encode for instance the task distribution. The domain of the distribution property is a custom
type. Amongst other, we support the following distributions: Beta, Deterministic, Erlang, Exponential, Gamma, Lognormal, Normal, Uniform, and Weibull.
The distribution property does not specify to which elements it can be associated. In a sense, it is an abstract property. The distribution property specifies
a default value, this is a deterministic distribution with mean 0. Furthermore,
no value is preferred for a distribution property, i.e., the comparator will always return that both values are equal. Finally, the distribution property is not
dependent on any other property.
Next to the distribution property, there is also a configurable distribution
property. The distribution property is made configurable by offering a set of
distributions from which a single one has to be selected, i.e., they are all removable. As a result, the domain of the configurable distribution property is
a set of the custom type for the distribution property. A configuration for a
configurable distribution property specifies which value is taken or which are
removed.
Point probability order The point probability order is used to encode the
simulation results. It can, for instance, contain for each replication its through294
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Cutoff Probability = 0.2

Figure A.1: Example of the loop cut-off probability.
put time. Its domain is a list of reals. For the comparison of two point probability order, we create the 95% confidence interval. If they overlap, we consider
them the same, else, the point probability order with the lowest mean value is
preferred. We have encoded the comparator on the base property level since the
point probability order is at the moment solely used to encode the simulation
results. Future properties extending the point probability order can redefine
this comparator.
The default value for the point probability order is a list with only the value
0 in it. Similar to the distribution property, we do not list to which elements
the point probability order can be annotated to. Finally, the point probability
order does not depend on any other property.
In the remainder of this appendix, we describe properties for the other perspectives.

A.1.2

Control-flow perspective

In the control-flow perspective, we have properties for guiding the cases by
means of an outgoing probability on edges and on the maximum amount of
times a loop will be executed by means of a cut-off probability. Next to these,
we have most of the simulation result properties in this perspective. This is due
to the fact the most are related to the nodes within the process tree.
Loop cut-off probability The loop cutoff probability specifies when we no
longer should consider another iteration of the loop, e.g., when one is unrolling
the loop, the loop cutoff probability can be used as a stopping criterium for
unrolling the loop. The domain of the loop cut-off probability is [0, 1]. This
property is used for Ch. 7. In Fig. A.1, the loop cut-off probability is graphically
depicted.
For the loop cut-off probability, we have the default value of 0. Furthermore,
we do not favour a particular value for the loop cut-off probability. As such the
comparator considers all values equal to each other. Next to this, the loop cutoff probability can only be annotated to the loopxor and loopdef blocks.
Finally, the loop cut-off probability is not dependent on any other property.
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Outgoing Probability = 0.2

Configurable Outgoing Probability = {0.1, 0.2, 0.5}

Figure A.2: Examples of the outgoing probability and the configurable outgoing
probability.
Outgoing probability The outgoing probability specifies what the relative
probability is that a particular outgoing edge of a choice is selected. Note that
the outgoing probability is local and therefore it might be necessary to scale the
outgoing probability accordingly, e.g., when we have an xor and both outgoing
edges have a probability of 0.1, this should be interpreted as both having equal
probability and thus 0.5. This scaling is not done by the property itself and needs
to be taken care of by the tool using said property. The possible values for the
outgoing probability are in the interval (0, 1]. In Fig. A.2, both the outgoing
probability and configurable outgoing probability are depicted. Similar to the
distribution property, a configuration for the configurable outgoing probability
is selecting a particular value, or selecting which values are removed.
For the outgoing probability, we have the default value of 1. This follows
from the fact that the edges which would not have an outgoing probability are
the edges of blocks for which one does not have any choice, e.g., the outgoing
edges of a seq block. Similar to the loop cutoff probability, we do not favour a
particular value for the outgoing probability. As such, every value is considered
equal to each other. The edges are the only elements which can be annotated
with the outgoing probability. Finally, the outgoing probability is not dependent
on any other property.
Processing time order The processing time order property is a point probability order property. As a result, it inherits the comparator, default value,
etc. from the point probability property. This property can be annotated to
the nodes, process tree, and resources. For resources, the processing time order
denotes the amount of time the resource has been working.
Throughput time order The throughput time order property is a point
probability order property. Note that it inherits the comparator, default value,
etc. from the point probability property. This property is used to capture the
throughput time of a process tree/node.
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Queue time order The queue time order property is a point probability order
property. It is used to encode the queue time. The queue time is the time a
case has spent waiting for a resource. The queue time order property can be
annotated to nodes and the process tree.
Wait time order The wait time order property is a point probability order
property. If the wait time order is linked to an and block, then the wait time
denotes the time spent on synchronising the parallel branches. In case the wait
time order is linked to a resource, it denotes the time a resource spent waiting
for cases to work on. The wait time order property can be annotated to nodes,
resources, and the process tree.
Number of cases The number of cases property is a mapping from integers to
reals denoting in which fraction of the replications there were a certain amount
of cases. This property can be annotated to nodes, edges, resources, and the
process tree. The default value for this property is 0 cases with probability 1.
We do not favour a particular value for this property. Finally, this property is
not dependent on any other property.
Number of control tasks The number of control tasks property is an integer.
It denotes the number of control tasks in the process model. This property can
be annotated to tasks and the process tree. A higher number of control tasks
is favoured. Furthermore, the default value is 0. Finally, the number of control
tasks is not dependent on any other property.

A.1.3

Data perspective

The data perspective consists of the properties: data values, data value matrix,
and the initial data value. These are depicted in Fig. A.3 both the configurable
as well as the non-configurable variant. In the remainder of this subsection, we
go into more detail.
Data Values property The data values property specifies which values a
variable may take. The different values are all literals, e.g., the following list
would be a valid value for this property: h0, a, Xi. By having a predetermined
set of values, also guards can reason on the different values a variable may take.
In Fig. A.3, we have a more meaningful list of data values in the nonconfigurable variant, i.e., 0, 1, and 2. In the configurable data values property,
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Figure A.3: The various properties in the data perspective
it is possible to remove the value 2. A configuration for the configurable data
values property specifies which values are kept and which are removed. Contrary to the earlier introduced configurable properties, we have the option to
keep multiple values.
All values for the data value property are considered equal, i.e., we do not
favour a particular value. Here, with the value, the list of values a variable can
take is intended and not the individual values. Next to this, the data value
property can only be associated with the variables. The default value for the
data values is the empty list. Finally, the data value property is not dependent
on any other property.
Data Value Matrix property The data value matrix specifies what the
probability is for a variable to change its value. This for simulating real writes
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to, and reads from variables. The data value matrix is similar to a Markov-chain
where each state in the Markov-chain is the possible values a variable can take.
Moving from a current value to a new value is chosen probabilistically.
In Fig. A.3, we have the 3 data values 0, 1, and 2 (from the data values
property). In the example, we move from value 0 to value 1 with a probability
of 0.7. In the configurable variant, we have the option to remove edges between
states. Note that different probabilities between nodes are encoded by having
multiple edges each with a probability associated with it. When configuring the
configurable data value matrix, one has to ensure that the sum of the probabilities on the outgoing edges of a state is equal to 1. If this is not the case, then it
is up to the used tool to give semantics to this, e.g., by scaling the probabilities.
Similar to the data values, there is no value favoured for the data value
matrix. The default value is the empty Markov-chain, i.e., no edges between
possible data values. Furthermore, the data value matrix can only be associated
with a variable. Finally, the data value matrix is dependent on the data values.
This is due to the fact that the possible values in the data value matrix are
deduced from the data values.
Initial Value property The initial value specifies which of the possible values
a variable may take is the initial value at the start of a case for a variable. In
Fig. A.3, we have 1 initial data value in the non-configurable variant. In the
configurable initial data value property, we can choose between 0 and 1 as our
initial data value. A configuration for the configurable initial data value specifies
which value is taken or which are removed.
Like all other properties in the data perspective, we do not favour a particular
value for the initial data value. Furthermore, the initial data value can only be
associated with a variable. The default value for the initial value is the value
UNKNOWN even if it is not in the list of possible data values. Finally, the initial
data value is dependent on the data values, i.e., the initial data value has to be
a value from the list of possible data values. The main reason why we return
UNKNOWN even if it is not in the list of possible values is due to the fact that
the default function is independent of other properties since there is no way to
enforce that the correct property is provided to the function.

A.1.4

Resource perspective

The properties in the resource perspective specify how many resources there are,
what the work schedules are of the resources, what the work speed of various
resources are for a particular manual task under different arousal levels, and
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Figure A.4: The various properties in the resource perspective
what the distribution of the processing time is of an automatic and manual
task. Each of these properties is depicted in Fig. A.4. In the remainder, we go
over each of them in more detail.
Number of resources This property denotes the number of resources are
available to the process. In Fig. A.4, the number of resources is depicted by
a natural. We do not favour a particular value for the number of resources.
As such, every value is considered equal. The default value for the number of
resources is 0. Furthermore, the number of resources can only be associated
with the resources in the process tree. Finally, the number of resources is not
dependent on any other property.
Work schedule The work schedule consists of pairs of interval lengths, where
the first element denotes the presence to the process and the second the absence
from the process. For an increase of usability, we allow for different granularities
of time, e.g., a resource may be present for 4 hours, and then absent for 1 day.
The work schedule can be used to mimic the behaviour of part-time employees
300

Conceptual level
or employees not full-time available to the process. In general, if we reach the
end of a work schedule, then we restart from the beginning.
In Fig. A.4, we have a work schedule where a resource works Monday morning, Monday evening, Tuesday morning, Wednesday all day, Thursday evening
and not on Friday.
Similar to the number of resources, we do not favour a particular value for
the work schedule. Furthermore, the work schedule can only be associated to the
resources in the process tree. The default work schedule is the empty schedule
which means a resource is always available. Finally, the work schedule is not
dependent on any other property.

Yerkes-Dodson law In psychology, there is a relation between the arousal
level (amount of work), and the performance (speed at which a person is operating) called the Yerkes-Dodson law [181]. This is common phenomena when a
deadline is approaching and people start to work faster and faster. To accommodate Yerkes-Dodson, we allow for the specification of the processing speed
of a particular resource executing a task when there is a number of work items
allocatable to this resource. For instance, a resource r might take normally
distributed with mean 10 minutes and variance 1 when there are between 0 and
5 work items waiting, and takes negative exponentially with mean 5 minutes
when there are between 5 and 10 work items waiting.
We have chosen to annotate the manual tasks with the Yerkes-Dodson property, the reason for this is that first the control-flow perspective is configured.
This way there is no need to go through every resource and check on existence
of the manual tasks. As a result, the domain of the Yerkes-Dodson property is
a mapping from resources to a mapping of intervals of numbers of work-items
to a distribution.
In Fig. A.4, we have 3 different arousal levels. In each arousal level, we have
two distributions each belonging to a resource. Note that the subdivision of the
arousal levels does not need to be the same for every resource.
Like all other properties in the resource perspective, we do not favour a
particular value for the Yerkes-Dodson property. Due to the fact that this
property is dependent on the resources in the process tree, we have that the
default value for this property is null. Since we cannot know which resources
are available simply looking at the property. Finally, the property is independent
of any other property.
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Automatic Distribution property The automatic distribution property
can be used to specify the duration of automatic tasks. This can be used to
model delays in the process when events are not appropriate. In Fig. A.4, the
automatic distribution is depicted which is a distribution describing the duration of an automatic task. The configurable automatic distribution specifies a
set of distributions out of which a single one has to be selected.
The automatic task distribution can only be associated to the automatic
tasks. Furthermore, no value is favoured for the automatic distribution. The
default value follows from the default value for the distribution. Finally, the
automatic distribution is not dependent on any other property.
Task Distribution property The task distribution property is next to the
Yerkes-Dodson property another way of specifying the duration of tasks. Since
most simulation engines do not (yet) take Yerkes-Dodson into account, the task
distribution is a more direct way to specify the duration. Next to the task
distribution, we also have a configurable task distribution which is an instance
of a configurable distribution. In Fig. A.4, the task distribution is depicted.
The task distribution can only be associated to a manual task. Furthermore,
there is no value favoured for a task distribution. The default value follows
from the distribution property. Finally, the task distribution property is not
dependent on any other property.

A.2

Environment perspective

The environment perspective consists of the arrival process property and the
event distribution property. Both of these are distributions.
Arrival Process property The arrival process property specifies the arrival
process of cases for this process. The arrival process property as well as the configurable arrival process property follow the (configurable) distribution property.
The (configurable) arrival property can only be associated to the process tree
itself.
Event Distribution property The event distribution property can be used
to specify the time to wait for an event. This to model the delays in the environment. The event distribution inherits all aspects of a distribution property.
The event distribution can only be associated with the events.
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A.2.1

Experiment perspective

The experiment perspective consists of the simulation property and the running
time property.
Simulation property The simulation property specifies the arguments for
the simulation tool. One can specify the queue principle used (FiFo, LiFo,
and SiRo). Next to this, one can indicate if push or pull allocation is used.
Furthermore, the warm-up period, replication length, and number of replications
can be specified.
There is no preferred value for the simulation property. The default value
for the simulation property is a FiFo queue, push allocation, a warm-up period
of 0 time units, 10 replications, and a replication length of 100.
Running time property The running time property has been introduced to
store the time it took to analyse a particular process model. Its type is a real.
We do not particulary favour a value since this property is primarily used to
store extra information. The running time property can only be associated to
the process tree itself. Finally, the running time property does not depend on
any other property.

A.3

Overview

The properties are summarised in Table. A.1. Here the type, comparator, default value, elements to which it can be annotated as well the properties a
property depends on are listed. In the table, Σ denotes an alphabet of characters. We have left the types of the simulation property, work schedule, and
Yerkes-Dodson empty since these use very specific data structures over custom
sets, e.g., the work schedule uses a universe of time granularities. As a consequence, also the default value is left empty. In the table, we use R+ as the
universe of positive reals contrary to the notation introduce in Ch. 2 to remove
confusion with Σ+ which is a list over the alphabet.
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Name
Arrival process
Automatic distribution

None
None

Default

{}
hi
UNKNOWN
0
{(0, 1)}
0
0
1

0
0
-

-

Elements
PT
Automatic
task
Variable
Variable
Events
Variable
loopxor,
loopdef
PT,
Node,
Edge,
Resource
P T , Task
Resource
Edge
P T , Node, Resource
P T , Node
Resource
PT
PT
Manual task
P T , Node
P T , Node, Resource
Resource
Manual task

Table A.1: The properties currently supported.
Type

Comparator
Distribution
Distribution

⊆ Σ+ × Σ+ × R+ None
∈ (Σ+ )∗
None
Distribution
None
None
⊆ N × R+

∈ Σ+
∈ R+ ∪ {0}

NrOfCases

∈N
∈N
∈ (0, 1]

DataValueMatrix
DataValues
EventDistribution
InitialDataValue
LoopCutOffProbability

NrOfControlTasks
NrOfResources
OutgoingProbability
ProcessingTimeOrder

PointProbabilityOrder
∈ R+ ∪ {0}
None
∈ R+ ∪ {0}
None
None
Distribution
PointProbabilityOrder
PointProbabilityOrder

None

QueueTimeOrder
ResourceUtilisation
RunningTime
SimulationProperty
TaskDistribution
ThroughputTimeOrder
WaitTimeOrder

-

Higher better
None
None
PointProbabilityOrder

WorkSchedule
YerkesDodson

Depends on
None
None

DataValues
None
None
DataValues
None

None

None
None
None
None

None
None
None
None
None
None
None

None
None
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A.4

Implementation

Within this section, we elaborate on the implementation decisions related to
properties. To this end, we repeat the implementation of the NrOfControlTasks
(Fig. 5.18) in Fig. A.5.

Figure A.5: The code needed to add an extra KPI (property) to be used.
The serialVersionUID is implemented on class level. This to ensure that
every property can be uniquely identified, i.e., the name of a property does not
need to be unique. Next to the serialVersionUID, we have a enumeration of
possible constructs from which a property can list for which it has semantics,
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e.g., automatic task, edge, and sequence.
One of the main implementation decision for properties has been that instances of properties are in essence not instances of properties but instances of
the datastructures behind properties. In case of Fig. A.5, we can see that the
NrOfControlTasks extends the PropertyInteger. This indicates that the property is encoded by means of an integer. Alternatively, we could have added a
getter/setter and store the value at the property itself. The main consideration
to not do this is that the equals function gives problems.
Within the implementation of process trees, we have a mapping from properties to their values. In earlier versions, we had the class itself (e.g., NrOfControlTasks.class) as key for this mapping since we did not want to have multiple
times the same property in this mapping (this would be ambiguous). Later,
since the process trees are used by multiple researchers, the request came to
have the instance of a property as key instead of the class. Since we still wanted
to have unicity in the keys for each property, we have implemented the equals
function on the serialVersionUID. At the same time, amongst others, we want
to compare the values for a property on our Pareto front. If we would add
the value to the property itself (by means of getters/setters), then the equals
and compare function would have two different domains, e.g., equals would not
imply that the compare function indicates they are the same. Therefore, we
did not encode the value of a property on the property itself. As a result, our
compare function needs two arguments. One might argue that the compare
function should be static, the reason we do not have a static modifier is simply
that java does not allow this on an interface level; all properties implement an
interface on which we have defined a comparator.
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Process tree to L-SIM
For L-SIM, we use the earlier shown transformation from a process tree to a
BPMN model (Fig. 3.16 in Ch. 3) using the implementation from [86]. Next
to this transformation, the resources are transformed and added to the BPMN
model. Here, we mainly focus on the transformation of the properties to BPSim
elements.
Within BPSim, there are scenarios (comparable to a what-if analysis within
simulation). A scenario specifies the parameters of elements within the BPMN
model. These parameters come in 6 flavours of which we only use 3: Time
parameters, Control parameters, and Resource parameters. Time parameters
are related to the various times in a model, e.g., transfer time, queue time,
setup time, and processing time. Control parameters a related to the cases
within the control-flow, e.g., the inter-arrival time of new cases is encoded here
as well as the probabilities of taking a certain branch of a choice construct.
The resource parameters specify the availability, quantity, and allocation for
the various resources.
In the remainder, we specify which properties are expected and to which
elements within BPSim they correspond.
Outgoing probabilities The outgoing probabilities of edges are encoded using the probability attribute in the control parameters for a BPMN edge.
Resources Resources are transformed to resources within BPMN. For every
manual task, we add an expression for selecting the resources within BPSim.
As a task only requires a single resource for its execution, we allow the task to
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make an exclusive choice for a resource.
Number of resources Within BPSim, there is the quantity attribute of a
resource. This is encoded straightforward.
Work schedule The work schedule is encoded by means of calendars. These
calendars specify the intervals of the work schedule, e.g., 8 hours (available) and
16 hours (unavailable). By linking the calendars to the quantity attribute, we
can model resource being available and unavailable, e.g., for 8 hours, we have a
number of resources, and for 16 hours, we have no resources.
Simulation Property The BPSim standard does not allow for a warmingup period. L-SIM does allow for a warming-up period but we do not use this
functionality as we try to stay as BPSim compliant as possible. Therefore, if a
warming-up period is specified, we interpret this as an extra replication. The
number of replications and the replication length are encoded in BPSim. The
queue type and push and pull allocation cannot be specified within BPSim.
Distributions All distributions (Task Distribution, Arrival Process, and Event
Distribution) are straightforwardly transformed as BPSim offers the same distributions as encoded within the properties. Note that special attention has to
be paid to ensure that the distribution cannot give negative values. For this,
we encode a normal distribution as a truncated normal distribution.
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• AccessCPN: a program to use the simulator from CPN Tools outside of
CPN Tools.
• Action: often the verb within a label of a task within a process model.
For instance, within the label “Send invoice via email”, “send” would be
considered the action.
• Activity: a concrete piece of work for a particular case which is being
executed by a human. Activities can be for instance: performing a credit
check for a particular application, approving an invoice for a particular
order, or performing a medical check on a particular patient.
• Additional fragment: often the part of the label of a task within a process
model which adds information. For instance, within the label “Send invoice via email”, “via email” would be considered the additional fragment.
• Allocation principle: requirements which are posed on a human in order
for her to work on something, e.g., the human needs to be a surgeon in
order for her to perform a surgery.
• AND (parallel execution): the parallel execution of two (or more) tasks
means that work can be conducted on the same case at the tasks simultaneously. For instance, within the production of a car, at the same time,
the engine and the chassis of the same car can be constructed.
• At-least-as-good: relation between two process models. If a process model
is at-least-as-good as another process model, then the former cannot be
significantly worse than the latter.
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• Automatic task: piece of work which is executed by the system itself. This
can be for instance: routing, automated checks, computations, or sending
letters.
• BPMN (Business Process Modeling Notation or Business Process Model
and Notation): This is a language for describing a business process model.
A BPMN model consists of tasks, events, and gateways to denote the
causality between the tasks.
• Bag: as the name suggest, a collection of items which are not ordered but
one can count the number of occurrences of a particular kind of item.
• BPSim: the Business Process Simulation standard is an extension to
BPMN and allows one to annotate a BPMN model with simulation information, e.g, the processing time of a task, or the replication length of
the simulation.
• CPN Tools: a tool to, amongst others, model and simulate (coloured)
Petri nets.
• Business object: often the subject of the label of a task within a process
model. For instance, within the label “Send invoice via email”, “invoice”
would be considered the business object.
• Business process model: a collection of steps (tasks) which need to be
executed to satisfy a request. For instance, the steps required to fulfil an
order.
• Case: an instance of the business process.
• Configurable process model: a business process model which allows for
changing its tasks. The changes can be: removal of a task, addition of a
task, or moving a task. As a result, a configurable process model often
describes multiple possible business process models. The places at which
the configurable process model can be changed are called its configuration
points. The possibilities to change at a particular configuration point are
called the configuration options.
• Configuration option: the different ways in which a configurable process
model can be changed. This can include the removal of tasks, the addition
of tasks, or swapping tasks.
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• Configuration point: the places in the configurable process model which
can be changed. The changes which are possible are described using the
configuration options.
• Couleur locale: peculiarities of (in this thesis) a municipality which are
not generally shared amongst all municipalities. These peculiarities can
stem from a preference for a particular way of working. For instance,
whether the payment happens at the beginning, at the end, or not at all
within the process.
• DEF (deferred choice): the choice for which tasks to execute next is not
under control of an organisation. Often this decision is based on events.
• EPC (Event-driven Process Chain): This is a language for describing business process models. An EPC consists of functions, events, and connectors. Functions are the tasks, events are the pre/post-conditions of the
tasks, and the connectors denote the causal relationship between functions/events.
• Event: an external trigger often not under control of the organisation.
• Free-choice Petri net: a Petri net where the presets of two transitions are
either disjoint or they coincide. As a result, which transitions are enabled
from a certain place is irrespective of how the place obtained a token, i.e.,
which transitions have been fired to mark the place.
• Group: can often be seen as the organisational unit. Groups can be used
to determine which humans are allowed to execute a particular task (using
an allocation principle).
• Guard: a logical formula over some variables. It is often associated with
an edge. Based on a guard, a case may continue along this edge to the
next task.
• L-SIM: BPSim compliant simulation engine by Lanner.
• Merge: combining two or more process models into a configurable process
model.
• OR (inclusive choice): between 1 and n outgoing edges can be selected
based on the guards. The subprocesses connected to the selected edges
are executed in parallel.
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• Originator: collection of resources, roles, and groups within a process tree.
• Parallel execution: see AND.
• Petri net: a modelling formalism consisting of places, transitions, and
directed arcs between them. By distributing so-called tokens over the
places one can encode the state of the Petri net (this state is called a
marking). Transitions are the steps within a Petri net. By performing
a transition (called firing a transition), one moves from one state to the
next state. One moves from one state to the next state by consuming
the tokens in the preset of the transition (these are the places with an
arc towards said transition) and producing tokens in the postset of the
transition (these are the places to which an arc goes from said transition).
• Process tree: a block-structure process modelling formalism.
• Pull allocation: resources themselves determine if they want to work on a
particular case. An example of pull allocation is order picking. A person
chooses which order she wants to pick next.
• Push allocation: resources get the work they have to do from an information system. An example of push allocation is the call centre. Within a
call centre, calls are automatically forwarded to free agents (resources).
• Resource: often humans, but can be machines, which execute various steps
in a business process model.
• Role: can be seen as qualification/position a particular human resource
holds. A possible role can be the manager.
• Set: collection of items where the order is of no importance and duplicates
are indistinguishable.
• Silent task: piece of work which is executed by the system itself. This
can be for instance: routing, automated checks, computations, or sending
letters.
• Simulation: technique to predict the behaviour of a process model given
a set of parameters.
• Task: the description of a particular step which needs to be done within
the business process model. Possible tasks include: perform check, or
approve application. Note that tasks are a description of the work while
312

Glossary
activities are the execution thereof by a resource. One can best compare
them to a recipe. The steps described in the recipe correspond to the
tasks. The execution of the steps in the recipe by a resource correspond
to the activities.
• WF-net: a Petri net which has exactly one place with no incoming edges
(a source place), exactly one place with no outgoing edges (a sink place),
and all places and transition are on a path from source place to sink place.
• Work-item: an instance of a task for a particular case for which no resource
has (yet) been allocated.
• XOR (exclusive choice): exactly one of the outgoing edges is selected
based on the guards. Often there is an ordering in evaluating the guards
(left to right). The the first edge for which the guard evaluates to true is
selected. For the case where none of the guards on the edges evaluate to
true, various business process model languages have a default edge (often
the last outgoing edge).
• YAWL (Yet Another Workflow Language): This is yet another language
for describing business process models.
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APROMORE: An Advanced Process Model Repository. Expert Systems
with Applications 38 (2011), 7029–7040.
[107] Leemans, S. J. J., Fahland, D., and Aalst, W.M.P. van der. Using
Life Cycle Information in Process Discovery. In press.
[108] Leemans, S. J. J., Fahland, D., and Aalst, W.M.P. van der. Discovering Block-Structured Process Models from Incomplete Event Logs.
In Application and Theory of Petri Nets and Concurrency - 35th International Conference, PETRI NETS 2014, Tunis, Tunisia, June 23-27, 2014.
Proceedings (2014), G. Ciardo and E. Kindler, Eds., vol. 8489 of Lecture
Notes in Computer Science, Springer, pp. 91–110.
[109] Leopold, H., Eid-Sabbagh, R.-H., Mendling, J., Azevedo, L. G.,
and Baião, F. A. Detection of Naming Convention Violations in Process
Models for Different Languages. Decision Support Systems 56 (2013),
310–325.
326

BIBLIOGRAPHY
[110] Leopold, H., Mendling, J., and Polyvyanyy, A. Generating Natural Language Texts from Business Process Models. In Advanced Information Systems Engineering - 24th International Conference, CAiSE
2012, Gdansk, Poland, June 25-29, 2012. Proceedings (2012), J. Ralyté,
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Configurable Process Trees: Elicitation, Analysis, and
Enactment
All Dutch municipalities need to offer the same services to their residents,
e.g., passports, driver’s licenses, etc. Often, these services are supported by
means of an information system. Within such an information system, process
models are used to encode a way of working to execute a particular service. Although the services are the same for each municipality, the process models can
be (and are) different. Against this background, this thesis presents techniques
to aid in managing the variability, i.e., differences, between process models for
the same service operated by different municipalities, and to exploit these differences.
To manage variability between process models, configurable process models have been developed. Configurable process models offer the opportunity
to enable/disable parts of the process model. Using a so-called configuration
(which is the enablement/disablement of various parts), a process model can
be obtained from the configurable process model. Unfortunately, the majority
of the configurable process models allow one to obtain process models that exhibit incorrect behaviour, e.g., the process model cannot terminate correctly.
To this end, this thesis presents process trees as a representation to manage
the variability and to only allow for correct process models. Next to presenting
the formalism, this thesis also presents a merge technique to combine a set of
process trees into a single configurable process tree. Contrary to most of the
existing work, our merge technique ensures that every input process tree can be
obtained again from the configurable process tree.
In order to exploit the differences between the process trees used by the
municipalities, we present a toolset (Petra) to systematically analyse all possible
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process trees that can be obtained from the configurable process tree on a set
of given Key Performance Indicators (KPIs). Petra can use various tools to
compute these KPIs. Next to this, Petra can be extended with new tools and
new KPIs using the interfaces she provides. Petra returns a set of process trees
which are all (Pareto) optimal.
Next to systematically analysing all possible process trees, this thesis presents
a technique to elicit the specific requirements a municipality poses on the process trees, e.g., in a particular municipality, an excerpt from the civil registration
can be obtained free of charge. As a result, some process trees are not to be
considered, e.g., all process trees containing a payment step. Our technique sets
itself apart from existing approaches in the sense that the abstraction that is
presented to the user is constructed automatically from, for example, the tasks
and resource labels. Furthermore, using language processing techniques, we are
able to cope with a variety of different labelling styles.
The set of process trees that can be obtained from a configurable process
tree can be quite voluminous, e.g., in the order of millions. Analysing each
and every process tree is a time-consuming endeavour. For the throughput time
KPI, we present a heuristic to avoid the inspection of process trees based on their
structure. If some process tree is not optimal with respect to throughput time,
then a process tree which is not structurally better according to this heuristic
is (very) unlikely to be optimal.
The final part of this thesis is dedicated to supporting multiple organisations in a single cloud infrastructure. Where the aforementioned techniques are
tailored to cooperation by means of sharing how the municipalities work, the
cloud is tailored to sharing infrastructure, resources, etc. in the execution of
the services of a municipality. For our cloud-based information system, we have
used an existing information system (YAWL) and “cloudified” it. By using an
existing information system, we remove the need for end users to learn a new
information system.
All aforementioned techniques have been implemented in ProM. Furthermore, they are applied to real-life examples from the municipality and medical
domain. The merge has been shown on process trees based on process models
from the municipalities for, amongst others, the building permit, and for providing an excerpt from the civil registration. The use of Petra is demonstrated
with the cooperation of a municipality to find better alternatives for their current way of working both in terms of throughput time and the number of control
tasks. Using a configurable process tree, we were able to encode the flexibility
of the organisation to change the process. To elicit the requirements on the
process models, we were aided by two experts from the medical domain. The
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heuristic has been shown to not give any false-positives on process models of the
municipality domain. Furthermore, applying the heuristic resulted in the fact
that only 7% of the total number of process models for the municipality needed
to be analysed. Finally, the cloud has been presented to a group of municipalities in which they could cooperate with each other, showing the feasibility of
this idea.
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Samenvatting
Configurable Process Trees: Elicitation, Analysis, and
Enactment
Alle Nederlandse gemeenten moeten dezelfde diensten aanbieden aan hun inwoners, bijvoorbeeld de uitgifte van paspoorten en rijbewijzen. Vaak worden
deze diensten ondersteund door middel van een informatiesysteem. Binnen dit
informatiesysteem worden procesmodellen gebruikt om de werkwijze van een bepaalde dienst vast te leggen. Hoewel de te leveren diensten voor elke gemeente
dezelfde zijn, zijn de procesmodellen dit niet altijd. Tegen deze achtergrond
presenteert dit proefschrift technieken om de variabiliteit (verschillen) tussen de
door de gemeenten gebruikte procesmodellen de baas te blijven en zelfs uit te
buiten.
Om de variabiliteit de baas te blijven zijn configureerbare procesmodellen
ontwikkeld. Configureerbare procesmodellen bieden de mogelijkheid om gedeeltes van een procesmodel aan-/uit te zetten. Door gebruik te maken van een
dergelijke configuratie kan een beter passend procesmodel verkregen worden.
Helaas staat het leeuwendeel van de thans beschikbare configureerbare procesmodellen toe dat er procesmodellen worden verkregen die incorrect gedrag
vertonen, bijvoorbeeld door niet correct te kunnen eindigen. Binnen dit proefschrift introduceren we process trees (procesbomen) als een representatie om
de variabiliteit te ondersteunen en ervoor te zorgen dat er uitsluitend correcte
procesmodellen kunnen worden gemaakt. Naast het formalisme presenteren we
ook een techniek om een collectie van process trees te combineren in een configureerbare process tree. In tegenstelling tot de meeste bestaande technieken,
garandeert onze techniek dat elke input process tree ook weer verkregen kan
worden uit de configureerbare process tree.
We presenteren een gereedschapskist (Petra) om de verschillen tussen de
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process trees die in gebruik zijn bij de gemeenten uit te buiten. Dit doen we
door systematisch door alle mogelijke process trees die verkrijgbaar zijn vanuit
de configureerbare process tree heen te gaan en deze te analyseren op basis van
een collectie van prestatieindicatoren. Petra kan verschillende gereedschappen
gebruiken om verschillende prestatieindicatoren te berekenen. Bovendien kan
Petra uitgebreid worden met nieuwe gereedschappen en prestatieindicatoren
door middel van de geboden interactiemechanismen. Petra geeft een collectie
van process trees die Pareto optimaal zijn.
Naast het systematisch analyseren van alle mogelijke procesmodellen presenteert dit proefschrift een techniek om de eisen van een gemeente op de process
tree uit te vragen. In sommige gemeenten is bijvoorbeeld een GBA gratis met
als gevolg dat sommige process trees niet worden geanalyseerd vanwege het bevatten van een betalingsstap. Onze techniek onderscheidt zich van de bestaande
technieken door het aan de gebruiker presenteren van een abstractie die automatisch van onder andere de taken en resources wordt gecreëerd. Door gebruik
te maken van technieken op het gebied van natuurlijke taalanalyses, zijn we
daarnaast in staat om met een veelvoud van verschillende taaknamen om te
gaan.
De collectie van process trees welke geanalyseerd moeten worden kunnen vrij
talrijk zijn (in de orde van miljoenen). Als we elke process tree gaan analyseren
kost dit (te) veel tijd. Daarom presenteren we een heuristiek om process trees te
kunnen negeren op basis van hun structuur. Als een process tree niet optimaal
is met betrekking tot de doorlooptijd, zal een process tree die structureel niet
beter is erg waarschijnlijk ook niet optimaal zijn.
Het laatste deel van dit proefschrift is toegespitst op het ondersteunen van
meerdere organisaties in een enkele “cloud” infrastructuur. Waar de eerder genoemde technieken zich vooral richten op samenwerking door het delen van de
huidige manier van werken, is de “cloud” toegespitst om infrastructuur, mensen, etc. te delen voor de uitvoering van de diensten van een gemeente. Wij
hebben een bestaand informatiesysteem gebruikt (YAWL) en deze gecloudificeerd. Door gebruik te maken van een bestaand systeem is er geen noodzaak
voor eindgebruikers om een nieuw systeem te leren kennen.
Alle hiervoor genoemde technieken zijn gemplementeerd in ProM. Daarnaast
zijn ze toegepast op bestaande voorbeelden vanuit het gemeentelijk en medische
domein. De combineertechniek is getoond op process trees van de gemeenten
die onder andere gebruikt worden voor het verlenen van bouwvergunningen,
en de uitgifte van GBA-uittreksels. Petra is toegepast in samenwerking met
een gemeente om betere alternatieven te vinden voor hun huidige manier van
werken. Dit is in termen van doorlooptijd en het aantal controletaken. Door
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gebruik te maken van een configureerbare process tree waren we in staat om
de flexibiliteit ten aanzien van het veranderen van de organisatie te vangen.
We zijn geholpen door twee experts uit het medische domein om de eisen van
een organisatie boven water te krijgen die voor een procesmodel moeten gelden.
Onze heuristiek gaf geen foute antwoorden na toepassing op de data van een
gemeente. Bovendien behoefde na toepassing van de heuristiek nog maar 7% van
de procesmodellen geanalyseerd te worden. De “cloud” is ook gepresenteerd aan
een groep gemeenten die binnen dat platvorm met elkaar konden samenwerken.
Op basis hiervan werd de haalbaarheid van de ideeën aangetoond.
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2013-42 Léon Planken (TUD) Algorithms for Simple Temporal Reasoning
2013-43 Marc Bron (UVA) Exploration and Contextualization through Interaction and Concepts

2014
2014-01 Nicola Barile (UU) Studies in Learning Monotone Models from Data
2014-02 Fiona Tuliyano (RUN) Combining System Dynamics with a Domain
Modeling Method
2014-03 Sergio Raul Duarte Torres (UT) Information Retrieval for Children:
Search Behavior and Solutions
2014-04 Hanna Jochmann-Mannak (UT) Websites for children: search strategies and interface design - Three studies on children’s search performance and
evaluation
366

SIKS dissertations
2014-05 Jurriaan van Reijsen (UU) Knowledge Perspectives on Advancing Dynamic Capability
2014-06 Damian Tamburri (VU) Supporting Networked Software Development
2014-07 Arya Adriansyah (TUE) Aligning Observed and Modeled Behavior
2014-08 Samur Araujo (TUD) Data Integration over Distributed and Heterogeneous Data Endpoints
2014-09 Philip Jackson (UvT) Toward Human-Level Artificial Intelligence: Representation and Computation of Meaning in Natural Language
2014-10 Ivan Salvador Razo Zapata (VU) Service Value Networks
2014-11 Janneke van der Zwaan (TUD) An Empathic Virtual Buddy for Social
Support
2014-12 Willem van Willigen (VU) Look Ma, No Hands: Aspects of Autonomous
Vehicle Control
2014-13 Arlette van Wissen (VU) Agent-Based Support for Behavior Change:
Models and Applications in Health and Safety Domains
2014-14 Yangyang Shi (TUD) Language Models With Meta-information
2014-15 Natalya Mogles (VU) Agent-Based Analysis and Support of Human
Functioning in Complex Socio-Technical Systems: Applications in Safety and
Healthcare
2014-16 Krystyna Milian (VU) Supporting trial recruitment and design by automatically interpreting eligibility criteria
2014-17 Kathrin Dentler (VU) Computing healthcare quality indicators automatically: Secondary Use of Patient Data and Semantic Interoperability
2014-18 Mattijs Ghijsen (UVA) Methods and Models for the Design and Study
of Dynamic Agent Organizations
2014-19 Vinicius Ramos (TUE) Adaptive Hypermedia Courses: Qualitative and
Quantitative Evaluation and Tool Support
2014-20 Mena Habib (UT) Named Entity Extraction and Disambiguation for
Informal Text: The Missing Link
2014-21 Kassidy Clark (TUD) Negotiation and Monitoring in Open Environments
2014-22 Marieke Peeters (UU) Personalized Educational Games - Developing
agent-supported scenario-based training
2014-23 Eleftherios Sidirourgos (UvA/CWI) Space Efficient Indexes for the Big
Data Era
2014-24 Davide Ceolin (VU) Trusting Semi-structured Web Data
2014-25 Martijn Lappenschaar (RUN) New network models for the analysis of
disease interaction
2014-26 Tim Baarslag (TUD) What to Bid and When to Stop
367

SIKS dissertations
2014-27 Rui Jorge Almeida (EUR) Conditional Density Models Integrating
Fuzzy and Probabilistic Representations of Uncertainty
2014-28 Anna Chmielowiec (VU) Decentralized k-Clique Matching
2014-29 Jaap Kabbedijk (UU) Variability in Multi-Tenant Enterprise Software
2014-30 Peter de Cock (UvT) Anticipating Criminal Behaviour
2014-31 Leo van Moergestel (UU) Agent Technology in Agile Multiparallel Manufacturing and Product Support
2014-32 Naser Ayat (UvA) On Entity Resolution in Probabilistic Data
2014-33 Tesfa Tegegne (RUN) Service Discovery in eHealth
2014-34 Christina Manteli (VU) The Effect of Governance in Global Software
Development: Analyzing Transactive Memory Systems.
2014-35 Joost van Ooijen (UU) Cognitive Agents in Virtual Worlds: A Middleware Design Approach
2014-36 Joos Buijs (TUE) Flexible Evolutionary Algorithms for Mining Structured Process Models
2014-37 Maral Dadvar (UT) Experts and Machines United Against Cyberbullying
2014-38 Danny Plass-Oude Bos (UT) Making brain-computer interfaces better:
improving usability through post-processing.
2014-39 Jasmina Maric (UvT) Web Communities, Immigration, and Social Capital
2014-40 Walter Omona (RUN) A Framework for Knowledge Management Using
ICT in Higher Education
2014-41 Frederic Hogenboom (EUR) Automated Detection of Financial Events
in News Text
2014-42 Carsten Eijckhof (CWI/TUD) Contextual Multidimensional Relevance
Models
2014-43 Kevin Vlaanderen (UU) Supporting Process Improvement using Method
Increments
2014-44 Paulien Meesters (UvT) Intelligent Blauw. Met als ondertitel: Intelligencegestuurde politiezorg in gebiedsgebonden eenheden.
2014-45 Birgit Schmitz (OUN) Mobile Games for Learning: A Pattern-Based
Approach
2014-46 Ke Tao (TUD) Social Web Data Analytics: Relevance, Redundancy,
Diversity
2014-47 Shangsong Liang (UVA) Fusion and Diversification in Information Retrieval
368

SIKS dissertations

2015
2015-01 Niels Netten (UvA) Machine Learning for Relevance of Information in
Crisis Response
2015-02 Faiza Bukhsh (UvT) Smart auditing: Innovative Compliance Checking
in Customs Controls
2015-03 Twan van Laarhoven (RUN) Machine learning for network data
2015-04 Howard Spoelstra (OUN) Collaborations in Open Learning Environments
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