Trusting a virtual driver : similarity as a trust cue
Citation for published version (APA):
Verberne, F. M. F. (2015). Trusting a virtual driver : similarity as a trust cue. [Phd Thesis 1 (Research TU/e /
Graduation TU/e), Industrial Engineering and Innovation Sciences]. Technische Universiteit Eindhoven.

Document status and date:
Published: 01/01/2015
Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)
Please check the document version of this publication:
• A submitted manuscript is the version of the article upon submission and before peer-review. There can be
important differences between the submitted version and the official published version of record. People
interested in the research are advised to contact the author for the final version of the publication, or visit the
DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page
numbers.
Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.
• Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
• You may not further distribute the material or use it for any profit-making activity or commercial gain
• You may freely distribute the URL identifying the publication in the public portal.
If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please
follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 09. Jan. 2023

	
  

Trusting a virtual driver
Similarity as a trust cue

Frank M.F. Verberne

	
  

The work described in this thesis has been carried out at the Human-Technology Interaction
group at Eindhoven University of Technology and was funded by Research Grant LMVI-0851 from the Netherlands Organisation for Scientific Research (NWO).
© 2015, Frank M.F. Verberne, the Netherlands

Trusting a virtual driver: Similarity as a trust cue / by Frank Martinus Franciscus Verberne
Eindhoven: Eindhoven University of Technology, 2015. -ProefschriftA catalogue record is available from the Eindhoven University of Technology Library
ISBN:

978-94-6295-162-5

NUR:

775

Keywords:

virtual driver / similarity / trust

Coverdesign:

© Ingrid Rooijakkers-Verberne & Frank Verberne

Printed by:

Proefschrifmaken.nl || Uitgeverij BOXpress

Published by:

Uitgeverij BOXpress, ‘s-Hertogenbosch

	
  	
  
	
  

	
  

Trusting a virtual driver
Similarity as a trust cue

PROEFSCHRIFT

ter verkrijging van de graad van doctor aan de Technische Universiteit
Eindhoven, op gezag van de rector magnificus prof.dr.ir. C.J. van Duijn,
voor een commissie aangewezen door het College voor Promoties, in het
openbaar te verdedigen op dinsdag 21 april 2015 om 16:00 uur

door

Frank Martinus Franciscus Verberne

geboren te Asten

	
  

Dit proefschrift is goedgekeurd door de promotoren en de samenstelling van de
promotiecommissie is als volgt:
voorzitter:

prof.dr. I.E.J. Heynderickx

e

prof.dr. C.J.H. Midden

e

2 promotor:

prof.dr.ir. A.W.M. Meijers

copromotor(en):

dr.J.R.C. Ham

leden:

prof.dr. M.H. Martens (Universiteit Twente)

1 promotor:

prof.dr. D.H.J. Wigboldus (Radboud Universiteit
Nijmegen)
dr. J.M.B. Terken
prof.dr. M. Steinbuch

	
  	
  
	
  

	
  

Contents
Chapter 1 General introduction................................................................................p.

1

Chapter 2 Trusting technology that shares your goals.............................................p. 23
Study 1....................................................................................................................... p. 25
Study 2....................................................................................................................... p. 37
Study 3....................................................................................................................... p. 42
Chapter 3 Trusting a digital chameleon....................................................................p. 53
Study 1....................................................................................................................... p. 56
Study 2....................................................................................................................... p. 65
Study 3....................................................................................................................... p. 71
Chapter 4 Trusting a facially similar agent...............................................................p. 83
Study 1....................................................................................................................... p. 85
Study 2....................................................................................................................... p. 93
Chapter 5 Trusting a virtual driver that looks, acts, and thinks like you..................p.105
Study 1....................................................................................................................... p.109
Chapter 6 General discussion...................................................................................p.127
References................................................................................................................. p.143
Appendix A............................................................................................................... p.157
Appendix B............................................................................................................... p.161
Appendix C............................................................................................................... p.167
Summary...................................................................................................................p.183
Samenvatting............................................................................................................ p.187
Acknowledgements.................................................................................................. p.191
Curriculum vitae...................................................................................................... p.195

	
  

	
  	
  
	
  

Chapter 1

	
  

	
  

	
  
	
  

1	
  
	
  

General introduction

Imagine: in the year 2025, you are waiting for a taxi. After a few minutes, a somewhat
strange-looking taxi stops near you and one of its doors swings open automatically. As you
get in, you look at the driver’s seat and expect to find a human driver occupying that seat.
Instead you find a holographic virtual driver who seems to be driving the taxi. Suddenly you
realize that this must be one of those new fully autonomous vehicles you heard about during
some thesis defense 10 years ago! Somewhat hesitantly, you tell the virtual driver where to
go, and immediately the virtual driver responds by acknowledging your instructions, and by
driving towards your destination. When you look at the virtual driver more closely, you
notice that he looks slightly familiar. Somehow, you feel like you can trust him. Although
you still keep a close eye on its behavior in the beginning, you start to feel at ease after a
while, and decide to get some work done in the backseat of the taxi.
1.1. The development of autonomous cars
Although the scenario of a fully autonomous vehicle is still science fiction at the time
of writing, the general idea of fully autonomous vehicles that are able to drive themselves
without any human intervention is not new. This idea was already the focus of the Futurama
exhibit at the 1939 New York World’s Fair (Fotsch, 2001) and of the book Magic Motorways
(Geddes, 1940). Both envisioned a future highway where cars were not controlled by
humans, but by radio signals instead. It is one thing to have an idea of an autonomous car, but
to actually produce a working autonomous car is another thing. Sure, the 1982 television
series ‘Knight Rider’ introduced a fictional fully autonomous car in the form of Knight
Industries Two Thousand (better known as KITT). However, the development of a real
autonomous car was boosted by the Defense Advanced Research Projects Agency (DARPA)
challenges in 2004, 2005, and 2009. In these challenges, vehicles had to complete a course
fully autonomously, without any human assistance or remote control. The first two DARPA
challenges involved an off-road course; the third DARPA challenge involved an urban
course, in which the vehicles had to obey all traffic regulations. The DARPA challenges
resulted in various testing projects in which advanced techniques that enable cars to drive
autonomously have been tested on real roads.
One of these testing projects was Google’s self-driving car project. Since 2010,
Google has been testing a fleet of fully autonomous Toyota Prius hybrids (Markoff, 2010).
As of April 2014, their experimental cars have logged over 700.000 autonomous miles (about
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highly detailed map to navigate the streets. Another testing project was the VisLab
Intercontinental Autonomous Challenge (VIAC). In this project, four Piaggo Porter Electric
vans travelled more than 15.000 kilometers from Parma, Italy to Shanghai, China (Bertozzi et
al., 2010). One of the four vehicles was the lead vehicle that was manually driven. By using
cameras and laser scanners, the three other vehicles followed the lead vehicle; therefore no
detailed map of the environment was necessary (Bertozzi et al., 2011). Both projects
demonstrated that prototypes of autonomous cars were able to successfully navigate on real
public roads, although human drivers were always behind the wheel to intervene if necessary.
These and similar projects included only a few prototypes, but future projects will
include a larger amount of prototype vehicles. In the USA, Google is planning to build 100
prototype vehicles and start testing them on the roads in 2014 (Urmson, 2014b). In the UK, a
fleet of 100 self-driving pods will be tested in Milton Keyes by 2015 (Lavrinc, 2014). And in
Sweden, Volvo is planning to test a fleet of 100 prototype vehicles on the roads of
Gothenburg by 2017 (Ross, 2013). At the same time, major automakers (such as Audi,
BMW, Daimler, Ford, General Motors, Mercedes-Benz, Nissan, Renault, Tesla, Toyota,
Volkswagen, and Volvo) are implementing these advanced technologies in commercial
vehicles. Most automakers estimate having a functioning fully autonomous vehicle publicly
available around 2020 (e.g. Carter, 2012; Johnson, 2013; Welch, 2013; White, 2013). These
are just a few highlights of the many past, current, and future research and development
projects in the area of autonomous cars. The question is not if autonomous cars will (partly or
fully) drive themselves, but when. Of course, the development of advanced automation
technology is crucial for autonomous cars.
1.2. Automation technology
Automation technology can be defined as “technology that actively selects data,
transforms information, makes decision, or controls processes” (Lee & See, 2004, p.50) and
as “a device or system that accomplishes (partially or fully) a function that was previously, or
conceivably could be, carried out (partially or fully) by a human operator“ (Parasuraman,
Sheridan, & Wickens, 2000, p. 287). Four different types of automation have been
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RAdio Detection And Ranging (RADAR) is an object-detection system that uses radio
waves to determine range, altitude, direction, and speed of object. Light Detection And
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1.13 million kilometers; Urmson, 2014a), using RADAR and LiDAR1 in combination with a
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distinguished: information acquisition, information analysis, decision selection, and action
implementation (Parasuraman et al., 2000). Automation of information acquisition applies to
sensing and registering incoming data, whereas automation of information analysis involves
processing that incoming data to form predictions and or to integrate it with existing data.
Automation of decision selection involves selecting from multiple decision alternatives,
whereas automation of action implementation refers to actually executing that action. Note
that these types are not mutually exclusive; automation technology can be categorized in
more than one type.
In addition to type, automation technology can be classified according to its level of
automation. Although multiple taxonomies of automation levels have been proposed, they are
similar in the sense that when going from low to higher levels of automation, the technology
has more control and the human has less control over the decision process. We will describe
two frequently used taxonomies.
Sheridan and Verplank (1978) proposed ten levels of automation in man-computer
decision-making interactions. At the lowest automation level (1), the human does everything
and commands the automation technology to implement its decision. With low automation
levels (2-4), the computer supports the human by providing some sort of information. The
human still decides what to do. With intermediate automation levels (5-9), the computer
executes action, but the human can still intervene (5-7) or is informed by the computer (8-9).
With the highest automation level (10), the computer executes all actions, without giving
information to the human operator. Endsley and Kiris (1995) proposed a similar model
consisting of five levels of automation. At level 1, the human decides and acts himself
without a system. At level 2, the human still decides and acts, but the system makes
suggestions that the human can either use or not. At level 3, the system decides and acts, but
the human must concur with the decisions of the system. At level 4, the system decides and
acts, but the human can veto. At level 5, the system fully decides and acts, without possible
intervention from the human. Automation technology with a higher automation level than
level 1 is necessary for smart cars.
1.3. Smart cars
In the current dissertation, we will use the term smart car to indicate any road
transportation vehicle (including cars, buses, and trucks) in which automation technology
supports or replaces the human driver who previously fully controlled the vehicle. A smart
4	
   	
  	
  
	
  

Chapter 1
	
  
Position System, video cameras, RADAR, and LiDAR to acquire and analyze information to
make sense of its surroundings. Depending on its level of automation, the smart car uses the
data of these sensors to either support the human driver, or to replace the human driver by
enabling the smart car to (partially or fully) drive itself. The term smart car thus includes
vehicles with a high level of automation as well as those with lower levels of automation. The
former kind of vehicle is also known in the literature as autonomous car, driverless car, selfdriving car, cyber car, or robot car. The latter kind of vehicle is involves one or more
Advanced Driver Assistance Systems such as route navigation systems, Lane Departure
Warning, and Adaptive Cruise Control (Gietelink, Ploeg, De Schutter, & Verhaegen, 2006).
In a smart car, one or more types of driving tasks are controlled by automation technology to
a smaller or larger extent.
Driving tasks for human drivers can be described at three hierarchical levels (Michon,
1985). At the strategic level, the human driver decides everything regarding the planning of
the trip, such as the overall goal of the trip and the route to take. At the tactical level, the
human driver decides how to maneuver the vehicle, regarding the speed of the vehicle and
deciding when to overtake. At the operational level, the human driver operates the vehicle to
match the tactics and strategy of the trip, such as turning the wheel to follow a certain path
(lateral control) and pressing the pedals and controlling the clutch to control the speed of the
vehicle (longitudinal control). Smart cars are equipped with automation technology that takes
care of one, or more, of these driving tasks. Most automation technologies on the market
today focus on automating the driving task at the operational and tactical level.
The number of driving tasks that are handled by automation technology in smart cars
is reflected in its level of automation. Similar to the level of automation taxonomies described
before, the U.S. National Highway Traffic Safety Administration (NHTSA) provided a level
of automation taxonomy specifically for driving, consisting of 5 levels of vehicle automation2
(NHTSA, 2013). Starting at no automation (level 0), the human driver is in complete and sole
control of the vehicle at all times, and is solely responsible for monitoring the roadway and
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The Society of Automotive Engineers (SAE) and the German Federal Highway Research
Institute (BASt) also proposed a taxonomy specifically for driving, both of which are very
similar to that of NHTSA. See SAE (2014) and Gasser et al. (2010) for more details
regarding the SAE and BASt taxonomies respectively. For a comparison between the SAE,
BASt, and NHTSA taxonomies, see the table on
http://cyberlaw.stanford.edu/files/blogimages/LevelsofDrivingAutomation.pdf
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for operating the vehicle safely. With a function-specific automation system (level 1), the
human driver has overall control, and is solely responsible for safe operation, but can choose
to transfer either lateral or longitudinal control to that system. With a combined function
automation system (level 2), the human driver can choose to transfer both lateral and
longitudinal control to that system. However, the human driver is still responsible for
monitoring the roadway and for operating the vehicle safely, and is expected to be available
for control at all times and on short notice. With a limited self-driving automation system
(level 3), the human driver can give full control of all safety-critical functions to that
technology, under certain traffic conditions. The human driver is expected to be available for
occasional control, but with sufficient transition time. With a full self-driving automation
system (level 4), the system performs all safety-critical driving functions and monitors the
roadway conditions for the entire trip. The human driver is not expected to be available for
control at any time during the trip. The automation technology takes full control of the
vehicle, without expecting the human driver to be available to regain control of the vehicle
during the trip. So the higher the level of automation, the less attentive, and the less available
for possible intervention the human driver has to be.
In sum, a smart car is a road transportation vehicle equipped with automation
technology, enabling it to make decisions on its own. What kind of decisions a smart car
makes depends on its level of automation. At lower levels of automation, a smart car helps
and supports the human driver, while the human driver still handles most of the driving tasks.
Going to higher levels of automation, smart cars take over more driving tasks, although the
human driver is expected to be able to intervene. At the highest level, no human intervention
is necessary.
1.4. Human driving errors
Different types of human driving errors can occur while driving. To drive error-free in
traffic, human drivers have to observe the road and other road users, pay attention to them,
and adequately respond to them. Many human driving errors result from impairments due to
drugs, alcohol, fatigue, or aging (e.g. Ogden & Moskowitz, 2004; Summala & Mikkola,
1994). Other sources of human driving errors include distractions due to behavior of the
driver (such as adjusting vehicle controls, using and adjusting a cellphone or navigation
device, eating, drinking, and grooming) and due to persons, objects, and events inside and
outside the car (e.g. Stutts, Reinfurt, Staplin, & Rodgman, 2001). However, even distraction6	
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perception errors, attention errors, and response errors3.
First, human drivers need to perceive the road and other road users. To observe the
world around us, we use five (traditional) senses: sight, hearing, taste, smell, and touch.
Although human drivers use multiple senses, sight is the most important sense while driving
(e.g. Owsley & McGwin, 2010). As a result of the make-up of our visual system, humans can
only observe a small part of the environment in full detail at any given time4 (e.g. Eysenck,
2000). Driving also occurs in weather conditions in which vision is hindered by darkness,
fog, snow, and/or rain. Furthermore, our vision can be occluded in the driving situation by
other road users and by objects inside and outside the car. In these driving conditions it is
difficult for human eyes to observe the situation optimally. The biological make-up of our
visual system therefore leads to perception errors.
Second, human drivers need to pay attention to what they perceive. Humans have
limited attentional capacity, and this attention is further depleted while driving. Even under
full attentional capacity, humans still suffer from two cognitive biases: inattentional
blindness (Mack & Rock, 1998) and change blindness (Simons & Levin, 1998). In an
example study demonstrating inattentional blindness (Simons & Chabris, 1999), participants
were shown a video of two groups of people playing a ball game and had to count the number
of passes. Although a man in a gorilla suit clearly entered the scene in the middle of the
video, only half of the participants indicated that they saw something extraordinary. Applying
these (and similar other) findings regarding inattentonial blindness to driving, this study (and
many more studies showing similar results) suggested that human drivers might fail to see
something that is visible in plain sight while they are attending to something else at the same
time. In an example study demonstrating change blindness (Rensink, O’Regan, & Clark,
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Perception and attention errors are more common driver errors in accident causation than
response errors (Shinar, McDonald, & Treat, 1978).

4

More specifically, this is a result of the construction of the eyes and the visual cortex.
Amongst others, the types of cells and their distribution on the retina enable and also limit
human visual perception. Where rods are responsible for vision under low lighting conditions
and the detection of motion, cones are responsible for color vision and high-resolution vision
under high lighting conditions. The area of the retina specialized in maximum visual acuity
(the fovea) is a relatively small area compared to the rest of retina and consists of only cones.
Therefore, only a small part of the environment can be observed in full detail at any given
time. Furthermore, humans also have a blind spot in both eyes where the optical nerve leaves
the back of the eye.
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1997), participants were shown two alternating pictures that slightly differed from each other.
Their task was to indicate the difference between the two pictures. Results suggested that
participants take quite a few alternations between the two pictures before the change is
noticed. This phenomenon has been replicated frequently and time and time again,
participants showed remarkable difficulty in detecting changes in pictures, also for pictures of
driving scenes specifically (Galpin, Underwood, & Crundall, 2009). Because of inattentional
blindness and change blindness, human drivers may not spot obvious objects in their field of
view, causing attention errors (also known as ‘looked but failed to see’ errors in driving).
Third, even if human drivers perceive an obstacle, and pay attention, they still need to
respond adequately. Here, two kinds of errors can arise: either the timing of the response is
wrong, or the response itself is wrong. Human drivers need sufficient time to respond to
unexpected events on the road. Reaction times differ between human drivers from less than a
second to about two seconds (Stichting Wetenschappelijk Onderzoek Verkeersveiligheid,
2010). In emergency situations, humans need enough time to brake (Taoka, 1989; Young &
Stanton, 2007). When the reaction time of the human driver is longer than the time needed to
respond adequately, the human driver will fail to timely execute the proper response.
Response errors also include, but are not limited to, situations in which the human driver
should have braked, but accidentally accelerated, and situations in which the human driver
wanted to go right, but accidently steered left. Long response times and inadequate responses
therefore lead to response errors.
In sum, human driving errors result in suboptimal driving. Even if human drivers are
in the best mental and physical state and have the intention to drive to the best of their
abilities, their bodily and cognitive limitations result in erroneous driving behavior. The
make-up of human senses is therefore not optimally suited for safely driving vehicles at the
speeds at which we do. Advanced sensors allow smart cars to look in all directions at the
same time, and respond quickly and accurately to the dynamic driving environment. By
supporting and/or replacing humans, smart cars have potential benefits5 over traditional
human drivers.
1.5. Benefits of smart cars
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Although we acknowledge that there are also problems connected to smart cars, we will
discuss those problems in Chapter 6 of this dissertation.
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are the 8th leading cause of death globally and the leading cause of death for people aged 1529 years (World Health Organization, 2013). In 2010, approximately 1.24 million people
worldwide were fatally injured and another 20 to 50 million people were non-fatally injured
due to road traffic accidents (World Health Organization, 2013). Studies have concluded that
human driving error is the main contributing factor to road traffic accidents, being identified
as such in 90.3% (Treat et al., 1979) to even 99.2% (Hendricks, Freedman, Zador, & Fell,
2001) of all road traffic accidents. Although the exact percentages vary between studies,
these high numbers suggest that human driving error is a crucial contributing factor to many
road traffic accidents (Fagnant & Kockelman, 2013; NHTSA, 2008). This means that for
most road traffic accidents, the accident could have been less severe, or even prevented, if the
human driver would have responded differently to the driving situation. Smart cars could thus
decrease the magnitude of, or even prevent, most road traffic accidents by eliminating, or
mitigating, human driver errors from the equation.
The second and third potential benefits of smart cars are reducing fuel consumption
and reducing congestion. Smart cars could reduce fuel consumption over human drivers,
because compared to human drivers; smart cars can keep a more constant speed and can
accelerate and decelerate more smoothly. They can reduce congestion by using the current
infrastructure more efficiently than human drivers, by driving more closely together without
compromising safety. Furthermore, smart cars can anticipate driving decisions of other
vehicles and respond to these decisions very precisely, adequately, and quickly.
These potential benefits of smart cars could be further enhanced by vehicle-to-vehicle
(V2V) and vehicle-to-infrastructure (V2I) communication. V2V communication enables
smart cars to communicate with each other. Therefore, these cars can drive in platoons, in
which multiple vehicles respond to the actions of a lead vehicle at once. The state of the lead
vehicle is communicated to the other vehicles, so that they can respond very quickly to any
change in speed. Platoons reduce fuel consumption and congestion by reducing vehicle-tovehicle spacing (Alam, Gattami, & Johansson, 2010). V2I communication enables smarter
usage of the infrastructure. Servers can process the speed and position of all smart cars on the
road and optimally guide every vehicle to achieve maximum efficiency and safety (Miller,
2008). Communication between smart cars, and between smart cars and infrastructure could
further enhance the potential benefits of smart cars.
9	
  
	
  

Chapter 1

The first potential benefit of smart cars is increasing road safety. Road traffic injuries
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In sum, automation technology could support or replace the human driver in a smart
car, thereby potentially increasing road safety and decreasing congestion and fuel
consumption. Eliminating human error as the main factor contributing to road traffic
accidents could increase road safety. Congestion and fuel consumption could be reduced by
using the infrastructure more efficiently and by enabling smart cars to communicate with
each other and with the infrastructure.
However, the potential benefits of smart cars can only be fully realized when humans
are willing to transfer (partial or full) control of driving to automation technology. Trust has
been shown to be a crucial factor in determining people’s willingness to transfer control to
automation technology (for an overview, see Lee & See, 2004). Trust guides, but does not
completely determines usage of automation technology (Lee & See, 2004). Trust in
automation technology is crucial because even though the technology might be well-designed
and reliable, if users will not perceive that technology as trustworthy, they will likely refrain
from using it at all, nullifying any potential benefit it might have (Parasuraman & Miller,
2004). So when a fully functioning self-driving smart car is ready for the market, it will not
provide any benefits if customers are not willing to use such a car.
1.6. Trust
Trust can be considered a crucial psychological factor that contributes to the
acceptance of automation technology in general (e.g. Lee & Moray, 1992; Lewandowsky,
Mundy, & Tan, 2000; Muir, 1994; Muir & Moray, 1996; Parasuraman & Riley, 1997; Riley,
1996). Trust is a concept used in many disciplines and multiple definitions of trust exist. One
definition of trust by Zand (1997) is: “a willingness to increase your vulnerability to another
person whose behaviour you cannot control, in a situation in which your potential benefit is
much less than your potential loss if the other person abuses your vulnerability” (p. 91).
Mayer, Davis, and Schoorman (1995) defined trust similarly: "the willingness to be
vulnerable to the actions of another party based on the expectation that the other will perform
a particular action important to the trustor, irrespective of the ability to monitor or control
that other party” (p. 712). Rousseau, Sitkin, Burt, and Camerer (1998) provided another
similar definition of trust: “a psychological state comprising the intention to accept
vulnerability based upon positive expectations of the intentions or behavior of another” (p.
395). Although these definitions differ slightly, they all include some sort of willingness of
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future interaction (Lount, 2010).
Trust always involves a trustor (the one who does the trusting) and a trustee (the one
who is being trusted) in a situation that is perceived as risky by the trustor because of
vulnerability to the trustee (Mayer et al., 1995). Characteristics of both the trustor and the
trustee affect the amount of trust the trustor has in the trustee (Kramer, 1999; Mayer et al.,
1995; Merritt & Ilgen, 2008). A situation only requires trust, if that situation contains
elements of risk, uncertainty, and thus vulnerability (Lee & See, 2004). If a trustor does not
experience risk, uncertainty, or vulnerability, there is no need for trust. Trust allows a trustor
to make decisions in the absence of complete knowledge of the consequences of those
decisions (Meijnders et al., 2009) and it facilitates choice in uncertain situations by acting as
a social decision heuristic (Kramer, 1999). Trust can therefore be seen as a mechanism for
coping with situations characterized by risk, uncertainty, and vulnerability. Furthermore,
when trust is based on multiple pieces of evidence, it tends to be stable and robust; when it is
based on a single piece of evidence, then it can be quite fragile (McKnight, Cummings, &
Chervany, 1998).
Two main types of trust have been distinguished (Earle, 2010): trust that is based on
the relation between the trustor and trustee (relational trust) and trust that is based on past
behavior of the trustee (calculative trust). Because of the difference in determinants,
relational trust is seen as more stable and resilient than calculative trust (Earle, 2010).
Relational trust is concerned with intentions of the trustee and is therefore increased by
indications of positive intentions of the trustee, whereas calculative trust is based on specific
behaviors of the trustee and is therefore increased by trustworthy behavior of the trustee
(Earle, 2010). The distinction between relational and calculative trust is closely related to the
distinction between affect-based and cognition-based trust (McAllister, 1995). Relational
trust has been shown to be more important than calculative trust; knowing whether the
intentions of the trustee are good or bad is more important than knowing what the trustee can
do (Earle, 2010). On top of the intentions of the trustee (relational trust), the competence of
the trustee (calculative trust) is also important. However, incompetent behavior can be
forgiven when paired with good intentions. If the trustee has bad intentions however, it is
difficult to trust based solely on incompetent and even competent behavior.
In sum, trust is the willingness of accepting vulnerability based on positive outcomes
of a risky situation. Trust allows a trustor to make decisions in absence of complete
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information, and is therefore a mechanism to cope with situations characterized by risk,
uncertainty, and vulnerability. Relational trust is influenced by perceptions of the intentions
of the trustee, whereas calculative trust is based on the behaviors of the trustee. We see
relational trust as a necessary, but not sufficient element of making decisions in a risky
situation. On top of relational trust, calculative trust is also necessary.
1.7. Trust in smart cars
Trust is crucial for the acceptance of smart cars. That is, even though smart cars might
be well-designed and reliable, if human drivers do not perceive the smart car as trustworthy,
they will not decide to transfer control to the smart car, thereby nullifying any potential
benefit of smart cars (Parasuraman & Miller, 2004). Arguably, to fully realize the potential
benefits of smart cars as discussed before, human drivers have to sufficiently trust the
technology so that they will be willing to transfer control of driving to that technology.
Trusting a smart car would therefore mean that human drivers are willing to transfer (partial
or complete) driving control to the automation technology of the smart car, despite being
vulnerable to possible mistakes of that automation technology. This willingness is based on
the expectation that the smart car will drive them safely to their destination or give them
proper support to do so themselves. Human drivers should trust a smart car enough before
they will be willing to be vulnerable to the actions of a smart car.
Trust in smart cars might be comparable to trust in humans. That is, research on the
media equation hypothesis (Reeves & Nass, 1996) suggested that people respond similarly to
technology as they do to humans. In their studies, Reeves and Nass applied the Computers As
Social Actors (CASA) paradigm: taking studies from psychology where two humans interact,
replacing one human with technology, and testing whether participants respond similarly.
The results of these studies suggested that participants responded similarly to technology as
they did to humans. For example, in a study regarding politeness (Nass, Moon, & Carney,
1999), participants were more polite to a computer asking about its performance than to a
different computer asking about the performance of the same computer. Thus, participants
responded socially to a polite computer, comparable to how they respond to a polite human.
This and other similar studies suggested that people apply social rules to technology, even
though people are aware that technology is clearly different from humans (Nass & Moon,
2000). Just as trust mediates relationships between people, it might also mediate the
relationship between humans and automation technology (Sheridan & Hennessy, 1984).
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factors determine trust in humans?
In the literature on trust in human-human interactions, multiple factors that influence
trust in humans have been proposed. According to Barber (1983), trust is influenced by
competence, predictability, and fiduciary responsibility. Rempel, Holmes, and Zanna (1985)
suggested similar factors they called predictability, dependability, and faith. Similarly, Mayer
et al. (1995) proposed three factors they called ability, integrity, and benevolence. In the
literature on trust in human-automation interaction, Lee and Moray (1992) applied these
categories of factors to trust in automation specifically, and identified performance, process,
and purpose as the three determinants of trust in automation. Performance is related to what
the automation technology does. It refers to the current and previous operation of the
automation technology, and includes characteristics such as reliability, predictability, and
ability. Process is related to how the automation technology works. It refers to the degree to
which the algorithms of automation technology are appropriate for the situation and able to
achieve the operator’s goals. Purpose is related to why the automation technology was
developed. It refers to the degree to which automation technology is being used within the
realm of the designer’s intent. In sum, trust in automation technology is increased by
information about the what, how, and why of that technology. Arguably, experience with the
technology is needed to discover these determinants. In that sense, we argue that a large part
of the literature on the antecedents of trust in automation thus far has mainly focused on
calculative trust. However, there is a growing recognition in the literature regarding the need
for research on the role of relational trust in the domain of trust in automation (Lee & See,
2004).
As smart cars become more complex, it becomes more difficult for human drivers to
understand the inner workings of smart cars and therefore more difficult for them to predict
how smart cars will behave. That is, complexity increases the difficulty of thinking deeply
about and learning the detailed mechanisms underlying the behavior of the smart cars
(Parasuraman & Miller, 2004). In situations in which complete understanding is difficult to
attain, trust can also be based on heuristics. Heuristics can reduce the effort needed to decide
whether or not to trust automation technology, by acting as a mental shortcut (Earle, 2010).
Instead of assessing the true capabilities of the smart car, this process can be simplified by
relying on trust cues that activate heuristics. In that way, the trust cue itself becomes the
simple and easy antecedent of trust in automation technology (Earle, 2010).
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1.8. Similarity
In sum, although smart cars have the potential to increase safety and decrease
congestion and fuel consumption, their potential can only be fully realized when human
drivers are willing to transfer (partial) control of driving to the car itself. Trust in technology
has been shown to be crucial in determining people’s willingness to give up control to that
technology. Just as trust is crucial for the acceptance of automation technology in general,
trust is also crucial for human drivers to be willing to transfer control to smart cars
specifically. Much research on trust in automation technology has focused on indicators of
calculative trust (based on experience with the technology), rather than on indicators of
relational trust (based on the relation between the user and the technology). Furthermore,
with greater complexity of automation technology, heuristics become more important to
assess the trustworthiness of that technology. Because earlier research has shown that humans
respond similarly to technology as to other humans, people might use similar heuristics to
assess their trust in technology as they use to assess trust in humans. One important heuristic
that people use to assess their trust in other humans is similarity.
Similarity has been shown to increase liking6 of other humans and might also increase
trust by acting as a trust cue. Simply put: in general, people tend to like and trust people that
are similar to them more than those who are dissimilar to them. The effect of similarity on
liking of another human has been well documented (Montoya, Horton, & Kirchner, 2008).
The general finding is that the higher the proportion of similarity, the more positive the
evaluation (Byrne & Rhamey, 1965). This effect of similarity is “one of the most robust
relationships in all of the behavioral sciences” (Berger, 1973, p. 281). In the literature on
similarity, two types of similarity have been distinguished: actual similarity and perceived
similarity. Actual similarity refers to the degree in which one is actually similar to another
individual, whereas perceived similarity refers to the degree to which one believes to be
similar to another individual (Montoya et al., 2008). According to a meta-analysis, both types
of similarity were linked to a more positive evaluation in the absence of interaction between
individuals and when only a short interaction had taken place (Montoya et al., 2008).
	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  	
  
6

Throughout this dissertation, we use the term liking to refer to a general positive evaluation.
The term liking therefore includes the term attraction, which is more commonly used term in
the human-human interaction literature of similarity. We only use the term attraction if the
cited source(s) use(s) this terminology.
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people evaluated other people more positive when they perceived similarities between
themselves and the other person. Several mechanisms behind the effect of similarity have
been proposed.
A first mechanism behind the effect of similarity is based on reinforcement and has
been proposed by Byrne (1971). According to this perspective, people have a need for a
consistent worldview. Similar people reinforce this consistent worldview and are thus
associated with positive feelings. A second mechanism behind the effect of similarity is
related to characteristics of human information processing. If someone for instance has
similar attitudes like you, you expect the other to also have other positive aspects to his
personality (Kaplan & Anderson, 1973). A third mechanism behind the effect of similarity is
related to positive self-esteem. People with high self-esteem tend to evaluate many of their
characteristics positively (Brown, Dutton, & Cook, 2001). When someone with high selfesteem encounters someone else with characteristics similar to their own, their positive selfevaluation spills over to the evaluation of that other similar person (Heine, Foster, & Spina,
2009). A fourth and final mechanism behind the effect of similarity is based on kinship
recognition. That is, similar looking individuals might be evaluated more positively because
they share genes with you (DeBruine, 2002).
The positive self-esteem account of the effects of similarity has received the most
empirical attention. Research on the self-serving bias has shown that people attribute more
responsibility to themselves for positive outcomes than for negative outcomes (Miller &
Ross, 1975; Sherrill, 2008). Furthermore, people exhibit several self-related biases to
maintain high self- esteem. These include people’s overestimation of being better than
average (illusory superiority; Alicke, 1985; Brown, 1986), people’s overestimation of the
chance that desirable events will happen to them (unrealistic optimism; Weinstein, 1980), and
people’s tendency to attribute more responsibility to themselves for positive outcomes than
for negative outcomes (the self-serving bias; Miller & Ross, 1975; Sherrill, 2008). Research
on implicit egotism (Pelham, Mirenberg, & Jones, 2002) has shown that people not only
evaluate similar persons more positively, but also objects that resemble the self.
Research has shown that similarity not only functions as a liking cue in human-human
interactions, but also as a trust cue. Based on the literature on similarity effects in humanhuman interactions, we propose a theoretical framework consisting of three types of
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similarity that could function as a trust cue: cognitive similarity, behavioral similarity, and
appearance similarity (see Figure 1.1 for the complete framework).

Figure 1.1. Complete framework of the three types of similarity on trust.
Cognitive similarity reflects similarity in a person’s ideas, thinking, and values. To
notice cognitive similarity, a person must interact for a longer amount of time with someone
else, to deduce their ‘inner workings’. Earlier research has shown that cognitive similarity
increases trust in humans. That is, when the content of communication between two people is
similar, they tend to trust each other more than when that content is dissimilar (Scissors, Gill,
Geraghty, & Gergle, 2009). Furthermore, people are more likely to trust other people and
institutions that have values similar to their own (Cvetkovich, Siegrist, Murray, & Tragesser,
2002; Siegrist, Cvetkovich, & Roth, 2000; Siegrist, Cvetkovich, & Gutscher, 2001; Vaske,
Abscher, & Bright, 2007). Thus, cognitive similarity increases trust in other humans.
Behavioral similarity reflects similarity through a person’s behavior. Observing
someone interacting with you or with someone else is necessary for this cue to increase trust.
By observing the interaction of a person in an interaction, one could infer similarity with that
person. In human-human interactions, humans mimic each other unconsciously on a variety
of behaviors including tone of voice (Neumann & Strack, 2000), facial expressions (Hsee,
Hatfield, Carlson, & Chemtob, 1990), mood (Neumann & Strack, 2000), and physical
mannerisms (Chartrand & Bargh, 1999). Another study suggested that mimicry of
handshakes also increased liking in another person (Bailenson & Yee, 2007). Mimicry has
been shown to enhance liking and strengthen bonds between people, even between strangers
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the social glue that binds people together and creates harmonious relationships (Lakin,
Jefferis, Cheng, & Chartrand, 2003). Mimicry has also been shown to increase trust and
cooperation behavior in a deal making situation (Maddux, Mullen, & Galinsky, 2008). Thus,
behavioral similarity increases the positive evaluation of and trust in other humans.
Appearance similarity reflects similarity through a person’s appearance. That is, by
only looking at another person, one could infer similarity with that other person. One way in
which appearance similarity functions as a trust cue is by indicating group membership.
People trust in-group members more than out-group members (Foddy, Platow, & Yamagishi,
2009; Lei & Vesely, 2010). Another way in which appearance similarity cues enhance trust is
by facial similarity. When the shape and/or the form of the face is similar between
individuals, they are facially similar. Studies have shown that facially similar others are rated
more positively (Bailenson, Garland, Iyengar, & Yee, 2006) and are trusted more (DeBruine,
2002) than their non-similar counterparts. In these studies, facial similarity was manipulated
by morphing a photo of the face of the participants with a photo of the face of another person.
In doing so, the other becomes more positive in general and also trustworthier. Thus,
appearance similarity increases the positive evaluation of and trust in other humans.
In sum, people generally evaluate themselves positively. Different types of similarity
function as trust cues that exploit this positive self-evaluation to increase the evaluation of
and trust in humans. People like and trust others when they think (cognitive), act
(behavioral), and look (appearance) similarly. Because this trust is not based on trustworthy
experience, these effects of similarity increase relational trust. Could trust in automation
technology be enhanced by incorporating similarity in that technology by making it similar to
the human driver? This was the central question of the current research.
1.9. The current research
The problem we tackle in this dissertation is the foreseeable situation in the future in
which perfectly trustworthy smart cars are available, but are not perceived as such by drivers.
If so, these drivers might (irrationally) choose not to use smart cars, and all potential benefits
of smart cars would therefore not be fully realized. Although we realize that fully
autonomous smart cars are not yet operational, tackling this trust issue is needed early in the
development of smart cars to be able to prevent any potential acceptance problems during the
introduction of highly automated smart cars. To tackle this problem, we studied whether
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different types of similarity could increase trust in a virtual social agent. We define a virtual
social agent as an artificial digital humanoid, which is controlled by a computer (algorithm)
and not by another human being (the latter being an avatar). For the sake of readability, the
term agent(s) will be used in the remainder of this Chapter to refer to virtual social agent(s).
By using an agent, we take a relational trust perspective, instead of a calculative trust
perspective, as most research until now in the domain of trust in automation has done. We
focus on increasing trust by the user in an agent. If different types of similarity could increase
trust in an agent, that agent might also be used to increase trust in a smart car.
The general research question in the current dissertation is “What is the effect of
similarity on trust in an agent?” We expect that similar cues that enhance trust in a human
will also increase trust in an agent. We also expect that these cues play a prominent role
especially when more detailed information (i.e. experience) of the agent is absent. That is,
especially when people lack experience with the agent, they might base their trust on trust
cues such as similarity. We focused on intuitive affective trust judgments, which are mainly
used when users are unfamiliar with a new system, or when their experiences with the system
are ambiguous. These intuitive trust judgments might also give meaning to future ambiguous
situations with the agent. Although beyond the scope of this dissertation, we acknowledge
that these intuitive trust judgments might also interact with first-hand experience with the
agent. To focus on intuitive trust judgments, throughout all our studies we minimized firsthand experience with the agent on purpose.
Presumably, an agent might be helpful in increasing trust in smart cars. An agent
could be used as a familiar representation of complex automation technology. That is, an
agent could function as the virtual driver of the smart car, instead of complex automation
technology. The more complex the automation technology becomes, the more it will be
perceived as a ‘black box’: a piece of technology that human drivers may have trouble
understanding and using. By representing a complex system by something that humans are
familiar with (namely intelligence with a human shape behind the wheel), the complex
automation technology might become less of a ‘black box’. We are aware that other
representations might be envisioned to represent automation systems. However, it was
beyond the scope of this dissertation to study the effect of different representations.
An agent might also be helpful in increasing trust in smart cars, because an agent can
use mechanisms that are also effective in human-human trust relationships, such as similarity.
The basic idea behind the studies reported in this dissertation is that different types of
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oneself could spill over to that agent, increasing the agent’s trustworthiness in the process.
Enhancing trust might be helpful in promoting the adoption of safe and efficient smart
cars. One important reason why human drivers might not be willing to transfer control to
reliable and well-designed smart cars can be because they think that they are better at driving
than automation technology is. Operators of automation technology in general have a
fundamental bias to do the task at hand themselves (e.g. De Vries, Midden, & Bouwhuis,
2003) especially because they believe they can do better than the automation technology. A
recent meta-analysis suggested that in general, people tend to trust themselves or other
humans more than automation technology (Schaefer et al., 2014). Specifically for driving,
human drivers tend to overestimate their driving ability as most human drivers think their
driving skills and driving safety are better compared to the average driver (Roy & Liersch,
2013; Svenson, 1981; Svenson, Fischhoff, & MacGregor, 1985).
On the one hand, this overestimation of one’s own driving skills might be hurtful for
trust in smart cars, but on the other hand, it might also be helpful. Because human drivers
trust and overestimate themselves, they might also trust and overestimate others that are
similar to them. In the research presented in this dissertation, we tested this idea by making
an agent similar to the user, and by measuring whether a similar agent was trusted more than
a dissimilar agent. We tested this idea by applying our theoretical framework (see Figure 1.1)
to trust in an agent. More specifically, we tested whether perceived similarity with the agent
was a predictor of trust in that agent, and if this perceived similarity could be successfully
manipulated by providing three types of similarity. In sum, we tested whether similarity
could serve as a trust cue for an agent.
Making an agent similar to the human driver could create a situation in which
transferring control to that agent would feel more like transferring control to (an extension of)
yourself than to someone or something else. In that case, the human driver does not blindly
transfer control to an unfamiliar agent, but to an agent that evokes familiarity and
trustworthiness because of similarity. In our studies, we used several agents. An overview of
these agents is given in Appendix A.
A variety of dependent measures were included in the studies reported in this
dissertation. The two most important ones were trust and perceived similarity. Because the
concept of trust has been analyzed as an attitude or expectation, as an intention or
willingness, or even as a behavioral result of vulnerability or risk (Lee & See, 2004), we have
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measured trust with a variety of measures. These measures will be discussed in each
empirical Chapter, and a detailed overview of these trust measures can be found in Appendix
B. Perceived similarity was measured by two items in which participants had to indicate how
much similar they were to the agent. These items are discussed in more detail in the empirical
chapters. The specific instructions that participants received during the different trust
measures are detailed in Appendix C.
Other important dependent measures that were included were liking, competence,
uncertainty, and risk related to the agent. We expected that more perceived similarity would
be positively related to liking and competence, and negatively related to risk and uncertainty.
We measured liking as a general positive evaluation of the agent. We expected that by
making an agent similar to participants, they would trust the agent more with a risky
situation, and rate it as more likable and competent and as less risky and uncertain. Finally,
we also measured implicit and explicit self-esteem to test whether positive effects of
similarity would be more pronounced for participants with high self-esteem.
1.10. Overview of the Chapters
In all studies reported in this dissertation, we had directional hypotheses. Therefore,
when a 2-tailed p-value did not support our hypothesis, but a 1-tailed did, we decided to
report the latter one. Furthermore, we always checked for outliers before other data-analyses.
If there were any outliers, we described how many outliers we removed. If there were no
outliers, we decided not to report anything. We analyzed our data (mainly consisting of
ordinal Likert scale questions) using parametric tests. We chose to use parametric instead of
non-parametric tests for several reasons. First, although the answers to separate Likert
questions are ordinal, the mean across multiple Likert questions can be considered interval
data (Norman, 2010). Because most dependent measures in our studies consisted of the
average of multiple Likert questions, we treated those Likert scale data as interval data.
Second, following the Central Limit Theorem, means are approximately normally distributed
for sample sizes of 5 or 10 per group (Norman, 2010). Because the sample size of all our
experimental studies was at least 20 per group, we can assume normality. Finally, most
studies on which we based our own research used parametric tests for Likert scale data. So, to
keep our results comparable to these studies, we analyzed our Likert scale data with
parametric tests.
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agent, which could eventually be used to increase trust in smart cars. This approach is also
reflected in the build-up of this dissertation. In Chapters 2, 3, and 4, we studied the effect of
three different types of similarity on trust in an agent. In Chapter 5, we studied whether a
similar agent would also elicit trust in a smart car.
In Chapter 2, we describe three experimental studies in which we tested the effect of
cognitive similarity on trust in a system and an agent. Simply put, we tested whether
participants would trust an agent when it would think similar to the participant. Specifically,
in two studies, the effect of shared goals on trust in presented using an Adaptive Cruise
Control system. A third study is presented to test whether the effect of shared goals is similar
for an agent versus a ‘dead’ piece of technology. In all studies, participants were asked to
rank several driving goals, and the system/agent either shared that ranking with the
participant, or had a reversed ranking.
In Chapter 3, we describe three experimental studies in which we tested the effect of
behavioral similarity on trust in an agent. Simply put, we tested whether participants would
trust an agent when it would act similar to the participant. Specifically, in these studies, we
tested whether mimicry could increase trust in an agent. In order to test this, head movements
of the participants were measured, and the agent either mimicked the participant by copying
these head movements with a slight delay, or the agent did not mimic the participant, but
instead copied the head movements of the previous participant.
In Chapter 4, we describe two experimental studies in which we tested the effect of
appearance similarity on trust in an agent. Simply put, we tested whether participants would
trust an agent when it would look similar to the participant. Specifically, in these studies, we
tested whether facial similarity could increase trust in an agent. Facial similarity was
manipulated by morphing the face of the agent with either the face of the participant, or with
the face of a previous participant.
In Chapter 5, we describe a driving simulator experiment in which we combined the
techniques we used in the studies described in Chapter 2, 3, and 4 to test whether a similar
looking, acting, and thinking virtual driver would be trusted more than its non-similar
counterpart. Participants were presented with a facially similar, mimicking agent, that also
shared their goals, or not. We measured trust in this agent, functioning as the virtual driver of
a realistic driving simulator. The participants had to sit in the simulator, while the agent took
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complete control of the car. We tested whether participants would trust a similar agent more
than a non-similar agent in this situation.
In Chapter 6, the results of all empirical Chapters are discussed to summarize the
effect of the three types of similarity on trust in agents and the willingness to hand over
control to automation technology. Furthermore, we discuss limitations of our studies and
suggestions for future research.
These Chapters are based on journal articles (either submitted for publication,
accepted for publication, or published), and conference proceedings, and can be read
separately and in any order. Therefore, there is some overlap between the separate empirical
Chapters.
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Study 1 is based on Verberne, F. M. F., Ham, J., & Midden, C. J. H. (2012). Trust in smart
systems: Sharing driving goals and driving information to increase trustworthiness and
acceptability of smart systems in cars. Human Factors, 54, 799-810.
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2.1. Introduction.
Smart cars have the potential to increase safety and decrease congestion and fuel
consumption. However, their potential can only be fully realized when human drivers trust
automation technology enough to be willing to transfer (partial) control of driving to that
technology. This trust can either be based on experience with the technology (calculative
trust), or be based on the relation between the user and the technology (relational trust). The
more complex automation technology becomes, the more difficult it will be for human
drivers to understand the inner workings of the technology based on experience and therefore
more difficult for them to predict how the technology will behave. When complete
understanding of automation technology is difficult, trust can also be based on trust cues that
heuristically reduce effort by simplifying the process of assessing trust (Earle, 2010).
Because people respond similarly to technology as they respond to humans, people might use
similar trust cues to heuristically assess trust in automation technology as they do to assess
trust in humans. Similarity has been shown to be an important trust cue to assess trust in
humans. In this Chapter, we focus on cognitive similarity as a trust cue for agents.
2.1.1. Cognitive similarity
Cognitive similarity includes similarity in attitudes, personalities, and values. People
tend to trust other people more when they share attitudes. For example, a journal article on
genetically modified food was trusted more by participants when the attitude of the journalist
who wrote the article was similar to their own (Meijnders et al., 2009). That is, participants
with a positive (or negative) attitude about genetically modified food trusted a journalist with
a similar positive (or negative) attitude more. Similarity in personalities also determines trust.
People prefer strangers with personalities similar to their own, compared to strangers with
personalities different than their own (Byrne, Griffitt, & Stefaniak, 1967). Similarity in
values also determines trust. People are more likely to trust other people and institutions that
have values similar to theirs (Cvetkovich, Siegrist, Murray, & Tragesser, 2002; Poortinga &
Pidgeon, 2006; Siegrist, Cvetkovich, & Gutscher, 2001; Siegrist, Cvetkovich, & Roth, 2000;
Vaske, Abscher, & Bright, 2007). In sum, cognitive similarity can serve as a trust cue for
humans.
Cognitive similarity has also been shown to function as a trust cue for computers. For
example, dominant participants rated a computer showing dominant personality more
positively than a computer showing submissive personality (Nass, Moon, Fogg, Reeves, &
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Dryer, 1995). The computer was evaluated more positively when it displayed a similar
personality to that of the participant. In studies described in the current Chapter, we studied
whether cognitive similarity can function as a trust cue for automation technology.
Specifically, we studied whether shared goals would increase trust in automation technology.
In Study 1 and 2, we tested this effect on a specific automation technology that could be part
of a smart car. In Study 3, we shift our focus from the technology itself to the representation
of that technology, in the form of a virtual social agent. The general idea in these studies was
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that shared goals would increase trust.
2.2.1. Study 1
In Study 1, we studied the effect of shared goals on trust in a specific system that
could be part of a smart car: Adaptive Cruise Control (ACC). ACC is the improved version of
regular Cruise Control. Like regular Cruise Control, ACC maintains a certain speed, but on
top of that, ACC also adapts the speed of the vehicle to keep a following distance (in
seconds) to a lead vehicle. As long as this following distance is not violated, ACC maintains
the desired driving speed. When the following distance is violated, ACC will slow down the
vehicle to maintain the preset following distance. ACCs therefore accelerate and brake to
maintain speed and following distance. This accelerating and braking behavior can serve
different driving goals: braking and accelerating can be done safely, comfortably, fast, or
energy efficiently. These driving goals can either be shared with the user or not.
When the user trusts a smart system, it is not necessary that the user immediately
hands over all control to that system; it can take over tasks to different degrees. Sheridan and
Verplank (1978) have proposed a continuum of ten automation levels ranging from the
lowest level at which the human must make all decisions and actions, to the highest level at
which the computer decides everything, ignoring the human. With low automation levels (1
through 4) only information is given to the user. With intermediate automation levels (5
through 9) automation technology executes action, but still provides information to the user.
With the highest automation level (10) action is taken over by automation technology without
giving information to the user. Thus, the automation level of automation technology is
determined by whether or not the technology gives information and whether or not the
technology executes actions (Parasuraman, Sheridan, & Wickens, 2000).
In Study 1, we investigated whether describing an ACC as sharing driving goals with
the user will affect the trust the user has in that system. Furthermore, we investigated whether
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trust and acceptance of an ACC depends on its automation level. Combining the literature on
trust in humans, the media equation, and automation levels, we provide three hypotheses.
Our first hypothesis was that goal similarity would increase trustworthiness and
acceptability of an ACC (H1). Just as shared goals increase trust in humans, we expected that
shared driving goals would increase trustworthiness of ACCs. As trust is needed for
acceptability, we also expected that shared goals would increase the acceptability of ACCs.
Our second hypothesis was that the level of automation of an ACC would affect both
trustworthiness and acceptability (H2). In general, one could argue that systems with a low
automation level are perceived as more transparent than systems with a high automation level
(Dzindolet, Peterson, Pomranky, Pierce, & Beck, 2003). In the current research we expected
that the less transparent a system is, the more trust is necessary to accept the system.
Therefore, we expected that an ACC system described as taking over control and giving
diagnostic information will be seen as more transparent and thus judged as more trustworthy
and acceptable than an ACC system described as taking over control without giving
diagnostic information. With the information, potential users can monitor the behavior of the
ACC, thereby increasing transparency of the system.
Our third hypothesis was that trustworthiness would mediate the effects of both
shared driving goals and of automation level on the acceptability of ACCs (H3). We expected
that an increase in acceptability would be due to an increase in trustworthiness. This
hypothesis is in line with earlier work indicating that trust is necessary for acceptance of
automation technology (e.g. Muir & Moray, 1996) and extends this line of reasoning with an
antecedent of social trust and automation level.
Our fourth hypothesis was that the effects of shared driving goals and automation
level would interact (H4). That is, we expected that shared driving goals would not make
much of a difference for a smart system that only provides information. If such a system
would malfunction, it would not result in any physical harm for the user. However, when the
smart system has a higher level of automation and executes actions, the driving goals of the
smart system might become more important. If such a system would malfunction, it would
result in a potential physical harmful situation for the user. Therefore we expect that shared
goals mainly affect trust in a highly automated smart system, and not so much trust in a lowly
automated smart system.
2.2.2. Method
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2.2.2.1. Participants and design
Fifty-nine participants (23 women and 36 men; age M = 27.8 years, SD = 13.4) were
randomly assigned to the conditions of a 2 (goal similarity: shared versus unshared driving
goals) x 3 (automation level: ACCinfo vs. ACCinfo+action vs. ACCaction) mixed design with goal
similarity as between-subject factor and automation level as within-subject factor. The two
dependent variables were trustworthiness and acceptability. All participants were native
with limited driving experience (university students). The experiment lasted approximately
30 minutes, for which participants were paid €5. For two participants, scores on multiple
variables were outliers (using the 1.5 * Inter Quartile Range rule, Tukey, 1977), and therefore
we excluded these two participants from data analyses, leaving a sample size of fifty-seven
participants.
2.2.2.2. Materials
ACCs. We presented participants with descriptions of three ACCs (see Figure 2.1.)
that differed in their automation level. One ACC system (ACCinfo7) was described as a system
that only provided information to the user about when and how hard the user needed to
accelerate or brake to reach the driving goal of the ACC. A second ACC system
(ACCinfo+action) was described as a system that would take over accelerating and braking of a
car to reach the driving goal it was made for, while giving information about when and how
hard it would accelerate and brake. A third ACC system (ACCaction) was described as a
system that would take over accelerating and braking of a car to reach the driving goal it was
made for, without giving information. As we only used descriptions of ACCs, participants
did not receive actual information of ACCs or get to experience actual ACC systems.
Trustworthiness. Trustworthiness of the ACCs was measured by seven questions with
a seven-point Likert scale (1 = “totally disagree”, 7 = “totally agree”). The questions are
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We acknowledge that an information-only ACC system (ACCinfo) can be considered not to
be an ACC, because ACCinfo does not take over accelerating and braking. However, the
system was presented to participants as ACCinfo and it was included in the study to include
automation levels 1 through 4 of Sheridan and Verplank (1978)’s levels of automation. These
four levels of automation consist of systems that only provide information. To incorporate
these levels of automation in our study, and to acknowledge the informational characteristic
of this type of ACC clearly, we labeled this type of ACC ACCinfo.
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Figure 2.1. Every ACC system was presented with its goal information and one picture from
the 3x4 picture grid above. Dependent on condition, the goal information informed
participants that the ACC system either shared (left goal information), or did not share their
driving goals (right goal information). In this example, speed was the most important goal of
the participant, and speed was either also the most important driving goal of the ACC system
(left goal information), or it was the least important driving goal of the ACC system (right
goal information). The columns of the picture grid depict the pictures we used for ACCinfo
(left column), ACCinfo+action (middle column), and ACCaction (right column). The rows of the
picture grid depict the pictures we used for an ACC system with comfort (first row), energy
efficiency (second row), safety (third row), or speed (fourth row) as its most important
driving goal.
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based on the questionnaire of Jian, Bisantz, and Drury (2000) that measures trustworthiness
of automation technology. Answers to these questions were averaged to form a reliable
measure of trustworthiness (α = .91). Responses were coded such that higher scores indicate
more trustworthiness.
Acceptability. Acceptability of the ACCs was measured by twenty-six questions with
Acceptance Model (Venkatesh, 2000) and the acceptance questionnaire of Van der Laan,
Heino, and De Waard (1997), which includes emotional and attitudinal elements of
acceptance. Answers to these questions were averaged to form a reliable measure of
acceptability (α = .97). Higher scores reflect more acceptability of the ACC system.
2.2.2.3. Procedure
Participants were welcomed and individually seated in a cubicle in front of a
computer. All instructions regarding the experiment were provided on the computer screen.
At the start of the actual experiment, four driving goals were presented to participants. The
driving goals (with their framing in parentheses) were comfort (relaxed driving, no sudden
braking and accelerating), energy efficiency (saving fuel while driving), speed (reaching the
desired destination in the least amount of time), and safety (driving with the least risk of road
traffic accidents). Participants were instructed to rank these driving goals from one to four,
one being the most important driving goal to them, four being the least important. The order
of the goals presented was randomized to exclude a structural influence of a certain order on
the goal ranking of the participant. Next, participants received a general introduction to ACC
systems, so that all participants at least had a basic understanding of the technology.
Participants were also introduced to the icons that would be used later in the experiment to
depict the driving goal and automation level of the ACCs.
Participants were then presented with descriptions of the three different ACC systems.
Each description included the ranking of the four driving goals for the participant and the
ranking of the four driving goals for the (ACC) system, both presented on the top right part of
the screen. In the shared driving goals condition, all ACCs had the same ranking as the
participant. In the unshared driving goals condition, all ACCs had the reversed ranking to
that of the participant (e.g. if the participant ranked speed as the most important driving goal,
speed would be the least important driving goal for the ACC system). The description also
included a picture with icons displaying both the goal of the ACC system and the automation
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level of the ACC system (see Figure 2.1. for a depiction of what was actually shown to the
participants).
The three ACCs were presented in random order, and for each ACC system, we made
sure all participants understood the driving goals and the automation level of the ACC system
by asking two open questions. The first question was included to describe the driving tasks to
be performed by the ACC system and the participants themselves while driving with the
system. The second question was meant to assess their thoughts about the system sharing
their goals or not8. Furthermore, for each ACC system, trustworthiness and acceptability were
measured using the questionnaires described above. Also, for each ACC system, participants
were asked whether the system would be helpful to reach their most important driving goal
and how much control the system would take over from them when used in reality. These
questions served as manipulation checks. After the experiment, participants were thanked,
paid for their participation, and debriefed.
2.2.3. Results
2.2.3.1. Manipulation checks
A two-way mixed analysis of variance (ANOVA) was conducted on the manipulation
check questions with driving goals and automation level as factors.
Goal similarity. Results revealed a main effect of goal similarity, F(1, 55) = 27,40, p
< .001, ηp² = .33. Participants rated the three ACCs as more helpful in reaching their most
important driving goal in the shared driving goals condition (M = 4.37, SD = 1.07) than in the
unshared driving goals condition (M = 2.86, SD = 1.10). These results indicate that our
manipulation of goal similarity was successful.
Automation level. For the manipulation check of automation level, Mauchly’s test
indicated that the assumption of sphericity had been violated (χ2(2) = 15.07, p < .01),
therefore degrees of freedom were corrected using Greenhouse-Geisser estimates of
sphericity (ε = 0.80). Results revealed a main effect of automation level, F(1.61, 88.60) =
80.47, p < .001, ηp² = .59. Planned contrast analyses showed that participants rated
ACCinfo+action as taking over more control (M = 5.23, SD = 1.21) than ACCinfo (M = 2.54, SD =
1.60), F(1, 56) = 143.56, p < .001, ηp² = .72. Also, participants rated ACCaction as taking over
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Very few participants answered these questions incorrectly and when we excluded them
from the analyses, the results did not change significantly.
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more control (M = 5.07, SD = 1.47) than ACCinfo, F(1, 56) = 78.29, p < .001, ηp² = .58.
Results indicated participants did not differ in their ratings of the perceived amount of control
that was taken over by ACCinfo+action and by ACCaction, F(1, 56) = .71, ns. These results
indicate that our manipulation of automation level was also successful.
2.2.3.2. Trustworthiness
automation level as factors.
Driving goals. Results revealed a main effect of driving goals, F(1, 55) = 8.78, p <
.01, ηp² = .14, see Figure 2.2. Participants rated ACCs more trustworthy in the shared driving
goals condition (M = 4.62, SD = 0.81) than in the unshared driving goals condition (M =
3.91, SD = 1.01). All other effects of driving goals were ns. (all F’s < 1.10). Thus, in line
with our first hypothesis, goal similarity increased trustworthiness of ACCs.
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Figure 2.2. The main effect of driving goals (shared vs. unshared) on trustworthiness of
ACCs. Error bars indicate one standard error.
Automation level. Mauchly’s test indicated that the assumption of sphericity had been
violated (χ2(2) = 19.70, p < .001), therefore degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity (ε = 0.77). Results revealed a main effect of
automation level, F(1.53, 84.25) =7.78, p < .01, ηp² = .12, see Figure 2.3. Planned contrast
analyses showed that participants rated ACCinfo as more trustworthy (M = 4.54, SD = 1.16)
than ACCaction (M = 3.85, SD = 1.37), F(1, 55) = 9.85, p < .01, ηp² = .15. Furthermore,
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participants rated ACCinfo+action as more trustworthy (M = 4.37, SD = 1.22) than ACCaction,
F(1, 55) = 16.27, p < .001, ηp² = .23. Furthermore, results do not suggest a difference
between participants’ trustworthiness ratings of ACCinfo and ACCinfo+action, F(1, 55) = 0.83,
ns, nor an interaction between driving goals and automation level, F(2, 54) = 0.56, ns. Thus,
in line with our second hypothesis, automation level affected the trustworthiness of ACCs.
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Figure 2.3. The main effect of automation level (ACCinfo, ACCinfo+action, and ACCaction) on
trustworthiness of ACCs. Error bars indicate one standard error.
2.2.3.3. Acceptability
A two-way mixed ANOVA was conducted on acceptability with driving goals and
automation level as factors.
Driving goals. Results revealed a main effect of driving goals, F(1, 55) = 8.88, p <
.01, ηp² = .14, see Figure 2.4. Participants rated the ACCs as more acceptable in the shared
driving goals condition (M = 4.62, SD = 0.91) than in the unshared driving goals condition
(M = 3.84, SD = 1.05). All other effects of driving goals were ns. (all F’s < 1). Thus, in line
with our first hypothesis, goal similarity increased acceptability of ACCs.
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Figure 2.4. The main effect of driving goals (shared vs unshared) on acceptability of ACCs.
Error bars indicate one standard error.
Automation level. Mauchly’s test indicated that the assumption of sphericity had been
violated (χ2(2) = 22.32, p < .001), therefore degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity (ε = 0.75). Results revealed a main effect of
automation level F(1.49, 82.18) = 3.05, p < .05 (1-tailed), ηp² = .05, see Figure 2.5.
Interestingly, planned contrast analyses showed that participants rated only ACCinfo+action as
being more acceptable (M = 4.42, SD = 1.27) than ACCaction (M = 3.98, SD = 1.44), F(1, 55)
= 13.67, p < .01, ηp² = .20. Results do not suggest a difference between participants’ ratings
of acceptability of ACCinfo (M = 4.23, SD = 1.16) and ACCaction, F(1, 55) = 1.39, ns, or
between acceptability of ACCinfo and ACCinfo+action, F(1, 55) = 0.99, ns. Also, we did not find
a significant interaction effect, F(2, 54) = 1.46, ns. Thus, in line with our second hypothesis,
results show that ACCs taking over driving tasks while providing information are more
acceptable than ACCs taking over driving tasks without providing information.
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Figure 2.5. The main effect of automation level (ACCinfo, ACCinfo+action, and ACCaction) on
acceptability of ACCs. Error bars indicate one standard error.
2.2.3.4. Mediation analyses
Goal similarity. A mediation analysis (following the steps of Baron & Kenny, 1986,
see also Preacher & Hayes, 2008) was conducted to reveal the direct (path c) and indirect
effects (path a & b) of goal similarity on acceptability of ACCs. A Sobel test (Sobel, 1982)
showed that the indirect effect was significant (Sobel z = 2.85, p < .01). The initial effect of
driving goals on acceptability (path c) becomes non-significant after controlling for
trustworthiness (path c’, see Figure 2.6.), which shows that trustworthiness mediates the
initial effect.
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Figure 2.6. Mediation analysis depicting the coefficients (Bs) of the direct (path c) and
indirect (path a & b) effects of shared driving goal on acceptability of ACCs. Although the
direct effect (path c) is significant, this effect becomes non-significant after adding
trustworthiness as a mediator (path c’). * p < .01, ** p < .001.
Automation level. Because automation level was a within-subject factor, we tested our
mediation hypothesis for automation level by conducting a mediation analysis on the two
automation level conditions that differed the most: ACCinfo+action and ACCaction. For this
purpose, we ran a series of Linear Mixed Models, following the procedure of Baron and
Kenny (1986), complemented with a Sobel test. This analysis revealed the direct (path c) and
indirect effects (path a & b) of automation level on acceptability of ACCs. A Sobel test
showed that the indirect effect was significant (Sobel z = 3.93, p < .001). The initial effect of
automation level on acceptability (path c) becomes non-significant after controlling for
trustworthiness (path c’, see Figure 2.7.), which shows that trustworthiness mediates the
initial effect.

35	
  
	
  

Chapter 2

Figure 2.7. Mediation analysis depicting the coefficients (Bs) of the direct (path c) and
indirect (path a & b) effects of automation level on acceptability of ACCs. Although the
direct effect (path c) is significant, this effect becomes non-significant after adding
trustworthiness as a mediator (path c’). * p < .01, ** p < .001.
2.2.4. Discussion
In Study 1, we investigated the influence of driving goals (shared versus unshared)
and automation level on the trustworthiness and acceptability of an ACC system. We
presented participants with descriptions of three ACCs: one that only provided information
(ACCinfo), one that took over driving tasks and that provided information (ACCinfo+action), and
one that only took over driving tasks, without providing information (ACCaction). For half of
the participants, these ACCs did not share their own driving goals, for the other half; these
ACCs did share their driving goals. For every ACC system, trustworthiness and acceptability
were measured. Results confirm all three hypotheses.
2.2.4.1. Overview of the results
Our first hypothesis is supported by our data; results show that participants rated
ACCs that shared their driving goals as more trustworthy and acceptable than ACCs that did
not share their driving goals. These results are in line with findings from both the SVS model
(Cvetkovich et al., 2002; Poortinga & Pidgeon, 2006; Siegrist et al., 2001; Siegrist et al.,
2000; Vaske et al., 2007) and the media equation hypothesis (Reeves & Nass, 1996). Thus,
two important implications of these results are that the SVS model can be applied
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successfully to smart systems and that the media equation hypothesis also applies to
perceived trustworthiness and acceptability of smart systems.
Our second hypothesis is supported by our data; results show that the automation
level of ACC affected both trustworthiness and acceptability of ACC. Our results show that
participants rated ACCs that take over actions and provide information as more trustworthy
and acceptable than ACCs that take over action without providing information. These
to its user might be trusted and accepted less than real ACCs that do provide information to
its user. These results are in line with the model of Sheridan and Verplank (1978) that shows
that one factor determining perceived automation level is whether or not information is
provided.
Finally, our third hypothesis is supported by our data; results show that
trustworthiness is a mediator for both the effect of shared driving goals and the effect of
automation level on the acceptability of ACCs. These results are in line with earlier research
showing that trust in an automated system is important for acceptability (e.g. Muir & Moray,
1996). Thereby, the results of this study provide a first indication that both sharing goals and
providing information increase trustworthiness and acceptability of automation technology.
2.3.1. Study 2
Although the results of Study 1 suggested that goal similarity increases trust in an
ACC system, an alternative explanation for the results cannot be ruled out. That is, in Study 1
we used four different driving goals (comfort, energy efficiency, safety, and speed),
including safety. Because safety plays a prominent role in the development of new
technologies in cars, it could have been the case that (almost) everyone rated safety as their
most important driving goal. If that is the case, then the difference between an ACC system
that shares your goals versus not, is the difference between a safe ACC system and an unsafe
ACC system (remember that the most important goal of the participant became the least
important goal of the ACC system in the unshared condition). Because the data of the ranking
of the goals was not saved in the experiment, we cannot rule out this explanation with our
current data. Therefore, we conducted Study 2, which served two goals.
Most importantly, the first goal of Study 2 was to rule out the alternative explanation
of the results of Study 1. Do shared goals still lead to more trust in an ACC system when the
driving goal safety is excluded? The second goal was to replicate the main findings of Study
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1. Is a system that shares goals with its user trusted more by that user? Our hypotheses for
this Study are the same as for Study 1. Therefore, much of the material and procedure was
identical to Study 1. All methodological changes are detailed in the method section.
2.3.2. Method
2.3.2.1. Participants and design
Sixty-one participants (20 women and 41 men) were randomly assigned to the
conditions of a 2 (goal similarity: shared versus unshared driving goals) x 3 (automation
level: ACCinfo versus ACCinfo+action versus ACCaction) mixed model design with goal similarity
as a between-subject factor and automation level as a within-subject factor. The two
dependent variables were trustworthiness and acceptability of ACCs. All participants were
native Dutch speakers and had a driver’s license. Our sample consisted mainly of young
drivers with limited driving experience (university students). The experiment lasted
approximately 30 minutes, for which participants were paid €5.
2.3.2.2. Materials and procedure
Participants were welcomed and were individually seated in a cubicle in front of a
computer. Next, three driving goals were presented to participants: comfort, energy
efficiency, and speed. Participants were instructed to rank the driving goals from one to three,
one being the most important driving goal, three being the least important. Participants were
then presented with descriptions of the three different ACCs (see Figure 2.1 for an example).
In the shared driving goals condition, all ACCs had the same ranking as the participant. In
the unshared driving goals condition, all ACCs had the reversed ranking to that of the
participant (e.g. if the participant ranked speed as the most important driving goal, speed
would be the least important driving goal for the ACC system). For each ACC system, we
measured trustworthiness (α = .91) and acceptability (α = .97). Trustworthiness was measured
with the same questionnaire as in Study 1; acceptability was measured with the Van der Laan
questionnaire (Van der Laan, Heino, & De Waard, 1997), which consists of nine five-point
bipolar items (ranging from -2 to +2). After the experiment, participants were thanked, paid
for their participation, and debriefed.
2.3.3. Results
2.3.3.1. Manipulation checks
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Because we manipulated goal similarity and automation level with similar
manipulations as in Study 1 in which they were successful, we did not test their effectiveness
again in Study 2.
2.3.2.2. Trustworthiness
A two-way mixed ANOVA was conducted on trustworthiness with goal similarity
Goal similarity. Results revealed a main effect of goal similarity, F(1, 59) = 3.48, p =
.034 (1-tailed), ηp² = .06. Participants rated ACCs as more trustworthy in the shared driving
goals condition (M = 4.40, SD = 1.05) than in the unshared driving goals condition (M =
3.95, SD = 0.86). All other effects of goal similarity were ns. (all F’s < 1.10). Thus, in line
with our first hypothesis, goal similarity increased trustworthiness of ACCs.
Automation level. Mauchly’s test indicated that the assumption of sphericity had been
violated (χ2(2) = 32.16, p < .001), therefore degrees of freedom were corrected using
Greenhouse-Geisser estimates of sphericity (ε = 0.70). Results revealed a main effect of
automation level, F(1.40, 82.77) = 25.15, p < .001, ηp² = .30. Planned contrast analyses
showed that, participants rated ACCinfo as more trustworthy (M = 4.78, SD = 1.15) than
ACCaction (M = 3.65, SD = 1.35), F(1, 59) = 33.44, p < .001, ηp² = .36. Furthermore,
participants rated ACCinfo+action as more trustworthy (M = 4.10, SD = 1.16) than ACCaction,
F(1, 55) = 16.27, p < .001, ηp² = .23. Lastly, participants rated ACCinfo as more trustworthy
than ACCinfo+action, F(1, 59) = 15.95, p < .001, ηp² = .21. Thus, in line with our second
hypothesis, automation level affected the trustworthiness of ACCs.
2.3.3.3. Acceptability
A two-way mixed ANOVA was conducted on acceptability with goal similarity and
automation level as factors.
Goal similarity. Results revealed a main effect of goal similarity, F(1, 59) = 11.60, p
< .01, ηp² = .16. Participants rated ACCs as more acceptable in the shared driving goals
condition (M = 0.58, SD = 0.74) than in the unshared driving goals condition (M = -0.10, SD
= 0.80). All other effects of goal similarity were ns. (all F’s < 1). Thus, in line with our first
hypothesis, goal similarity increased acceptability of ACCs.
Automation level. Mauchly’s test indicated that the assumption of sphericity had been
violated (χ2(2) = 14.24, p < .01), therefore degrees of freedom were corrected using
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Greenhouse-Geisser estimates of sphericity (ε = 0.82). Results revealed a main effect of
automation level F(1.64, 3.13) = 5.01, p < .05, ηp² = .08. Planned contrast analyses showed
that, participants rated ACCinfo+action as more acceptable (M = 0.41, SD = 1.03) than ACCaction
(M = 0.01, SD = 1.10), F(1, 59) = 17.56, p < .001, ηp² = .23. Furthermore, participants rated
ACCaction as more acceptable than ACCinfo (M = 0.01, SD = 1.10), F(1, 59) = 3.63, p < .05 (1tailed), ηp² = .06. All other effects were ns. Thus, in line with our second hypothesis,
participant accepted an ACC that took over driving tasks while providing information more
than an ACC that took over driving tasks without providing information.
2.3.3.4. Mediation analyses
Goal similarity. A mediation analysis (following the steps of Baron & Kenny, 1986,
see also Preacher & Hayes, 2008) was conducted to reveal the direct (path c) and indirect
effects (path a & b) of goal similarity on acceptability of ACCs. A Sobel test (Sobel, 1982)
showed that the indirect effect was significant (Sobel z = 1.79, p = .037 (1-tailed)). The
initial effect of driving goals on acceptability (path c) becomes less strong after controlling
for trustworthiness (path c’, see Figure 2.8.), which shows that trustworthiness mediates the
initial effect.

Figure 2.8. Mediation analysis depicting the coefficients (Bs) of the direct (path c) and
indirect (path a & b) effects of shared driving goal on acceptability of ACCs. Although the
direct effect (path c) is significant, this effect decreases after adding trustworthiness as a
mediator (path c’). * p < .05, ** p < .001.
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Automation level. Because automation level was a within-subject factor, we tested our
mediation hypothesis for automation level by conducting a mediation analysis on the two
automation level conditions that differed the most: ACCinfo+action and ACCaction. For this
purpose, we ran a series of Linear Mixed Models, following the procedure of Baron and
Kenny (1986), complemented with a Sobel test. This mediation analysis revealed the direct
(path c) and indirect effects (path a & b) of automation level on acceptability of ACCs. A
initial effect of automation level on acceptability (path c) becomes less strong after
controlling for trustworthiness (path c’, see Figure 2.9.), which shows that trustworthiness
mediates the initial effect.

Figure 2.9. Mediation analysis depicting the coefficients (Bs) of the direct (path c) and
indirect (path a & b) effects of automation level on acceptability of ACCs. Although the
direct effect (path c) is significant, this effect decreases after adding trustworthiness as a
mediator (path c’). ** p < .05, *** p < .001.
2.3.4. Discussion
Study 2 replicated and expanded the findings of Study 1. Again, our results showed
that goal similarity increased both trustworthiness and acceptability of ACCs. Furthermore,
higher levels of automation lead to less trustworthiness and acceptability. Importantly, results
of Study 2 suggest that we can rule out the alternative explanation of the results of Study 1.
That is, even when we did not include safety in the driving goals, we found similar results as
we did previously. Furthermore, we found similar results on acceptability, using a more
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widely used measure. This study thus replicates the previous findings with an improved
measure of acceptability and an improved manipulation of goal similarity.
2.4.1. Study 3.
The results of both Study 1 and Study 2 suggested that goal similarity might increase
trust in a specific smart system. In both studies, the goals were connected to the smart system
itself. However, does goal similarity also increase trust when connected to the interface of
smart systems? That is, it might have been difficult for participants to imagine that a
technological system really would have goals, although the programmer who made the
technology could implement certain goals in the technology. It might be more imaginable for
technology to share goals with a user when that technology is more human-like. Therefore,
we tested whether shared goals also increases trust in an agent.
Such an agent could be presented as the one driving the smart car, instead of some
complex system (such as ACC). The agent could furthermore represent a collection of
technologies, and this representation can share goals with the user. Moreover, people are used
to drivers controlling the car, and not automation technology. By using an agent, we blur the
boundaries between technology and human, enabling the representation of the technology to
become more natural for the user. Finally, by using a human shape to represent the
technology, we can use a wider variety of measures to measure trust. Our first hypothesis was
that goal similarity would increase trust in an agent. (H1) Furthermore, because we used an
agent in this study, actual similarity could also increase perceived similarity. Our second
hypothesis was that participants would perceive more similarity with an agent, when its goals
are similar to theirs (H2). Our third hypothesis was that this perceived similarity would be
predictive of trust measures (H3).
2.4.2. Method
2.4.2.1. Participants and design
One hundred participants (48 women and 52 men; age M = 22.6 years, SD = 5.8)
were randomly assigned to one of the conditions of a single factor (goal similarity: shared vs.
unshared driving goals) between subjects factor. The experiment lasted for approximately 30
minutes, for which participants were paid €5 plus their bonus earned in the investment game
and route planner game they played (see dependent measures).
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2.4.2.2. Materials
Agent. We used one male character from the Vizard Complete Characters HD library
(see appendix A.3) as our agent. The agent blinked its eyes at a natural rate, and did not
speak, nor move (except for eye blinking). The agent was called Tom, and he will be referred
by this name in the remainder of this Chapter.
Driving clips. Seven short clips were recorded from the car driving simulator game
a driving scenario in which a car approached a hazard was shown from the perspective of the
driver’s seat. No visible body of the driver was visible, but Tom was shown on the
dashboard, and participants were told that Tom was driving the car. Each clip ended just
before the driver reached the hazard, to keep participants uncertain about the outcome of that
driving scenario. Hazards included: (1) a slalom, (2) a stop sign, (3) a red traffic light, (4) a
tree on the road, (5) a crossing pedestrian, (6) a corner, and (7) braking cars on highway. See
Appendix B.2.3. for more information regarding these driving clips. All clips included sound
of the engine.
2.4.2.3. Dependent measures
Trust was measured with one direct measure and three indirect measures. All Likert
scale items consisted of a seven-point scale (1 = totally disagree, 7 = totally agree).
Responses to all dependent measures were coded such that higher scores reflected a higher
value of the measure.
Indirect measures of trust. In this experiment, we measured trust indirectly with three
different measures. Trust was measured indirectly with the investment game (Berg, Dickhaut,
& McCabe, 1995). At the beginning of this game, both the participant and agent Tom were
given 10 credits. First, the participant had to choose how many credits to give to Tom. Then,
Tom would decide how many credits to give back to the participant. Only credits given by
the participant to Tom would be tripled. Therefore, the more credits the participant would
give to Tom, the more credits there would be to divide. However, by giving more credits to
Tom, the participant also risked getting fewer credits back than their initial amount.
Therefore, the indirect measure of trust in this game is the amount of credits given to Tom.
To keep the situation uncertain, the amount of credits Tom decided to give to the participant
was only revealed at the very end of the complete experiment.
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City Car Driving, while one of the experimenters was manually driving the car. In each clip,
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Trust was also measured indirectly with a route planner game (De Vries, 2004) in
which the rules were similar to those in the investment game. At the beginning of the route
planner game, participants received 20 credits. Agent Tom represented a navigation system,
and participants could use the help of Tom to plan 10 routes that differed in length and
difficulty. For each route, the participant had two choices: either let Tom plan the route for
them, or not. If the participant chose to accept Tom to plan the route for them, they lost two
credits. If the participant chose to reject Tom to plan the route for them, they lost one credit.
Accepting Tom’s help was thus the more risky option. In both cases, participants did not have
to plan a route themselves. Feedback on Tom’s performance in this game was given at the
very end of the experiment. If any of the routes planned by Tom happened to be the fastest
route (ostensibly after checking with a database of fast routes), participants would get four
credits back for that route. Because staking 1 extra credit could lead to a gain of four credits,
every route given to Tom could lead to a potential gain of three credits (like in the investment
game). The amount of times participants accepted Tom’s help in planning the route is the
indirect measure of trust in this game. The more routes participants let Tom plan for them,
the more they indicated that they trusted him.
After finishing each game, we asked how many credits participants expected to gain
from their choice with the question “How many credits do you expect to get from the game
you’ve just played?” We reasoned that higher trust in Tom should be reflected in expecting
more credits back.
Trust was also measured indirectly with a driving clips task (see Appendix B.2.3.). In
this task, participants were presented with the seven driving clips described previously. The
driving clips were presented in a random order, and participants were instructed to press the
spacebar when they felt the need to regain control over the car while watching the driving
clip. Pressing the spacebar did not end the movie, but only signaled the desire of taking back
control. We reasoned that the more participants trusted Tom, the less they would press the
spacebar. So the amount of times the spacebar was pressed was a negative indication of
indirect trust: the more participants pressed the spacebar, the less they trusted Tom.
After each clip, participants completed several questions about that clip. If they had
pressed the spacebar, they were asked for their reason. Furthermore, participants completed
five Likert type questions. Two of these asked how certain they were that either they
themselves or Tom could finish the scenario displayed in the clip positively. The other three
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were about how common, difficult, and risky they experienced the scenario displayed in the
clip.
Direct measure of trust. Trust in Tom was measured directly by a questionnaire (Jian,
Bisantz, & Drury, 2000) with twelve Likert scale items. Answers to these questions were
averaged to form a reliable measure of trust (α = .90).
Perceived similarity. Participants’ perceived similarity to Tom was measured with the
used by Farmer, McKay, and Tsakiris (2014) for measuring perceived similarity. In this
scale, one circle represented the participant; a second circle represented Tom. We used two
instances of this scale to measure perceived similarity. In the first instance, participants were
presented with seven pairs of overlapping circles ranging from no overlap to almost complete
overlap. Participants were instructed to choose the pair of overlapping circles that best
illustrated their perceived similarity to Tom. In the second instance, participants were
presented with two separate circles, and were instructed to move the left circle (representing
them) as close to the right circle (representing Tom) as they pleased, creating as much (or
little) overlap as desired to indicate their perceived similarity to Tom. Responses were
standardized and averaged to compute a reliable measure of perceived similarity (r = .87).
Liking. Liking of Tom was measured by a questionnaire (Guadagno & Cialdini, 2002)
with thirteen Likert scale items. Sample items included “Tom is likable” and “Tom is
friendly”. Answers were averaged to form a reliable measure of liking (α = .88).
First impression. Participants’ first impression of Tom was measured with five
separate Likert scale questions. Participants were asked indicate how masculine, likable,
trustworthy, healthy, and attractive he looked. Furthermore, we asked participants to indicate
how old the agent looked like (in years). We reasoned that when participants have more trust
in an agent, they should perceive them as less risky and more competent than when they do
not trust an agent that much. Therefore, we also measured perceived risk and perceived
competence of Tom.
Perceived risk. Risk of Tom was measured by a questionnaire with five Likert scale
items. Sample items included “Giving credits to Tom is risky.” and “The smart choice was to
give Tom as many credits as possible.” Answers to these questions were averaged to form a
reasonably reliable measure of risk (α = .64).
Perceived competence. Competence of Tom was measured with seven Likert scale
questions. Sample items included “I think that Tom can plan routes well.” and “I think that
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Tom is smart.” Answers to these questions were averaged to form a reliable measure of
competence (α = .73). Competence of Tom was also measured by an estimation of its IQ,
with the single item “The average IQ of a human is 100. How high would you estimate the IQ
of Tom?” All 8 items were standardized and averaged to form a reliable measure of
competence (α = .73).
Explicit self-esteem. Explicit self-esteem was measured using the Rosenberg SelfEsteem Scale (Rosenberg, 1965) with ten Likert scale items. Answers to these items were
averaged to form a reliable measure of explicit self-esteem (α = .73).
Implicit self-esteem. Implicit self-esteem was measured using the self-esteem SingleTarget Implicit Association Test (ST-IAT; Bluemke & Friese, 2008). In this test, participants
had to categorize self-relevant (the words me, my, myself, and their own first and last name),
positive, and negative words as either positive or negative. In one block, self-relevant and
positive targets shared the same response key; in another block, self-relevant and negative
targets shared the same response key. Reaction times shorter in the self+positive block than
in the self+negative block indicate positive implicit self-esteem. The bigger the difference,
the higher the implicit self-esteem.
2.4.2.4. Procedure
Participants were welcomed and individually seated in a separate cubicle in front of a
computer. First, Tom was introduced on the computer screen and participants were asked to
indicate their first impression of Tom. Next, participants played the investment game and
then the route planner game with Tom. After completing both games, participants completed
the trust, liking, perceived similarity, perceived risk, perceived competence, explicit selfesteem, and implicit self-esteem measures. Subsequently, participants completed the driving
clips task. Finally, participants were paid, debriefed, and thanked for their participation.
2.4.3. Results
2.4.3.1. First impression
To test whether participants’ first impression of Tom did not differ in both conditions,
multiple independent-samples t-test were conducted to compare the answers to the first
impression questions in both conditions. All effects were non-significant (all t’s < 1.10, all
p’s > 0.27). These results suggest that participants’ first impression of Tom did not differ
between conditions.
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2.4.3.2. Effect of goal similarity
To test our first hypothesis, separate one-way ANOVA’s were conducted with goal
similarity as the independent variable, and the direct and indirect measures of trust as the
dependent variables. In line with our hypothesis, participants trusted Tom more with the route
planner game in the shared driving goals condition (M = 6.61, SD = 2.39), than in the
ηp² = .03. All other main and interaction effects were non-significant (all F’s < 1.72, all p’s >
.193).
To test our second hypothesis, a one-way ANOVA was conducted with goal
similarity as the independent variable and perceived similarity as the dependent variable. In
line with our hypothesis, participants rated Tom more similar in the shared driving goals
condition (M = 0.17, SD = 1.03) than in the unshared driving goals condition (M = -0.17, SD
= 0.87), F(1, 96) = 3.35, p = .035 (1-tailed), ηp² = .03.
To further explore the effect goals similarity on our dependent measures, separate
one-way ANOVA’s were conducted with goal similarity as the independent variable and
liking, risk, expected credits, uncertainty, and competence as the dependent variables.
Participants displayed less uncertainty during the route planner game in the shared driving
goals condition (M = 4.59, SD = 0.78) than in the unshared driving goals condition (M = 4.59,
SD = 0.78), F (1, 96) = 2.72, p = .052 (1-tailed), ηp² = .03. All other effects were nonsignificant (all F’s < 2.99, all p’s > .087).
2.4.3.3. Effect of perceived similarity.
To test our third hypothesis, we conducted separate simple regression analyses with
perceived similarity as the predictor variable and trust, liking, competence, and risk as
criterion variables. Results show that perceived similarity positively predicted trust (F(1, 98)
= 10.04, p < .001, ß = .305), liking (F(1, 98) = 12.42, p < .001, ß = 0.335), and competence
(F(1, 98) = 10.04, p < .001, ß = .305), and negatively predicted risk (F(1, 98) = 2.06, p = .058
(1-tailed), ß = -.158). The more participants perceived Tom to be similar to them, the more
they rated him as trustworthy, likeable, and competent, and the less risky they rated him. This
pattern is in line with our third hypothesis. We should note however that trust, liking,
competence, and risk are significantly correlated with each other (see Table 2.1.).
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unshared driving goals condition (M = 5.90, SD = 1.67), F(1, 96) = 2.74, p = .05 (1-tailed),
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Trust

Liking

Risk

Competence

Trust
Liking

.76**

Risk

-.47**

-.32**

Competence

.65**

.66**

-.32**

Table 2.1. Intercorrelations of the trust, liking, risk, and competence questionnaires.
* p < .05, ** p < .01.
2.4.4. Conclusion
In Study 3, we investigated whether goal similarity could increase trust in an agent.
Participants interacted with an agent that either shared their driving goals, or did not share
their driving goals. Trust was measured with one direct and three indirect measures. Our
hypotheses were that goal similarity would increase trust in an agent and also increase
similarity feelings about the agent. Results partly confirmed these hypotheses.
Our first hypothesis was partly confirmed. On the direct trust measure, goal similarity
did not increase trust. However, goal similarity did increase trust on one of the indirect
measures. Participants were willing to let the agent plan more routes for them when he shared
their driving goals than when he did not. Our second hypothesis was confirmed. Participants
perceived Tom to be more similar to them when he shared their driving goals than when he
did not share their driving goals. Our third hypothesis was also confirmed. When participants
perceived Tom to be more similar to them, they judged him as more trustworthy, likeable,
competent, and as less risky.
2.5. General discussion
In sum, in three experimental studies, we tested whether goal similarity could increase
trust. In Study 1 and 2, results suggested participants trusted a specific system more when it
shared their goals than when it did not. Furthermore, the results of Study 3 suggested that
participants also trusted an agent more when that agent shared their goals than when he did
not. Collectively, these studies are in line with our hypothesis that goal similarity can
increase trust. However, there are some limitations in our studies that warrant discussion.
2.5.1. Limitations and future work
A limitation in all three experimental studies is that participants were only given the
perception of goal similarity. Goals were not connected to any functional differences in the
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ACC system or the agent. That is, participants were given cues that might indicate the
performance of the ACC system or the agent, but participants did not experience any direct
evidence of this performance. So the perception of shared goals was solely based on the
information participants received, and not on first-hand experience with the system or the
agent. However, when applying these findings in practice, we would expect that, to find
similar positive results of shared goals in the long term, the experience with the ACC system
system or agent contradicts their presumed goals, we expect that the perception of shared
goals will be weakened, or nullified.
Another limitation in all three experimental studies is that we only measured shortterm effect of goal similarity. That is, we did not test what happens when the goals of the
participant would change over time. A smart car should be able to cope with changing
driving goals of the human driver. When a human driver encounters an accident on the road
for example, the driving goal of safety would get a higher priority. A smart car could respond
to this change of goal by providing options to the user to change the ‘goal mode’ of the
system. If the smart car could adapt to the changing goals of the user while driving,
acceptance of the system should be enhanced. On a related note, experience with the smart
car in a certain ‘goal mode’ could also change the goals of the user. A smart car could
suggest a certain goal to be adopted by the user and when the experience with the smart
system was positive, the goal could also become more positive for the user.
Although the results of Study 1 and 2 showed that ACCs that took over driving tasks
and provided information were judged more trustworthy and acceptable than ACCs that took
over driving tasks without providing information, one could argue that when information was
provided, trustworthiness was no longer an issue. As we see it, smart systems (like ACCs)
create a situation of uncertainty and risk: smart systems that take over tasks do not work
perfectly accurately and can also make errors. Increasing trustworthiness by sharing the goals
of the user is one way to reduce uncertainty and risk. Giving information is another way to
reduce uncertainty and risk. Users do not have to rely on trust cues as much when using smart
systems anymore if accurate and complete information is provided by the smart systems.
Regarding our conclusion that providing information is beneficial for judgments of
trustworthiness and acceptability of smart systems, we think that providing information is
necessary in the early stages of smart system usage. When users have enough experience with
a system, providing information becomes less relevant to maintain trust and acceptance and
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or agent should be congruent with the perception of shared goals. If the behavior of the ACC
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could be experienced as annoying. However, we think that by offering the option to receive
information from a smart system, even after a lot of experience, users’ feelings of control will
increase. Thereby, the user will be able to monitor the ‘inner workings’ of the system so that
the user can predict behavior of the system. This increase in feelings of control will specially
be relevant for smart systems with a high automation level.
A caveat in Study 1 and 2 was that participants only read descriptions of smart
systems and based their judgments of the trustworthiness and acceptability of the smart
systems solely on that information. It could be difficult to make accurate impressions of a
smart system without having any experience with the system. Therefore, future research
could extend the current finding that descriptions of smart systems can change
trustworthiness and acceptability of these systems by investigating how actual experience
with smart systems that, for example, do or do not share user goals, influence issues like
trustworthiness and acceptability. Also, future research could investigate the behavioral
expression of trust and acceptability by measuring users’ responses to an ACC system in a
driving simulator. Such a study could assess whether increased trustworthiness and/or
acceptability will increase actual use of ACCs.
Furthermore, in the current studies, we mainly used undergraduate students who do
not have a lot of driving experience. Less experienced drivers will probably differ in
judgments of trustworthiness and acceptability of a new automation technology in a car than
more experienced drivers. Especially driving experience with ACC or other automation
technologies will probably have an effect on users’ trust and acceptance in new automotive
technologies. Future research could explore the effect of driving experience on users’ trust
and acceptance of automation technologies in cars more thoroughly.
In our current studies, we only focused on whether or not a smart system or an agent
shared the driving goals of the user or not. A suggestion for future research is to explore
whether it matters which specific driving goal is most important for the user. We think that it
matters whether users either have safety or comfort as their most important goal and whether
or not a smart system shares these goals. A system that violates the safety goal would
probably be seen as more negative than a system that violates the comfort goal, regardless of
the ranking of the participant. Future research should look further into this issue.
Although our studies were exploratory in nature, we had expected an interaction
between shared goals and automation level in Study 1 and 2 supposing that shared values
would not make much of a difference for smart systems that only provide information. Users
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might be able to simply ignore information they do not like, or shut off the system (meaning
that the automation technology is not accepted). Furthermore, malfunctioning of an
informational system would not result in a severe safety risk. However, when actual action is
taken over by the automation technology, the driving goals of the system might become more
important because the user cannot ignore the system anymore (however, they could shut if
off). We argued that when users would have to give up control, they would only be more
goal. However, no interaction effects were found. A suggestion for further research is to
explore this possible interaction more closely. As new automation technologies in cars take
over more and more control, more insight in the role of information on the effect of shared
goals on trust could prove useful for the actual implementation of these systems.
2.5.2. Implementation of results
When applying the findings in practice, our results suggest that acceptability of smart
cars could be increased before human drivers even experience that smart car. Goal similarity
might function as a trust cue on which human drivers could partly base their trust in the
absence of other information (such as first-hand experience) regarding the trustworthiness of
the smart car. For optimal acceptability of a smart car, the car should both provide
information and share values with the user.
2.5.3. Conclusion
In conclusion, these studies suggested that cognitive similarity increased trust in a
smart system and trust in an agent. We provided evidence supporting the media equation
hypothesis (Reeves & Nass, 1996), showing that just as goal similarity increases trust in
humans, it also increases trust in automation technology and an agent. Finally, we provided
further evidence that trust is important for the acceptability of smart systems. The current
research opens new research possibilities: it shows that determinants of trustworthiness and
acceptability of smart systems can be studied and might be comparable, to a certain extent, to
the determinants of trust that humans have in other humans. Thereby, we started to explore
the factors that contribute to people’s decision to sit back and relax when their car itself takes
over driving. The current research emphasizes the importance of user goals and automation
level for people’s judgments of trustworthiness and acceptability of a smart car.
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willing to give up control to automation technology when that technology shared their driving
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3.1. Introduction
Smart cars have the potential to increase safety and decrease congestion and fuel
consumption. However, their potential can only be fully realized when human drivers trust
automation technology enough to be willing to transfer (partial) control of driving to that
technology. This trust can either be based on experience with the technology (calculative
trust), or be based on the relation between the user and the technology (relational trust). The
more complex automation technology becomes, the more difficult it will be for human
drivers to understand the inner workings of the technology based on experience and therefore
more difficult for them to predict how the technology will behave. When complete
understanding of automation technology is difficult, trust can also be based on trust cues that
heuristically reduce effort by simplifying the process of assessing trust (Earle, 2010). In this
Chapter, we focus on increasing trust in an agent, which might be used to increase trust in
smart cars. Because people respond similarly to technology as they respond to humans,
people might use similar trust cues to heuristically assess trust in an agent as they do to assess
trust in a human. Similarity has been shown to be an important trust cue to assess trust in
humans. In this Chapter, we focus on behavioral similarity as a trust cue for agents.
3.1.1. The chameleon effect
Mimicry is one form of behavioral similarity that has been shown to increase trust and
liking in humans. In human-human interactions, humans mimic each other unconsciously on
a variety of behaviors including tone of voice (Neumann & Strack, 2000), facial expressions
(Hsee, Hatfield, Carlson, & Chemtob, 1990), mood (Neumann & Strack, 2000), and physical
mannerisms (Chartrand & Bargh, 1999). Mimicry has been shown to enhance liking and
strengthen bonds between people, even between strangers (Chartrand & Bargh, 1999, study
2). This effect has been coined ‘the chameleon effect’, and is seen as the social glue that
binds people together and creates harmonious relationships (Lakin, Jefferis, Cheng, &
Chartrand, 2003). More specifically, mimicry has been shown to increase trust and
cooperation in a deal making situation (Maddux, Mullen, & Galinsky, 2008). So mimicry
between humans increases reciprocal liking and trust. Could mimicry also increase trust in an
agent?
Research on the media equation hypothesis (Reeves & Nass, 1996) suggested that
people might respond to agents in the same way as they respond to other humans. Several
experiments suggested that humans respond socially to computers, comparable to how
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humans respond socially to other humans (Reeves & Nass, 1996). For instance, people
simply like a person more when that person is from the same group (minimal group
paradigm; Tajfel, 1970; see also, e.g. Turner, Brown, & Tajfel, 1979). In an experiment
where participants interacted with a computer that was presented as a team member or a nonteam member, the team member computer was seen as more similar to them and was rated as
friendlier than the non-team member computer (Nass, Fogg, & Moon, 1996). Thus,
participants socially respond to an artificial non-human team member, comparable to how
they respond to a human team member. Collectively, these studies suggested that although
people are aware that computers are different from humans, they still respond similarly to
both (Nass & Moon, 2000).

In line with the media equation hypothesis, earlier research has shown that mimicry
also increases liking of agents (Bailenson & Yee, 2005). In that study, an agent delivered a
persuasive message while either mimicking the head movements of the current participant, or
using the recorded head movements of the previous participant (thus not mimicking the
current participant). Both liking and persuasiveness of the agent were measured. When their
head movements were mimicked, participants rated the agent as more persuasive and more
likeable than when their head movements were not mimicked (Bailenson & Yee, 2005).
These results support what they coined the digital chameleon effect: the chameleon effect for
agents.
3.1.3. The current research
In the current research, we investigated whether participants would not only like such
digital chameleons, but also trust them. As argued, trust is crucial for the acceptance of
automation technology. In the current research, we used agents as representations of
automation technology and in three experimental studies we tested whether those agents can
use mimicry to increase trust. Just as mimicry influences the trust people have in other
humans, our general expectation was that mimicry would also influence the trust people have
in agents. The specific form of mimicry used in all studies was mimicry of head orientation.
Our general expectation was that mimicry would increase perceived similarity and therefore
trust. We tested this expectation in three experimental studies.
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3.2.1. Study 1
In the first study, participants interacted with two agents that either both mimicked the
head movements of the participant, or not. Our first hypothesis was that perceived similarity
would be positively related to measures of trust (H1). Our second hypothesis was that
mimicry would increase trust (H2). More specifically, our third hypothesis was that mimicry
would increase trust by increasing perceived similarity (H3). That is, we expected that
participants would trust a mimicking agent more, because it is more similar to them.
Furthermore, we expected that this mediating effect of perceived similarity would be more
pronounced for people with high self-esteem than for people with relatively low self-esteem.
Therefore, our fourth hypothesis was that mimicry would increase perceived similarity, and
the higher the self-esteem, the stronger the effect of this increased perceived similarity on
trust (H4). We expected that the effect of perceived similarity on trust would be most
pronounced for participants with more positive self-esteem.
3.2.2. Methods
3.2.2.1. Participants and design
Forty participants were randomly assigned to the conditions of a single factor
(mimicry: mimicked vs. non-mimicked) between subjects design. The experiment lasted
approximately 30 minutes, for which participants were paid €5 plus their bonus earned by
playing the investment game and route planner game. One participant scored as an outlier
(using the 1.5 * Inter Quartile Range rule, Tukey, 1977) on both indirect measures of trust,
and was therefore excluded from data analysis, leaving a sample size of 39 (16 women and
23 men, average age = 22.0 years, SD = 2.4).
3.2.2.2. Materials & equipment
Tracking. An Ascension Flock of Birds™ 6DOF magnetic-field sensor was attached
to a cap for tracking head orientation of participants. While wearing this cap, participants
could freely move their head during the experiment. The sensor provided head orientation
data: the yaw, pitch, and roll of participants’ heads (see Figure 3.1). The head orientation data
was used for mimicking (see below) and was recorded to be used in the non-mimicked
condition.
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Figure 3.1. Depiction of yaw, pitch, and roll, which are the rotation on the green, blue, and
red arrows respectively. These arrows are depicted on the left side.
Agents. Two male agents (see Appendix A) were used to play the investment game
and route planner game with (see dependent measures). Two agents were used so that the
investment game agent was different from the route planner game agent, and experience with
the one would not affect reactions to the other. Both agents were from the Vizard Complete
Character set (see Appendix A.2). The order of the two agents was counterbalanced between
participants. For one half of the participants, the investment game agent was the left agent of
Appendix A and the route planner game agent the right one; for the other half, vice versa. In
a pretest, we measured the likeability and trustworthiness of both agents. Results suggested
that the agents did not differ in how likeable and trustworthy they were perceived. Each agent
spoke with a different synthetic Dutch voice and blinked its eyes at a natural rate. While
speaking, it moved its lips in synch with the speech. Other than the head movements, eye
blinking, and lip movements, each agent did not move. The investment game agent was
called Jeroen and the route planner game agent was called Max. These names will be used in
the remainder of this Chapter to refer to these agents.
Agent’s head movements. In the mimicked condition, both Jeroen and Max mimicked
the head orientation of the participant, with a delay of 4 seconds (in line with Bailenson &
Yee, 2005). Head movements were mirror mimicked, so that when a participant turned
his/her head to the left, Jeroen and Max would turn their head to their right (like your own
mirror image would do). In the non-mimicked condition, they mimicked the head orientation
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of the previous participant, using the recorded head orientation of that participant (in line
with Bailenson & Yee, 2005).
3.2.2.3. Dependent measures.
To test participants’ trust in the agents, we used two indirect measures of trust. These
measures involved real monetary stakes in the form of credits. Every credit participants had
left at the end of the complete experiment was worth €0.05. Although the exact monetary
value of a credit was only revealed to the participants at the end of the experiment, they were
informed that they were playing with real money, because the credits they would have left at
the end of the experiment would determine their monetary bonus.
Indirect measures of trust. In this experiment, we measured trust indirectly with two
different measures. Trust was measured indirectly with the investment game (Berg, Dickhaut,
& McCabe, 1995). At the beginning of this game, both the participant and agent Jeroen were
given 10 credits. First, the participant had to choose how many credits to give to Jeroen.
Then, Jeroen would decide how many credits to give back to the participant. Only credits
given by the participant to Jeroen would be tripled. Therefore, the more credits the participant
would give to Jeroen, the more credits there would be to divide. However, by giving more
credits to Jeroen, the participant also risked getting fewer credits back than their initial
amount. Therefore, the indirect measure of trust in this game is the amount of credits given to
Jeroen. To keep the situation uncertain, the amount of credits Jeroen decided to give to the
participant was only revealed at the very end of the complete experiment.
Trust was also measured indirectly with a route planner game (De Vries, 2004) in
which the rules were similar to those in the investment game. At the beginning of the route
planner game, participants received 20 credits. Agent Max represented a navigation system,
and participants could use the help of Max to plan 10 routes that differed in length and
difficulty. For each route, the participant had two choices: either let Max plan the route for
them, or not. If the participant chose to accept Max to plan the route for them, they lost two
credits. If the participant chose to reject Max to plan the route for them, they lost one credit.
Accepting Max’s help was thus the more risky option. In both cases, participants did not have
to plan a route themselves. Feedback on Max’s performance in this game was given at the
very end of the experiment. If any of the routes planned by Max happened to be the fastest
route (ostensibly after checking with a database of fast routes), participants would get four
credits back for that route. Because staking 1 extra credit could lead to a gain of four credits,
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every route given to Max could lead to a potential gain of three credits (like in the investment
game). The amount of times participants accepted Max’s help in planning the route is the
indirect measure of trust in this game. The more routes participants let Max plan for them, the
more they indicated that they trusted him.
After finishing each indirect measures of trust, we asked how many credits
participants expected to gain from their choice with the question “How many credits do you
expect to get from the game you’ve just played?” We reasoned that higher trust in Jeroen &
Max should be reflected in expecting more credits back.
Direct measure of trust. For both Jeroen and Max, trust was measured directly by a
questionnaire (Jian, Bisantz, & Drury, 2000) with twelve questions with a seven-point Likert
scale (1 = “totally disagree”, 7 = “totally agree”). Answers to these questions were averaged
trust.
Perceived similarity. Participants’ perceived similarity to both Jeroen and Max was
measured with the Inclusion of the Other in the Self scale (Aron, Aron, & Smollan, 1992).
This scale was also used by Farmer, McKay, and Tsakiris (2014) for measuring perceived
similarity. In this scale, one circle represented the participant; a second circle represented
Jeroen/Max. We used two instances of this scale to measure perceived similarity. In the first
instance, participants were presented with seven pairs of overlapping circles ranging from no
overlap to almost complete overlap. Participants were instructed to choose the pair of
overlapping circles that best illustrated their perceived similarity to Jeroen/Max. In the
second instance, participants were presented with two separate circles, and were instructed to
move the left circle (representing them) as close to the right circle (representing Jeroen/Max)
as they pleased, creating as much (or little) overlap as desired to indicate their perceived
similarity to Jeroen/Max. Responses were standardized and averaged to compute a reliable
measure of perceived similarity (rJeroen = .89; rMax = .93).
We reasoned that the more participants trusted the agent, the more competent and the
less risky they would perceive him. Therefore, we also measured perceived risk and
competence of both agents.
Perceived competence. Perceived competence of Jeroen was measured with three
items (e.g. “I think Jeroen is intelligent.”) with a seven-point Likert scale (1 = “totally
disagree”, 7 = “totally agree”). Perceived competence of Max was measured with seven items
(e.g. “Max can plan routes well.”). One extra indication of competence in the form of IQ was
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measured with the single item “The average IQ of a human is 100. How high would you
estimate the IQ of Jeroen/Max?” Answers to these answers were standardized and averaged
to form a reliable measure of perceived competence (αJeroen = .62; αMax = .70). Responses
were coded such that higher scores indicate more competence.
Perceived risk. Perceived risk of Jeroen and Max was measured by a questionnaire
with five items (e.g. “I think the choice to give (Jeroen credits/Max routes) was risky.”) with
a seven-point Likert scale (1 = “totally disagree”, 7 = “totally agree”). Answers to these
questions were averaged to form a measure of perceived risk. However, these questions
appeared only to be reliable for Max (αJeroen = .57; αMax = .73). Responses were coded such
that higher scores indicate more risk.
Liking. As in Bailenson and Yee (2005), liking of Jeroen and Max was measured on
13 different dimensions using the partner ratings items of Guadagno and Cialdini (2002).
These dimensions were: approachable, confident, likable, interesting, friendly, sincere, warm,
competent, informed, credible, modest, honest, and trustworthy. Liking was measured on a
seven-point Likert scale (1 = “totally disagree”, 7 = “totally agree”). Answers were averaged
to form a reliable measure of liking (αJeroen = .88, αMax = .83). Higher scores indicate more
liking.
Explicit self-esteem. Explicit self-esteem was measured using the Rosenberg SelfEsteem Scale (Rosenberg, 1965). This scale has 10 four-point Likert scale items, ranging
from ‘strongly agree’ to ‘strongly disagree’. Answers to these items were averaged to form a
reliable measure of explicit self-esteem (α: .87). Higher scores indicate more explicit selfesteem.
Implicit self-esteem. Implicit self-esteem was measured using the self-esteem SingleTarget Implicit Association Test (ST-IAT; Bluemke & Friese, 2008). In this ST-IAT,
participants had to categorize self-relevant (the words me, my, myself, and their own first and
last name), positive, and negative words as either positive or negative. In one block, selfrelevant and positive targets shared the same response key; in another block, self-relevant and
negative targets shared the same response key. When response latencies are faster when
categorizing self-relevant words with positive targets than with negative targets, we assume a
positive self-esteem. The bigger the difference in latencies is, the higher the self-esteem
3.2.2.4. Procedure
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Participants were recruited using the JF Schouten participant database of Eindhoven
University of Technology. When participants entered the lab individually, they were seated in
front of a television screen (at approximately 2 meters distance from a 47” Samsung Full HD
TV) and were instructed to put on a cap equipped with the tracking sensor. The cover story
for this cap was that it was needed for the agent to know that someone was sitting in front of
the TV. Next, Jeroen appeared on the screen and verbally explained the rules of the
investment game (this explanation lasted 102 seconds). During this explanation, Jeroen either
mimicked the participant or not, depending on condition. After finishing the investment
game, participants were asked to complete the direct measure of trust and the liking, expected
credits, perceived similarity, perceived risk, perceived competence, and IQ measures for
Jeroen. After completing those measures, participants were taken to another room for a few
were put on the cap. Max appeared on the right part of screen and verbally instructed them
how to play the route planner game, which was displayed on the left side of the screen.
During this instruction and while playing the game, Max either mimicked the participants or
not, depending on condition. After finishing the route planner game, participants were asked
to complete the direct measure of trust and the liking, expected credits, perceived similarity,
perceived risk, perceived competence, and IQ measures for Max. Next, explicit and implicit
self-esteem were measured. Participants were informed of how many credits Jeroen decided
to give back to them (if any), and how many routes planned by Max (if any) were the fastest.
Lastly, participants were debriefed, paid (based on their monetary bonus), and thanked for
their participation.
3.2.3. Results
3.2.3.1. Investment game agent: Jeroen
Effect of agent. To rule out that participants responded differently towards the two
different agents used in the investment game, a one-way MANOVA was conducted with
agent as the independent variable and investment game decision, trust, and liking as
dependent variables. No significant effects were revealed (all p’s > .250). Therefore, we
conclude that participants responded similarly to both agents in the investment game.
Effect of perceived similarity. To test our first hypothesis, we conducted separate
simple regression analyses with perceived similarity as the predictor variable and trust,
liking, competence, and risk as criterion variables. Results show that perceived similarity
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positively predicted trust (F(1, 38) = 7.30, p = .010, ß = .401) and liking (F(1, 38) = 11.49, p
= .002, ß = .482), but not risk or competence (both F’s < 0.180). The more participants
perceived Jeroen to be similar to them, the more they rated him as trustworthy and likeable.
This pattern is in line with our first hypothesis. We should note however that trust was
significantly correlated with liking and risk (see Table 3.1.).
Trust

Liking

Risk

Competence

Trust
Liking

.72**

Risk

-.38**

-.03

Competence

.24

.18

.02

Table 3.1. Intercorrelations of the trust, liking, risk, and competence questionnaires.
* p < .05, ** p < .01.
Effect of mimicry. To test our second hypothesis, two one-way ANOVA’s were
conducted with mimicry as the independent variable and the indirect and direct measures of
trust as dependent variables. The main effects of mimicry on both the indirect as the direct
measures of trust were non-significant (all p’s > .370). These results did not support our
second hypothesis. That is, results did not suggest that participants trusted Jeroen more when
he mimicked them than when he did not mimic them.
To test our third hypothesis, an independent-samples t-test was conducted to compare
perceived similarity in the mimicked and the non-mimicked condition. Results show that
participants did not perceive Jeroen to be more similar in the mimicked condition (M = 0.24,
SD = 0.95) than in the non-mimicked condition (M = -0.18, SD = 0.97), t(37) = 1.35, p =
.184, d = 0.44. This result suggests that our mimicry manipulation was not successful in
increasing perceived similarity, and is thereby not in line with our third hypothesis. Because
the mimicry manipulation did neither increase trust, nor perceived similarity, our fourth
hypothesis is not supported by our data.
To further explore the effects of mimicry, separate one-way ANOVA’s were
conducted with mimicry as the independent variable and expected credits, perceived risk,
perceived competence, and IQ as dependent measures. Only a main effect of mimicry on IQ
was revealed, F(1, 38) = 5.89, p = .020, ηp² = .14. Participants rated the IQ of the agent in the
mimicked condition to be lower (M = 98.00, SE = 3.65) than in the non-mimicked condition
(M =110.68, SE = 3.74). All other effects were non-significant (all p’s > .208).
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3.2.3.2. Route planner game agent: Max
Effect of agent. To rule out that participants responded differently towards the two
different agents used in the route planner game, a one-way MANOVA was conducted with
agent as independent variable and route planner decision, trust, and liking as dependent
variables. No significant effects were revealed (all p’s > .301). Therefore, we conclude that
participants responded similarly to both agents in the route planner game.
Effect of perceived similarity. To test our first hypothesis, we conducted separate
simple regression analyses with perceived similarity as the predictor variable and trust,
liking, competence, and risk as criterion variables. Results show that perceived similarity
positively predicted trust (F(1, 38) = 14.69, p < .001, ß = .528) and liking (F(1, 38) = 12.89, p
competence (F = 0.373). The more participants perceived Max to be similar to them, the
more they rated him as trustworthy and likeable, and the less risky they rated him. This
pattern is in line with our first hypothesis. We should note however that trust and liking are
significantly correlated with each other (see Table 3.2.).
Trust

Liking

Risk

Competence

Trust
Liking

.75**

Risk

-.28

-.21

Competence

.13

.00

-.24

Table 3.2. Intercorrelations of the trust, liking, risk, and competence questionnaires.
* p < .05, ** p < .01.
Effect of mimicry. To test our second hypothesis, two one-way ANOVA’s were
conducted with mimicry as the independent variable and the direct and indirect measures of
trust as dependent variables. In line with our hypothesis, results revealed a marginally
significant main effect of mimicry on the indirect measures of trust, F(1,37) = 2.48, p = .062
(1-tailed), ηp² = .06. Participants let Max plan more routes for them in the mimicked
condition (M = 5.26, SD = 1.85) than in the non-mimicked condition (M = 4.25, SD = 2.15).
The main effect of mimicry on trust was significant, F(1,37) = 3.14, p = .043 (1-tailed), ηp² =
.08. Participants trusted Max more in the mimicked condition (M = 4.43, SD = 0.77) than in
63	
  
	
  

Chapter 3

= .001, ß = .503), and negatively predicted risk (F(1, 38) = 8.74, p = .005, ß = -.432) , but not
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the non-mimicked condition (M = 3.99, SD = 0.78). These results support our second
hypothesis. That is, mimicry increased trust in Max.
To test our third hypothesis, an independent-samples t-test was conducted to compare
perceived similarity in the mimicked and the non-mimicked condition. Results show that
participants did not perceive Max to be more similar in the mimicked condition (M = 0.27,
SD = 1.16) than in the non-mimicked condition (M = -0.21, SD = 0.72), t(37) = 1.56, p = .064
(1-tailed), d = 0.51. Although the difference was in the expected direction, this result suggests
that our mimicry manipulation did not increase perceived similarity of Max, and is thereby
not in line with our third hypothesis.
To further explore the effects of mimicry, separate one-way ANOVA’s were
conducted with mimicry as the independent variable and liking, expected credits, perceived
risk, and perceived competence as dependent measures. A main effect of mimicry on liking
was revealed, F(1, 37) = 5.76, p = .022, ηp² = .14. Participants rated Max as more likeable in
the mimicked condition (M = 4.56, SD = 0.66) than in the non-mimicked condition (M =
4.06, SD = 0.62). Furthermore, a main effect of mimicry on expected credits was revealed,
F(1, 37) = 5.60, p = .023, ηp² = .14. Participants expected to get more credits back from Max
in the mimicked condition (M = 14.44, SD = 02.36) than in the non-mimicked condition (M =
12.60, SD = 2.44). All other effects were non-significant (all p’s > .227). In sum, mimicry
increased liking of Max and participants’ expected credit gain, but mimicry did not affect
perceived risk and competence.
3.2.3.3. Mediation analysis.
To test our fourth hypothesis, a mediation analysis (following the steps of Baron &
Kenny, 1986, see also Preacher & Hayes, 2008) was conducted to reveal the direct (path c)
and indirect effects (path a & b) of mimicry on trust. A Sobel test (Sobel, 1982) showed that
the indirect effect was not significant (Sobel z = 1.27, p = .21). Therefore, the initial effect of
mimicry on trust (path c) is not mediated by perceived similarity (path c’, see Figure 3.2.).
3.2.4. Discussion
In Study 1, we tested whether mimicry could increase trust in an agent. Participants
were presented with two male agents who both either mimicked their head movements, or
mimicked the recorded head movements of the previous participant. Trust was measured with
two indirect measures and one direct measure. Our hypotheses were: perceived similarity is
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related to measures of trust (H1), mimicry increases trust (H2), mimicry would increase trust
by increasing perceived similarity (H3), and this effect would be most pronounced for
participants with a relatively high self-esteem (H4).
Results are in line with H1; for both agents, participants trusted and liked that agent
more when they perceived the agent to be more similar to them. Results only partly supported
H2; for Jeroen (the first agent), mimicry did not increase trust in the agent. Max (the second
agent) however, was trusted more when he mimicked participant’s head movements than
when he did not mimic. This effect could not be explained by appearance of Max, because
the order of the specific agents was counterbalanced within condition groups. However, we
argue that there is one important methodological explanation as to why the results from the
first agent did not support our main hypothesis. That is, the duration of mimicry might have
positive effects, and before deciding in the investment game, participants were exposed to
approximately 102 seconds of mimicry in our experiment. This mimicry duration was
considerately shorter than the 195 seconds in Bailenson and Yee (2005). Thus, our duration
of mimicry could have been below a certain threshold for positive effects to emerge in the
investment game. Both H3 and H4 were not supported by the data.
Other methodological limitations may also have played a role. During data collection,
the experiment leader noticed that quite a few participants were ‘playing’ with the cap, and
eventually noticed that they were being mimicked. Furthermore, both agents copied the head
movements of the participant without limitations. Because the participants were free to move
their body, but the agent could only move his neck, the neck position of the agent was
sometimes unnatural, causing more participants to notice the mimicry. A second study was
conducted to test eliminate these limitations.
3.3.1. Study 2
Study 2 was very similar to Study 1, apart from some important differences. First of
all, we increased the duration of mimicry before measuring trust, to a similar duration as in
Bailenson and Yee (2005). Second, to prevent unnatural neck movements of the agent, the
head orientation that the agent would mimic (in the mimicry condition) was capped at
maximum values. Third, in Study 2, the mimicry took place in an immersive virtual
environment, as in Bailenson and Yee (2005). Because head orientation has to be tracked to
make the virtual environment immersive, we expected that participants would not that easily
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detect mimicry. Fourth, in Study 2, we only used one agent to play both games with, instead
of two agents in Study 1. These changes are detailed in the methods section. Our hypotheses
were the same as in Study 1.
3.3.2. Methods
3.3.2.1. Participants and design
Sixty-seven participants (29 women and 38 men, average age = 23.5 years, SD =
10.50) were randomly assigned to the conditions of a single factor (mimicry: mimicked vs.
non-mimicked) between subjects design. The experiment lasted approximately 30 minutes,
for which participants were paid €5 plus their bonus earned by playing the investment game
and route planner game.
3.3.2.2. Materials and measures
Agent. One male agent (from the Vizard Complete Character set) was used to play the
investment game and route planner game with (see Appendix A.2.). According to a pretest,
the agent looked neutrally likeable and trustworthy. The voice, blinking, and lip movements
of the agent were exactly as described in Study 1. The agent was called David and this name
will be used in the remainder of this Chapter to refer to this agent.
Virtual environment. The virtual environment consisted of a rectangular table, a chair,
and a screen. The table and chair were modeled after the actual table and chair in the lab. The
screen was used to present participants with all the instructions and measures in the virtual
environment. The screen was positioned 2 meters in front of the participant, 1.70 m high.
During the whole experiment, David was seated in the chair. During the route planner game,
the chair was turned so that David faced the screen. During the rest of the experiment, David
was positioned opposite of the participant, facing him/her. The rest of the virtual environment
was black, to not stimulate participants to look around during the experiment, and thus not
paying attention to David in front of them.
Head Mounted Display (HMD) and tracking. To show the virtual environment and
the agent to the participant, we used an nVisor SX111 HMD, which has two separate LCD
screens in front of both participants’ eyes for stereoscopic viewing of the virtual
environment. The HMD has a wide field-of-view (111 degrees) featuring dual SXGA (1280 x
1024 pixels). Head movements were tracked using a PhaseSpace IMPULSE Motion Capture
System, which consisted of 8 linear detector based cameras (3600 x 3600 resolution at 480
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Hz). The orientation of participants’ heads was measured with 5 active LED markers. The
orientation data was used for mimicking (see below) and was recorded to be used in the non-

Chapter 3

mimicked condition. See Figure 3.3 for an overview of the experimental setup.

Figure 3.3. Overview of the experimental set-up of Study 2.
Agent’s head movements. In the mimicked condition, while facing the participant,
David mimicked the head orientation of the participant (yaw, pitch, and roll), with a delay of
4 seconds (in line with Bailenson & Yee, 2005). Head orientations were mirror mimicked, so
that when a participant turned his head to the left, David turned his head to his right (like
your own mirror image would do). During the route planner game (see below), David faced
the screen in the virtual environment on which the route planner game was presented. While
facing the screen, David mimicked the looking behavior of the participant with a delay of 1
second, to give the impression that David shared the gazing behavior of the participant. In the
non-mimicked condition, he mimicked the head orientation of the previous participant (in
line with Bailenson & Yee, 2005). In both conditions, the values of the yaw, pitch, and roll
were capped to absolute 30 degrees in order to prevent unnatural head movements for David.
The value of 30 degrees was chosen based on the angle at which David’s chin intersected
with its chest. For all neck movements, 30 degrees rotation was not too large to create a
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visual distortion of the neck of David, and is well within in the limits of the flexibility of a
human neck (e.g. see Medlej, 2014).
Adaptive Cruise Control (ACC) story. Participants were presented with a story about
ACC, in which the technology is explained and positive and negative aspects were
highlighted. This story lasted for 204 seconds, which is similar to the story used in Bailenson
and Yee (2005), which lasted 195 seconds. The sole purpose of this story was to provide a
baseline time of mimicry for every participant in the mimicry condition.
3.3.2.3. Dependent measures.
To test our hypotheses, we included the same dependent measures as described in
Study 1 to measure trust (indirectly with the investment game and route planner game, and
directly with a questionnaire, α: .89), liking (α: .85), perceived similarity (r = .85), explicit
self-esteem (α: .88), implicit self-esteem, expected credits, perceived risk (α: .38), and
perceived competence (α: .73).
3.3.2.4. Procedure
Participants were recruited using the JF Schouten participant database of Eindhoven
University of Technology. When participants entered the lab individually, they were seated in
a chair in the middle of our lab. The experimenter then equipped the participant with the
HMD, and further instructions were provided by text on the virtual screen, and by the agent.
First, David appeared and told the ACC story. Then, participants answered some questions
about the story, unrelated to the hypotheses. Next, participants played the investment game
and the route planner game with David. The order of both games was counterbalanced for
every participant in each experimental condition. While delivering the ACC story and during
the instruction of the games, David mimicked the head movements or gazing direction of the
participant. After finishing both games, participants could take off the HMD and continue the
rest of the experiment on a laptop, placed on a table in the same room. Then, participants
completed the trust, liking, similarity, perceived risk, perceived competence, and IQ
measures for David. Next, explicit and implicit self-esteem were measured. Then, if any
amount of routes were given to David to plan, results of those routes were shown. Next,
participants were shown the amount of credits they had left after playing the investment game
and route planner game, which determined their bonus pay for the experiment. Lastly,
participants were debriefed, paid, and thanked for their participation.
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3.3.3. Results
3.3.3.1. Mimicry detection
We checked whether or not participants detected the mimicry manipulation. Out of
the 34 participants in the mimicry condition, five participants indicated more or less that the
agent was mimicking their head movements. None of these five participants were aware of
the specific research question, as none of them linked the mimicry manipulation to trust.
3.3.3.2. Effect of perceived similarity
To test our first hypothesis, we conducted separate simple regression analyses with
perceived similarity as the predictor variable and trust, liking, competence, and risk as
= 23.70, p < .001, ß = .517), liking (F(1, 65) = 27.04, p < .001, ß = .542), and competence
(F(1, 65) = 8.79, p = .004, ß = .345), and negatively predicted risk (F(1, 65) = 2.72, p = .052
(1-tailed) , ß = -0.200). The more participants perceived David to be similar to them, the
more they rated him as trustworthy, likeable, and competent, and the less risky they rated
him. This pattern is in line with our first hypothesis. We should note however that trust is
significantly correlated with liking and competence, and liking is significantly correlated with
risk and competence (see Table 3.3.).
Trust

Liking

Risk

Competence

Trust
Liking

.53**

Risk

.02

.25*

Competence

.44**

.59**

-.02

Table 3.3. Intercorrelations of the trust, liking, risk, and competence questionnaires.
* p < .05, ** p < .01.
3.3.3.3. Effect of mimicry
To test our second hypothesis, separate one-way ANOVA’s were conducted with
mimicry as the independent variable and the indirect and direct measures of trust as
dependent variables. All main effects of mimicry were non-significant (all p’s > .338). These
results did not support our second hypothesis. That is, results did not suggest that participants
trusted David more when he mimicked them than when he did not.
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Chapter 3

To test our third hypothesis, an independent-samples t-test was conducted to compare
perceived similarity in the mimicked and the non-mimicked condition. Results show that
participants did not perceive David to be more similar in the mimicked condition (M = 0.18,
SD = 1.01) than in the non-mimicked condition (M = -0.19, SD = 0.88), t(65) = 1.58, p = .059
(1-tailed), d = 0.39. Although the difference was in the expected direction, this result suggests
that our mimicry manipulation did not increase perceived similarity of David, and is thereby
not in line with our third hypothesis. Furthermore, because mimicry did not increase trust, the
results did not support our fourth hypothesis.
To further explore the effects of mimicry, separate one-way ANOVA’s were
conducted with mimicry as the independent variable and liking, perceived risk, and perceived
competence as dependent measures. All main effects of mimicry were non-significant (all p’s
> .818). Thus, mimicry did not affect liking, perceived risk, or perceived competence.
3.3.4. Discussion
In Study 2, we aimed to replicate the findings of Study 1, while eliminating some
limitations. In Study 2, participants interacted with either a mimicking or a non-mimicking
agent in an immersive virtual environment. Trust was measured with two indirect measures
and one direct measure. Our hypotheses were: perceived similarity would be related to
measures of trust (H1), mimicry would increase trust (H2), by increasing perceived similarity
(H3), and this effect would be most pronounced for participants with a relatively high selfesteem (H4). Results only supported H1; participants trusted David agent more when they
perceived him to be more similar to them. Contrary to Study 1, results of Study 2 did not
support our other hypotheses. That is, mimicry did neither increase trust, nor perceived
similarity. We therefore did not replicate our findings regarding the effect of mimicry of
Study 1.
One explanation for the lack of effects of our mimicry manipulation in Study 2 could
be the lack of eye contact. That is, because the eyes were fixed in the head of David, when he
mimicked the participant with a delay of four seconds, there was not necessarily eye contact.
This was reflected in the responses of 12 participants who indicated that they rated David
more negatively because he did not maintain eye contact with them. For human-human
interactions, eye contact is important in signaling turn taking (Kleinke, 1986), attention
(Senju & Hasegawa, 2005), and trust (Bayliss & Tipper, 2006). Because eye contact might be
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an important ingredient in building trust while mimicking, we ran an experimental study to
explore the effects of eye contact in a mimicry situation.
3.4.1. Study 3
Because we made various changes to Study 2 compared to Study 1, it is difficult to
pinpoint the exact reason why we failed to replicate our main findings regarding the mimicry
effects of Study 1. In Study 3, we decided to more closely replicate Study 1, with some
minimal improvements and the addition of eye contact. That is, we still capped the head
orientations of the agent to prevent unnatural head orientations (like we did in Study 2).
Furthermore, we kept the procedure of having a minimal exposure to mimicry before
measuring trust (like we did in Study 2). Our hypotheses regarding mimicry were the same as
contact would lead to more trust. Furthermore, although we did not have a specific
hypothesis regarding the combination of mimicry and eye contact, we tentatively expected
that eye contact would enhance the positive effects of mimicry on trust and liking.
3.4.2. Method
3.4.2.1. Participants and design
Seventy-one participants (44 women and 27 men, average age = 23.5 years, SD =
10.50) were randomly assigned to the conditions of a two factors mixed design with mimicry
(mimicked vs. non-mimicked) as a between subject variable, and eye contact (much vs. little)
as a within subject variable. The experiment lasted approximately 45 minutes, for which
participants were paid €7.50 plus their bonus earned by playing the investment game and
route planner game.
3.4.2.2. Materials and equipment
Tracking. For the tracking of the orientation of the participants’ head, we used two
caps equipped with one of two 6 DOF magnetic-field sensors. One sensor was an Ascension
Flock of Birds™ and the other sensor was an Ascension Trakstar™. While wearing the cap,
participants could freely move their head while the sensor on top of the cap measured their
head orientation. Head orientation data was used for mimicry in the mimicked condition and
was recorded to be used in the non-mimicked condition.
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Agents. Because we manipulated eye contact within participants, we used two male
agents from the Vizard Complete Character HD set (see Figure 3.4). Unlike the agents used
in Study 1 and Study 2, these agents had eyes that could move independently from the head.
One agent held much eye contact (75% of the time in the high eye contact condition), while
the other held little eye contact (25% of the time in the low eye contact condition) with the
participant. According to a pretest, these values resulted in much and little experienced eye
contact. Depending on condition, both agents either mimicked the current participant as in
Study 2 (with capped values), or did not mimic. Unlike our previous studies, the agents did
not speak. All the instructions previously spoken by the agents were now replaced by textual
instructions. Aside from the head movements, eye movements, and blinking, both agents did
not move. According to a pretest, the agents looked equally likeable and trustworthy. The
specific agent with whom participants played the investment game and route planner game
with was counterbalanced within mimicry conditions. The investment game agent was
always called Bart and the route planner agent was always called Mark.

Figure 3.4. The two agents that we used in Study 3.
Adaptive Cruise Control (ACC) story. We used the same story about ACC as we used
in Study 2, to provide a baseline time of mimicry. However, in this study, the story was told
by a female Dutch artificial voice, to make sure that participants did not link the voice telling
the story to Bart. While the story was playing, Bart was visible, but did not move its lips
(unlike in Study 2).
Driving clips. Seven short clips were recorded from the car driving simulator game
City Car Driving, while one of the experimenters was manually driving the car. In each clip,
a driving scenario was shown from the driver’s seat, in which a car approached a risky
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obstacle. No driver was visible, but Mark was shown on the virtual dashboard, and
participants were told that Mark was driving the car. Each clip ended just before the driver
reached a risky hazard, to keep participants uncertain about the outcome of that scenario. All
clips included sound of the engine, and movement of the steering wheel.
3.4.2.3. Dependent measures
We included the same dependent measures as described in Study 1 to measure trust
(indirectly with the investment game and route planner game, and directly with a
questionnaire, αBart: .92, αMark: .91), liking (αBart: .89, αMark: .88), perceived similarity (rBart:
.92, rMark: .92), explicit self-esteem (α: .88), implicit self-esteem, expected credits, perceived
risk (αBart: .68, αMark: .91), and perceived competence (αBart: .89, for Mark, the competence
First impression. Participants’ first impression of Bart and Mark was measured with
five separate Likert scale items. Participants were asked indicate how masculine, likable,
trustworthy, healthy, and attractive they looked. Furthermore, we asked participants to
indicate how old Bart and Mark looked like (in years). The main reason for including these
first impression questions was to see whether both agents were perceived similarly.
Driving task. The driving task was an additional indirect measure of trust. In this task,
participants were presented with the seven driving clips described previously. The driving
clips were presented in a random order, and participants were instructed to press the spacebar
when they felt the need to regain control over the car while watching the driving clip.
Pressing the spacebar did not end the movie, but only signaled the desire of taking back
control. We reasoned that the more participants trusted Mark, the less they would press the
spacebar. So the frequency of pressing the spacebar was a negative indication of indirect
trust.
After each clip, participants completed several questions about that clip. If they had
pressed the spacebar, they were asked for their reason. Furthermore, participants completed
five Likert type items. Two of these asked how certain they were that either they themselves
or Mark could finish the scenario displayed in the clip positively. The other three were about
how common, difficult, and risky they experienced the scenario displayed in the clip.
Amount of eye contact. We measured the amount of eye contact participants
experienced with six items (e.g. “The agent did not look at me much.”) with a seven-point
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Likert scale (1 = “totally disagree”, 7 = “totally agree”). Answers to these questions were
averaged to form a reliable measure of amount of eye contact (αBart: .83, αMark: .77).
Quality of eye contact. We measured the quality of eye contact participants
experienced with five items. Four of these items consisted of the anthropomorphism subscale
of the Godspeed questionnaire (Bartneck, Kulic, Croft, & Zoghbi, 2009), except the
conscious/unconscious distinction item. These items were phrased as “I think the eye
movements of the agent were fake/natural, machinelike/humanlike, artificial/lifelike,
rigid/elegant”. The fifth, more general, question was: “The eye contact behavior of the agent
was natural.” Answers to these questions were averaged to form a reliable measure of quality
of eye contact (αBart: .83, αMark: .93).
3.4.2.4. Procedure
Participants were recruited using the JF Schouten participant database of Eindhoven
University of Technology. When participants entered the lab individually, they were seated in
one of two cubicles, in front of a television screen. The experimenter then equipped the
participant with the cap, and further instructions were provided by text on the screen. The
cover story for the cap was that we would be measuring their head movements to measure
how comfortable they were to work with agents. To make the cover story more believable,
we asked some comfort related questions three times over the course of the experiment.
These questions were unrelated to any hypotheses, and were therefore not included in any
analyses. First, Bart appeared and participants were told that they would listen to the ACC
story together. Then, participants answered some questions about the story, unrelated to our
hypotheses. Next, participants played the investment game with Bart. After finishing the
investment game, participants were asked to complete the direct measure of trust and the
liking, perceived similarity, perceived risk, and perceived competence for Bart. Next,
participants were introduced to Mark and received instructions on how to play the route
planner game with him. After finishing this game, participants were asked to complete the
direct measure of trust and the liking, perceived similarity, perceived risk, and perceived
competence measures for Mark. Both Bart and Mark either mimicked the participant or not,
depending on condition. Either Bart maintained much eye contact with the participant and
Mark a little, or vice versa. The order of which agent was Bart or Mark was counterbalanced
within the between subject condition. After completing the measures of Mark, participants
completed the driving task with Mark. Then, participants were asked to indicate which of the
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two avatars looked at them more. This question served as a manipulation check. Next,
explicit and implicit self-esteem were measured. The session was ended with some general
questions, asking for age, gender, the purpose of the study, and whether or not the participant
possessed a driving license. Lastly, participants were debriefed, paid, and thanked for their
participation.
3.4.3. Results
3.4.3.1. Mimicry detection
We checked whether or not participants detected the mimicry manipulation. Out of
the 35 participants in the mimicry condition, 10 participants indicated more or less that the
agent was mimicking them. Out of these 10 participants, four were aware of the specific
outcomes of the analyses, so they were included in all of the reported analyses.
3.4.3.2. Investment game agent: Bart
Effect of agent. To test whether the first impression of both agents was different,
separate one-way ANOVA’s were conducted with agent as the independent variable and the
trust and liking first impression questions as dependent measures. Results revealed a main
effect of agent on the trust impression question, F(1,69) = 7.77, p = .007, ηp² = .10. The right
agent in Figure 3.4 was trusted more (M = 4.82, SD = 1.00) than the left agent (M = 4.11, SD
= 1.15). Furthermore, results revealed a main effect of agent on the liking impression
question, F(1,69) = 11.72, p = .001, ηp² = .15. The right agent in Figure 3.4 was liked more
(M = 5.03, SD = 0.87) than the left agent (M = 4.22, SD = 1.06).
To rule out that participants responded differently towards the two different agents
used in the investment game, a one-way MANOVA was conducted with agent as the
independent variable and investment game decision, trust, and liking as dependent variables.
Results revealed a marginal significant main effect of agent on liking, F(1, 69) = 3.15, p =
.080, ηp² = .04. The rightmost agent in Figure 3.4 was liked a more (M = 4.37, SD = 0.77)
than the leftmost agent (M =4.05, SD = 0.78). All other effects were non-significant (all p’s >
.344). Therefore, we conclude that participants rated both agents differently at first
impression, and later on, they still liked the right agent more than the left agent.
Eye contact manipulation check. Two independent-samples t-tests were conducted to
compare the amount and quality of eye contact participants experienced with Bart when he
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maintained much versus little eye contact. Results suggested that participants neither
experienced more (t(69) = 0.55, p = .582) nor better eye contact with Bart (t(69) = 0.05, p =
.962) when he maintained much versus little eye contact. These results suggest that our eye
contact manipulation was not successful in increasing experienced amount and quality of eye
contact with Bart.
Effect of perceived similarity. To test our first hypothesis, we conducted separate
simple regression analyses with perceived similarity as the predictor variable and trust,
liking, and risk as criterion variables. Results show that perceived similarity positively
predicted trust (F(1, 69) = 35.60, p < .001, ß = .583) and liking (F(1, 69) = 53.21, p < .001, ß
= .660), and negatively predicted risk (F(1, 69) = 24.89, p < .001, ß = -.515). The more
participants perceived Bart to be similar to them, the more they rated him as trustworthy,
likeable, and competent, and the less risky they rated him. This pattern is in line with our first
hypothesis. We should note however that trust, liking, and risk are significantly correlated
with each other (see Table 3.4).
Trust

Liking

Risk

Trust
Liking

.72**

Risk

-.59**

-.44**

Table 3.4. Intercorrelations of the trust, liking, and risk questionnaires.
* p < .05, ** p < .01.
Effect of mimicry. To test our second hypothesis, two one-way ANOVA’s were
conducted with mimicry as the independent variable and investment game decision and trust
as dependent variables. Results revealed no significant main effects of mimicry (all p’s >
.266). These results did not support our second hypothesis. That is, results did not suggest
that participants trusted Bart more when he mimicked them than when he did not mimic.
To test our third hypothesis, an independent-samples t-test was conducted to compare
perceived similarity in the mimicked and the non-mimicked condition. Results showed that
participants did not perceive Bart to be more similar to them in the mimicked condition (M =
-0.10, SD = 0.87) than in the non-mimicked condition (M = 0.10, SD = 1.08), t(69) = 0.86, p
= .393. This result suggests that our mimicry manipulation did not increase perceived
similarity, and is thereby did not support our third hypothesis and thereby also not our fourth
hypothesis. To further explore the effect of mimicry, separate one-way ANOVA’s were
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conducted with mimicry as the independent variable and liking, expected credits, perceived
risk, and perceived competence as dependent measures. Results did not reveal any significant
main effects of mimicry on these variables (all F’s < 1.33, all p’s > .253).
Effect of eye contact. To test our fifth hypothesis, two one-way ANOVA’s were
conducted with eye contact as the independent variable and investment game decision and
trust as dependent variables. Contrary to our hypothesis, when Bart made much eye contact
with the participant, he was trusted less (M = 3.86, SD = 0.81) than when he made little eye
contact with the participant (M = 4.37, SD = 0.87), F(1, 69) = 6.24, p = .014, ηp² = .09. The
main effect of eye contact on the investment game decision was not significant, F(1, 69) =
0.21, p = .649, ηp² = .00. These results did not support our hypothesis regarding eye contact,

3.4.3.3. Route planner game agent: Mark
Effect of agent. To test whether the first impression of both agents was different,
separate one-way ANOVA’s were conducted with agent as the independent variable and the
trust and liking first impression questions as dependent measures. Results revealed a main
effect of agent on the trust impression question, F(1,69) = 5.64, p = .020, ηp² = .08. The right
agent in Figure 3.4 was trusted more (M = 4.81, SD = 1.13) than the left agent (M = 4.21, SD
= 1.01). Furthermore, results revealed a main effect of agent on the liking impression
question, F(1,69) = 10.48, p = .002, ηp² = .13. The right agent in Figure 3.4 was liked more
(M = 5.14, SD = 1.00) than the left agent (M = 4.24, SD = 1.33).
To rule out that participants responded differently towards the two different agents
used in the route planner game, a one-way MANOVA was conducted with agent as the
independent variable and route planner game decision, trust, and liking as dependent
variables. Results revealed no significant effects of agent on these variables (all F’s < 1.28,
all p’s > .263). Therefore, we conclude that although participants rated both agents differently
at first impression, later on, they rated them as similarly likeable and trustworthy.
Eye contact manipulation check. Two independent-samples t-tests were conducted to
compare the amount and quality of eye contact participants experienced with Mark when he
maintained much versus little eye contact. Results suggested that participants neither
experienced more (t(69) = 0.81, p = .424) nor better eye contact with Mark (t(69) = 0.10, p =
.921) when he maintained much versus little eye contact. These results suggest that our eye
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contact manipulation was not successful in increasing experienced amount and quality of eye
contact with Mark.
Effect of perceived similarity. To test our first hypothesis, we conducted separate
simple regression analyses with perceived similarity as the predictor variable and trust,
liking, and risk as criterion variables. Results show that perceived similarity positively
predicted trust (F(1, 69) = 22.24, p < .001, ß = .494) and liking (F(1, 69) = 33.05, p < .001, ß
= .569), and negatively predicted risk (F(1, 69) = 8.35, p = .005, ß = -.329). The more
participants perceived Mark to be similar to them, the more they rated him as trustworthy,
likeable, and competent, and the less risky they rated him. This pattern is in line with our first
hypothesis. We should note however that trust, liking, and risk are significantly correlated
with each other (see Table 3.5).
Trust

Liking

Risk

Trust
Liking

.76**

Risk

-.56**

-.36**

Table 3.5. Intercorrelations of the trust, liking, and risk questionnaires.
* p < .05, ** p < .01.
Effect of mimicry. To test our second hypothesis, a one-way MANOVA was
conducted with mimicry as the independent variable and route planner game decision and
trust as dependent variables. Results revealed no significant multivariate effect of mimicry,
F(3,67) = 0.278, p = .841, ηp² = .01. All main effects of mimicry were non-significant (all F’s
< 0.761, all p’s > .386). These results did not support our second hypothesis. That is, results
did not suggest that participants trusted Mark more when he mimicked them than when he
did not mimic.
To test our third hypothesis, separate one-way ANOVA’s were conducted with
mimicry as the independent variable and expected credits, perceived similarity, perceived
risk, and IQ as dependent measures. Results did not reveal any significant main effects of
mimicry on these variables (all F’s < 0.260, all p’s > .611). These results did not support our
third hypothesis: mimicry did not increase perceived similarity. Therefore, our fourth
hypothesis was also not supported by these results.
Effect of eye contact. To test our fifth hypothesis, two one-way ANOVA’s were
conducted with eye contact as the independent variable and route planner game decision and
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trust as dependent variables. The main effect of eye contact on trust was significant, F(1, 69)
= 4.60, p = .035, ηp² = .06. Participants trusted Mark more when he made much eye contact
(M = 4.56, SD = 0.81) than when Mark made little eye contact with them (M = 4.14, SD =
0.84). All other effects were non-significant (all F’s < 1.95, all p’s > .168). These results
support our fifth hypothesis: participants trusted Mark more when he made much eye contact
than when he made little eye contact with them.
3.4.4. Discussion
In Study 3, we tried to replicate the findings of Study 1, while implementing some
improvements. In this study, participants interacted with two either mimicking or nonmimicking agents. One agent made much eye contact with the participant; the other agent
would be trusted and liked more than a non-mimicking agent. Furthermore, we expected that
mimicry would result in more perceived similarity with the agents. We also expected that
more eye contact would result in more trust. Results only partly support these hypotheses.
For Bart, we did not replicate the main findings of Study 1. Although we found that
perceived similarity was positively correlated with trust related measures, results of Study 3
do not support the hypothesis that mimicry increases trust. Furthermore, we failed to find
support for the hypothesis that mimicry increases perceived similarity. In contrary to our
expectations, more eye contact resulted in less trust of Bart. Although our manipulation was
not successful in increasing perceived similarity, more perceived similarity with Bart was
correlated with liking and trust related measures.
For Mark, we also did not replicate the main findings of Study 1. Although we found
that perceived similarity was positively correlated with trust related measures, results of
Study 3 do not support the hypothesis that mimicry increases trust. Furthermore, we failed to
find support for the hypothesis that mimicry increases perceived similarity. In line with our
hypothesis, and contrary to the effect of eye contact for Bart, more eye contact resulted in
more trust in Mark.
Conclusively, mimicry did not affect trust, and eye contact had a positive effect on
Mark, but a negative effect on Bart. In hindsight, we can explain the difference in effect of
eye contact by difference in the nature of the interaction. Participants listened to a story
together with Bart, who was displayed on the television screen. Because participants were
listening to a story, they had all the time to look at Bart (there was nothing else to look at on
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the screen) and therefore scrutinize his eye contact behavior more. Noticing that Bart was
looking at them 75% of the time (in the much eye contact condition) could be a little on the
high side, given that participants tended to look at Bart during the whole story. With Mark,
the interaction was different. Participants played the route planner game with Mark, which
was also presented on the television screen. Therefore, participants might have spent less
time scrutinizing Mark’s eye contact behavior because they had other things to look at and to
focus on. Much eye contact could have positive effects on trust judgments, but too much eye
contact could result in negative effects on trust. Furthermore, it is difficult to model natural
eye contact behavior of humans in an agent, and if participants focus too much on the eyes,
then they might notice that it is not completely natural. A suggestion for future research
would be to investigate the effects of eye contact in a setting in which the agent is not the sole
focus of attention. Furthermore, the eye contact algorithm should be further improved to
more closely match that of real humans.
3.5. General discussion
In three experimental studies, we examined the effect of mimicry on trust in an agent.
To investigate this question, participants played an investment game and a route planner
game with two agents that either mimicked their head movements, or did not. Nonmimicking agents moved their head using the recorded head movements of the previous
participant. Our general hypotheses were that mimicry would increase trust and perceived
similarity. All three studies support the idea that perceived similarity is positively related to
trust related measures. However, although Study 1 provided some support for the idea that
mimicry increases trust and perceived similarity, the results of Study 2 and 3 did not support
these hypotheses. So collectively, these three studies did not provide solid support for the
digital chameleon effect. There are some limitations in the experimental setup of these
studies that warrant further attention.
3.5.1. Limitations and future work
First, in all three studies we used a very specific form of mimicry, namely the
mimicry of head orientation. This procedure was based on Bailenson and Yee (2005). There
are some important differences between our studies and their study. Most importantly, in
Study 1 and 2 we used artificial voices, whereas in Bailenson and Yee (2005) prerecorded
human voices were used. And although in Study 3 we removed the artificial voice to prevent
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negative effects of it being artificial, we failed to find positive effects of mimicry in that
study as well. Another important difference was that our agents were not gender matched.
While in Bailenson and Yee (2005) female participants were presented with a female agent
(with a female voice) and male participants with a male agent (with a male voice), all
participants in our studies were presented with a male agent. It could be that mimicry has
more positive effects when performed by a gender matched other. Future research should
further investigate the gender effect of agents on the digital chameleon effect.
Second, the face area of the agent was important in our studies regarding mimicry.
That is, we manipulated whether the head orientation matched that of the participant, and in
Study 3, we manipulated the amount of eye contact the agent made with the participant. Since
humans are social beings, the face is an important area of other humans to focus on. Humans
McDermott, & Chun, 1997), and quickly form impressions based on a face (Willis &
Todorov, 2006). We argue that with agents, the face and eye behavior should be modeled as
close to humanlike as possible, because participants will quite easily detect any deviation
from natural human movements. Therefore, we suppose that the algorithm we used for head
orientation mimicry and eye contact behavior might have deviated too much from real human
behavior to find a consistent effect. Future research involving agents should focus more on
mimicry using other body parts (or the whole body), such as mimicry of gestures (e.g. Luo,
Ng-Thow-Hing, & Heff, 2013) or postures (Hasler, Hirschberger, Shani-Sherman, &
Friedman, 2014). As agents become more advanced and more capable of mimicking a wider
variety of human behavior, future research could also test the effect of other types of mimicry
by agents. These could include mimicking the voice (Neumann & Strack, 2000), the facial
expressions (Hsee, Hatfield, Carlson, & Chemtob, 1990), and even the mood of the user
(Neumann & Strack, 2000). We would expect similar effects of these types of mimicry by
agents. That is, we do not suggest that mimicking head movements uniquely increases liking
and trust of agents. Furthermore, we do not expect that the positive effects of mimicry only
occur in an automotive context. Mimicry has been shown to have positive effects in a wide
variety of human-human interaction settings.
Third, as suggested by Bailenson and Yee (2005), mimicry algorithms should be
developed to more closely resemble the quality of real human mimicry. That is, the mimicry
algorithm we used in our studies resulted in participants being mimicked precisely after a
delay of 4 seconds, and every rotation of the head was mimicked. The algorithm therefore
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resulted in consistent but rather rigid mimicry. When humans mimic each other, mimicry is
more flexible. That is, human mimicry behavior varies in what is mimicked and to what
extend (and can change over time). Future research could focus on improving mimicry
algorithms, to make them model natural mimicry between humans more closely than current
algorithms. Suggestions for improvements include a variable mimicry delay and a variable
mimicry magnitude. That is, we expect that when agents become more flexible in how much
time they wait to mimic a specific movement and in choosing in how far to mimic completely
(or only to a moderate degree), the mimicry of agents could be more natural and humanlike.
Related to improving mimicry quality, mimicry quantity should also be optimized.
That is, research has shown that positive effects not only depend on the ability to mimic, but
also on the ability not to mimic (Kavanagh, Suhler, Churchland, & Winkielman, 2011).
Furthermore, too much mimicry could also result in negative effects (Leander, Chartrand, &
Bargh, 2012). Therefore, an optimal mimicry algorithm should result in neither too much nor
too little mimicry that is qualitatively comparable to humanlike mimicry.
3.5.2. Conclusion
In conclusion, our experimental studies suggest that increasing perceived similarity
could increase trust in an agent. Mimicry and eye contact might help to increase perceived
similarity and trust; however, current algorithms might be too artificial for them to
consistently work for agents. When these algorithms would be further developed to more
closely match real human mimicry and eye contact behavior, they could be useful for
increasing perceived similarity and trust in an agent. Nevertheless, these studies take a first
step in examining the potential of mimicry to make agents inside a self-driving car more
trustworthy. In the future, this mechanism might be used to persuade drivers to give up
control of driving to the virtual driver of their car.
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4.1. Introduction
Smart cars have the potential to increase safety and decrease congestion and fuel
consumption. However, their potential can only be fully realized when human drivers trust
automation technology enough to be willing to transfer (partial) control of driving to that
technology. This trust can either be based on experience with the technology (calculative
trust), or be based on the relation between the user and the technology (relational trust). The
more complex automation technology becomes, the more difficult it will be for human
drivers to understand the inner workings of the technology based on experience and therefore
more difficult for them to predict how the technology will behave. When complete
understanding of automation technology is difficult, trust can also be based on trust cues that
heuristically reduce effort by simplifying the process of assessing trust (Earle, 2010). In this
Chapter, we focus on increasing trust in an agent, which might be used to increase trust in
smart cars. Because people respond similarly to technology as they respond to humans,
people might use similar trust cues to heuristically assess trust in an agent as they do to assess
trust in a human. Similarity has been shown to be an important trust cue to assess trust in
humans. In this Chapter, we focus on appearance as a trust cue for agents.
4.1.1. Facial similarity
Facial similarity is one form of appearance similarity that has been shown to increase
trust in humans. Participants respond more favorably to someone whose face is artificially
morphed to be similar to their own face. For example, in one study, participants were asked
to indicate the attractiveness of a political candidate, and their intention to vote for him, based
on a photo (Bailenson, Garland, Iyengar, & Yee, 2006). Unknowingly, for one half of the
participants the photo was morphed with their own photo to make the candidate facially
similar to them. For the other half of the participants, the photo was not morphed. Results
suggested that facial similarity increased the perceived attractiveness of the political
candidate, and participants' intention to vote for him. However, these positive effects of facial
similarity were only found for male participants. For female participants, the morphed
candidate was rated less positive. Facial similarity has also been shown to increase trust
(DeBruine, 2002). In this experiment, participants were shown a photograph of a person with
whom they played a risky game. The face of the person in this photo was either morphed
with the participant’s (making it look similar to them) or not. Results suggested that
participants trusted the other person more when his/her face resembled their own face than
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when his/her face did not resemble their own face. Collectively, these studies suggested that
facial similarity could increase trust in other humans.
4.1.2. The current research
In the current research, we studied whether facial similarity has an effect on trust in
an agent that could represent the automation technology in a smart car. We used an agent to
study trust in automation technology in cars for several reasons. The first reason was that we
believed an agent could function as a representation of complex automation technology, and
this representation has a familiar human shape. The agent could be seen as the driver of the
car, instead of the complex automation system. Because people are familiar with people
driving cars, but not automation technology driving cars, using an agent could bridge this
unfamiliarity gap. Another reason to use an agent was that social determinants of trust (such
as facial similarity) could be more easily incorporated to increase trust in automation
technology when this technology has a human shape. Based on the literature on the effects of
facial similarity in humans, we provided two hypotheses.
Our first hypothesis was that participants would trust an agent that is facially similar
to them more than one who is facially dissimilar (H1). Because facial similarity has been
facial similarity to increase trust in an agent as well. Our second hypothesis was that the more
effective facial similarity is in increasing perceived similarity with an agent, the more
participants would rate the agent as positive and trustworthy (H2). That is, we expected facial
similarity to increase trust in an agent by increasing perceived similarity. We studied both
hypotheses in two experimental studies.
4.2.1. Study 1
In the first study, we decided to test our hypotheses using a sample consisting of only
men. We decided to do so for two reasons. First, earlier research showed a positive effect of
self-similar faces, but only for men (Bailenson et al., 2006). Women did not rate a selfsimilar candidate more favorably than the non-similar candidate. Second, the software we
used to create a virtual morphed face does not include hair, resulting in a bald face. Because
baldness is more natural for men than for women, women could judge a bald virtual face that
contains part of female faces more negatively. Still, to decrease any potential negative effect
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that baldness could have on trust ratings, the virtual agent was equipped with a virtual
headband.
4.2.2. Method
4.2.2.1. Participants and Design
Forty-nine male participants were assigned to one of the conditions of a single factor
(agent similarity: facially similar vs. facially dissimilar) between subjects design. The
experiment consisted of two sessions. Session 1 lasted approximately 15 minutes and session
2 lasted approximately 60 minutes. If participants completed both sessions, they were paid
€15 plus a bonus they could earn with specific tasks in session 2 of the experiment (the
investment game and the route planner game, see dependent measures). Five participants did
not participate in session 2, leaving a sample size of 44 (mean age = 22.6 years, SD = 6.7) for
data analysis.
4.2.2.2. Materials
Photos. Three photos (a frontal, right profile, and left profile photo) were taken of the
face of each participant. While these photos were taken, participants were instructed to keep a
neutral facial expression, their mouths closed, and their eyes open. If applicable, they were
instructed to take off their glasses, and to prevent their hair from covering parts of their face.
Photos were taken with a Nikon D300 camera, using two C-400 studio lights and reflection
umbrellas to light both sides of the face.
Morphed face. We created a morphed face, by firstly creating a digital face for every
participant. The three photos taken of the participant were flipped 180 degrees vertically,
because people prefer their mirror image to their actual image due to the mere-exposure
effect (Mita, Dermer, & Knight, 1977). We used the Photofit option of FaceGen to create a
digital face of all participants based on their flipped photos. See Figure 4.1 for a sample
digital face of the doctoral candidate. The first step resulted in a collection of digital faces of
all participants.
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Figure 4.1. The face of the doctoral candidate (left) is converted to a digital face (right), by
the placement of feature points (middle).
Secondly, we created a morphed face for all participants, by morphing their digital
face with a default male digital face using the Tween option of FaceGen (see Verberne, Ham,
Midden, & IJsselsteijn, 2014 for a detailed description of this morphing process). This
morphed face contained 50% of the shape and texture of the digital face of the participant,
and 50% of the default male digital face. The morphing percentage was chosen based on the
results of Verosky and Todorov (2010), which suggested that at 50%, the morph (also created
morph. Figure 4.2 depicts the digital face of the doctoral candidate (leftmost face), the default
male face (rightmost face), and the author’s morphed face (middle face).

Figure 4.2. The face of the doctoral candidate (left) is morphed with our default face (right).
The morphed face (middle) consists of 50% of the shape and texture of the left face and 50%
of the right face, and is equipped with a headband.
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Virtual agent. All participants interacted with an agent that had a morphed face (see
Appendix A.2.). For participants in the facially similar agent condition, the morphed face of
the virtual agent was the morphed face of themselves. For participants in the facially
dissimilar agent condition, the morphed face of the virtual agent was the morphed face of
another participant. We used the body of one of the characters from Vizard Complete
Characters set as the body of our virtual agent. The virtual agent spoke with a synthetic Dutch
voice (Acapela group) and blinked its eyes at a natural rate. While speaking, the virtual agent
opened its mouth in synch with the speech. Other than mouth movements and eye blinking,
the virtual agent did not exhibit other movements. The agent was called John, and he will be
referred by this name in the remainder of this Chapter.
4.2.2.3. Dependent Measures
Trust was measured indirectly with two games and directly with a questionnaire. All
Likert scale items consisted of a seven-point scale (1 = totally disagree, 7 = totally agree).
Responses to all dependent measures were coded such that higher scores reflected a higher
value of the measure.
Indirect measures of trust. Trust was measured indirectly with the investment game
Berg, Dickhaut, & McCabe, 1995). Participants and John (their virtual interaction partner)
were both given 10 credits. Participants were asked to choose the amount of credits to give to
John. Every credit given was tripled, and John would then decide how many credits to give
back to the participant. This decision was revealed to the participants at the very end of the
experiment. The number of credits participants decided to give to John was the indirect
measure of trust in this game. The more credits participants gave to John, the more they
indicated that they trusted him.
Trust was also measured indirectly with a route planner game (De Vries, 2004) in
which the rules were similar to those in the investment game. At the beginning of the route
planner game, participants received 20 credits. John represented a navigation system, and
participants could use the help of John to plan 10 routes, which differed in length and
difficulty. For each route, the participant had two choices: either let John plan the route for
them, or not. If the participant chose to accept John to plan the route for them, they lost two
credits. If the participant chose to reject John to plan the route for them, they lost one credit.
Accepting John’s help was thus the more risky option. In both cases, participants did not have
to plan a route themselves. Feedback on John’s performance in this game was given at the
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very end of the experiment. If any of the routes planned by John happened to be the fastest
route (ostensibly after checking with a database of fast routes), participants would get four
credits back for that route. Every route given to John could lead to a potential gain of three
credits (like in the investment game). The amount of routes participants decided to be
planned by John is the indirect measure of trust in this game. The more routes participants let
John plan for them, the more they indicated that they trusted him.
We included two other measures of trust in the investment game and route planner
game. For both games, we asked how many credits participants expected to gain from their
choice with the question “How many credits do you expect to get from the game you’ve just
played?” We reasoned that higher trust in John should also reflect a higher expected gain
from both games. For both games, we also measured their uncertainty. During the investment
game, we recorded how many times participants changed their answer, before submitting
their final answer. During the route planner game, we recorded how many times participants
changed their preference between the options of letting John planning the route or not. We
reasoned that the more they changed their answers, the more uncertain participants were
regarding their choice during these games. We expected that the more participants trusted
John, the less uncertainty they should display during the games.
Participants were told that after the experiment, they would receive a cash monetary reward,
based on the amount of credits they had left (each was worth €0.05). Information about the
resulting credits from the investment game and route planner game was intentionally
provided at the very end of the experiment, keeping participants uncertain about the
trustworthiness of John during the majority of the experiment.
Direct measure of trust. Trust in John was measured directly with a questionnaire
designed to measure trust in automation (Jian, Bisantz, & Drury, 2000), with twelve Likert
scale items. Sample items included “I am confident in John.” and “I can trust John.” Answers
to these questions were averaged to form a reliable measure of trust (α = .93).
Liking. Liking of John was measured by a questionnaire (Guadagno & Cialdini, 2002)
with thirteen Likert scale items. Sample items included “John is likable” and “John is
friendly”. Answers were averaged to form a reliable measure of liking (α = .88).
Perceived similarity. Participants’ perceived similarity to John was measured with the
Inclusion of the Other in the Self scale (Aron, Aron, & Smollan, 1992). This scale was also
used by Farmer, McKay, and Tsakiris (2014) for measuring perceived similarity. In this
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scale, one circle represented the participant; a second circle represented John. We used two
instances of this scale to measure perceived similarity. In the first instance, participants were
presented with seven pairs of overlapping circles ranging from no overlap to almost complete
overlap. Participants were instructed to choose the pair of overlapping circles that best
illustrated their perceived similarity to John. In the second instance, participants were
presented with two separate circles, and were instructed to move the left circle (representing
them) as close to the right circle (representing John) as they pleased, creating as much (or
little) overlap as desired to indicate their perceived similarity to John. Responses were
standardized and averaged to compute a reliable measure of perceived similarity (r = .93).
Awareness check. To check whether participants were aware that John's face was
similar to their own face, we asked two open questions: 1. “Did you notice anything about
John’s face?” 2. “Did John resemble anyone you know? If so, who?” If answers to these
questions included mentioning of their selves, participants were rated as being aware of the
manipulation.
Perceived risk. Perceived risk of John was measured by a questionnaire with five
Likert scale items. Sample items included “Giving credits to John is risky.” and “The smart
choice was to give John as many credits as possible.” Answers to these questions were
averaged to form a reasonably reliable measure of risk (α = .62).
Explicit self-esteem. Explicit self-esteem was measured using the Rosenberg SelfEsteem Scale (Rosenberg, 1965) with ten Likert scale items. Answers to these items were
averaged to form a reliable measure of explicit self-esteem (α: .73).
Implicit self-esteem. Implicit self-esteem was measured using the self-esteem SingleTarget Implicit Association Test (ST-IAT; Bluemke & Friese, 2008). Participants had to
categorize self-relevant (the words me, my, myself, and their own first and last name),
positive, and negative words as either positive or negative. In one block, self-relevant and
positive targets shared the same response key; in another block, self-relevant and negative
targets shared the same response key. Reaction times shorter in the self+positive block than
in the self+negative block indicate positive implicit self-esteem. The bigger the difference,
the higher the implicit self-esteem.
Perceived competence. Perceived competence of John was measured with seven
Likert scale questions. Sample items included “I think that John can plan routes well.” and “I
think that John is smart.” Answers to these questions were averaged to form a reliable
measure of competence (α = .73).
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IQ. We measured participants estimation of John’s IQ. This was a single item with the
question “The average IQ of a human is 100. How high would you estimate the IQ of John?”
4.2.2.4. Procedure
The experiment consisted of two sessions. During session 1, participants entered the
lab and three photos were taken of them. Session 1 concluded with a task that was irrelevant
for the research question, in which they were asked to recognize their own photos amongst
other photos. The sole purpose of this task was to give participants a reason for taking their
photos. During session 2, a few weeks later, participants entered the lab and were seated in a
separate cubicle in front of a computer. During this session, participants interacted with John
with whom they played the investment game and the route planner game. After completing
both games, participants completed the trust, liking, similarity, risk, explicit self-esteem,
implicit self-esteem, competence, and IQ measures. Subsequently, participants completed the
awareness check questions. Finally, participants were paid, debriefed, and thanked for their
participation.
4.2.3. Results
The awareness check indicated that 3 of the 21 participants in the facially similar
agent condition indicated resemblance of John’s face to their own face and 2 of the 23
participants in the facially dissimilar agent condition did. For the analyses in which exclusion
of these participants who were aware of the manipulation altered the results, we report the
results of the analysis including and excluding these participants.
4.2.3.2. Trust
To test our first hypothesis, separate one-way ANOVA’s were conducted with agent
similarity as the independent variable, and the direct and indirect trust measures (investment
game and route planner game) as the dependent variables. All effects were non-significant
(all F’s < 1.72, all p’s > 0.20). Thus our first hypothesis was not supported by these results;
facial similarity did neither increase direct nor indirect trust in an agent.
4.2.3.3. Perceived similarity
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To test whether facial similarity increased perceived similarity (first part of our
second hypothesis), an independent t-test was conducted to compare perceived similarity in
the facially similar agent condition and the facially dissimilar agent condition. In contrast to
our second hypothesis, participants perceived less similarity in the facially similar agent
condition (M = -0.30, SD = 0. than in the facially dissimilar agent condition (M = 0.27, SD =
1.00), t(42) = 2.01, p = .051, d = 0.62. However, this effect disappeared when participants
who were aware of the manipulation were excluded from this analysis, t(37) = 1.50, p = .143.
Contrary to our expectations, if our manipulation of facial similarity had any effect on
perceived similarity at all, it decreased, instead of increased, perceived similarity.
Although our manipulation did not result in more trust or perceived similarity, we
conducted separate simple regression analyses with perceived similarity as the predictor
variable and trust, liking, risk, and competence as criterion variables. Results show that
perceived similarity positively predicted trust (F(1, 42) = 14.00, p = .001, ß = .500), liking
(F(1, 42) = 21.88, p < .001, ß = .585), and competence (F(1, 42) = 4.56, p = .039, ß = .313),
and negatively predicted risk (F(1, 42) = 6.15, p = .017, ß = -.357). The more participants
perceived John to be similar to them, the more they rated him as trustworthy, likeable, and
competent, and the less risky they rated him. This pattern is in line with part of our second
hypothesis. We should note however that trust, liking, risk, and competence are significantly
correlated with each other (see Table 4.1.).
Trust

Liking

Risk

Competence

Trust
Liking

.70**

Risk

-.68**

-.40**

Competence

.46**

.53**

-.40**

Table 4.1. Intercorrelations of the trust, liking, risk, and competence questionnaires.
p < .05, ** p < .01.
To further explore the effect of our manipulation on our dependent measures, separate
independent t-tests were conducted to compare the facially similar agent condition and the
facially dissimilar agent condition regarding liking, risk, expected credits, uncertainty,
competence, and IQ. Facial similarity did not have an effect on any of these variables (all t’s
< 1.48, all p’s > .169).
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4.2.4. Discussion
The results of Study 1 did not support hypothesis 1. That is, results did not provide
evidence that our manipulation of facial similarity increased participants’ trust in an agent. In
support for part of our second hypotheses however, results did suggest that the more similar
participants rated John, the more they trusted and liked him, and the less risky they rated him.
It seems that the more similar John was rated, the more he was trusted. However, our
manipulation of facial similarity was intended to increase similarity, but if it had any effect at
all, it decreased similarity. How could we explain this finding?
During the debriefing, many participants indicated that they disliked John’s voice and
that it sounded very artificial. In line with these comments, earlier research has shown that
when facial similarity is combined with something negative, facial similarity has no effect at
all, or even a negative effect. For example, Van Vugt, Bailenson, Hoorn, and Konijn (2010),
showed that when an agent displayed negative behavior (being unhelpful), facial similarity
had a negative effect on the rating of the agent. With this in mind, we could argue that we
presented participants in the facially similar agent condition with an agent whose face was
similar to theirs, but whose voice was dissimilar to theirs. We therefore suspect that the
artificial voice could have created a contrast effect. That is, because one aspect of the agent
inconsistency could have diminished the positive effects of facial similarity. Based on this
argumentation, we decided to conduct a second study in which we tested our hypotheses
again with an improved design.
4.3.1. Study 2
Study 2 was similar to Study 1, apart from a few notable changes. The first (and most
important) change was that the agent’s voice was omitted and all instructions that were first
uttered by our artificial voice in Study 1 were replaced by text. The second change was that
we also included female participants instead of only including male participants. Our main
reason for doing so was to increase the power of Study 2. To be able to test any possible
gender effect we aimed for an equal amount of male and female participants, and to distribute
them equally over the conditions. The third change was that we only included one
experimental session, and we asked participants to send in a picture of their face beforehand
to create the morphed faces. As a fourth and final change, one extra indirect measure of trust
was added to the experiment. All methodological changes are detailed in the method section.
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Our research question and hypotheses were the same as for Study 1. Because we also
included female participants in our sample, we tested for, but did not have hypotheses
regarding, gender effects.
4.3.2. Method
4.3.2.1. Participants and Design
Eighty-one participants were assigned to one of the conditions of a single factor
(agent similarity: facially similar vs. facially dissimilar) between subjects design. The main
dependent measures consisted of three indirect trust measures, a trust questionnaire, and a
liking questionnaire. Two participants scored as an outlier (using the 1.5 * Inter Quartile
Range rule, Tukey, 1977) on both the trust and liking questionnaires and were therefore
excluded from data analysis, leaving a sample size of 79 participants (40 women and 39 men,
average age = 22.4 years, SD = 5.5). Gender was evenly distributed over conditions, with 21
women and 18 men in the facially similar condition, and 19 women and 19 men in the
facially dissimilar condition. The experiment lasted for approximately 45 minutes, for which
participants were paid €7.50 plus their bonus earned with the investment game and route
planner game (see dependent measures).
4.3.2.2. Materials
Photos. Before participating in the experiment, participants were asked to send the
experimenter one frontal photo of their face. Participants were instructed to send a high
quality color photo of their face, and to keep a neutral facial expression, their mouths closed,
and their eyes open while taking this photo. They were instructed, if applicable, to take off
their glasses, and to prevent their hair from covering parts of their face. Furthermore, they
were instructed to take the picture under good lighting conditions (not too dim or bright).
Participants who send a low quality photo or a photo that did not comply with the
requirements listed above were contacted once and asked for a better photo. If the resulting
photo still was not satisfactory, that participant was automatically placed in the facially
dissimilar agent condition. Other than that, participants were randomly assigned to the
conditions. A morphed face was created based on this photo, similarly to Study 1.
Agent. The agent was similar to that of Study 1 and was again called John. We
decided to keep the gender of John the same as in Study 1, meaning that for female
participants, John’s face would be morphed with a female face. Before doing so, we
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presented four female colleagues with their digital faces that were morphed with our default
male face. None of these colleagues indicated that the result looked strange or gender
inappropriately. Because we included female participants in this Study, the morphed face of
John was always gender matched. That is, female participants always saw a morphed face
that resulted from morphing the face of a female participant with the default male face. Male
participants always saw a morphed face that resulted from morphing the face of a male
participant with the default male face. For participants in the facially similar agent condition,
the morphed face of John was the morphed face of him/herself. For participants in the facially
dissimilar agent condition, the morphed face of John was the morphed face of another same
gender participant. During his interaction with the participant, John blinked its eyes, but did
not speak nor move. All speech of John in Study 1 was presented as text in Study 2.
Driving clips. Seven short clips were recorded from the car driving simulator game
City Car Driving, while one of the experimenters was manually driving the car. In each clip,
a driving scenario was shown from the driver’s seat, in which a car approached a risky
obstacle. No driver was visible, but John was shown on the dashboard, and participants were
told that John was driving the car. Each clip ended just before the driver reached a risky
obstacle, to keep participants uncertain about the outcome of that scenario. All clips included

4.3.2.3. Dependent Measures
We measured indirect trust (investment game & route planner game), direct trust (α =
.84), liking (α = .85), and perceived similarity (r = .87) with the same measures as in Study 1.
Furthermore, we added one indirect trust measure.
Driving clips task. The driving clips task was added as an additional measure of
indirect trust (see Appendix B.2.3.). In this task, participants were presented with the seven
driving clips described previously. The driving clips were presented in a random order, and
participants were instructed to press the spacebar when they felt the need to regain control
over the car while watching the driving clip. Pressing the spacebar did not end the movie, but
only signaled the desire of taking back control. We reasoned that the more participants
trusted John, the less they would press the spacebar. So the frequency of pressing the
spacebar was a negative indication of indirect trust.
After each clip, participants completed several questions about that clip. If they had
pressed the spacebar, they were asked for their reason. Furthermore, participants completed
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five Likert type questions. Two of these asked how certain they were that either they
themselves or John could finish the scenario displayed in the clip positively. The other three
were about how common, difficult, and risky they experienced the scenario displayed in the
clip.
We used the same questions as we did in Study 1 for measuring the manipulation
awareness, expected credits, uncertainty, explicit self-esteem (α = .88), implicit self-esteem,
risk (α =.68, after dropping one question), competence (α = .77), and IQ. Additionally, we
measured participants’ first impression of John, and confounding factors.
First impression. Participants’ first impression of John was measured with five
separate Likert scale questions. Participants were asked indicate how masculine, likable,
trustworthy, healthy, and attractive he looked. Furthermore, we asked participants to indicate
how old the agent looked like (in years). The main reason for including these first impression
questions was to see whether a female morphed face looked less masculine than a male
morphed face.
Confounding factors. To exclude the possibility that any effect of facial similarity on
trust in John was confounded with how trustworthy and likable participants rated the default
male face, we showed participants a picture of the default male face and measured trust (α =
.94) and liking (α = .92) using the same questionnaires as mentioned before. Furthermore,
one question asked how attractive he looked on a 10-point scale.
4.3.2.4. Procedure
Participants were welcomed and seated in a separate cubicle in front of a computer.
Then, John was shown, and participants were asked to complete the first impression
questions. Next, participants played the investment game and then the route planner game
with John. After completing both games, participants completed the trust, liking, perceived
similarity, expected credits, risk, explicit self-esteem, implicit self-esteem, competence, and
IQ measures. Subsequently, participants completed the driving clips task. Next, they
completed the questions regarding the confounding factors. Hereafter, participants completed
the manipulation awareness questions. Finally, participants were paid, debriefed, and thanked
for their participation.
4.3.3. Results
4.3.3.1. Awareness check
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The awareness check questions indicated that only three of the 39 participants in the
facially similar agent condition more or less detected the resemblance of John’s face to their
own face, and none of the 40 participants in the facially dissimilar agent condition. When
these three participants were excluded from data analyses, the results did not significantly
change. These participants were therefore included in all subsequent analyses.
4.3.3.2. First impression
Because we morphed female faces with a male face, we tested whether this had an
impact on participants’ first impression of John. Separate independent t-tests were conducted
to compare ratings of John’s masculinity, liking, trust, health, attractiveness, and age for male
and female participants. All differences on first impression were non-significant (all t’s
<1.42, all p’s > .093). Therefore, we can conclude that the first impression of John did not
differ between female and male participants. Regardless, we decided to include gender as a
factor in our analysis, to test whether gender differences would be present in other measures.
4.3.3.3. Confounding factors
All morphed faces were morphed with a default male face. To exclude the possibility
separate one-way ANOVA’s were conducted with agent similarity as the independent
variable and trust, liking, and attractiveness of the default male face as dependent variables.
All effects were non-significant (all F’s < 1.06, all p’s > .31). These results suggest that the
default male face was not perceived differently in the two agent conditions.
4.3.3.4. Trust
To test our first hypothesis, separate two-way ANOVA’s were conducted with agent
similarity and gender as the independent variables, and the direct and indirect measures of
trust as the dependent variables. On the direct measure, participants trusted John more in the
facially similar condition (M = 4.45, SD = 0.82), than in the facially dissimilar condition (M =
4.11, SD = 0.67), F(1, 75) = 4.39, p = .021, ηp² = .06. All other main effects of agent
similarity were non-significant (all F’s < 0.48, all p’s > .491). Thus our first hypothesis is
partly supported by these results. Facial similarity increased trust in the direct measure of
trust measure, but did not have any effect in the indirect measures of trust.
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Regarding the effects of gender, unexpectedly, male participants gave more credits to
John in the investment game (M = 6.33, SD = 2.91) than female participants (M = 4.95, SD =
2.36), F(1,75) = 5.55, p = .021, ηp² = .07. Furthermore, there was a significant agent
similarity x gender interaction effect for the driving task, F(1,75) = 9.40, p = .003, ηp² = .11.
Simple effects analyses revealed that male participants pressed the spacebar less often in the
facially similar agent condition (M = 3.17, SD = 1.43) than in the facially dissimilar agent
condition (M = 4.10, SD = 0.94), F(1,75) = 5.32, p = .024, ηp² = .07. Female participants
however pressed the spacebar more often in the facially similar agent condition (M = 3.86,
SD = 1.28) than in the facially dissimilar condition (M = 3.05, SD = 1.35), F(1,75) = 4.11, p =
.046, ηp² = .05. This indicates that facial similarity increased trust in the driving task for male
participants, but decreased trust for female participants. All other main and interaction effects
of gender were non-significant (all F’s < 1.93, all p’s > .169).
4.3.3.5. Perceived similarity
To test whether facial similarity increased perceived similarity (first part of our
second hypothesis), a two-way ANOVA was conducted with agent similarity and gender as
independent variables and similarity as the dependent variable. Participants rated John more
similar in the facially similar agent condition (M = 0.22, SD = 0.99) than in the facially
dissimilar condition (M = -0.26, SD = 0.82), F(1,75) = 5.57, p = .021, ηp² = .07. The main
effect of gender and the interaction effect of gender and agent similarity were non-significant
(all F’s < 1.62, all p’s >.207). These results support the first part of our second hypothesis:
facial similarity increases perceived similarity.
We also conducted separate simple regression analyses with perceived similarity as
the predictor variable and trust, liking, risk, and competence as criterion variables. Results
show that perceived similarity positively predicted trust (F(1, 79) = 33.41, p < .001, ß = .55),
liking (F(1, 79) = 36.50, p < .001, ß = .56), and competence (F(1, 79) = 12.93, p = .001, ß =
.38), and negatively predicted risk (F(1, 79) = 11.78, p = .001, ß = -.36). The more
participants perceived John to be similar to them, the more they rated him as trustworthy,
likeable, and competent, and the less risky they rated him. This pattern is in line with part of
our second hypothesis. We should note however that trust, liking, risk, and competence are
significantly correlated with each other (see Table 4.2.).
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Trust

Liking

Risk

Competence

Trust
Liking

.70**

Risk

-.44**

-.47**

Competence

.50**

.55**

-.48**

Table 4.2. Intercorrelations of the trust, liking, risk, and competence questionnaires.
* p < .05, ** p < .01.

Figure 4.3. Depiction of the mediation model including the coefficients (Bs) of the direct
(Path c) and indirect (Paths a and b) effects of facial similarity on trust. Although the direct
effect is significant, this effect becomes non-significant after adding perceived similarity as a
mediator. * p < .05 ** p < .01 *** p < .001.
To test our second hypothesis completely, a mediation analysis was conducted
(following the steps of Baron & Kenny, 1986; also see Preacher & Hayes, 2008) to reveal the
direct (Path c) and the indirect effects (Paths a and b) of facial similarity on the direct
measure of trust, with perceived similarity as the mediator. The Sobel test (Sobel, 1982)
showed that the indirect effect was significant (Sobel z = 2.15, p = .03, see Figure 4.3). The
initial effect of facial similarity on trust (Path c) becomes non-significant after controlling for
perceived similarity (Path c’). The results from this analysis support our second hypothesis:
facial similarity increased trust by increasing perceived similarity.
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To further explore the effect of our manipulation on our dependent measures, separate
two-way ANOVA’s were conducted with agent similarity and gender as the independent
variables and liking, risk, expected credits, uncertainty, competence, and IQ as the dependent
variables. Participants liked John more in the facially similar condition (M = 4.59, SD = 0.78)
than in the facially dissimilar condition (M = 4.22, SD = 0.58), F(1,75) = 6.05, p = .016, ηp² =
.08. Participants also experience John as less risky in the facially similar condition (M = 4.49,
SD = 0.92) than in the facially dissimilar condition (M = 4.96, SD = 0.84), F(1,75) = 6.48, p =
.013, ηp² = .08. All other effects of agent similarity, gender, and all interaction effects were
non-significant (all F’s < 1.31, all p’s > .255).
4.3.4. Discussion
In Study 2, we investigated if facial similarity could increase trust in an agent. We
expected that facial similarity would lead to more perceived similarity and therefore more
trust. Our results partly support our hypotheses. Supporting our hypothesis, participants rated
a facially similar agent as more similar en trustworthy than a facially dissimilar agent. Also in
line with our hypothesis, perceived similarity ratings mediated the effect of facial similarity
on trust. That is, because facial similarity increased perceived similarity, it increased trust in
the agent. However, facial similarity only increased trust in the direct measure, and only
partly in one of the indirect measures. Only for the driving task, and only for male
participants, facial similarity decreased the willingness to take back control of the car (which
is an indication of more trust). For female participants however, facial similarity increased
the willingness to take back control of the car. This unexpected difference between men and
women could be explained by the driving style of the agent. Most participants commented
that the driving style of the agent was very aggressive. Because the driving style of male
drivers is usually more aggressive than that of female drivers, female participants could have
experienced the driving style of the agent as more negative than male participants. As
discussed before, when facial similarity is combined with negative behavior, facial similarity
can have negative effects (Van Vugt et al., 2010). This explanation is speculative, and should
therefore be tested in future research.
4.4. General Discussion
Collectively, the results of Study 1 and Study 2 suggest that facial similarity can
increase trust in an agent, but it is not always effective. When the agent spoke with an
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artificial voice (Study 1), facial similarity did not have positive effects on trust, and an even
negative effect on similarity. When we omitted the artificial voice (Study 2), facial similarity
increased both similarity ratings and trust in the agent, although mainly on the direct measure
of trust. Results did not support our hypothesis that facial similarity increased trust in neither
the investment game nor the route planner game, and only for males in the driving task.
Therefore, these results are not completely in line with earlier research in which facial
similarity was shown to increase trust in an investment game (DeBruine, 2002). However, we
could explain this difference by our artificial virtual interaction partner. That is, in
(DeBruine, 2002), participants played the investment game with an interaction partner that
was depicted by a photo of a human, whereas participants in our studies played the game with
an interaction partner that was depicted by an artificial agent. Although humans have their
own need for money, an artificial agent does not have this need. Therefore, participants might
have responded differently to our agent than to a human, even though in general they
responded similarly (Reeves & Nass, 1996).
4.4.1. Limitations and future work
One of the shortcomings of Study 2 was that participants were required to send their
A low quality photo results in a morphed face that looks less like the original face of the
participant, than a high quality photo. Although we discarded the lowest quality photos (and
put those participants in the facially dissimilar agent condition), the quality of the morphs
varied between participants in the facially similar agent condition. The better the quality of
the photos, the better the quality of the morph. Therefore, the morphs would have been less
noisy with better quality photos. In future studies on facial morphing, high quality photos
should be used to get consistently high quality morphed faces.
Another shortcoming of Study 2 was related to our morphing procedure. That is, we
morphed the photos of male and female participants with a male virtual face. One might
expect a different effect for this morphing procedure for male versus female participants.
However, our results indicated that the effects of facial similarity only depended on gender in
the driving task. This suggests that gender matching of the default face is not important for all
situations. Most importantly, one’s own face should be used for the morphed face, Future
research should explore whether using a gender-matched face in a similar task also increases
trust for female participants. However, because women are stereotyped to be worse drivers
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than men (Berger, 1986) and men typically drive more often than women, it might be that
both women and men would trust a male driver more than a female driver. Future research
could explore whether or not this is the case.
A suggestion for future research would be to further explore the effect of a voice on
the positive effects of facial similarity. Although the combination of our studies suggests that
an artificial voice could decrease the positive effects of facial similarity, we cannot conclude
whether this is the case or not because we did not manipulate the voice of the agent within
one study. It could be that because the voice we used was artificial, we did not find a facial
similarity effect in Study 1. However, it could also be that although the face was similar, any
salient dissimilarity cue was sufficient to disrupt the positive effects of facial similarity.
Examples of such a cue could be a voice that is clearly dissimilar from one’s own voice, or a
skin color that is dissimilar from one’s own. Future research is needed to more closely
examine the effects of a(n artificial) voice on the positive effects of facial similarity and the
general effect of combining a similarity and a dissimilarity cue.
Another suggestion for future research would be to explore the effects of facial
similarity in a more animate agent. Our results suggest that facial similarity can have positive
effects for a silent, non-moving agent. Furthermore, many participants remarked that our
agent looked quite artificial and obviously virtual. Although facial similarity did not increase
trust in a speaking (and thus more animate) agent in Study 1, we expect that a more animate
agent could be seen as more natural and humanlike, thus potentially increasing the positive
effects of facials similarity. When interfaces become more lifelike, the effects of facial
similarity could more closely match that of human-human interactions.
Future research should also focus on why facial similarity has positive effects in
general. Our results suggested that facial similarity increased participants’ perceived
similarity to the agent. However, it is still unclear why perceived similarity to one’s own face
would have positive effects. Earlier research has shown that people see their own face as
more positive (Epley & Whitchurch, 2008) and trustworthy (Farmer et al., 2014) than it
actually is. In these studies, participants were presented with a set of photos that consisted of
their own photo, and morphed photos in which their own face and positive or trustworthy
faces and had to indicate which of the photos was the photo of their own face. Participants
often did not choose the photo containing their actual face as their own, but rather one that
was slightly morphed with the positive or trustworthy face. These studies suggest that people
see their own faces as more positive and trustworthy than they actually are. Future research
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could explore whether facial similarity works especially for participants with a stronger
tendency to see their own face as more positive and trustworthy.
4.4.2. Implementation of results
Before our results can be applied in a real smart car, future research should focus on
how facial similarity can be implemented in a smart car. That is, if the driver still has to
perform some driving tasks, the human driver should keep its eyes on the road. Seeing that
driving is a highly visual task, it might be dangerous for human drivers to look at an agent
that is presented on a screen in the smart car while driving. We can imagine two possible
solutions for this problem. One solution would be to introduce the human driver to the agent
before he is going to support the human driver in the car. In that way, human drivers will first
see the agent, during which facial similarity could increase trust. During driving, the human
driver can keep his/her eyes on the road, knowing that the facially similar agent is available
for support. A second solution would be to present the agent as a head-up display in a smart
car. A head-up display is a transparent display that could present an agent on the windscreen
of a smart car, without requiring human drivers to look away from the road to look at the

4.4.3. Conclusion
In conclusion, the results of Study 1 suggested that higher perceived similarity is
positively related to trust in an agent and the results of Study 2 suggested that facial similarity
increased trust in an agent when measured directly, but only for male participants when
measured directly (for one of the indirect measures). More research is needed to further
explore the effects of facial similarity to increase trust in agents. Furthermore, more work is
needed to explore if and how facial similarity could also change people’s behavior towards
(virtual) others. All in all, our work partly supports the idea that facial similarity might be
incorporated in a virtual driver to trust him to drive your car in the future.
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agent. More research is needed to explore the feasibility of both solutions.
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This chapter is based on Verberne, F. M. F., Ham, J., & Midden, C. J. H. (2015). Trusting a
virtual driver that looks, acts, and thinks like you. Human Factors. Manuscript accepted for
publication.
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5.1. Introduction
Automation technology is changing the way humans drive their cars. More and more
aspects of the driving task are being automated by smart systems such as Advanced Drivers
Assistance Systems (ADAS) such as Adaptive Cruise Control and Lane Keeping Assist.
Furthermore, smart cars are being developed, in which smart systems control most (if not all)
aspects of driving by using automation technology. Because human error has been estimated
to cause 90.3% (Treat et al., 1979) to even 99.2% (Hendricks, Freedman, Zador, & Fell,
2001) of all road traffic accidents, these smart systems could drastically reduce the amount of
road traffic accidents by either assisting the human, or (partially) replacing the human driver.
Furthermore, other benefits of these smart systems include decreased fuel consumption and
decreased congestion (e.g. Alam, Gattami, & Johansson, 2010). However, these benefits can
only be fully realized when humans are willing to (partially or fully) transfer control of
driving to these smart systems.
5.1.1. Trust
However, drivers are reluctant to give up control of their cars to smart systems,
especially if they believe they can drive the car more safely and more efficiently than that
technology can (De Vries, Midden, & Bouwhuis, 2003). Trust in automation technology is a
crucial psychological factor that determines whether or not humans are willing to hand over
control to that technology (e.g., Lee & Moray, 1992; Muir, 1994; Muir & Moray, 1996),
because trust is necessary in a situation that is characterized by uncertainty and vulnerability
(Lee & See, 2004). Many definitions of trust include some sort of willingness of accepting
vulnerability to another party, based on expectations of positive outcomes in a future
interaction (Lount, 2010). Lee and Moray (1992) identified performance, process, and
purpose as the three determinants of trust in automation. Performance is related to what the
automation technology does. It refers to the current and previous operation of the automation
technology, and includes characteristics such as reliability, predictability, and ability. Process
is related to how the automation technology works. It refers to the degree to which the
algorithms of automation technology are appropriate for the situation and able to achieve the
operator’s goals. Purpose is related to why the automation technology was developed. It
refers to the degree to which automation technology is being used within the realm of the
designer’s intent. In sum, trust in automation technology is increased by information about
the what, how, and why of that technology.
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Because the technology driving self-driving cars is too complex for most human
drivers to understand, a virtual social agent could be used to represent this complex
technology, functioning as the virtual driver of the car. We define a virtual social agent as a
digital humanoid that is controlled by a computer (algorithm) and not by another human
being (the latter being an avatar). For the sake of readability, the term agent(s) will be used in
the rest of the paper to refer to (a) virtual social agent(s). Before human drivers are willing to
give up control of their car, they have to sufficiently trust the virtual driver. In the research
described in this Chapter, we investigated how to increase trust in an agent, because people
might trust an agent similarly as they would trust another person, as suggested by research on
the media equation hypothesis (Reeves & Nass, 1996).
5.1.2. The media equation
A wide variety of experiments indeed suggested that humans respond socially to
computers, comparable to how humans respond socially to other humans (Reeves & Nass,
1996). For instance, people simply like a person more when that person is from the same
group (minimal group paradigm; Tajfel, 1970; see also, e.g. Turner, Brown, & Tajfel, 1979).
In an experiment, participants rated a computer that was presented as a team member as more
friendly and similar to them than when the same computer was presented as a non-team
member (Nass, Fogg, & Moon, 1996). Thus, participants responded socially to an artificial
non-human team member, comparable to how they responded to a human team member.
Collectively, these studies suggested that persuasive strategies that increase trust in other

5.1.3. Similarity
One type of such persuasive strategies involves similarity. The effect of similarity on
liking of another human has been well documented (Montoya, Horton, & Kirchner, 2008).
We use the term liking to refer to a general positive evaluation, which thus includes the term
attraction, which is more commonly used in the human-human interaction literature of
similarity. We only use this more specific term when cited source uses this terminology.
Research on the similarity-attraction hypothesis (Byrne, 1971) has shown that people
evaluated others more positively when they perceived similarities between themselves and
the other. Research on implicit egotism (Pelham, Mirenberg, & Jones, 2002) has shown that
people not only evaluate similar persons more positively, but also objects that resemble the
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self more positively. In the current research, we propose that similarity might increase
likeability and trustworthiness of agents (cf. Reeves & Nass, 1996). Because most drivers
believe their driving skill and driving safety to be better than that of the average driver
(Svenson, 1981), such positive self-evaluations could spill over to an agent when it similar to
the human driver, making the agent more trustworthy in the process. Three types of similarity
have been shown to increase the positivity and trust of other humans and agents: appearance
similarity, behavioral similarity, and cognitive similarity.
Studies on appearance similarity have shown that people trust other people whose
face looks similar to theirs. In an experiment (DeBruine, 2002), participants were shown a
photo of a person with whom they played a risky game. The face of this person in the photo
was morphed with either the participants’ face (making that person facially similar to the
participant) or with someone else’s face (making that person facially dissimilar to the
participant). Results suggested that the facially similar person was trusted more than the
facially dissimilar person. In another study (Verosky & Todorov, 2010), participants’ faces
were digitized and then morphed with a trustworthy and an untrustworthy face (both based on
a data-driven model of trustworthiness, Oosterhof & Todorov, 2008). Participants were then
presented with several morphs, and had to indicate whether the morph looked like their own
face, or not. Results showed that participants more easily recognized the morph as their own
face when it was morphed with the trustworthy face than when it was morphed with the
untrustworthy face. Thus, people more easily recognize their trustworthy looking selves than
their untrustworthy looking selves. These results suggest that people judge their own face to
look trustworthy. In one of our previous studies, we showed that facial similarity could also
increase trust in an agent (Verberne, Ham, & Midden, 2014). Thus, facial similarity can be
used in an agent to increase trust.
Studies on behavioral similarity have shown that people also trust other people whose
behavior is similar to theirs. Numerous studies have shown that people automatically mimic
each other and that mimicry enhances liking and strengthens bonds between people, even
between strangers (for an overview, see Chartrand & Bargh, 1999). This effect has been
coined ‘the chameleon effect’, and is seen as the glue of social bonding (Lakin, Jefferis,
Cheng, & Chartrand, 2003). This effect has also been found for a mimicking agent
(Bailenson & Yee, 2005). Mimicry also increases trust and cooperation between humans in a
deal making situation (Maddux, Mullen, & Galinsky, 2008). This trust-enhancing effect of

108	
  	
  	
  
	
  

Trusting a virtual driver that looks, acts, and thinks like you

mimicry has also been found for agents (Verberne, Ham, Ponnada, & Midden, 2013). Thus,
mimicry can be used in an agent to increase both liking and trust.
Finally, studies on cognitive similarity have shown that people also trust other people
whose values or goals are similar to theirs. People are more likely to trust other people and
institutions that have values similar to theirs (Cvetkovich, Siegrist, Murray, & Tragesser,
2002; Siegrist, Cvetkovich, & Roth, 2000; Siegrist, Cvetkovitsch, & Gutscher, 2001; Vaske,
Abscher, & Bright, 2007). Sharing goals has also been shown to increase trust in automation
technology in cars (Verberne, Ham, & Midden, 2012). Thus, sharing goals could also be used
in an agent to increase trust.
5.1.4. Study 1
Our previous similarity studies have shown that participants trusted an agent more,
when that agent was facially similar to them (Verberne et al., 2014), mimicked them
(Verberne et al, 2013), or shared their goals (Verberne et al., 2012). However, our previous
similarity studies were conducted in a controlled laboratory environment, and each type of
similarity was studied in isolation. Given the application domain of self-driving cars, the
question remains whether similarity is also effective in increasing trust in a more real and
lifelike environment. To increase ecological validity, we used a driving simulator in the
current study.
In this Chapter, we describe a driving simulator experiment in which we presented
participants with either a similar or a dissimilar agent. Our research question was whether
similarity (specifically, a combination of facial similarity, mimicry, and shared goals) could
increase trust in an agent. In a driving simulator, participants experienced the agent as the
Based on our previous studies, our first hypothesis was that similarity would be positively
correlated with perceptions of trust and liking. That is, the more similar a participant feels to
an agent, the more that agent should be perceived by the participant as trustworthy, likeable,
and competent. Our second, related, hypothesis was that similarity would increase trust and
liking, by increasing perceived similarity.
We argue that similarity is important for trust in an agent, especially when humans
lack experience with that agent. Because gaining first-hand experience of the driving skill of
the agent could be more diagnostic about the trustworthiness of the agent than similarity, an
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exploratory research question was whether similarity would still affect trust in an agent, after
gaining first-hand experience with that agent.
5.2. Method
5.2.1. Participants and Design
One-hundred and eleven participants (58 female, 53 male, M = 39.8 years old, SD =
12.7) were randomly assigned (within their gender group) to one of two experimental
conditions of a single factor (agent similarity: similar vs. dissimilar) between subjects design.
Participants were recruited via the participant database of TNO Soesterberg and via various
websites (such as Facebook). All participants were native Dutch speakers with a driver’s
license. The experiment lasted approximately 90 minutes, divided over two sessions. Before
running the experiment, we conducted an a priori power analysis using G*Power (Faul,
Erdfelder, Lang, & Buchner, 2007). To detect an effect size similar to the effect size of our
previous studies leading up to this one, this analysis proposed that a sample size of 100
participants would be needed to reach a power of .95. Participants were paid €35 plus their
bonus earned during the second session (a maximum of €2). Because of missing data, the
sample size in the analysis of the driving simulator part is 100.
5.2.2. Apparatus
Photos. Three photos were taken of each participant’s face: one frontal photo, and two
profile photos (from the left and right). Pictures were taken with a Nikon D300 camera and
the participant’s face was lit with two C-400 studio flashlights equipped with reflection
umbrellas (see Figure 5.1. for the photo setup). Before taking the photograph, participants
were asked to show a neutral facial expression, and to look straight ahead (only looking at the
camera lens for the frontal photo). If applicable, participants were asked to take off their
glasses prior to taking the photos.
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Figure 5.1. Overview of the photo setup.
Tracking sensors. To track a participant’s head orientation, one of two tracking
sensors was used: an Ascension Flock of Birds™ and an Ascension trakSTAR™ (both 6DOF
magnetic-field position and orientation sensors). The sensors were attached to a cap and
participants could freely move their head while wearing this cap during the experiment. The
in the dissimilar condition.
Agent. During the experiment, participants interacted with a male virtual agent (see
Appendix A.2.). For all participants, the agent was called Bob, and this name will be used to
refer to the agent in the remainder of the paper. Bob blinked its eyes at a natural rate. Other
than the head movements and the eye blinking, Bob did not move. Dependent on condition,
Bob’s face, head movements, and goals was either similar to the participant, or not.
Bob’s face. Bob’s face was either similar to that of the participant, or not similar (but
rather, similar to the face of another participant). To create his face, two steps were
completed. In the first step, a digital face was created for every participant. The three photos
taken of the participant during session 1 were flipped 180 degrees vertically, because people
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prefer their mirror image over their actual image due to the mere-exposure effect (Mita,
Dermer, & Knight, 1977). The Photofit option of FaceGen was used to create a digital face of
all the participants based on their flipped photos. See Figure 5.2. for a sample digital face of
the first author. The first step resulted in a collection of digital faces of all participants.

Figure 5.2. Example how the face of the doctoral candidate (left) is converted to a digital
face (right) through indication of feature points (middle).
In the second step, a morphed face was created for every participant, by morphing his
or her digital face with a default male digital face using the Tween option of FaceGen (see
Verberne, Ham, Midden, & IJsselsteijn, 2004 for a more detailed description of the morphing
process). See Figure 5.3. for the morphed face of the first author. The left face in Figure 5.3.
is the digital face of the first author, the right face is the default face we used in the
experiment, and the middle face is the morphed face. This morphed face contained 50% of
the shape and texture of the digital face of the participant, and 50% of the default male digital
face. The second step resulted in a collection of morphed faces of all participants.
Bob’s face was always one of these morphed faces. For participants in the similar
agent condition, Bob’s face was their own morphed face. For participants in the dissimilar
agent condition, Bob’s face was the morphed face of another, gender-matched, participant.
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Figure 5.3. The face of the doctoral candidate (left) is morphed with our morphing face
(right). The morphed face (middle) consists of 50% of the shape and texture of the left face
and 50% of the right face.
Bob’s head movements. Bob either mimicked the head orientation (yaw, pitch, and
roll) of the participant, or not. In the similar agent condition, Bob mimicked with a delay of 4
seconds (in line with Bailenson & Yee, 2005). Head movements were mirror mimicked, by
which we mean that when a participant turned his head to the left, Bob would turn his head to
his right (like your own mirror image would do). In the dissimilar agent condition, Bob
moved his head using the recorded head movements of another, gender matched, participant
(the same participant as whose face was used). Bob moved his head whenever he was visible,
except in the driving simulator (see below).
Bob’s driving goals. Bob either shared driving goals with the participant, or not. For
attaining this manipulation, participants were first asked to rank three driving goals (comfort,
energy efficiency, and speed) from most important to least important. For instance, if the
his most important driving goal. In the dissimilar agent condition however, Bob had the
reverse ranking for the three driving goals. So for the same participant, Bob regarded speed
as his least important driving goal. See Verberne et al. (2012) for a very similar shared
driving goals manipulation.
Adaptive cruise control (ACC) story. The story consisted of an explanation of ACC
technology and some positive and negative remarks about the technology. The story was
spoken by an artificial female voice, and lasted for 204 seconds. The duration of the story
was similar to the story used by Bailenson and Yee (2005), which lasted 195 seconds. The
sole purpose of the ACC story was to provide a baseline of mimicry before measuring trust.
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Figure 5.4. Overview of the driving simulator of TNO Soesterberg.
Driving simulator. The moving base driving simulator of TNO Soesterberg was used
for this experiment. The simulator consisted of a BMW 318i mock-up positioned on a
hexapod motion platform (see Figure 5.4.). Projection screens included a radial screen (3.75
m radius, 4 m high) in front of the mock-up and two rectangular screens positioned behind
the mock-up. Images were projected by five high-resolution DLP projectors (1920 x 1080
resolution per channel, with an update rate of 60 Hz), three for the front image, and two for
the side mirrors. The original side mirrors of the mock-up were used to let participants look at
the rectangular screens. For the central mirror view, a 34-inch LCD display was mounted in
the rear seat compartment of the mock-up. An 8.5-inch screen was mounted next to the
steering wheel, on which Bob was presented during the experiment (see Figure 5.5.). The
front projection had a field of view of 180º horizontally and 35º vertically. Nine speakers
were mounted in and around the mock-up to enable three-dimensional sound.
5.2.3. Measures
All Likert type items used a scale of seven points with 1 = “totally disagree” to 7 =
“totally agree”. For all dependent measures, responses were coded such that higher scores
reflect a higher value/more of that dependent measure.
First impression questions. Participants were asked to indicate their first impression
of Bob. Questions included how masculine, old, likable, trustworthy, healthy, and attractive
Bob looked like (all measured with a single Likert type item, except for age). These questions
were used to rule out confounds.
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Figure 5.5. A depiction of Bob shown on the small screen next to the steering wheel inside
the driving simulator.
Indirect measures of trust. Trust in Bob was measured indirectly with the investment
game (Berg, Dickhaut, & McGabe, 1995). In this game, participants and Bob were both given
10 credits. Participants had to choose how many credits to give to Bob. Every credit given
was tripled, and Bob would then decide how many credits to give back to the participant. To
keep the situation uncertain, his decision was revealed to the participants at the very end of
measure of trust in this game: the more credits a participant gave to Bob, the more (s)he
trusted him.
Trust in Bob was also measured indirectly using a route planner game (De Vries,
2004), in which the rules were similar to the investment game. Participants started the game
with 20 credits that could be invested in Bob. Participants were presented with 10 different
routes and for each route, participants could either let Bob plan the route for them, or not. If
participants chose to let Bob plan the route, they lost two credits, if not, they lost one credit.
For every route that Bob successfully planned, participants would gain four credits. Every
route given to Bob could lead to a potential gain of three credits (like in the investment
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game). To keep the situation uncertain, the result of this game was shown at the very end of
the experiment. The amount of routes participants decided to give to Bob is the indirect
measure of trust in this game. The more routes participants gave to Bob, the more they
trusted him.
Both the investment game and the route planner game involved real monetary stakes.
Every credit participants had left at the end of the experiment was worth €0.05. Although the
exact monetary value of a credit was unknown to the participants, they were told that the
credits left at the end would determine their monetary bonus (which was a maximum €2).
Trust in Bob was also measured indirectly in the driving simulator. In the driving
simulator, participants encountered thirteen driving scenarios. In each scenario, the car was
driven by Bob and accelerated (5 m/s2) to 100 km/h on a straight road section (300 meter
long). This road section ended in a road obstacle to which Bob should respond. These
obstacles included five left-handed and five right handed turns, a traffic jam, a red traffic
light, and a fallen tree on the road. The five left- and right-handed turns differed regarding
their curvatures, which were determined by the design guidelines of Dutch roads
(Rijkswaterstaat, 2007). One turn was designed for 100 km/h, resulting in a normal turn for
the speed of the vehicle in our experiment. Two turns were designed for 90 and 80 km/h
respectively (resulting in sharp turns), and the other two were designed for 110 and 120 km/h
respectively (thus resulting in shallow turns). Just before reaching the road obstacle to which
Bob should respond, the scenario was paused (showing a black screen after 2 seconds), and
participants were asked whether they would trust Bob to finish the scenario successfully, or
not. Furthermore, they were asked how risky and scary they found the scenario, both
measured with a single Likert type item. After they answered these questions, the next
driving scenario was started, until all scenarios were completed.
Direct measure of trust. Trust in Bob was measured directly by a questionnaire (Jian,
Bisantz, & Drury, 2000) with twelve Likert type items. Participants completed this
questionnaire twice: once before and once after participants experienced Bob as a virtual
driver in the driving simulator. Answers to these questions were averaged to form a reliable
measure of trust (Cronbach’s Alpha before = .88, Cronbach’s Alpha after = .95).
Liking. Liking of Bob was measured by a questionnaire (Guadagno & Cialdini, 2002)
with thirteen Likert type items. Participants completed this questionnaire twice: Once before
and once after participants experienced Bob as a driver. Answers were averaged to form a
reliable measure of liking (Cronbach’s Alpha before = .94, Cronbach’s Alpha after = .94).
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Perceived similarity. Participants’ perceived similarity to Bob was measured with the
Inclusion of the Other in the Self scale (Aron, Aron, & Smollan, 1992). This scale was also
used by Farmer, McKay, and Tsakiris (2014) for measuring perceived similarity. In this
scale, one circle represented the participant; a second circle represented Bob. We used two
instances of this scale to measure perceived similarity. In the first instance, participants were
presented with seven pairs of overlapping circles ranging from no overlap to almost complete
overlap. Participants were instructed to choose the pair of overlapping circles that best
illustrated their perceived similarity to Bob. In the second instance, participants were
presented with two separate circles, and were instructed to move the left circle (representing
them) as close to the right circle (representing Bob) as they pleased, creating as much (or
little) overlap as desired to indicate their perceived similarity to Bob. Participants completed
this questionnaire twice: once before and once after participants experienced Bob as a virtual
driver in the driving simulator. Responses were standardized and averaged to compute a
reliable measure of perceived similarity (r = .77 before and r = .90 after).
Morphing face questions. To exclude the possibility that the morphing face we used
to morph all the participants with was perceived differently in both conditions, we also
measured trust (Cronbach’s alpha = .95) and liking (Cronbach’s alpha = .95) for the
morphing face. Furthermore, participants had to grade the attractiveness of this face on a 10point scale.
5.2.4. Procedure
The experiment consisted of two experimental sessions. At the beginning of the first
session, three photos of the participants were taken. Next, participants had to detect their own
computer task. The sole purpose of this task was to give participants a reason for taking their
pictures, other than the experimental purpose of the second session.
At the beginning of the second session, participants were seated individually in one of
two rooms, and were made to wear a cap with the orientation sensor (the cap in one room was
equipped with the Flock of Birds tracking sensor, the cap in the other room with the
trakSTAR tracking sensor). Participants were informed that they would play some games
with an agent later in the experiment, in which they could win or lose money. To prevent
mimicry detection in the similar agent condition, participants were also informed that the
research question was about how comfortable they felt playing these games with that agent,
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and that the cap they were wearing measured their head movements as one measure of
comfort. Throughout the experiment, participants received other bogus comfort questions that
were not analyzed. At the start of the experiment, participants were asked to rank three
driving goals. Next, participants were introduced to Bob, and were asked for their first
impression of him. Because they had to play risky games with Bob later on, they were
informed about Bob’s driving goals. Based on this information, participants could conclude
that Bob either shared their driving goals, or not (dependent on condition). Participants then
listened to the ACC story while Bob was visible on the computer screen. After listening to
the ACC story, they first played the investment game and then the route planner game with
Bob. After these games, participants completed the trust, liking, and perceived similarity
measures. Next, participants took off the cap, and they were brought to the simulator room.
There, participants were seated behind the wheel of the driving simulator, were made
to wear the safety belt, and were instructed to not touch the steering wheel or the pedals at all
during the experiment. On a small screen in the car (see Figure 5.5.), Bob was shown, and
participants were told that Bob would be driving the simulator during this part of the
experiment. Next, participants experienced Bob completing a driving test course that was
filled with pylons. The goal of this part was to get participants acquainted with the simulator
and Bob being the virtual driver of the vehicle. Next, Bob completed the 13 driving scenarios
that were described before. Then, participants were brought back to their starting room to
finish the remainder of the experiment.
There, participants completed the trust, liking, and perceived similarity measures
again. We instructed participants to keep their experience of Bob as a driver in mind while
answering these questions. Then, they were presented with a picture of the morphing face,
and participants had to complete the morphing face questions and manipulation checks. Next,
participants were fully debriefed regarding the manipulations of similarity, and had to answer
questions whether they were aware of these manipulations. Lastly, they were paid and
thanked for their participation.
5.3. Results
5.3.1. Manipulation checks
First impression. To check whether the first impression of Bob was similar in both
conditions, we ran multiple independent t-tests. In both conditions, participant’s first
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impression of Bob was similar on all variables (all p’s >.091). Therefore, we concluded that
the first impression of Bob was similar in both conditions.
Morphing face. To check whether the morphing face with which all the morphs were
created was not experienced differently in the two agent conditions, three independent t-tests
were conducted with condition as the independent variable, and trust, liking, and
attractiveness of the morphing face as dependent variables. There were no significant
differences between conditions on all variables (all p’s > .27). These results show that the
morphing face was perceived similarly in both conditions.
Awareness of similarity research questions. To test whether participants were aware
of the research question associated to each type of similarity, we conducted three separate
Chi-square tests. The percentage of participants that was aware of the research question of the
facial similarity manipulation did not differ by condition χ2 (1,111) = 3.66, p = .056. The
percentage of participants that was aware of the research question of the mimicry
manipulation differed by condition χ2 (1, 111) = 12.25, p < .000. More participants were
aware in the similar agent condition (32 of 58) than in the dissimilar agent condition (12 of
53). The percentage of participants that was aware of the research question of the shared
goals manipulation did not differ by condition χ2 (1, 111) = .007, p = .933.
5.3.2. Similarity effects
Correlational pattern. To test our first hypothesis, we correlated perceived similarity
with the trust and liking questionnaires. In line with our hypothesis, perceived similarity was
positively correlated to trust (r = .22, p = .020) and liking (r = .35, p < .001). Thus, the more
similar participants perceived Bob, the more they rated him as trustworthy and likeable.
indirect trust measures, separate one-way ANOVA’s were conducted with agent similarity as
the independent variable and credits given in the investment game, routes given in the route
planner game, and amount of driving scenarios entrusted to Bob as the dependent variables.
Agent similarity did not affect how many credits participants gave to Bob, F(1, 109) = 0.61, p
= .610. Furthermore, agent similarity also did not affect how many routes participants gave to
Bob, F(1, 109) = 2.59, p = .110. However, agent similarity did affect trust in Bob during the
driving scenarios, F(1, 98) = 2.99, p = 0.43 (one-tailed), ηp² = .09. That is, participants
entrusted more scenarios to Bob in the similar agent condition (M = 10.29, SD = 2.41) than in
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the dissimilar agent condition (M = 9.42, SD = 2.55). Regarding the indirect trust measures,
only the data of the driving scenarios are in line with our hypothesis.
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Figure 5.6. The main effect of agent similarity on trust. Error bars indicate one standard
error.
Questionnaires. To test the first part of our second hypothesis for the questionnaire
data, a one-way MANOVA was conducted with agent similarity as the independent variable
and trust, liking, and perceived similarity (all measured before the simulator part) as the
dependent variables. Results revealed a significant multivariate effect, F(3, 107) = 3.23, p =
.023, ηp² = .09. The main effect of agent similarity on trust was significant, F(1, 109) = 3.75,
p = .028 (one-tailed), ηp² = .03. Participants trusted Bob more in the similar agent condition
(M = 4.92, SD = 0.87) than in the dissimilar agent condition (M = 4.60, SD = 0.86), see
Figure 5.6. The main effect of agent similarity on liking was not significant, F(1, 109) = 2.39,
p = .063 (one-tailed), ηp² = .02. Participants indicated they liked Bob equally in the similar
agent condition (M = 4.74, SD = 1.16) as in the dissimilar agent condition (M = 4.45, SD =
0.81). The main effect of agent similarity on perceived similarity was significant, F(1, 109) =
9.23, p = .003, ηp² = .08. Participants perceived Bob to be more similar to them in the similar
agent condition (M = 0.25, SD = 0.99) than in the dissimilar agent condition (M = -0.27, SD =
0.82), see Figure 5.7.
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Figure 5.6. The main effect of agent similarity on perceived similarity. Error bars indicate
one standard error.
Mediation analysis. To test whether perceived similarity mediated the effect of agent
similarity on trust (the second part of our second hypothesis), a mediation analysis (following
the steps of Baron & Kenny, 1986; also see Preacher & Hayes, 2008) was conducted to
reveal the direct (Path c) and indirect effects (Paths a and b) of similarity on trust. A Sobel
test (Sobel, 1982) showed that the indirect effect was significant (Sobel z = 2.38, p = .02).
The initial effect of agent similarity on trust (Path c) becomes non-significant after
controlling for perceived similarity (Path c′), which shows that perceived similarity mediates
the initial effect, see Figure 5.8.
5.3.3. Experience effects
Simulator experience. Separate one-way repeated measures ANOVA’s were
with agent similarity as a between subject variable. Simulator experience only had a
significant effect on trust, F(1, 109) = 10.89, p = .001, ηp² = .09. After the simulator
experience, participants trusted Bob less (M = 4.45, SD = 1.25) than before the experience (M
= 4.77, SD = 0.87). The simulator experience did neither affect participants’ liking of Bob (p
= .438) nor participants’ perceived similarity with Bob (p = .976). Furthermore, there were no
significant simulator experience x agent similarity interaction effects (all p’s > .504). Thus,
the effect of agent similarity on trust, liking, and perceived similarity was not different before
and after the simulator experience.
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Figure 5.8. Mediation model of the effect of agent similarity on trust when perceived
similarity is added as a mediator. Coefficients are beta-values; the coefficient of the indirect
effect is displayed in parentheses. * p < .05, ** p < .01.
5.3.3. Experience effects
Simulator experience. Separate one-way repeated measures ANOVA’s were
conducted to test the effect of simulator experience on trust, liking, and perceived similarity,
with agent similarity as a between subject variable. Simulator experience only had a
significant effect on trust, F(1, 109) = 10.89, p = .001, ηp² = .09. After the simulator
experience, participants trusted Bob less (M = 4.45, SD = 1.25) than before the experience (M
= 4.77, SD = 0.87). The simulator experience did neither affect participants’ liking of Bob (p
= .438) nor participants’ perceived similarity with Bob (p = .976). Furthermore, there were no
significant simulator experience x agent similarity interaction effects (all p’s > .504). Thus,
the effect of agent similarity on trust, liking, and perceived similarity was not different before
and after the simulator experience.
To test whether there was still an effect of agent similarity after the driving simulator
experience, we conducted multiple independent t-tests, with agent similarity as the
independent variable, and with trust, liking, and perceived similarity (all measured after the
simulator part) as the dependent variables. Results show that agent similarity still affected
trust, F(1, 109) = 2.865, p = .046 (one-tailed), ηp² = .03. After the driving simulator
experience, participants still trusted Bob more in the similar agent condition (M = 4.64, SD =
1.26) than in the dissimilar agent condition (M = 4.24, SD = 1.23). Furthermore, agent
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similarity still affected perceived similarity, F(1, 109) = 5.50, p = .021, ηp² = .05. Participants
still perceived more similarity with Bob in the similar agent condition (M = 0.20, SD = 1.02)
than in the dissimilar agent condition (M = -0.22, SD = 0.90). However, the effect of agent
similarity on liking was not significant, F(1, 109) = 0.99, p = .323.
5.4. Discussion
In the current research we studied whether similarity could increase trust in an agent.
To investigate this research question, we presented participants with an agent (called Bob)
who was either similar or dissimilar to them, and measured how much they trusted him. Half
of participants were presented with a similar Bob, whose face, head movements, and driving
goals were similar to their own. The other half of the participants was presented with a
dissimilar Bob, whose features were dissimilar to their own. To assess their trust in Bob, we
had participants play the investment game, and measured whether they allowed Bob to plan
routes for them in a route planner game. Also, participants completed questionnaires
regarding trust, liking, and perceived similarity. Furthermore, while being driven by Bob in a
driving simulator, they had to indicate whether or not they entrusted driving scenarios to him.
Results are partially in line with our hypotheses.
5.4.1. Overview of the results
Our first hypothesis was confirmed: perceived similarity was positively correlated
with trust, and liking. For the direct measure of trust, our second hypothesis was also
confirmed: the similar Bob was trusted more than the dissimilar one. Also in line with our
second hypothesis, this effect was mediated by perceived similarity, suggesting that trust in
the indirect measures of trust however, results only partially supported our first hypothesis.
The similar Bob was entrusted more scenarios in the driving simulator than the dissimilar
Bob. However, participants did neither trust the similar Bob over the dissimilar Bob in the
investment game, nor in the route planner game. Therefore, our second hypothesis was only
supported for the driving simulator part.
Our results also answer our exploratory research question regarding the effect of firsthand experience. Our results suggest that although first-hand experience can lower trust, the
effect of similarity on trust is not completely overridden by experience with the technology.
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Future research should try to replicate this finding and study the effect of experience more
closely.
Overall, these results are not completely in line with the findings of previous studies.
In a previous study, we found that mimicry increased trust in the route planner game
(Verberne et al., 2013). Although participants were aware that real monetary stakes were
involved in both studies, the relative risk of this task differed in both studies. That is, the total
payment of the previous study was €5, versus €35 in the current study. The bonus that could
be earned on top of this total payment however was the same in both studies (€2). Therefore,
losing (part of) this bonus could be considered more risky in the previous study, where it
consisted of a maximal 40% increase (€2 on top of €5) in earnings. In the current study
however, the bonus only consisted of a maximal 5.7% increase (€2 on top of €35) in
earnings. Possibly, both games in our current study might not have been experienced as risky
as in our previous study; so that similarity did not affect trust in both games in the current
study.
Furthermore, although facial similarity has been shown to increase trust in the
investment game (DeBruine, 2002), we neither found any similarity effects in the investment
game in the current study, nor in our previous studies (e.g. Verberne et al., 2013). In the
investment game, the amount of risk is determined by the uncertainty about how many credits
will be given back by the other. These credits were worth actual money, and although
humans can do something with money, agents cannot. Although our results generally support
the media equation hypothesis, it could be that this money-based game is less effective in
measuring trust in an agent than in a human.
5.4.2. Limitations and future work
One of the limitations of our current study was that the first-hand experience in the
driving simulator was still minimal. Participants did not experience whether or not the agent
successfully completed each driving scenario. If the agent was shown to handle all scenarios
properly, it could be that a similar and dissimilar agent would be trusted equally afterwards.
That is, we argue that the actual outcome of the driving scenario might be more diagnostic of
trustworthiness than similarity, overruling the effect of similarity. On the other hand, when
ambiguous, the same behavior might be interpreted as more positive when shown by a similar
agent than when shown by a dissimilar agent. Future research could investigate whether
similarity still affects trust when diagnostic driving behavior of the agent is provided.
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Another limitation of our current study was that participants indicated they were
(partially) aware of the research question associated with each type of similarity. We should
note that we asked this question after fully debriefing participants about the connection
between the specific similarity manipulation and our research question. Regardless, our facial
similarity manipulation was the hardest for participants to detect and to link to the research
question, and the shared driving goals manipulation the easiest. The method we used to
manipulate the driving goals of the agent was very explicit in nature, so therefore easier to
detect and to link to the research question. For the mimicry manipulation, almost half of the
participants in the similar agent condition detected the mimicry and linked in to the research
question. The question remains if detecting similarity could have a negative effect on trust.
Future research could further explore the effectiveness of similarity in increasing trust when
participants are aware of the manipulation, by informing participants upfront about the
similarity manipulation and to test its subsequent effectiveness on trust.
In the current research, we combined three types of similarity. Our results suggest that
different types of similarity do not have an additive effect on trust. That is, effect sizes were
similar to those found in previous studies, in which only one type of similarity was
manipulated at a time. It might be that manipulating only one type of similarity is sufficient.
However, we speculate that for some people (e.g. those high in need for cognition) it is more
important that the agent shares their goals than whether or not he looks similar. Future
research could investigate whether or not the different types of similarity affect trust
differently for different types of people.
5.4.3. Implementation of results
be easier said than done. To effectively use similarity in practice, specific information of the
driver would be needed before a similar agent can be constructed. To make the agent facially
similar to the human driver, a high quality photo of that driver is needed and software that fits
such a photo to a digital face. Furthermore, to make the agent realistically mimic the human
driver, the head orientation of that driver needs to be measured accurately. Lastly, for the
agent to be able to share the goals of the human driver, the agent needs to know the goals of
that driver. On top of these complications, the agent should also be able to adapt to multiple
human drivers, such that when another person is sitting in the driver’s seat, it should be able
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to become similar to that person. That would mean that the agent should be able to identify
different human drivers, and to adapt its similarity to any human driver.
Another practical implication of applying our findings to future self-driving cars is the
notion of calibrated trust. In the literature of human-automation interaction, it has been
argued that trust should be properly calibrated: the trust people have in automation
technology should not exceed its capabilities. Overtrust represents a situation in which trust
exceeds the capabilities of the system, whereas undertrust represents a situation in which trust
falls short of the capabilities of the system (Lee & See, 2004). Theoretically, similarity could
be used to increase trust in untrustworthy technology. But although we generally agree with
the notion of calibrated trust, we argue that for self-driving cars, the situation is different.
That is, because human drivers are prone to make errors while driving, and the make-up of
the human body is less than optimal for driving safely at the speeds currently allowed, we
argue that it is better to give control to smart cars than letting humans drive themselves. Of
course self-driving cars should be sufficiently competent and reliable before being widely
introduced. However, we argue that when self-driving cars get better at driving than humans
are (and Google claimed that they already are, Simonite, 2013), then it is preferable to let the
smart car drive itself, even though it is not going to be perfect (and thus is going to make
mistakes). Although self-driving cars still make mistakes, as long as it makes less (severe)
mistakes than humans do, we think that the best decision would be to let the smart car to the
driving. In this situation, we acknowledge the need for proper legislation dealing with road
traffic accidents in which a self-driving car was at fault.
5.3. Conclusion
In conclusion, in this paper we conceptually replicated the findings from our previous
lab studies regarding the effect of similarity on trust, in a more ecologically valid research
environment. Our results suggest that similarity can increase trust in an agent. Furthermore,
our results suggest that first-hand experience with the agent does not completely nullify the
effects of similarity. When an agent is displayed in a self-driving car, it can function as its
virtual driver. If this virtual driver is similar to the human driver, he or she might more easily
accept the automation technology to take control over the wheel.
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Smart cars have the potential to increase road safety and decrease congestion and fuel
consumption. However, they will only be successful in doing so when humans are willing to
give partial or full control of driving to vehicle automation technology. Willingness of
humans to give control to automation technology is governed by the trust they have in the
technology (Lee & See, 2004). Therefore, trust in automation technology is crucial for
drivers to give up control to smart cars. Although research has mainly focused on trust based
on experienced (calculative trust), trust based on intentions (relational trust) is also important
in the domain of automation technology. In this dissertation, we focused on trust in agents,
which might be used to increase trust in smart cars. We defined a virtual social agent as a
digital humanoid, which is controlled by a computer (algorithm) and not by another human
being (the latter being an avatar). For the sake of readability, the term agent(s) will be used in
the remainder of this Chapter to refer to virtual social agent(s). The general research question
in the current dissertation was “What is the effect of similarity on trust in an agent?” We
conjectured that similar cues that enhance trust in a human could also increase trust in an
agent. We also expected that these cues play a prominent role especially when more detailed
information (i.e. experience) of the agent is absent. That is, especially when people lack
experience with the agent or when their experiences with the agent are ambiguous, they
might base their trust on trust cues such as similarity.

Figure 6.1. The complete conceptual model.
To study this research question, we manipulated actual similarity by making an agent
more similar to the human driver. This agent could function as the virtual driver of a smart
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car, thereby representing the automation technology of that smart car. We measured
perceived similarity and trust, and we expected that the more participants perceived the agent
to be similar to them, the more they would trust it. We proposed a theoretical model in which
three different types of similarity could increase perceived similarity and therefore increase
trust in an agent: cognitive similarity, behavioral similarity, and appearance similarity (see
Figure 6.1 for the complete model). To test this model, we first experimentally tested the
effectiveness of one form of each type of similarity separately in the lab, and finally
combined all three types of similarity in a more ecologically valid driving simulator study. So
we first studied how to increase trust in an agent, and then we applied this agent in a
simulated smart car.
6.1. Overview of the results

Figure 6.2. The conceptual model tested in Chapter 2.
In Chapter 2, we described three experimental studies in which we tested whether
shared goals as a form of cognitive similarity could increase trust in a smart system and in an
agent (see Figure 6.2). In Study 1 and 2, we focused on a specific smart system. Participants
were asked to rank driving goals and were then presented with the description of an ACC
instead had a reversed ranking of the driving goals). Results of Study 1 and 2 suggested that
participants trusted the smart system more when it shared their goals than when it did not
share their goals. In Study 3, we presented participants with an agent, and tested the effect of
shared goals on trust in this agent. Similar to the results of Study 1 and 2, results of Study 3
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suggested that shared goals increased trust in an agent. Collectively, the results of these
studies suggested that giving people the impression of shared goals could increase trust in a
specific smart system, or in an agent.

Figure 6.3. The conceptual model tested in Chapter 3.
In Chapter 3, we described three experimental studies in which we tested whether
mimicry as a form of behavioral similarity could increase trust in an agent (see Figure 6.3).
Participants were presented with an agent that either mimicked their head movements, or the
head movements of the previous participant. Although the results of all three studies
supported the idea that more perceived similarity was correlated with more trust in the agent,
they do not firmly support the idea that mimicking head movements is a successful strategy
to increase trust in an agent by increasing perceived similarity. Inconclusively, results of
Study 1 suggested that mimicry could increase trust in an agent, whereas the results of Study
2 and 3 did not provide evidence in support of this hypothesis. Neither by making the
interaction more immersive (Study 2) nor by adding eye contact to the mimicry manipulation
(Study 3) were we able to replicate and/or enhance the mimicry effect we found in Study 1.
Therefore, collectively, these studies do not firmly support the idea that mimicking head
movements as a specific form of behavioral similarity can increase trust in an agent.
However, the results of these studies are in line with the idea that more perceived similarity is
related to more trust.
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Figure 6.4. The conceptual model tested in Chapter 4.
In Chapter 4, we described two experimental studies in which we tested whether
facial similarity as a form of appearance similarity could increase trust in an agent (see
Figure 6.4.). In both studies, we first obtained photographs of the face of the participant and
then morphed the face of an agent with that of the participants. Participants were presented
with an agent whose face was either morphed with their own face, or morphed with the face
of another participant. Although results of Study 1 suggested that perceived similarity was
positively correlated with trust in the agent, our manipulation of facial similarity decreased
instead of increased this perceived similarity, presumably due to combining a similar face
with a dissimilar artificial voice of the agent. When we removed the artificial voice in Study
2, the facial similarity manipulation was successful in increasing trust in the agent.
Collectively, the results of both studies suggested that facial similarity could increase trust in
an agent, but only in the absence of salient dissimilarity cues (such as an artificial voice).
In Chapter 5, we described an experimental driving simulator study in which the
findings from the previous empirical Chapters were combined and applied to a more
ecologically valid smart car situation. Participants were presented with an agent that either
was facially similar to them, mimicked their head movements, and shared their driving goals,
did not share their driving goals. In order to do so, the manipulations detailed in Chapter 2, 3,
and 4 were combined (see Figure 6.5.). After interacting with this agent for a while,
participants were seated in a driving simulator in which the agent with whom they had
interacted before was presented as the virtual driver of the car. Next, participants encountered
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different hazardous driving situations and had to indicate whether or not they trusted the
agent to respond properly to these situations. Also before and after the driving simulator part
of the experiment, we measured how much participants trusted the agent. Results of this
study suggested that a similar virtual driver was trusted more than a dissimilar virtual driver.

Figure 6.5. The conceptual model tested in Chapter 5.
Collectively, the results of all the reported studies answer the general research
question: just as similarity increases trust in humans, it also increases trust in agents. Our
results suggested that by making human drivers perceive an agent to be similar to them, they
trusted the agent more. The results described in Chapter 5 furthermore suggested that such an
agent might be used to increase trust in a smart car. Similarity could be embedded in the
smart system itself (Study 1 and 2 of Chapter 2), or in an agent (Study 3 of Chapter 2, and
Chapter 3 and 4) that functions as the virtual driver (Chapter 5). Although not every type of
similarity was successful in increasing perceived similarity and therefore trust, most of our
studies showed that perceived similarity was correlated with more trust in the agent.
6.2. Theoretical contributions
Our studies provided a number of theoretical contributions to the literature of trust,
and specifically to the literature on trust in agents. The first contribution was the idea that
perceived similarity is a determinant of trust in agents. Our results suggested that such an
agent might be used to increase trust in a smart car as well. As discussed in Chapter 1, until
now, the focus on trust in automation technology in general has been on calculative trust.
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That is, trust is usually seen as based on the experience users have with the technology, and
not so much on the social relation between the technology and the user (relational trust).
However, based on our results using an agent to represent the automation technology of a
smart car, we argue that relational trust also plays an important role in determining trust in
automation technology. Different types of similarity might be capable in enhancing this
relational trust. That is, in the absence of other information (such as first-hand experience),
people tend to trust agents that they perceive to be similar to them.
Second, on a more general level, our studies suggested that similar trust cues that
increase trust in human-human interactions might also be applied to increase trust in humanagent interactions. Our results suggest that the media equation approach (Reeves & Nass,
1996) can be successfully applied to trust in an agent. Just like similarity functions as a trust
cue in human-human interactions, it also functions as a trust cue in human-agent interactions.
Although similarities between trust in humans and trust in automation have been suggested
before (for an overview, see Madhavan & Wiegmann, 2007), using an agent with different
types of similarity to evoke trust in a smart car is a new approach. Possibly, a wide variety of
trust cues from the literature of human-human interactions might be applied to humanautomation interactions, by using an agent to represent the automation technology.
Third, we provide a framework that enables researchers to categorize different types
of similarity and to guide future research regarding the effect of similarity on trust. That is,
although we tested specific forms of cognitive similarity, behavioral similarity, and
appearance similarity, we expect that other forms of each similarity type also have a positive
effect on trust. Examples include similar clothes or similar eye-color (appearance similarity),
similar body posture or a similar speaking pattern (behavioral similarity), and similar
personality or similar emotions (cognitive similarity). Finally, although our framework of
similarity as a trust cue consists of three types of similarity, we do not suggest that these three
categories cover all possible types of similarity.
Fourth, similarity seems to be a tailored trust cue for a wide variety of drivers.
Because the complete driving population consists of a lot of different kind of people (e.g.
to increase the trust of all members of this population, without tailoring the approach to each
unique member. Although the complete driving population is quite diverse, there is one thing
that most of them have in common: they are positive about themselves in general, and
overestimate their general abilities (Alicke, 1985; Brown, 1986), and specifically their
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driving abilities (Roy & Liersch, 2013; Svenson, 1981). Therefore, the potential power of
similarity as a trust cue lies in being a trust increasing strategy for a very diverse group of
drivers. Similarity might be a universal way of tailoring smart cars, and therefore has the
potential to increase trust in a wide variety of members of the complete driving population.
Furthermore, similarity might be a unique type of trust cue, compared to other trust
cues. For one, using similarity as a trust cue might be most effective in increasing trust for
drivers who are most unwilling to hand over control of driving to automation technology. The
stronger a human driver beliefs that (s)he can drive better than the automation technology
can, the more similarity might benefit from this positive self-view to potentially increase trust
of that driver. By using the already existing positive self-image of drivers, we use a part of
the problem as part of the solution. Plausibly, similarity might not be very effective for
drivers who do not think highly about their own driving skills and abilities, but they are far
more willing to hand over control to automation technology, because of their negative selfevaluation regarding their driving skills. A second unique effect of similarity on trust is that
using similarity could result in a psychological effect so that drivers do not have the feeling
that they hand over control to something or someone else, but to an extension of their selves.
In that sense, a virtual driver that is similar to the human driver might evoke the feeling of
having a virtual ‘doppelganger’ as their driver. If so, it would not be the question whether
you would let complex automation technology drive your car, but whether you would let your
virtual self drive the car for you. Although these potential unique effects of similarity on trust
are not yet supported by our data, future research could investigate whether or not similarity
could have these potential unique effects on trust.
Finally, the specific context in which we used similarity to increase trust in an agent
was a smart car, in which the agent could be presented as the virtual driver of the car.
However, such an agent could also be used in other domains in which trust is important. Such
an agent could for instance be applied in a smart home environment, in which certain tasks
regarding the household could be delegated to the agent. Furthermore, similar agents could be
used on websites as virtual assistants, where they could give advice on which
books/movies/games to buy, or which insurance to choose. We conjecture that in any domain
in which trust is an issue, and an agent can be displayed, similarity might function as a trust
cue.
6.3. Limitations and future work
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Aside from the theoretical implications, we have some suggestions for future
research, based on some of the limitations in our current set of studies. Our first suggestion
for future research is to increase the actual risk of participants, or to make it more salient.
One could question whether there was enough risk involved in our experiments for trust to
really be an issue. We induced risk in our experiments through the use of credits, which
participants could either gain or lose. These credits determined the actual monetary bonus
participants were paid at the end of the experiments. Realistically, we induced a financial
risk, which is not exactly the type of risk that is involved in actually handing over control to a
smart car. When a smart car fails to make the correct decision on the road, there is a physical
risk, involving serious injuries or even death. And even though our driving simulator study
more closely matched a possible experience in a real smart car, there was still no real
physical risk. Although we acknowledge that the type of risk induced in our experimental is
not comparable to the type of risk in a real smart car, we believe our studies nevertheless
provide insights in how trust in a real smart car might be increased. Future research could try
to induce more realistic and salient risks, and see how different ways of increasing trust work
in a more naturalistic setting. We acknowledge that it would still be hard to induce actual
physical risks in an experiment, due to ethical guidelines regarding the treatment of
participants. A promising method of increasing the ecological validity on research on trust in
smart cars in general is naturalistic driving (SWOV, 2012). Naturalistic driving is a relatively
new research method for everyday driving behavior of road users. Test vehicles are equipped
with sensors to unobtrusively register human driver behavior. Naturalistic driving could be an
ecological valid method to study real behavior with smart cars. However, such a method also
has downsides such as relatively high cost in terms of time and money, and less experimental
control than lab studies.
Our second suggestion for future research is to explore the applicability of the
mechanisms that increase trust in an agent to a smart car. Most of our trust measurements
were rather complex and cognitive in nature, and required participants to make a decision
without knowing whether or not the agent was trustworthy or not. Although the trust
measures requiring less cognitive attention, thereby taking into account the limited
processing capacity of drivers while on the road.
Our third suggestion for future research is to further explore the role of self-esteem in
the effect of perceived similarity on trust. The general idea behind the positive effects of
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measures we used are well-established, it could be useful in future research to also use
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perceived similarity is that people are positive about themselves (and about their driving
skills specifically for our studies). Although we did not measure participants’ evaluations of
their own driving skills, we did measure their self-esteem. Our results suggest that selfesteem did not play a role on the effect of similarity cues on trust. However, our experimental
population consisted of university students and other healthy individuals who usually have
quite positive self-esteem (Taylor & Brown, 1988). Therefore we could not properly test the
effect of self-esteem because of lack of variance in self-esteem. A suggestion for future
research would be to test the effect of perceived similarity on trust in populations of people
with low self-esteem (chronically, or temporarily lowered).
Related to this self-esteem issue, another suggestion for future research would be to
test the effect of perceived similarity in different cultural groups. In general, research has
shown that people from East Asian countries scored lower on reported self-esteem than
people from Western countries (Schmitt & Allik, 2005). Both groups of people seemed to
feel positively towards themselves, but Chinese participants were less inclined to express this
feeling in an excessively positive manner (Cai, Brown, Deng, & Oakes, 2007). Therefore,
cultural differences might moderate the effect of perceived similarity on trust, which could be
addressed in future research. In general, we would expect that perceived similarity would be
most effective for people with a positive self-esteem. For people with low self-esteem, using
perceived similarity might theoretically even lead to a decrease of trust.
Our fourth suggestion for future research is to explore forms of similarity that do not
rely on visual attention to be effective. The forms of similarity we used in our studies were
limited because they relied on humans’ vision modality. That is, the specific types of
appearance similarity, behavioral similarity, and cognitive similarity we used could only be
effective by looking at the similar agent. Because driving entails a set of tasks that are mostly
depending on the visual channel (e.g. Owsley & McGwin, 2010), it is difficult to imagine that
such forms of similarity could be effective in increasing trust while driving when the human
driver is in the loop and has to pay its visual attention to the road. Therefore, future research
should focus on using other modalities to influence the trust when the driver is still in the
loop. One example would be to use a similar voice to increase trust. Earlier research has
shown that a similar voice could also enhance trust in humans and in technology. In humans,
verbal mimicry has been shown to increase trust (Kulesza, Dolinski, Huisman, & Majewski,
2013). In technology, matching the personality of a computer voice with that of the
participant resulted in the computer being rated as more attractive and credible by the
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participant (Nass & Lee, 2000). However, there are some issues to take into account when
using a voice to increase trust. Mixed results have been reported on the evaluation of
recordings of our own voice. On the one hand, research has shown that when participants
were aware of listening to the recording of their own voice, they rated their own voice more
negatively than others' (Holzman & Rousey, 1966). On the other hand, when people were
unaware of listening to the recording of their own voice; they rated their own voice as more
attractive than others', suggesting vocal implicit egotism (Hughes & Harrison, 2013). To
prevent drivers from recognizing their own prerecorded voice, our suggestion would be to
create voice similarity by matching voice parameters (such as pitch, timbre, volume, speed,
cadence, and speed of the voice) instead of by using the recorded voice of the driver.
Furthermore, our results suggest that an artificial voice can have negative effects on trust.
These results are in line with other research that also showed that participant trusted real
speech more than artificial speech (Stedmon, Sharples, Littlewood, Cox, Patel, & Wilson,
2007). Therefore, our recommendation for future research would be to use a real human
voice instead of an artificial one. Lastly, speech-based interfaces in cars have been shown to
increase reaction times of drivers by 30% (Lee, Brown, Caven, Haake, & Schmidt, 2000).
Therefore, using a voice might be detrimental to drivers’ reaction times, which should be
taken into account.
Our fifth and final suggestion for future research is to test the long-term effect of
similarity on trust. In all our studies, we focused on the short-term effects of similarity on
trust. Participants were presented with a similar technology or a similar agent, and within the
same experimental session, we measured their trust. We do not know whether any positive
effect of similarity will be effective in increasing trust in the long run. One possibility is that
human drivers will form a bond with their similar virtual drivers, growing over time.
However, another possibility could be that human driver will grow bored with their similar
virtual driver after a while, diminishing the trust enhancing effects of perceived similarity.
Whatever the long-term effects of similarity are on trust, our studies suggested that perceived
similarity increases trust in the short term. As long as the virtual driver does not betray this
research should focus on the long-term effects of perceived similarity to be able to answer
these questions.
6.4. Implementation of results
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trust in one way or another, we do not expect that trust will sharply decline. However, future
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Until now in this dissertation, we primarily discussed the potential benefits of smart
cars, painting a rather optimistic picture of the potential of smart cars. However, there may
also be potential problems with the introduction of smart cars. So in this section, we will
transcend the specific topic of the use of similarity cues to increase trust in smart cars, and we
will focus on those problems.
The first problem is that operators of automation technology might fail to intervene if
necessary in the event of automation failure. This is due to loss of situational awareness, and
loss of manual skill (Endsley & Kiris, 1995; Kaber & Endsley, 1997). In a situation in which
automation technology takes care of some part of the driving task, drivers become less
vigilant and focus less on the situation at hand, resulting in bad driving performance when
distracted by a secondary task (Merat, Jamson, Lai, & Carsten, 2012). When the automation
technology fails, or encounters something it is not designed for, it will need the help of the
driver to cope with that situation. However, when drivers are not aware of the situation when
they need to intervene, they need 5 to 7 seconds to respond (Gold, Damböck, Lorenz, &
Bengler, 2013) and up to 40 seconds to stabilize vehicle control (Merat, Jamson, Lai, Daly, &
Carsten, 2014). The problem of loss of manual skill has been studied extensively in literature
on aviation automation. In the aviation domain, most pilots of highly automated airplanes
often fly to manually prevent them to lose their basic flying skills (Curry, 1985; Wiener,
1988). For highly automated smart cars, a similar problem could arise when drivers do not
drive much themselves, but instead leave most of the driving to the smart car.
The second problem is the liability in the case of a car crash in which a smart car was
at fault. Although automation technology might be less prone to mistakes than humans in
situations for which the technology was designed, the automation technology will encounter
situations that were unforeseen by the programmers. Furthermore, computers do crash on
occasions, and it might happen to smart cars as well. Therefore, inevitably smart cars are
going to make mistakes. But how can we determine the liability of a crash, when the human
behind the wheel was not technically driving the car, but rather the automation technology
was? Would the car manufacturer be the one to blame for the accident, or the programmer
who did not think of that particular driving situation? These questions are difficult to answer
at the moment, and not the focus of this dissertation, but need to be addressed before highly
automated vehicles can drive on public roads. Furthermore, according to the Geneva
Convention on Road Traffic (1949), every vehicle should have a driver, and that driver
should at all times be able to control their vehicle. However, with highly automated smart
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cars, there is no clear driver anymore, and when the car is driving itself, the driver cannot be
expected to be able to regain control the car at any moment. Therefore, legislation should be
changed to deal with highly automated smart cars.
The third problem is the cyber security of smart cars, which is related to the
technology that smart cars need to become smart. On the one hand, the more communication
there is between smart cars with vehicle-to-vehicle (V2V) communication and between smart
cars and infrastructure with vehicle-to-infrastructure (V2I) communication, the smarter smart
cars get and the more successful they will be able in reaching their full potential in increasing
road safety, and decreasing congestion and fuel consumption. On the other hand, the more
smart cars rely on communication for their optimal functioning, the more opportunities there
are for hackers to take control of smart cars for evil purposes. Therefore the data that is
shared through V2V and V2I communication should be sufficiently encrypted to prevent
malicious use of smart cars.
The fourth problem is that smart cars are not going to reduce the number of road
traffic accidents to zero. First, the human error that is the cause of the majority of road traffic
accidents nowadays will not be completely eliminated by the introduction of highly
automated smart cars. That is, the human error of a single driver might be eliminated, but
human errors will still have an effect on road traffic accidents in the form of other humans
needed to make smart cars. Errors will still be made by the manufacturers of smart cars, by
the programmers of the software required to make cars smart, and by mechanics that maintain
the smart cars. Second, some road traffic accidents are simply unavoidable: think of big rocks
falling on the road, a sudden flat tire, or weather conditions that cause road traffic accidents.
Third, the technology is not going to be perfect and will therefore crash. Getting a blue screen
of death in a smart car could prove very dangerous while driving on a highway. Fourth,
technology introduces new causes of road traffic accidents. In NHTSA (2008), 93% of road
traffic accidents were estimated to be caused by human error, which is the number that is
often cited as the road traffic accident reduction potential of smart cars. A re-evaluation of
this data however showed that at least 49% of road traffic accidents contained at least one
Actuarial Society Automated Vehicles Task Force, 2014). Therefore, although part of all road
traffic accidents could be prevented by automation technology, the same technology also
introduces new road traffic accidents.
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limiting factor that could disable automation technology, or reduce its effectiveness (Casualty
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A more general problem consists of the ethical concerns regarding the introduction of
smart cars, and about the use of types of similarity as trust cues specifically. That is, these
trust cues mainly work outside of conscious awareness of human drivers. Using similarity as
a trust cue could therefore be seen as manipulation or coercion, and could therefore be
considered ethically problematic. Furthermore, similarity could be used as a trust cue without
giving human drivers the experience to judge for themselves whether or not the technology
warrants their trust. To prevent these problems, Spahn (2012) provided specific guidelines for
any mechanism that is used in technology to change attitudes and/or behavior of humans (in
our case perceived similarity): (1) the use of the mechanism should be based on prior (real of
counterfactual) consent, (2) the mechanism should only be used as long as it is necessary, and
(3) the mechanism should grant as much autonomy as possible to the user. Smids (2015)
suggested similar guidelines to prevent the use of forms of similarity as a trust cue
specifically to become ethically problematic: (1) perceived similarity might be used as a trust
cue, as long as this trust is warranted to the end user, (2) the use of trust cues should result in
a fair and sufficiently symmetrical influence between the technology and the user, and (3) if
designers use trust cues to increase usability, then it should be possible to justify the way the
trust cues are incorporated in the technology solely on grounds on that design aim. Therefore,
although the introduction of smart cars and the use of perceived similarity as a trust cue could
be ethically problematic, adhering to ethical guidelines could minimize these problems.
Related to ethical concerns of the use of similarity cues to increase trust, it has been
argued that this trust has to be properly calibrated: the trust people have in automation
technology should not exceed its capabilities (Lee & Moray, 1992; Muir, 1994). Overtrust
represents a situation in which trust exceeds the capabilities of the system, whereas undertrust
represents a situation in which trust falls short of the capabilities of the system (Lee & See,
2004). Although we generally agree with the notion of calibrated trust, we argue that for
smart cars, the situation is different. That is, because human drivers are prone to make errors
while driving (as detailed in Chapter 1), and because the make-up of human senses is not
optimally suited for safely driving vehicles at the speeds at which we do, we think it would
be better to give control to smart cars than letting humans drive themselves. Of course smart
cars should be sufficiently competent and reliable before being widely introduced. However,
we argue that when smart cars get better at driving than humans are (and Google claimed that
they already are, Simonite, 2013), then we would prefer to let the smart car drive itself, even
though it is not going to be perfect (and thus is going to make mistakes). Even if the smart car
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still makes mistakes, as long as it makes less (severe) mistakes than humans do, we think that
the best decision would be to let the smart car drive itself. However, in this situation, we
acknowledge the need for proper legislation (e.g. to deal with road traffic accidents in which
the smart car was at fault).
6.5. Future vision and final remarks
All potential benefits and problems regarding highly automated smart cars are based
on predictions about how mobility will change in the future. In the literature, general
consensus exists that mobility will change, but at the moment we can only guess how
mobility is going to change in the (near) future. Our future vision is therefore speculative,
based on trends we observed while talking to people from various disciplines. Although
speculative, we would like to highlight some of the possible changes of mobility that might
happen in the future and that might affect potential benefits and problems of the introduction
of smart cars.
In the first stage of introduction, most probably humans will still be in the loop to
intervene if possible while driving a car. In this stage, there will only be a few smart cars on
the road, compared to the amount of ‘dumb’ cars. Therefore, we envision the first smart cars
to have ‘super cruise control’ mode, in which the smart car can do specific driving tasks in a
very specific situation. For instance, on the highway you could turn on the super cruise
control mode to let the car maintain a safe distance and to keep the car in the lane. Drivers at
this time should still be alert to intervene to changes in the driving situation. One of the
changes we envision in mobility in general is that in the future, people might use cars more as
a mobility service instead of an object that they own. Instead of buying an all-purpose car,
you rent the right car for the occasion. In that case, people could drive small electric vehicles
for commuting and drive bigger cars for holidays with the whole family. Car sharing
initiatives such as Zipcar could provide such services to car users. Eventually, smart cars
could also be shared, so that you can hire your personal cab, but without a human cab driver.
Another possible, more technical change in the future of mobility might be the
greatly increased when data about the speed, location, and trajectory of the vehicle can be
communicated to other smart cars. Instead of smart cars relying on their own sensors to make
decisions, they could use the data of other smart cars nearby to navigate the roads. With V2V
communication, smart cars can drive in platoons, in which multiple vehicles respond to the
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development of V2V and V2I communication. The potential benefits of smart cars can be
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actions of a lead vehicle at once. The state of the lead vehicle is communicated to the other
vehicles, such that they can respond very quickly to any deviations in speed. Platoons reduce
fuel consumption and congestion by reducing vehicle-to-vehicle spacing (Alam, Gattami, &
Johansson, 2010). With V2I communication, a server can process the speed and position of
all smart cars on the road and optimally guide every vehicle to achieve maximum efficiency
and safety (Miller, 2008). Harding et al. (2014) suggested to enable smart cars to 'talk' to each
other, by developing a standard communication protocol for V2V and V2I communication.
Although smart cars have promising potential to increase road safety and decrease
congestion and fuel consumption, there are still some bumps in the road to the future of
driving. The exact benefits and problems related to smart cars described earlier are
speculative at best at the moment. At the time of writing, the automation technology has not
been fully developed yet for optimal implementation and requires further extensive testing
and development before it will be ready for full-scale implementation on the roads. However,
if the results of this dissertation shows anything, it is that the human factor side of the story is
as important as the technological side of the story (if not more important). We see the
willingness of human drivers to trust the technology as the most prominent bump in the road
to successful implementation of smart cars.
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Appendix A

In this appendix, we provide an overview of all the agents we used in the studies
described in this dissertation. All agents were part of either the Vizard Complete Character
set (Figure A.2.), or the Vizard Complete Character HD set (Figure A.3.). If an agent spoke,
its synthetic voice was Dutch (from Acapela group), and the agent moved its lips in synch
with the synthetic Dutch speech. All agents blinked their eyes at a natural rate. The agents of
Chapter 3 and the agent of Chapter 5 also moved their heads, either mimicking the yaw,
pitch, and roll (see Figure A.1.) of the participants’ head, or not.

Figure A.1. Depiction of yaw, pitch, and roll, which are the rotation on the green, blue, and
red arrows respectively. These arrows are depicted on the left side.
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Figure A.2. Top left and top right: Jeroen and Max, the agents used in Study 1 Chapter 3.
Bottom left: David, the agent used in Study 2 Chapter 3. Bottom right: John, the agent used
in Study 1 and Study 2 of Chapter 4, and in the Study 1 of Chapter 5 (in which he was called
Bob). John/Bob had a different face for every participant. For demonstrational purposes, the
face of the doctoral candidate is depicted here.
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Figure A.3. Top row: Bart and Mark, the agents of Study 3 of Chapter 3, bottom: Tom, the
agent of Study 3 of Chapter 2.
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Appendix B

In this appendix, we describe the measures of trust we have used in the studies described
in this dissertation. We have distinguished direct and indirect measures of trust. With a direct
measure of trust, we mean a measure that specifically measures aspects of trust, and not its
consequences. With an indirect measure of trust, we mean a measure that measures the
consequence of trust, and this consequence might also be due to other factors besides trust.
1. Direct measure of trust
In our studies, we have used one direct measure of trust: the trust questionnaire of
Jian, Bisantz, and Drury (2000), which was specifically designed to measure trust in
automation technology. We reworded the original questions, to more closely fit the content of
each study.
Specific trust questions used in Study 1 & 2 of Chapter 2 (because participants only received
a description of an actual system, we did not use the complete questionnaire):
1. I am wary of this ACC system.
2. This ACC system is reliable.
3. I would entrust my car to this ACC system.
4. I would be able to count on this ACC system.
5. This ACC system would have harmful consequences.
6. I trust this ACC system.
7. I can assume that this ACC system will work properly.
Specific trust questions used in all studies with agents:
1. [Name of agent] is deceptive. (-)
2. [Name of agent] behaves in an underhanded manner. (-)
3. I am suspicious of the intentions, actions, and outputs of [name of agent]. (-)
4. I am wary of [name of agent]. (-)
5. [Name of agent]’s actions will have a harmful or injurious outcome. (-)
6. I am confident in [name of agent].
7. [Name of agent] provides security.
8. [Name of agent] has integrity.
9. [Name of agent] is dependable.
10. [Name of agent] is reliable.
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11. I can trust [name of agent].
12. I am familiar with [name of agent].
2. Indirect measures of trust
2.1. Investment game
At the beginning of the investment game (Berg, Dickhaut, & McCabe, 1995), both the
participant and the agent were given 10 credits. First, the participant had to choose how many
credits to give to the agent. Then, the agent would decide how many credits he was going to
give back to the participant. Only credits given by the participant to the agent would be
tripled. Therefore, the more credits the participant would give to the agent, the more credits
there would be to divide. However, by giving more credits to the agent, the participant also
risked getting fewer credits back than their initial amount. Therefore, the indirect measure of
trust in this game is the amount of credits given to the agent. To keep the situation uncertain,
the amount of credits the agent decided to give to the participant was always revealed at the
very end of the complete experiment.
2.2. Route planner game
At the beginning of the route planner game (De Vries, 2004), participants received 20
credits. The agent represented a navigation system, and participants could use the help of the
agent to plan 10 routes that differed in length and difficulty (see Figure A.1). For each route,
the participant had two choices: either let the agent plan the route for them, or not. If the
participant chose to accept the agent to plan the route for them, they lost two credits. If the
participant chose to reject the agent to plan the route for them, they lost one credit. Accepting
the agent’s help was thus the more risky option. In both cases, participants did not have to
plan a route themselves. Feedback on the agent’s performance in this game was given at the
very end of the experiment. If any of the routes planned by the agent happened to be the
fastest route (ostensibly after checking with a database of fast routes), participants would get
four credits back for that route. Because staking 1 extra credit could lead to a gain of four
credits, every route given to the agent could lead to a potential gain of three credits (like in
the investment game). The amount of times participants accepted the agent’s help in planning
the route is the indirect measure of trust in this game. The more participants accepted the help
of the agent, the more they indicated that they trusted him.
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Figure B.1. All ten routes displayed in the route planner game.
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2.3. Driving clips task
In this task, participants were presented with seven short driving clips. These clips
were recorded from the car driving simulator game City Car Driving, while one of the
experimenters was manually driving the car. In each clip, a driving scenario in which a car
approached a hazard was shown from the perspective of the driver’s seat. No visible body of
the driver was visible, but the agent was shown on the dashboard, and participants were told
that the agent was driving the car. Each clip ended just before the driver reached the hazard,
to keep participants uncertain about the outcome of that driving scenario. Hazards included:
(1) slalom, (2) stop sign, (3) red traffic light, (4) tree on the road, (5) crossing pedestrian, (6)
corner, and (7) braking cars on highway (see Figure B.2.). All clips included sound of the
engine.
In the driving clips task, these driving clips were presented in a random order, and
participants were instructed to press the spacebar when they felt the need to regain control
over the car while watching the driving clip. Pressing the spacebar did not end the clip, but
only signaled the desire of taking back control. We reasoned that the more participants
trusted Tom, the less they would press the spacebar. So the amount of times the spacebar was
pressed was a negative indication of indirect trust: the more participants pressed the spacebar,
the less they trusted the agent.
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Figure B.2. Still images of the clips used in the driving clips task. From left to right and from
top to bottom: slalom, stop sign, red traffic light, tree on the road, crossing pedestrian, corner,
and braking cars on highway.
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Appendix C

In this appendix, we describe the specific instructions participants received in the
studies reported in this dissertation. Also, we depict the location of the avatar during the
investment game, the route planner game, and the driving clips task. All agents were
presented on the same location, in the same size, and lighting conditions.
During the execution of all the studies presented in this dissertation, the author of this
dissertation was present as experiment leader to make sure that participants understood the
experimental tasks presented to them, which were sometimes quite complex. Participants
were free to ask any question at any time to clarify the tasks they were asked to complete, and
were encouraged to do so. The experiment leader was always available to answer any
questions regarding the experimental tasks. Questions regarding the meaning behind the tasks
or the research question of the experiment as a whole were answered during debriefing only.
1. Instructions shared goals.
Below are screen captures of what was presented to the participants (in Dutch).

General welcome screen.
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Top: explanation of driving goals, bottom: ordening the driving goals from 1 to 4.
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Top and bottom: explanation of ACC systems in general.
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Top: explanation of the icons that indicate the goal of the ACC system, bottom: explanation
of the icons that indicate the level of automation of the ACC system.
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Top: explanation of the information regarding the driving goals of the ACC system, bottom:
explanation of the level of automation of the ACC system.
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Screen capture showing the complete screen with an example trust question.
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2. Instructions investment game.

Top and bottom: explanation of the investment game.
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Top: screen capture of actual investment game, bottom: participant has chosen to give 5
credits to Tom.
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3. Instructions route planner game.

Top and bottom: introduction of the route planner game
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Top and bottom: explanation of the route planner game
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Top and bottom: explanation of the different parts of the route planner game screen.
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Top and bottom: further explanation of the different parts of the route planner game.
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Top and bottom: explanation of the credits of the route planner game.
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Top: end of the instructions, bottom: participant chose Tom to plan this route.
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Top: one example route, bottom: the agent displayed in the driving clips task.
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Summary

Thanks to rapid technological developments, smart cars are being developed that use
automation technology to either help or replace human drivers. These smart cars have several
potential benefits: they might decrease the amount of road traffic accidents (lethal and nonlethal), decrease the amount of traffic jams, and increase fuel efficiency. However, these
potential benefits can only be fully realized when human drivers are willing to give (part of
the) control of driving to the automation technology. The willingness of human drivers to
transfer this control to automation technology is driven by trust. Research has shown that
people respond socially to technology in general. This means that people might respond
similarly to technology as to other humans. For example, people tend to get mad at their
computer if it does not work properly. In the research described in this dissertation, we
studied whether the same strategies that increase trust in humans also increase trust in a
virtual agent, which might be used to increase trust in smart cars. Similarity has been shown
to be an important trust cue.
Similarity increases trust in humans. People tend to trust someone else more, when
that person is similar to them in one way or another. In our studies, we applied this similarity
effect to a virtual agent, to increase trust in that agent. We distinguished three types of
similarity: appearance similarity, behavioral similarity, and cognitive similarity. We applied
these types of similarity to either a specific automation system, or to a virtual agent that
functioned as the virtual driver of a smart car.
In Chapter 2, we described two studies in which we manipulated cognitive similarity.
Specifically, we studied whether participants would trust a system more when it shared their
driving goals. We first asked participants to rank several driving goals from most to least
important. Participants were either assigned to the ‘similar’ condition or the ‘dissimilar’
condition. In the ‘similar’ condition, participants received a description of a smart system
with the same ranking of driving goals as their own. If the most important driving goal of the
participant was speed, then the most important driving goal of the automation system was
also speed. In the ‘dissimilar’ condition, the smart system had the reversed ranking of driving
goals as the participant. So if speed was the participant’s most important driving goal, it was
the least important driving goal of the smart system. We measured how much participants
trusted and accepted the system. Results suggested that participants trusted and accepted a
smart system with the same ranking of driving goals more than a smart system with a
reversed ranking. We replicated these findings in a third study, in which we used a virtual
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agent to represent the automation system. In sum, cognitive similarity (specifically shared
goals) can function as a trust cue to increase trust in automation technology.
In Chapter 3, we described thee studies in which we manipulated behavioral
similarity. Specifically, we studied whether participants would trust a virtual agent more
when it was mimicking their behavior. Participants wore a cap that was equipped with a
sensor to measure their head movements. They were assigned to either the ‘similar’
condition, or the ‘dissimilar’ condition. In the ‘similar’ condition, the virtual agent mimicked
their head movements, in the ‘dissimilar’ condition; the virtual agent mimicked the head
movements of the previous participant (and thus did not mimic the current participant).
Results suggested that participants trusted and liked the agent more when it mimicked their
own head movements than when it mimicked the head movements of someone else.
However, only the results of Study 1 showed this effect, and we were unable to replicate the
effect in Study 2 and 3. In sum, behavioral similarity (specifically mimicry) might function as
a trust cue to increase trust in a virtual agent, but more research is needed to increase the
effectiveness of mimicry by a virtual agent.
In Chapter 4, we described two studies in which we manipulated appearance
similarity. Specifically, we studied whether participants trusted a virtual agent more when its
face was similar to theirs. First, we took pictures of the face of every participant to create a
virtual face of every participant. This face was then combined (‘morphed’) with another
virtual face to create a face that comprised 50% of the features of the virtual face of the
participant, and 50% of the features of the other virtual face. Participants were assigned to
either the ‘similar’ or the ‘dissimilar’ condition. In the ‘similar’ condition, participants
interacted with a virtual agent whose morphed face had been combined with their own face,
in the ‘dissimilar’ condition; its morphed face had been combined with the face of another
participant. Results suggested that participants trusted and liked the virtual agent more when
its face was similar to their own face than when its face was similar to someone else’s face.
In sum, appearance similarity (specifically facial similarity) can function as a trust cue to
increase trust in a virtual agent.
In Chapter 5, we described a driving simulator experiment in which we studied
whether participants would trust a similar virtual driver of a smart car more than a dissimilar
virtual driver. In this experiment, we combined the types of similarity described in Chapter 2,
3, and 4. Participants were assigned to either the ‘similar’ condition, or the ‘dissimilar’
condition. In the ‘similar’ condition, participants interacted with a virtual agent whose face,
185	
  
	
  

Summary

head movements, and driving goals were similar to those of the participant. In the ‘dissimilar’
condition, its face, head movements, and driving goals were dissimilar to those of the
participant. Results suggested that participants trusted and liked a similar driver more than a
dissimilar driver. In sum, a combination of specific forms of appearance similarity,
behavioral similarity, and cognitive similarity could function as a trust cue to increase trust in
a virtual driver.
In the near future, smart cars might be equipped with a virtual driver. By making this
virtual driver similar to the human user, similarity could increase trust in this virtual driver,
and thus in the smart car. By increasing trust, smart cars might be more acceptable, leading to
a more effective diffusion of smart cars.
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Samenvatting

Slimme auto's zijn in ontwikkeling die steeds meer automatische technologieën
bevatten om menselijke bestuurders te ondersteunen en uiteindelijk menselijke besturing
zelfs te kunnen vervangen. Deze slimme auto’s hebben een aantal voordelen: zo kunnen ze
onder andere het aantal verkeersongevallen verlagen, het aantal files verminderen en het
brandstofverbruik verlagen. Echter, deze voordelen kunnen alleen behaald worden indien
bestuurders de controle van het autorijden gedeeltelijk of helemaal over willen geven aan
automatische technologie. De bereidheid van mensen om controle af te geven is afhankelijk
van het vertrouwen in de technologie. Uit onderzoek blijkt dat mensen over het algemeen
sociaal reageren op intelligente systemen. Dit betekent dat mensen vergelijkbare sociale
reacties kunnen vertonen op technologie als op mensen. Mensen kunnen bijvoorbeeld boos
worden op hun computer als die niet doet wat ze willen. In het onderzoek dat beschreven
wordt in dit proefschrift hebben we onderzocht of strategieën die vertrouwen opwekken in
mensen ook gebruikt kunnen worden om vertrouwen op te wekken in slimme technologie.
Een van de belangrijke manieren om vertrouwen op te wekken is via gelijkheidskenmerken.
Gelijkenis wekt vertrouwen op bij mensen. Er is veel onderzoek dat aantoont dat
iemand meer vertrouwd wordt wanneer deze persoon in bepaalde opzichten op je lijkt. In ons
onderzoek hebben we gelijkheidskenmerken toegepast in technologie, om daarmee
vertrouwen

in

die

technologie

te

verhogen.

Hierbij

hebben

we

drie

typen

gelijkheidskenmerken gebruikt: uiterlijke, gedragsmatige en mentale gelijkheidskenmerken.
Deze gelijkheidskenmerken zijn toegepast in specifieke technologie, en in een virtuele
persoon. De virtuele persoon zou kunnen fungeren als virtuele bestuurder van een slimme
auto.
In Hoofdstuk 2 hebben we twee studies beschreven waarin we het effect van een
mentale gelijkheidskenmerk op vertrouwen hebben onderzocht. Specifiek hebben we
onderzocht of technologie die de rijdoelen deelde van de proefpersoon meer vertrouwd zou
worden. Hiervoor werd proefpersonen eerst gevraagd om een aantal rijdoelen te ordenen van
meest belangrijk naar minst belangrijk. Daarna werden proefpersonen ingedeeld in de
‘gelijke’ conditie of de ‘ongelijke’ conditie. In de ‘gelijke’ conditie kregen proefpersonen een
beschrijving van een systeem waarin duidelijk werd dat het systeem dezelfde ordening had
als de proefpersoon. Als de proefpersoon snelheid als belangrijkste doel had, dan had de
technologie dat ook als belangrijkste doel. In de ‘ongelijke’ conditie kregen proefpersonen
een beschrijving van een systeem die de omgekeerde ordening had. Dus als de proefpersoon
snelheid als belangrijkste doel had, had de technologie snelheid als minst belangrijke doel.
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Vervolgens werd ze gevraagd hoeveel vertrouwen ze in dit systeem zouden hebben, en
hoeveel ze het zouden accepteren. De resultaten suggereerden dat proefpersonen een systeem
met dezelfde ordening meer vertrouwden en accepteerden dan een systeem met een
omgekeerde ordening. Deze bevinding hebben we ook gevonden in een derde studie, waarin
de specifieke technologie een virtueel persoon was. Conclusie: een specifiek mentale
gelijkheidskenmerk (gedeelde doelen) kan vertrouwen in techniek verhogen.
In Hoofdstuk 3 hebben we drie studies beschreven waarin we het effect van een
gedragsmatige gelijkheidskenmerk op vertrouwen hebben onderzocht. Specifiek hebben we
onderzocht of proefpersonen een virtuele persoon meer zouden vertrouwen wanneer deze hen
imiteerde. Proefpersonen droegen een petje met daarop een sensor die hun hoofdbewegingen
registreerde, en ze werden ingedeeld in de ‘gelijke’ conditie, of de ‘ongelijke’ conditie. In de
‘gelijke’ conditie kopieerde een virtuele persoon de hoofdbewegingen van dezelfde
proefpersoon met een kleine vertraging, in de ‘ongelijke’ conditie kopieerde hij de
hoofdbewegingen van de vorige proefpersoon. Vervolgens werd ze gevraagd hoeveel
vertrouwen ze hadden in hem, en hoe aardig ze hem vonden. De resultaten suggereerden dat
proefpersonen de virtuele persoon meer vertrouwden en aardiger vonden wanneer deze hen
imiteerde, dan wanneer deze hen niet imiteerde. Echter, dit effect van imitatie vonden we
alleen in studie 1 en niet in de andere twee studies. Conclusie: een specifieke gedragsmatige
gelijkheidskenmerk (imitatie van hoofdbewegingen) zou vertrouwen in techniek kunnen
verhogen, maar er moet nog beter uitgewerkt worden hoe dit imitatiegedrag menselijker
gemaakt kan worden.
In Hoofdstuk 4 hebben we twee studies beschreven waarin we het effect van een
uiterlijke gelijkheidskenmerk op vertrouwen hebben onderzocht. Specifiek hebben we
onderzocht of proefpersonen een virtuele persoon meer zouden vertrouwen wanneer diens
gezicht leek op die van henzelf. We hebben eerst foto’s genomen van het gezicht van de
proefpersoon. Deze foto's hebben we gebruikt om een virtueel gezicht van elke proefpersoon
te maken. Dit gezicht hebben we gecombineerd (‘gemorphed’) met een ander virtueel gezicht
om een combinatie gezicht te maken dat voor 50% bestond uit kenmerken van het gezicht
van de proefpersoon en voor 50% uit kenmerken van het andere gezicht. Proefpersonen
werden ingedeeld in de ‘gelijke’ conditie of de ‘ongelijke’ conditie. In de ‘gelijke’ conditie
kregen proefpersonen een virtuele persoon te zien wiens gecombineerd gezicht hun eigen
gezicht bevatte, in de ‘ongelijke’ conditie bevatte het gecombineerde gezicht van de virtueel
persoon het gezicht van een andere proefpersoon. Vervolgens werd ze gevraagd hoeveel
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vertrouwen ze hadden in hem, en hoe aardig ze de virtuele persoon vonden. De resultaten
suggereerden dat proefpersonen de virtuele persoon meer vertrouwden en aardiger vonden
wanneer diens gezicht op hun eigen gezicht leek, dan wanneer diens gezicht op het gezicht
van iemand anders leek. Conclusie: een specifiek uiterlijke gelijkheidskenmerk (gelijkend
gezicht) kan vertrouwen in techniek verhogen.
In Hoofdstuk 5 hebben we een rijsimulator studie beschreven waarin we onderzochten
of gelijkheidskenmerken ook vertrouwen kunnen wekken in een virtuele bestuurder van een
slimme auto. In deze studie hebben we de drie gelijkheidskenmerken gecombineerd, die we
in hoofdstuk 2, 3, en 4 besproken hebben. Proefpersonen werden ingedeeld in de ‘gelijke’
conditie of de ‘ongelijke’ conditie. In de ‘gelijke’ conditie werd proefpersonen een virtuele
bestuurder gepresenteerd wiens gezicht, hoofdbewegingen en doelen op die van henzelf
leken. In de ‘ongelijke’ conditie leken zijn gezicht, hoofdbewegingen en doelen niet op die
van henzelf, maar van een andere proefpersoon. Wederom vroegen we proefpersonen hoeveel
ze hem vertrouwden en hoe aardig ze hem vonden. De resultaten suggereerden dat
proefpersonen de virtuele bestuurder meer vertrouwden en aardiger vonden wanneer deze op
hen leek, dan wanneer deze niet op hen leek. Conclusie: een combinatie van mentale,
gedragsmatige en uiterlijke gelijkheidskenmerken kan vertrouwen in techniek verhogen.
Een toekomstige slimme auto zou voorzien kunnen worden van een virtuele
chauffeur. Deze chauffeur zou op natuurlijke wijze met de menselijke bestuurder kunnen
communiceren. Wanneer deze chauffeur bovendien gelijkenissen vertoont met de menselijke
gebruiker, zou dat vertrouwen in deze chauffeur kunnen versterken.
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