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Abstract
This master thesis is written by Geert-Jan Brits and is the final product of
nine months of research, comprising the final phase of my graduation
requirements for an MSc degree in computer science and engineering at
the department of Information Systems, Faculty of Mathematics and
Computer Science at the Eindhoven University of Technology.

This

research was carried out in cooperation with the Eindhoven University of
Technology and Centric E-Technology.
This master thesis is targeted at researching the subject of personalization
and adaptation in computer systems from multiple perspectives. First, a
comprehensive literature study is presented covering the subject matter
from an academic point of view giving the interested reader a thorough
background of the subject at hand. Second, the Generic Data Mining
Framework is presented; a flexible data mining application which may
function as an example of how to bridge the gap between academic
research and pragmatic design in this field. Last, The Generic Data Mining
Framework is evaluated in a real business giving the interested reader
information on how such a system may actually be commercially exploited
in real-life situations.
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Management Summary
The research area of personalization is concerned with the process of developing and applying user intelligence
to the context of online interaction with the goal of tailoring this online interaction to the active user.
Personalization techniques hereby provide businesses with ammunition for drawing and keeping more visitors to
websites than would otherwise be possible. This ultimate goal obviously being to generate more revenue or
profit. Personalization techniques can help users as well by helping them in finding whatever it is they are
looking for.
Centric e-Technology recognizes the potential of applications incorporating these techniques. Therefore a
research project has been conducted, of which this thesis is the final result.
First, a literature study is presented, which is separated into three phases. These phases describe subsequently
how to gather, infer, and apply information. Each of these phases is dealt with in depth, but emphasis is given on
manners in which information can be inferred. A classification of data-mining techniques is supplied and
detailed on. The other phases have been classified in sub-areas as well, which should make this rather cloudy
research area slightly easier to comprehend.
Second, a prototype of an e-Business application incorporating personalization techniques, named Generic Data
Mining Framework, or GDMF , has been developed. This application assists the analyst, with a limited featureset, in the whole cycle of gathering, storing, inferring, and applying information. The GDMF can be extended
with data-mining techniques, such as described in the literature study, through a generic interface. Moreover,
inferred business rules can be used in a generic way, by applications which only need to implement a very thin
interface for communicating with the online part of the GDMF. All important design and implementation issues
are discussed in this thesis and illustrated with diagrams and illustrations. Moreover, the design process itself has
been extensively covered in this thesis.
Third, the GDMF has been evaluated in the Thomas Cook environment, for which association rules are inferred
based on the co-occurrence of visited accommodation-pages in user-transactions extracted from the Thomas
Cook website. The evaluation consists of describing a walk-through discussing the steps an analyst has to take
for setting-up a data-mining task for the purpose described above. Overall, this set-up was an success. Two
association rule mining algorithms, Apriori and Eclat , were implemented, and were used to infer association
rules as described above. A small evaluation was performed for relating the speed of these two algorithms to
each other, although this task is not considered to be part of the research description. A web-application,
mimicking the Thomas-Cook site, has been developed, for showing a way of utilizing the inferred business rules.
This was done by recommending accommodations to users based on their browsing-behaviour. The browsingbehaviour is matched with inferred association rules in real-time, where these rules themselves were inferred
offline.
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1.

Introduction

Businesses go online for different reasons. Whatever the reason may be, e.g. commercial, charitative, etc, the
general aim of online presence is usually to draw as much attention as possible from potential customers. These
people, in turn, go online for entirely different reasons, e.g. in pursuit of a particular product, information, or just
for entertainment.
In the last decennium the Internet has almost collapsed under its own weight. The amount of information offered
online is truly gigantic, but to the average user, wading through this haystack of information, in search for a
single needle of information, is a difficult task with information overload often being the consequence.
Personalization techniques present advantages in light of both of these perspectives. Personalization techniques
provide businesses the “ammunition” for drawing and keeping more visitors to websites than would otherwise be
possible. This is accomplished by providing users with information on products, news-items, etc., which they are
interested in on an individual basis. Shifting the perspective to the user, it is clear that presenting personalized
information can aid the user in finding whatever he or she is looking for.
Personalization is the application area and research area which is concerned with the process of developing and
applying user intelligence to the context of online interaction with the goal of tailoring this online interaction to a
particular user or set of users. Personalization is related to Customer Relationship Management or CRM, as CRM
is concerned with improving the relationship between a business and its customers and personalization is a
means for achieving that.
Centric e-Technology, or CET, recognizes the great potential of e-business solutions incorporating
personalization techniques. However, being a rather new area of interest, the scope of the area of personalization
is not quite clear. CET wants to become acquainted with techniques and methodologies commonly associated
with personalization and related areas of research, before it can decide whether to proceed in this direction or
not. To this end, a literature study on the subject of personalization has been performed. Moreover, a prototype
of an e-Business solution incorporating personalization techniques has been developed and evaluated. This thesis
discusses these findings.
Thesis Set-up
The performed research project was roughly divided into three phases. These phases are reflected in this thesis.
First, Chapter 2 presents an overview of Centric Holding, the mother-company for which this project was carried
out. Chapter 3, discusses the actual research description of the performed research project. Phase I, solely
consisting of chapter 4: Literature study, summarizes the performed literature study, which is included as
appendix A, to this thesis in its entirety. Phase II, consisting of chapters 5,6,7, and 8, describes and discusses the
prototype of an e-Business solution incorporating personalization techniques as it has been designed during the
course of this project. Phase III, consisting of chapters 9,10, and 11, discusses the evaluation of the designed
prototype in an existing business environment. Finally, chapter 12 presents the conclusions and
recommendations drawn from and based on this research project.
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2.

Centric

Centric Holding B.V is a big ICT player in the Netherlands employing, active in the fields of consultancy, IT
solutions, software engineering, e-business, systems integration, and managed ICT Services and training and
employing over 3000 employees. Its mission is offering all-embracing ICT-solutions for businesses in various
branches including but not limited to, government, financial organizations, industrial organizations, retail, and
healthcare related organizations.
Centric Holding B.V consists of several companies each operating in a different field. These companies are
structured into three divisions, namely: Managed ICT Services, IT Solutions, and Software Engineering. An
exception is Centric Tsolve for which the performed ICT-services fall directly under the supervision of Centric
Holding B.V. Moreover, Centric KSI Holding N.V. is a daughter company of Centric Holding B.V. and is as
such listed at the market Euronext N.V. in Amsterdam. Centric KSI Holding N.V. is owned for 80,62% by
Centric Holding B.V. A diagram of this organization structure is presented below.

Centric Holding
Centric TSolve
Centric
(100%)

Managed
Services

ICT

Divisions

IT Solutions

Centric KSI Holding
N.V. (80,62%)

Software Engineering

Figure 2.1: Organigram Centric Holding B.V.

This project is performed on behalf of Centric e-Technology. Centric e-Technology is part of the IT Solutions
Division of Centric Holding B.V. The IT Solutions Division is concerned with designing, implementing, and
maintaining ‘off-the-shelf’ software-applications, targeted at specific branches. Centric e-Technology is
specifically concerned with designing software-applications related to the internet; the so-called e-Business
applications. Arguably its most successful ‘of-the-shelf’ application to date, is a Content Management System
designed to be an all-in-one solution for designing, publishing, and maintaining (corporate) websites, named
Web4All. The original intent of this research was to investigate the possibilities of extending Web4All with
personalization functionality. As will be described in the following chapter, this original research description has
been altered during the course of this research project.
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3.

Research Description

Centric e-Technology has traditionally been concerned with designing, implementing, and maintaining business
specific e-business solutions targeted at various sectors including, but not limited to, travel, government, and
automotive. More recently, Centric e-Technology acknowledged the potential of generic of-the-shelf e-business
solutions. Its most successful generic solution to date, Web4All, is marketed as an all-in-one solution for
designing and exploiting a web-environment and has been sold numerous times.

3.1

Objectives

Centric e-Technology aims to increase its position in the market of generic e-business solutions. To this end,
Centric e-Technology has identified a couple of fields of interest to which future e-business solutions might be
extended. One of these fields of interest can be identified as The Adaptive Organization. This area in concerned
with the question how an organization could adapt itself to its environment, with an emphasis on the potential
customer. Information Technology can play an important role in this department, by adapting the information
architecture of an organization in such a way that customers, and with that the organization itself, are best
served. Part of this adaptation process is covered by the research area called Personalization. The objective of
Centric e-Technology, in this perspective, is to gain insight into the potential of e-Business solutions based on
personalization techniques.

3.2

Assignment Defined

Based on the objective as defined in the previous paragraph, the following assignment definition was agreed
upon by all parties involved:
•

•

3.3

Perform a literature study on the subject of personalization. Design this literature study in such a way
that the entire personalization process becomes apparent. Therefore:
o Identify the scope of the research area of personalization and the relationship with other
research areas.
o Identify and classify potential sources of information which can be used as input for
personalization applications.
o Identify and classify methods and techniques which can be used for storing and enriching this
information.
o Identify ways in which this information may be applied with the goal of personalizing the
organization.
The resulting document is a goal in itself.
Design and implement a module for Web4All which implements some of the features discussed in the
literature study.

Assignment Redefined

After having completed the literature study on the subject of personalization, Centric e-Technology
acknowledges the potential of future e-business solutions based on personalization techniques. Therefore,
Centric e-Technology suggested changing the assignment definition from designing and implementing a module
10

for Web4All to designing and implementing a stand-alone application-solution in this area. This change was
agreed upon by all parties involved. The following assignment definition was adopted from then onwards:

•

•

•

Perform a literature study on the subject of personalization. Design this literature study in such a way
that the entire personalization process of collecting, inferring, and applying information becomes
apparent. Therefore:
o Identify the scope of the research area of personalization and the relationship with other
research areas.
o Identify and classify potential sources of information which can be used as input for
personalization applications.
o Identify and classify methods and techniques which can be used for storing and enriching this
information.
o Identify ways in which this information may be applied with the goal of personalizing the
organization.
The resulting document is a goal in itself.
Design and implement a prototype of a generic stand-alone personalization application suitable of
assisting the business in the entire process of collecting, inferring, and applying information as
described in the literature study. Moreover, this prototype should be as flexible as possible to allow for
extensions to be added later on.
Optionally, the implemented prototype should not only be evaluated based upon hypothetical data but
should instead be evaluated on information from an existing business environment as well.
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Phase I: Literature study
4.

Literature study

Phase I of this research project consists of a literature study performed in the field of personalization and
adaptation. Goal of the literature study is to describe the entire personalization process of collecting data,
inferring data, and applying data.
Observe that the literature study is an important goal of the research project in itself; it does not merely
function as an introduction for designing an e-Business prototype in this field. Therefore, not only the features
implemented in the prototype are described, but instead a rather complete summary of the subject of
personalization is given. The interested reader is invited to read the original paper in Appendix A.
Personalization and Adaptation: The Process Explained. This original paper contains more examples and
comparisons of different methods than described here.
Literature study Structure
Section 4.1: Definitions describes definitions on the subject of personalization. Furthermore, the relationship of
personalization with other areas of research are described.
Section 4.2: What can be adapted is concerned with questions as what types of data can be distinguished and
how can this data be collected. The reader is referred to appendix A for information on how the acquired data
can be pre-processed in order for more valuable information to be extracted.
Section 4.3: Classes of inferable knowledge is concerned with the question of how new information can be
inferred based on already existing information. To this end various datamining methods are discussed and
classified.
Section 4.4: To what can be adapted is concerned with the question how data collected and inferred can be
applied for creating a personalized experience.
Note that sections 4.2, 4.3, and 4.4 together form the entire process of collecting, inferring, and applying data as
described in the assignment definition in section 3.3. This process can be depicted as a cycle as illustrated in
figure 4.1. Observe that the to-be-designed prototype has to support the entire personalization process as well.
Therefore, the notion of the process-cycle as depicted in figure 4.1, is used as a starting point for designing the
prototype as described in Phase II.
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What can be adapted

To what can be adapted

Classes of Inferable Knowledge

Figure 4.1: personalization process-cycle

4.1

Definitions

Personalization is the application and research area which is concerned with the process of developing and
applying user intelligence to the context of online interaction with the goal of tailoring this online interaction to a
particular user or set of users. Definition based on Brusilovsky, Mobasher, Cooley et. al. [1][2][3]. This
definition is distilled below.
Personalization can be seen as both an application area as well as a distinct area of research. Personalization as
an application area is goal oriented: the goal is to tailor online interaction to a particular user or set of users
hereby making use of all kinds of methodologies and techniques borrowed from several distinct fields of
research such as Data Mining and Artificial Intelligence. Generally, these methodologies and techniques existed
well before people became interested in applying these methods to the area of personalization. It has not been
until recently that people started researching methodologies and techniques specifically designed for
personalization purposes. From that point on, personalization can be regarded as an area of research an sich.
Personalization is concerned with online interaction. This suggests that personalization, in our opinion, is not
limited to the World Wide Web, but can also be used through other media such as SMS, I-mode, e-mail, call
centres, etc.
The goal of personalization is to tailor online interaction to a particular user or set of users. The amount by
which a certain web-site, e-mail campaign, etc. can be personalized is constrained by the amount of data
available (inferred or directly available) on the targeted user or group of users and of the amount of available
processing power which is necessary to infer usable knowledge. Confusion exists when definition and scope of
the terms Personalization and Adaptation are compared. Some people state that these terms represent the same
while others suggest that there is a big difference between the two. We feel that Personalization as an
application area is a subset of the application area of Adaptation. Personalization, by the strict definition of the
term, is solely concerned with adapting online interaction to the user or a group of users while the process of
adaptation on the other hand is concerned with adapting online interaction to other variables such as userenvironment as well.
We feel that, by observing the above, there isn’t really a difference between the terms personalization and
adaptation as the user-environment among other things, in a way, depends on the user, e.g., a user chooses his
13

environment. We will therefore be using the terms personalization and adaptation interchangeably with an
emphasis on the term personalization.
In literature, for instance [4][5][6], a distinction is made between adaptable and adaptive applications. Systems
where the user is in control of initiation, proposal, selection, and production of adaptation (“in control” thereby
meaning that the user can perform these functions, but also let the system perform some of them) are called
adaptable. In contrast, systems that perform all steps autonomously are called adaptive. [6]. MyYahoo is a good
example of an adaptable application, whereas the recommendation system of Amazon.com is a good example of
an adaptive application. Note that applications can and do exist that are a hybrid of these two possibilities. We
will be focusing on adaptive rather then adaptable systems in this paper. The simple reason being that we feel
adaptive systems are more interesting then adaptable systems from a commercial as well as a technical point of
view.

4.2

To What can be Adapted

Acquiring user data and creating a user model based on this data is not really considered to be part of the
adaptation process in most literature. Instead, the field of User Modelling is concerned with these kind of
operations. It is our opinion that these important subjects cannot be omitted as the goal of this paper is to give an
overview of the entire personalization process. To illustrate the relationship between the ‘classic’ User
Modelling process and the Adaptation process we have included an illustration of this relation, from Brusilovksy
[2]

Figure 4.2: Classic loop “user modeling – adaptation” in adaptive systems

The first thing that every personalization application needs is input data: without data there’s no basis on which
personalized action can be taken. This chapter addresses the different types of data, which form the basis of
tailoring online interaction to a particular user or group of users and the ‘context’ in which they operate. These
types of data are respectively: data about the user, data about computer and application usage and data about
the user’s environment covering topics like hardware, software and physical environment. Moreover, this
chapter addresses the issues concerned with acquiring these different types of data. The reader is referred to
appendix A for information on ways in which data can be pre-processed in order for more valuable knowledge to
be extracted.
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4.2.1 Data and Acquisition
In this section we describe three types of data, which can be used as input for a personalization system. These
types of data are user data [ix] , usage data [x], and environment data [xi]. When we feel the need we will also
discuss techniques for acquiring these different types of data. After these types of data have been acquired we
will, not surprisingly, refer to their representations as user model [ix], usage model [x], and, environment model
[xi] respectively.

4.2.1.1

User data

In this paper, we use the term user data for all information about a user’s characteristics, preferences and the
like. This in contrast with usage data, presented in section 4.2.1.2, which encompasses all data that is related to
the behaviour of an active user during online interaction. We talk about the active user [xii] when we mean the
user that the personalization system is concerned with at the moment. The distinction between user data and
usage data was first explicitly introduced by A.Kobsa in [4].
In the following subsections a classification of user data is given. This classification is based on Brusilovsky
[2][3], Kobsa [4], and Cristea [5]. The categories that we distinguish are respectively: Demographic Data, User
Knowledge, User Skills and capabilities, User Interests and Preferences, User Goals and Plans, and User Mood
and Emotions.

4.2.1.1.1

Demographic data

Following from Kobsa [4], demographic data of the user are objective facts like:
Record data (name, address, phone number, etc.)
Geographic data (area code, city, state, country)
User characteristics (age, sex, education, disposable income, etc.)
Psychographic data (objective data indicating lifestyle)
Customer qualifying date (frequency of product/ service usage, etc.)
Registration for information offerings, etc.

4.2.1.1.2

User Knowledge

Assumptions or beliefs about user’s knowledge on concepts, relationships between concepts, etc. with regard to
the domain of the application system have been one of the earliest sources for personalization [4]. User’s
knowledge of a particular user is a temporal variable. This means that user’s knowledge can change over time,
which implicates that a system, which uses this knowledge, has to be able to adapt to the changing user model
accordingly.
User’s knowledge, according to Brusilovsky [2], is most often represented by an overlay model, which is based
on the structural model of the subject domain, mostly represented by a graph of domain concepts. Concepts in
such a graph are represented, as nodes where two concepts are connected –called neighbours- when the two are
conceptually related. Different type of nodes and different types of connections can exist to discriminate between
different types of concepts and different types of relations respectively. For more information on modelling User
Knowledge refer to Appendix A.3.1.1.2 in which the concept of overlay models and Stereotypical Knowledge
Modelling is explained.
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4.2.1.1.3

User Skills and Capabilities

The systems and examples mentioned in the previous paragraph deal with users’ knowledge about concepts and
the relationships between concepts. Besides this fundamental knowledge of what concepts mean and how they
relate to each other, a different important aspect is the ability of a user to utilize this kind of knowledge for his
benefit. The difference can be metaphorically described as the difference between “knowing what” and
“knowing how”.

4.2.1.1.4

User Interests and Preferences

Considering user interests and preferences in one of the most vital aspects for many online personalized systems,
especially when these systems are used with a commercial goal in mind. As interests among people or groups of
people differ substantially, so must information or product offerings. The information or products offered to one
particular group of users may not be of interest to another group of users to say the least. The result may just as
well have an adverse effect when targeting a group of people with the wrong set of products or information.
The notion of user interest is also a central one in the application area of so-called recommender-systems or
recommendation systems. These types of systems are by far the most visibly present personalization systems on
the web today. It should not come as a surprise that recommendation systems recommend items to users. These
items can be products, documents, services, news, etc. All recommendation systems have in common that they
use user-interests as the basis of their recommendation methods. User interests are often represented in terms of
features by which visited documents, products, news, etc. are characterized. Features of visited items are
subsequently compared to features of unseen items. Unseen items with the greatest similarity of features are
recommended to the user. Recommendation systems and different kinds of features and methodologies for
representing these features are extensively dealt with in the upcoming sections, e.g., several sections in chapter 4
discuss ways of designing recommender systems based on different kinds of inferable knowledge.

4.2.1.1.5

User Goals and Plans

When abstracting from the examples in the section above, it becomes clear that end-users can and should be able
to use a web-based personalization system in different ways. Some users browse and visit pages without a
specific goal in mind, as with the user who doesn’t know which type of cellular phone he’s interested in.
However, it is also possible that users pursue concrete goals and plans when visiting a site. Typical goals may be
to find information on a specific topic or to shop for a particular kind of product. A system that recognises a
user’s high-level goal by evaluating the way a user browses a particular site, would be very helpful.

4.2.1.1.6

User Mood and Emotions

Considering and adapting to the mood and emotions of a particular user is a relatively unexplored area. This is
probably because user’s mood and emotions are hard to capture. Type speed and error rates of user input can be
used as weak indicators for certain emotions. In some specialized application areas, input systems such as
heartbeat and sweat production measurement systems can be helpful. Technologies as facial and speech
recognition, which are beginning to mature, can also be used for this end.

4.2.1.1.7

Acquiring User Data

An obvious solution for acquiring user data is to let the user input this data explicitly. For Demographic data in
particular, see section 4.2.1.1.1, this is the only way for obtaining this kind of information. User data provision
typically takes place during an initial phase of system usage by filling out a questionnaire or interview. Note
however, that building a user model upon explicit user information is not without problems. Self-assessment, for
example, is error-prone since users are often not correctly aware of their own capabilities. This issue does not
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play a role when objective facts are asked, such as name or address but plays an important role when a user is
asked to give answers to questions like “do you feel you’re familiar with computers?”. Some systems therefore
present controlled queries, tests, exercises, etc. that are aimed at a more objective assessment of the user.
The last problem of acquiring explicit user data discussed here, for more information refer to A.3.1.1.6, is that
users may deliver false information. In trying to minimize this, several approaches are possible, e.g., testing a
string to match a certain pattern, for instance phone numbers, email-addresses, etc., sent confirmation e-mail to
the supplied e-mail address, etc. Although lots of techniques can be devised to detect false user information,
none of these techniques are bullet-proof. The best way of insuring users supply correct information, is giving
them enough reason to do so.

4.2.1.2

Observable Usage Data

Usage data is the data that is related to the behaviour of the user during online interaction with a system. This
section exhibits some overlap with the previous section in that some systems utilize usage data to infer user
characteristics. In other words, usage data can be used to infer user data.
In this section, directly observable usage data is described. In some applications, this data is directly used for
adaptation. For instance, a personalization system may be able to take immediate action based on browsingbehaviour of the user, by highlighting particular links which the system thinks the user is likely to be interested
in. However, in most cases, this type of data is only used as a basis for inferring general regularities or patterns
in this data. Different types of inferable knowledge which use observable usage data, or any other data discussed
in section 4.2 for that matter, are discussed in section 4.3.

4.2.1.2.1

Selective actions

The most frequently occurring kind of interaction is clicking a link. When a user clicks a particular link, he
implicitly indicates that he favours this particular link over the other available links at that moment. Such an
action can be classified as being a selective action as a user selects a particular link from a set of possibilities.
Other selective actions, like scrolling a page, are also described in literature, for instance Kobsa [4]. Several
types of user data can be distilled from these types of actions. These types of user data are listed below and are
more extensively covered in A.3.1.2.1.1.
•
•
•

Interest
Unfamiliarity or ‘Negative Knowledge’
Preferences

4.2.1.2.2

Temporal Viewing Behaviour

Viewing time has been discussed and experimented with in various studies as a potential indicator of user
interest, see appendix A.3.1.1.4. for more information. Measuring effective viewing time is difficult for various
reasons though. For arguments why measuring viewing time is difficult see appendix A.3.1.2.1.2. As a
consequence, viewing time can only be used as a weak indicator for positive evidence. However, viewing time
can be used as a relatively strong indicator for negative evidence: if the presentation time of a page is below a
certain threshold, the information on that page is most likely not interesting to the user. If the download of a page
is aborted or the back-button of the browser is clicked short after the page has been loaded, this may be regarded
as an even stronger indicator that the user isn’t interested in the information provided. Again however,
measuring these contra-indicators is a difficult task. Specifically, the use of the back-button cannot normally be
recorded by a web application.
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4.2.1.2.3

Ratings

Getting explicit ratings from users on a particular item such as a webpage, product or news-item is another direct
way of obtaining data. These ratings indicate how relevant or interesting an item is to the user. Currently, ratings
are a very popular means for obtaining and adapting to interests of users. Especially recommendation systems
make use of this method, with web-store Amazon.com being the best-known example. Problems associated with
capturing and interpreting explicit ratings are described in appendix A.3.1.2.1.3.

4.2.1.2.4

Purchases and other confirmatory actions

Purchases of items made on e-commerce sites are regarded as strong indicators for user interest. Purchase-related
actions such as putting an item into the well-known virtual shopping cart can also be considered as a relatively
strong indicator for user interest.
Purchase and purchase-related actions are good examples of confirmatory actions. Confirmatory actions are
actions that confirm assumptions that were made by the system and that strengthen these assumptions. Many
other examples of confirmatory actions do exist. Take for instance sites like ZDNET.com which monitor actions
like forwarding webpages or news-items by e-mail, formatting pages for printing and saving pages to an online
private repository. All these actions are performed under control of the web application witch allows these
actions to be processed and evaluated.

4.2.1.2.5

Acquiring Usage Data

Methods by which directly observable usage data can be acquired are supplied with the different kinds of
observable usage data described above. Methods for acquiring inferable (usage) data are described in section 4.3.

4.2.1.3

Environment Data

The different possibilities of hardware and software on the client side are diverse. Moreover, with mobile
hardware becoming more and more popular the user’s locale also becomes an important variable to consider
when designing adaptable applications. These three aspects are described in the following sections.

4.2.1.3.1

Software

Client software that deals with online communication, such as web-browsers and e-mail programs come in all
kind of flavours. In particular older browser versions have very limited capabilities in terms of the features they
support. New types of mobile web-capable devices only add to this diversity. The list below is of particular
interest when examining different software environments and users, these items are described in more detail in
appendix A.3.1.3.1.:
•
•
•

Browser version and platform.
Availability of plug-ins.
Java and JavaScript.

It should be noted that data about the software environment could be used to infer assumptions about user data as
well. For example, the presence of the newest Beta-release of a browser on a home pc may indicate that the user
is an early adaptor and is experienced in using computers.

4.2.1.3.2

Hardware
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A huge gap often exists between hardware which web developers and designers of a website use, and the
hardware that is used by the intended users of these websites. For intranet applications, exact information about
installed hardware may be available, but in the Internet-case only certain estimates are possible. The major
differences and points of attention include:
•
•
•
•

Bandwidth
Processing Speed
Display Devices.
Input devices

These items are described in more detail in appendix A.3.1.3.2.

4.2.1.3.3

Locale

Information about the user locale can be used to filter content, to adapt e.g. presentation formats and media, and
to make recommendations based on geographical knowledge. Information about the user locale includes:
User’s curent location. The required granularity of location varies widely, ranging from country level, as can be
determined by the top-level domain on the web-client, to meters or even centimetres. Additional information
such as direction of gaze and direction of movement may be relevant as well, e.g. to determine which object a
person is looking at or to provide directions.
Characteristics of usage locale. Information that can be taken into account includes the noise level and
brightness of the surroundings as well as information about places and objects in the immediate environment.

4.2.1.3.4

Acquiring Environment Data

A key problem in acquiring environment data is the mapping of a specific physical device to an individual. In
some situations it is reasonable to assume that the system is a single user-machine. In such a case environment
data can be stored with the other data about the user. In other situations, such as kiosks, libraries, etc. this is not
possible. In such a case environment data must be represented separately from user data.
Many web sites take software constraints of the browser into account. In fact, adapting a website to a particular
browser is probably the first form of adaptation encountered online.
Hardware constraints are often more difficult to obtain. Although, some aspects may be guessed from the type of
browser used, e.g. small devices need special browsers, other information on hardware characteristics like
bandwidth and processor speed are more difficult to obtain. In particular, the effective amount of available
bandwidth depends not only on the client connection but also on the intermediate nodes on the Internet between
the client and the server.
Locality information can be determined by a wide range of methods. Mobile devices can provide locality
information by technologies such as infrared sensors and transmitters in closed environments to general
technology such as Global Positioning Systems (GPS). Technologies available for determining users’ positions
include technologies based on electromagnetic fields such as GPS, Bluetooth, contact less chips, cellular phones
etc. Other technologies include optical recognition techniques such as laser, cameras with pattern recognition,
Infrared Systems like barcode readers, etc.

4.3

Types of Inferable Knowledge

In section 4.2 we’ve discussed the available types of data, which can be acquired and used as a basis for
adaptation. We classified and described these types of data and the manner in which they can be acquired. In
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Appendix A.3 we also implicitly present ways of constructing data models based on the acquired data. From
now on we will refer to these models as the user model, usage mode and environment model respectively.
In this chapter we will discuss the possibilities to further process and use the information stored in these models.
We note that adaptive systems do exist that directly use the initial models or even the explicitly or implicitly
gathered user input data for adaptive purposes. AHA!, by De Bra et.al., [7] is such a system. Generally, however,
adaptive systems process these initial models further, with the goal of discovering more useful knowledge to
adapt to. To this end, not only the models of the current user are taken into account, but the models of other users
as well as domain models are also used.
Personalization is only one of many application-areas, which are concerned with inference-techniques discussed
in this chapter. The research-area in which these techniques are studied is known as Data Mining. This chapter
discusses various datamining methods. Appendix A, elaborates on these datamining techniques by presenting
various business examples as well as comparing these techniques to each other.

4.3.1 Association Rules
4.3.1.1

Detailed Explanation

Given a set I of data items and a set D of transactions. A transaction T is a set of items.
I = {i1,i2,…,im},
∀T∈D: T ⊆ I
hence, D is a superset (or set of sets) over data items.
An Association Rule is an implication on itemsets X and Y, denoted by X⇒Y
where X ⊆ I, Y⊆I, X∩Y = ∅.
In other words the problem of finding association rules is simply that of finding implications between itemsets,
where the presence of one set of items X in a user transaction [xx] implies (with a certain degree of confidence
and support) the presence of another set of items Y in that same transaction.
Confidence c denotes the stength of implication (e.g., the percentage of transactions in D which contain X also
contain Y) and support s indicates the frequencies of the occuring patterns in the transactionset (e.g., the
percentage of transactions in D which contain X and Y). In formulas:
C = |X∪Y| / |X|
S = |X∪Y| / |D|
It is often desirable to only pay attention to those rules which have reasonably high support. Thresholds can thus
be defined on both the confidence C as well as the support to limit the amount of rules discovered. Rules with
high confidence and support are referred to as strong rules, see [8].

The task of mining association rules is essentially to discover strong association rules in –often large- datasets.
The problem of mining association rules can be decomposed into the following two steps:
Discover the large itemsets, e.g., the sets of itemsets that have transaction support above a pre-defined supportthreshold s. These itemsets with a large support are called frequent itemsets..
Use the large itemsets to generate the association rules from the dataset.
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The first step takes by far the most amount of precessing-power, and hence time. Efficiently determining large
frequent item-sets is thus the focus of most work done in this area. The Apriori-algorithm [9], arguably the bestknown algorithm for Association Rule Mining is described in appendix A to illustrate the nature of the problem
of determining these large item-sets.

4.3.1.2

Concluding Remarks

Mining for association rules is an important approach in the context of personalization. Association Rule Mining
enables the discovery of correlations and associations between data items in a given dataset. A data-item can
represent any kind of element, e.g., from low-level URLs to higher-level concepts as products for example.
The discovery of association rules in a dataset is a complex task. Much research has been done to reduce the
complexity of this task by pruning the dataset for example, e.g. removing data-items from the dataset, or by
reducing the number of attributes or attribute-values that take part in the equation. One method for reducing the
dataset, for instance, is to cluster a dataset in smaller partitions offline, enabling the online part of the algorithm
to only mine for association rules between data-items in the same partition.
Another method is to discard certain data-items based on a trained classifier. Take for instance a website for
which web-pages are classified as either belonging to the class of content-pages or to the class of navigation
pages, see section 3.3.1. If we decide to constrain the found associations between pages to only contain content
pages, we can use this decision to prune the total data-items in the dataset considerably.
When association-rules are discovered based on attribute-values of data-items in a dataset, it is sensible to
constrain the specific attribute-values for which associations rules must be found in order to reduce the
complexity of the mining task even more.
When these approaches are used to reduce the complexity of the mining task, along with setting the confidence
and support thresholds for the association rules that have to be discovered, the association rule-mining algorithm
can do its job. When this process has finished, there is no guarantee that the discovered association rules are
interesting for the purpose of personalization, or whatever purpose for that matter. It is often up to an analyst to
distil the interesting rules from the often-large range of discovered association rules. Attempts have been made,
for example by Cooley [10], to design more subjective measures of interestingness for inferred knowledge.
Without measuring the subjective interestingness of association rules, e.g. confidence and support are objective
measures, a lot of interesting things can still be done in the context of personalization.
Association rules can be especially rewarding in the area of recommender systems. Consider the application in
which web-pages or products are recommended based on existing association rules for which these web-pages or
products are the implication of an association rule and for which the currently visited web-page or product is the
prerequisite of the same association rule. This example illustrates association rule approaches and similarity –
based approaches can be considered to be competitors in the application area of online recommendation systems.
The difference between these two approaches is that the association-rule approach can only relate items to each
other, based on the existence of these items in the same data-set with enough confidence and support. This only
indicates, for whatever reason, that visitors who visited page or product A also visited page or product B. The
similarity-based approach on the other hand is able to relate items based on all kinds of relationships. The
advantage of association mining in relation to the similarity-based approach is that association mining is easier to
scale, all else being equal.
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4.3.2 Sequential patterns
4.3.2.1

Detailed Explanation

The problem of discovering sequential patterns in transaction logs is that of finding intra or inter-transaction
patterns such that the presence of a data item or set of items is followed by another data item in a time-stamp
ordered transaction set.
In web server transaction logs, a visit by a client is recorded over a period of time. The timestamp associated
with a transaction in this case is a time interval that is determined and attached to the transaction during the data
cleaning or transaction identification phase, see 3.3.2.1 and 3.3.2.5.
Algorithms for sequential pattern analysis are closely related to algorithms for Association Rule discovery.
Therefore, we will not go into depth here about specific algorithms for sequential rule mining. We will however
discuss a special class of Sequential Patterns called Path Traversal Analysis.
Path Traversal Analysis is the problem of capturing user access patterns in a hyper-linked dataset. Examples of
such datasets include the world wide web or a subset of the www such as a website. Users who access these
hyper-linked datasets, use the available hyperlinks to jump from one data item to another, in pursue of their
interest. Clearly, the problem of understanding user access patterns is of great importance for improving system
design (e.g., providing quick access between highly related data items, etc.) and for commercial purposes (e.g.,
putting advertisements in the right places, etc.).
Path traversal analysis is a special case of sequential pattern analysis. The difference being that path traversal
analysis is solely concerned with data items being hyper-linked web-pages, while sequential pattern analysis is
also concerned with other types of data items which are correlated in a time dependent order. Path traversal
analysis has its own specific problems, when compared to sequential patterns analysis, which is why the problem
of analyzing path traversal patterns is discussed separately. The biggest specific problem which path traversal
analysis faces is the observation that some data-items (web-pages in this case) are visited only because of their
location, rather than their content.
Path traversal analysis consists of two steps. First, an algorithm for determining maximal-forward references
based on a transaction-log is executed. This problem is already discussed in sub-section 3.3.2.5. Second, an
algorithm for determining frequent traversal patterns, referred to as large reference sequences, are obtained from
the maximal-forward references determined in step one. A large reference sequence is a reference sequence that
appeared a sufficient number of times in the dataset. In other words: the support of the particular reference
sequence must exceed a specific user-specified threshold.
After large reference sequences are determined, maximal reference sequences can be obtained in a
straightforward manner. A maximal reference sequence is a large reference sequence that is not contained in any
other large reference sequence. Suppose that {AB,BE,AD,CG,GH,BG} is the set of large 2-references and
{ABE,CGH} is the set of large 3-references. Then, the resulting set of maximal reference sequences is
{AD,BG,ABE,CGH}.

4.3.2.2

Concluding Remarks

Mining for sequential patterns is related to mining for association rules. Two real differences between these two
approaches exist. The first is a technical difference: where association mining searches for associations and
correlations between data items without constraints, sequential mining is limited to finding those rules for which
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the prerequisite of a rule has a smaller time-stamp associated with it, than the implication of the same rule. The
other difference is the application of these approaches. Where association mining is typically only concerned
with determining what items have appeared together frequently, sequential patterns approaches are concerned
with finding sequences of items.
Therefore, sequential pattern mining approaches are generally used for different purposes than association rule
mining approaches. Sequential patters mining approaches are mostly concerned with predicting the goal or
browsing behaviour of a user. Personalization systems can use sequential patterns to help users fulfil their goals
by providing shortcuts to pages, which the system thinks, the user is interested in.
A sequential pattern can just like an association rule be represented as a implication rule. The vital difference,
besides the difference already discussed, is that the prerequisite of the rule often exists of multiple items. This
relates to predicting an item based on multiple previously visited items, instead of just one item, which is often
the case for association rules. The reason behind this is simple; the sequence that is represented by this rule can
hardly be called a sequence if it only exists of to two elements, e.g. one being the prerequisite and one being the
implication. The disadvantage of mining sequential patterns is that the number of possible sequential patterns is
huge, e.g., typically n! for a dataset with n data-items. Algorithms like the maximal forward reference use an
incremental approach (when considering the length of the sequence) instead of a naïve approach of considering
all possible sequences, to discover sequences with a high support. Since the prerequisite of a sequential pattern is
often strong, the confidence of a sequential pattern is generally large. However, since a lot of sequences are
possible, only a small percentage of all possible sequences can be stored. This implicates that a user’s
navigational path has a relatively small chance of being equal to one of the mined sequential patterns. If it does,
however, there’s a relatively large probability that the pattern predicts the user’s next move correctly. Due to the
rather bad coverage of sequential patterns in general we do not consider sequential patterns to be a good choice,
when having to recommend one of the possible types of inferable knowledge discussed in this chapter.

4.3.3 Similarity-based patterns
4.3.3.1

Detailed Explanation

Similarity based patterns are used when multidimensional data-items are compared to each other and some
statement about their pair-wise similarity has to be made. Data items are compared to each other based on the
existence or attribute-value of the attributes, which they contain. For each attribute a different measure of
similarity may exist. A weighted aggregation function is computed based on these attribute-based similarity
measures, which results in the final similarity measure.
When searching for similarity patterns in datasets, two types of queries usually exist:
Object-relative similarity query (i.e., range query or similarity query) in which a search is performed on a dataset
to find the data-items that are within a user-defined distance (or threshold) from the queried data item.
All-pair similarity query (i.e., spatial join) where the objective is to find all the pairs of data items that are within
a user-specified distance (or threshold) from each other.
The last type of similarity-based query can for instance be used to group data-items together based on their
distance (or similarity) from each other. These groups are usually referred to as clusters and are discussed in
section 4.5.
Similarity-based patterns can be used to solve other problems, then the problem of clustering data-items, as well.
Most of the solutions to these problems belong to the category of object-relative similarity queries. Hence, these
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problems can be abstractly formulated as follows: given an object (or data-item), retrieve all the data-items that
are within a user-defined distance from this object (or data-item).
Two well-known specific personalization applications that belong to this type of similarity-based analysis are
collaborative filtering and item-based filtering respectively. Both techniques are primarily used in
recommendation systems, which we’ve introduced in section 3.1.1.4.

4.3.3.1.1

Collaborative Filtering

Collaborative Filtering is the application where given a specific user, other data-items representing users are
retrieved which are within a user-defined distance from this user. Based on particular item-ratings of these
neighbour users, highly rated items are recommended to the current user. In other words, Collaborative Filtering
is an application of similarity-based patterns with the goal to provide item recommendations or predictions based
on the opinions of other like-minded users. The opinions of users can be obtained explicitly from the users or by
using some implicit measures [11]. Note the analogy with the abstract problem formulation above.
In a typical Collaborative Filtering scenario, a list of m users U = {u1,u2,…,um} and a list of n items I =
{i1,i2,…,in} exist. Each user ui has a list of items Iui, which the user has expressed his opinions about. Opinions
can be explicitly supplied by the user as a rating, usually on a Boolean, numeric or qualitative scale, see section
3.1.2.1.3, or implicitly derived from purchase records, see section 3.1.2.1.4, analyzing time-logs, see section
3.1.2.1.2, or by mining visited pages in server-logs etc. Note that Iui ⊆ I and Iui can possibly be the null-set. A
distinguished user ua ∈ U exists, which is called the active user for whom the task of a CF-algorithm is to find an
item likeliness that can be of two forms.
Prediction is a numerical value, Pa,j expressing the predicted likeliness of item ij, where ij ∉ Iua for the active
user ua. This predicted value is within the same scale (for example 1 to 5) as the values provided by ua.
Recommendation is a list of N items, Ir ⊆ I, that the active user ua is predicted to like the most. Note that all
items on the recommended list of items should be items for which the active user hasn’t given his opinion on,
i.e., Ir ∩ Iua = ∅.
Collaborative Filtering uses the usage model of the active user and compares it to models of other users. Such a
model is usually represented as some sort of feature-vector, where each feature in a feature-vector represents an
opinion about a particular item, for instance, a web page, a news-item, or a product. CF-based algorithms use this
set of data-items to find a set of users, known as neighbours that have an agreeing history with the active user.
(i.e., they either rate different items similarly or they tend to buy similar items). Once a neighbourhood of users
is formed, these systems use different algorithms to combine the opinions of neighbours to produce a prediction
or Top-N recommendation for the active user. These techniques are known under various acronyms, like
nearest-neighbour algorithms and user-based collaborative filtering algorithms and are widely used in practice.
Similarity-based algorithms roughly consist of two phases:
Retrieve neighbourhood of the most similar users compared to the active user.
Give recommendations or predictions based on similarity and other statistical measures of opinions in the
retrieved neighbourhood.
4.3.3.1.1.1

Disadvantages of Collaborative Filtering

User-based collaborative filtering approaches have been successful in a number of commercial systems;
Amazon.com being one of the most well known. However, their widespread use has revealed some potential
challenges, such as:
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Sparsity of the dataset. Recommendation systems, like the system used at Amazon.com, are used to evaluate
large sets of data-items. In these systems even very active users will have generally purchased less than 1% of all
available items. Accordingly, a recommendation system based on nearest-neighbour algorithms will have trouble
recommending data-items, as neighbours based on a similar opinion-history may be hard to find. As a result the
accuracy of recommendations based on this approach may be poor.
Scalability. Nearest neighbour algorithms require a computation cost of O(N*M) where N is the total amount of
users and M is the total amount of items available. Given a web-based recommendation system with millions of
users and items, it will be clear that these systems will suffer from serious scalability problems. Solutions such as
clustering approaches have been proposed, which ease the online computation cost by pre-processing users into
clusters, such that neighbour algorithms are only performed on clusters of user, which the active user belongs to.
Latency problem. Collaborative Filtering is not suited for recommending new items, because CF-approaches
can only recommend items already rated by other users. If a new item is added to the content-database, there can
be a significant delay before this item will be considered for recommendation.

4.3.3.1.2

Item-based filtering

Item-based filtering is an application of similarity-based pattern discovery, where both the usage model [x] and
the domain model are used for recommendations. Item-based filtering uses the usage model to extract the items
which the active user has previously shown interest in, and compares these items with other items available in
the usage model or domain model. The N items which are most similar to the items which the active user has
shown interest in previously, and that are not part of this history themselves, are recommended to the active user.
Sarwar et.al. [11], who discussed this approach for the first time report a great speed increase in
recommendations when compared to the Collaborative Filtering approach, thereby (partially) fulfilling the
challenge of scalability described above.

4.3.3.1.2.1

Item-based filtering algorithms

In this sub-section we discuss the item-based filtering algorithm presented in [11]. The text presented in this subsection draws heavily from this paper.
The item-based approach discussed in [11] looks into the set of items, that the target user has rated, i.e., either
explicitly or implicitly, and computes how similar they are to the target item i and then selects k most similar
items {i1,i2,…ik}. At the same time their corresponding similarities {si,1,si,2….,si,k} are also computed. This is
done for all items i which the active user has shown interest in. Once the most similar items are found, the
prediction is then computed by taking a weighted average of the target user’s ratings on these items. Several
similarity computations are discussed next. Note that the presented similarity computations can be used to
compare other kinds of data-items to each other as well, and can thus be regarded as examples of generally
applicable similarity-based computations.
Item similarity computation. A critical step in the item-based filtering algorithm is to compute the similarity
between items and then to select the most similar items. The basic idea in similarity computation between two
items i and j is to first isolate the k users who have rated both of these items and then to apply a similarity
computation technique to determine the similarity si,j. Each item is represented as a k-dimensional data-item
(feature vector) containing ratings of the k users found. Given this representation the following three similarity
computations can be used. Note again, that the use of these representations and similarity computations is not
limited to the application discussed here. Note also that other similarity-based measures can be used.
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Cosine-based Similarity. The similarity between two items i and j (represented as vectors as discussed above)
is measured by computing the cosine of the angle between these two k-dimensional vectors. In mathematical
notation the similarity computation is given by:
Sim(i,j) = cos(i,j) = i · j / (|| i || * || j ||)
Where i, j represent k-dimensional vectors as described above, “·” Denotes the dot-product of two vectors and || i
|| denotes the length of vector i.

Correlation-based similarity. Let the set of users who both rated i and j are denoted by U then the correlation
similarity is given by:
Sim(i,j) = corri,j = ( ∑ueU (Ru,i – avg(Ri)* (Ru,j – avg(Rj)) ) /
( √ ∑ueU (Ru,i – avg(Ri))2 * √ ∑ueU (Ru,j – avg(Rj))2)
Here, Ru,i denoted the rating of user u on item i, avg(Ri) is the average rating of the i-th item. Avg(Ri) is used as
a normalization factor.
Adjusted Correlation-based similarity. Different users rate differently, although they might be similarly
interested in the same item. To take this into account, the corresponding user average is subtracted from each corated pair. Hence, we get the slightly modified function:
Sim(i,j) = corri,j = ( ∑ueU (Ru,i – avg(Ru)* (Ru,j – avg(Ru)) ) /
( √ ∑ueU (Ru,i – avg(Ru))2 * √ ∑ueU (Ru,j – avg(Ru))2)
Here, Ru,i denoted the rating of user u on item i, avg(Ru) is the average rating user rating of user u. This average
is used as a normalization factor as described above.

4.3.3.1.2.2

Disadvantages of Item-based Filtering

A major drawback of the item-based filtering approach is that considerable time may be spent to assign contentfeatures to items. Typically, a domain expert has to assign features manually, which is very time-consuming and
often not very objective. Techniques such as (semi)-automatically extracting features from text based on a
controlled vocabulary exist, that can partially solve this problem.
Another problem is related to the recommendation phase. Here the success of the recommendation greatly
depends on the items that the user has already (explicitly or implicitly) rated. Especially, new users will not be
able to receive good recommendations. This is also a problem of Collaborative Filtering approaches.
The last problem that we want to address here is that recommendations based on item-based approaches
generally recommend similar items to the items that the active user has already visited. This can be a problem as
a user may also like totally different items, then the items he has already visited. Several, approaches have tried
to address this last problem by injecting some randomness into the recommendation function. This problem is
generally referred to as over-specialization.

4.3.3.1.3

Multi-level similarity-based patterns

Note that although Collaborative filtering and Item-based filtering are two totally different applications, the
problem of finding solutions to these problems is basically the same. All that is needed is a representation of
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data-items in some sort of vector-format and then computing the k-most similar items based on that
representation and some sort of similarity function (or functions). It may be clear that selecting or designing
appropriate similarity functions is the biggest issue here.
Sometimes similarities between data-items may be relatively clear. Take a recommendation system, which
recommends movies for example. This system can take many approaches in recommending movies to users. One
example is the use of Collaborative Filtering. In this context k movies would be recommended to the active user
which rate highest among movies in the user’s neighbourhood, e.g., all movies which neighbouring users have
rated. A different strategy would be recommending movies based on item-based filtering. Here, movies would be
recommended to the user which posses similar attribute values as the movies, which the active user has rated
high. These similar attributes can for instance be user ratings, like the approach taken in [17], which we’ve
discussed in section 4.4.1.2, but also other attributes like actor, genre, year, etc. E.g., if a user has expressed
much interest in movies featuring Julia Roberts there is a rather large probability that the active user is interested
in other movies of Julia Roberts also. This example illustrates that a lot of different attributes can be taken into
account when performing item-based filtering.
However, staying with the example above, we can compare movies on a more fine-grained level based on
characteristics, such as actor, genre, etc., when knowledge on a conceptual level, relating the values of these
characteristics, exists. For example a user who has expressed interest in a movie featuring Julia Roberts is more
likely to be interested in a movie featuring Hugh Grant then a movie featuring Silvester Stallone (all else being
equal), simply because the genre of movies in which Julia Roberts and Hugh Grant play, more closely resemble
each other, then movies featuring Julia Roberts and Silvester Stallone do. An approach would be to design a ‘tree
of similarity’ in which actors are represented as leafs and where a function computes the similarity between two
leafs based on the first node that they both share when traversing the tree upwards, from the leaf to the root that
is. Creating these conceptual trees where items are related to each other based on their position in the three is
related to the processes described in multi-level generalization, summarization, and characterization, as
discussed in section 4.8. Several of the examples discussed in 4.4.2 below make use of a conceptual tree,
taxonomy, or ontology of some sort. These are all representation structures that are part of the domain model that
can aid in discovering multi-level similarities between different data items.
A taxonomy is a hierarchy where items in the tree have a ‘is-a’-relationship. For example, a dog is a mammal. A
conceptual tree, is a hierarchy in which items do not necessarily have a ‘is-a’-relationship. Instead, they can for
instance have a spatial relationship, such as “Barcelona’ ‘is located in’ ‘Spain’. However, all items in the same
conceptual tree have the same type of relationship with other items in the tree, e.g. a conceptual tree only defines
one concept such as location in the example above. An ontology does not have this limitation. So an ontology
can relate various concepts based on various types of relations.

4.3.3.2

Concluding Remarks

Based on the amount of space that spend discussing similarity-based approaches, it may be clear that we
consider similarity-based approaches to be important for personalization. The presented examples, see appendix
A, illustrate that similarity-based approaches can be used for a vast range of different applications. Similaritybased approaches are not constrained by using particular kinds of data-items, e.g., data-items can virtually
represent any kind of concept. The strength of similarity-based approaches lies in this diversity. Whether a
recommendation system is based on comparing users’ behaviour, visited web-pages, ratings, products;
everything is possible if an appropriate similarity measure is used.
Using accurate similarity measures is very important, since the quality of a recommendation stands by the
quality of the similarity measure or measures used. A domain expert is usually required in order for a good
application-dependent similarity measure to be designed. Take for instance a travel site, in which a
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personalization system recommends vacations, as described in section 4.7.1.3. Here, vacations on the Costa
Brava and the Cote D’azur are considered more similar than vacations on the Costa Brava and the North sea
respectively. If enough knowledge is present to design such similarity measures, using a similarity based
approach as a basis for a personalization system, which will usually be some sort of recommender system, can be
very rewarding. If on the other hand a simple generic “of the shelf” recommendation system is used, association
rule mining may be the better answer.
Systems based on association rule mining are generally better equipped for scaling-up, than systems based on
similarity-based patterns, since similarity-based patterns can be as computationally complex as needed for a
particular application, whereas the technology of association rules is relatively straightforward and a topic of
much research and optimization.
Techniques for reducing the dataset of data-items which are to be compared, generally equal the techniques used
for the same purpose as discussed in the section on association mining. Data clustering, e.g., calculating
similarities between data-items in the same cluster, and classification, e.g., calculating the similarity between
data-items which are classified to have attributes with certain attribute-values, are two of the most important
examples of these techniques.
Collaborative Filtering as well as Item-based Filtering have their weaknesses. Collaborative Filtering has the
important disadvantages that sparse datasets do not produce good recommendations, that the overall complexity
grows linearly with the amount of users, and that new items cannot be recommended as they aren’t rated. Itembased Filtering on the other hand has the disadvantages that a lot of effort has to be put in assigning features to
items, that similar items are usually recommended, e.g., over-specialization, and that new users can not be given
good recommendations, if they haven’t rated items yet. Although these disadvantages seem problematic,
approaches have been devised to overcome these problems. Moreover, applications have been designed which
can be seen as hybrids of both collaborative and item-based approaches. These hybrid solutions share the
advantages of both collaborative as well as item-based filtering, while eliminating the disadvantages. All in all,
we believe that hybrid approaches, which contain both collaborative as well as item-based approaches are an
interesting development in the area of online recommender systems, especially if both of these approaches can
be merged and treated the same on the representation level, as is done by Mobasher et.al. [12], see section
4.4.2.3.

4.3.4 Data Clustering
4.3.4.1

Detailed Explanation

The concept of data clustering has already been quickly introduced in 4.4.1. In this section we will elaborate on
this class of inferable knowledge. Data clustering is the process of grouping a set of data (without a predefined
class attribute), based on the conceptual clustering principle: maximizing the intra-class similarity while
minimizing the interclass similarity. Clustering analysis is an approach that helps in partitioning a large set of
data items based on a “divide & conquer”- strategy, which decomposes this large dataset into smaller datasets
[12]. These datasets are called clusters. Generally clusters are partitions, which means that no two pair of
clusters share a common data item. Thus, the following constraint holds:
∀c1,c2∈C: c1 ∩ c2 = ∅
Where C is the set of clusters and c1 en c2 are arbitrary clusters from this set.
Lately, different clustering algorithms have been defined which don’t obey this partitioning constraint. This set
of clustering algorithms is from now on referred to as Cluster Mining Algorithms. Cluster mining algorithms are
algorithms for efficiently identifying a small set of high-quality (and possibly overlapping) clusters with limited
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coverage [18]. Limited coverage means that not all data items in the original data set are included (or covered) in
one or more clusters.
Data clustering as a data-mining task identifies clusters, according to some distance (or similarity) measurement,
in a large multidimensional dataset, see section 4.4. Given a large set of multidimensional data items, the data set
that is spanned by these data items is not uniformly occupied. Data clustering identifies the sparse and crowded
places based on (possibly different) measurements for each dimension (or characteristic) and hence discovers the
overall distribution of the data set.
Data clustering is also often referred to as Unsupervised Classification. This suggests that Data Clustering is
related to Data Classification that is discussed in the next section. The difference between these two types of
inferable knowledge is that Data Classification uses predefined attributes or attribute-values to group data items,
while Data Clustering does not. This explains why Data Clustering is referred to as unsupervised classification:
no (human) supervision is needed to group data items together, in contrast with (supervised) data classification,
where an expert is needed to, at the very least, define attributes on attribute-values on basis of which data items
should be classified. More human intervention is often mandatory, for instance to, often manually, label a
training set on basis of which classification rules are created, see 4.6 for more information on Data
Classification.
Data clustering is also referred to as Conceptual Data Clustering, as distance (or similarity) measures may not
only be based on geometrical (or Euclidian) distance, but rather on the observation that a group of objects
represents a certain conceptual class. This has been extensively covered in section 4.4.

4.3.4.2

Concluding Remarks

Data clustering techniques are important to personalization. Clustering approaches aren’t usually used directly as
a basis for personalization, however. Instead, clustering approaches are often used to pre-process a particular
dataset in some way, after which other approaches such as association mining or similarity-based approaches are
used for knowledge extraction. The most important quality of clustering approaches, in our opinion, when
reviewing these techniques in the context of personalization applications, is the possibility of reducing the
complexity of the solution space considerably. The complexity of the clustering task generally isn’t a big
problem, as clustering of the solution space is often done offline. When association rule mining or similaritybased approaches are used to generate patterns based on data-items within the same cluster, often the quality of
these discovered patterns is reduced. Ensuring that both the quality as well as the speed of the online
recommendation process are sufficient is a hot topic in research today. Data Clustering can prove to be
invaluable in this perspective.

4.3.5 Data Classification
4.3.5.1

Detailed Explanation

Data classification is the process of finding common attributes among a set of data items in a dataset and
classifying these data-items according to a classification model. To construct such a classification model, a
sample dataset E is treated as the training set, in which each k-dimensional data item consists of the same set of k
attributes as the data items in a large dataset W. Additionally, each data item has a known class identity (label)
associated with it. The objective of the classification is to first analyze the training data and develop an accurate
description or a model for each class using the attributes (or features) available in the data. The discovered
classification rules are subsequently used to classify future data in the database W or to develop better
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classification rules for each class in the dataset. Data Classification is related to Data Clustering in that both
methods group data-items in a dataset. The difference between these two methods is extensively discussed in 4.5.

4.3.5.2

Concluding Remarks

Knowledge extracted with Data Classification approaches is generally not used directly for personalization
purposes. Instead, data classification is often used offline to associate data items with features, as in the example
described in section 4.6.2.1. After the classification process is done, these feature-enriched items can then be
used as input for association mining or similarity based approaches.
Another important purpose of data classification, in the context of personalization, is the ability of reducing a
data set on which online computations have to be made, by excluding those data-items that don’t posses
interesting attributes or attribute-values as determined by an analyst.
In other words, knowledge derived from data classification approaches isn’t generally used for online
personalization applications, but data classification approaches are invaluable for pre-processing datasets for
which association rules or similarity-based patterns must be discovered online.

4.3.6 Multi-level data generalization, summarization, and characterization
4.3.6.1

Detailed explanation

Data generalization, summarization and characterization as an application is known under various acronyms
such as On-line analytical processing (OLAP), multi-dimensional databases, data cubes, etc. Data generalization
and summarization generates and presents the general characteristics or a summarized high-level view of a set of
primitive data. It is often desirable to present generalized views of this primitive data at multiple levels of
abstraction, thus creating a hierarchy of abstraction, which a user can intuitively use to drill-down or roll-up until
he is satisfied with the presented level of abstraction. The methods for efficient and flexible generalization of
large data sets can be categorized into two approaches: the Data-cube approach and the attribute-oriented
induction approach.

4.3.6.2

Concluding Remarks

Multi-level generalization, summarization and characterization techniques serve two distinct purposes. The first,
is the manual offline analysis of large data-sets by means of drill-down and roll-up applications. These
applications aid the analyst in visualizing large sets of data. Although this application can be used for
personalization purposes, we’re more interested in techniques that can be used for personalization online.
The second application of multi-level generalization, summarization and characterization techniques does just
that. These techniques are used to enrich online personalization approaches such as association mining and
similarity based patterns with concept hierarchies, ontologies, etc. These enrichments enable a personalization
system to take similarities between concepts at a deeper semantical level into account. We choose not to provide
application examples in this section for this very reason: no online application uses only multi-level
generalization, summarization and characterization for personalization directly. Instead, all applications that
make use of this kind of inferable knowledge do so in relation to any of the other types of inferable knowledge
presented in the sections above.
When examining personalization papers presented in the last couple of years, the shift towards more semantical
dependent frameworks is obvious. These semantical frameworks, where various domain concepts are related to
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each other, make heavy use of the techniques of multi-level generalization, summarization and characterization
described in this section. Therefore, we feel that applications will make more and more use of these type of
approaches in the future.

4.4

What can be Adapted

In section 4.2 it has been discussed what types of data can be used as input and how these types of data can be
collected. In section 4.3 it has been discussed how information can be inferred based on this data by using
various datamining techniques. This section discusses ways in which the collected data and the inferred
information can be utilized for creating a personalized experience. To this end a classification is presented which
is based on the extended classification of Brusilovsky, as presented in [3]. The top-level classes of this
classification are respectively Adaptive Presentation and Adaptive Navigation Support.

4.4.1 Adaptive Presentation
Adaptive presentation is concerned with those techniques that adapt the content and presentation of a webpage
accessed by the active user to knowledge, goals and interests of the active user. Adaptation techniques, which
belong to this class, include techniques that provide a qualified user with detailed information while a novice
user receives additional explanations if he so chooses. Adaptive presentation techniques can be classified further
as described below. Although hyperlinks belong to the content of a webpage too, these elements are treated
separately in section 5.2: Adaptive Navigational Support, because of their importance.

4.4.1.1

Adaptive Text Presentation

Adaptive text presentation techniques are concerned with adapting text to the characteristics of the user.
Brusilovsky [2] states that adaptive text presentation techniques were the most studied techniques for adapting a
web-page to the active user, until a couple of years ago. This can partially be explained by the fact that adaptive
text presentation techniques were (and are) an important technique in adaptive tutoring systems, which were in
turn the most studied adaptive systems a couple of years ago, as discussed in section A.2.1. Although emphasis
has shifted partially to adaptive navigation support techniques, with recommender systems being the driving
force behind this shift, adaptive text presentation techniques still continue to be an important class of adaptive
techniques. Adaptive text navigation techniques are classified into two classes, namely, Natural Language
Adaptation and Canned Text Adaptation.

4.4.1.1.1

Natural Language Adaptation

Natural language adaptation techniques are related to natural language generation techniques, which form a subresearch area in the field of Artificial Intelligence. A simple approach is to use text templates with slots that can
be filled with, e.g., descriptions of different complexity based on the user’s level of expertise, by Ardissono et.al.
[13]. Natural language generation can also complement stretch-text, as will be discussed in section 5.1.1.2.4, in
order for all possible combinations of stretch-text expansions to be semantically well-formed.

4.4.1.1.2

Canned Text Adaptation

Canned text adaptation techniques, as opposed to natural language adaptation techniques, don’t make use of a
natural language technology as a foundation. Instead, these techniques use predefined rules on basis of which
certain text fragments are inserted, removed, altered, sorted or changed in any other conceivable way.
4.4.1.1.2.1

Page Variants
31

In the page variant approach, adaptive behaviour is realized by designing different pages at design time, taking
different audiences in mind. From a technological point of view using page variants boils down to selecting the
appropriate version of a page when this page is selected by clicking on a hyperlink. For more information on
page variants see appendix A.5.1.1.2.1.

4.4.1.1.2.2

Fragment Variants

This approach uses adaptation rules to dynamically build a page consisting of one or a couple of adaptive
fragments. A fragment can be considered to be a paragraph of text, a picture, a video, or any other imaginable
part representing a particular object on a page. For more information on fragment variants see appendix
A.5.1.1.2.2.

4.4.1.1.2.3

Fragment Colouring

The content of a particular page stays the same for each user, when this approach is used. To give a personalized
touch to a page using this approach, certain fragments, e.g. paragraphs, pictures, tables, etc., can be highlighted
or dimmed based on a defined set of adaptation rules and a user model which is used as input for these rules. The
rationale behind this is that the system can highlight fragments, which are considered to be important to the user
while conversely, other fragments can be dimmed which are not considered important. For more information on
fragment colouring see appendix A.5.1.1.2.3.

4.4.1.1.2.4

Stretch-Text

Stretch-text can be thought of as ‘elastic’ text that is able to expand or collapse when the user performs a certain
action, e.g., clicking the text or moving the mouse cursor over the text. The length of the stretch-text is usually
very small, ranging from a couple of extra words to an extra sentence. The process of expanding certain stretchtexts can be automated based on a collection of adaptation rules and an active user model. For more information
on stretch-text see appendix A.5.1.1.2.4.
4.4.1.1.2.5

Fragment Sorting

When a list of similar fragments are shown, for example, summaries of album reviews, it can be rewarding to
sort these reviews in descending order of interestingness. Link sorting, a very similar approach to fragment
sorting, as the technique is basically the same, is often used in recommender-systems to sort recommendations.
While these recommendations are often represented as links to other pages sometimes a little bit more about
these recommended pages is described.

4.4.1.2

Adaptation of modality

Adaptive systems often have a choice of selecting different types of media, e.g. text, music, video, animation,
pictures, etc., to present information to the user. The approach of adapting through modality is concerned with
selecting the most appropriate types of media to present information to the active user. Quite often fragments of
different types of media present the same content, and hence the system can choose the one that is most relevant
or appropriate to the user. In other cases, these fragments can be used in parallel, enabling the system to choose
the most relevant or appropriate subset of available media-fragments. Several different methods for adapting the
modality of presentation exist, based on user preferences, abilities, learning style, etc. The interested reader is
referred to Joerding [14] and Specht et.al., [15] for examples.

4.4.2 Adaptive Navigational Support
Adaptive Navigational Support is concerned with adapting the presentation, functionality and existence of
hyperlinks on web-pages, and as such makes the structure of a web-site, e.g., its topology adaptive. All adaptive
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techniques concerned with fragments described in the sections above, can be used with hyperlinks too. In all of
the sections below, we will briefly mention the relationship with the related fragment sections described above.

4.4.2.1

Direct Guidance

Direct guidance is a very basic adaptive technique that is able to calculate, in some way or another (we will not
elaborate on this anymore), the next “best” page in the system. Direct guidance is usually presented to the active
user as a “next”-link or something similar. This makes direct guidance a good solution for creating several
predefined paths through a hyperspace, where each path is related to a particular stereotype for example. For
more information on Direct Guidance see appendix A.5.2.1.

4.4.2.2

Adaptive Annotation

Adaptive annotation can be regarded as the navigational counterpart of stretch-text. Like stretch-text, adaptive
annotation can give customized comments, which are available when a user performs a certain action, for
instance moving the mouse cursor over the link. Unlike stretch-text, adaptive annotation is not limited in giving
textual annotations. Visual cues like different icons, different colours, Brusilovsky et.al., [16], different fontsizes, Hohl et.al., [35] are also possible. For more information on Adaptive Annotation see appendix A.5.2.2.

4.4.2.3

Adaptive Link Hiding & Removing

In this section we present three related techniques, that are concerned with hiding or removing hyperlinks. The
first, Adaptive Link Hiding, is concerned with removing the visible cue of a hyperlink, e.g., usually the
underlining of a link, to blend it with its surroundings. The functionality of such a link is still present, however,
and can be discovered by moving the mouse cursor over the link, which usually results in a different cursor
shape and a changed status line. Note that these visible cues can be eliminated too, e.g., by using style sheets and
JavaScript respectively. The idea behind adaptive link hiding is to visually reduce the hyperspace to ease users’
navigation, and to guide users to those pages that are presumed to be of most interest to them. AHA! (De Bra
et.al. [17]), for example, is a tutoring system which “hides” links to pages for which the student is not considered
ready yet, and later “shows” them again after the student has visited all prerequisite pages.
Link disabling is a related approach where the functionality of a link is disabled, leaving the visual appearance in
tact. Since this approach violates the principle of expectation in human-computer interaction, e.g., the user
expects the browser to follow a link when the user clicks on it, this approach is generally only used in
conjunction with link hiding. Specht et.al., report, [18], that students of a hypermedia course where link
disabling and hiding functionality was enabled, generally learned slower, and sometimes significantly slower,
than students for which this technology was disabled. On the other hand, they report that link disabling was
beneficial in such a learning environment if disabled links were marked as such.
Adaptive link removal is the last related approach in this section. This approach removes a link completely, e.g.
both the visual cue as well as the functionality, based on particular user attributes. This is only possible for noncontextual links, unless the entire context is removed as well, since otherwise the remaining context will not be
semantically correct anymore. The motivation of this approach, again, is to reduce the hyperspace by removing
links to content, which is not considered of interest to the user.

4.4.2.4

Adaptive Link Generation

Were the above mentioned approaches truncate the hyperspace as created at design time, by hiding, disabling, or
removing links, link generation is instead concerned with the opposite: generating new links that were not
present at design time. This type of link adaptation has clearly gained much emphasis in the last couple of years,
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since recommender systems generally make use of this link adaptation technique for providing links to pages of
interest.

4.4.2.5

Adaptive Link Sorting

Sorting of links is a technique, which is often employed in recommender systems in conjunction with link
generation. The rationale is that links are sorted in descending order based on relevance to the active user, e.g.
the most relevant link is presented at the top whereas the least interesting, of all generated links, is presented at
the bottom.

4.5

Conclusions

This phase described the entire personalization process of collecting data, inferring data, and applying data. To
this end various types of data that could be used for personalization purposes were classified. Specifically, data
was divided into the classes: User Data, Usage Data, and Environment Data. A more fine fine-grained
classification of these types of data is given and elaborated on in this chapter. Moreover, it has been described
which approaches exist for collecting this data. Second, datamining techniques were elaborated on which could
be used to infer more information about the user. The usability of this inferred information correlates highly with
the quality of the supplied input and the datamining technique chosen. Examples are given in this chapter as
what kind of user information could be extracted.
Next, the collected and inferred user information must be put to use. Analysts are able to use this information for
their own research such as creating marketing campaigns or researching target populations. However, this
knowledge could also be used automatically by an e-business application for instance, to recommend items in
which the current user of the site is presumably interested in such as the Amazon recommender system for
example. Various ways of using and presenting this knowledge are described.
These three phases, e.g. collecting data, inferring data, and applying data are used as a foundation for designing
the e-Business application discussed in the following phase.
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Phase II:

Generic Data Mining Framework

This phase discusses the actual design of the GDMF. To this end, chapter 5 discusses some conceptual ideas
which form the foundation of the design of the GDMF. Moreover, interesting features are discussed and
classified as mandatory or optional. It is discussed how collections of these features are used to form software
iterations which should be designed and implemented subsequently. Moreover, the selected software
engineering approach is argumented on as well as the selected development tools. Chapter 6 describes user and
system requirements which the GDMF should satisfy. These requirements should be regarded as an extension of
the features and concepts described in chapter 5; not as a replacement for them. Chapter 7 describes and
discusses the actual high-level design of the GDMF based on the concepts, features and requirements presented
in chapter 5 and 6. Last, Chapter 8 elaborates on several low-level implementation issues. Moreover,
documentation for classes as presented in chapter 7 are provided.

5.

General Design Considerations

The GDMF has been developed from scratch without any requirements or guidelines that should be adhered to.
The only functional requirement is that the GMDF should possess features for assisting the business in the entire
process of collecting, inferring, and applying information as described in the research description in section 3.3.
These process phases have been described in the literature studies presented in chapter 4, and more detailed in
appendix A. The lack of requirements and guidelines brings great freedom in designing the GDMF. However,
with great freedom comes great responsibility which is why more than usual emphasis is given to the design
process of the GDMF in which the various design decisions are described and argumented on.
This chapter first discusses the various tools used for designing and implementing the GDMF. Second, the
selected design approach is argumented on. Section 5.2 General Design Considerations describes the early
stages of the design process in which a number of conceptual requirements which the GDMF should adhere to
are presented. Based on these requirements and other observations a conceptual design of the GDMF is
presented. The personalization phases of collecting, inferring, and applying information, as described in chapter
4 and illustrated in figure 4.1, are taken as a starting point for this design.

5.1

Design process

In the upcoming sections both the tools used for designing and implementing the GDMF and the approach taken
during the design process are evaluated.

5.1.1 Design Tools
Centric Holding B.V. is a Microsoft Certified Partner of the Microsoft Corporation. This implicates an obvious
preference for Microsoft related products.

5.1.1.1

Microsoft Office Visio 2003 Professional

During the design phase of this project the so-called UML-methodology is used extensively. Microsoft Visio
2003 Professional is a tool used for modeling various kinds of both business as well as technical situations and
supports all undisputed types of UML-diagrams.
Although Microsoft Office Visio 2003 Professional is shipped with the Internal Use Software policy of the
Microsoft Certified Partner program, its use is not widely established at Centric e-Technology. However, since
other candidate modeling tools don’t have a firmly established user-base at Centric e-Technology either, this
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criterion cannot be used to make a selection. Based on the fact that Microsoft Visio is readily available for all
developers at Centric e-Technology under the Microsoft Certified Partner license, Microsoft Visio is used as the
primary modeling tool during the course of this project.

5.1.1.2

Microsoft Visual Studio .NET 2003 and C# .NET

Microsoft Visual Studio .NET 2003 is licensed under the Microsoft partner Program. It’s use is widely
established among developers at Centric e-Technology. Therefore, it has been decided to select Microsoft Visual
Studio .NET 2003 as the development environment during the course of this project.
Centric e-Technology uses both the programming languages Visual Basic .NET as well as C# .NET . Since
Centric e-Technology plans to migrate to C# on the long term, C# .NET has been selected as the program
language of choice. Observe that no personal preference existed for any of these programs.

5.1.2 Design Approach
Selecting and adapting to a solid software development model capable of guiding the design process through a
series of predefined and well-scoped phases is an important phase in itself and should trivially be the first phase
in the design process. In essence, a software development model is nothing more than a roadmap for the software
development process. Although each software development project is unique from a process technical viewpoint
some well-known software development models can be distinguished. The well-known Waterfall Model, Spiral
Model, and, Agile Programming methodology are discussed in appendix H.
Since part of the research description is to evaluate the GDMF with a certain well-defined amount of
functionality in a real business environment, a prototype should be readily available after a defined period of
time. This time-constraint obviously poses limitations on the features that can be implemented. Because of the
recognized potential of a system such as the GDMF, it was agreed upon that the GDMF is not only designed to
be a proof-of-concept, but at the same time that it is designed to be used as one of the first iterations of a
potential commercial product as well. This is exactly the reason the requirement that the GDMF should be
flexible in allowing future improvements and extensions to be added has been included, as described in the
research description in section 3.3.
These observations clearly indicate an iterative approach to designing the GDMF should be taken. First, an
iterative approach enables a prototype to be designed in early iterations and extended in later ones, while still
satisfying the requirement that after a defined period of time a fully functional and meaningful prototype should
be ready for evaluation. Here fore it should be possible to add pieces of functionality in little increments. This, in
turn, implicates that relatively small iterations should be used and that the system should be designed in such a
way that additional pieces of functionality can easily be incorporated. Note that this last corollary is in fact a
requirement that has already been defined.
Second, an iterative approach aligns well with the observation that besides being a proof-of-concept the
prototype should serve as a foundation for a possible commercial product as well. After all, being able to use the
final prototype of this project as a foundation to built a commercial product upon trivially implicates that an
incremental approach should be taken after completion of this master’s thesis.
Last, an iterative approach enables us to verify the requirement that the design should be easily extendable by
actually extending the design through multiple iterations.

36

Obviously, the Spiral model most closely resembles the iterative approach as discussed above. Agile
Programming does also use iterations but we feel that the hacking mentality associated with Agile Programming
does not align well with the academic approach that is obviously required here. Attention must still be paid
however to the features of the Waterfall-model that should be implemented in each of the iterations. Moreover,
attention must still be paid to the steps required before the various iterations can be implemented.
First of all the actual framework itself must be designed before this framework can be extended with additional
functionality through successive iterations. Along with the global design of the framework itself we also need to
describe how and where future functionality extensions fit in. This process essentially consists of describing and
scoping the different iterations. It may be clear by now that the global design of the GDMF needs to be designed
in such a way, that it inherently supports adding different kinds of functionality to be built-in at a later,
unspecified time. Before such a global design can be devised, we need to consider what kind of features such a
system might eventually contain. We feel these are the steps that must be taken in the software design process.
For clarity these steps are outlined below:
1.
2.
3.
4.

Scope and classify potentially interesting features which can be considered to belong to the GDMF.
Create a global design of the GDMF, while explicitly taking the classes of functionality as surveyed in
step 1 into account, with which the GDMF should be extended with.
Prioritize the classes of functionality as surveyed in step 1. and use them to infer the iterations that
follow next.
Follow a condensed waterfall engineering approach for each of the iterations as described in step 3,
containing the following sub-steps:
a. Identify iteration requirements
b. Break iteration requirements into classes (architectural design), possibly having to extend
already existing classes.
c. (Re)Design each class (detailed design)
d. Code and document each class from scratch or by adding methods for an already existing
class.
e. Integrate classes and test the system.
f. Deploy the prototype and operate it.

Results obtained in step 1. are discussed in section 5.2.1: Paramount Conceptual Features and in section 5.2.2:
Scope & Classification of Potential Features.
Results obtained in step 2. are discussed in section 5.2.3: Conceptual Framework Model.
Results obtained in step 3. are discussed in section 5.2.4: Prioritized Features & Iterations.
Results obtained in the various iterations, as discussed in section 5.2.4, are discussed in chapters six, seven, and
eight. The chapters are separated based on a functional decomposition not a chronological one. In other words,
the findings of the different iterations are not discussed separately. Instead, chapter 6: User & System
Requirements discusses the requirements found in step 4.a for all performed iterations. Chapter 7: Architectural
Design discusses the findings found in step 4.b for all performed iterations. Chapter 8: Detailed Design &
Documentation discusses each of the identified classes along with documentation derived from the findings in
step 4.c and 4.d for all performed iterations.
This approach has been taken because in our opinion, it is paramount to give a clear understanding of the GDMF
as it exists at the moment of this writing, that is, after all iterations as discussed in section 5.2.4 have been
performed and after the GDMF has been evaluated in a business environment as discussed in Phase III and
subsequent chapters. We feel that it is not possible to give a clear understanding of the GDMF in its current
form if we were to describe its requirements, design, and coding, in the chronological and iterative manner in
which these findings were actually derived.
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5.2

General Design Characteristics

This section describes the design steps 1,2, and 3 as described in section 5.1.2. Section 5.2.1: Paramount
Conceptual Features describes those features that should definitely be implemented in the GDMF. Section 5.2.2:
Scope & Classification of Potential Features describes what features might potentially be implemented in a
system such as the GDMF. That section, moreover, describes a classification of features. This classification is
used as a jumpstart for following sections where these classes are used as a basis to prioritize features and to
divide these features in meaningful iterations. Section 5.2.3: Conceptual Framework Model presents a
conceptual model of the GDMF. Moreover, it is described how paramount features, as discussed in section 5.2.1,
are taken into account. Section 5.2.4 prioritizes the classes of features, as described in section 5.2.2. Moreover, it
is discussed how these feature-classes are translated into iterations.

5.2.1 Paramount Conceptual Features
This section describes features that are mandatory to the GDMF in our opinion. These features are labelled PF1
to PF4 and are described below. Note that in subsequent sections reference is made to these features based on
these labels.
PF1: The GDMF should be able to assist the business in the entire cycle of selecting, storing, enriching,
and applying & utilizing personalized information. The original requirement as described in the research
definition is that the GDMF should be able to assist the business in the entire process of collecting, inferring, and
applying information. These three phases have been extended to the four phases described here. It is clear that
the GDMF should, in one way or another, consist of features belonging to the following categories:
• Selecting Data
• Storing Data
• Enriching Data
• Applying and Utilizing Data
We shall see that these four categories make an excellent starting point for classifying features and hence
software iterations.
PF2: The GDMF should be relatively easy to extend with functionality at design-time. The GDMF needs to
be extendible on a design –or conceptual- level. This implies that the design should consist of relatively looselycoupled conceptual modules, that should be possible to extend in isolation if the need arises. This requirement
implicates that connections between conceptual modules should be minimized and that interfaces between
modules should be as thin as possible. Moreover, interfaces should be backward compatible. In other words, the
extension of a conceptual module should not result in changes in existing interface-method calls or deprecation
of these interface-methods.
PF3: The GDMF should be relatively easy to extend with functionality at run-time. It must be possible to
add functionality through means of plug-ins, which would normally be implemented as so-called Dynamic Link
Libraries –or DLL’s for short, and which would extend the functionality of the GDMF at run-time, so without
the need to rebuild the entire application. This creates interesting commercial possibilities. For instance, the
GDMF could be sold to a number of customers, and these customers would afterwards be able to decide what
plug-ins to buy separately to customize and extend the functionality of the GDMF to their needs.
Obviously, some common ground must exist between possible plug-ins, as otherwise the GDMF has no
possibility of knowing what functionality these plug-ins have to offer. In other words, these plug-ins should all
implement the same common interface. Data-mining techniques, as described in section 4.3, may be good
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candidates for plug-ins, e.g.; all data-mining techniques have in common that they need some input data to mine
business rules, and that they should output these business rules in order for the inferred knowledge to be used.
Intuitively, it may be possible to abstract from the type of input supplied to a Data-Mining technique on the one
hand, and to abstract from the type of output delivered by such a Data-Mining technique on the other. If these
abstractions are implemented by interfaces to which all these Data-Mining Techniques are obliged to adhere to,
than it is realized that the GDMF can handle all kinds of different Data-Mining techniques without having to
know the inner workings of these Data-Mining techniques and the exact type of input and output data needed
and created respectively. This idea will be developed in subsequent chapters..

PF4: It must be possible to add the GDMF to an existing business environment with minimal impact.
Although the GDMF should support the entire cycle of collecting, storing and enriching, and applying
personalized information which implicates a strong relationship with various kinds of systems and data in an
existing business environment, the amount of adaptation needed for existing front-office and back-office systems
should be minimized.

5.2.2 Scope & Classification of Potential Features
This section describes potential features of a system such as the Generic Data Mining System. Moreover, this
section classifies these features in such a way that all features belonging to the same class ‘implement’ a
particular intuitive concept. This classification serves two important goals:
Functionally decomposing the feature-space into intuitive concept classes enables us to think of each of these
classes in isolation. Like any other Divide-&-Conquer strategy this reduces the information-load and enables us
to work on a sub-problem in isolation; in this case describing all features constituting a concept class at the time.
We’ve already touched upon the assertion that these classes of features, each representing a particular intuitive
concept might be used as a basis for constructing software iterations. As discussed in section 5.1.2, a prototype
with a meaningful set of features should be available after each iteration is completed. It should be clear that
when using conceptual classes of features to construct software iterations this requirement is trivially satisfied.
Moreover, as discussed in section 5.2.1 requirement PF2 the GDMF should be designed in such a way that
extending the GDMF with features is as straightforward as possible. Since an object-oriented methodology of
programming is used intuitive concepts map nicely on object-oriented classes or sets of classes. This is the whole
purpose of object-oriented programming: to model concepts and relationships between them, as object-oriented
classes and their relationships. The idea to use concept classes as a basis for process iterations ‘simply’ boils
down to extending the GDMF in each iteration by adding classes representing the newly modelled concept. We
can imagine no better way of extending a design than by being able to add classes to the design without the need
of changing already existing classes to incorporate the additional features. Of course, already existing classes
must be adapted to be able to communicate or relate to the newly added classes but no new features should have
to be implemented in these already existing classes.
We feel that the categories described in section 5.2.1 PF1, e.g.: Selecting Data, Storing Data, Enriching Data,
and Applying and Utilizing Data are all clear intuitive concepts and thus make excellent classifications for the
features described below.

5.2.2.1

Selecting Data

This section describes potential features of the GDMF which are concerned with the intuitive concept of
selecting data.
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The GDMF should be able to cope with various types of input data. It should be possible to add the GDMF
to a business environment with a minimal amount of impact. This implicates that existing systems should not
have to deal with transforming their data to a predefined format. Instead, the GDMF should be able to cope with
these different types of data. The GDMF should be able to support the following types of input data:
•
•
•

Relational Databases, such as
Structured text with explicit structure (mark-up), such as XML for example.
Flat files with implicit structure, such as log-files for example.

Data should be handled uniformly, independent of the type of data.
It should be possible for other modules in the system to use input data independently of the form in which this
data originally existed.
Authorization should be handled in a uniform way.
An analyst should be able to authorize the GDMF in a uniform way for all types of input data for which
authorization is required.

5.2.2.2

Storing Data

This section describes potential features of the GDMF which are concerned with the intuitive concept of storing
data.
Data should be stored locally and centrally for each project.
It should be possible to locally store all data, needed to perform a particular task or sets of tasks. This is needed
because datamining-techniques often employ algorithms which utilize a lot of disk-access operations.
Performing these tasks while input data is only available on remote servers will definitely cause unacceptable
performance. Moreover, input data used in the same project should be stored together. This enables easier
maintenance of projects. Data could for example be stored in relational databases or xml-databases. Output data
should ideally also be stored in the same project database.
Data integration features should be supported.
It should be possible to combine data from different types of data sources as already discussed. This means
typical data integration features should be implemented. Data integration features include:
Data Translation. It should be possible to translate a particular type of input data to another type of input data.
For instance, XML to a relational database table or tables or vice versa. Mechanisms should be in place to assist
the analyst in solving this problem by renaming columns, or auto-renaming schemes may be employed.

Data Transformation. It may be mandatory to transform input data to accommodate for data integration from
various source. For example, when two relational database-tables are to be integrated to one target relational
database-table, some column names may be in use twice, once for each source database-table. Mechanisms
should be in place to assist the analyst in solving this problem by renaming columns, or auto-renaming schemes
may be employed.
Data Pre-processing. Depending on the type of datasource, various pre-processing tasks may need to be
employed. For an overview of these examples refer to section 4.2.2.2 and for a more in-depth discussion refer to
appendix A.3.2.2.
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An incremental update of the project database should be supported.
Since combining, translating, transforming, and performing other pre-processing tasks can be a resourceexpensive operation, being able to incrementally update the project database is an important feature. The idea
behind incremental updates is that the target –project- database is updated, whenever one of the original sources
is updated.
It should be possible to use output data –enriched data- as input data.
Whatever technique is used to enrich input data, it should be possible to use the generated output data as input
data for a following ‘data enrichment session’. As we’ve already discussed that the GDMF should be able to
handle various types of sources, and that it should be possible to translate between types of data sources, this
feature is implicitly covered by already discussed features above.

5.2.2.3

Enriching Data

This section describes potential features of the GDMF which are concerned with the intuitive concept of
enriching data.
Various methods should exist for mining business rules based on supplied input data.
A generic data mining system should not be limited to discovering one particular type of business rules only. In
fact, the strength of such a system is the ability to cope with multiple types of business rules in a generic way. A
classification of datamining methods has been thoroughly discussed in section 4.3 and appendix A. This
classification, in our opinion, serves as a good guideline as to what types of business rules a generic datamining
system should be able to support.
It should be possible to extend the GDMF with datamining methods in a flexible way.
As already discussed in section 5.2.1: Paramount Conceptual Features, the GDMF should be extendable with
functionality at run-time. We also discussed that datamining methods, as discussed in section 4.3 and appendix
A, could be good candidates to fulfil this requirement. We already argued that all datamining methods share a
common interface, in that they all need specified types of input and generate specified types of output, and that
based on such a common interface the GDMF should be able to incorporate the various datamining methods in
its framework in a generic way. As long as a datamining method implements this common interface, it is free to
decide how and what type of business rules are generated. In other words, the inner-workings of the various
datamining method implementations are like a black-box to the GDMF.
Each datamining method should have its own user-interface.
Each datamining method should have its own related user-interface. We’ve discussed in the paragraph above that
all datamining methods must implant a common interface so that the GDMF can communicate with the various
datamining methods in a generic way. However, it may be clear that each datamining method should have its
own user-controllable options. These options should be configurable through a graphical user-interface. This
implicates that each implemented datamining method, should have its own user interface to control its usercontrollable options. The GDMF does not need to be aware of what options the datamining method in question
needs. The GDMF only needs to know how to communicate with the specified datamining method and how it
should display the user-interface of the particular datamining method. Therefore, just as each datamining method
should implement a common interface, each of the related graphical user-interfaces should implement a common
interface as well, which enables the GDMF to handle these datamining specific user-interfaces in a generic way.
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5.2.2.4

Applying & Utilizing Data

This section describes potential features of the GDMF which are concerned with the intuitive concept of
applying & utilizing data.
It must be possible to filter business rules prior to utilization.
Two means of filtering can be distinguished in this context:
•

(Semi-) Automatic filtering
Some pre-defined (possibly user-controlled) filters should exist, which filter business rules based on
their respective configurations. Take for instance an association rule mining method which identifies
webpages that frequently co-occur in the same user-session. Particular webpages can be recommended
based on these type of business rules, if these webpages have a high level of co-occurrence with already
visited webpages. Obviously, the manner in which links to webpages coexist on an index-page, for
example, influences the outcome of the discovered rules. E.g., it is only trivial that webpages A and B
are found to coexist frequently in the same user-session if links to both these webpages coexist on the
homepage for example. However, if we filter-out all trivial business rules, based on the site topology, as
discussed in section 4.2.2.1, only those business rules remain, which cannot be explained based on the
site-structure, and can therefore be considered interesting.

•

Manual Filtering
It should be possible for the analyst to make changes to the collection of mined business rules, by
adding, removing, or possibly changing weights of discovered business rules.

Business rules should be distributed with ease and with the smallest possible amount of impact. As already
discussed in section 5.2.1: paramount Conceptual Features, it should be possible to incorporate the GDMF in an
existing business environment with the smallest amount of impact. We’ve already seen that the GDMF should be
able to incorporate various types of input data. This enables the GDMF to function as a stand-alone application
on a stand-alone server if necessary. This ensures the smallest possible impact for legacy systems. However,
some applications, mostly front-end, wish to apply the discovered business rules. This often means that business
rules should be distributed to whatever server the particular application happens to be installed upon. It may be
clear that xml-files or flat-files are more easily distributed than relational-databases. So, from a distribution point
of view, xml-files or flat-files are preferred above relational-databases as a means of output of datamining
methods.
Business rules should be applied in a generic way.
An application should not be concerned with the manner in which the business rules are created. Instead, it
should only be concerned with the type of input that it should supply and the type of output that it can expect to
get returned. How the application utilizes the business rules is an application-dependent issue and is
consequently beyond both the scope as well as the responsibility of the GDMF. It is possible for instance that an
application supplies certain user and usage data, as discussed in section 4.2.1, and that a list of URL’s are
returned which the application uses to create recommendations for the active user. The application should not be
concerned with the way in which these URL’s are selected, be it through association rules mining, collaborative
filtering, item-based-filtering or an entirely different datamining method. Instead, it should only have to know
what type of data to supply and what to expect to get in return.

5.2.3 Conceptual Framework Model
This section covers the conceptual design of the GDMF. This section discusses how the paramount conceptual
features as discussed in section 5.2.1 are to be implemented in the overall design.
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The classes of features as described in the previous section provide a good guideline for creating the final subsets
of features with which the GDMF is extended through various iterations. These classes are respectively:
Selecting Data, Storing Data, Enriching Data, and Applying & Utilizing Data. Observe that besides being
intuitive classes of features, these classes correspond well to the personalization phases as described in chapter 4
and appendix A. These phases are respectively What can be adapted, Classes of inferable knowledge, and To
what can be adapted. This relationship has already been clarified in requirement PF1 in section 3.3. In chapter 4
is was observed that these phases would make a good foundation for the design of the GDMF. This was
illustrated in figure 4.1. Based on this observation the diagram illustrated in figure 4.1 has been adapted to
incorporate the discussed feature classes. This results in the design as depicted below. Observe that the
relationships between the phases as described in the literature studies and the feature classes described here are
depicted as well.
What can be adapted

Selecting
Data

Applying
Utilizing
Data

&

Storing
Data

To what can be adapted
Enriching
Data

Classes of Inferable Knowledge
Figure 5.1: Extension of phase perspective

The phase What can be adapted deals with the question what types of data can be used to adapt to and how to
store them in a data model. This phase clearly bears resemblance to the feature-classes Selecting Data and
Storing Data. The phase Classes of Inferable Knowledge deals with the question what datamining methods exist
to infer business rules with. This phase clearly bears resemblance to the feature-class Enriching Data. The phase
To what can be adapted deals with the question what methods exist to apply the inferred data. This phase clearly
bears resemblance to the feature-class Applying & Utilizing Data.
During the first phase: Selecting Data the analyst has to consider what goal he wants to accomplish and what
data sources he needs as input to accomplish that goal. During this phase the analyst might only have a very
vague goal in mind. He might for example want to find relationships between users based on various user and
usage characteristics. At this time the analyst may be unsure as to what exact characteristics he wants to use to
compare users to each other or what types of datamining methods he wants to use to make this comparison.
During successive phases, the analyst makes decisions which ensure that both the goal and the means with which
the analyst wants to accomplish this goal get fleshed out. The process of iteratively making a goal and the means
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to accomplish this goal more concrete can be considered an example of deduction. This deductive perspective of
the GDMF is illustrated in the diagram below.

Select
Store

Store

Enrich

Enrich

Enrich

Enrich

Apply

Apply

Apply

Apply

Apply

Apply

Apply

Apply

Figure 5.2: Hierarchical High Level Concept (HHLC)

This diagram illustrates the deductive manner in which an analyst can flesh out his goal and the manner in which
he want to accomplish this goal through making decisions in successive phases. Decisions made in previous
phases are used as constraints in following phases ensuring that deductive decision process has been completed
once the analyst finishes the final phase. This diagram leads to the observation that some phases may be reused
for different decision processes. For example, an analyst may want to apply the discovered business rules in
different ways, while reusing the Selecting, Storing, and Enriching phases which were performed previously in a
different decision process. The notion that all phases combined form a deductive decision process and that
previously performed phases may be reused is paramount for the high-level design of the GDMF as discussed in
chapter 7. This concept is named Hierarchical High Level Concept or HHLC.
Now that the relationships between the four phases have been clarified, we feel it is necessary to formulate
intuitive labels for these phases. This enables us to use these labels in the high-level design and consequently in
the implementation of the GDMF. Moreover, this enables analysts to communicate about the various phases in
an unambiguous manner.
Each of the identified phases is listed below, along with their respective labels. Afterwards, the choices of these
labels are argumented on.
Label
Solution
Mapping
Job
Protocol

Phase (Feature-class)
Selecting Data
Storing Data
Enriching Data
Applying & Utilizing Data
Figure 5.3: Phase identification table.

As described above, the phase of selecting data defines the constraints for all phases performed afterwards. In
this perspective this phase can be thought of as defining an abstract Solution to a vague goal that the analyst
wants to achieve. Different deduction paths may be followed by the analyst that all, in one way or another,
define a partial solution to the same goal. Henceforward, the Selecting Data phase is from now on referred to as
the Solution-phase and can be seen as a ‘container’ for all following phases.
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The Storing data-phase consists of deciding how data from various sources as defined in the Solution-phase is to
be combined, translated, and transformed to one local, integrated data-source. It is almost a de-facto standard to
refer to such a process as a Mapping. Therefore we will from now on refer to the Storing Data-phase as the
Mapping-phase.
The Enriching data-phase consists of discovering business rules based on a particular input. The process of
discovering business rules can generally be considered to be a computationally expensive task. It is not
particularly user-friendly if an analyst has to wait for a data-mining method to finish before a different task with
different settings and possibly an entirely different datamining method can be defined/ It is good practice to
design a queuing mechanism in such a case which enables the analyst to queue a couple of tasks with various
different settings and/or different datamining methods. A queue-able task is often called a Job and therefore this
terminology will be used to refer to the Enriching data-phase henceforward.
The Applying & Utilizing data-phase basically consists of describing how the mined business rules are to be
interpreted by any of the applications that wish to make use of these business rules. The term Protocol is often
used to describe the rules in which data is described and how this data should be interpreted. Therefore, we will
use this terminology to refer to the Applying & Utilizing data-phase henceforward.

5.2.4 Prioritized Features & Iterations
This section describes which features of those discussed in section 5.1.2 are going to be implemented in
upcoming iterations and what features are saved for a later date. All in all with the observation of a tight timeschedule in mind only the most important features will be implemented in upcoming iterations. The introduced
terminology as described above, will be used to identify the upcoming iterations. Observe that these iterations
closely resemble the feature-classes as described in section 5.1.2.
The following iterations have been identified:
•
•
•
•

Solution
Mapping
Job
Protocol

These iterations will be performed in the order in which they are listed here. For each of these iterations a list of
features is presented which are to be implemented in that particular iteration. Moreover, argumentations are
provided for each feature which is listed in section 5.1.2 but which is not going to be implemented in the
upcoming iterations.

Solution-iteration
This iteration can be compared to the Selecting-data feature-class as described in section 5.2.2.1. The following
features should be implemented in this iteration:
IS1: The GDMF should be able to deal with all well-known brands of relational databases as input.
This is obviously a step back from the original requirement that various types of datasources such as relational
databases, structured files, and flat-files should be supported as input. This decision has been made because the
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benefits of adding support for structured files and flat-files at this stage does not outweigh the costs in our
opinion.

IS2: Data should be handled uniformly, independent of data type.
As the GDMF only supports relational data as input, see above, this requirement seems to be trivially met.
However, when looking at relational data at a more fine-grained level it is obvious that various different
databases exist which all differ in the manner in which they need to be approached. Luckily, as described in
chapter 6 some mechanisms already exist which enable the abstraction of these differences. These mechanisms
should be put to used to fulfil this requirement.
IS3: Authorization should be handled in an uniform way.
This requirement is related to the requirement described above. The same mechanism used to abstract
differences between various types of relational databases can be used to abstract the manner in which
authorization is taken care of.

Mapping-iteration
This iteration can be compared to the Storing-data feature-class as described in section 5.2.2.2. The following
features should be implemented in this iteration:
IM1: Data should be stored locally and centrally for each project.
It is necessary in our opinion to have a mapping mechanism which enables various remote datasources to be
combined in one local datasource. Without this requirement datamining methods would need to get their inputdata over networks numerous times, which would definitely give unacceptable performance.
Because of ease of implementation the local datasource it going to be a relational database. After all, since only
relational databases are supported as input-data as described in the section above, there is no need to implement
Data Translation functionality in the GDMF as described in section 5.2.2.2, because of this decision.
IM2: Data Transformation should be supported.
Because it should be possible to combine data from various datasources, data transformation features are
essential if only for the possibility of manually renaming certain tables-columns for preventing name-clashes
(columns of different tables having the same name).
Data Translation features are not implemented based on arguments as discussed in the previous point.
Data pre-processing features are not implemented. Although a commercial product will almost certainly posses
the possibility to pre-process relational data, such as cleaning, or adding additional columns as a function of
existing column-values, etc., data pre-processing as a feature is primarily intended to be used on flat-files or logfiles in particular. Refer to section 4.2.2, for information on data pre-processing. Since flat-files are not
implemented in this prototype see section 5.2.4.1, no need exists to implement data pre-processing features at
this stage. Moreover, we feel implementing this functionality at a later stage would only impact classes related to
the mapping-phase due to the design approach taken. This in turn implicates that the penalty of not implementing
this feature right away is not that big in our opinion.
Incremental update of the local datasource will NOT be supported.
A commercial product would almost certainly implement the possibility of incrementally updating the local
datasource based on changes in one or a couple of the related remote datasources. However, it is our opinion that
the mapping-mechanism would get far to complex when this feature was to be implemented to account for the
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relatively small increase in obtained functionality. Again, we feel that implementing this feature at a later stage is
possible while only changing a small amount of classes due to the design approach taken. This in turn implicates
that the penalty of not implementing this feature right away is not that big, in our opinion.
Using output data as input data will NOT be supported.
As already discussed in section 5.2.4.1, only relational data is supported as input data. This implicates that all
types of business rules should be stored in a relational structure if the requirement discussed here was to be met.
This is in conflict with the requirement that business rules should be distributed with ease as described in section
5.2.2.4 however. We feel that that requirement is more important to implement at the moment than the
requirement discussed here. Moreover, if at a later stage support for structured files and flat files is implemented
as described in section 5.2.2.1, the requirement described here will be satisfied without additional work.

Job-iteration
This iteration can be compared to the Enriching-data feature-class as described in section 5.2.2.3. The following
features should be implemented in this iteration:
IJ1: Various methods should exist for mining business rules based on supplied input data.
As already discussed, we feel that the strength of a datamining system such as the GDMF should be the
possibility to infer various kinds of business rules in a generic manner. Therefore, this feature should definitely
be supported.
IJ2: It should be possible to extend the GDMF with datamining methods in a flexible way.
This feature is directly derived from the paramount conceptual feature that it should be possible to extend the
GDMF with functionality at run-time as described in section 5.2.1: Paramount Conceptual Features and should
therefore be implemented in this iteration.
IJ3: Each datamining method should have its own user-interface.
Although it is possible to alter user-settings in configuration-files the GDMF cannot do without this feature in
our opinion.
It may be clear that the emphasis of the GDMF is on this phase as all features described in section 5.2.2 are
actually going to be implemented in this iteration.

Protocol-iteration
This iteration can be compared to the Applying & Utilizing-data feature-class as described in section 5.2.2.4. The
following features should be implemented in this iteration:

IP1: Filtering business rules before applying them will NOT be possible.
It is our opinion that omitting this feature does not constrain us in any way to demonstrate the full potential of a
system such as the GDMF. Clearly, a commercial product would definitely support the ability to manually filter
inferred business rules. Moreover, such a system would possibly also implement semi-automatic filtering
capabilities as we do think that these features make a difference.
IP2: Business rules should be distributed with ease and with the smallest possible amount of impact.
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This feature is a direct consequence of the paramount conceptual feature that it should be possible to incorporate
the GDMF in an existing business environment with the smallest possible amount of impact as described in
section 5.2.1. Therefore, this features is implemented.
IP3: Business rules should be implemented in a generic way.
This feature ensures that business applications which utilize inferred business rules do not have to be adapted
when the type of utilized business rules change, as long as the same type of input can be given and the same type
of output can be expected. This feature is a consequence of the same paramount conceptual feature as described
above and is therefore implemented as well.

5.3

Conclusions

The emphasis of this chapter is on the process of conceptualizing the GDMF. In this light it has been observed
that feature classes described in section 5.2.2 can be seen as phases which an analyst has to perform sequentially.
These phases are related to the phases as described in the literature studies as presented in chapter 4. From a
different angle it has also been observed that these feature classes possess a hierarchical structure in that
decisions made in a particular phase are considered to be constraints in following phases. This hierarchical
structure guides the analyst through a deductive decision-making process while at the same time enabling the
reuse of phases performed in previous decision-making processes. Some terminology has been introduced for
identifying these feature classes, respectively: Solution, Mapping, Job, and Protocol. Moreover, features that
should be supported by the GDMF have been divided into paramount features which are mandatory and potential
features which are optional. It has been decided that an iterative approach is taken for designing the GDMF and
that iterations are based on the discussed feature classes. It has been discussed which of the potential features are
going to be implemented in these iterations besides the paramount features and which potential features are
saved for a later date. Lastly, it has been decided that Microsoft Visio is used for designing the GDMF and the
Microsoft Visual Studio C# .Net is used for implementing the GDMF.
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6.

User & System Requirements

This chapter describes the user-requirements as well as the system-requirements which are the aggregate of the
results gathered from step 4.a. as described in section 5.1.2 of the various iterations performed as described in
section 5.2.4. Note that both the user requirements as well as the system requirements described are not
necessarily measurable. Consequently, these requirements may not be verifiable. For a prototype this is not a
problem in our opinion. However, if a system such as the GDMF is to be designed on a commercial basis these
requirements have to be altered to solve this issue. Note moreover, that the system requirements and specifically
the user requirements do not overwrite the requirements described in chapter 5; they merely extend them.
Keeping this in mind, the inferred user requirements and system requirements are described below.

6.1

User Requirements

In chapter 5 and specifically section 5.2.4 features which are to be implemented by the GDMF are described. In
relation to this a collection of user requirements are described in this section. To this end the actual users of the
GDMF will be identified first. Afterwards, a number of use cases will be presented that describe the envisioned
interaction between users and the GDMF. Afterwards, a collection of user requirements will be described based
on these findings.

6.1.1 Users Defined
Two distinct types of users can be defined, respectively:
• The analyst
• The end-user
These types of users, their interaction with the GDMF and their presumed knowledge level are described next.

6.1.1.1

The Analyst

A business needs various kinds of information for a variety of goals. It is the task of the analyst in this context to
deliver this information. The GDMF is a datamining system which is able to infer information based on supplied
data and can therefore be used as one of the possible resources for this information.
To be able to use the GDMF as effectively as possible the analyst needs to satisfy the following requirements:
•
•
•
•
•
•

The analyst needs to know what kinds of information satisfies a particular goal. The GDMF is
obviously not able to answer this question for the analyst.
The analyst needs to know what kind of information –or business rules- the GDMF is able to infer. Here
fore, the analyst needs to know what datamining methods are available.
The analyst needs to have the necessary insight to transform an abstract information need to the
required ingredients which taken together satisfy this need.
The analyst needs to be able to conclude if an information need is realistically feasible or not based on
various resources such as available data, available memory, and available computational capacity.
The analyst needs to know what input is needed for each particular datamining method and what output
– or type of business rule- is generated.
The analyst needs to know where and how to get to the input data required for a particular goal.
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•

The analyst needs to have or get authorization for each of the required datasources.

These requirements need to be met before the GDMF can be put to use effectively. The possibilities of a system
such as the GDMF are vast but the analyst needs to have a detailed plan to get the most out of the GDMF. As a
side note, observe that the role of the analyst as described here can be fulfilled by multiple persons.

6.1.1.2

The End-user

The end-user is the person who ultimately utilizes the business rules as inferred by the GDMF. The end-user can
for instance be a marketing-person who wants to use business rules for research on target populations, a financial
director who wants to gain insight in sales trends, or a consumer who receives personal recommendations of
products on a business website.
The end-user has no direct contact with the GMDF itself. Instead, the end-user indirectly uses the business rules
inferred by the GDMF. Therefore, it is the sole responsibility of the application that utilizes the inferred business
rules to handle the interaction with the end-user. However, the GDMF simplifies the manner in which business
rules can be dealt with by offering these applications a generic interface as described in section 5.2.4.4 which
abstracts the differences between the various kinds of business rules that can be inferred.

6.1.1.3

Conclusion

Attention will only be paid to the interaction of the analyst with the GDMF as it is beyond the scope of the
GDMF to handle the –indirect- interaction between the end-user and the GMDF. For illustrational purposes, a
schematic representation of the –indirect- interaction between analyst and end-user with the GDMF is given
below.
The End-user
Application #1

xml

Application #2

xml

Front Office
Back Office

Intelligent Office
The Analyst

GDMF

Figure 6.1: User-relations with GDMF.
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6.1.2 Use Cases
The possible interaction of an analyst with the GDMF is discussed in a number of user cases which can be found
in appendix F: Use Cases.

6.1.3 User Requirements Summarized
Based on the use cases described in appendix F a list of user requirements has been inferred which is listed in
appendix B. For each of the user requirements it is indicated which iteration –or iterations- is –are- responsible
for this requirement.

6.2

System Requirements

Based on the paramount conceptual features discussed in section 5.2.1, the conceptual framework model
discussed in section 5.2.3, the to-be supported features as described in section 5.2.4, and the user requirements as
inferred in appendix F and summarized in appendix B, system requirements of the GDMF were inferred which
are discussed appendix C.

6.3

Conclusions

This chapter discussed user requirements seen from the analyst viewpoint. These user requirements are meant as
an extension to the already existing requirements as defined in chapter 5. System requirements on a more finegrained level were defined based on requirements defined in chapter 5. Observe that these requirements are not
necessarily measurable. We argued that these requirements should be altered for them to become verifiable if
these requirements were to be used in a commercial software project. It is our opinion that this is not necessary
for a prototype however. Based on the conceptual design presented in chapter 5 and the requirements presented
here the high-level design of the GDMF is presented in the next chapter.
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7.

Architectural Design

In chapter 5 the GDMF has been observed from various angles. It has been discussed that the four feature-classes
named Solution, Mapping, Job, and Protocol respectively, can be seen as phases which an analyst has to perform
sequentially. Moreover, from a different viewpoint is has been discussed that these phases can be seen to possess
a hierarchical structure which enables reuse of already performed phases. In chapter 6 user requirements and
system requirements have been described that flesh-out these concepts. This chapter discusses the design of the
GDMF, which satisfies these concepts as well as these requirements. To this end, the architectural design of the
GDMF is described. Here fore, class-diagrams, using the UML-notional standard are presented. These classdiagrams are supported by argumentations. Not all requirements described in previous chapters will be explicitly
stated in these argumentations but the interested reader is encouraged to verify that all previously described
requirements are met by the design presented here.
The architectural design as it exists at the moment of this writing can best be discussed by observing the GDMF
from a variety of viewpoints. These viewpoints are respectively:
•
•
•
•
•

Hierarchical structure
User interface
Database
Plugin-mechanism
Queuing-mechanism

Each of these view-points are described in successive sections. Section 7.6 combines these viewpoints to the
complete architectural design as it is implemented at this moment.

7.1

Hierarchical Structure

During implementation it was discovered that not enough time remained to actually implement the fourth
iteration (protocol-iteration) in its entirety. It was decided to implement the features of the Protocol-iteration as
part the Job instead. To the analyst this means that when supplying information for the Job he/she has to supply
information for the Protocol in the same run as well. In the implementation of the GDMF at the moment of this
writing, the analyst can choose to create a Protocol as part of the execution of the Job. So when a Job is executed
a Protocol is created after the business rules belonging to the Job have been inferred. A drawback of this
implementation is that that each Job can only have one Protocol instead of an unlimited number of Protocols.
However a workaround exists which consists of renaming the protocol file manually in the Job-directory and reexecuting the Job afterwards. As it is possible to reuse existing business rules, the Job that is executed does not
have to infer these rules again which means the task of the Job is only to create the new Protocol based on the
already existing business rules. Obviously, the intention of describing the architectural design here is to reflect
how the final implementation of the GDMF can be observed from a high-level standpoint. Therefore, the
architectural design had to be altered to reflect the above mentioned changes. Therefore, the Protocol-phase is
not reflected in the architectural design anymore. The remaining phases Solution, Mapping, Job will be called
phase-classes from now on, or merely classes if it is obvious from the context that these phases are meant.
It may be clear from previous chapters that a hierarchical approach should be taken in designing these classes.
The use of a composite-relationship in UML-terminology has already been discussed for this purpose in
appendix C. system requirement SE-1. Moreover, in appendix C requirement SE-2 it has been discussed that
52

these classes should posses some common functionality as well. Therefore, it has been decided to design an
abstract parent-class which implements the common functionality of these classes. The phase-classes can inherit
and possible overwrite methods derived from this parent class. The methodology that makes this possible is
called inheritance [ref] and is one of the main reasons that object-oriented programming has been so widely
adopted in the last decade.
At this point it has been realized that the analyst should be able to supply some preferences about the installation
of the GDMF as a whole or the environment so to speak. In terms of the hierarchical structure the Environment
would contain all Solutions, which in term would contain the Mappings and so forth. This would not only be
conceptually the case, but would also be reflected in the physical file structure as described in appendix C
requirement SE-3. Therefore, it has been decided to design an Environment-class as well. For clarification we
have extended figure 5.2 in section 5.1.3 to also contain the new Environment-class. The actions: Select, Store,
Enrich, and Apply, as depicted in figure 5.2 have been replaced by the phases: Solution, Mapping, Job, and
Protocol, respectively. Observe again that the Protocol-phase doesn’t actually exist anymore in the
implementation of the GDMF. But its features are so it is illustrated here anyway.

Environment

Solution
Mapping

Mapping

Job

Job

Job

Job

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Solution
Mapping

Mapping

Job

Job

Job

Job

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Protocol

Figure 7.1: Extended Hierarchical Concept

Knowing this the class-diagram of this hierarchical structure of the GDMF is presented
below.
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Figure 7.2: Class Diagram: Hierarchical High-Level Concept

It may be clear from this diagram that all phase-classes inherit from an abstract-class named Item. The fact the
class is an abstract class is indicated by the italic notation of the class-name. Moreover, the hierarchical structure
of the phase-classes is clear from the diagram. We have used a composite-relation [ref ] instead of a aggregaterelation [ref] as we want the containing class to be responsible for the life cycle of the contained classes. These
issues are discussed in appendix C requirement SE-1. Implementing these composition-relationships implicates
that for instance a Mapping can only be created if the Solution exists. Moreover, if the Solution is closed all
Mappings (and Jobs) contained in this Solution are closed as well. This aligns well with the hierarchical physical
file - structure as we discussed in SE-3. If for instance a Solution is physically removed by deleting the database
representing the Solution as well as deleting its related Solution-directory in which all information on its
contained Mappings are stored, all Mappings (and Jobs) are physically removed as well. This works the same for
physically removing Mappings and Jobs. So the concept of composite-relationships is implemented in the classdiagram as well as on the physical level through the hierarchical directory structure.
The various phase-classes possess shared functionality which should be implemented as attributes and methods
in the abstract Item-class. These features are described below. Note that the actual methods resulting from these
features are presented in chapter 8 Detailed Design & Implementation
Each of the phases should possess features to:
•
•
•
•
•
•
•
•

Be created
Be loaded
Be unloaded
Be physically removed
Be stored
Gain access to all phases it contains
Gain access to the phase by which it is contained
Gain access to the Control was visualizes it to the analyst.
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7.2

User Interface

As described in previous chapters the user-interface should be designed separately from the core phase-classes
described above. Arguments were given for this decision. In appendix C requirement SE-2 it was decided that
the user-interface which is to be designed for the analyst should reflect the hierarchical structure of the various
phases as well. Moreover, is was discussed that although information supplied in these various phases differs
these phases should all be represented in a similar way.
A user-interface is designed which basically consists of three parts:
Navigation pane. This pane has already been mentioned in requirements in appendix F for instance, and
possesses a hierarchical tree-structure in which the various different phase are presented.
Property pane. This pane has already been mentioned in appendix F for instance and presents the analyst with
information about the selected phases in the navigation pane without this phase actually being loaded.
Information shown can for instance be name and description of the selected phase. This information is
independent of the type of phase selected and should therefore be implemented in the abstract item-class
described in section 7.1.
Phase pane. This pane presents the actual loaded phase.
A simple diagram of the user-interface is illustrated below.

Navigation
Pane

Phase Pane

Property Pane

Figure 7.3: Conceptual User-Interface

To this end a class-diagram has to be designed that incorporates the requirements discussed. A static graphical
user interface framework must exist into which the various user-interfaces of each of the phases can be loaded.
More specifically, the classes representing the user-interfaces of these phase-classes need to be loaded into the
Phase Pane illustrated above. Obviously, these user-interface classes have a number of properties in common.
Take for instance the fact that they all need to fit into the same Phase Pane for example. Therefore, it has been
decided that these user-interface classes all inherit from the same abstract user-interface class analogous to the
phase-classes which inherit from the abstract Item-class as discussed in the section above.
In the Microsoft .Net environment of-the-shelf classes exist which implement most of the needed features to be
able to incorporate a particular user-interface into a user-interface framework. These classes are referred to as
Controls and this term is almost the de facto standard of classes implementing these kind of features. This term
has been adopted here and consequently the various user-interface classes are called respectively:
55

ControlEnvironment, ControlSolution, ControlMapping, and ControlJob. Observe that the Protocol possesses no
user-interface and that the Environment does. This is a logical consequence of the decisions taken as described in
section 7.1 above. These Controls inherit from an abstract control called AbstractControl. The class-diagram
illustrated in section 7.1 is extended with the classes discussed here and shown below.

Figure 7.4: Class Diagram: User Interface Concept

It is clear from this diagram that the abstract item-class contains an attribute control which is of the type
ControlAbstract. Consequently, each phase-class possesses this attribute. On creation of each of the particular
phase-classes the corresponding user-interface class is created. Analogously, on destruction of the phase-class
the related control is destroyed as well. Attributes shared by all control-classes are implemented in the
ControlAbstract-class. These are the attributes name and description for instance which are used by the property
pane to show information of the selected phase. This architectural construction ensures the existence of these
attributes. Moreover, it is clear from the architectural design above that phase-classes and control classes are
logically separated while at the same time no confusion exists as what control class belongs to what phase-class.
The design discussed here resembles an often used software design pattern called: Abstract Factory Pattern.
The intention of implementing the Abstract Factory Pattern is to be able to interchange concrete classes without
changing the code that use them, even at runtime. This is exactly the reason why this pattern has been
implemented here.
Moreover, a class frmMain exists which implements the user-interface framework. The selected Controls are
plugged into the frmMain at runtime. Moreover, the frmMain possesses the main entrance-point to the
application which implicates that once the application is executed the frmMain-class is the first class created.
From this class all other classes are created.
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7.3

Database - mechanism

As described in appendix F requirement SE-5 specifically, database handling should be separated from other
classes. Therefore, it is decided that a specialized class called DBProxy is designed which takes care of this
database-handling. Each DBProxy-instance represents a particular database connection with particular settings
that can be set-up in the Solution-phase as discussed in appendix F among others. The DBProxy-instances create
the link between the respective databases and the other classes in the GDMF. It is as though these DBProxyinstances actually embody these databases and as far as the other classes in the GDMF are concerned they do.
DBProxy-instances represent databases or in other words they are proxies to these databases. This architectural
construction is again a well-known software pattern called: Proxy Pattern.
At first sight it may be possible to implement database handling through static methods. These methods do not
need an instance of a class to be loaded before they can be executed. However, static methods do know nothing
of their surroundings except the parameters that have been supplied to them. An instance of a class however, in
this case a DBProxy-instance, possesses some attributes which can influence the outcome of its methods. These
attributes are needed here as the analyst can (all almost certainly will) supply different information to set-up each
of the required database connections. The DBProxy-instances provide a conceptual intuitive way of storing this
supplied information as their attributes. When static methods are used to set-up connections there is no way of
storing the information the analyst has supplied. Having said this, static methods are used in the GDMF when
there exists no need or possibility to access the databases through the database-proxies. Static methods are by
definition not bound to a particular class which is why these methods are not represented in the class-diagrams
discussed here.
The DbProxy-class inherits from the abstract Item-class as discussed in section 7.1. This is done because most of
the features implemented by the Item-class should be implemented by the DbProxy-class as well. Moreover, the
Solution-phase is adapted to have a composite-relationship with the DBProxy-class. This is done for similar
reasons as outlined in section 7.1. Having described this the extended class-diagram is presented below.

Figure 7.5: Class Diagram: Database Concept
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Notice that the DBProxy-class does not have a matching Control-class. This is because the DBProxy is not
visualized the same way as the phases-classes are. Instead so-called pop-up windows are used for the analyst to
supply information for each of the needed database-connections. Analogously, pop-up windows are used for the
analyst to supply information for data-tables, data-columns, and data-constraints. These classes are respectively
called: DialogSource, DialogTable, DialogCol, and DialogCon. These classes inherit functionality from a ofthe-shelf class called: System.Windows.Forms.Form. Since these classes are not part of the GDMF corefunctionality, nor are they related to it in any way, – they are only related to the user-interface classes-, no need
exists to present a diagram incorporating these Dialog-classes in our opinion.

7.4

Plugin - mechanism

As discussed in various chapters including section 5.2.4.2 for example, it should be possible to extend the
GDMF at runtime with various datamining techniques.
The pieces of code usually physically represented by so-called Dynamic Link Libraries or DLLs for short, which
extend the main application by being dynamically registered with this application are usually referred to as plugins. From now on, we will also refer to the various datamining techniques as the plug-ins or plug-in in this
context.
For the main application to interact with plug-ins some functionality must be present:
•
•

A mechanisms must exist for plug-ins to register themselves with the main application
A convention (as the word protocol is already used with a different meaning) is needed which describes
how data is exchanged by various pieces of software. Such a convention is also referred to as an
interface which is the term used here.

It is decided to combine all functionality that is concerned with registering plug-ins with the GDMF into one
class called PluginServices. This class must be able to:
•
•
•

Find plug-ins on a specified location
Add plug-ins to a list of available plug-ins (thereby making them available to other classes in the
GDMF)
Close plug-ins

This class needs to be created only once during the entire lifetime of the application. Therefore an obvious
choice would be to create an instance of this class and find and register all data-mining plug-ins when the
Environment-instance is created, and analogously destroy the PluginServices-instance and close the plug-ins
when the Environment-instance is destroyed. In other words, the Environment-instance will be responsible for
the lifecycle of the PluginServices-instance. However, the PluginServices-instance should not only be available
to the Environment-instance but to instances of other classes as well. This can be realized by creating a static
instance of the PluginServices-class at a location reachable to instances of every class in the GDMF. This class
which contains the static PluginServices-instance is called the Utils-class. This class only contains static methods
and attributes which are available to instances of any type in the GDMF. The Utils-class for instance also
contains the static database-connection methods which were mentioned in section 7.3.
The PluginServices-instance needs to know where the data-mining plug-ins are physically located for this
construction to work. The simple convention has been adopted that these plug-ins are always located at the
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directory called Plug-ins relative to the installation path of the GDMF. Moreover, all datamining plug-ins need
to possess some common functionality. In other words, the datamining plug-ins need to implement a specific
interface as described above. The interface implemented by all data-mining plug-ins is called IPlugin. The
PluginServices-instance checks whether each plug-in located in the Plug-ins-directory implements the IPlugininterface before it registers this plug-in with the GDMF.
The IPlugin-interface possesses attributes and methods which must be implemented by any plug-in wanting to
implement the IPlugin-interface. These are respectively the attributes and methods through which the GDMF
communicates with the data-mining plug-ins. Plug-ins are free to implement other attributes and methods as well
but these attributes and methods are by definition not available through the interface and can therefore not be
used by the GDMF to communicate with these plug-ins. The available attributes and methods can however be
used by the respective plug-ins internally.
The following should be available to the GDMF and should hence be part of the IPlugin:
Name and Description. Name and description and possibly other informative attributes should be available in
the IPlugin-interface, in order for this information to be presented to the analyst in the graphical user-interface.
Remember that information concerning these plug-ins is only available to the GDMF and hence to the userinterface if this information is part of the IPlugin-interface. This informative data should be presented to the
analyst in order for him to make a decision which datamining plug-in is best suited for the job.
PluginControl. Each plug-in should have its own user-interface as described in the requirements. This userinterface should be implemented separately from the plugin-functionality itself for similar reasons as outlined in
Appendix C requirement SE-2 for example. As each of these user-interfaces possess similar functionality, for
similar reasons as outlined in section 7.2, an abstract user-interface class for these plug-ins should exist. This
class is called PluginControl. An attribute called Control of type PluginControl should be part of the IPlugininterface as this attribute should be available to the GDMF as well. This is needed for the PluginControl to be
incorporated into the user-interface framework, similarly as discussed in section 7.2.
Initialization and Destruction. Each plug-in should implement features to be able to initialize and destruct
itself.
Queue-able Object. The actual data-mining algorithm should be queue-able as a task see requirement SM-5
appendix C. Therefore, the actual data-mining algorithm should be separated from the class implementing the
IPlugin-interface. Each task that wants to be able to get scheduled by the task-queue of the GDMF needs to
inherit from the abstract QueueableObject-class. Classes related to the Queuing-mechanism of the GDMF are
discussed in the next section but important to note here is that this implicates that the class containing the actual
datamining algorithm must inherit from the QueueableObject-class. For now it is sufficient to say that the
GDMF needs to be able to get access to all tasks queued in the GDMF-queue which is why the attribute QObj of
type QueueableObject should be part of the IPlugin-interface.
IPluginHost. The GDMF is able to access the various plug-ins through their respective IPlugin-interfaces as
already discussed. The plug-in itself however, has no knowledge of the environment in which it operates. To
make communication between the GDMF and the respective data-mining plug-ins bidirectional, an interface
called IPluginHost is designed which needs to be implemented by each of the classes of the GDMF that wish to
be able to host a plug-in. The IPluginHost-interface possesses a couple of simple features for the plug-in to be
able to access information of its host-instance. This enables the plug-in to get information from its surroundings
if the need arises. The XmlDoc- attribute is available trough the IPluginHost-interface for instance. This enables
the data-mining plug-in to get access to the xml-document containing all information with which its hostinstance is set-up. With this information it can set-up itself depending on its information need. It has been
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decided to make the abstract Item-class implement the IPluginHost-interface. This ensures that all phase-classes
which inherit from the Item-class are automatically able to host plug-ins. Currently, only instances of the Jobclass make use of this functionality. Note that the attributes and methods possessed by the IPluginHost-interface
were already implemented in the Item-class so the Item-class did not have to be extended in order for it to
implement the IpluginHost-interface. Observe that the attribute Host of type IPluginHost should be part of the
IPlugin-interface in order for the phase-class wanting to host the particular plug-in to be able to assign itself to
the Host-attribute. All attributes and methods are elaborated on in chapter 8.
As described in section 7.1 not enough time remained to implement Protocol-features separately from the
Mapping-features, at least not from the user-interface viewpoint. However, the requirement IP-2 section 5.2.4.4
which states that it should be possible to utilize the business rules with the least possible amount of impact to the
business environment still remains. To this end it was decided to implement the online algorithm in a separate
distributable file (again a Dynamic Link Library). The online algorithm is executed online and selects the best
matching business rules from the inferred collection of business rules based on a given input. The idea behind
this is to be able to distribute the .DLL containing the online algorithm, to the application-directory of the
application using the business rules without the need of the actual datamining plug-ins to be distributed as well.
For the particular application as described in phase III an online algorithm was designed which is able to select
the best matching association rules based on a particular input. This class is called OnlineAlg. The purpose here
is not to describe the workings of this algorithm. Instead, the purpose here is to clarify that each online
algorithm, including the OnlineAlg mentioned here, must implement an interface as well. This interface is
needed because requirement IP3 section 5.2.4.4 states that all business rules should be put to use in a generic
way. In other words, business applications utilizing these business rules should not have to be altered in order to
utilize various kinds of business rules. Therefore, every online algorithm must implement the same interface
called IOnlinePlugin, including the OnlineAlg-algorithm for example that happens to implement the online
algorithm for selecting Association Mining Rules which is described in later chapters.
Providing a generic way of business applications to utilize various kinds of business rules is not the only purpose
of the IOnlinePlugin-interface. It provides a way to communicate with the GDMF as well. As discussed, a
protocol is created in the same run as business rules are inferred, or in other words, as the Job is executed, see
section 7.1. Different datamining plug-ins, for example Apriori and Eclat see chapter 10, may infer the same
kind of business rules for example Association Mining Rules. It should not matter which of these plug-ins is
used to infer business rules; the outcome should be the same all settings being equal of course. The only
difference should be in the performance of the different algorithms. In this example Apriori and Eclat produce
the same Association Rules but the order in which these Association Rules are found and stored consequently,
differs among these algorithms. Obviously, for an online algorithm to quickly select business rules or
Association Rules following this example, these business rules should be stored – e.g. sorted - in a particular
manner. This implicates that the online-algorithm itself should take care of this ordering, or sorting, of the
inferred business rules as it is can only know for itself what ordering it wants the business rules to be stored in.
Therefore, the online algorithm should possess some methods which take care of post-processing the inferred
business rules in the format the online algorithm likes. These methods should be executed after the business rules
have been inferred as described above and can thus be seen as being part of the creation of the Protocol.
To reiterate, an online algorithm exists which implements the IOnlinePlugin-interface. This interface possesses
some method-calls which provide business applications an generic way of asking for business rules given a
particular input. Moreover, this interface possesses some method-calls which are used for the offline task of
post-processing the inferred business rules into the format the online algorithm is comfortable with. As the job of
inferring business rules and afterwards post-processing these inferred business rules is scheduled as a Queueable object as described above, the queue-able object must have a reference to the online-algorithm to be able to
call the methods of the online algorithm needed to perform the post-processing task. This reference is reflected
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in the class-diagram which we present below. The last observation here is that the online algorithm has a
OnlineForm which is plugged into the ControlJob user-interface, described in section 7.2, which takes care of
providing the online algorithm with the necessary user-controllable information needed for the online-algorithm
to create the Protocol.
Having described the relevant classes in this context these classes are illustrated in the diagram below. Observe
that part of the class-diagram as illustrated in section 7.3 has been omitted for reasons of clarity.
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Figure 7.6: Class Diagram: Plugin Concept

Observe that relationships between a class and an interface are not drawn. Instead, for each of these relationships
a attribute has been added to the particular class from which the relationship should be clear.

7.5

Queuing - mechanism

As described in various sections, SNF-2 appendix C for instance, a queuing mechanism should be implemented
in the GDMF. This queuing mechanism should allow computationally complex tasks to be scheduled while at
the mean time, the analyst should be able to set-up different tasks. Moreover, it should be possible for the analyst
to verify if a queued task has finished or check the current state of a queued task at the moment of his choosing.
It h already been mentioned in section 7.4 that classes that wish to get scheduled must inherit from the
QueueableObject-class. Is has been observed that the actual datamining algorithm has to inherit from the
QueueableObject-class for instance. Moreover the actual execution of a Mapping is implemented as a class
inheriting from the QueueableObject-class as well, namely: PopMappingQObj-class, an abbreviation of
Populate Mapping Queue-able Object. The PopMappingQObj-class and the various data-mining algorithms
share some common methods in order for them to be handled generically as queue-able objects. This common
functionality contains ways to:
Queue itself in the JobQueue, which will be described below.
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Set-up itself with all necessary information to run in isolation. This is needed, because the additional idea
emerged to be able to shut-down the entire application, excluding the JobQueue and its scheduled tasks. This
would allow the JobQueue to perform these tasks in the background while no resources had to be allocated for
the user-interface. Scheduled tasks could in this way be executed overnight and the analyst would be able to
check the results the next morning by restarting the user-interface and examining the results.
Since the JobQueue should be able to perform the scheduled tasks without existing instances such as Mappings
or Jobs, the scheduled tasks should contain all necessary information to be executed in isolation. This idea was
not included in the requirements described in earlier chapters as it was added as a feature during implementation
(of the Job-iteration). The design at that point allowed for this extension to be added without much changes to
the overall design. Of course, this was an important condition for deciding to implement this feature. For
clarification, the queue-able object is set-up at the moment that the analyst schedules the task. Therefore, all
instances such as Jobs and Mappings from which the queue-able object must extract its necessary information
are guaranteed to exist.
Pre-process the task. The previous point described functionality to be executed the moment the analyst
schedules the task. This functionality consists of all work that is performed once the JobQueue starts processing
the particular scheduled task. This functionality consists of all work that must be done before the actual task of
inferring business rules can begin.
Process the task. The actual task of inferring business rules.
Post-process the task. The work to be done after the business rules have been inferred. For example, this entails
reformatting the inferred business rules and sorting them following a certain predefined scheme as described in
section 7.1.4 in relation to the IOnlineInterface.
Log status-transitions. It should be possible to check the current status of scheduled tasks. Therefore, status
transitions are logged. Consequently, the GDMF can ask the queued object what his current status is, employing
a pull-mechanism, or the queued object actively informs the GDMF of a status-transition, employing a pushmechanism.
Besides queue-able objects a class called JobQueue exists as well. An instance of the JobQueue-class called
queue exists as a static attribute in the Utils-class for it to be reachable for every instance in the GDMF. This is
the same architectural construction as used for the PluginServices-attribute as discussed in section 7.4.
The JobQueue contains functionality to:
Work. The JobQueue exists during the lifetime of the application. During this lifetime a separate thread runs an
indefinite loop called the Work()-method. This method is idle when no work is to be done. When the workthread detects the queue is not empty it takes the first queued object from the queue, hereby implementing a firstin-first-out principle, and processes this queued object by performing its pre-process, process, and post-process
methods described earlier. This process repeats itself until the queue is empty again.
Monitor. The monitor method is again an indefinite loop which runs in a separate thread. Its purpose is to
monitor the status of all queued and completed items as well as the item currently being processed and report
their status changes. This will be further explained below.
Enqueue / Dequeue. These methods are called with a queue-able object provided as a parameter, to respectively
queue or dequeue the particular queue-able object.
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To reiterate, the analyst schedules a queue-able object in the queue. At the moment of this writing the execution
of a mapping is implemented as a QueueableObject as well as the actual datamining algorithms. In parallel, the
work-thread observes a new queue-able object in the queue and starts to process it by executing its before
mentioned methods. At the same time, the monitor thread reports back the status periodically and status-changes
instantly to instances that have subscribed to this information. This construction is discussed next. Observe that
the analyst is able to set-up other Jobs, Mappings, etc. while the JobQueue performs the tasks that the analyst has
scheduled. By using a multi-threading construction the user-interface does not freeze despite the rather
computationally complex operations performed by the JobQueue. This requirement is discussed in appendix B
M13.
It is possible for classes to subscribe to status-updates of Queued Objects in which they are interested. Therefore,
these classes need to implement the ISubscriber-interface. This interface is designed to be implemented by userinterface controls. At the moment of this writing this interface is implemented by the ControlMapping-class and
the ctlMain-class of each of the implemented datamining plug-ins. The ISubscriber-interface possesses a method
call for registering with a queue-able object. After registering, the user-interface can receive dynamically
updated status-messages of the queued objects to which it is subscribed to. This is done through the Monitor()method which runs in a separate thread as already described.
Moreover, a QueueForm-class exists, which displays a window reachable from the system tray. This window
shows information of all queued objects: queued, active and completed. This feature is useful if the analyst has
closed the user-interface to let the JobQueue perform in the background. Through the QueueForm window it is
possible to quickly glance over the progress of all queued objects without actually recreating the user-interface
completely. Note though that this last functionality has not been implemented entirely at the moment of this
writing. This is elaborated on in upcoming chapters.
Having described the relevant classes in this context, these classes are illustrated in the diagram below. Observe
that part of the class-diagram as illustrated in previous sections has been omitted for reasons of clarity.
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Figure 7.7: Class Diagram: Queuing Concept
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Observe that the Monitor()-method of the JobQueue dynamically sends status-change messages to instances of
classes implementing the ISubscriber-interface. The remainder of the diagram above should be self-explanatory
along with the explanations given above.

7.6

Combined Design

This completes the entire architecture of the GDMF as it exists at the moment of this writing. For completeness
the entire architecture is illustrated in the diagram below.
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Figure 7.8: Class Concept: Combined Design

The various classes discussed here are elaborated upon in the next chapter.
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7.7

Summary

Based on the conceptual design discussed in chapter 5 and the additional requirements inferred in chapter 6, an
architectural design of the GDMF has been presented. This design incorporates the notion of phases which an
analyst can set-up sequentiall, while at the same time implementing the notion of hierarchy and reuse of these
phases. These conceptual ideas are not only reflected in the class-diagram but in the user-interface and the
physical file structure as well. The notion of phases is reflected in the user-interface as an analyst first has to
create or open a solution before a mapping can be created or opened and so on. This ensures that all phases are
performed in the right order at all times. The hierarchy is reflected in the user-interface by the navigational-pane
which lists a hierarchical tree of phase-classes. Moreover, reuse of previous phases is implemented as new
phases can be created in already existing phases. For example, the analyst wants to create a new Job based on
data that has already been collected and stored locally. To this end, the analyst opens the appropriate Solution
and Mapping by reading the name and description-attributes in the property pane. Once the Solution and
Mapping are opened the analyst can create a new Job in the opened Mapping. By doing this all information
related to the Solution and Mapping in which the Job is contained is made available to the Job.
Moreover, the GDMF has been designed in such a way that datamining plug-ins can be added through a generic
interface called IPlugin. Business applications that want to utilize inferred business rules can do so by
implementing method-calls to the IOnlinePlugin-interface. For each type of business rule, e.g., association
mining rules, similarity based patterns, etc. , a particular online algorithm has to be implemented. This algorithm
has to implement the IOnlinePlugin-interface. Computationally expensive tasks such as actually inferring
business rules and populating the local Mapping-table are implemented as queue-able tasks. This along with the
fact that these tasks are executed in a separate thread ensures that the analyst can set-up and queue different
datamining tasks in the meantime.
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8.

Detailed Design & Documentation

Having described the architectural design in the previous chapter, this chapter describes the detailed design and
implementation issues of the GDMF. First the classes discussed in chapter 7 are elaborated on. This is done by
describing interesting attributes and methods of each of these classes. Note that helper-classes and utility classes
are not elaborated on. For each of the phases Solution, Mapping, Job, Protocol and the Environment-class as
described in chapter 7, schemes of their respective xml-files are described in which information about these
phases is stored on disk. This is done by providing a generic example for each of these xml-schemes. Next, some
implementation-level considerations are elaborated upon. Following, some unsolved issues and recommended
improvements are discussed. Unsolved issues entail known bugs and workarounds. Improvements are to be
found in various different areas of the GDMF some of which have already been implicitly glanced upon in
previous sections. Last, screenshots of the GDMF with the currently implemented analyst interface are
presented.

8.1

Class Attributes, Methods & Documentation

This section discusses the classes discussed in chapter 7. The implemented datamining classes are discussed
separately in chapter 10. The interfaces which these datamining plug-ins implement are discussed here however.
The various classes are discussed in the same manner in which they were presented in chapter 7. This section is
presented as appendix D.

8.2

Implementation Issues

This section discusses some important low-level implementation issues and the manner in which they are taken
care of in the current implementation of the GDMF. The implementation issues discussed are sequentially:
•
•
•
•

Multi-threading
Error-Handling
Logging
Physical Distribution

8.2.1 Multi-Threading
As already discussed the GDMF uses three threads to operate. The main thread is used to perform all userinterface related operations, the work-thread is used to perform the often computationally complex tasks
scheduled in the JobQueue, and the Monitor-thread is used to provide feedback of the tasks performed in the
work-thread to the user-interface. The implementation of this multi-threading construction is relatively
straightforward as high-level object-oriented languages such as C# used here, all provide standard ways of
dealing with multiple threads. The workings of the Monitor and Work- thread are not elaborated on here, instead
refer to section 8.1 for a condensed documentation of these respective methods.

66

8.2.2 Error-Handling
Try-catch blocks are used while implementing the GDMF to catch certain error-types and handle them
accordingly. However, this is not done everywhere. Methods should be revised to incorporate these try-catch
blocks were necessary if this implementation of the GDMF is to be used for commercial purposes. For more
information on try-catch blocks refer to [19]
Methods throughout the GDMF use a struct called dmERROR, which contains a status-integer and a text-string
in which the error-code of the particular method is returned. This construction is used throughout the GDMF.
However, this method could be improved upon, in the sense that no standard has been specified as to what errorcodes exist and what they mean, except for the fact that error-code 0 implies that no exception occurred. The
fact, though, that all methods are constructed in such a way that error-handling can be handled generically
throughout the GDMF provides a good foundation of actually implementing certain error or exception handling
features.

8.2.3 Logging
For certain purposes it can be advantageous to have a logging-mechanism installed, which ensures that all
important actions and the outcomes of these actions are logged to a file for example. This feature is not
implemented at the moment . However, this features can easily be integrated as part of the dmERROR class
described above. The dmERROR class could be extended to contain more descriptive information in case of a
failure but also in case of success. This would provide a good basis of providing a generically applicable
logging-feature to the GDMF in our opinion.

8.2.4 Physical Distribution
Physical distribution or the way in which classes are distributed over various physical files in the final build of
an application is an important consideration especially for reasons of extendibility. Obviously, having to reinstall
an application is somewhat laborious if the same update could be achieved by overwriting a particular Dynamic
Link Library , or DLL, for instance. For more information on DLLs please refer to [20]. Here it suffices to say
that a DLL is a executable file containing program-code that can be used by applications.
Since the GDMF needs to be extendible with datamining plug-ins, the physical distribution of functionality is
important to the GDMF as well. It has already been discussed that the datamining plug-ins are implemented as
DLLs. It could be possible to distribute the user-interface of the GDMF as well. Changing user-interfaces would
simply mean changing a DLL in this case. Of course multiple interfaces would first have to be implemented
before they could be put to use. However, currently the user-interface is packaged with the phase-classes into the
main application - .exe- file. Interfaces, utility-classes, etc. are packaged into a separate DLL called
PluginInterface.dll. This is necessary because it is not possible for DLLs to reach program-code that exists in
the main application file. Therefore, all program-code that needs to be available to the datamining plug-ins have
to be packaged in a DLL-file. This came rather as a big surprise for us resulting in some unexpected long days
of work.. All said and done, we would have packaged the various data-classes differently if we were given the
opportunity to do it all over again.
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8.3

Unsolved Issues & Recommended Improvements

This section is divided into two sub-sections, namely: Unsolved Issues and Recommended Improvements. The
unsolved issues section is divided into sections: Known Bugs and Workarounds. These sections are presented
next.

8.3.1 Unsolved Issues
The adagium that no single piece of software comes without flaws is wide-spread in the IT-branch. Although,
this may well have been the case in its infancy, we feel that the IT-branch can only become full-grown if this
mentality changes. Using proven design-methodologies can help in this department. As the GDMF is concerned,
we have yet to come across a bug without its cause being apparent. The fact that a couple of these bugs still
remain in the current implementation must be attributed to the fact that no time remained to fix these bugs.
However, these bugs are not that feature-limiting that this prevents the GDMF to function in the way it was
designed. Knowing this, the list of known bugs and workarounds is described below.

8.3.1.1

Known Bugs

The following bugs as well as their causes are known to exist in the current implementation of the GDMF.
The instance of the OnlineForm is disposed and not created again. A single instance of the OnlineForm
exists as discussed in section 7.4. This form is used to receive input from the analyst meant for the OnlinePlugin,
as described in section 7.4. This OnlineForm is plugged-into the ControlJob instance of the currently opened
Job. When this Job is closed and consequently disposed the ControlJob is disposed as well. Since, the
OnlineForm is contained in this ControlJob this OnlineForm is disposed as well. This is an automatic feature of
the C# garbage collector, which ensures that no dangling controls remain. However, the same instance of the
OnlineForm is implemented to be part of other ControlJobs as well. At the moment of implementation we
figured this would not be a problem as a maximum of only one ControlJob would be active at all times. The
problem thus arises when the OnlineForm is disposed, and when afterwards this same instance is called upon in
a different instance of the ControlJob-class. When this happens the GDMF references to a instance which has
been disposed and consequently throws an exception. This bug can be fixed by designing each ControlJobinstance to have its own OnlineForm instance.
QueueForm does not reflect status of queued tasks correctly. This is not really a bug but rather an unfinished
implementation. The QueueForm described in section 7.5 is a window in which all statuses of all queued and
finished tasks can be glanced on. The QueueForm currently does not correctly reflect the status changes and the
total amount of running time of these tasks.
Collection altered while enumerating. The monitor-thread implemented in the JobQueue as described in
section 7.5, monitors all queued tasks in the queue, the actively performed task , and the completed tasks. It
gives immediate feedback on state-changes of these tasks as well as periodic feedback on the current status of
these tasks. This is done by enumerating over this collection using a standard C# List construction. This
construction however is not thread safe. Simply put, this means that when multiple threads are working at the
same list-instance at the same moment exceptions may occur. Locking-mechanisms are usually employed to
prevent these exceptions from occurring. An exception occurs once in a while in the described situation. This
bug is currently suppressed resulting in the current loop of the monitor-thread starting over again. Obviously,
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this is not that big a deal. The cause lies in the employed locking and unlocking-scheme on which some time
must be spend to rectify.
User-interface does not restart when closed. It has been described in previous sections that it should be
possible to close the user-interface while the JobQueue keeps operating in the background. It must afterwards be
possible to recreate the user-interface again by starting the program again. This feature has been implemented up
to the point that when the application starts it detects that another instance of the same application is already
running. The already running application is asked to recreate the user-interface which succeeds. The issue is that
the created user-interface cannot be made visible on screen. Some time has to be spend to correct this bug.
No other bugs are known to exist at this moment.

8.3.1.2

Workarounds

Some workarounds –sometimes called hacks in programmers jargon – are employed in the GDMF. We realize
that this is not the academic way of doing things, but the stringent time-constraints left us no choice in our
opinion. Moreover, we feel that these workarounds are not that time-intensive to correct as they only
compromise the architectural design as it was originally envisioned, in some fine-grained details. These
workarounds have been discussed in previous sections but for clarity we will summarize them here.
Protocol not implemented as a separate class. This work-around has already been described in section 7.1. for
instance, and will therefore not be elaborated on here.
OnlineForm-instance is singleton in GDMF. Only one instance of the OnlineForm-class exists at all times. For
more information, refer to the related bug described in section 8.3.1.1.

8.3.2 Recommended Improvements
Fixing the bugs and workarounds presented in section 8.3.1 is first priority. As described in section 5.2.4, some
described features are not implemented in the GDMF as it now exists. We highly recommend implementing the
remaining features described as this would definitely improve the usability and versatility of the GDMF in our
opinion. Other than this the following possible improvements are recommended:
The analyst should be able to set-up Solutions, Mappings, Jobs, and Protocols through means of a pointand-click interface. The implemented user-interface could be made more user-friendly by employing
dynamically populated drop-down boxes instead of text-boxes. This is elaborated on in chapter 11, in which a
walkthrough of the GDMF is presented.

8.4

User Analyst Screenshots

Screenshots of the current version of the GDMF are presented in appendix E as part of a walkthrough-scenario
presented in section 11.1.3.
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8.5

Summary

The important classes of the GDMF as discussed in chapter 7 are documented in this chapter. Moreover, it has
been discussed how implementation issues regarding multi-threading, error-handling, logging, and physical
distribution are dealt with. Some existing bugs and their causes as well as some workarounds have been
reported. These bugs and workarounds still exist merely because of the lack of time to correct them. Some
improvements have been discussed other than implementing the remaining features that were described in
section 5.2.4. Last, screenshots of the GDMF and the currently existing user-interface are presented.
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Phase III:

Use Case Specific Implementation

Phase II described and discussed the design of the GDMF and the design-decisions that were made. Now that
the GDMF has been designed and implemented it has to be evaluated in a business environment. To this end, the
next chapter describes and discusses the selected business environment as well as the datamining techniques that
were selected to be implemented as plug-ins to the GDMF for evaluation purposes. Next, Chapter 10 elaborates
on these implemented datamining algorithms. Last, the GDMF is actually evaluated in the selected business
environment with the selected datamining plug-ins. The introduction of chapter 11 lists the various topics
discussed.

9.

Use Case Description: Thomas Cook

As discussed in section 3.3: Assignment Redefined the GDMF has to be evaluated in an existing business
environment. In our original literature studies as presented in Appendix A we described ways in which
personalization methods could be utilized in various business areas which Centric E-Technology has shown
interest in. These business areas are respectively: Local Government, Housing Association, Automotive, and
Travel, as already pointed out in chapter 3. As a result of this research the travel branch was selected as the area
in which personalization methods would likely to be the most beneficial. The interested reader is referred to
Appendix A and in particular section A.6.2 and subsequent sections for more details about these original use
cases and the resulting recommendations.
Partially based on these recommendations all parties agreed on using the travel branch as the setting in which the
GDMF was to be evaluated. Section 9.1 summarizes the travel use-case, as described in section A.6.2.4.
Moreover, additional argumentations are supplied in section 9.2.1 that support our choice for selecting the travelbranch as the evaluation environment. The GDMF cannot really be evaluated without actually implementing a
couple of datamining methods which is why two datamining algorithms have been implemented. These two
datamining algorithms implement the same datamining method, e.g., association rule mining. The choice for this
datamining method is argumented in section 9.2.2. The datamining implementations are described in chapter 10.
In chapter 11 the datamining setup and the evaluated results are discussed.

9.1

General Description

People like to go on vacation. People have for that reason always liked browsing travel-brochures; not only for
actually booking particular accommodations, but for the enjoyable activity of browsing these accommodations
an sich.
The internet has started a true revolution in the travel-industry. Customers used to book vacations through
travelling-brokers in the past. This function has been taken over by travel companies themselves by giving the
opportunity for customers to book online. Cutting out the middle-man has increased the profit margin of these
travel companies while at the same time reducing costs for the consumer. Travel sites serve two distinct
purposes:
•
•

Customers should be able to book accommodations / vacations on line, cutting-out the function of the
middle-man as described above.
Customers should be able to browse accommodations / vacations, like they did with travel-brochures.
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Serving as the main consumer-portal of travelling companies, travel-sites should be designed with great care. In
the end a successful travel-site satisfies the following goals:
Book as much accommodations / vacations as possible. This is accomplished by:
• Successful marketing strategies. Visitors of the travel-site should be converted to customers.
• Keeping the booking-process as short as possible. Or, catching the fish, before you loose the bait.
Book accommodations with a big profit. Obviously, some accommodations are more profitable than others.
Part of a good marketing strategy is to try and sell accommodations with bigger profit-margins than other ones.
This is also known as up-selling.
For a travel-site to satisfy these goals it is paramount to have a good mechanism for showing the potential
customer the accommodations in which he/she is actually interested. Given the number of possible
accommodations this is a complex task. Consider the problem with which the potential customer is faced when
trying to choose between the vast amount of possible accommodations. Most sites, like the Thomas-Cook site
which Centric e-Technology designs and maintains offer the opportunity for the user to indicate his preferences
by selecting values for certain accommodation– attributes, such as country, number of persons, duration, etc.
This process usually results in a index-page on which all accommodations are shown that satisfy the selected
attribute-values. The problem is that this method is to rigid: although the user indicated his preferences,
accommodations do not necessarily have to satisfy all selected attribute-values to be interesting to the user. After
all, the user has only indicated his preferences not carved-in-stone necessities, although some attribute-values
may in deed be mandatory, such as number of persons for example. This may well result in the potential
customer getting the feeling that there is more to explore; accommodations that better satisfy his/her overall
wish. The adagium “The customer is always right” may not be correct under all circumstances but it is definitely
true in this particular case.
Other methods should exist that offer the potential customer accommodations in which he or she is potentially
interested. Datamining methods typically suited for recommendation-purposes such as Association Rule Mining,
Collaborative Filtering, and Item-based Filtering are good candidates for such methods. The Thomas-cook site
is the primary candidate for evaluating these methods. The original travel-case is discussed in appendix A
section 6.2.4. The candidate datamining methods are discussed in sections 4.3.1, 4.3.3.1.1, and 4.3.3.2.1
respectively.

9.2

Decisions and Argumentations

This section discusses the selection for the Travel-branch, and specifically , the Thomas-Cook website to be the
environment in which the GDMF is to be evaluated. Moreover, this section discusses the selection for
Association Rule Mining to be the datamining method of choice.

9.2.1 Thomas-cook
The Thomas-Cook website / environment has been selected to be the environment in which the GDMF is to be
evaluated. An important factor is the fact that the travel-branch is likely to profit the most from these datamining
techniques as discussed in appendix A, section 6.2. However, other factors play a role too.
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The usefulness of business rules depends on the quality of the input, as one of the most important factors. We
already mentioned the importance of data pre-processing several times, see section 5.2.2, 5.2.4, appendix A.3.2,
but we cannot emphasize the importance of this step enough. This implicates that our test-environment has to
possess clean and correct data, because the GDMF does not possess pre-processing features to correct this
problem as discussed in section 5.4. Moreover, input data may only be relational data as the GDMF doesn’t
support any other type of input data at this point, again see section 5.2.4.
The Thomas-Cook environment passes these requirements with glance. The Thomas-Cook web-site directly logs
usage data to dedicated relational databases. All session information for example can be retrieved from a sessiontable within this relational database. Moreover, all information concerning accommodations such as city,
facilities, etc., are stored in this relational database as well. For an example of a detailed datamining example
based on the Thomas Cook environment, refer to appendix A, section 4.7.1.3. None of the other clientenvironments maintained by Centric E-Technology come close to this level of logging in relational-databases. It
may be clear that based on these factors the Thomas-Cook website / environment is the best available choice to
evaluated the GDMF on.

9.2.2 Association Rule Mining
Several datamining methods exist that can be useful for recommending interesting accommodations –or other
items for that matter – to the potential customer. Association Rule Mining, Collaborative Filtering, and Itembased Filtering being the most important ones. Collaborative Filtering and especially Item-based Filtering
techniques should in theory be able to generate better recommendations than Association Rule Mining
techniques, see Appendix A chapter 4 for comparisons of these methods. However, techniques which implement
these datamining methods are generally more difficult to develop than Association Rule Mining techniques. We
feel it is more important to be able to give somewhat trivial recommendations to users at this point which are
likely to occur when Association Rule Mining techniques are used – more on this later-, than not being able to
give any recommendations at all. This with the rather limited time-span in mind in which the implementation
and the evaluation of the necessary datamining techniques have to be conducted. Therefore, it has been decided
to implement Association Rule Mining techniques to evaluate the GDMF. However, it has been decided to
implement two distinct techniques of the same Association Rule Mining method. These techniques are
respectively the Apriori-algorithm and the Eclat-algorithm. The Apriori-algorithm is the best-known Association
Rule Mining algorithm and may well be the best-known datamining algorithm overall, while the Eclat-algorithm
claims to outperform the Apriori-algorithm with a factor ten under certain circumstances. The next chapter
discusses these algorithms.

9.3

Summary

The Thomas-Cook environment has been selected for evaluating the GDMF. This selection is based on the
observation that personalization methods would likely be the most beneficial in the travel branch, of all branches
in which Centric e-Technology is particularly interested. Moreover, the Thomas-Cook environment offers good
logging-features that are paramount for supplying the GDMF with high quality input. Association Rule Mining
algorithms are chosen to be implemented based on their relatively easy implementation.
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10.

Implemented Algorithms

This chapter discusses the Apiori-algorithm and the Eclat-algorithm which are selected to be implemented for
evaluation purposes. Both of these algorithms are well-known Association Rule Mining algorithms. The problem
of finding association rules is that of finding implications between itemsets, where the presence of one set of
items in a particular transaction, implies (with a certain degree of confidence and support) the presence of
another set of items in that same transaction. The reader is referred to section 4.3.1 for general information
regarding Association rule mining.
Obviously, based on a fixed input and fixed user-options (such as the mentioned confidence and support) the
same association rules should be generated regardless of the selected algorithm. This implicates, that each of the
association rule mining algorithms should:
•
•
•

accept the same type of input data
generate the same type of output data
accept the same options and option-values.

Section 10.1 describes the xml-structure in which these types of input and output data as well as the userdefinable options are reflected. Section 10.2 and 10.3 describe the Apriori and Eclat algorithm respectively.

10.1 Association Rule Mining XML-Structure
In appendix D the generic structures of the Job-Xml and Protocol-Xml file were described. Besides these generic
structure, a datamining method specific structure exists as well as described in appendix D. This section
describes the association rules mining specific structure of the job-xml and protocol-xml files respectively.

10.1.1

Job-Xml

An example of a job-xml file is presented below. Attention will only be paid to the Association Rule Mining
specific part. The data-mining specific structure is the part between the DMT-tags, as already described in
appendix D.
The DMT-tag consists of an id-attribute defining the name of the selected data-mining algorithm. In this case the
value is "A Priori Algorithm #1". The Job-xml file is used by the GDMF only; not the business applications
using the inferred business rules. Since all plug-ins are known to the GDMF by their id, the GDMF can make a
reference to the correct data-mining plug-in based on this supplied attribute.
The Association Rule Mining specific node is called ARM, an abbreviation for Association Rule Mining. The
ARM consists of a couple of attributes which are listed and explained below:
•
•
•
•

Support : The supplied minimum support which the inferred business rules need to possess to qualify.
Confidence: The supplied minimum confidence which the inferred business rules need to possess to
qualify.
Maxlefthand: Given a value of ‘x’ defines that only rules with a maximum number of ‘x’ items at the
left hand-side of the association rules are allowed.
Itemid: The id of the column in the local solution database of the specified mapping, which is used as
the item between which association rules are inferred.
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•

Transid: The id of the column in the local solution database of the specified mapping, which is used as
the transaction needed for association rules to be inferred.

<?xml version="1.0" encoding="utf-8"?>
<Job
lastConstraintID="1"
mappingFirst="0"
creation-date="Tuesday,
September
07,
2004
12:30:40
PM"
id="job1"
name="Accommodations (10.000)" desc="Discovering Association Mining Rules between Accommodations in 10.000 Transactions using
the fastest available implementation of the well-known Apriori Algorithm.">
<ConstColl>
<And>
<Constraint id="cons1" leftType="id" leftVal="tab2col8" op="=" rightType="string" rightVal="45" />
</And>
</ConstColl>
<DMT id="A Priori Algorithm #1">
<ARM support="0,0010" confidence="0,4632" maxlefthand="3" itemid="tab2col4" transid="tab2col2" />
</DMT>
<Table id="tab1" name="Target Mapping Table" desc="Target Mapping Table" source="map1" dbid="db1">
<Col id="tab2col1" name="surfRecordID" desc="" source="tab2col1" inview="1" type="int" />
<Col id="tab2col2" name="sessionID" desc="" source="tab2col2" inview="1" type="int" />
<Col id="tab2col3" name="datetime" desc="" source="tab2col3" inview="1" type="date" />
<Col id="tab2col4" name="accoID" desc="" source="tab2col4" inview="1" type="int" />
<Col id="tab2col5" name="cityID" desc="" source="tab2col5" inview="1" type="int" />
<Col id="tab2col6" name="regionID" desc="" source="tab2col6" inview="1" type="int" />
<Col id="tab2col7" name="countryid" desc="" source="tab2col7" inview="1" type="int" />
<Col id="tab2col8" name="logcodeid" desc="" source="tab2col8" inview="1" type="int" />
</Table>
</Job>

Figure 10.1: Job-XML file with association rule mining structure

10.1.2

Protocol-Xml

An example of a protocol;-xml file is presented below. Attention will only be paid to the Association Rule
Mining specific part. The data-mining specific structure is the part between the DMT-tags, as already described.
The DMT-tag consists of a name-attribute defining the .DLL which should be used for online selecting the
appropriate association mining rules algorithm. A walkthrough is described in appendix E associated with
chapter 11, which elaborates on the way in which these values are supplied. For now, the various attributes are
merely listed below.
The ARM-node contains the following attributes:
•
•
•

•

•
•
•

•

Support: defines the minimum support. Observe that this value may be lower than the value supplied in
the Job; e.g. this value can be used as a filtering-method online.
Confidence: defines the minimum confidence. . Observe that this value may be lower from the value
supplied in the Job; e.g. this value can be used as a filtering-method online.
Maxleft: defines the maximum number of left-hand side values an association mining rule is allowed to
contain. Observe that this value may be lower from the value supplied in the Job; e.g. this value can be
used as a filtering-method online.
Maxright: Analogous to attribute Maxleft described above. Observe, that the association mining
algorithms implemented here by definition only output rules with exactly one item at the right-hand side
of the association rule.
Maxresults: The maximum number of results the return.
InputFile: The input file in which the sorted association mining rules are stored.
Prefile: The input file in which the unsorted association mining rules are stored. This is the file in
which the offline algorithms store the inferred association rules. For the online algorithm to select these
business rules efficiently, these rules should be stored in a particular order. This process is done in the
same run as the business rules are inferred. This is elaborated on in section 7.4.
RelToAbs: This field is used to indicate the number of transactions used for inferring business rules.
This field is needed to make a the conversion from relative to absolute support and confidence.
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Furthermore, a number of input-nodes are defined. These input-nodes specify, which attributes may be supplied
to the online algorithm by any of the business applications that utilize the inferred business rules. If an attribute
is not supplied the default value of the corresponding attribute is taken as described above. One input node exists
with a cardinality-value of 1* . This cardinality-attribute describes that one or more values of this type must be
supplied. So following the example of the ProtocolXML illustrated below one or more input nodes of name :
tSurfRecord.nAccommodationID must be supplied. This name clarifies that one or more accommodationIDs
from the tSurfRecord-table need to be supplied for the online algorithm, utilizing this particular protocol, to
function correctly. Analogous, an output-node exists which states that one or more accommodationIDs are
outputted.
All in all, this protocol, along with input-data complying to this protocol, guarantees a specific output is
generated as stated in the protocol.
<?xml version="1.0" encoding="utf-8"?>
<Protocol>
<DMT name="ARMOnline.dll">
<ARM support="0,0010" confidence="0,4632" maxleft="3" maxright="1" maxresults="4" inputfile="input.dbf" prefile="pre.dbf"
reltoabs="10000" />
<Input name="support" cardinality="0|1" type="float" />
<Input name="confidence" cardinality="0|1" type="float" />
<Input name="inputfile" cardinality="0|1" type="string" />
<Input name="maxleft" cardinality="0|1" type="int" />
<Input name="maxright" cardinality="0|1" type="int" />
<Input name="maxresult" cardinality="0|1" type="int" />
<Input name="reltoabs" cardinality="0|1" type="int" />
<Input name="tSurfRecord.nAccommodationID" cardinality="1*" type="int" />
<Output name="tSurfRecord.nAccommodationID" cardinality="0*" type="int" />
</DMT>
</Protocol>

Figure 10.2: Protocol-XML file with association rule mining structure

10.2 Apriori Algorithm
The Apriori-algorithm utilizes a breath-first strategy for finding all available frequent itemsets. The Apriorialgorithm will not be elaborated on here as this is beyond the scope of this thesis in our opinion. Instead the
interested reader is referred to appendix A.4.3.1 for a description of the Apriori algorithm.
An implementation of the Apriori –algorithm implemented by B. Goethals is used. For information of this
particular implementation see [21]. This algorithm is implemented in C++. A software construction called
Platform Invocation Services, or PInvoke for short, is employed for being able to call C++ methods in a C#
environment. For more information on PInvoke, refer to [22]. This is not elaborated on here.

10.3 Eclat Algorithm
The Eclat-algorithm utilizes a depth-first strategy for finding all available frequent itemsets, whereas the Apriorialgorithm employs a breadth-first search-strategy. The Eclat-algorithm will not be elaborated on here as this is
beyond the scope of this thesis in our opinion. Instead the interested reader is referred to [21] for a detailed
description of the Eclat-algorithm.
An implementation of the Apriori –algorithm implemented by B. Goethals is used. For information of this
particular implementation see [21]. This algorithm is implemented in C++. A software construction called
Platform Invocation Services, or PInvoke for short, is employed for being able to call C++ methods in a C#
environment. For more information on PInvoke, refer to [22]. This is not elaborated on here.
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10.4 Summary
The association mining specific structure of the JobXml and the ProtocolXML files are described respectively.
For general information on the JobXML and ProtocolXML-file refer to appendix D. Moreover, the Apriori and
Eclat-algorithms are implemented. These are both Association Rule Mining algorithms which implicates that
they should both generate the same output given the same input and options. This has been verified to be the
case. These algorithms are not elaborated on as this is beyond the scope of this thesis in our opinion. We have
not implemented the algorithms ourselves. Instead, the algorithms are implemented by B.Goethals, see [21] for
more information.
For clarification the relationship between these algorithms and the big picture is summarized here. Association
rules should first be inferred by selecting an appropriate datamining algorithm, in this case the Apriori or Eclat
algorithm described here. Next the inferred rules should be put to use. Here fore, the ProtocolXML contains
among other things, the id to the DLL in which the appropriate online algorithm is contained which should be
used in combination with the particular Protocol. In this case a file called ARMOnline.dll. It is required for this
online algorithm to implement the IOnlinePlugin-interface. The online application proceeds by calling methods
of the online plug-in through the IOnlinePlugin-interface as described in section 7.4 and appendix D.
Specifically, the method InitForOnlineUse(), see appendix D, is called once with the protocol as a parameter to
set-up the instance of the online algorithm. Next, the method GetResults(), see appendix D, is called when
necessary with input data as described in section 10.1.2. Based on the supplied data the online algorithm returns
the business rules which pass the criteria. Following the example as described in section 10.1.2 association
mining rules are returned for which the left-hand side of the rule is a subset of the collection of
tSurfRecord.nAccommodationIDs supplied as input. Moreover, only the N rules with the highest confidence
values are returned. Last, these rules must all satisfy the support and confidence thresholds supplied.
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11.

GDMF Evaluation

This chapter discusses the actual evaluation of the GDMF based on the Thomas Cook environment as described
in chapter 9 and the implemented Association Rule Mining algorithms, Apriori and Eclat, as described in chapter
10. First off, an overview of the vast amount of input data available in the Thomas Cook environment is given,
on basis of which business rules could be generated. Second, it is discussed what input data has been selected to
infer association rules on. Third, it is described how this datamining task has been set-up in the GDMF. Next,
performed test runs are described and compared. Moreover, it is described how the generated business rules are
actually put to use. This is done by describing the thin front-office client that was developed for this purpose and
by showing screenshots of the modified Thomas Cook site which makes use of generated business intelligence.

11.1 Data Mining Set-up Offline

11.1.1

Possibilities of input data

As described in chapter 9, a vast amount of data is available from the Thomas Cook site. To give the reader an
idea of what data is available: Accommodations, Cities, Regions, Skiing Areas, Countries all have their own
pages. This implicates that for example it is easily traceable which accommodations or which countries have
been visited in a single user-visit. Each of these items have attributes allocated to them in the session-database,
such as HasSwimmingpool for an accommodation or LocatedAtBeach for a city for example. This means that
these attributes can just as well be used as input data for various datamining projects. Moreover, when a user has
booked a particular vacation, his/her personal characteristics are known, see section 4.2.1.1 for examples of user
data. These user-characteristics can all be related to the item-characteristics exemplified above if the user is
identified while he is browsing the site. Various options for identifying the user are known as described in
appendix A 3.3.2.2.
All in all, numerous different types of business rules can be inferred from this wealth of input data, some of
which can be interesting, others of which aren’t worth mentioning except maybe as space-fillers in tabloids of
some sort. Maybe Roberts like beach-vacations a lot while Nicks like survival-weekends a lot, who knows. The
point made here is that a lot of thought and preparation has to go into selecting and combining data-columns,
which the analyst thinks can turn up interesting unknown results or strengthen an assumption.
Setting-up input data for use in an Association Mining Rules-algorithm is simple compared to other datamining
methods. Only two data-columns have to be selected. The first data-column identifies the data that the analysts
want to infer association rules on. We refer to this data-column as the item-column henceforward. The second
data-column identifies the collection to which a particular data-row belongs. We refer to this data-column as the
transaction-column henceforward. Refer to figure 3 presented in appendix A section 4.2.2.1 representing a
database-table. In this database-table, the TID-column represents our transaction-column. The abbreviation TID
stands for transaction-ID as the attentive reader may have already guessed. The item-column represents one of
the items of the set {A,B,C,D,E}, which can represent anything, from URLs to Ids of a particular item
represented in a database. Next, we will discuss what these items represent in our case.

11.1.2

Selection of input data

A potential customer of a travel-site would benefit from a mechanism which recommends particular
accommodations, vacations, cities, etc. in which this particular user is interested. Association Mining Rules can
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be used for this purpose. Since pages of Accommodations, Cities, Regions, etc. are logged, it is possible for
example to infer association rules indicating which accommodations are often visited together (or co-occur) in
the same user-transaction. This amounts to selecting the column storing the accommodation-ids as the itemcolumn and selecting the column storing the transaction-ids as the transaction-column. This is exactly what is
done here. It is our opinion that association rules based on accommodations can be the most beneficial of all
options presented here.
All in all, It has been decided to use association rules based on co-occurrence of accommodations in usertransactions. Obviously, we cannot, or better, do not have to, use all data rows as input for this datamining-job.
After all, since it has been decided that Association Mining Rules are only inferred based on Accommodations,
all rows which do not log these accommodation pages can be removed. The GDMF supports this filtering, as
already described in previous chapters, as long as a simple where-statement can be constructed that filters these
rows. Different types of pages are identified in the log-table by a different logcode-column. So all the analyst has
to do is specify that he wants to map those items for which the logcode-column equals the value identifying an
accommodation-page.

11.1.3

Offline Phases

Based on the datamining task that we decided to use as a test-case to evaluate the GDMF on, this section
describes the manner in which the GDMF has been set-up in accordance. Please note that this part of the
evaluation is more important, in our opinion, than measuring the speed with which Association Mining Rules are
inferred under varying circumstances.
This set-up is presented as a walkthrough, covering the various phases of the GDMF as described extensively in
previous chapters. This walkthrough can be found in appendix E.

11.2 Data Mining Results & Online Utilization
This section discusses the set-up and results of the performed test-runs as well as the manner in which the
inferred association mining rules are utilized online. Observe, that we feel it is not part of our research
description to go in-depth in explaining the results of the performed test-runs. Instead we will merely state some
assumptions in this direction based on literature and refer to this literature for more background information.

11.2.1

Test-run Set-up

Various test-runs have been performed all of which use AccommodationIDs as the item-data and TransactionIDs
as the transaction-data as described in section 11.1.2. Input-data has not been cleaned prior to importing it in the
GDMF. A couple of features were built into the association rule mining algorithms for pre-processing purposes:
Input maximum number of transactions. This feature enabled us to limit the size of the input-file by defining
the maximum number of transactions that are allowed to be processed.
Exclude transactions with only one accommodation. Having this option enabled ensures that all transactions
with only one accommodationID are excluded from the data-mining process. Intuitively, these users haven’t
compared accommodations to each other as they only visited one accommodation page. Therefore these users
are not considered as a source for comparing accommodations to each other. Observe that enabling this feature
increases support and confidence. We enabled this option during all performed test-runs.
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Each accommodation is only contained once per transaction. Not having this feature enabled results in
confidence and support levels that can exceed their upper-boundary of 1. We enabled this option during all
performed test-runs.
Besides, varying the number of transactions it has been decided to test on varying the support and confidence as
well. Observe, that we didn’t test on varying the number of different accommodations as we saw no way of
excluding certain accommodations from the evaluation without rendering the meaning of these results useless.

11.2.2

Test-run Results

It is obvious from the results that the Apriori-algorithm outperforms the Eclat-algorithm significantly in all testruns. The Eclat-algorithm performed so bad in some cases that we couldn’t finish some of these test-runs within
a reasonable amount of time. A table indicating all preformed test-runs is presented below.
Figure 11.1: Evaluation Running-time association rule mining algorithms.

Tests were performed on a AMD 3000+ 64-bit, with Windows XP SP2 32-bit installed. Approximately 400 MB
RAM was available to the algorithms..
#Transactions
10.000

Pre-processing Time
(s)
83.22

100.000

106,37

500.000

125,92

Support

#Itemsets

0,005
0,002
0,0015
0,0013
0,0011
0,0010
0,005
0,002
0,0015
0,0013
0,0011
0,0010
0,005
0,002
0,0015
0,0013
0,0011
0,0010

115
959
1772
2658
4993
8656
74
738
1281
1657
2308
2805
143
861
1424
1753
2372
2870

Processing Time (s)
Apriori
Eclat
1,32
2,28
3,20
48,05
4,48
85,78
4,96
116,81
7,30
155,22
9,22
172,15
10,90
13,94
20,43
302,14
30,63
638,96
32,49
39,03
46,09
57,25
247,13
112,47
2158,74
155,44
188,54
231,93
26780
-

The table above needs some clarifications. Some of the results have been used for multiple test-runs, see 11.1.3
for more information. Specifically, we created three Jobs each with a different number of transactions,
respectively: 10,000 / 100,000 and 500,000, all of which consisted of more than one accommodationID, see
section 11.2.1. First, these three Jobs were set-up to only perform the pre-processing run. This enabled us to
measure the pre-processing-time of these tasks, which is the task of executing a select-statement on the local
solution-source and transforming the resulting data to a format which can be used with the association mining
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rule algorithm of choice. Observe, that the dedicated input format used by the Apriori and Eclat-algorithm is the
same which is why we reused the input-data of the three Jobs for both of the algorithms.
After having performed the pre-processing run, the Jobs were executed again for determining the frequent
itemsets, see section 4.3.1.1. For each of the Jobs, test-runs were performed with respectively a support-threshold
of: 0.005, 0.002, 0.0015, 0.0013, 0.0011, 0.001. Observe that a support-threshold of 0.001 indicates that a
particular itemset is considered frequent if this itemset occurs in more than 0.1 % of the number of transactions.
Given 500,000 transactions for example, this still amounts to a frequent-itemset occurring in more than 500
transactions.
As already described in section 4.3.1.1 inferring frequent itemsets is by far the most computationally expensive
task. Still the Apriori-algorithm performed well above our expectations. We imagined inferring frequent-itemsets
with 500,000 transactions and a support-threshold of 0.001 would take a couple of hours at least. Observing this
task complete in under 300 seconds was quite a surprise. The Eclat-algorithm performed far worse than
expected. This must be contributed to the fact that the number of different AccommodationIDs is rather large,
e.g., about 6,000 different accommodations. The Eclat-algorithm starts by assuming that all possible 2-itemsets
are frequent, and starts performing a depth-first strategy after these 2-itemsets have been created. Observe that in
this case about 18 million (or 60002 / 2) 2-itemsets exist. Afterwards, calculating whether these 2-itemsets are
indeed frequent obviously imposes a great burden in complexity. The apriori-algorithm makes use of the
monotonicity-property, indicating that an itemset can only be frequent if all of its subsets are frequent, the Eclatalgorithm does not. The Eclat-algorithm is said to outperform the Apriori-algorithm with several orders of
magnitude if transactions are relatively big and if the number of items (in this case accommodations) are
relatively small. This was not the case in this test set-up. For more in-depth information on the various
advantages and disadvantages of these algorithms refer to [23].

11.2.3

Client Implementation

The Thomas-Cook site consists of several types of pages including pages that show information about
accommodations. Besides showing information about a particular accommodation these pages also contain
instruments for navigating to other parts of the site, including other accommodations which can be searched
through a quick search-form. An example of such an accommodation-page is shown in appendix H, figure H1.
Note, that the entire page is not shown as it did not fit the screen.
In chapter 9 it was discussed that other methods should exist that recommend potentially interesting
accommodations to the user. It was decided to select association rule mining based on accommodationIDs for
this purpose. After actually having inferred these association rules, an ASP .NET application utilizing these rules
has been created. ASP .NET enables the designer to built web-pages with a dynamic back-end written in C#.
For more information on ASP .NET refer to [24] for example. An accommodation-page of the Thomas-Cook site
has been taken as a starting-point for our front-end application as illustrated in figure G.1 in appendix G..
Observe that several methods of actually utilizing the inferred business rules exist, as described in section 4.4.
As the purpose of this application is to recommend certain options to the user, it has been decided to use a
presentation technique called Adaptive Link Generation as described in section 4.4.2.4. The idea is to generate
and show a list of accommodations that best fit the users interest based on the accommodations that the user has
already visited. In terms of association rules, this means that a collection of accommodationsIDs must exist,
which the user has already visited. The application must supply these accommodationIDs as input to the
OnlineAlgorithm through the GetResults()-method contained in the generic IOnlinePlugin-interface, as discussed
in section 7.4 and appendix D. among others. The GetResults()-method of the implemented OnlineAlgorithm
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returns the top-N accommodations. All accommodations that exist as the right-hand side of an association rule
for which the left-hand side of that same rule is a subset of the accommodations supplied as input, potentially
belong to the collection of top-N accommodations. Only those accommodations for which the confidence-value
of the association rule in which they are contained rank among the highest N, are actually contained in this
collection and are consequently returned.
For clarification assume that the following association rule holds:
A

/\ B => C, support = 0.1%, confidence = 70%

And that A, B, and C indicate accommodationIDs. Assume furthermore that 500,000 transactions exist.
Following this example this rule means that 500,000 * 0.1% = 500 transactions contain accommodationIDs A
and B. Furthermore, in 500* 70% = 350 of these 500 transactions, accommodation C is contained as well.
Thousands of these rules are inferred in this particular test set-up. Based on these rules the OnlineAlg
recommends the top-N accommodations to the user given the supplied input. For clarification assume that the
user has visited the following collection of pages UA = {A,B,D}. In 11.2.3 it has been described that only those
rules are selected for which the left-hand side of the rule is a subset of the collection of visited accommodations.
Clearly {A,B} ⊆ {A,B,D} which implicates that accommodation C (the right-hand side of the rule above) is
added to the collection of potentially returned results. After all rules have been checked, the N rules with the
highest confidence-value is returned. Since a confidence value of 70% is rather high, Accommodations C will
likely be recommended to the user.
This process is performed by the GetResults()-method of the implemented OnlineAlgorithm which is packaged
into the ArmOnline.dll as can be verified by observing the Protocol-xml as illustrated in section 10.1.2. We will
not elaborate on the implementation of this method here. Instead, note that the application itself has to implement
some functionality for it to be able to use the inferred business rules. When the application is loaded for the first
time, the following tasks have to be performed sequentially:
Load protocol. The protocol, as described in previous sections has to be loaded. Here fore, the file-name of the
protocol has to be known. The protocol enables the application to get the name of the DLL in which the
OnlineAlgorithm is packaged.
LoadDLL. The DLL must be loaded and the OnlinePlugin-instance must be created. Moreover, the method
InitForOnlineUse() of OnlinePlugin-instance must be called to set-up the OnlinePlugin-instance. This entails
loading the inferred association mining rules to memory for instance.
After the application has been set-up the GetResults()-method of the OnlinePlugin-instance can be called. What
must still be taken care of is a way of storing the accommodationIDs that the user has visited. To this end the
accommodationID of the currently visited accommodation-page is added to a session-variable, which has a lifespan of an user-session. Therefore, the session-variable contains all visited accommodationIDs of the particular
user-session. This application simulates different accommodation-pages by supplying an accommodationID of
the currently visited accommodation-page to the URL as a parameter. Each time an accommodation-page loads
the following tasks are performed sequentially:
•
•
•

Filter the accommodationID from the URL
Add this accommodationID to the session-variable containing all visited accommodationIDs
Call the GetResults()-method with the session-variable as parameter.

It should be clear from the above description how the online application is implemented in our opinion. It should
also be clear how the online application is related to the Protocol and the OnlineAlgorithm. A screenshot of the
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adapted online application is shown in appendix G, figure G.2. Observe the list of accommodations at the left of
the application window, recommended to the active user. This list is generated based on results returned from the
GetResults()-method of the OnlineAlgorithm-class implementing the IOnlinePlugin interface. Note that this
application is designed for illustrational purposes only.
Observe that association rule mining is probably not the best datamining method imaginable for recommending
potentially interesting accommodations to the user as already discussed in chapter 9. Moreover, the online
application has not been optimized for speed although its running time is far less than O(n). However, when
looking at the relatively high confidence-values, it must be concluded that the association rule mining-method
performed rather well in recommending accommodations to the user. A big pitfall exists however which is
related to the supplied input data. After all, the topology of the site, e.g., the manner in which pages are
connected to each-other intuitively influences pages that are frequently visited together. Having a list of ten of
the cheapest accommodations for example will undoubtedly result in these accommodations frequently
appearing together in the same user transaction. A remedy for this problem would be to filter the inferred
association rules with the topology of the site. Having said this, the obtained results are still very nice in our
opinion.

11.3 Summary
This chapter discussed the test set-up and the evaluation of the GDMF. Moreover, the online application utilizing
the inferred business rules has been described and screenshots are provided.
It was decided to infer association mining rules based on accommodationIDs to recommend potentially
interesting accommodations to the user. The evaluation of the GDMF was a success in that the planned
datamining task could be performed as expected. A walkthrough of this datamining task is presented in appendix
E. Association rules were inferred with varying support-values, confidence-values, and number of transactions.
These test-runs were performed with both the Apriori as well as the Eclat algorithm. The Apriori-algorithm
performed above expectations while the Eclat-algorithm performed below expectations. This is caused by the
type of input-data in our opinion as described in 11.2.2.
An online application has been developed based on an accommodation web-page taken from the Thomas Cook
site. This web-page is made dynamic by listing a number of accommodations which are recommended to the
active user based on visited web-pages. The visits of web-pages are simulated by providing accommodationsIDs
as parameters to the Url of the web-page. The application has access to the protocol which was created during
the inference of the association rules. Based on this protocolXML the location of the online algorithm is known
which actually selects the accommodations to be returned. This algorithm is accessed through methods available
on the IOnlinePlugin interface. Returned accommodationIDs possess a higher confidence on average than
expected. This can partially be contributed to the fact that all transactions containing only one accommodationID
were filtered out. Another explanation can be that some accommodations are frequently visited together as these
accommodations occur together on the same page for example. The notion that the topology of a web-site
influences the outcome of association rules is important and measures are needed to prevent accommodations to
be recommended based on trivial rules. Further research is needed in this direction such as ways of dynamically
filtering association rules based on a –dynamic- topology of a web-site for example. Besides this last point of
attention, the evaluation of the GDMF in the Thomas Cook environment proved successful in our opinion.
Screenshots of the Thomas-Cook application are presented in appendix G.
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12

Conclusions

This chapter is divided into two sections, e.g., Research Evaluation and Recommendations.

12.1 Research Evaluation
The goal of this research was threefold, as described in chapter 3. First, a literature studies had to be performed,
describing the entire personalization process of collecting data, inferring data, and applying data. Second, a
prototype of an e-Business solution employing personalization techniques was designed and implemented. Third,
this prototype, called the GDMF, was evaluated in a real business environment. These three objectives have been
met in our opinion.
The literature studies resulted in a comprehensive document containing information not only on ways to infer
business rules based on data-mining but also on manners in which input data can be acquired on the one hand,
and manners in which inferred business rules can be applied on the other. Furthermore, a classification of
techniques for each of these three phases has been presented, thereby effectively clarifying this somewhat
‘cloudy’ subject matter, in our opinion.
Being given the opportunity to develop an e-Business solution from scratch without a definitive scope or
collection of constraints to begin with, has been rather challenging. Because of the lack of such a scope or
guideline more than usual attention has been given to the process of shaping a general idea, see section 3.3, to a
concrete implementation of this idea as embodied by the GDMF. We sincerely hope that besides the emphasis on
the functionality of the GDMF the process of actually designing the GDMF has been clearly brought to the
readers attention. After all, it is our opinion that the quality of the process determines the quality of its outcome
to a great extent. Having said that, we feel that the design and the implementation of the GDMF itself has been
rather successful. Specifically, all features which were decided to be implemented, as discussed in section 5.2.4,
have actually been implemented in the GDMF. A couple of workarounds, see section 8.3.1.2, have been
employed to get all features implemented within the extended time-frame. These workarounds however, do not
impact the overall design of the GDMF to a great extend and can, without much problems be rewritten as it was
originally intended. All in all, we feel that the features implemented in the GDMF satisfy the requirements
discussed in section 3.3.
The GDMF has been evaluated in the Thomas-Cook environment. For this evaluation two distinct association
rule mining algorithms, Apriori and Eclat, were implemented as data-mining plug-ins and were connected to the
GDMF through the designed plugin-interface, hereby successfully proving that the GDMF can be extended with
functionality as intended. The GDMF was evaluated by performing a data-mining task which consisted of
recommending accommodations to users based on the browsing history of the active user combined with inferred
association rules which related accommodations that were frequently visited together. This evaluation proved
successful, as all facets of setting-up this datamining task in the GDMF could be performed. However, the
process of manually setting-up this data-mining task proved to be rather tedious, which lead us to recommend
designing a more user-friendly user-interface as discussed in section 8.3.2. The data-mining algorithms
themselves, e.g., Apriori and Eclat, performed respectively above and below expectations, which in our opinion
must be contributed to the specific structure of the user-transactions evaluated as discussed in section 11.2.2.
An online application has been designed and implemented which utilizes association rules inferred from either
one of the implemented association mining algorithms to recommend potentially interesting accommodations to
users based on browsing behavior. The generic interface between this online application and the algorithm
performing the business intelligence online, has been evaluated to work as intended. The recommended
association rules possess a rather high confidence-value on average implying that users who have visited the
same accommodation-pages as the active user, have visited the recommended accommodation-page or pages
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with a high probability. This does however not imply that all recommended accommodation-pages are
interesting or non-trivial. Filtering mechanisms have to be employed for separating interesting rules from the
non-interesting ones. More research has to be performed in this area for effectively implementing such
‘interestingness’-filters. Some leads to this topic are available in the performed literature studies.
Obviously, given the opportunity to perform the research project all over again we would have done some things
differently. On a functional level we are pleased with the manner in which the GDMF now exists. It would
however, even been better, if bugs and work-around discussed in chapter 8 were solved. On a process-technical
level we feel that the time-schedule was too tight to implement all intended features. Therefore, all parties agreed
on extending the time-frame with two months. Without these two additional months it would probably have been
possible to deliver a prototype of the GDMF, but this prototype would certainly not possess the complete
feature-set as implemented at the moment.
Overall, we are satisfied with the iterative design approach taken. We feel that the iterative approach has enabled
us to design the GDMF in the form as it now exists. Our approach however, has undoubtedly resulted in more
man-hours than would otherwise have been required. Even though we set-up the GDMF in phases, with the idea
that phases could be implemented subsequently in isolation, some methods still had to be rebuild after
incorporating phases later-on in the cycle. Especially the observation that phase-classes should inherit from the
same abstract class resulted in having to rebuild these phase-classes. Moreover, the fact that we didn’t realize
that the physical distribution of object-oriented classes was important to the architectural design of the GDMF
lead to some time-consuming changes as discussed in section 8.2.4.
In hindsight, we sould have selected the implemented association rule mining algorithms more carefully. During
the course of the research project it became apparent that the Thomas Cook environment was the likely candidate
for the GDMF to be evaluated in. Based on this knowledge, it might have been sensible to study the interesting
kind of association rules that could be inferred in this environment up front. This knowledge could then have
been used for selecting association rule mining algorithms that are known to perform well under these
circumstances. Having neglected to do this, resulted in very bad performance of the Eclat-algorithm during
evaluation. If we had studied this information up front, we would never have implemented the Eclat-algorithm in
the first place. The benefit on the other hand is that great differences in running-time may give the reader the
insight that aside from the type of data-mining technique selected, the actual algorithm selected is paramount to
the success of the datamining task as well.
All in all carrying out this research project has been a great experience. The rather ambiguous research
description contributed to this for a large part as this presented the opportunity to put emphasis on topics within
the area of personalization in which I was particularly interested. The emphasis on datamining techniques and
the notion of extendibility of functionality through plug-ins are examples of these interests. The research project
has been an important experience in dealing with a larger software design project both with respect to the
technical as well as the organizational aspects. Specifically, being almost given a blank check in developing a
system which I thought was appropriate, without any constraints or guideline to adhere to, has been very
challenging and very rewarding on a personal level. Last, carrying out this research has been an invaluable
introduction to the subject of personalization and datamining. The obtained knowledge on this subject will likely
be utilized in the career to follow.
Obviously, these interests had to be shared with other parties involved, and luckily they did. So much so, that
Centric e-Technology has plans on taking the GDMF as a starting-point for developing a commercial e-Business
application in the area of personalization. These plans are not definitive at this point however. Moreover,
Thomas Cook was presented with the results of this research project and especially results from Phase III in
which the GDMF has been evaluated in their business environment. Based on these results Thomas Cook agreed
on starting a pilot-project in cooperation with Centric e-Technology for determining additional requirements an
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application in this area would need for it to be commercially exploited. This pilot-project is scheduled to be
performed in the near future.

12.2 Recommendations
Centric e-Technology has plans on developing an e-Business application incorporating personalization
techniques. The developed GDMF may be used as a basis to this end, although this is not definitive. If the
GDMF is indeed used as a basis for developing a commercial e-Business solution, we recommend solving the
bugs and workarounds discussed in section 8.3.1. to begin with. Furthermore, we recommend implementing the
improvements as discussed in section 8.3.2, and the features which were not implemented in this version of the
GDMF as discussed in section 5.3.4. Centric e-Technology has, moreover, proposed the idea of creating a pilotproject with Thomas-cook, as described in section 12.1, for getting additional requirements and constraints at the
table. We support this proposition.
Working at Centric e-Technology has been a pleasant experience. All employees were helpful in getting me
acquainted with all necessary organizational aspects. Contacts with my external supervisors were fluent but not
frequent. Meetings were usually arranged on my request. This reactive instead of pro-active behaviour is in line
with the facilitating instead of controlling role an external supervisor needs to play, in my opinion. Meetings
with my mentor were performed monthly in the beginning of the project, and were increased to twice a month
during the last couple of months. I have nothing to recommend in this department.
All in all, it is our opinion that e-Business solutions with an emphasis on personalization techniques such as the
GDMF could very well become a commercial success which is why we recommend Centric E-Technology to
proceed in this direction.
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Personalization and Adaptation: The Process Explained
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Abstract
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Centric E-Technology. This paper covers a literature study in the area of
personalization and adaptation techniques, with the emphasis on data
mining approaches, in which Centric E-Technology has expressed its
interest. The goal of Centric E-Technology, in this perspective, is to obtain
conclusive results whether it is rewarding and technically possible to
create a personalization module for their generically built web-authoring
and management system Web4All [61][62]. For this reason a preliminary
recommendation is presented to what personalization technologies should
be used in this to be designed module. The interested reader is referred to
[60] for more information about the context in which this paper is written.
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1.

Introduction / Management Survey

Businesses go online for different reasons. Whatever the reason may be, e.g. commercial, charitative, etc, the
general aim of online presence is usually to draw as much attention as possible from users, who preferably have
a specific targeted profile.
These users, in turn, go online for entirely different reasons, e.g. in pursue of a particular product, information, or
just for entertainment.
In the last decennium the Internet has almost collapsed under its own weight. The amount of information offered
online is truly gigantic, but to the average user, wading through this haystack of information, in search for a
single needle of information is a difficult task with information overload often being the consequence.
Personalization techniques present advantages in the light of both of these perspectives. Personalization
techniques provide businesses the “ammunition” for drawing and keeping more visitors to websites than would
otherwise be possible. This is accomplished by providing users with information on products, news-items, etc.,
which they are interested in individually. Shifting the perspective to the user, it is clear that presenting
personalized information can help the user to find whatever he or she is looking for.
Personalization is the application area and research area which is concerned with the process of developing and
applying user intelligence to the context of online interaction with the goal of tailoring this online interaction to a
particular user or set of users. [i]
Personalization is related to Customer Relationship Management [ii] (CRM) as CRM is concerned with
improving the relationship between a business and its customers and personalization is a good approach for
achieving just that.
Confusion in terminology exists between the terms Personalization and Adaptation. In this paper we treat these
terms similarly and present arguments that backup this decision.
A personalization system needs user input, either implicitly or explicitly, to base its personalization techniques
on. We distinguish three different types of input data, e.g., user data, usage data, and environment data.
Methods are presented, describing how these different types of data can be acquired. Personalization systems
may use these types of data directly for personalization purposes or may choose to mine these data-sources
further, in order for more valuable knowledge to be extracted. Several pitfalls and challenges are discussed for
pre-processing these data-sources, once stored referred to as user model, usage model, and environment model
respectively, when used for data mining purposes.
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The emphasis in this paper lays on data mining techniques for discovering interesting knowledge. These data
mining techniques and applications are classified based on the type of inferable knowledge that is extracted with
this technique or in this application. These types of inferable knowledge are respectively: Association rules,
Sequential patterns, Similarity-based patterns, Data clusters, Data classes, and Multi-level generalization /
summarization and characterization information.
Based on the acquired user models, usage models, environment models as well as the inferred knowledge,
approaches can be taken to actually adapt the appearance of a website as well as its contents to a particular user.
These approaches can be classified in Adaptive Presentation approaches and Adaptive Navigational Support
approaches. These approaches are described and compared when appropriate.
Since Centric E-Technology is not only interested in the ‘objective’ possibilities of personalization techniques,
but also in application specific examples, four cases each relating to a business-area which Centric ETechnology is interested in, are presented as examples of how personalization techniques can be employed in a
given context. Since not all possible technologies can be implemented in the to-be-designed personalization
module of Web4All, a choice has to be made between the available technologies. We recommend using
similarity-based approaches as the data mining approach to base a personalization module on, since this
technology is flexible and can support recommender-like personalization systems, which we believe are the most
interesting personalization systems from a commercial as well as from a technological perspective.
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2.

Adaptation and Personalization explained

2.1

Personalization and Adaptation Defined

Personalization is the application area and research area which is concerned with the process of developing and
applying user intelligence to the context of online interaction with the goal of tailoring this online interaction to a
particular user or set of users. Definition based on Brusilovsky, Mobasher, Cooley et. al. [1][2][20].
Let us first take the time to distil the important elements from this definition.
Personalization can be seen as both an application area as well as a distinct area of research. Personalization as
an application area is goal oriented: the goal is to tailor online interaction to a particular user or set of users herby
making use of all kinds of methodologies [iii] and techniques [iv] borrowed from several distinct fields of
research such as Data Mining [v] and Artificial Intelligence [vi]. Generally, these methodologies and techniques
existed well before people became interested in applying these methods to the area of personalization. It has not
been until recently that people started researching methodologies and techniques specifically designed for
personalization purposes. From that point in time, personalization can be regarded as a distinct area of research
an sich.
Personalization is concerned with online interaction. This suggests that personalization is not limited to the
World Wide Web in our opinion, but can also be applied to other media such as SMS, I-mode, E-mail, call
centers, etc. In this paper, we will however mostly refer to personalization in the light of Internet-applications.
The goal of personalization is to tailor online interaction to a particular user or set of users. The amount by which
a certain website, e-mail campaign, etc. can be personalized is constrained to the amount of data available, either
inferred or directly available, to the targeted user or group of users, and to the amount of processing power
available, of which a lot is needed for doing serious data-mining work on large amounts of data. When a
personalization application does not personalize its contents based on a single person, but rather on a group of
persons we speak of personalization based on stereotypes. This term is borrowed from the related research field
of User Modelling .
Much confusion exists when definition and scope of the terms Personalization and Adaptation are compared.
Some people state that these terms represent the same while others suggest that there’s a big difference between
the two. We feel that Personalization as an application area is a subset of the application area of Adaptation.
Personalization, by the strict definition of the term, is solely concerned with adapting online interaction to the
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user or a group of users, while the process of adaptation, on the other hand, is concerned with adapting online
interaction to other variables such as user-environment as well.
We feel that, by observing the above, there isn’t really much difference between personalization and adaptation
as the user-environment and other similar variables are also, in a way, dependent on the user, e.g., a user chooses
his environment. We will therefore be using the terms personalization and adaptation interchangeably, with an
emphasis on personalization.
In literature, for instance [4][5][6], a distinction is made between adaptable [vii] and adaptive [viii] applications.
Systems in which the user is in control of initiation, proposal, selection, and production of adaptation (“in
control” thereby meaning that the user can perform these functions, but also let the system perform some of
them) are called adaptable. In contrast, systems that perform all steps autonomously are called adaptive. [6].
MyYahoo is a good example of an adaptable application, whereas the recommendation system of Amazon.com
is a good example of an adaptive application. Note that applications can and do exist that are hybrids of these
two possibilities. As already stated in the abstract, we will be focusing on adaptive rather then adaptable systems
in this paper. The simple reason being that we feel adaptive systems are more interesting then adaptable systems
from a commercial as well as a technological point of view. In figure 1. below, we illustrate some of the
differences between adaptive and adaptable applications, after [5].
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Figure 1. Differences between Adaptive and Adaptable Systems.

It may be interesting to note, that we believe the confusion in terminology between the terms personalization and
adaptation is caused by the manner in which personalization has developed from being an application area to
being a field of research as well. As an application area, the term personalization was coined, in the context of
Customer Relationship Management [ii] applications, as a mechanism with which user knowledge could be
leveraged to generate more revenue for e-businesses. This was mostly done by using methodologies and
techniques borrowed from the research areas Data Mining and Artificial Intelligence.
Other areas of research such as Hypermedia Systems and User Modelling almost simultaneously embraced the
notion of adaptation, from which the area of Adaptive Hypermedia emerged [2]. At first, Adaptive Hypermedia
concentrated its research on adaptive tutoring systems, for the most part. While this is still a big application area
within Adaptive Hypermedia, the popularity of the Internet and the possibilities for adaptation on this medium
didn’t go unnoticed. Take AHA! For example, an adaptive hypermedia application, which was first designed to
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be used as an online tutoring application, and has now been redesigned to serve many different purposes, see De
Bra et.al., [7][8]. At a specific point in time the research area of personalization was ‘born’ as some researchers
from both areas of research, data mining on the one hand and adaptive hypermedia and user modelling on the
other, started investigating solutions specifically designed for personalization purposes. We believe that this
explains the misconception about the relationship between the terms Personalization and Adaptation.

2.2

Paper Structure

In chapter 3 we distinguish the different types of data that can be used as input for a personalization system. We
classify these types of data into three groups, describe how these types of data can be acquired, and describe how
the acquired data can be pre-processed in order for more valuable knowledge to be extracted.
In chapter 4 we classify the different types of knowledge that can be inferred from data as described in chapter 3.
We believe that this classification gives us a good foundation for relating different applications and techniques.
Chapter 5 discusses various visualization techniques for a personalized experience based on knowledge inferred
with methodologies discussed in chapter 4 and with data acquired with methodologies discussed in chapter 3.
In chapter 6 we will give a short summarization of this paper and we will give a short comparison of the
discussed types of inferable knowledge and accompanying methodologies presented in chapter 4 based on a
couple of virtual cases each related to a business area which a Centric E-Technology is particularly interested in.
Based on this comparison we end this paper with a short recommendation for Centric E-Technology as what
direction to take for developing a personalization module in Web4All.[9]
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3.

To what can be adapted

Acquiring user data and creating a user model based on this data is not really considered to be part of the
adaptation process. Instead, the field of User Modelling is concerned with these kinds of operations. We believe
that, as the goal of this paper is to give an overview of the entire personalization process, we cannot omit these
important subjects. To illustrate the relationship between the ‘classic’ User Modelling process and the
Adaptation process we have included a picture of this relation, from Brusilovksy [2]

Figure 2. Classic loop “user modeling – adaptation” in adaptive systems [2]

The first thing that every personalization application needs is input data: without data there’s no foundation on
basis of which personalized action can be taken. This chapter addresses the different types of data, which form
the basis of tailoring online interaction to a particular user or group of users and the ‘context’ in which they
operate. These types of data are respectively: data about the user, data about computer and application usage and
data about the user’s environment covering topics like hardware, software and physical environment.
Moreover, this chapter addresses the issues concerned with acquiring these different types of data and the ways
in which data must be pre-processed in order for more valuable knowledge to be extracted.
This chapter is divided into two main subsections:
•

Data and Acquisition

•

Data Pre-processing
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3.1

Data and Acquisition

In this section we describe three types of data, which can be used as input for a personalization system. These
types of data are user data [ix] , usage data [x], and environment data [xi]. When we feel the need we will also
discuss techniques for acquiring these different types of data. After these types of data have been acquired we
will, not surprisingly, refer to their representations as user model [ix], usage model [x], and, environment model
[xi] respectively.

3.1.1 User data
In this paper we use the term user data for all information about a user’s characteristics, preferences and the like.
This in contrast with usage data, presented in section 3.1.2, which encompasses all data that is related to the
behavior of an active user during online interaction. We talk about the active user [xii] when we mean the user
that the personalization system is concerned with at the moment. The distinction between user data and usage
data was first explicitly introduced by A.Kobsa in [4].
In the following subsections a classification of user data is given. This classification is based on Brusilovsky
[2][3], Kobsa [4], and Cristea [5]. The categories that we distinguish are respectively: Demographic Data, User
Knowledge, User Skills and capabilities, User Interests and Preferences, User Goals and Plans, and User Mood
and Emotions.

3.1.1.1

Demographic data

Following from Kobsa [4], demographic data of the user are objective facts like:
•

Record data (name, address, phone number, etc.)

•

Geographic data (area code, city, state, country)

•

User characteristics (age, sex, education, disposable income, etc.)

•

Psychographic data (objective data indicating lifestyle)

•

Customer qualifying date (frequency of product/ service usage, etc.)

•

Registration for information offerings, etc.

3.1.1.2

User Knowledge

Assumptions or beliefs about user’s knowledge on concepts, relationships between concepts, etc. with regard to
the domain of the application system have been one of the earliest sources for personalization [4]. User’s
knowledge of a particular user is a temporal variable. This means that user’s knowledge can change over time,
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which implicates that a system, which uses this knowledge, has to be able to adapt to the changing user model
accordingly.
User’s knowledge is, according to Brusilovsky [2], most often represented by an overlay model, which is based
on the structural model of the subject domain, mostly represented by a graph of domain concepts. Concepts in
such a graph are represented, as nodes where two concepts are connected –called neighbors- when the two are
conceptually related. Different type of nodes and different types of connections can exist to discriminate between
different types of concepts and different types of relations respectively. Concept graphs, ontologies and
conceptual trees are described in section 4.7.
The idea of the overlay model is to represent an individual user’s knowledge of the subject matter separately of
the domain model [xiii] on which this individual representation is based. For each domain model concept an
individual value is stored indicating if the individual is familiar with the concept in question. This value can be
either a Boolean (e.g., Known or Unknown), some qualitative value (e.g., poor – average – good) or some
quantitative value often represented as the probability the user knows the concept or a numeric indicator
representing how much of the concept is known by the user. The individual overlay model, which is created in
this way, can be easily represented as a set of “concept – value”-pairs. In this particular case the collection of
such “concept-value”-pairs forms the user model of the active user.
If knowledge doesn’t have to be modeled on an individual basis, stereotypical knowledge modeling can be used.
Stereotypical knowledge modeling uses qualitative values to assign individuals to certain stereotypical users
often referred to as stereotypes. Hence, an active user’s knowledge is modeled as a “stereotype-value”-pair
where the value is either a Boolean, e.g., belonging to a stereotype or not or a probabilistic value indicating with
what certainty a user belongs to a certain stereotype. Typical examples of stereotypes are novice – beginner –
intermediate – expert. Users are not limited to belong to only one stereotype; applications are imaginable where
users belong to multiple stereotypes, where each of those stereotypes represents a particular level of knowledge
of a particular concept. Only subject domains in which users need to be classified along one or a few dimensions
(concepts) are practically implemented by using stereotype modeling. Stereotype modeling is an application of
Data Classification, and is discussed in section 4.6.
A stereotypical user model is much easier to initialize and to maintain than an overlay model. An overlay model,
on the other hand, can be much more powerful when used correctly. Hybrid models have been developed with
the aim to utilize the advantages of both types of models. A technique for instance is relating a particular set of
concepts to a particular stereotype; the rationale being that a user belongs to a specific stereotype when he is
familiar with all the concepts with which that stereotype is related.
Another way to look at stereotypes in this perspective is to think of stereotypes as being aggregated concepts.
The advantage of this technique is that of reduced dimensionality: users don’t have to be related to each concept
anymore with a certain probability or other measure. Instead, users are given a value for each stereotype only.
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Other applications, such as Hypadapter, Hohl, et.al.[35], have used stereotypical modeling to initially classify
users into a specific stereotype when not much of the users is known. An overlay model of a specific user is than
built gradually when useful individual data becomes available.
The rationale behind adapting a system to the active user’s knowledge is to adjust content as well as presentation
in a way that the active user neither becomes bored with an overflow of examples or explanations nor becomes
confused with details he doesn’t understand or want to be bothered with [4]. Some random examples of using
the knowledge of the active user to adapt to are:
•

Restricting or increasing the number of explanatory pages to be presented to the user depending on his
or her expertise [36].

•

Showing only those concepts, represented by webpages, to the active user, for which the active user
knows all necessary previous concepts. [8]
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3.1.1.3

User Skills and Capabilities

The systems and examples mentioned in the previous paragraph deal with users’ knowledge about concepts and
the relationships between concepts. Besides this fundamental knowledge of what concepts mean and how they
relate to each other, a different important aspect is the ability of a user to utilize this kind of knowledge for his
benefit. The difference can be metaphorically described as the difference between “knowing what” and
“knowing how”. Adaptive help systems are stereotypical for this approach. The Unix Consultant [37] for
example, tailors its help messages and explanations to the user’s familiarity with UNIX commands.
Küpper et.al, [38] distinguish between the actions a user is familiar with (“knowing what”) and the actions he or
she is actually able to perform. (“knowing how”). Due to a physical handicap, lack of authorization, etc. users
may not be able to perform certain actions although they know what these actions mean. The AVANTI project
(Fink et al., [39]) is a tourist information system that takes the needs and possibilities of different kinds of
disabled people into account for recommending available actions. The recommended actions are individually
limited to those actions that the user in question is actually able to perform.

3.1.1.4

User Interests and Preferences

Considering user interests and preferences in one of the most vital aspects for many online personalized systems,
especially when these systems are used with a commercial goal in mind. As interests among people or groups of
people differ substantially, so must information or product offerings. The information or products offered to one
particular group of users may not be of interest to another group of users to say the least. The result may just as
well have an adverse effect when targeting a group of people with the wrong set of products or information.
Take for instance the promotion of a SUV –Sports utility vehicle- that is a popular type of car, which often
combines great performance with enough space to accommodate six to eight people. Imagine targeting this car to
a sportscar-fanatic where among other things the car’s acceleration and top speed are emphasized. Now image
the same online campaign, targeted at a protective father with four kids who finally wants to trade in his old
Volvo station for a save and spacious car. It’s not hard to believe that the chances of turning the latter prospect
into a buyer would be increased if the online campaign had emphasized some other features of the car such as
safety aspects or available space instead.
Take for another example a website where mobile phones are sold. Some customers may be looking for a
cellular phone without knowing exactly which type of cellular phone they want to buy, but they might have
some clues as to which characteristics their new cellular phone should posses. If this is the case, the website
should in some way present different cellular phones at the same time, while pinpointing the differences between
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the shown items, especially making clear the differences in attributes in which the customer has shown interest
in, in one way or another. At the same time a different customer might be looking for some detailed information
on a specific type of cellular phone in which he is interested. In the latter case the personalized online application
should not give a side-by-side comparison of this cellular phone with other cellular phones which posses about
the same characteristics as the cellular phone the customer is interested in, as this again may have an adverse
effect. The moral of these examples is that, although technology gives developers and businesses the opportunity
to adapt to the customer, these opportunities have to be considered with great care. Compare this online-dialogue
with a customer-seller dialogue in reality: in reality a salesperson adapts to the customer depending on the
customer’s interests and preferences, this has to be done online too.
The notion of user interest is also a central one in the application area of so-called recommender-systems or
recommendation systems. These types of systems are by far the most visibly present personalization systems on
the web today. It should not come as a surprise that recommendation systems recommend items to users. These
items can be products, documents, services, news, etc. All recommendation systems have in common that they
use user-interests as the basis of their recommendation methods. User interests are often represented in terms of
features by which visited documents, products, news, etc. are characterized. Features of visited items are
subsequently compared to features of unseen items. Unseen items with the greatest similarity of features are
recommended to the user. Recommendation systems and different kinds of features and methodologies for
representing these features are extensively dealt with in the upcoming sections, f.e., several sections in chapter 4
discuss ways of designing recommender systems based on different kinds of inferable knowledge.

3.1.1.5

User Goals and Plans

When abstracting from the examples in the section above, it becomes clear that end-users can and should be able
to use a web-based personalization system in different ways. Some users browse and visit pages without a
specific goal in mind, as with the user who doesn’t know which type of cellular phone he’s interested in.
However, it is also possible that users pursue concrete goals and plans when visiting a site. Typical goals may be
to find information on a specific topic or to shop for a particular kind of product. A system that recognises a
user’s high-level goal by evaluating the way a user browses a particular site, would be very helpful. For example,
Lesh et al. [40] demonstrate that plan recognition facilitates speed up interaction considerably as the system has
expectations about the next user actions and can therefore interpret them in a more flexible way. PUSH (Höök et
al. [41]) limits the information presented to the user to those types that are relevant to the user’s current goals,
which are specified by the user or deduced by the system by means of plan recognition. HYPERFLEX (Kaplan
et al. [42]) allows the active user to specify goals and presents those paths to the user that were used most
frequently by users in the past with the same goal.
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3.1.1.5

User Mood and Emotions

Considering and adapting to the mood and emotions of a particular user is a relatively unexplored area. This is
probably due to the fact that user’s mood and emotions are hard to capture. Type speed and error rates of user
input can be used as weak indicators for certain emotions. In some specialized application areas, input systems
such as heartbeat and sweat production measurement systems can be helpful. Technologies as facial and speech
recognition, which are beginning to mature, can also be used for this end.
The importance of being able to recognise and adapt to user’s mood and emotions must not be underestimated.
For example it has been shown that emotions affect user’s cognitive capabilities. Being able to affect user’s
emotions, by reducing stress for example, can prove to be a valuable extension for personalized systems in the
(near) future.

3.1.1.6

Acquiring User Data

An obvious solution for acquiring user data is to let the user input this data explicitly. For Demographic data in
particular, see section 3.1.1.1, this is the only way for obtaining this kind of information. Microsoft Passports is
an initiative that enables users to supply their demographic information only once, e.g., when creating a Passport,
and then use it at sites that use the Microsoft Passport technology. This enables users to supply their information
only once, instead of over and over again for each website that they register on. The drawback of this approach is
that it might be against privacy regulations.
User data provision typically takes place during an initial phase of system usage by filling out a questionnaire or
interview. Initial interviews often lead to assigning the active user to a predefined set of user groups (or
stereotypes), see 3.1.1.2. Note however, that building a user model upon explicit user information is not without
problems. Self-assessment, for example, is error-prone since users are often not correctly aware of their own
capabilities. This issue does not play a role when objective facts are asked, such as name or address but plays an
important role when a user is asked to give answers to questions like “do you feel you’re familiar with
computers?”. Some systems therefore present controlled queries, tests, exercises, etc. that are aimed at a more
objective assessment of the user. Take for instance a website that incorporates quizzes and offers incentives such
as free merchandise when the active user fills in such a quiz. Strategies have been investigated by Wu [48] for
integrating explicit acquisition processes within system-user dialogs in such a way that the acquired data is as
objective as possible.
Another serious disadvantage of acquiring data by obtaining it from the active user is referred to as the Paradox
of the Active User, Carrol [63], which implicates that users are only motivated to get their immediate task done
or get their information need met. They don’t want to spend time performing tasks, that don’t contribute to their
short-term goals right away. This is a paradox since users would save time in the long term, by taking some
initial time to optimise the system to their preferences. In case of competing information sources, users may
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simply refuse to visit the site if they have to respond to an interview first. Therefore, if done at all, the explicit
acquisition phase should be minimized and the active user should be informed upfront of the advantages of
supplying information.
Various techniques are investigated that minimize the hassle of supplying information for the end-user, or at
least minimize the perceived hassle, as what is perceived is all that counts in this perspective. Microsoft
Passports, as described above, is one of the methods used. Another important initiative in this context is the
W3C Recommendation P3P [64], which allows users to automatically tell sites with trusted privacy policies
certain frequently requested personal data without having to supply it for each site. Another often-used technique
is to divide a questionnaire into multiple chunks where each chunk is represented by a webpage. The rationale
behind this is that users only have to reply to a couple of questions at the same time, which minimizes the
perceived hassle of filling in such a questionnaire. The last problem of acquiring explicit user data is that users
may deliver false information. In trying to minimize this, several approaches are possible, e.g., testing a string to
match a certain pattern, for instance phone numbers, email-addresses, etc., sent confirmation e-mail to the
supplied e-mail address, etc. Although lots of techniques can be devised to detect false user information, none of
these techniques is bulletproof. The best way of insuring users supply correct information, is giving them enough
reason to do so.
Passive or implicit acquisition methods are less disturbing to the user than active or explicit acquisition methods.
By definition, passive acquisition methods do no initiate any interaction with the user.
Acquisition rules are frequently used to generate assumptions about the active user. Acquisition rules are hardcoded inference rules that are typically executed when new information about the active user becomes available.
Acquisition rules are typically based on domain-knowledge, meaning that acquisition rules are dependent on the
personalization application and hence, that a domain expert should construct these rules. Acquisition rules are
typically of the form: “if a user has supplied value X, then he belongs to category Y”. In chapter 4 we will
describe different types of knowledge that can be extracted from data models. These types of knowledge are all
inferred by data mining [v] techniques. We feel that Acquisition Rules don’t belong to this chapter, as they don’t
have anything in common with the techniques described in chapter 4. However, acquisition rules can still be a
good means for inferring data. Systems that are based on hard-coded acquisition rules are generally referred to as
Rule-based systems.
\

3.1.2 Usage Data
Usage data is the data that is related to the behavior of the user during online interaction with a system. This
section exhibits some overlap with the previous section in that some systems utilize usage data to infer user
characteristics. In other words, usage data can be used to infer user data.
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This section only deals with usage data that can be directly observed by the user. Chapter 4, on the other hand,
deals with data, mostly usage data, which can be inferred by data mining transaction logs, databases, etc.
The extent to which usage data can be directly observed is highly dependent on technologies used. Online
systems which are exclusively based on HTML will only be able to track which pages have been requested from
the server. These requests are usually logged in a server log where each request is saved as a record with Ipnumber and some other transactional characteristics in a chronological manner. Analyzing this observed data
can prove helpful in discovering navigational paths, for example. However, due to different problems, which we
come to speak of in section 3.3, attributes such as ip-number are not fully accurate at all times, which makes
making valid assumptions based on these data very difficult. Different techniques exist to minimize the bias of
these assumptions; these techniques are also discussed in section 3.3.
Other kind of systems that have more control over interaction with the system, for example by utilizing Java
applets, can record usage data on the level of mouse clicks and movements. For instance, ELFI [43] logs all user
interaction with a hierarchical navigator using Java Applets.
In this section directly observable usage data is described. In some applications this data is directly used for
adaptation. However, in most cases, this type of data is only used as a basis for inferring general regularities or
patterns in this data. Types of inferable knowledge and used methodologies are discussed in chapter 4.

3.1.2.1

Observable Usage Data

Users have the possibility to interact with web-based systems in different ways. Following are different types of
interactions, which can be directly observed by a system. Based on this data a personalization system can take
immediate action, for instance by highlighting particular links, which the system thinks the user is likely to be
interested in. Another possibility is that directly observable usage data is used to make inferences.

3.1.2.1.1

Selective actions

The most frequently occurring kind of interaction is clicking a link. When a user clicks a particular link he
implicitly indicates that he favours this particular link over the other available links at that moment. Such an
action can be classified as being a selective action as a user selects a particular link from a set of possibilities.
Other selective actions, like scrolling a page, are described in literature, for instance Kobsa [4] but are not
elaborated upon. Several types of user data can be distilled from these types of actions, from Kobsa [4]:
•

Interest: Many systems exist, which use selective actions as indicators for user interest. WebWatcher
[44] monitors link selection on web pages and annotates the most relevant links on each page based on
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the interest of the individual user. Personal WebWatcher [45] only takes personal preferences into
account when annotating links. Letizia [46] learns user’s interests from selected pages and displays
related pages in a smaller page frame at the side. Letizia can actually be seen as one of the first
recommender systems,which we will come to speak of later on.
Selective actions may only be regarded as weak evidence for user interests for the following reasons:

o

The user may have been inattentive

o

The user may not have been aware of all the available options

o

The user only selects a link due to lack of other options.

o

The description of the link on basis of which the user has clicked may not have given an
accurate image.

o

The link on which the user has clicked may be necessary to reach a page of the user’s interest,
while the page immediately following the link is of no interest to the user at all. This is exactly
the problem of finding Path Traversal Patterns as discussed as part of section 4.3.

Moreover, selecting a link is only evidence of a positive interest of the clicked link:
selecting a link does not automatically mean that the user has a negative interest in the
other options presented.
•

Unfamiliarity: Selective actions can also be used to measure a user’s unfamiliarity
with technical terms or concepts. For instance, MetaDoc (Boyle etl.al., Encarnacion ,
[47]) and Sales Assistant (Popp et.al., [36]) allow users to obtain explanations for
technical concepts mentioned on a page by simply clicking on them. When users
perform these actions, the system assumes that the user wasn’t familiar with the
clicked concept. Again, these selective actions provide positive evidence only: not
clicking an explanation does not mean the user is familiar with the concept. Moreover,
it should be noted that explanatory or example links may also be selected for reasons
other then unfamiliarity, like curiosity, assuring that one has full understanding, etc.

•

Preferences: A special way of using selective actions is to present stereotypical items
of potential interest to the user that the user has to choose from. When reviewing the
example of choosing cellular phones described in section 3.1.1.4, it is possible to
interactively reduce the solution space of cellular phones the user is interested in by
iteratively presenting a couple of cellular phones which the user can choose from.
Each next iteration only cellular phones are represented to the user that have
characteristics in common to the cellular phones selected in previous iterations. A
system based on this idea is described in section 4.4.2.5.
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3.1.2.1.2

Temporal Viewing Behaviour

Viewing time has been discussed and experimented with in various studies as a potential indicator of user
interest, see section 3.1.1.4. Measuring effective viewing time is difficult for various reasons though. It is often
impossible to tell if a user is actually reading or watching the page in question. The user might have a different
window in front of the particular page or the user might not even be in front of the computer. Measuring viewing
time can be done by using java applets or javascripts, where a timer starts running when the page has been
entirely loaded. These methods are not bulletproof however, as an end-user has the ability to disable java and/or
javascript. It must be noted though that a large percentage of users actually has javascript enabled.
When the use of javascript or java applets is unwanted, viewing time cannot be directly observed, but has to be
distilled from the server log. This method must be regarded as a last resort as various obstacles have to be
overcome to distill useful viewing time information from the server log. Problems include session identification
and cached webpages. These topics are elaborated upon in section 3.3. Note that the viewing time of a particular
page cannot really be regarded as observable usage data in this last case.
In short, viewing time can only be used as a weak indicator for positive evidence. However, viewing time can be
used as a relatively strong indicator for negative evidence: if the presentation time of a page is below a certain
threshold, the information on that page is most likely not interesting to the user. If the download of a page is
aborted or the back-button of the browser is clicked short after the page has been loaded, this may be regarded as
an even stronger indicator that the user isn’t interested in the information provided. Again however, measuring
these contra-indicators is a difficult task. Specifically, the use of the back-button cannot normally be recorded by
a web application.

3.1.2.1.3

Ratings

Getting explicit ratings from users on a particular item such as a webpage, product or news-item is another direct
way of obtaining data. These ratings indicate how relevant or interesting an item is to the user. In general two
methods of ratings can be distinguished. A binary scale is the simplest form of rating available. Users can either
indicate if they perceive the item to be interesting or not. The second kind of rating is based on a limited discrete
scale. The latter kind of rating can be numeric, often ranging from 1 to 5 or symbolic, with a mapping to a
numeric scale. Currently, ratings are a very popular means for obtaining and adapting to interests of users.
Especially recommendation systems make use of this method, with web-store Amazon.com being the bestknown example.
A couple of problems are associated with the relevance of explicit user ratings. As discussed in section 3.1.1 user
characteristics, like user interest, are temporal variables. This obviously leads to the question whether or not a
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rating supplied in the past is still valid today. Moreover, a low rating on a particular item doesn’t necessarily
mean that the user isn’t interested in item either; it may just as well indicate that the item isn’t relevant for him at
the moment, as the user may be pursuing a different goal.
The third problem with explicit user rating is that ratings of individual items are considered independent, while
in fact they are not. Consider a user who searches background information on a particular topic. After having
read a couple of articles he may consider the last article uninteresting, as it doesn’t contribute to his knowledge
of the subject anymore, in spite of the fact that the presented information is in fact of interest to the user.
Another problem is that users are known not to supply many ratings anyway, particularly not negative ones.
Users generally only want to perform actions that benefit their short-term goals immediately. This is again an
example of the Paradox of the active user, which we’ve described earlier.
Problems which are concerned with the application of user ratings: “how to put the ratings to use”, are
numerous, and will be discussed later on along with, partial, solutions to these problems.

3.1.2.1.4 Purchases and other confirmatory actions
Purchases of items made on e-commerce sites are regarded as strong indicators for user interest. Purchase-related
actions such as putting an item into the well-known virtual shopping cart can also be considered as a relatively
strong indicator for user interest.
Purchase and purchase-related actions are good examples of confirmatory actions. Confirmatory actions are
actions that confirm assumptions that were made by the system and that strengthen these assumptions. Many
other examples of confirmatory actions do exist. Take for instance sites like ZDNET.kom which monitors
actions like forwarding webpages or news-items by e-mail, formatting pages for printing and saving pages to an
online private repository. All these actions are performed under control of the web application witch allows these
actions to be processed and evaluated.

3.1.2.2 Acquiring Usage Data
Methods by which directly observable usage data can be acquired are supplied with the different kinds of
observable usage data described above. Methods for acquiring inferable (usage) data are described in chapter 4.
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3.1.3 User Context
The different possibilities of hardware and software on the client side are diverse. Moreover, with mobile
hardware becoming more and more popular the user’s locale also becomes an important variable to consider
when designing adaptable applications. These three aspects are described in the following sections.

3.1.3.1

Software

Client software that deals with online communication, such as web-browsers and e-mail programs come in all
kind of flavors. In particular older browser versions have very limited capabilities in terms of the features they
support. New types of mobile web-capable devices only add to this diversity. The following is of particular
interest when examining different software environments and users:
•

Browser version and platform. Web browsers differ in the range of features they support. The
variety of versions is substantial, especially when considering a global audience. Take for instance the
most widely used browser in the world: Microsoft Internet Explorer. Features do not only differ
between versions 5 and 6 or even 5.0 and 5.1 but also between numerically the same versions, which
are used on different platforms, for instance IE6 for Windows and IE6 for the Mac. This is not really a
problem with e-mail clients, although some versions of e-mail clients still in use, aren’t even able to
process HTML but only plain text.

•

Availability of plug-ins. Sites that want to deliver rich-media content need to consider whether the
user has the appropriate plug-ins available. If this is not the case and if the user is not willing to install
the appropriate plug-ins, the system has to take care that the site is still useful for such a user as well.
The issue of different versions applies to plug-ins just as well. Sites which deliver content created with
Flash MX, for instance, the latest version of Macromedia’s popular multimedia plugin, are most likely
not able to deliver this content to the gross of its intended audience, although a Flash-plugin is
installed on most browsers nowadays.

•

Java and Javascript. A Java Virtual Machine for running Java applets in built into most modern
browsers. Applets are often employed to allow for a higher degree of interaction with a web site,
something that can be of great importance for personalization applications. However, not all java
versions have identical capabilities, e.g., otherwise version-updates would be redundant aside from
bug-fixes. Moreover, users may have simply disabled java, e.g., because of fear of security risks or
since corporate firewalls generally block java applets. Similarly, JavaScript may also be disabled.
Web Site developers need to take care that their sits will not become dysfunctional without Java or
JavaScript; not only from a commercial perspective, but also because legal issues may apply.
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It should be noted that data about the software environment could be used to infer assumptions about user data as
well. For example, the presence of the newest Beta-release of a browser on a home pc may indicate that the user
is an early adaptor and is experienced in using computers.

3.1.3.2

Hardware

A huge gap often exists between hardware which web developers and designers of a website use, and the
hardware that is used by the intended users of these websites. For intranet applications, exact information about
installed hardware may be available, but in the Internet-case only certain estimates are possible. The major
differences and points of attention include:
•

Bandwidth. Users may be connected to the Internet in different ways, ranging from analogue modems,
ISDN, DSL, Cable to T1-connections and higher. These different connections may differ in speed up to
a factor of thousand. Available bandwidth influences download time, and short download times are a
significant factor for user satisfaction on the Internet. Bandwidth should also be used as input when
interpreting temporal viewing behaviour, see section 3.1.2.1.2

•

Processing Speed. As processing speed increases rapidly, browsers and plug-ins utilize this speed to
incorporate new useful features that would not have been possible in the past due to speed or memory
constraints. The flipside is that a lot of users, especially home users, keep their computers for many
years. As a result these users may not be able to view certain webpages due to memory or processor
constraints, in spite of their expensive high-bandwidth connection.

•

Display Devices. With the increase of mobile internet-able computing devices, the range of possible
web displays has increased too. The kind of content that can be delivered to these kinds of devices is
highly constrained in resolution, size, and colour and often does not even conform to the low standard
of 640x480 VGA. But even between desktop computers, there may be huge differences in screen size
and resolution. Although most designers work on a resolution around 1280x1024 or even 1600x1200 on
a screen with a diameter of 19 to 25 inch, the average web user has to cope with a 15 or 17-inch
screen, with a resolution of 800x600 or 1024x768 at most. Optimised display for one specific resolution
– mostly 800x600- may be less then sub-optimal for different resolutions. Where ‘sub-optimal’ is the
optimum design when taking all often-used resolutions in mind.

•

Input devices. With small mobile devices it may become difficult to provide input to interactive
websites, for example when the target-area for selecting a navigational element is very small. Nontraditional input devices such as cellular phones may only provide a limited set of keys for interaction,
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In the future, exclusively speech driven interaction will also have to be considered, e.g., in hands-free
situations like car driving.

3.1.3.3

Locale

Information about the user locale can be used to filter content, to adapt e.g. presentation formats and media, and
to make recommendations based on geographical knowledge. Information about the user locale includes:
•

User’s curent location. The required granularity of location varies widely, ranging from country level,
as can be determined by the top-level domain on the web-client, to meters or even centimetres.
Additional information such as direction of gaze and direction of movement may be relevant as well,
e.g. to determine which object a person is looking at or to provide directions.

•

Characteristics of usage locale. Information that can be taken into account includes the noise level
and brightness of the surroundings as well as information about places and objects in the immediate
environment.

A good example of using locale information is a pilot project held in the Netherlands that uses positional and
movement information derived from standard cellular phones, to determine traffic density. The derived
information can in turn be used to recommend alternative routes in case of traffic jams.

3.1.3.4

Acquiring Environment Data

A key problem in acquiring environment data is the mapping of a specific physical device to an individual. In
some situations it is reasonable to assume that the system is a single user-machine. In such a case environment
data can be stored with the other data about the user. In other situations, such as kiosks, libraries, etc. this is not
possible. In such a case environment data must be represented separately from user data.
Many web sites take software constraints of the browser into account. In fact, adapting a website to a particular
browser is probably the first form of adaptation encountered online. Information about a browser can be obtained
from the header of HTTP requests that are received by the server. Each request contains a number of browserdependent variables. The value of the “user-agent”, for example, indicates which browser and version are used.
Certain predefined JavaScript-functions make it easier to collect that header information which is needed by the
application. Note, however, that web browsers are able to deliver fake information, so HTTP-header information
can never really be trusted.
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Hardware constraints are often difficult to obtain. Although, some aspects may be guessed from the type of
browser used, e.g. small devices need special browsers, other information on hardware characteristics like
bandwidth and processor speed are more difficult to obtain. In particular, the effective amount of available
bandwidth depends not only on the client connection but also on the intermediate nodes on the Internet between
the client and the server.
Systems like Avanti (Fink et al., [39]) predict connection speed by displaying web-pages with a predetermined
size and calculating the time that passes until the web-page is loaded. This information is then used to adapt a
page by replacing high-resolution pictures and videos by less bandwidth-expensive ones. Other hardware
information, such as screen resolution can be determined by using JavaScript-functionality.

Locality information can be determined by a wide range of methods. Mobile devices can provide locality
information by technologies such as infrared sensors and transmitters in closed environments to general
technology such as Global Positioning Systems (GPS). Technologies available for determining users’ positions
include technologies based on electromagnetic fields such as GPS, BlueTooth, contactless chips, cellular phones
etc. Other technologies include optical recognition techniques such as laser, cameras with pattern recognition,
Infrared Systems like barcode readers, etc.

3.2

Preprocessing Data

In section 3.1 we’ve discussed three types of data which can be used as input for an adaptation system. We’ve
also described how these types of data can be acquired. In chapter 4 we will discuss different types of inferable
knowledge that can be extracted from these types of data. The emphasis in chapter 4 lays on inferring knowledge
based on usage data, as already mentioned, simply because usage data is used as a basis for adaptation in most
applications today. Apart from the types of data discussed in section 3.1, inference mechanisms, discussed in
chapter 4, also make use of a so-called domain model [viii]. A domain model is a model, which contains all
information specific to the application domain. This includes information like site topology, acquisition rules
see section 3.1.1.6, concept hierarchies see section 4.1.7, etc.
In the previous sections we’ve already described some problems concerning the validity of observed usage data
[x]. In this section we will describe methods for pre-processing usage data [x] and domain data [xiii] so that
more accurate data about the user and domain is obtained. This is needed as data mining approaches can only
mine interesting patterns if the data, which they operate on, is accurate. This section is highly based on the paper
by Cooley, et.al.[10].
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3.3.1 Preprocessing Domain Data
Each link between webpages exists because the web developer believes these pages are related in a way. The
content of webpages also provides information about how the developer expects a site to be used. Hence, an
important step in pre-processing a web site is classifying webpages of a site and deriving the topology of a web
site. The topology of a web site can be easily obtained by a “crawler”, which is a program that visits each page
recursively by following all outgoing links on a particular page. This is done, until all pages in a website are
mapped. A crawler only maps all webpages on a site if all webpages on a site are connected. If this is not the
case, a crawler has to be initialized more than once by specifying different pages to start from. In general, a
crawler has to be reinitialized n times for n groups of connected pages to create the entire topology of the site.
If may be important for a personalization application to classify particular webpages. A often used classification
uses two classes to classify pages, namely content pages [xiv] and navigation pages [xv]. A content page
contains a portion of the information content that the particular web site is providing. A navigation page simply
provides (organized) links to content pages. This type of classification is particularly useful in the context of
inferring Path Traversal Patterns, see section 4.3, or any other inferring mechanism that has to distinguish
between different types of pages, for instance with the goal of pruning the search space. Pages could simply be
(meta)-tagged as either being a content page or a navigation page when these pages are designed, as the web
designer should have enough information to provide this classification. The disadvantage of this method is that
this places a higher burden on the web designer. Another method is to use supervised learning techniques, see
section 4.1.6, where a training set of pages is used to construct classifiers, which in turn are able to automatically
classify the unlabeled pages. Yet another method is to use usage data as a basis for this classification, as the
expected viewing time of a particular navigation page is much smaller than the viewing time of a particular
content page.
Concept hierarchies or other data structures like ontologies, relate concepts, represented by various webpages, to
one another. These structures can for instance be used to determine similarity between concepts. These structures
can be based upon database schemes but have to be generally designed by hand. See for example section 4.1.7
for more information on concept hierarchies and similar structures.

3.3.2 Preprocessing Usage Data
In section 3.2.1 we described that usage data can be grouped into observable usage data and inferable usage
knowledge. In that section we also described how observable usage data could be used directly for
personalization purposes. When using observable usage data as the basis for inferable usage knowledge
however, there is no need to use observable usage data directly. Instead, observable usage data can be processed
offline in order to infer more useful knowledge. When no real-time results are needed, e.g., when knowledge
inference is done offline, server logs are generally used as sources of usage data.
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The goal of preprocessing server logs is essentially accurately relating all users to all pages that they’ve visited.
Each visit to a site is usually referred to as a user session and identifying these sessions is a goal of
preprocessing. A user transaction is a meaningful cluster of page-references of a particular user. A user
transaction may or may not be smaller then a user session. What is meaningful for one data mining purpose may
not be meaningful for another, so what defines meaningful in this context is application-dependent. Deriving
these relationships is a big challenge as problems like browser and proxy caching prevent some pageviews to be
listed in the server log. Another challenge is identifying a particular user accurately. This is a challenge with
many roadblocks, including proxy servers that assign the same IP-number to all users behind the same proxy
server. Below are the most important steps that must be taken when preprocessing usage data for inferring
knowledge.

3.3.2.1

Data cleaning

Usually, multiple HTTP-requests are needed, in order for a client’s web-browser to display a particular page.
This is due to the fact that all pictures, external javascript and stylesheet files, etc. have to be requested
individually. Since all HTTP-requests are essentially logged in the server log, this log becomes cluttered with
information that isn’t usually needed for the purposes of data mining. Generally, only the HTML-file requests
themselves are relevant and should be kept in the server log. Elimination of the irrelevant items can be
reasonably accomplished by checking the suffix of the URL name. For instance, all log entries with filename
suffixes such as, gif, jpeg, jpg, css, js, etc. can be removed from the log. Note that deciding what suffixes to
exclude from data mining is a application dependent decision. Take for instance a photo-gallery where users
have the opportunity to click a particular picture in order to enlarge it. Such a jpg-entry in the server log should
probably not be removed since it represents a particular user action.

3.3.2.2

User identification

The next step is identifying unique users in the server log. This task is greatly complicated by the existence of
local caches, corporate firewalls, and proxy servers. Methods that rely on user corporation, e.g. users allowing a
cookie on their computer to identify them, or sites that require logging-in using an identification and password,
can be used to counter these problems. However, these methods are not always available or wanted. Other
heuristics exist when these methods aren’t used, and when the only information that can be used to determine the
user resides in the server logs. For example, even if the Ip-address is the same for multiple users, a reasonable
assumption to make is observing that if the server logs show a change in browser software of operating system
then these changes must be due to different users making use of the same Ip-address. The next heuristic that can
be used for user identification is to use the access log in conjunction with the referrer log and site topology to
construct browsing paths for each user. If a page is requested that is not directly reachable by a hyperlink from
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any of the pages visited by the user, again, the heuristic assumes that there’s another user with the same Ipaddress.
Note that when two distinct users browse the same set of pages on a particular site using the same operating
system and the same browser version, it is not possible to distinguish the two different users. Oppositely, when
the same user uses different browsers, or when the user types in URLs directly without using hyperlinks to travel
to this destination, the user can easily be mistaken for multiple users.

3.3.2.2

Session identification

Often, server logs span long periods of time. In these cases it is very likely that users visit a particular site more
than once. The goal of session identification is to divide page accesses of each user into individual sessions. The
simplest method of achieving this is through setting a timeout, where if the time between page requests exceeds a
certain limit, it is assumed that the user has started a new session. Many commercial products use 30 minutes as
a default timeout, while Pitkow et.al., [49] established a timeout of 25.5 minutes based on empirical data. A
default timeout of 30 minutes generally gives acceptable results, although better results can be achieved if the
timeout is based on web-site specific usage statistics.

3.3.2.4

Path completion

In section 3.3.2.1 we discussed methods for cleaning unwanted data from a server log. The inverse problem is
generating important accesses to the web site that haven’t been recorded in the server log. This problem is
referred to as Path Completion. Methods similar to those used for user identification can be used here. If a page
request is made that is not directly linked to the last page a user requested, as logged in the server log, the
referrer log can be checked to see what page the last request came from. If that page is in the user’s recent
request history, as can be checked in the server log, it is assumed that the user has used the “back”-button
available on most browsers, thus calling up cached versions of pages until a new page was requested. If more
than once page in the user’s history contains a link to the requested page, it is assumed that the page closest to
the previously requested page is the source of the new request.
Missing page references that are inferred through this method are added to the user session file. An algorithm is
then required to estimate the time the user visited each added page reference. Since the user has already seen
these pages, as the page was cashed, it is assumed that the user will not read the contents of the newly added
pages anymore. Therefore the added pages can be treated as navigation pages, and the mean visiting time of all
navigation pages can be used to create a time-stamp.
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Note that techniques like cache busting exist, which prevents pages from being cached. When these techniques
are used, a lot of problems including path completion do not exist anymore. The flipside of using these kinds of
techniques is that the advantage of caching, e.g. speed gain, is not available anymore.

3.3.2.5

Transaction identification

The goal of transaction identification is to create meaningful clusters of page-references for each user. Therefore,
the task of identifying transactions [xx] is one of either dividing a large transaction into multiple smaller ones or
merging small transactions into fewer larger ones all depending on the data-mining task. The next sections
describe two divide transaction identification approaches, where the user session is used as the initial user
transaction. These approaches are respectively reference length and maximal forward reference and are methods
that attempt to identify semantically meaningful transactions.
Note that conversely, techniques like browser cookies and log-in procedures enable a system to combine
multiple user sessions to a single user transaction. These techniques are not discussed here, e.g. we will only
address techniques for identifying multiple transactions in a single user session.

3.3.2.6.1

Transaction identification by reference length

The reference length transaction identification approach is based on the assumption that the amount of a time a
user spends on a webpage correlates to whether that page should be classified as being either a content page or a
navigation page for that user. Quantitative analysis of several server logs reveals that the shape of a histogram
showing the lengths of page references measured against the number of page references with that length, ordered
by reference length, has a large exponential component. [10]. It is expected that the variance as well as the
average time spent on navigation pages is small, inversely it is expected that the variance as well as the average
time spent on content pages is large. If an assumption is made about the percentage of navigation references in a
preprocessed server log, a reference length can be calculated that estimates the cutoff-time separating navigation
and content pages in this server log. The reference length method presented here uses a maximum likelihood
estimate to calculate the cutoff as shown below.
t = -ln(1-γ) / λ
Where γ = % of navigation pages in server log, and λ = reciprocal of observed mean reference length. This
definition provides a reasonable estimate of the cutoff reference length by integrating the formula for an
exponential distribution from γ to zero.
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A transaction based on this approach consists of an Ip-address a user-id and a list of urls each containing a
timestamp and a reference length. Each reference length is calculated by taking the difference between the
timestamp of the next reference and the current reference. Using the cutoff-time t derived from the formula
presented above, transactions can be created which only consist of content pages, e.g., all pages with a reference
length lower than the cutoff-time are eliminated from the transaction. When applying sequential rule mining, see
section 4.3, on these transactions, for example, temporal associations between content pages can be discovered,
which would otherwise be hard or impossible to find as the existence of navigation pages in the mined
transactions would mask the existing relationships between content pages.

3.3.2.6.2

Transaction identification by maximal forward reference

The maximal forward reference approach defines a transaction as the set of pages in the path from the first page
in a user session up to the page before a backward reference is made. A forward reference is defined to be a page
not already in the set of pages for the current transaction. Conversely, a backward reference is defined to be a
page that already exists in the set of pages for the current transaction. The underlying assumption for this
approach is that the maximal forward reference pages, those pages which exist last in a transaction, are the
content pages, and that the pages leading up to each maximal forward reference are the navigational pages. The
maximal forward reference approach has the advantage over the reference length approach that no input
parameter, e.g., the parameter γ, is needed. Based on this partitioning of pages into content and navigation pages,
transactions can be generated that only include content pages as described with the reference length approach
above. Note that other heuristics can be defined on basis of which transactions are generated. The particular
heuristic used totally depends on the data-mining task in mind.

3.3.2.6

Formatting

Once all appropriate preprocessing steps have been applied, the server log is properly formatted in such a way
that only the mandatory data remains for a certain data-mining task. For example, since temporal information
isn’t needed for the mining of association rules, these temporal attributes can be removed from the server log.

4.

Types of Inferable Knowledge

In the previous chapter we’ve discussed the available types of data, which can be acquired and used as a basis for
adaptation. We thoroughly classified and described these types of data and the manner in which they can be
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acquired. Moreover, we’ve implicitly presented ways for constructing data models based on the acquired data.
From now on we will refer to these models as the user model [9], usage model[10] and environment model [11]
respectively.
In this chapter we will discuss the possibilities to further process and use the information stored in these models.
We note that adaptive systems do exist that directly use the initial models or even the explicitly or implicitly
gathered user input data for adaptive purposes. AHA!, by De Bra et.al., [57] is such a system. Generally,
however, adaptive systems process these initial models further, with the goal of discovering more useful
knowledge to adapt to. To this end, not only the models of the current user are taken into account, but also the
models of other users as well as domain models [xiii] are used.
As inferences are based on data models, e.g., user models, usage models, environment models and domain
models, inference-techniques are strongly dependent on the manner in which these models are represented by the
system. Therefore, attention will also be paid to different representation methods in this chapter.
Personalization is only one of many application-areas, which are concerned with inference-techniques discussed
in this chapter. The research-area in which these techniques are studied is known as Data Mining.
The Data Mining research-field in turn borrows techniques from related fields of research such as Natural
Language Processing and Artificial Intelligence. Since these research-fields are very dynamic in nature – a lot of
research is conducted in this areas- it is difficult if not impossible to give a good classification of all available
techniques that can be utilized for inference purposes. However, in general it is possible to group inferencemethods by the kind of knowledge they infer. Therefore, we use the inferable types of knowledge as our
classification dimension. This classification is based on the classification presented by Chen et al., see [12]. The
classification we propose is application and data-source independent for the most part, which means that the
discussed methodologies can be used, without limitations, for inferring data from all different types of data as
discussed in chapter 3. Whether it is interesting to do so, however, is another thing and is up to the business to
decide.
The remainder of this chapter is organized in two parts. The first part consists of a general introduction to the
types of knowledge that can be inferred. In this section we also describe the relations and possible overlaps
between the different types of knowledge with a bird’s-eye view.
The second part of this chapter consists of a couple of sections; each section describing a separate class of
inferable knowledge. Each of these sections in turn consists of three sub-sections:
•

Detailed Explanation. The first of these sub-sections gives a detailed explanation of the inferable type
of knowledge in question. Some formal representations may be given if we feel this clarifies things.
Last but not least, some virtual examples are given, which illustrate the class of inferable knowledge
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described. These examples are equal in layout throughout all sections in order for the reader to be able
to make good comparisons between the different classes of inferable knowledge.
The detailed explanation presented in this section as well as the virtual examples are based on careful
study of multiple papers, without quoting any of them explicitly. This is why no resources will be
referenced in these sections, with one or two exceptions here and there. Resources are referenced
extensively in the sub-section Examples discussed below.
•

Examples. The second sub-section consists of examples of existing applications which we feel are
related to personalization in some way or another. Some of these applications make use of multiple
kinds of inferable knowledge from this classification, which implies that existing applications can not
be mapped directly to one of the classes presented. Unfortunately, this is a given. We will, however,
discuss on a per-application basis the different types of inferable knowledge used, when we feel this is
appropriate. This subsection is not meant to be an extensive coverage of all available personalization
applications. Instead, some existing applications will be selected and described, in more than a 10.000
feet approach, in order to give the reader an idea of the vast range of possibilities involved.

•

Concluding Remarks. The last sub-section consists of some final remarks on the discussed class of
inferable knowledge, e.g., describing the advantages and disadvantages, as well as the context in which,
and constraints under which, this class of inferable knowledge can be used. Note that not all types of
inferable knowledge are given the same emphasis. Since, it is not the goal of this paper to cover all
personalization systems developed in the last couple of years, a subjective selection of these systems
had to be made. Therefore, it is not more than obvious that some types of inferable knowledge are given
more emphasis than others in this paper.

4.1

Overview

In this subsection the different classes of inferable knowledge are introduced.

4.1.1 Association Rules
The problem of finding association rules is that of finding associations and correlations between data items [xvi],
where the presence or attribute-value of a data item or a set of data items implies the presence or attribute-value
of another data item or set of data items with a certain degree of confidence [xvii] and support [xviii]. The
inferred knowledge is the collection of association rules found.
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4.1.2 Sequential Patterns
The problem of finding sequential patterns is that of finding Association Rules, where data-items have a
timestamp attached to them, indicating the time when these data-items were created. The discovery of sequential
patterns is constrained by the order of these timestamps, e.g., the prerequisite of an association rule should have
a smaller timestamp associated with it than the implication of the same association rule. The inferred knowledge
is the collection of sequential patterns found.

4.1.3 Similarity-based Patterns
The problem of finding similarity-based patterns consists of finding data-items that are pair-wise related based
on some distance (or similarity) measure and a given threshold. Each k attributes of these data items [xvi] can be
compared to each other with different similarity measures. A weighted aggregation function is computed based
on these attribute-based similarity measures, which results in the final similarity measure. The inferred
knowledge is the set of 3-tuples <data item A, data item B, similarity> constrained by the predefined threshold.

4.1.4 Data Clustering
Data clustering is the process of partitioning [xix] a data set into groups based on the conceptual clustering
principle: maximizing the intra-class similarity and minimizing the inter-class similarity. Groups of such dataitems are called clusters. Data clustering as a technology is highly dependent on Similarity-based Patterns, since
similarity measures are generally used to cluster data-items. However, Similarity-based patterns can be used for
other applications as well, which is why these two types of knowledge are discussed and classified separately.
The inferred knowledge are the obtained data clusters.

4.1.5 Data Classification
Data classification is the process of classifying a dataset based on the existence of certain predefined attributes or
specific predefined values of these attributes. The difference between data classification and data clustering is
clear: Data classification uses predefined attributes or values of those attributes to classify data-items, while data
clustering doesn’t use predefined attributes to group data-items. To illustrate this difference consider that a set of
data-items which is classified as a group can be labeled by the existence of attributes and/or attribute-values that
were used for this classification. Data-items that are clustered, on the other hand, are similar to each other in
some way, but it is in most cases not easy to explain why, e.g., no conceptual labels van be attached. The
inferred knowledge are the obtained classes, along with their descriptions.

4.1.6 Multi-level generalization, summarization, and characterization
Multi-level generalization, summarization, and characterization present the general characteristics or a
summarized high-level view over a specified dataset or part of that dataset. The relation between this kind of
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inferable knowledge and the other kinds of inferable knowledge, lies in the observation that the input as well as
the output of all other kinds of inferable knowledge can in principle be used as input for this kind of inferable
knowledge. Moreover, data classification is often used to select a particular sub-set of the entire data-set as input.
The inferred knowledge are the constructed higher-level views –often organized in some sort of hierarchy- of the
data-set which was used as input.
Note that the results of all of the different types of inferable knowledge can include statistics as support [xviii],
confidence [xvii], etc.

4.2

Association Rules

4.2.1 Detailed Explanation

Given a set I of data items and a set D of transactions [xx]. A transaction T is a set of items.

I = {i1,i2,…,im},
∀T∈D: T ⊆ I
hence, D is a superset (or set of sets) over data items.
An Association Rule is an implication on itemsets X and Y, denoted by X⇒Y
where X ⊆ I, Y⊆I, X∩Y = ∅.
In other words the problem of finding association rules is simply that of finding implications between itemsets,
where the presence of one set of items X in a user transaction [xx] implies (with a certain degree of confidence
and support) the presence of another set of items Y in that same transaction.
Confidence c denotes the stength of implication (e.g., the percentage of transactions in D which contain X also
contain Y) and support s indicates the frequencies of the occuring patterns in the transactionset (e.g., the
percentage of transactions in D which contain X and Y). In formulas:
C = |X∪Y| / |X|
S = |X∪Y| / |D|
It is often desirable to only pay attention to those rules which have reasonably high support. Thresholds can thus
be defined on both the confidence C as well as the support to limit the amount of rules discovered. Rules with
high confidence and support are referred to as strong rules, see [13].
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The task of mining association rules is essentially to discover strong association rules in –often large- datasets.
The problem of mining association rules can be decomposed into the following two steps:
1.

Discover the large itemsets, e.g., the sets of itemsets that have transaction support above a pre-defined
support-threshold s. These itemsets with a large support are called frequent itemsets..

2.

Use the large itemsets to generate the association rules from the dataset.

The first step takes by far the most amount of precessing-power, and hence time. Efficiently determining large
frequent item-sets is thus the focus of most work done in this area. The Apriori-algorithm [14], arguably the
best-known algorithm for Association Rule Mining is described next to illustrate the nature of the problem of
determining these large item-sets.

4.2.1.1

Algorithms

Consider a database D of transactions like the example database given in figure 3 below.

figure 3. An exmaple database of transactions

In each iteration the Apriori-algorithm constructs a candidate set of large itemsets, counts the number of
occurences of each candidate itemset, and then determines large item-sets based on a pre-determined minimum
support [12]. In the first iteration Apriori simply scans all transactions in the database to count the number of
occurrences for each item. The set of candidate 1-itemsets, C1 , obtained is shown in figure 4. When we assume
that the minmum transaction support required is 40%, the set of large 1-itemsets, L1, composed of candidate 1itemsets with the minimum support required, can then be determined. To discover the set of large 2-itemsets, in
view of the fact that any subset of a large itemset must also have minimum support, Apriori uses L1 * L1 to
generate a candidate set of itemsets C2, where ‘*’ is an operation for concatenation. C2 consists of |L1|! / ((|L1|-2)!
* 2!) 2-itemsets. Next, the four transactions in D are scanned and the support of each candidate itemset in C2 is
counted. The set of large 2-itemsets, L2, is therefore determined based on the support of each candidate 2-itemset
in C2.
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The test of candidate itemsets, C3, is generated from L2 as follows. From L2, two large 2-itemsets with the same
first item, such as {BC} and {BE}, are identified first. Then Apriori tests whether the 2-itemset {CE}, which
consists of their second items, constitutes a large itemset or not. Since {CE} is a large itemset by itself, we know
that all subsets of {BCE} are large and then {BCE} becomes a candidate 3-itemset. There is not other candidate
3-itemset from L2. Apriori than scans all the transactions and discovers the large 3-itemsets L3 in figure 3. Since
there is no candidate 4-itemset to be constituted from L3, Apriori ends the process of discovering large itemsets.

Figure 4. Generation of candidate itemsets and large itemsets.

Please note that the text of this sub-section has almost literally been taken from [12].

4.2.1.2

Association Rule Mining applied

In the context of personalization-applications, Association Rule Mining can be used to discover correlations
between page-views in a user-transaction. For example, using association discovery techniques, correlations such
as the following can be found:
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•

20% of clients who accessed a web page with URL /company/product1, also accessed
/company/product2

•

50% of clients who accessed /company/special placed on online order in /company/product1

In the above examples correlations are based on the structure of the web-site. In other words, the URL of the
page in question is the data-item which is used to create association rules. URLs can be utilized as data-items at
all times, whether a site consists of static or dynamically generated pages makes no difference. A drawback of
using URLs as data-items for Association Rule discovery is that in case of a lot of pages, the number of rules
that have to be examined is huge. To give an impresion: n pages gives a total of n URLs (as URLs uniquely
identify a page) which gives a total of n*(n-1)/2 possible relations between pages and n*(n-1) possible
association rules, as association rules are directional, e.g., A⇒ B ≠ B⇒A. To make matters even worse, this total
only reflects the number of association rules of the form A⇒ B, e.g., only one data-item exists on the left-hand
and on the right-hand side.
Using URLs as data items presents us with another more pragmatic problem; are these kind of assocation rules
useful? For recommending pages these rules would probably suffice. However, a company would generally not
be interested in a recommendation system recommending pages, but rather in recommending products, or
anything else which raises revenues.

4.2.1.3

Multiple-level Association Rules

In many applications interesting association-rules only appear on relatively high concept levels. For instance, the
purchase patterns in a transaction database may not show interesting correlations on a low-level, such as the
unique product code level, but may show some interesting regularities at a higher concept level such as
televisions and receivers. Therefore it is important to not only mine association rules on the primitive data level,
but also on higher levels of abstraction.
Notice that some sort of concept hierachy, or taxonomy is needed to be able to mine assocation rules at different
levels of abstraction. These hierarchies may be available directly from database structures, such as a combination
of database attributes as day, month, and year. When these database structures aren’t available or aren’t
sufficient, hierarchies may need to be built by hand by an expert, taking the available domain knowledge into
account. Note that the class of Multi-level Generalization, Summarization and Characterization techniques, see
section 4.7, is concerned with the process of designing these kind of structures. Efficient algorithms are
developed for mining Assocation Rules which are able to handel data-items at multiple levels of abstaction. [15]
Personalization systems probably infer more interesting association rules when based on more abstract concepts
such as television or reciever, instead of being based on low-level URLs, which may or may not contain some
content about these concepts. Nowadays, however, more and more e-commerce sites, and other sites for that
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matter, consist of dynamically generated pages. These pages are often generated based on a couple of attributevalue pairs on basis of which a dynamic page is constructed, take the following URL for example:
http://site-name/product.php?type=receiver&brand=pioneer&model=vsx812
This example illustrates that a system of some sort exists which on basis of the attributes brandmodel and type,
generates a dynamic page. These attributes have value-ranges specific to the domain. This implicates that a
human or automatic agent should be able to derive all values for all possible attribute-domains without much
problem. It might be clear to the reader by now that these available attributes and their closed range of possible
values are good candidates for data-items to be used for association-rule discovery.
In this way, association rules on different levels of abstraction can be found. For example it may be useful to find
very specific correlations between products such as the following:
•

20% of the users that have accessed a page related to a reciever of the brand Pioneer with productid
vsx-812 have also visited a page related to a receiver of the brand Pioneer with productid vsx-912

However, more high-level correlations between pages such as the following may also be of interest:
•

50% of user who visited product-pages related to receivers have also visited product-pages related to
televisions.

Note that different users may in fact have visited different pages (URLs) which all relate to the same productattributes. Take for instance the following URLs:
•

http://site-name/product.php?type=receiver&brand=pioneer&model=vsx812

•

http://site-name/addToCart.php?type=receiver&brand=pioneer&model=vsx812

These URLs both indicate an interest by the user in the receiver mentioned above. This implies that visits to both
of these pages contributes to the support of potential association rules found. Moreover, the amount of different
data-items decreases substantially, as not all URLs count as unique data-items anymore, but instead only
different products do, of which there are usually substanitally less than the total number of pages on an ecommerce website.
It may be clear from this discussion that using product-attributes as data-items for association-rule discovery
presents more possibilities to an organization than using plain URLs as data-items does.

4.2.1.4

Other Considerations
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Besides mining low-level data-items and multiple-level data items, the problem of discovering association rules
in quantitative data-items has also drawn much interest. Efficient algorithms have been developed to handle
these data-items. [16]
Support and confidence are measures for calculating the objective interestingness of association rules. When
rules are discovered with a large support and confidence this doesn’t automatically mean that these rules are
interesting from a subjective point of view. Measures for calculating the subjective interestingness, e.g. taking
context and domain knowledge into account, are presented by Cooley [60].

4.2.2

Examples

4.2.2.1
4.2.2.1.1

Creating Aggregate Usage Profiles using AHRP

Introduction to Aggregate Usage Profiles

In [19,20,21] B. Mobasher et. al. Discuss two distinct methods for generating so called aggregate usage
profiles. The aggregate profiles ‘capture aggregate views of the behavior of subsets of site users based on their
interests and/or information needs’ [19]. Aggregate profiles are represented by a vector of weighted pageviews
and are derived from users which have some usage history in common. Hence, aggregate profiles are similar to
data clusters in a way. The difference being, that no actual relation between an indididual user and an aggregate
profile is being stored. Instead, usage history of the active user and usage profiles are matched online and
pageviews of the matching aggregate profiles are weighted and recommended to the active user accordingly.
Derived from [19] aggregate profiles should posses the following characteristics to be succesful for
personalization:
•

Aggregate profiles should capture possibly overlapping interests of users, since many users may have
common interests up to a point.

•

Aggregate profiles should provide the capability to distinguish among page-views in terms of their
significance within the profile, e.g. page-views should be weighted.

•

Aggregate profiles should have a uniform representation, which allows recommendation engines to
easily integrate different kinds of profiles independently of the generation method used.

4.2.2.1.2

Aggregate Usage Profiles and Association Mining

One method for generating these aggregate profiles is based on association mining. This generation method
involves computing clusters of page-view references based on how often they occur across user transactions.
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This in contrast to the other technique that doesn’t cluster page-views directly but clusters user transactions
based on their similarity, instead, see section 4.4.2. Using page-view clustering instead of transaction clustering
has the advantage that potentially overlapping interests of different types of users can be found. In other words,
aggregate profiles based on page-view clustering represent aggregate interests of different types of users, while
aggregate profiles based on transaction clustering represent aggregate interests of the same type of users. In this
context, users are said to be of the same type if their browsing behavior, identified by transactions, is similar up
to a point.
In theory, similarity-based methods could be used to generate page-view clusters. However, instead of
comparing transactions based on the page-views they contain (as in transaction clustering), page-views must be
compared based on the transactions they are contained in. This results in a dimension explosion, which
similarity-based clustering techniques are unable to handle efficiently. Therefore a technique called Association
Rule Hypergraph Partitioning Technique (ARHP) is used in this application, which can efficiently cluster highdimensional datasets without requiring dimensionality reduction,. See [22] for a thorough description of this
technique. Here we will present this technique in general.
First, an association rule discovery algorithm such as the Apriori algorithm, see section 4.2.1.1, is used to find
frequent itemssets among the set of page-views P. All itemsets returned by this algorithm satisfy a minimum
support threshold. Second, the set IS of large frequent itemsets are used as hyperedges to form a hypergraph H =
<V,E>, where V represents the set of vertices and E represents the set of edges and where V ⊆ P and E ⊆ IS. A
hypergraph is an extension of a normal graph in the sense that a hyperedge can connect more than two vertices.
The weights associated with each hyperedge can be determined based on a variety of criteria such as confidence
[xvii], support [xviii] or any other measure of interest. B.Mobasher et.al., use the following function to weigh
each hyperedge:
Interest(I) = σ(I) / ∏i∈Iσ(i)
Essentially, this function considers the support of a frequent itemset relative to the individual support of items
appearing in the itemset. If the interest-function returns a value greater than one, than the items in the itemset
appear together more often than what could be expected from a random distribution of the contained items.
Next, hypergraph H is partitioned into a set of clusters C. This is a recursive-partitioning algorithm that stops
when the strength of the edges in the partition divided by the strength of the edges not in the partition exceeds a
certain threshold. Each recursion, vertices are checked and removed from a partition if their respective
Connectivity-measure is smaller than a given threshold. The connectivity of vertex v with respect to a cluster c is
defined as:
Conn(v,c) = ∑e⊆c,v∈e weight(e) / ∑e⊆c weight(e)
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A high connectivity value suggests that the vertex has strong edges connecting it to other vertices in the partition.
The ARHP-method is more involved than what we’ve described above, but it will suffice for our goal here. The
connectivity value of a vertex (pageview) defined above is further used as the primary function in determining
the weight associated with that item within the profile. The weights associated with pageviews in an aggregate
profile are in turn used as part of the recommendation process when profiles are matched against the active user
session.
After Aggregate Usage Profiles have been created in the manner described above, recommendation engines must
then be able to match the active user against these profiles in order to recommend items to this user. This match
is based on a similarity-based measure which is why the last part of this recommendation system is discussed in
section 4.4.2.1.2: Using Aggregate Usage Profile for Recommending, in which the other method of generating
aggregate profiles by B.Mobasher et.al. is discussed.

4.2.2.2

Testing Transaction Identification approaches

Robert Cooley, et al., [10] describe an experiment using the application WEBMINER [11]. In this experiment,
different transaction discovery techniques such as reference length, maximal forward reference and time window
techniques are compared to each other. The reference length and maximal forward reference technique are
described in 3.3.8. For this purpose a transaction log is taken and transactions are identified based on the three
methods described above. Next, these transactions are used as a basis for discovering Association Rules. The
technique used for association mining is not really explained here, but of great interest are the test results
comparing these three techniques in sparse, medium and dense data-sets. Conclusions from this work suggest
that reference length approaches perform well in an arbitrary dense dataset, whereas maximal-forward reference
and time-window approaches do not. Here the measure of success is defined as the total number of interesting
association rules found.

4.2.2.3

Association Mining: The approach of Lin et.al.

Lin et.al., [23], discuss an application in which association rules are used to perform personalization. Association
mining is performed on data-items, which represent explicit user ratings. Each user-model is thus represented by
a vector of pageview-rating pairs.
Next, the association-mining algorithm is performed offline. Two distinct rules are mined in this example. First
users are associated to each other based on their similar interest in a particular item. In general, for each item, the
user-population is mined to find rules such as the following: [User1:like] AND [User2:dislike] =>
[TargetUser:like], where ‘like’ and ‘dislike’ indicate an ‘interest’ and ‘disinterest’ in a particular item. This
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Boolean rating can be extended to a n-dimensional qualitative or quantitative value. Next, items are associated to
each other based on rules such as the following:
[Item1:like] AND [item2:like] => [Targetitem:like]. These rules are performed for each user.
This approach is executed iteratively, where rules for association mining items are extended to contain different
users, if these users have been associated to each other in a previous iteration. Vice versa, rules for association
mining users are extended to contain different items, if these items have been associated to each other in a
previous iteration.
These associations are used online to compute users similar to the active user. K items with the highest scores
from these users are suggested to the active user.

4.2.3

Concluding Remarks

Mining for association rules is an important approach in the context of personalization. Association Rule Mining
enables the discovery of correlations and associations between data items in a given dataset. A data-item can
represent any kind of element, e.g., from low-level URLs to higher-level concepts as products for example.
The discovery of association rules in a dataset is a complex task. Much research has therefore been done to
reduce the complexity of this task by pruning the dataset for example, e.g. removing data-items from the dataset,
or by reducing the number of attributes or attribute-values that takes part in the equation. One method for
reducing the dataset, for instance, is to cluster a dataset in smaller partitions offline, enabling the online part of
the algorithm to only mine for association rules between data-items in the same partition.
Another method is to discard certain data-items based on a trained classifier. Take for instance a website for
which web-pages are classified as either belonging to the class of content-pages or to the class of navigation
pages, see section 3.3.1. If we decide to constrain the found associations between pages to only contain content
pages, we can use this decision to prune the total data-items in the dataset considerably.
When association-rules are discovered based on attribute-values of data-items in a dataset, it is sensible to
constrain the specific attribute-values for which associations rules must be found in order to reduce the
complexity of the mining task even more.
When these approaches are used to reduce the complexity of the mining task, along with setting the confidence
and support thresholds for the association rules that have to be discovered, the association rule-mining algorithm
can do its job. When this process has finished, there is no guarantee that the discovered association rules are
interesting for the purpose of personalization, or whatever purpose for that matter. It is often up to an analyst to
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distill the interesting rules from the often-large range of discovered association rules. Attempts have been made,
for example by Cooley [60], to design more subjective measures of interestingness for inferred knowledge.
Without measuring the subjective interestingness of association rules, e.g. confidence and support are objective
measures, a lot of interesting things can still be done in the context of personalization.
Association rules can be especially rewarding in the area of recommender systems. Consider the application in
which web-pages or products are recommended based on existing association rules for which these web-pages or
products are the implication of an association rule and for which the currently visited web-page or product is the
prerequisite of the same association rule. This example illustrates association rule approaches and similarity –
based approaches can be considered to be competitors in the application area of online recommendation systems.
The difference between these two approaches is that the association-rule approach can only relate items to each
other, based on the existence of these items in the same data-set with enough confidence and support. This only
indicates, for whatever reason, that visitors who visited page or product A also visited page or product B. The
similarity-based approach on the other hand is able to relate items based on all kinds of relationships. The
advantage of association mining in relation to the similarity-based approach is that association mining is easier to
scale, all else being equal.

4.3

Sequential patterns

4.3.1

Detailed Explanation

The problem of discovering sequential patterns in transaction logs is that of finding intra or inter-transaction
patterns such that the presence of a data item [xvi] or set of items is followed by another data item in a timestamp ordered transaction set.
In web server transaction logs, a visit by a client is recorded over a period of time. The timestamp associated
with a transaction in this case is a time interval that is determined and attached to the transaction during the data
cleaning or transaction identification phase, see 3.3.2.1 and 3.3.2.5.
Algorithms for sequential pattern analysis are closely related to algorithms for Association Rule discovery.
Therefore, we will not go into depth here about specific algorithms for sequential rule mining. We will however
discuss a special class of Sequential Patterns called Path Traversal Analysis.
Path Traversal Analysis is the problem of capturing user access patterns in a hyper-linked dataset. Examples of
such datasets include the world wide web or a subset of the www such as a website. Users who access these
hyper-linked datasets, use the available hyperlinks to jump from one data item to another, in pursue of their
interest. Clearly, the problem of understanding user access patterns is of great importance for improving system
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design (e.g., providing quick access between highly related data items, etc.) and for commercial purposes (e.g.,
putting advertisements in the right places, etc.).
Path traversal analysis is a special case of sequential pattern analysis. The difference being that path traversal
analysis is solely concerned with data items being hyper-linked web-pages, while sequential pattern analysis is
also concerned with other types of data items which are correlated in a time dependent order. Path traversal
analysis has its own specific problems, when compared to sequential patterns analysis, which is why the problem
of analyzing path traversal patterns is discussed separately. The biggest specific problem which path traversal
analysis faces is the observation that some data-items (web-pages in this case) are visited only because of their
location, rather than their content.
Path traversal analysis consists of two steps. First, an algorithm for determining maximal-forward references
based on a transaction-log is executed. This problem is already discussed in sub-section 3.3.2.5. Second, an
algorithm for determining frequent traversal patterns, referred to as large reference sequences, are obtained from
the maximal-forward references determined in step one. A large reference sequence is a reference sequence that
appeared a sufficient number of times in the dataset. In other words: the support of the particular reference
sequence must exceed a specific user-specified threshold.
After large reference sequences are determined, maximal reference sequences can be obtained in a
straightforward manner. A maximal reference sequence is a large reference sequence that is not contained in any
other large reference sequence. Suppose that {AB,BE,AD,CG,GH,BG} is the set of large 2-references and
{ABE,CGH} is the set of large 3-references. Then, the resulting set of maximal reference sequences is
{AD,BG,ABE,CGH}.

4.3.1.1

Representation methods of Sequential patterns

Sequential Patterns, including Path Traversal Patterns, are often modeled as Markov Chains and used for
predicting the next user access based on previously accessed pages. Markov Chains are essentially graphs where
vertices (called states) represent page-views or ordered sets of page-views and edges represent jumps between
these page-views or sets of page-views.
Each edge is labeled with a probability that a user follows this particular edge. Markov Chains have the property
that the probability that a user reaches a state a only depends on the state that he leaves from. This has the
disadvantage, in this particular context, that vertices cannot simply represent page-views as the probability that a
user reaches a particular page not only depends on the page-views he’s coming from, but also on the page-views
that he/she has visited before. Therefore, when used for this purpose, the states in a Markov Chain generally
represent an ordered set of page-views instead. This often results in high space complexity due to the explosion
of vertices in a Markov Chain.
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Solutions exist to limit the high space complexity of sequential patterns. Selective Markov models, where states
are reduced by pruning strategies (e.g. support, error, etc.) and longest repeating subsequences, where the focus
lays on significant navigational paths only, are used to this end.
Compared to other methods, sequential pattern mining gives good recommendations, but the coverage of
sequential patterns is usually low. In other words, when an active user is identified to have traveled a particular
mined path, it can be predicted, with a relatively high amount of certainty, which page-view is visited next. The
probability that a user visits a path that is covered by a sequential pattern however, is relatively low, which
means that in that case no predictions can be made. Coverage can be increased by using all possible sizes of the
user history, as discussed in section 4.4.2.1.2.

4.3.1.1

Sequential Patterns applied

Applications in the area of personalization are versatile. The discovery of sequential patterns in server access
logs allows organizations to predict future user visiting patterns and helps in targeting advertising aimed at
groups of users based on these patterns. By analyzing this information, the personalization application can
determine temporal relationships among data items such as the following:
•

30% of clients who visited /company/products has done a search in Google, within the past week on
keyword w.

•

60% of clients who placed on online order in /company/product1 also placed an order in
/company/product4 within 15 days.

•

20% of clients who visited /company/product1 afterwards visited /company/product2. However, 80%
of these clients visited /company/product2 by first returning to the index-page, while the other 20% of
these clients visited /company/product2 directly from a drop-down menu. This may indicate that the
functionality of the drop-down box in question is not utilized to the maximum extent. This is an
example of Path Traversal Analysis

Another important data dependency, which can be discovered using the temporal characteristics of the data, is
the technique of finding similar time sequences. For example, we may be interested in finding common
characteristics of all clients that visited a particular page or set of pages within the time period [t1,t2], or
conversely we may be interested in a time interval in which a particular page or set of pages was most accessed.
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Two other time-dependent analysis methods are trend-analysis and change-point detection. Trend analysis can be
used to detect changes in the usage patterns of a site over time, and change-point detection identifies when
specific changes take place. For example:
•

Accumulated page views for Pioneer receivers have been increasing over the last two quarters.

•

Page views for the Pioneer receiver model vsx-812 have increased from January through March,
afterwhich pageviews began to drop.

4.3.2

Examples

Sequential patterns are often used to predict future requests and presenting documents to users accordingly. As
we’ve discussed in 4.3.1.1, Markov Chains are a proven method of representing these access patterns. The other
often used method for representing sequential access patterns are so called n-Grams. An n-gram is a sequence of
n web requests, and the n-gram model learns how often each sequence of n requests was made in the training
data. If an n-gram matches the suffix of the user’s recent browsing history, this is used to predict the future
request. Pitkow, et. al. [33] , show that compared to various Markov models, longest repeating sub-sequence
models can significantly reduce model size without reducing accuracy.
Zuckerman et.al., [34] developed a system that reduces the user’s expected waiting time by pre-sending
documents the user is likely to request. Their models are based on observing the behavior patterns of many users,
rather than using the behavior of an individual. They combine two features: the order of the requested pages and
the structure of the web site.

4.3.3

Concluding Remarks

Mining for sequential patterns is related to mining for association rules. Two real differences between these two
approaches exist. The first is a technical difference: where association mining searches for associations and
correlations between data items without constraints, sequential mining is limited to finding those rules for which
the prerequisite of a rule has a smaller time-stamp associated with it, than the implication of the same rule. The
other difference is the application of these approaches. Where association mining is typically only concerned
with determining what items have appeared together frequently, sequential patterns approaches are concerned
with finding sequences of items.
Therefore, sequential pattern mining approaches are generally used for different purposes than association rule
mining approaches. Sequential patters mining approaches are mostly concerned with predicting the goal or
browsing behavior of a user. Personalization systems can use sequential patterns to help users fulfill their goals
by providing shortcuts to pages, which the system thinks, the user is interested in.
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A sequential pattern can just like an association rule be represented as a implication rule. The vital difference,
besides the difference already discussed, is that the prerequisite of the rule often exists of multiple items. This
relates to predicting an item based on multiple previously visited items, instead of just one item, which is often
the case for association rules. The reason behind this is simple; the sequence that is represented by this rule can
hardly be called a sequence if it only exists of to two elements, e.g. one being the prerequisite and one being the
implication. The disadvantage of mining sequential patterns is that the number of possible sequential patterns is
huge, e.g., typically n! for a dataset with n data-items. Algorithms like the maximal forward reference use an
incremental approach (when considering the length of the sequence) instead of a naïve approach of considering
all possible sequences, to discover sequences with a high support. Since the prerequisite of a sequential pattern is
often strong, the confidence of a sequential pattern is generally large. However, since a lot of sequences are
possible, only a small percentage of all possible sequences can be stored. This implicates that a user’s
navigational path has a relatively small chance of being equal to one of the mined sequential patterns. If it does,
however, there’s a relatively large probability that the pattern predicts the user’s next move correctly. Due to the
rather bad coverage of sequential patterns in general we do not consider sequential patterns to be a good choice,
when having to recommend one of the possible types of inferable knowledge discussed in this chapter.

4.4

Similarity-based patterns

4.4.1

Detailed Explanation

Similarity based patterns are used when multidimensional data-items [xvi] are compared to each other and some
statement about their pair-wise similarity has to be made. Data items are compared to each other based on the
existence or attribute-value of the attributes, which they contain. For each attribute a different measure of
similarity may exist. A weighted aggregation function is computed based on these attribute-based similarity
measures, which results in the final similarity measure.
When searching for similarity patterns in datasets, two types of queries usually exist:
•

Object-relative similarity query (i.e., range query or similarity query) in which a search is performed on
a dataset to find the data-items that are within a user-defined distance (or threshold) from the queried
data item.

•

All-pair similarity query (i.e., spatial join) where the objective is to find all the pairs of data items that
are within a user-specified distance (or threshold) from each other.
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The last type of similarity-based query can for instance be used to group data-items together based on their
distance (or similarity) from each other. These groups are usually referred to as clusters and are discussed in
section 4.5.
Similarity-based patterns can be used to solve other problems, then the problem of clustering data-items, as well.
Most of the solutions to these problems belong to the category of object-relative similarity queries. Hence, these
problems can be abstractly formulated as follows: given an object (or data-item), retrieve all the data-items that
are within a user-defined distance from this object (or data-item).
Two well-known specific personalization applications that belong to this type of similarity-based analysis are
collaborative filtering and item-based filtering respectively. Both techniques are primarily used in
recommendation systems, which we’ve introduced in section 3.1.1.4.

4.4.1.1

Collaborative Filtering

Collaborative Filtering is the application where given a specific user, other data-items representing users are
retrieved which are within a user-defined distance from this user. Based on particular item-ratings of these
neighbor users, highly rated items are recommended to the current user. In other words, Collaborative Filtering
is an application of similarity-based patterns with the goal to provide item recommendations or predictions based
on the opinions of other like-minded users. The opinions of users can be obtained explicitly from the users or by
using some implicit measures [17]. Note the analogy with the abstract problem formulation above.
In a typical Collaborative Filtering scenario, a list of m users U = {u1,u2,…,um} and a list of n items I =
{i1,i2,…,in} exist. Each user ui has a list of items Iui, which the user has expressed his opinions about. Opinions
can be explicitly supplied by the user as a rating, usually on a Boolean, numeric or qualitative scale, see section
3.1.2.1.3, or implicitly derived from purchase records, see section 3.1.2.1.4, analyzing time-logs, see section
3.1.2.1.2, or by mining visited pages in server-logs etc. Note that Iui ⊆ I and Iui can possibly be the null-set. A
distinguished user ua ∈ U exists, which is called the active user for whom the task of a CF-algorithm is to find an
item likeliness that can be of two forms.
•

Prediction is a numerical value, Pa,j expressing the predicted likeliness of item ij, where ij ∉ Iua for the
active user ua. This predicted value is within the same scale (for example 1 to 5) as the values provided
by ua.

•

Recommendation is a list of N items, Ir ⊆ I, that the active user ua is predicted to like the most. Note
that all items on the recommended list of items should be items for which the active user hasn’t given
his opinion on, i.e., Ir ∩ Iua = ∅.

Collaborative Filtering uses the usage model [x] of the active user and compares it to models of other users. Such
a model is usually represented as some sort of feature-vector, where each feature in a feature-vector represents
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an opinion about a particular item, for instance, a web page, a news-item, or a product. CF-based algorithms use
this set of data-items to find a set of users, known as neighbors [xxi] that have an agreeing history with the active
user. (i.e., they either rate different items similarly or they tend to buy similar items). Once a neighborhood of
users is formed, these systems use different algorithms to combine the opinions of neighbors to produce a
prediction or Top-N recommendation for the active user. These techniques are known under various acronyms,
like nearest-neighbor algorithms and user-based collaborative filtering algorithms and are widely used in
practice. Similarity-based algorithms roughly consist of two phases:
•

Retrieve neighborhood of the most similar users compared to the active user.

•

Give recommendations or predictions based on similarity and other statistical measures of opinions in
the retrieved neighborhood.

4.4.1.1.1

Disadvantages of Collaborative Filtering

User-based collaborative filtering approaches have been successful in a number of commercial systems;
Amazon.com being one of the most well known. However, their widespread use has revealed some potential
challenges, such as:
•

Sparsity of the dataset. Recommendation systems, like the system used at Amazon.com, are used to
evaluate large sets of data-items. In these systems even very active users will have generally purchased
less than 1% of all available items. Accordingly, a recommendation system based on nearest-neighbor
algorithms will have trouble recommending data-items, as neighbors based on a similar opinion-history
may be hard to find. As a result the accuracy of recommendations based on this approach may be poor.

•

Scalability. Nearest neighbor algorithms require a computation cost of O(N*M) where N is the total
amount of users and M is the total amount of items available. Given a web-based recommendation
system with millions of users and items, it will be clear that these systems will suffer from serious
scalability problems. Solutions such as clustering approaches have been proposed, which ease the
online computation cost by pre-processing users into clusters, such that neighbor algorithms are only
performed on clusters of user, which the active user belongs to.

•

Latency problem. Collaborative Filtering is not suited for recommending new items, because CFapproaches can only recommend items already rated by other users. If a new item is added to the
content-database, there can be a significant delay before this item will be considered for
recommendation.
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4.4.1.2

Item-based filtering

Item-based filtering is an application of similarity-based pattern discovery, where both the usage model [x] and
the domain model [xiii] are used for recommendations. Item-based filtering uses the usage model to extract the
items which the active user has previously shown interest in, and compares these items with other items
available in the usage model [x] or domain model [xiii] . The N items which are most similar to the items which
the active user has shown interest in previously, and that are not part of this history themselves, are
recommended to the active user. Sarwar et.al. [17], who discussed this approach for the first time report a great
speed increase in recommendations when compared to the Collaborative Filtering approach, thereby (partially)
fulfilling the challenge of scalability described above.

4.4.1.2.1 Item-based filtering algorithms
In this sub-section we discuss the item-based filtering algorithm presented in [17]. The text presented in this subsection draws heavily from this paper.
The item-based approach discussed in [17] looks into the set of items, that the target user has rated, i.e., either
explicitly or implicitly, and computes how similar they are to the target item i and then selects k most similar
items {i1,i2,…ik}. At the same time their corresponding similarities {si,1,si,2….,si,k} are also computed. This is
done for all items i which the active user has shown interest in. Once the most similar items are found, the
prediction is then computed by taking a weighted average of the target user’s ratings on these items. Several
similarity computations are discussed next. Note that the presented similarity computations can be used to
compare other kinds of data-items to each other as well, and can thus be regarded as examples of generally
applicable similarity-based computations.
Item similarity computation. A critical step in the item-based filtering algorithm is to compute the similarity
between items and then to select the most similar items. The basic idea in similarity computation between two
items i and j is to first isolate the k users who have rated both of these items and then to apply a similarity
computation technique to determine the similarity si,j. Each item is represented as a k-dimensional data-item
(feature vector) containing ratings of the k users found. Given this representation the following three similarity
computations can be used. Note again, that the use of these representations and similarity computations is not
limited to the application discussed here. Note also that other similarity-based measures can be used.
Cosine-based Similarity. The similarity between two items i and j (represented as vectors as discussed above)
is measured by computing the cosine of the angle between these two k-dimensional vectors. In mathematical
notation the similarity computation is given by:
Sim(i,j) = cos(i,j) = i · j / (|| i || * || j ||)
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Where i, j represent k-dimensional vectors as described above, “·” Denotes the dot-product of two vectors and || i
|| denotes the length of vector i.

Correlation-based similarity. Let the set of users who both rated i and j are denoted by U then the correlation
similarity is given by:
Sim(i,j) = corri,j = ( ∑ueU (Ru,i – avg(Ri)* (Ru,j – avg(Rj)) ) /
( √ ∑ueU (Ru,i – avg(Ri))2 * √ ∑ueU (Ru,j – avg(Rj))2)
Here, Ru,i denoted the rating of user u on item i, avg(Ri) is the average rating of the i-th item. Avg(Ri) is used as
a normalization factor.
Adjusted Correlation-based similarity. Different users rate differently, although they might be similarly
interested in the same item. To take this into account, the corresponding user average is subtracted from each corated pair. Hence, we get the slightly modified function:
Sim(i,j) = corri,j = ( ∑ueU (Ru,i – avg(Ru)* (Ru,j – avg(Ru)) ) /
( √ ∑ueU (Ru,i – avg(Ru))2 * √ ∑ueU (Ru,j – avg(Ru))2)
Here, Ru,i denoted the rating of user u on item i, avg(Ru) is the average rating user rating of user u. This average
is used as a normalization factor as described above.

4.4.1.2.2 Disadvantages of Item-based Filtering
A major drawback of the item-based filtering approach is that considerable time may be spent to assign contentfeatures to items. Typically, a domain expert has to assign features manually, which is very time-consuming and
often not very objective. Techniques such as (semi)-automatically extracting features from text based on a
controlled vocabulary exist, that can partially solve this problem.
Another problem is related to the recommendation phase. Here the success of the recommendation greatly
depends on the items that the user has already (explicitly or implicitly) rated. Especially, new users will not be
able to receive good recommendations. This is also a problem of Collaborative Filtering approaches.
The last problem that we want to address here is that recommendations based on item-based approaches
generally recommend similar items to the items that the active user has already visited. This can be a problem as
a user may also like totally different items, then the items he has already visited. Several, approaches have tried
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to address this last problem by injecting some randomness into the recommendation function. This problem is
generally referred to as over-specialization.
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4.4.1.3

Multi-level similarity-based patterns

Note that although Collaborative filtering and Item-based filtering are two totally different applications, the
problem of finding solutions to these problems is basically the same. All that is needed is a representation of
data-items in some sort of vector-format and then computing the k-most similar items based on that
representation and some sort of similarity function (or functions). It may be clear that selecting or designing
appropriate similarity functions is the biggest issue here.
Sometimes similarities between data-items may be relatively clear. Take a recommendation system, which
recommends movies for example. This system can take many approaches in recommending movies to users. One
example is the use of Collaborative Filtering. In this context k movies would be recommended to the active user
which rate highest among movies in the user’s neighborhood, e.g., all movies which neighboring users have
rated. A different strategy would be recommending movies based on item-based filtering. Here, movies would be
recommended to the user which posses similar attribute values as the movies, which the active user has rated
high. These similar attributes can for instance be user ratings, like the approach taken in [17], which we’ve
discussed in section 4.4.1.2, but also other attributes like actor, genre, year, etc. E.g., if a user has expressed
much interest in movies featuring Julia Roberts there is a rather large probability that the active user is interested
in other movies of Julia Roberts also. This example illustrates that a lot of different attributes can be taken into
account when performing item-based filtering.
However, staying with the example above, we can compare movies on a more fine-grained level based on
characteristics, such as actor, genre, etc., when knowledge on a conceptual level, relating the values of these
characteristics, exists. For example a user who has expressed interest in a movie featuring Julia Roberts is more
likely to be interested in a movie featuring Hugh Grant then a movie featuring Silvester Stallone (all else being
equal), simply because the genre of movies in which Julia Roberts and Hugh Grant play, more closely resemble
each other, then movies featuring Julia Roberts and Silvester Stallone do. An approach would be to design a ‘tree
of similarity’ in which actors are represented as leafs and where a function computes the similarity between two
leafs based on the first node that they both share when traversing the tree upwards, from the leaf to the root that
is. Creating these conceptual trees where items are related to each othe,r based on their position in the three is
related to the processes described in multi-level generalization, summarization, and characterization, as
discussed in section 4.8. Several of the examples discussed in 4.4.2 below make use of a conceptual tree,
taxonomy, or ontology of some sort. These are all representation structures that are part of the domain model
[xiii] that can aid in discovering multi-level similarities between different data items.
A taxonomy is a hierarchy where items in the tree have a ‘is-a’-relationship. For example, a dog is a mammal. A
conceptual tree, is a hierarchy in which items do not necessarily have a ‘is-a’-relationship. Instead, they can for
instance have a spatial relationship, such as “Barcelona’ ‘is located in’ ‘Spain’. However, all items in the same
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conceptual tree have the same type of relationship with other items in the tree, e.g. a conceptual tree only defines
one concept such as location in the example above. An ontology does not have this limitation. So an ontology
can relate various concepts based on various types of relations.

4.4.1.4

Similarity-based patterns applied

Applications based on similarity-based patterns are widespread. As we’ve already discussed, similarity-based
patterns are used for data clustering applications that will be discussed in the next section. Here, a couple of
examples are presented, which can respectively be classified as a Collaborative filtering and Item-based filtering
approach.
•

A user who has shown positive interest in movies featuring Julia Roberts will, with a probability of
60%, be interested in a movie featuring Hugh Grant, based on observing ‘like-minded’ users who have
rated both movies featuring Julia Roberts and Hugh Grant. This is an example of Collaborative
Filtering.

•

A user who has shown positive interest in movies featuring Julia Roberts will, with a probability of
10%, be interested in a movie featuring Hugh Grant, as a conceptual tree based on the characteristic
‘actor’, which is part of the domain model, exists, suggesting that movies featuring Julia Roberts and
Hugh Grant appeal to the same group of people, with a certain probability. This is an example of itembased filtering.

4.4.2

4.4.2.1

Examples

Creating Aggregate Usage Profiles of User Transactions

We’ve already described what aggregate usage profiles are and how they can be obtained using association
mining techniques in section 4.2.2.1. Here we will give the rationale behind using aggregate usage profiles
instead of clusters to group user transactions, as described in [19].
Given the mapping of user transactions into a multi-dimensional feature space, where transactions are
represented as vectors of page-views, clustering algorithms generally partition this space into clusters based on
some distance (or similarity) measure. This results in a set TC = {c1,c2,…,ck} of transaction clusters, where each
ci is a subset of the set of transactions T. Dimensionality reduction techniques may be used to increase the speed
of these algorithms by only examining relevant or significant features. However, transaction clusters may
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potentially contain thousands of user transactions involving hundreds of page-views. B.Mobasher, et.al., state
that this is not by a long shot an effective means for capturing an aggregated view of common user profiles.
Hence, the goal in these papers is to reduce the discovered clusters into weighted collections of page-views
which represent aggregate profiles.

4.4.2.1.1

Profile Aggregations based on Clustering Transactions

Profile Aggregations based on Clustering Transactions (PACT) is a method introduced by B.Mobasher et.al. for
generating Aggregate Usage Profiles based on user transactions, see [19,20,21].
PACT generates aggregate profiles based on the centroids of each transaction cluster, e.g. each aggregate profile
is based on exactly one transaction cluster. However, other factors determining the weights within each
aggregate profile can also be considered, including the link distance of pageviews to the active user location or
the rank of the profile in terms of its significance. Here, we will only discuss the creation of aggregate usage
profiles, derived from [19], based on transaction cluster centroids, for sake of clarity.
For each cluster c ∈ TC, where TC is the set of transaction-clusters, the mean vector mc is computed. This vector
is referred to as the centroid of the cluster c. This vector consists of items representing the mean values of all
pageviews in the cluster with a support greater than a given threshold µ. The mean value of each item is
computed by taking the ratio of the sum of the pageview weights across transactions in c to the total number of
transactions in the cluster. In mathematical terminology, given a transaction cluster c, we construct a usage
profile prc as a set of pageview-weight pairs:
Prc = {< p, weight(p,prc)> | p ∈ P, weight(p,prc) }
Where weight(p,prc) of pageview p within usage profile prc is given by:
Weight(p,prc) = 1/ |c| *∑w(p,t)
Where w(p,t) is the weight of pageview p in transaction t ∈ c. If binary weights are used for pageviews, e.g., ‘1’
when existent, ‘0’ when not existent, the weight-function would simplify to the standard support-function.

4.4.2.1.2

Using Aggregate Usage Profiles for Recommending

After Aggregate Usage Profiles have been created, in one of two methods described in sections 4.2.2.1 and
4.4.2.1 respectively, recommendations based on these profiles can be given to the active user. The accuracy of
the recommendations, besides the generation process of the profiles, also depends on the available browser
behavior of the active user as well as methods for comparing this browsing behavior to the stored aggregate
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profiles. Methods for identifying user transactions across sessions are quickly mentioned in section 3.3.2.5,
which could lead to recommendations based on ‘long-term’-interest instead of ‘short-term’-interest, which would
be captured when only taking the current user session, or a transaction based on a fragment of a user session, into
consideration. The best choice between these two possibilities is entirely application-dependent. In either case, a
sliding window of size n is taken to take the last n pageviews of the active user into account.
The usage profiles obtained in sections 4.2.2.1 and 4.4.2.1 and the active session representing the last n pageviews of the active user are represented as n-dimensional feature-vectors over the space of page-views in the site.
Given a usage profile c, c is represented as a vector:
C = < w1c, w2c,…, wnc>,
where
Wic = {weight(pi,c), if pi∈c
0, otherwise
The active session is similarly represented as a vector S = <s1,s2,…sn> where si is a weight associated with the
corresponding reference, if the user has accessed pi in this session, and si = 0 otherwise. B.Mobasher, et.al.,
simply use a binary weighting for pageviews in the active session. Since, both the active session and the
aggregate profiles are represented as n-dimensional vectors over the same feature space, standard similarity
measures can be used. Typically, Cosine-based similarity is used, as discussed in 4.4.1.2.1, although other
measures could be used to compare the active session S against aggregate profile C. This function is referred to
as: match(S,C).
In order to determine which items are to be recommended, that are not already visited by the active user, a
recommendation score is computed for each page-view pi based on the matching aggregate profiles. Two factors
determine the outcome of this score, namely the overall similarity of the active session to the aggregate profile as
a whole, as well as the average weight of each item in the profile. The recommendation Rec(S,p) is computed as
follows:
Rec(S,p) = √(weight(p,C) * match(S,C))
This results in a normalized score in the range [0,1] inclusive. The square-root is taken to compensate for
counting the weight of p∈C twice.
The recommendation set UREC(S) for the current active session S is given by collecting scores of all pageviews
over all profiles , satisfying a minimum threshold ρ where the highest score is taken for pageviews contained in
multiple profiles. I.e.,
UREC(S) = { wiC | c ∈ UP, and ρ ≤ REC(s,wiC) }
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Considering multiple matching profiles has the effect of improving “coverage” of the recommendation engine.
B.Mobasher et.al., report good results based on both of the aggregate creation methods, discussed in sections
4.2.2.1 and 4.4.2.1 respectively.

4.4.2.2

Yoda.

In [25,26], C. Shahabi et.al., discuss a hybrid recommendation system which is based on clustering, content
analysis and Collaborative Filtering (CF) approaches. Like the system of B.Mobasher et.al., discussed above, it
is a system which is divided into an offline and an online process.
During the offline process, cluster recommendation lists are created based on web usage data from the clientside. “This approach addresses the scalability problem by preprocessing work, but also alleviates the problems
of sparsity and synonymy by discovering latent associations between items.“[25]. Besides the cluster
recommendation list, other recommendation lists based on the opinions of domain experts and item-based
characteristics etc. are used, which results in less preprocessing work while still maintaining good overall
performance.
During the online process, the confidence values of the active user are calculated against each recommendation
list, which is used as a weight for the recommendations in that list. Subsequently, Yoda generates customized
recommendations for the user by aggregating across the recommendation lists while using the confidence as the
weight. To optimize the online recommendation step, a fuzzy aggregation function is used that reduces time
complexity of aggregation from O(N*E) to O(N), where N is the number of recommended items in the final
recommendation list to users and E is the number of recommendation lists maintained in the system. The online
recommendation step is, thus, not dependent on the number of recommendation lists. We will not go into detail
here about techniques used for this fuzzy aggregation function. Interested readers are referred to [26][27]. The
interesting aspect of this example is that different kinds of knowledge, acquired in different ways, are
represented and used uniformly.

4.4.2.3

Integrating Conceptual Knowledge with Aggregate Profiles

In 4.4.2.1 and 4.2.2.1 we presented application examples by B.Mobasher et.al., that, in short, capture aggregate
usage profiles offline and compare active users to these generated usage profiles online, in order to give
recommendations. In [28] B.Mobasher et.al present two approaches for extending the usage-based
personalization process described in the sections referenced above, with semantic knowledge extracted from
content features of pages.
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The rationale for B.Mobasher, et.al., following from [28], to use semantic knowledge to ‘enrich’ the usage-based
personalization process, is that these approaches have the problem that new items cannot be recommended as
they are not part of any aggregate usage profile. B.Mobasher notes that various approaches have been devised to
tackle this problem. Generally, these approaches extract keywords from the content of webpages to create
attribute-features.
B.Mobasher states that these keyword-based approaches are incapable of capturing more complex relationships
between items at a deeper semantical level. Instead he suggests using domain ontologies, see 4.4.1.3, to extract
more valuable semantic knowledge.
A pageview feature matrix

PF is derived from pageviews by various preprocessing tasks. This involves

providing weights of features extracted from meta-data as part of the domain knowledge specified by an domain
expert. For features derived from text, weights are derived automatically as a function of the term frequency and
inverse document frequency (tf.idf) which is commonly used in information retrieval. Furthermore B.Mobasher
suggests that content features could be classified based on a concept hierarchy to limit discovered patterns to
those containing pageviews about a certain subject or class of products. A pageview can then be represented as a
k-dimensional feature vector, where k is the total number of extracted features from the site in a global
dictionary. This vector is given by:
P = {< fw(p,f1), fw(p,f2),…,fw(p,fk)>} where fw(p,fj) is the weight of the jth feature in a pageview p∈ P , for 1 ≤
j ≤ k. For the whole collection of pageviews in the site, the n * k pageview-feature matrix is thus presented as PF
= {p1,p2,…,pn}.
Conceptually, as may already be clear to the reader, the transaction-pageview matrix TP discussed in 4.4.2.1, can
be multiplied by the pageview-feature matrix PF, described above to obtain the matrix TF . This matrix consists
of m transactions, where each transaction consists of a k-dimensional vector over the feature space. A user
transaction can thus be represented as a content feature vector, reflecting the user’s interests in particular
concepts or topics. The process of recommending pageviews based on these matrices resembles they way in
which pageviews were recommended in 4.4.2.1.

4.4.2.4

A hybrid using Conceptual graphs

P.Paulson, A.Tzanavari. [29], just like B.Mobasher, et.al, as discussed above, use ontologies, in this paper
represented as conceptual graphs, to recommend items to users. Each conceptual graph represents a combination
of a user and a usage model, where interests like “movie rating” etc. can be captured just as well as other
characteristics as “job”, “age group”, etc. can. P.Paulson, et.al. believe that capturing different types of
information from users helps to improve the quality of the generated recommendations.

147

Predicting the interest ip of the active user is done by determining the similarity of the active user to all m other
users in the system who have rated the item in question. The predicted rating is the weighted average of the
interest of the m users.
ip = 1/St * ∑j=1 m (sj *i))where st = ∑j=1m (sj)
A conceptual graph, in this context, is a directed graph with two types of nodes: concepts and relations. Each
concept is associated with a concept-type and each relation is associated with a relation-type. Each concept-type
is related to a so-called referent, which defines the domain of the concept-type. A concept is thus a value
existing in the referent associated with the concept-type.
The similarity between two graphs is calculated as a factor of functions. More specifically, the similarity of two
concepts cprobe and clib (defining the active user and a random user) with referents rprobe and rlib and types tprobe and
tlib is defined as:
Sc(cprobe , clib) = SR(rprobe, rlib)ST(tprobe, tlib)SRT(cprobe, clib)
Where SR(rprobe, rlib) denotes the referent similarity and ST(tprobe, tlib) is the type similarity. The relation-type
similarity SRT(cprobe, clib) describes the similarity between the relationships to which concepts cprobe and clib have
outgoing arcs.
Moreover, domains (represented by referents) can be fuzzy. This means that, for instance, a rating ‘4’ and a
rating ‘5’ are not entirely dissimilar. Going into details here about similarity measures used for the different
factor presented above, would defeat the purpose of giving an overview of available applications. Instead, we
refer the interested reader to [29]. This application is a good example of incorporating different kinds of
knowledge, e.g., item-based, collaborative, etc. into one unified framework for recommendation purposes.

4.4.2.5

Comparison-based Recommendation

In [30], McGinty, et.al., suggest that recommender systems engaging into deep dialogues with the active user, in
order to zone in on the item the active user is interested in, are inappropriate. Instead they suggest a more natural
filtering approach based on comparisons.
The comparison-algorithm used, consists of three main steps:
•

New items are recommended based on the current user query.

•

The user reviews the recommendations and selects a preference case as feedback.

•

Information form step 2 is used to narrow-down the solution-space.
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The recommendation process terminates either when the user is presented with the item he/she was looking for
or when he/she gives up. This algorithm is clearly based on similarity-based algorithms as the selected item,
which consists of several features is compared to the items that were not selected in the same iteration. The
features that stand out the most in comparison to features of the items that were not chosen are weighted
accordingly and are used to narrow-down the solution-space in the next iteration. As such this comparison-based
filtering algorithm can be seen as an item-based filtering algorithm. The use of this algorithm is different though,
as the recommendation engine is based on an initial user query, instead of the active browser session or some
other form of rating, which is usually the case in other item-based approaches. Still, this algorithm and
algorithms alike, may prove valuable in typical situations.

4.4.3

Concluding Remarks

Based on the amount of space that we’ve spent discussing similarity-based approaches, it may be clear that we
consider similarity-based approaches to be important for personalization. The presented examples illustrate that
similarity-based approaches can be used for a vast range of different applications. Similarity-based approaches
are not constrained by using particular kinds of data-items, e.g., data-items can virtually represent any kind of
concept. The strength of similarity-based approaches lies in this diversity. Whether a recommendation system is
based on comparing users’ behavior, visited web-pages, ratings, products; everything is possible if an
appropriate similarity measure is used.
Using accurate similarity measures is very important, since the quality of a recommendation stands by the
quality of the similarity measure or measures used. A domain expert is usually required in order for a good
application-dependent similarity measure to be designed. Take for instance a travel site, in which a
personalization system recommends vacations, as described in section 4.7.1.3. Here, vacations on the Costa
Brava and the Cote D’azur are considered more similar than vacations on the Costa Brava and the Northsea
respectively. If enough knowledge is present to design such similarity measures, using a similarity based
approach as a basis for a personalization system, which will usually be some sort of recommender system, can be
very rewarding. If on the other hand a simple generic “of the shelf” recommendation system is used, association
rule mining may be the better answer.
Systems based on association rule mining are generally better equipped for scaling-up, than systems based on
similarity-based patterns, since similarity-based patterns can be as computationally complex as needed for a
particular application, whereas the technology of association rules is relatively straightforward and a topic of
much research and optimization.
Techniques for reducing the dataset of data-items which are to be compared, generally equal the techniques used
for the same purpose as discussed in the section on association mining. Data clustering, e.g., calculating
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similarities between data-items in the same cluster, and classification, e.g., calculating the similarity between
data-items which are classified to have attributes with certain attribute-values, are two of the most important
examples of these techniques.
Collaborative Filtering as well as Item-based Filtering have their weaknesses. Collaborative Filtering has the
important disadvantages that sparse datasets do not produce good recommendations, that the overall complexity
grows linearly with the amount of users, and that new items cannot be recommended as they aren’t rated. Itembased Filtering on the other hand has the disadvantages that a lot of effort has to be put in assigning features to
items, that similar items are usually recommended, e.g., over-specialization, and that new users can not be given
good recommendations, if they haven’t rated items yet. Although these disadvantages seem problematic,
approaches have been devised to overcome these problems. Moreover, applications have been designed which
can be seen as hybrids of both collaborative and item-based approaches. These hybrid solutions share the
advantages of both collaborative as well as item-based filtering, while eliminating the disadvantages. All in all,
we believe that hybrid approaches, which contain both collaborative as well as item-based approaches are an
interesting development in the area of online recommender systems, especially if both of these approaches can
be merged and treated the same on the representation level, as is done by Mobasher et.al. [28], see section
4.4.2.3.

4.5

Data Clustering

4.5.1

Detailed Explanation

The concept of data clustering has already been quickly introduced in 4.4.1. In this section we will elaborate on
this class of inferable knowledge. Data clustering is the process of grouping a set of data (without a predefined
class attribute), based on the conceptual clustering principle: maximizing the intra-class similarity while
minimizing the interclass similarity. Clustering analysis is an approach that helps in partitioning a large set of
data items based on a “divide & conquer”- strategy, which decomposes this large dataset into smaller datasets
[12]. These datasets are called clusters. Generally clusters are partitions, which means that no two pair of
clusters share a common data item. Thus, the following constraint holds:
∀c1,c2∈C: c1 ∩ c2 = ∅
Where C is the set of clusters and c1 en c2 are arbitrary clusters from this set.
Lately, different clustering algorithms have been defined which don’t obey this partitioning constraint. This set
of clustering algorithms is from now on referred to as Cluster Mining Algorithms. Cluster mining algorithms are
algorithms for efficiently identifying a small set of high-quality (and possibly overlapping) clusters with limited
coverage [18]. Limited coverage means that not all data items in the original data set are included (or covered) in
one or more clusters.
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Data clustering as a data-mining task identifies clusters, according to some distance (or similarity) measurement,
in a large multidimensional dataset, see section 4.4. Given a large set of multidimensional data items, the data set
that is spanned by these data items is not uniformly occupied. Data clustering identifies the sparse and crowded
places based on (possibly different) measurements for each dimension (or characteristic) and hence discovers the
overall distribution of the data set.
Data clustering is also often referred to as Unsupervised Classification. This suggests that Data Clustering is
related to Data Classification that is discussed in the next section. The difference between these two types of
inferable knowledge is that Data Classification uses predefined attributes or attribute-values to group data items,
while Data Clustering does not. This explains why Data Clustering is referred to as unsupervised classification:
no (human) supervision is needed to group data items together, in contrast with (supervised) data classification,
where an expert is needed to, at the very least, define attributes on attribute-values on basis of which data items
should be classified. More human intervention is often mandatory, for instance to, often manually, label a
training set on basis of which classification rules are created, see 4.6 for more information on Data
Classification.
Data clustering is also referred to as Conceptual Data Clustering, as distance (or similarity) measures may not
only be based on geometrical (or Euclidian) distance, but rather on the observation that a group of objects
represents a certain conceptual class. This has been extensively covered in section 4.4.

4.5.1.1

Data Clustering Applied

Applications of data clustering for personalization are widespread. Clustering of client information or data items
on transaction logs, can facilitate the development and execution of future marketing strategies, such as
automated return mail to clients within a certain cluster, for example. Clustering techniques can also be
successfully used for offline partitioning of a multidimensional data set that offers tremendous performance
increase when performing online collaborative filtering on this data set, e.g., neighbors don’t have to be found
for the active user, but instead the active user is assigned to a cluster which represents his neighborhood
instantaneously, see section 4.4.2.1 for example. Other useful applications can be found in the area of automatic
taxonomy construction, which is the process of (semi)-automatically creating a taxonomy or conceptual tree.
A couple of examples are presented next:
•

Web-pages presented as data items are clustered based on the presence of specific words from a
controlled dictionary, which is part of the domain model [xiii]. As a result an index page can be
(automatically) generated based on the generated cluster, which allows a user to access the selected
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web-pages based on the features (words) that these web-pages share. This allows for different views,
where each view is represented by an index-page, labeled by the respective features.
•

Given an online movie database, the usage domain [x], which represents the usage models of all
subscribed users as multidimensional data items, is clustered offline to represent neighborhoods of
‘like-minded’ users. Users can be part of multiple clusters, which indicates that a Data Cluster Mining
algorithm was used, instead of a Data Clustering algorithm. Online recommendations are based on
weighting opinions in these neighborhoods (clusters) to which the active user belongs. Opinions are
weighted stronger, the stronger the active user belongs to a certain cluster. Recommendations thus
obtained, are only slightly worse than recommendations based on the entire data set, while improving
performance dramatically. This use of Data Clustering has been covered in the example of Mobasher,
presented in section 4.4.2.1.

4.5.2

Examples

4.5.2.1

PageGather

In [18] , M.Perkowitz et.al., introduce the notion of cluster mining algorithms. The difference between cluster
mining algorithms and ordinary clustering algorithms is discussed in 4.5.1. Their Pagegather –algorithm uses
cluster-mining techniques to automatically create index-pages. Each index page is the visualization of a cluster
of items. Each of these items in the cluster is represented by a link in the index page. This mechanism enables
the system to automatically create new views of the data items contained in a content management system. The
PageGather-algorithm has six basis steps:
1.

Process the access log into visits.

2.

Compute the co-occurrence frequencies between pages and create a similarity matrix

3.

Create the graph corresponding to the matrix, and find clusters in the graph

4.

Rank the clusters found

5.

Eliminate overlap among the clusters.

6.

Present the clusters to the web-master for selection; for each selected cluster, create a web-page
consisting of links tot the pages in the cluster.

The problems associated with extracting visits or transactions from access logs have been examined in session
3.3. Next, the co-occurrence frequencies between pages are calculated and stored in a matrix. The matrix cells
for pages that already link to each other are set to zero to be sure that only currently unlinked pages are clustered
together. Thus, for each pair of pages p1 and p2, P(p1|p2) is computed. This is the probability that a user visits p1
if he/she has already visited p2. Note that this relation is not communicative, e.g.: P(p1|p2) ≠ P(p1|p2). Moreover,
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note that computing the co-occurrence is in fact a form of Sequential Pattern mining as discussed in section 4.3.
A threshold was used to eliminate low co-occurrence between pages.
Next, a graph is created in which each page is a node and each non-zero cell in the corresponding matrix is an
arc. By creating a sparse graph, by setting a high enough threshold, and by relying on efficient graph algorithms,
high quality clusters can be identified substantially faster than by relying on traditional clustering methods.
connected components and maximal cliques are used to find clusters in the graph.
Afterwards, clusters are ranked by averaging the co-occurrence between pages in each cluster. Last, clusters are
eliminated or merged if they overlap highly with higher ranked clusters and presented to the web-master.

4.5.2.2

IndexFinder

In [18], M.Perkowitz et.al., discuss an algorithm which they refer to as IndexFinder. This algorithm differs from
PageGather discussed above in that clusters are formed which have an intuitive meaning, or map to an intuitive
concept. This is contrast with PageGather which clusters pages together without a notion of concepts or
whatsoever. IndexFinder is an extension to PageGather which enables clusters (and index pages) to represent
intuitive concepts. The interested reader is referred to [18] for more information on conceptual cluster-mining.

4.5.2.3

Other Examples

In 4.4.2.1 and 4.4.2.3 we discuss approaches of Mobasher et.al., where aggregate usage profiles and aggregate
content profiles respectively, are used for recommendation purposes. In order for these profiles to be
constructed, these data items had to be clustered first. In general, knowledge derived from data clustering
algorithms is not directly used for personalization purposes. Instead, data clustering techniques generally aid the
process of data personalization by limiting the search space of other data mining techniques such as similaritybased approaches (collaborative or item-based) and association and sequential pattern mining approaches. The
PageGather and IndexFinder –algorithms presented above, are exceptions to this rule, in that knowledge
extracted from these data clustering algorithms is directly presented to the user, although the process of
automatically generating index pages cannot be regarded as personalization in the strict sense of the word.

4.5.3

Concluding Remarks

Data clustering techniques are important to personalization. Clustering approaches aren’t usually used directly as
a basis for personalization, however. Instead, clustering approaches are often used to pre-process a particular
dataset in some way, after which other approaches such as association mining or similarity-based approaches are
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used for knowledge extraction. The most important quality of clustering approaches, in our opinion, when
reviewing these techniques in the context of personalization applications, is the possibility of reducing the
complexity of the solution space considerably. The complexity of the clustering task generally isn’t a big
problem, as clustering of the solution space is often done offline. When association rule mining or similaritybased approaches are used to generate patterns based on data-items within the same cluster, often the quality of
these discovered patterns is reduced. Ensuring that both the quality as well as the

speed of the online

recommendation process are sufficient is a hot topic in research today. Data Clustering can prove to be
invaluable in this perspective.

4.6

Data Classification

4.6.1

Detailed Explanation

Data classification is the process of finding common attributes among a set of data items in a dataset and
classifying these data-items according to a classification model. To construct such a classification model, a
sample dataset E is treated as the training set, in which each k-dimensional data item consists of the same set of k
attributes as the data items in a large dataset W. Additionally, each data item has a known class identity (label)
associated with it. The objective of the classification is to first analyze the training data and develop an accurate
description or a model for each class using the attributes (or features) available in the data. The discovered
classification rules are subsequently used to classify future data in the database W or to develop better
classification rules for each class in the dataset. Data Classification is related to Data Clustering in that both
methods group data-items in a dataset. The difference between these two methods is extensively discussed in 4.5.

4.6.1.1

Data Classification Algorithms

This sub-section discusses a classification approach based on decision trees. Other classification approaches
exist such as Naïve Bayesian Classifiers, Support Vector Machines, etc. It is not the purpose of this paper to
cover all of these approaches. Rather, the classification approach based on decision trees is quickly covered here,
while the reader is referred to [17] for example, for other classification techniques.
A decision-tree-based classification method is a supervised learning method which constructs a decision tree
based on a set of examples (data items). This method fist selects a subset of the training examples (denoted as E
above) to form a decision tree. This subset of training examples is referred to as a window. If the tree does not
give the correct answer for all the objects, a selection of the exceptions is added to the window until the correct
decision-set is found.
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4.6.1.2

Data Classification Challenges

The biggest problem with classification algorithms is that these algorithms generally are computationally
complex. Methods have been developed to ease this computation cost a little. Another problem with some sets of
data that have to be classified is that the class identify in some cases is not dependent on the value of a single
attribute, but instead, depends upon the combined values of a set of attributes. In view of this, a two –phase
method for attribute extraction was devised in [59] to improve efficiency for deriving classification rules in a
large training set. In the first phase the training data is used to identify useful features which have good
inference power to group identities. In the second phase, those features extracted in the first phase are combined,
and multi-attribute predicates with strong inference power are identified.

4.6.1.3

Data Classification Applied

Knowledge acquired with Data Classification methods can be used on a wide scale. In the context of
personalization-applications consider the following examples:
•

Clients can be classified on basis of their physical location, which can be directly derived, although
with some bias, from their respective IP-addresses, see sections 3.2 and 3.3 for associated challenges.
Based on this classification, information such as: “users with an ip-number in the range 123.456.*.*
who have visited the web-site have visited the web-page: http://sitename/product.php?type=receiver&brand=pioneer&model=vsx812 in 10% of all cases. This is
substantially more than the average of 1%.

•

50% of clients who placed an online order in /company/product2 were in the 20-25 age group and lived
on the West Coast.

4.6.2

4.6.2.1

Examples

Classifying Products based on Soft Product Characteristics

In [30,31] R. Ghani, et.al. argue that most personalization systems are based on either collaborative filtering
techniques, item-based filtering techniques or a hybrid of the two. They described the disadvantages of the two
methods, which we’ve described in 4.4. They argue that one of the biggest problems of these recommender
systems is that they are not able to recommend products from different product families. For example, when a
person has shown interest in a shirt, he/she is only recommended products that are very much similar to this
shirt. They argue that a recommender system should instead be able to recommend products from different
product families, for instance the system should be able to recommend a couch when the active user has shown
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interest in a piece of clothing. They state that products from different product families may share some common
‘soft characteristics’, such as ‘trendiness’, e.g., both a couch and a piece of clothing can be trendy or not.
R.Ghani et.al., suggest classifying products from different product groups based on these soft characteristics and
recommend products based on this. They argue that marketing text are drained with words associating products
with certain soft attributes. Hence, a system must be created which maps these different words to a couple of soft
characteristics. Below the approach of R.Ghani et.al will be given.
Offline:
1.

Information about the products is collected

2.

The set of features to be extracted (the soft attributes) are defined

3.

Label part of the data with soft attributes

4.

Train a classifier / extractor to use the labeled training data to now extract features from unlabeled data.

5.

Extract features from unlabeled data with the trained classifier.

6.

Populate a knowledge base with the products and corresponding features.

Online:
1.

Watch the user browse products

2.

Extract the product name and description from the pages the user visits

3.

Infer features from new products by using the trained classifier

4.

Build a user profile in terms of these features

5.

Recommend new items from the knowledge base that match the user profile

First of all, information is collected from the products that are to be recommended. This is done by crawling
web-pages of e-commerce sites that feature these products. The accompanying marketing texts of these products
are stored. Next, soft characteristics are defined which discriminate well between the products. This must be
done by a domain expert. Next, 600 products ( a small part of the total amount of products) were presented to a
group of fashion-aware people. They were given the list of soft characteristics and were asked to label each
product with the soft characteristics supplied. After this manual labeling was done, a Naïve Bayes classifier was
used for classification. This classifier builds a probabilistic model for each of the soft characteristics and when
given a new product calculates the likelihood of that product being associated with each of the values of that soft
characteristic. Based on this classification unlabeled products are labeled and saved in the knowledge base.
The online phase of the recommendation system is not of real interest. The browser behavior of the active user is
analyzed and products are recommended which have the greatest overall similarity to the products already
visited by the active user. This is done in a similar way as examples discussed in section 4.4.
R.Ghani, etl.al., furthermore argue that disadvantages like not being able to recommend new items are also
solved, as new items only have to be classified with the Naïve Bayes classifier already in place. In other words,
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this example is an item-based similarity approach for which features are semi-automatically assigned to items
using classification techniques.

4.6.3

Concluding Remarks

Knowledge extracted with Data Classification approaches is generally not used directly for personalization
purposes. Instead, data classification is often used offline to associate data items with features, as in the example
described in section 4.6.2.1. After the classification process is done, these feature-enriched items can then be
used as input for association mining or similarity based approaches.
Another important purpose of data classification, in the context of personalization, is the ability of reducing a
data set on which online computations have to be made, by excluding those data-items that don’t posses
interesting attributes or attribute-values as determined by an analyst.
In other words, knowledge derived from data classification approaches isn’t generally used for online
personalization applications, but data classification approaches are invaluable for preprocessing datasets for
which association rules or similarity-based patterns must be discovered online.

4.7

Multi-level data generalization, summarization, and
characterization

4.7.1 Detailed explanation
Data generalization, summarization and characterization as an application is known under various acronyms
such as On-line analytical processing (OLAP), multi-dimensional databases, data cubes, etc. Data generalization
and summarization generates and presents the general characteristics or a summarized high-level view of a set of
primitive data. It is often desirable to present generalized views of this primitive data at multiple levels of
abstraction, thus creating a hierarchy of abstraction, which a user can intuitively use to drill-down or roll-up until
he is satisfied with the presented level of abstraction. The methods for efficient and flexible generalization of
large data sets can be categorized into two approaches: the Data-cube approach and the attribute-oriented
induction approach.

4.7.1.1 Data cube approach
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The data-cube approach has a few alternative names including: Multidimensional databases, materialized views
and OLAP (On-Line Analytical Processing). The general idea of this approach is to materialize (calculate and
store) expensive computations that are frequently inquired, especially those computations that involve aggregate
functions, such as count, sum, average, max, etc., and to store such materialized views in a multi-dimensional
database (called a data-cube). Aggregate functions can be pre-computed according to the grouping by different
sets or subsets of attributes. Values in each attribute may also be grouped in a hierarchy. For example, the
attribute date may be grouped into day, week, month, quarter, year, etc., which together form a lattice structure
on attribute date. Generalization and specialization can then be performed by roll-up or drill-down operations
respectively, where a roll-up operation reduces the number of dimensions in a data cube or generalizes attribute
values to high-level concepts (from day to month for example, whereas a drill-down operation does the opposite.
The data cube approach is an interesting approach with many applications.

4.7.1.2

Attribute-oriented induction approach

The data cube approach described above is based on offline database computations that may not correspond to
the most up-to-date database contents. Therefore, this approach is best suited for relatively static datasets. An
alternative, online generalization based analysis approach, is called attribute-oriented induction. This approach
takes a data-mining query as input (expressed in some SQL-like data mining language) and collects the set of
relevant data in the database. The process of Data Generalization is then performed on this set by applying a set
of data generalization techniques. These techniques include attribute-removal, concept-tree climbing, attributethreshold control, etc. For example, the previously discussed roll-up and drill-down instructions can be
performed by ascending or descending a concept hierarchy or taxonomy.
Many other types of inferable knowledge can be extended in their functionality by letting them operate on
multiple levels of abstraction. Classification rules, hierarchical clustering, multiple-level association rules are
just a few examples of these applications. The attribute-oriented induction approach is the way to go, as datasets
can be generalized on-line in contrast to the data-cube approach where aggregate computations are pre-computed
which results in these computations not being entirely up-to-date.
We will not elaborate upon the algorithms used that can automatically generalize attributes and attribute-values
in a database. However, we would like to stress that concept hierarchies (or lattices) are often implicitly modeled
in a database. Take for instance the attribute date mentioned earlier or an attribute address(number, street, city,
province, country) which automatically represents the concept hierarchy of the attribute address. A set of
attributes in a data relation, which may not be strong semantically related at first glance, may also form concept
hierarchies among their supersets or subsets. For example, in the schema item(id, name, category, producer,
date_made, cost_price, sell_price) the relation {category, producer, date_made} ⊂ {category, date_made} may
exist, which indicates the former forms a lower level concept than the latter. Conceptual hierarchies for
numerically ordered attributes can be based on the outcome of data distributions in the set of relevant data.
Classification and clustering techniques may be used for this task, as well as other statistical approaches.
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4.7.1.3

Data Generalization Applied

Unlike the other types of inferable knowledge, generalized data cannot generally be used directly for
personalization purposes. Instead, data generalization techniques can be used to aid or extend other discussed
techniques for inferring data. The example given below uses a similarity based approach that is extended by
some sort of data generalization representation.
Consider a travel site that recommends vacations to clients. In order to recommend vacations, consisting of
attributes like trip-length, number of persons, city, hotel, facilities, etc., an advanced recommender system must
be in place. This system must first off be able to record expressed user interest, either implicitly or explicitly, in a
subset of these attributes. Second, the system must then weigh these acquired attribute-values and recommend
vacations based on these attribute-values. Moreover, some attributes may be fixed, such as the ‘number of
persons‘-attribute as a couple who express their interest in a vacation for 2 persons are not likely to be interested
in a vacation for the whole family, all of a sudden. It may be clear that the biggest issue in designing such as
system comprises the design of similarity-based rules for the respective attributes and a weighting function for
properly assigning the contribution of each of these attributes to the whole. Consider a user expressing his
interest by repeatedly browsing for vacations in the Costa Brava-area. A good system would not only
recommend other accommodations in this area, but may also recommend accommodations in similar areas.
Intuitively, the Costa Brava and the Côte d'Azur-area have more in common then the Costa Brava and
Scandinavia for instance. These types of similarity-relationships can be elegantly captured in a conceptual
hierarchy representing the generalized attribute location and perhaps another conceptual hierarchy representing
the generalized attribute climate. A simple similarity function based on such conceptual hierarchies is the
following:
Sim(i,j) = height(lub(i,j)) / height(tree)
Where lub(i,j) represents the least upper bound, which is the first to join the branches containing I and j
respectively, when traversing the tree upwards, e.g., from the leafs to the root.
This formula intuitively captures the notion that two attribute-values are highly related (or similar), if the leafs
that represent these two attribute-values share a common node low in the tree, that is, with a large height as
defined above. Note that when two equal attribute-values are compared, for instance two different vacations both
share the attribute-value Costa Brava, then the leaf itself is the least upper bound, which per definition has an
associated height equal to the height of the tree. This results in a similarity of 1, which is correct. Some
disadvantages exist when this formula is used for defining similarity over a conceptual tree, but then again, we
do not pretend to capture a flawless similarity-measure of attribute-values in a generalized conceptual tree using
a formula as simple as this.
We have not yet discussed the creation of a conceptual tree such as the ones we’ve described above. A
conceptual tree based on location can usually be derived (semi)-automatically from the underlying databaseschema, since for each hotel location, through use of various table joins or not, the respective city, region,
country and continent can be found. Other conceptual trees may be harder to create and often require the
knowledge of a domain expert. For instance, consider the conceptual tree based on attribute climate. This tree
may be constructed using the knowledge of a meteorological expert. Note that attribute-values Costa Brava and
Côte d'Azur both have a Mediterranean climate, which makes them highly related based on the aggregate
attribute climate.
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In this example we tried to illustrate a typical use of data generalization techniques. These techniques are used to
create concept hierarchies, which in turn are used to perform item-based filtering, for example.

4.7.2

Concluding Remarks

Multi-level generalization, summarization and characterization techniques serve two distinct purposes. The first,
is the manual offline analysis of large data-sets by means of drill-down and roll-up applications. These
applications aid the analyst in visualizing large sets of data. Although this application can be used for
personalization purposes, we’re more interested in techniques that can be used for personalization online.
The second application of multi-level generalization, summarization and characterization techniques does just
that. These techniques are used to enrich online personalization approaches such as association mining and
similarity based patterns with concept hierarchies, ontologies, etc. These enrichments enable a personalization
system to take similarities between concepts at a deeper semantical level into account. We choose not to provide
application examples in this section for this very reason: no online application uses only multi-level
generalization, summarization and characterization for personalization directly. Instead, all applications that
make use of this kind of inferable knowledge do so in relation to any of the other types of inferable knowledge
presented in the sections above.
When examining personalization papers presented in the last couple of years, the shift towards more semantical
dependent frameworks is obvious. These semantical frameworks, where various domain concepts are related to
each other, make heavy use of the techniques of multi-level generalization, summarization and characterization
described in this section. Therefore, we feel that applications will make more and more use of these type of
approaches in the future.
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5.

What can be adapted

In the previous chapters we’ve discussed the kinds of data that can be used as a basis for adaptation. We have
discussed manners in which these types of data can be acquired and how they must be pre-processed in order for
inferences to be made. Afterwards, we’ve discussed methods for inferring knowledge based on these types of
data and classified them based on the type of extracted knowledge. In the end, the goal of all this work boils
down to adapting the content, presentation and navigational features of a web site to the active user in a way that
the reward for the business is maximized. This reward can either be enlarging user satisfaction, establishing
larger online revenue or whatsoever.
This chapter is concerned with describing different means in which a website can be adapted to the active user.
To this end a classification is presented which is based on the extended classification of Brusilovsky, as
presented in [3]. The top-level classes of this classification are respectively Adaptive Presentation and Adaptive
Navigation Support.

5.1

Adaptive Presentation

Adaptive presentation is concerned with those techniques that adapt the content and presentation of a webpage
accessed by the active user to knowledge, goals and interests of the active user. Adaptation techniques, which
belong to this class, include techniques that provide a qualified user with detailed information while a novice
user receives additional explanations if he so chooses. Adaptive presentation techniques can be classified further
as described below. Although hyperlinks belong to the content of a webpage to0, these elements are treated
separately in section 5.2: Adaptive Navigational Support, because of their importance.

5.1.1 Adaptive Text Presentation
Adaptive text presentation techniques are concerned with adapting text to the characteristics of the user.
Brusilovsky [2] states that adaptive text presentation techniques were the most studied techniques for adapting a
web-page to the active user, until a couple of years ago. This can partially be explained by the fact that adaptive
text presentation techniques were (and are) an important technique in adaptive tutoring systems, which were in
turn the most studied adaptive systems a couple of years ago, as already discussed in section 2.1. Although
emphasis has shifted partially to adaptive navigation support techniques, with recommender systems being the
driving force behind this shift, adaptive text presentation techniques still continue to be an important class of
adaptive techniques. Adaptive text navigation techniques are classified into two classes, namely, Natural
Language Adaptation and Canned Text Adaptation.
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5.1.1.1

Natural Language Adaptation

Natural language adaptation techniques are related to natural language generation techniques, which form a subresearch area in the field of Artificial Intelligence. A simple approach is to use text templates with slots that can
be filled with, e.g., descriptions of different complexity based on the user’s level of expertise, by Ardissono et.al.
[51]. Other examples using this approach are numerous. A system named PEBA-II for instance produces
different descriptions and comparisons of animals based on a taxonomic knowledge base depending on whether
the user is assumed to be a novice or an expert. The Unix Consultant [37], as already discussed in section
3.1.1.3, tailors its response to question related to the Unix operating system based on the assumed knowledge of
the active user. Natural language generation can also complement stretch-text, as will be discussed in section
5.1.1.2.4, in order for all possible combinations of stretch-text expansions to be semantically well-formed.

5.1.1.2

Canned Text Adaptation

Canned text adaptation techniques, as opposed to natural language adaptation techniques, don’t make use of a
natural language technology as a foundation. Instead, these techniques use predefined rules on basis of which
certain text fragments are inserted, removed, altered, sorted or changed in any other conceivable way. These
techniques are referred to as “canned” techniques as all possibilities are predefined and available of the shelf prepacked in containers ready to be opened.

5.1.1.2.1 Page Variants
In the page variant approach, adaptive behavior is realized by designing different pages at design time, taking
different audiences in mind. From a technological point of view using page variants boils down to selecting the
appropriate version of a page when this page is selected by clicking on a hyperlink. This approach has the
disadvantage that all versions have to be manually designed upfront. Another disadvantage is that page variants
have to be (partially) redesigned if a change is made to the adaptation system. Since page variants cannot be
created for each user individually, page variants can only been used successfully for groups of users or
stereotypes. See KBS Hyperbook [52] for an application.

5.1.1.2.2 Fragment Variants
This approach uses adaptation rules to dynamically build a page consisting of one or a couple of adaptive
fragments. A fragment can be considered to be a paragraph of text, a picture, a video, or any other imaginable
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part representing a particular object on a page. The big advantage of using fragment variants instead of page
variants is that numerous different pages can be composed without the need for each of these page variants to be
manually designed. Each fragment can have several variants, created at design-time, which are shown based on
certain rules, which use the active user’s model as input. A simple technique is to use conditions whether a
particular fragment should be shown on the current page or not. This last method is referred to as optional text.

5.1.1.2.3 Fragment Coloring
The content of a particular page stays the same for each user, when this approach is used. To give a personalized
touch to a page using this approach, certain fragments, e.g. paragraphs, pictures, tables, etc., can be highlighted
or dimmed based on a defined set of adaptation rules and a user model which is used as input for these rules. The
rationale behind this is that the system can highlight fragments, which are considered to be important to the user
while conversely, other fragments can be dimmed which are not considered important. The advantage of this
approach is that all users have all fragments available to them. Therefore, errors in the assessment of these users
are less likely to have critical effects than f.e., hiding a fragment while, in fact, it should have been displayed.
Fragment coloring, however, can only be applied in cases where the same content can be formulated and
presented in the same way to all users, e.g. it is not possible (or at least not wanted) that two different definitions
of the same concept are presented to a user, as this will almost certainly have an adverse effect. Fragment
coloring has for this very reason not been applied very much, according to Hothi, et.al., [53].

5.1.1.2.4 Stretch-Text
Stretch-text can be thought of as ‘elastic’ text that is able to expand or collapse when the user performs a certain
action, e.g., clicking the text or moving the mouse cursor over the text. The length of the stretch-text is usually
very small, ranging from a couple of extra words to an extra sentence. The process of expanding certain stretchtexts can be automated based on a collection of adaptation rules and a active user model. In theory the usage
model or environment model can also be used as a basis on which is decided whether or not a certain stretch-text
element should be expanded, but in general only the usage model is used. We can however imagine that an
environment model which contains an attribute indicating what browser the active user utilizes could be used
effectively to crop the contents of a particular page, e.g., by collapsing all stretch-text elements, if the
environment model indicates that a handheld device was used.
Overall, the advantage of stretch-text is that users are not constrained by the assumptions that the adaptation
system has made, e.g., the active user can still decide to manually collapse or expand a particular stretch-text
element. This user-system interaction can in turn be used to adapt the user model iteratively. MetaDoc [47] is an
example of a hypermedia-based online information system which uses stretch-text to personalize the content of
the application.
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5.1.1.2.5 Fragment Sorting
When a list of similar fragments are shown, for example, summaries of album reviews, it can be rewarding to
sort these reviews in descending order of interestingness. Link sorting, a very similar approach to fragment
sorting, as the technique is basically the same, is often used in recommender-systems to sort recommendations.
While these recommendations are often represented as links to other pages, sometimes a little bit more about
these recommended pages is told. Such an implementation could just as well be categorized to belong to this
class as to the link sorting class described in section 5.2.5.

5.1.2 Adaptation of modality
Adaptive systems often have a choice of selecting different types of media, e.g. text, music, video, animation,
pictures, etc., to present information to the user. The approach of adapting through modality is concerned with
selecting the most appropriate types of media to present information to the active user. Quite often fragments of
different types of media present the same content, and hence the system can choose the one that is most relevant
or appropriate to the user. In other cases, these fragments can be used in parallel, enabling the system to choose
the most relevant or appropriate subset of available media-fragments. Several different methods for adapting the
modality of presentation exist, based on user preferences, abilities, learning style, etc. The interested reader is
referred to Joerding [54] and Specht et.al., [55] for examples.

5.2

Adaptive Navigational Support

Adaptive Navigational Support is concerned with adapting the presentation, functionality and existence of
hyperlinks on web-pages, and as such makes the structure of a web-site, e.g., its topology adaptive. All adaptive
techniques concerned with fragments described in the sections above, can be used with hyperlinks too. In all of
the sections below, we will briefly mention the relationship with the related fragment sections described above.

5.2.1 Direct Guidance
Direct guidance is a very basic adaptive technique that is able to calculate, in some way or another (we will not
elaborate on this anymore), the next “best” page in the system. Direct guidance is usually presented to the active
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user as a “next”-link or something similar. This makes direct guidance a good solution for creating several
predefined paths through a hyperspace, where each path is related to a particular stereotype for example. The
disadvantage of this approach is that the user is almost forced to follow the provided link, since there’s simply no
alternative to choose from. Clearly, this type of adaptive navigation support can hardly be the primary from of
adaptive navigation in an commercial adaptive system for this very reason. Environments, like tutoring systems,
however, can benefit from an approach where limited freedom of movement is given to the user. Therefore,
tutoring systems are the systems in which this approach is implemented for the most part.

5.2.2 Adaptive Annotation
Adaptive annotation can be regarded as the navigational counterpart of stretch-text. Like stretch-text, adaptive
annotation can give customized comments, which are available when a user performs a certain action, for
instance moving the mouse cursor over the link. Unlike stretch-text, adaptive annotation is not limited in giving
textual annotations. Visual cues like different icons, different colors, Brusilovsky et.al., [56], different font-sizes,
Hohl et.al., [35] are also possible. The earliest applications of adaptive annotation, e.g. outlining links to
previously visited nodes, are still implemented in nearly all web browsers in use today. This last example uses
link colouring to give visual cues whether a webpage has been visited or not. Other systems like Hypadapter [35]
distinguish up to six levels of relevance by providing six different colors for these links. Observe that link
coloring as part of adaptive annotation is analogously to fragment coloring presented in section 5.1.1.2.3.

5.2.3 Adaptive Link Hiding & Removing
In this section we present three related techniques, that are concerned with hiding or removing hyperlinks. The
first, Adaptive Link Hiding, is concerned with removing the visible cue of a hyperlink, e.g., usually the
underlining of a link, to blend it with its surroundings. The functionality of such a link is still present, however,
and can be discovered by moving the mouse cursor over the link, which usually results in a different cursor
shape and a changed status line. Note that these visible cues can be eliminated too, e.g., by using stylesheets and
javascript respectively. The idea behind adaptive link hiding is to visually reduce the hyperspace to ease users’
navigation, and to guide users to those pages that are presumed to be of most interest to them. AHA! (De Bra
et.al. [57]), for example, is a tutoring system which “hides” links to pages for which the student is not considered
ready yet, and later “shows” them again after the student has visited all prerequisite pages.
Link disabling is a related approach where the functionality of a link is disabled, leaving the visual appearance in
tact. Since this approach violates the principle of expectation in human-computer interaction, e.g., the user
expects the browser to follow a link when the user clicks on it, this approach is generally only used in
conjunction with link hiding. Specht et.al., report, [58], that students of a hypermedia course where link
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disabling and hiding functionality was enabled, generally learned slower, and sometimes significantly slower,
than students for which this technology was disabled. On the other hand, they report that link disabling was
beneficial in such a learning environment if disabled links were marked as such.
Adaptive link removal is the last related approach in this section. This approach removes a link completely, e.g.
both the visual cue as well as the functionality, based on particular user attributes. This is only possible for noncontextual links, unless the entire context is removed as well, since otherwise the remaining context will not be
semantically correct anymore. The motivation of this approach, again, is to reduce the hyperspace by removing
links to content, which is not considered of interest to the user.

5.2.4 Adaptive Link Generation
Were the above mentioned approaches truncate the hyperspace as created at design time, by hiding, disabling, or
removing links, link generation is instead concerned with the opposite: generating new links that were not
present at design time. This type of link adaptation has clearly gained much emphasis in the last couple of years,
since recommender systems generally make use of this link adaptation technique for providing links to pages of
interest. We’ve already covered enough examples of recommender systems in the previous chapters, so no
examples will be presented here anymore.

5.2.5 Adaptive Link Sorting
Sorting of links is a technique, which is often employed in recommender systems in conjunction with link
generation. The rationale is that links are sorted in descending order based on relevance to the active user, e.g.
the most relevant link is presented at the top whereas the least interesting, of all generated links, is presented at
the bottom. Note the relationship with Fragment Sorting, presented in section 5.1.2.2.5
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6. Round-up,
Recommendation
6.1

Centric-specific

cases,

and

What we have described thus far

In this paper we’ve touched upon all aspects of personalization in an intuitive manner, which is what we like to
believe anyway. We started off with defining personalization and how personalization is related to adaptation
and other terminology and areas of research. We also explained why personalization is ‘hot’ from a user as well
as a business perspective.
Following, we classified three types of data e.g. user data, usage data and environment data, which we believe
are source for personalization. We’ve discussed how these types of data can be acquired, what the pitfalls are,
and how this data must be pre-processed in order for further knowledge inference techniques to be employed.
Next, we’ve classified these inference techniques by the type of knowledge, which they infer. We thoroughly
described these classes, along with virtual examples to make comparing these classes easier. Moreover, we’ve
discussed a selection of existing applications based on the classes of inferable knowledge that we’ve discussed.
We pinpointed that these examples are not meant to give a complete overview off all the research currently done,
but that these examples are presented to let the user get familiar with the vast range of applications that are
possible by making use of personalization techniques. Each section describing a type of knowledge was
concluded by summarizing the important points made in that particular section and relating some other types of
inferable knowledge to the current one.
Finally, in chapter 5 we’ve described mechanisms for personalizing the online experience of a user. This is done
by classifying, describing, relating, and exemplifying these mechanisms.
We feel it is not the purpose of this paper to provide a conclusion, stating what techniques to use in favour of
others. Even if we wanted to, a general conclusion is not possible, since the discussed methodologies and
techniques all have their pros and cons, which depend on the purpose for which and the context in which they are
used. We feel that this paper should be as objective as possible as its purpose is mainly to describe all related
methodologies and techniques in as clear a way as possible. Were we thought it was appropriate we compared
techniques to each other, primarily in the Concluding Remarks sections of the subsections of chapter 4, but more
than these high-level comparisons will not be given. However, we feel there is a need for sketching a couple of
business scenarios for which some personalization techniques could be favoured above others. Such a setting
relates the various strong and weak points of these techniques to a business context in which they are most
visible. We will discuss four of these scenarios in the following section.
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6.2

Centric-specific cases

In this section a couple of small business-cases are presented, which are considered to be particularly interesting
for Centric e-Technology. Business-cases in the following business areas are presented: Local Government,
Housing Association, Automotive, and Travel. Like with the applications discussed in chapter 4, we will lay
emphasis on some of these cases while merely mentioning some personalization possibilities for the remaining
cases. The rationale behind this decision is simply that some business areas lend themselves better for
personalization applications then others do. Note that the cases presented here are not thoroughly investigated
case-studies nor do they pretend to be. Instead, these cases are merely meant to be eye-openers or stimuli for
what is possible with personalization in the main four business domains that Centric e-Technology has shown
interest in.

6.2.1 Local Government
The local government is one of the business domains that Centric E-Technology has much interest in. Currently,
Centric E-Technology holds a strong position as a software vendor for the front-office of many municipalities
and it’s looking for opportunities to expand its position. Moreover, Centric e-Technology has a representative in
a committee, which currently researches a possible standard for communication between back-office and frontoffice systems to be implemented in virtually all Dutch municipalities systems. This standard must eventually be
materialized into a middleware-application called the Data Distribution Sever.
Clearly, a municipality has no commercial goal in mind. Instead, its goal is to serve its inhabitants as good as
possible. A personalization system may be of help in this department. A portal-like construction, where every
inhabitant is able to log-in to his or her personal area that provides personalized information about topics like
local taxes to be paid, and notifications on expiration dates of a person’s drivers licence, could prove to be a
valuable step to this end. A person might also be able to follow the process of approval of its construction permit
online, for example.
For interesting applications such as the ones sketched above, a connection, such as the DDS described earlier,
connecting the front-office and the back-office must be in place. When such a connection exists, the applications
described are relatively simple to implement. All that is needed for the features described above, is configuring a
couple of rules, which use data from the back-end systems, e.g., user data [ix], as input. When an attribute or a
couple of attributes of the user model satisfy a predefined rule, the system will add a specific piece of content to
the personalized portal-site. This can be a fragment notifying the person of a particular event, or a link to point
the person to a particular web-page. Other media such as e-mail may also be used to inform a user about certain
events.
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All in all, we see some possibilities for using personalization systems in the local government domain. Although,
these applications may not be considered ‘state-of-the-art’, what personalization concerns, what matters is that
these applications are useful for the purpose for which they are created.

6.2.2 Housing Association
Like the local government, Centric e-Technology is interested to invest resources in order to expand its position
in the housing association domain. We doubt that personalization-techniques can aid this goal. Of course, it’s
possible to think of a personalization application in virtually every business domain, but the main question
remains, if personalization applications would be able to help housing associations in renting out more houses
than they would do without the help of personalization systems. We believe the answer is no, or at least not
enough to weigh against the costs of such a personalization system. Sure, it can help in locating appropriate
houses for users, but in general, housing associations do not have the reputation of having a hard time renting
their houses anyway. However, we believe that personalization techniques can be interesting for determining
what houses to invest in. Patterns can be mined concerning houses in which certain groups of people seem
interested, by inferring this knowledge from users’ browsing behaviour.

6.2.3 Automotive
Centric e-Technology is interested in expanding its position for developing and delivering web-sites for the
automotive industry. We believe that personalization-systems can be rewarding when used to enrich a web-site
of an automobile-manufacturer. Since Centric e-Technology has developed and maintains the web-site of
Renault we will use the Renault web-site as an example in the remainder of this section.
A car is expensive. Now that is an eye-opener! Hence, an individual is not likely to buy a car often. Therefore,
the quantity of sold cars over a period of time in relation to the size of a population is relatively small. This
implicates that a car-manufacturer is willing to spend relatively large amounts of money for each car sold. This
in turn implicates that car manufacturers are probably willing to spend relatively large amounts of money on
systems for which they believe will increase their number of cars sold. We believe that a good personalization
system can be of assistance in this perspective.
Individuals have the habit of staying loyal to one particular car-brand over a long period of time. This implicates
that a car-manufacturer (Renault) should at least pay as much attention in ensuring that its customers stay loyal
and buy a Renault again, as it must be in taking in clientele of other car-manufacturers. We will discuss these
two strategies partly separated below.
169

If a customer buys a Renault at a Renault-dealer he leaves some personal information. Nowadays, this
information is already used, to inform the customer of new car-models. Other notifications, such as mileagerelated maintenances are also periodically sent to these individuals. Personalization techniques could be of
assistance here, by determining the time-period in which a customer is most likely to buy a new car, or most
likely to be ready for a mileage-related maintenance; for the car that is. Statistical data about kilometres/month,
gathered from previous maintenance jobs, could be used to predict mileages over time, while often available
financial data, e.g. paying off a car in terms, could be used to determine the best time to make a car-owner a new
offer. Moreover, simple personalization techniques, such as personally addressing a news-letter to a car-owner
helps in prolonging the loyalty of this customer. These are some examples of how personalization can help in
offline customer relationship management.
Now lets discuss the online process of customer relationship management in which personalization can play a
role too. Car manufacturer web-sites are among the most professionally designed web-sites online. Again, this is
due to the enormous amount of money that car manufacturers are willing to spent in advertising their products.
Car-manufacturer web-sites often include features such as being able to virtually adapt a specific car-model to an
individual’s likings, which can be viewed from different angles afterwards. This can be regarded as a
personalization feature in a way, and is included to draw potential customers to a site and let them stay there for
a while, thus ensuring that the brand and model names, as well as the visual appearance of the personalized car
stays in the visitors mind for a while.
We don’t believe that similarity-based approaches are likely to be rewarding on a car-manufacturer’s web-site,
because these approaches generally have the goal of directing a visitor to a product or page he is likely interested
in. This is particularly useful in a hyperspace, where a lot of pages, or products can be of potential interest to the
visitor. This is obviously not the case with a web-site of a car manufacturer, since car-manufacturers generally
only have about a handful of models to choose from. Of course, these models come in all kinds of different
variants, but this diversity is nothing compared to an e-commerce store like Amazon.com for instance, where
millions of different products are on display. It can however be rewarding, to let visitors ‘save’ their virtually
created cars, or automatically save the last n visited or k most frequently visited pages, all in the light of brandbinding. Showing flashy advertisements showing a car model, in which the active user is likely to be interested
the most, can be another rewarding application of personalization approaches applied to websites of car
manufacturers.
Website-features like virtually assembling a car of personal choice is a fun thing to do for visitors. However, it is
not merely fun for the manufacturer. It is a method for determining general patterns of preferences, possibly
classified by user attributes, like sex, age, destination, etc. These user attributes are obtained by asking the user
to submit their personal information, in exchange for some of those nice features we’ve discussed earlier,
something most users are more than happy to do. Visitors can hence be grouped into different classes based on
their submitted demographical information. For each of these classes, patterns of interest can be discovered by
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finding car-models, car-variants, accessories, etc. in which that class of users seems to be interested the most.
This knowledge can than be taken into account when designing new marketing strategies for example. The
classification of users can also be done semi-automatically by letting an algorithm such as IndexFinder, see
section 4.5.2.2, cluster users together, for which each cluster has a semantically correct label associated with it.
In this way, new identifiable groups of similar minded people can be distinguished.
It may be clear by now, that personalization applications can be rewarding in a business-domain such as the
automotive industry. We feel this is especially the case, as car-manufacturers are likely willing to spend much
money on personalization techniques as we’ve discussed earlier.

6.2.4 Travel
We feel that the travel domain is particularly suited for personalization techniques and especially similaritybased approaches such as recommender systems. In section 4.7.1.3, we already gave a relatively large example
of the possibilities of a personalization-application in this industry. Therefore, we will not go in depth here, but
merely point out some of these possibilities and what techniques to use for implementing them.
People like to go on vacation. Therefore, travel-sites are not merely searched for particular destinations or
accommodations, but are also browsed just for fun. Moreover, lots of people that want to go on vacation only
have a vague idea of what ‘ingredients’ their vacation must contain. Therefore, we feel that, presenting a user
with a large range of possible vacations in which he/she is possibly interested, is a welcome enhancement of any
travel-site.
As we’ve discussed in the example presented in section 4.7.1.3, the item-based similarity approach is probably
the most fruitful in this situation, although a system implementing collaborative approaches or a hybrid of these
two approaches can also be rewarding. An item-based approach is particularly useful in a system, for which
many attributes (or features) of different products or items are available. This is generally the case with travel
sites, as pages representing vacations or accommodations are generally dynamically generated, based on
databases in which a lot of features describing these items are stored.
Take for instance the Thomas Cook travel site, which Centric E-Technology has created and maintains, among
others. This website is based on dynamically generated web-pages which are in turn generated, based on dozens
of features contained in a database. Take for instance a random accommodation for which dozens of features are
known, including the city in which the accommodation resides for example. This city in turn includes dozens of
features, describing the local sightseeing’s, pubs, discotheques, etc. As described in section 4.7 it is possible to
create similarity measures for all (or some) of these features. Based on the browsing history of this user (usage
model [x]) both the interest of the user in a particular feature as well as the weight of a particular feature can be
determined. These techniques can be combined to recommend accommodations to the active user. If computing
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all these similarity measures of the visited accommodations against all other accommodations, results in to high
a cost, which will likely be the case in this situation, methods like data clustering, using the example described in
section 4.4.2.3., as proposed by Mobasher et.al. [1], can be used to lower the online computation costs by
computing clusters of related accommodations offline.
It may be clear that we believe the travel-domain is well-suited to use personalization approaches. We didn’t
even touch upon the possibilities of offline marketing, by analysing user models and usage models, and using the
mined data for personalized offers for example. All in all we believe that the process of implementing
personalization systems on a travel-oriented website (or system) can be very rewarding.

6.3

Preliminary Recommendation

This paper partially fulfils the requirements of the graduation program at the Eindhoven University of
Technology. The second part of this assignment is to design a personalization module for the generically built
web-authoring and management system Web4All designed by Centric E-technology, as described in [61]. To
this end, we have to decide, in concert with Centric E-Technology and the Eindhoven University of Technology,
which personalization technologies this module will support.
Taking into account the previous work done by J.Westreenen [62] , who focussed primarily on Rule Based
Systems, we believe it is best to take a different approach. We recommend data mining approaches as discussed
in chapter 4 to be our key topic of interest. In previous chapters we’ve already given implicit hints on which data
mining techniques we favour above others. We recommend using similarity-based approaches as the basis of a
personalization module in Web4All. We believe that in general, especially when considering e-commerce
applications and when considering the centric-specific cases described above, these similarity-based approaches
have the most potential. Moreover, we propose to design this personalization module in such a way that
collaborative as well as item-based approaches are represented similarly and can thus transparently be used for
recommendation purposes. Arguments that back up this recommendation are presented in section 6.2, covering
centric-specific business cases, as well as the ‘concluding remarks’-sections in the respective sub-sections of
chapter 4.
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Appendix II. Definitions & Clarifications
What follows are a couple of working-definitions for this paper.

i. Personalization
The application area and research area which is concerned with the process of developing and applying
user intelligence to the context of online interaction with the goal of tailoring this online interaction to a
particular user or set of users.

ii. Customer Relationship Management.

The research area that is concerned with improving the relationship between a business
and its customers, from a business perspective.
iii. (Adaptation) Methodology (or Method).
Adaptation methodologies are defined as generalizations of existing adaptation techniques [iv]. Each
method is based on a clear adaptation idea which can be presented at the conceptual level. For example,
"...insert the comparison of the current concept with another concept if this other concept is already
known to the user", or "...hide the links to the concepts which are not yet ready to be learned". The same
conceptual method can be implemented by different techniques. At the same time, some techniques are
used to implement several methods using the same knowledge representation. [2].

iv. (Adaptation) Technique
Adaptation techniques refers to methods of providing adaptation in existing AH systems. These
techniques are a part of the implementation level of an AH system. Each technique can be characterized
by a specific kind of knowledge representation and by a specific adaptation algorithm. [2].

v. Data Mining.

The area of computer science concerned with finding (inferring) hidden patterns in a
group of data-items that can be used to predict future behavior.
vi. Artificial Intelligence.

The area of computer science concerned with making computers behave like humans.

vii. Adaptable systems.
Systems in which the user is in control of initiation, proposal, selection, and production of adaptation (“in
control” thereby meaning that the user can perform these functions, but also let the system perform some
of them) are called adaptable
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viii. Adaptive systems
Systems that perform all steps autonomously are called adaptive.

ix. User data & User model

User data is all the data about a user’s characteristics, preferences and the like. A user
model is the internal representation of all the user data of a particular user.
x. Usage data & Usage model
Usage data is the data that is related to the behavior of the user during online interaction with a system. A
usage model is the internal representation of all the usage data of a particular user.

xi. Environment data & Environment model

Environment data is the data that is related to the context of the active user. Data like
software, hardware and locale belong to this data class. An environment model is the
internal representation of all environment data, which may or may not belong to one
particular user.
xii. Active user.
The user that the personalization system is concerned with at the moment.

xiii. Domain data & Domain model.

A domain model is a model, which contains all information specific to the application
domain. This includes information like site topology, acquisition rules see section
3.1.1.6, concept hierarchies see section 4.1.7, etc. Domain data is all the data included in
a domain model. Each application typically has exactly one domain model associated
with it.
xiv. Content page.

A content page contains a portion of the information content that the particular web site
is providing.
xv. Navigation page.

A navigation page simply provides (organized) links to content pages.

xvi. Data item.
A data item represents (or models) a particular object, concept, etc., either tangible or intangible, often
identified by an id (or key) and often containing a number of attributes and attribute-values. When a data177

item contains k attributes, we refer to such a data-item as a k-dimensional data item. A data item can be
visualized and is often stored as a row of a table in a database. Data items that represent the same type of
object, concept, etc. are part of the same (concept)-domain. Analogously, a domain can be visualized as
an entire table in a database. Similarly, we refer to a domain that consists of k-dimensional data-items as a
k-dimensional domain. In the context of data mining [v] where solutions must often be found in a
particular domain, we often refer to this domain as the solution space.
Consider, for example, the usage model [x], which we’ve discussed in 3.1.2. This model represents the
usage domain, which consists of numerous data items, each typically representing a particular user and its
interaction with the application.

xvii. Confidence.
Confidence c denotes the stength of an implication (e.g., the percentage of transactions in the database
which contain X also contain Y)
C = |X∪Y| / |X|

xviii. Support.
Support s indicates the frequencies of the occuring patterns in the transactionset (e.g., the percentage of
transactions in a database which contain X and Y )
S = |X∪Y| / |D|

xix. Partition.
Partitions are subsets of a particular dataset for which the constraint hold that the intersection of two
arbitrary subsets is empty. In formula: ∀c1,c2∈C: c1 ∩ c2 = ∅ , where C is the set of partitions and c1 en c2
are arbitrary partitions from this set.

xx. (User) Transaction.
A user transaction is a meaningful cluster of page-references of a particular user ordered in a timedependent fashion.

xxi. Neighbor
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A user that is similar to the active user up to a point, given a particular similarity measurement of set of
measurements. The term neighbor is generally used in the context of collaborative filtering approaches.

xxii. Feature / attribute / property
The terms feature, attribute and property are used interchangeably. These terms are related to the term
data item [xvi].
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B.

User Requirements Summarized

User requirements as referenced in section 6.1.3 are listed below. For each of the user requirements it is
indicated, which iteration –or iterations- is –are- responsible for this requirement.
Requirement
ID
S0
S1
S2
S3
M1
J1
P1
S4
M2

J2

P2

S5
M3
J3
P3
S6
M4
J4
P4
S7

User Requirement

Responsible
iteration(s)
It should be possible to reuse supplied information and/or completed S,M,J,P
tasks of previously performed steps
Performing similar steps in different phases from a conceptual point-of- S,M,J,P
view, should be similar to the analyst from a user point-of-view as well.
It should be clear to the analyst, that phases are related to each other in S,M,J,P
a hierarchical manner.
It should be possible to create a new Solution in the GDMF
S
It should be possible to create a new Mapping in the GDMF, here fore a M
Solution should be opened.
It should be possible to create a new Job in the GDMF, here fore a J
Mapping should be opened.
It should be possible to create a new Protocol in the GDMF, here fore a P
Job should be opened.
It should be possible to select a Solution in the user-interface. A S
preview-panel should show the information of the selected Solution.
It should be possible to select a Mapping in the user-interface. A M
preview-panel should show the information of the selected Mapping.
Here fore a Solution should be opened.
It should be possible to select a Job in the user-interface. A preview- J
panel should show the information of the selected Job. Here fore a
Mapping should be opened.
It should be possible to select a Protocol in the user-interface. A P
preview-panel should show the information of the selected Protocol.
Here fore a Job should be opened.
It should be possible to open a Solution in the user-interface.
S
It should be possible to open a Mapping in the user-interface. Here fore M
a Solution should be opened.
It should be possible to open a Job in the user-interface. Here fore a J
Mapping should be opened.
It should be possible to open a Protocol in the user-interface. Here fore P
a Job should be opened.
It should be possible to update a Solution in the user-interface. Here S
fore the Solution should be opened.
It should be possible to update a Mapping in the user-interface. Here M
fore the Mapping should be opened.
It should be possible to update a Job in the user-interface. Here fore the J
Job should be opened.
It should be possible to update a Protocol in the user-interface. Here P
fore the Protocol should be opened.
It should be possible to remove a Solution in the user-interface. Here S
fore the Solution should be opened.
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M5
J5
P5
S8
M6
J6
P6
S9
M7
J7
P7
S10

S11

S12
S13
M8

It should be possible to remove a Mapping in the user-interface. Here
fore the Mapping should be opened.
It should be possible to remove a Job in the user-interface. Here fore the
Job should be opened.
It should be possible to remove a Protocol in the user-interface. Here
fore the Protocol should be opened.
It should be possible to name and describe a Solution in the userinterface. Here fore the Solution should be opened.
It should be possible to name and describe a Mapping in the userinterface. Here fore the Mapping should be opened.
It should be possible to name and describe a Job in the user-interface.
Here fore the Job should be opened.
It should be possible to name and describe a Protocol in the userinterface. Here fore the Protocol should be opened.
It should be possible to save a Solution in the user-interface. Here fore
the Solution should be opened.
It should be possible to save a Mapping in the user-interface. Here fore
the Mapping should be opened.
It should be possible to save a Job in the user-interface. Here fore the
Job should be opened.
It should be possible to save a Protocol in the user-interface. Here fore
the Protocol should be opened.
It should be possible (both for new as well as existing Solutions) to
name and describe the solution datasource. Here fore the Solution
should be opened.
It should be possible (both for new as well as existing Solutions) to
create references to existing remote datasources. For each of these
datasources it should be possible to:
Add name
Add description
Add location
Add authorization

M
J
P
S
M
J
P
S
M
J
P
S

S

Here fore the Solution should be opened.
It should be possible to remove references to remote datasources. Here S
fore the Solution should be opened.
It should be possible to test each of the created references. Here fore the S
Solution should be opened.
It should be possible (both for new as well as existing Mappings) to M
create references to existing remote database-columns. For each of
these database columns it should be possible to:
Add name
Add description
Add location, consisting of:
Remote name of datasource
Remote name of data-table
Remote name of data-column
Add data-type

181

M9
M10

M11
J8
P8
M12
J9
J10
J11

P9
P10

M13
M14

Here fore the Mapping should be opened.
It should be possible to remove references to remote database-columns.
Here fore the Mapping should be opened.
It should be possible to create a Where-statement in a point-and-click
fashion. It must be possible to add and remove elements from this
where-statement. Here fore a Mapping or a Job should be opened.
It should be possible for the analyst to select the action: Perform
Mapping. Here fore the Mapping should be opened.
It should be possible for the analyst to select the action: Execute Job.
Here fore the Job should be opened.
It should be possible for the analyst to select the action: Execute
Protocol. Here fore the Protocol should be opened.
The user should be informed of the fact that a task has finished.
It should be possible (both for new as well as existing Jobs) to associate
a particular datamining method with this Job.
It should only be possible to select datamining methods, which are
actually available to the analyst.
A datamining methods specific user-interface should be opened, once
the analyst selects a datamining method from a list or when a Job that
was already saved with a related data mining method was opened.
It should be possible to enter default values for a Protocol. Here fore the
Protocol should be opened.
It should be possible to enter the name of the to-be-distributed data-file
containing the mined business rules for this particular Protocol. Here
fore the Protocol should be opened.
The analyst should be able to work on different tasks, while a particular
task is in progress.
The analyst should always be able to check the progress of a particular
task which is being performed or scheduled.

M
M,J

M
J
P
M,J,P
J
J
J

P
P

M,J,P
M,J,P

Figure B.1: User requirements summarized

182

C.

System Requirements

This section is divided into two sections: Functional iteration Exceeding Requirements, section 1, and Nonfunctional System Requirements, section 2.

1.

Functional Iteration Exceeding Requirements

This section describes requirements that span multiple iterations. A list of soft system requirements is described.
Reference is made to before mentioned features and requirements to support the necessity of these soft system
requirements. From these soft system requirements a set of clearly circumscribed hard user requirements are
distilled.
The identified iteration-exceeding system requirements are listed here:
•
•
•

‘Hierarchy of phases’ should be supported in the GDMF.
The graphical user-interface should be separated from the GDMF-core.
Data-handling should be handled separately.

These requirements obviously apply to the GDMF as a whole. The requirements are described as mentioned
above one at the time below.
‘Hierarchy of phases’ should be supported in the GDMF. In section 5.2.3: Conceptual Framework Model,
the idea was mentioned to be able to ‘guide’ the analyst through the four phases: Solution, Mapping, Job, and
Protocol, respectively. As such it was argumented to keep the features of these phases separated as this would be
intuitive to the analyst. This was visualized in figure 5.1 in section 5.2.3. Furthermore, the idea was that each
phase relied and built upon the information that was supplied in previous phases. This concept was visualized in
figure 5.2 in section 5.2.3. It was argumented that this would provide the possibility of reusing supplied
information and performed tasks carried out in previous phases. Extending on this concept, which is labelled
HHLC, the following hard requirements can be distilled:
SE1: Class-diagram reflects hierarchy of phases. The requirement that information of containing phases
should be readily available to contained phases under all circumstances is a big constraint to the manner in
which the GDMF can actually be designed. Until now, we’ve only described concepts in vague terms, but the
GDMF has to be implemented at a particular moment, and designing a class-diagram, which contains the
relationships between all object-oriented classes in the system, is the way to jump-start this implementation. It
seems only logical to design object-oriented classes for each of the phases. Having these classes reflect the
hierarchy of these phases, as described, is, in our opinion, a good way in ensuring that contained phases have
access to information of containing phases at all times. This is enforced, by handling the creation and
destruction, the so-called lifecycle, of a phase by the phase which encompasses this particular phase. For
example, a Mapping-phase is designed as an instance of an objected-oriented Mapping-class, and can, as such,
only exist, if an instance of the Solution-class which contains this Mapping-instance also exists. In XMLterminology the Solution-instance and the Mapping-instance are said to have a composite-relationship. In other
words, a Mapping can only live during the time its encompassing Solution lives, and so on. This automatically
ensures that a Mapping can always use the information of its encompassing Solution, as this Solution is
guaranteed to exist during the life-time of this particular Mapping.
(Partially) Satisfies:
• HHLC, see section 5.2.3
• US0, see appendix B.
183

SE2: User-interface hierarchy reflects hierarchy of phases. The hierarchical structure of the four phases
should be made apparent to the user. This can be done by reflecting this hierarchy in the graphical user interface.
This can be accomplished for instance by giving a navigational tree-structure in which Mappings are presented
as the child-nodes of Solutions and so on. Selecting any of these nodes should result in displaying information
in a navigational pane, about the particular selected node, without the need for the phase represented by the
selected node to be actually loaded. As described in the user requirements, any of the phases Solution, Mapping,
Job, or Protocol, should possess fields which allows the analyst to supply a name and description. This
navigational pane could show this information in a uniform manner, independent of the actual phase being
selected. If the analyst decides he want to open a particular phase, he/she double-clicks the selected node in the
navigational tree-structure which should result in the user-interface belonging to the particular phase to be
displayed. Although different phases require different information to be supplied, the visualization of these
phases should be done in a similar matter for each of these types of phases, see US2 section 6.1 and appendix B.
(Partially) Satisfies:
• HHLC, see section 5.2.3
• US1, US2, see appendix B.

SE3: Physical file structure reflects hierarchy of phases. It seems only logical to reflect the concept of
hierarchy to the physical location of files on disk as well. With this we mean that given a install directory of the
GDMF, Solutions would have their own directory in which the Solution-database is located. Moreover, a
Solution-directory would physically contain information related to all the Mappings it contains on a conceptual
level, and so on. In other words, the conceptual hierarchy is reflected by a physical hierarchy as well. Observe
how this satisfies Iteration Requirement IM1, see section 5.2.4.2, to a great extent. Obviously, information
supplied by the analyst in the various phases need to be stored. These information can also be stored locally to
the Solution, Mapping, Job, or Protocol, simply by storing it in the appropriate directory. This gives rise to some
system requirements on a lower-level of detail:
SE3-1: ‘Phase’-directories should be identifiable by the GDMF. Without this requirement the GDMF would
not know where to look for certain files.
SE3-2: Supplied information for each of the phases should be identifiable by the GDMF. Without this
requirement the GDMF would not know which files contain the information of a certain Solution, Mapping, etc.
SE3-3: Ids of phases should be invariant and maintained by the GDMF. Ids identifying phases should be
created on creation of this phase and should not change under any circumstances. Without this requirement
relationships between phases get lost, as these relationships depend on these ids. Therefore, ids are maintained
by the system, not the user. The name of a particular phase can therefore not serve as an id for example. Also,
the GDMF should contain a record of the last used Id for it to be able to generate a new unique id. Moreover,
when a phase, for instance a Solution, is physically removed, its ID should not become free for new solutions to
be used.
(Partially) Satisfies:
• HHLC, see section 5.2.3
• IM1, see section 5.2.4.2.
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The graphical user-interface should be separated from the GDMF-core. It is good practise to separate the
design of the graphical user interface from the design of the GDMF itself. This enables the GDMF and several
user interfaces to be developed in isolation of each other. Moreover, a light-weight version of the GDMF, with
only a command-line interface for example, would be possible to built which could in turn be used as a plug-in
to a Content Management System for example. The key word here is flexibility. And separating the userinterface from the GDMF-core provides better flexibility in:
•
•

integrating the GDMF with other applications.
potential migration paths.

Based on these observations a couple of hard requirements can be distilled:
SE4: Class-diagram reflects separation of graphical user-interface from GDMF-core. The features that
should be supported by the four phases, as discussed in section 5.2.4, and the features that are needed to visualize
these phases to the user, should be separated on class-level. Only then would interchanging one user-interface for
another be possible without having to change the core GDMF-features as well. This gives rise to some system
requirements on a lower-level of detail:
SE4-1: Connections between ‘phase’-classes and related user-interface classes should be minimized. For
interchange-ability, interfaces between the ‘phase’-classes and the user-interface classes that present these phases
should be made as thin as possible.
Observe that, particularly in section 6.1, requirements related to the graphical user interface were discussed. The
requirements discussed here implicate that those requirements do not refer to the GDMF itself, but rather to one
of the possible user-interfaces with which the GDMF should be able to be extended with. Nevertheless, we will
act as if these user requirements are part of the GDMF itself in the upcoming sections, as the user interface for
the analyst and the GDMF are developed together in the various iterations.
(Partially) Satisfies:
• PF2, PF4, see section 5.2.1

Data-handling should be handled separately. It is good practise to handle all communications with databases
in a centralized class instead of separated throughout the design. Observe that a design in which user-interface,
business logic, and communications with databases are strictly separated, is referred to as a Three-Tier
Architecture. Based on these observations a couple of hard requirements can be distilled:
SE5: Class-diagram reflects central handling of database-communication. A specialized class (or collection
of classes) should exist, which deal with the communication with the related relational databases. Observe that
only support with relational databases as input is supported, see requirement IS1 section 5.2.4.1. When migrating
the GDMF to support multiple types of input data, these features should be implemented in these class (or
classes) as well. This is in line with paramount feature PF2, see section 5.2.1, which states that the GDMF
should be relatively easy to extend with functionality at design-time. Observe that supporting databasecommunication through a central class requires other classes to have relationships with this particular class.
(Partially) Satisfies:
• PF2, see section 5.2.1
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2.

Non-functional System Requirements

SNF1: Multi-threading should be supported. Some tasks such as the task of inferring business rules are
generally rather computationally expensive . The analyst should be able to continue in setting-up datamining
tasks through the user-interface while such a task is running. To this end a multi-threading strategy must be
employed as the user-interface will definitely freeze if the user-interface is executed in the same thread as the
task is executed.
(Partially) Satisfies:
• M13, M14, see appendix B.
SNF2: A queuing mechanism should be supported. Supporting multi-threading is not enough for multiple
tasks to be worked on simultaneously. If the analyst should be allowed to work on different tasks at the same
time, see user requirement M14, it should also be possible to actually schedule these tasks, because the analyst
should not have to wait for a particular task to complete before he can order a new task to be performed.
(Partially) Satisfies:
• M13, M14, see appendix B.
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D.

Class Attributes, Methods & Documentation

This appendix documents the methods of classes described in chapter 7. Moreover, Xml-structures of the
Environment, Solution, Mapping, Job and Protocol are described.

1.

Hierarchical structure

The following classes are discussed in this section subsequently:
•
•
•
•
•

Item
Environment
Solution
Mapping
Job

First the Item-class is described. Methods that are implemented by all classes inheriting from this class are
described. It is explained how these methods relate to some general concepts that all of the inherited classes
possess. Moreover, all classes inheriting from Item can have the same states. These states are elaborated on, and
methods which result in state changes are described. The classes Environment, Solution, Mapping, Job all
possess these methods and we will only elaborate on a method if something interesting can be mentioned about a
this particular method. Moreover for each of the these classes the XML-structure is mentioned, based on an
example. Most of the attributes should be self-explanatory. Some XML-attributes however will be elaborated on.

1.1

Item

In chapter 7 it has been described that each of the classes inheriting from the class Item should possess features
to:
•
•
•
•
•
•
•
•

Be created
Be loaded
Be unloaded
Be physically removed
Be stored
Gain access to all phases it contains
Gain access to the phase by which it is contained
Gain access to the Control was visualizes it to the analyst.

These features are implemented by a number of methods and attributes. These methods and attributes are listed
below with an explanation of how they relate to the features described above.
abstract static Item NewItem(Item parent)
This method is not really part of the abstract Item class, as C# does not allow for abstract static methods to
be created. This method is still listed here as all classes inheriting from this class ‘override’ it. This method
is called when a new Item is created. This class does the following:
•

Call the constructor of the subclass in question.

•

Call CreateXML() to create a new XML-file

•

Add the newly created item to a list of the parent-item containing instances of that particular type.
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Whether an Item is created with NewItem() or LoadHeaders(), its internal state is the same. This design
decision makes the design of the program less complicated as other methods don't need to be designed to
be able to cope with instances of objects of the same type but with different internal states.
abstract PluginUtils.dmError CreateXml () [pure virtual]
This method is called as part of the NewItem()-method described above. This method is overridden by
subclasses of Item. The general idea is that the method CreateXml() creates the attribute xmlDoc which
represents a valid xml-document. This includes creating the (subclass-specific) root-node. This root-node is
populated with all the instance-independent attributes.
abstract static void LoadHeaders(Item parent)
This method is not really part of the abstract Item class, as C# does not allow for abstract static methods to
be created. This method is still listed here as all classes inheriting from this class ‘override’ it. This method
is called when a new Item is created. This class does the following:
•

Create all instances for which the supplied parent-parameter is the parent. These instances are not
initialized entirely. Instead, only the related XML-file on disk is loaded into to XmlDoc-attribute.
This is sufficient for a user to be able to check the attributes like Name,Description,CreationDate,
etc. of the instances. Should a user decide to open a particular instance the method LoadItem() is
called.

Observe, that an item loaded with LoadHeaders()-method or created with the NewItem()- method have the
same internal status, that is the same attributes are loaded. These status is enough for displaying the
information in the property pane of the user-interface. If the user decides to open the particular item by
double clicking it in the navigational pane the method LoadItem() is called.
abstract PluginUtils.dmError LoadItem () [pure virtual]
This method is called when an Item needs to be loaded. This method is overridden by each subclass. The
general idea is that this method initializes all properties of the instance which were not already initialized.
This also includes calling the static loadheaders()-method. Calling the LoadItem()-method causes a state
change in which all of the properties of the particular instance are loaded. This moreover includes calling
the ParseFromXml ()-method.
abstract PluginUtils.dmError ParseFromXml () [pure virtual]
This method is overridden by each subclass. The general idea is that attributes for which the values remain
in the XmlFile are initialized by this method.
PluginUtils.dmError LoadXml ()
This method loads the corresponding xml-document from disk to the xmlDoc-property. Note: property
xmlFileName must be set in order for this method to work correctly. Therefore xmlFileName should be set
in the constructor of each of the subclasses.
abstract PluginUtils.dmError UnloadItem () [pure virtual]
This method is called when an item needs to be partially unloaded from memory. This method is overridden
by each subclass. The general idea is that this method disposes the attributes which were loaded during the
call to LoadItem(). This results in the current instance being restored in the state it was in after calling
either one of the methods NewItem() or LoadHeaders()
abstract PluginUtils.dmError Dispose () [pure virtual]
This method is called when an item needs to be completely unloaded from memory. This method is
overridden by each subclass. The general idea is that this method unloads all attributes from memory in such
a way that removing pointers from this instance does not result in so-called 'memory-leakage'. For this
UnloadItem() is called first, after which the remaining properties are unloaded.
abstract PluginUtils.dmError PhysicallyRemoveItem () [pure virtual]
This method is called when an item needs to be physically removed from disk. This method is overridden by
each subclass. The general idea is that this method physically removes the particular item from disk. More
specifically, in each case the xml-document on disk and the directory are removed. Moreover, in case of a
Solution the related Database is removed, whereas the related table is removed in case of a Mapping. For
this, the physical items are removed first, after which the method Dispose() is called to remove the instance
from memory as well.
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abstract PluginUtils.dmError SaveItem () [pure virtual]
This method is called when an item needs to be saved to disk This method is overridden by each subclass.
The general idea is that this method is called when an item is saved to disk. This usually means that the
methods ParseToXml() (to synchronize the xmlDoc-attribute with the internal state of the instance) and
SaveXml() (to synchronize the xml-document on-disk with the xmlDoc-property), are called. Moreover, if
an item is new, which means that it has not been saved to disk before, the NewItemFinalize ()- method is
called in addition.
abstract PluginUtils.dmError ParseToXml () [pure virtual]
This method is overridden by each subclass. The general idea is that before the xmlDoc-property is
materialized to disk (by the method SaveXml()), the xmlDoc-property should be synchronized with all the
instance-attributes.
PluginUtils.dmError SaveXml ()
This method saves the corresponding xml-document from the xmlDoc-property to disk. If a file with this
name already exists, the file is overridden.
abstract PluginUtils.dmError NewItemFinalize () [pure virtual]
This method is overridden by each subclass. The general idea is that this method contains all work that must
be done to materialize the instance of the particular subclass to disk. This encompasses creating a database
for a Solution or creating a Table for a Mapping for instance.
All items can gain access to phase-classes it contains by a dedicated list-attribute, listing instances of a particular
class. Solution contains a list-attribute called Mappings and Source, which list instances of the Mapping-class
and the DBProxy-class respectively. Obviously the leafs of the hierarchical tree, e.g. Job and DBProxy do not
have children.
All items can gain access to the phase by which it is contained by calling the Parent-attribute. Obviously, the
Environment has a parent-attribute which equals NULL.
All items can gain access to their respective Control by calling the Control-attribute. Obviously, the Controlattribute of the DBProxy-class equals NULL, as this class does not have an associated user-interface control.

1.1.1 Item States
As described above in methods LoadHeaders() and NewItem() for instance, items can exist in various states.
These states and the methods which cause these state-changes are discussed here. An item can either be nonexistent, passive, or active. An item is non-existent if it has not yet been created through methods NewItem() or
LoadHeaders() of if it has been disposed through method Dispose(). Non-existent items do not exist in memory,
and hence cannot be referenced to be the GDMF. An item is passive if it has been created through methods
NewItem() or LoadHeaders() or if it has been unloaded by calling the method Unload(). The passive state means
that an item only possesses some attributes including the name, description, and xmlDoc attribute. These
attributes are used to display information to the analyst which the analyst can use to decide which item to open.
An item is active if it has been loaded through calling the method LoadItem(). Only one class of each phase can
be in the active state at all times. The path in the hierarchical tree, connecting all active phases, illustrates the
deductive decision process of the analyst at the moment. A state-diagram illustrating these states is depicted
below.

189

NewItem() /
LoadHeaders()

LoadItem()
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NonExistent
Dispose()

Active

UnloadItem()

Figure D.1: Item States

1.2

Environment

The environment contains no interesting functionality to elaborate on here. At the moment of this writing a file
called env.xml is presumed to exist at all times. This file contains the information on the particular installation.
This file is presented below.

1.2.1 Environment Schema
An example of the Environment Xml-schema is illustrated below.
<?xml version="1.0" encoding="utf-8"?>
<Environment lastSolID="67" name="Environment" desc="Characteristics of the current
installation go here”/>

The following issues are worth observing:
• lastSolID keeps track of the last SolutionID that has ever been created. A new Solution gets the Id:
LastSolID +1

1.3

Solution

Interesting methods of the Solution-class are described here.
override PluginUtils.dmError NewItemFinalize ()
This method implements the abstract method Item.NewItemFinalize().Refer to
Item NewItemFinalize() for more information.
This method does the following:
6
7
8
9

Property lastSolID of the parent-environment is increased with '1'.
The parent-environment is saved by calling it's SaveItem()-method.
A Solution directory is created.
A target database is created by issuing a createDB-query to the SQL-Server Database.
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override PluginUtils.dmError PhysicallyRemoveItem ()
This method implements abstract method Item.PhysicallyRemoveItem(). Refer to
Item.PhysicallyRemoveItem() for more information.
This method does the following:
10
11
12
13

Call method PhysicallyRemoveItem() for all contained Mappings and Sources.
Delete the stored Solution xml-document.
Delete the Solution-directory including the solution-database
Call method Dispose().

1.3.1 Solution Schema
An example of the Solution Xml-schema is illustrated below.
<?xml version="1.0" encoding="utf-8"?>
<Solution lastSourceID="1" lastMapID="1" creation-date="donderdag 9 september 2004 13:53:46"
id="sol67" name="Neckermann" desc="This solution points to the Neckermann 'Weblog' database A
solution is used to handle connections with databases and all related things like
authorization, etc.">
<Db id="db1" name="Solution Database" desc="This is the local Solution Datbase. All mapping
tables are physically located in this database." source="n/a" connection-string="Integrated
Security=SSPI;Data Source=localhost;Initial Catalog=sol67;Provider=&quot;SQLOLEDB.1&quot;;" />
<Db id="db2" name="neckermann Weblog Database" desc="This is a remote copy of appox. 2 days
of weblog data from the Neckermann weblog database" source="n/a" connectionstring="Provider=sqloledb;data source=NWGSQL001\DEV;initial catalog=NMSession4_20040902;user
id=sa;password=miles;" />
</Solution>

The following issues are worth observing:
•
•
•

1.4

lastSourceID keeps track of the last SourceID that has ever been created. A new DBProxy gets the Id:
LastSourceID +1
lastMapD keeps track of the last MapID that has ever been created. A new Mapping gets the Id:
LastMapID +1
Multiple datasources can be related to each Solution. See D.3.1. for more information on the meaning
of these attributes.

Mapping

Interesting methods of the Mapping-class are described here.
override PluginUtils.dmError NewItemFinalize ()
This method implements the abstract method Item.NewItemFinalize().Refer to Item NewItemFinalize()
for more information.
This method does the following:
14 Property lastMapID of the parent-solution is increased with '1'.
15 The parent-solution is saved by calling it's SaveItem()-method.
16 A mapping directory is created.
17 A mapping-table is created in the target database

override PluginUtils.dmError PhysicallyRemoveItem ()
This method implements abstract method Item.PhysicallyRemoveItem(). Refer to
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Item.PhysicallyRemoveItem() for more information.
This method does the following:
18 Call method PhysicallyRemoveItem() for all contained Jobs.
19 Delete the Mapping-table created in the parent Solution Database.
20 Delete the stored Mapping xml-document.
21 Delete the Mapping-directory.
22 Call method Dispose().

PluginUtils.dmError ScheduleQueueItem ()
This method is called when the analyst clicks the Populate Mapping-button in the ControlMapping-instance.
This method:
•

creates an instance of the PopMappingQObj

•

initializes the instance by calling the InitSpecificFields()- method as described in the
QueuableObject class.

•

queues the instance in the JobQueue.

1.4.1 Mapping Schema
An example of the Mapping Xml-schema is illustrated below.
<?xml version="1.0" encoding="utf-8"?>
<Mapping lastJobID="7" lastColID="8" lastTableID="2" lastConstraintID="6" creationdate="Wednesday, September 01, 2004 12:34:07 PM" id="map1" name="Mining Surfrecords" desc="The
SurfRecord table is used as source for the various mining operations performed in the jobs
belonging to this mapping.">
<ConstColl>
<Or>
<Constraint id="cons2" leftType="id" leftVal="col8" op="=" rightType="string"
rightVal="45" />
<Constraint id="cons3" leftType="id" leftVal="col8" op="=" rightType="string"
rightVal="44" />
<Constraint id="cons4" leftType="id" leftVal="col8" op="=" rightType="string"
rightVal="43" />
<Constraint id="cons4" leftType="id" leftVal="col8" op="=" rightType="string"
rightVal="42" />
</Or>
</ConstColl>
<Table id="tab1" name="Target Mapping Table" desc="Target Mapping Table" source="map1"
dbid="db1" />
<Table id="tab2" name="surfrecords" desc="surfrecords van neckermann site"
source="tSurfRecord" dbid="db2">
<Col id="col1" name="surfRecordID" desc="kolom welke de surfrecordID's bevat"
source="nsurfrecordID" inview="1" type="int" />
<Col id="col2" name="sessionID" desc="kolom welke de sessieid's bevat" source="nSessionID"
inview="1" type="int" />
<Col id="col3" name="datetime" desc="datetime of created surfrecord" source="dtSurfRecord"
inview="1" type="date" />
<Col id="col4" name="accoID" desc="id of accomodation" source="nAccommodationID"
inview="1" type="int" />
<Col id="col5" name="cityID" desc="id of city" source="nCityID" inview="1" type="int" />
<Col id="col6" name="regionID" desc="id of region" source="nRegionID" inview="1"
type="int" />
<Col id="col7" name="countryid" desc="id of country" source="nCountryID" inview="1"
type="int" />
<Col id="col8" name="logcodeid" desc="logcode id describing type of logged record: 45 =
detailAcco, 44 = DetailCity, 43 =DetailRegion, 42 = DetailCountry" source="nLogCodeID"
inview="1" type="int" />
</Table>
</Mapping>

The following issues are worth observing:
• lastIDs are saved for Jobs, Columns, Tables, and Constraints
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•
•

•

•
•

1.5

A ConstColl-node exists which stands for ConstraintCollection. This node contains all the constraints
the user has created as discussed in appendix E for instance.
Tables and their related columns are represented as xml-nodes. All related information concerning
tables and columns is saved to the respective nodes. The source-attribute contains the name of the table
or column as it exists in the remote datasource. The name-attribute contains the name of the table or
column as it is used by the GDMF. Both the name-attribute and the source-attribute may be subject to
change.
The id-attribute however is invariant. The id of the table concatenated with the id of the column is the
name of the column as it is actually represented in the local datasource. Basing the name of the datacolumn on the idea instead of names, ensures the id will always be valid, independent if the name of the
column in the source-database changes or not.
The dbid-attribute of the Table-node refers to the id of the datasource as described by the contained
solution.
All other issues are described in appendix E for instance.

Job

No interesting methods to elaborate on here. The execution of a job is mentioned in section D.4.

1.5.1 Job Schema
An example of the Job Xml-schema is illustrated below.
<?xml version="1.0" encoding="utf-8"?>
<Job lastConstraintID="1" mappingFirst="0" creation-date="Tuesday, September 07, 2004 12:30:40
PM" id="job1" name="Accommodations (10.000)" desc="Discovering Association Mining Rules
between Accommodations in 10.000 Transactions using the fastest available implementation of
the well-known Apriori Algorithm.">
<ConstColl>
<And>
<Constraint id="cons1" leftType="id" leftVal="tab2col8" op="=" rightType="string"
rightVal="45" />
</And>
</ConstColl>
<DMT id="A Priori Algorithm #1">
<ARM support="0,0010" confidence="0,4632" maxlefthand="3" itemid="tab2col4"
transid="tab2col2" />
</DMT>
<Table id="tab1" name="Target Mapping Table" desc="Target Mapping Table" source="map1"
dbid="db1">
<Col id="tab2col1" name="surfRecordID" desc="" source="tab2col1" inview="1" type="int" />
<Col id="tab2col2" name="sessionID" desc="" source="tab2col2" inview="1" type="int" />
<Col id="tab2col3" name="datetime" desc="" source="tab2col3" inview="1" type="date" />
<Col id="tab2col4" name="accoID" desc="" source="tab2col4" inview="1" type="int" />
<Col id="tab2col5" name="cityID" desc="" source="tab2col5" inview="1" type="int" />
<Col id="tab2col6" name="regionID" desc="" source="tab2col6" inview="1" type="int" />
<Col id="tab2col7" name="countryid" desc="" source="tab2col7" inview="1" type="int" />
<Col id="tab2col8" name="logcodeid" desc="" source="tab2col8" inview="1" type="int" />
</Table>
</Job>

The following issues are worth observing:
• The jobXml-structure has a datamining dependent and a datamining independent part. The datamining
dependent part is contained in the DMT-node and is not elaborated on here. Instead, the interested
reader is referred to chapter 10, in which this structure is elaborated on for Association Rule Mining.
• Independent of datamining technique, the JobXml contains a cConstColl-node or ConstraintCollectionnode. See the documentation on the MappingXML-file for more information.

193

•

1.6

The mappingfirst-attribute of the Job-node indicates if a mapping is to be executed prior to executing
the Job contained by this Mapping. This ensures that the Job is always executed with input-data being
as fresh as possible.

Protocol

No Protocol-class exists, which has already been elaborated on in various chapters including chapter 7 for
example. A ProtocolXml-file does exist however.

1.6.1 Protocol Schema
An example of the Protocol Xml-schema is illustrated below.
<?xml version="1.0" encoding="utf-8"?>
<Protocol>
<DMT name="ARMOnline.dll">
<ARM support="0,0010" confidence="0,4632" maxleft="3" maxright="1" maxresults="10"
inputfile="input.dbf" prefile="pre.dbf" reltoabs="10000" />
<Input name="support" cardinality="0|1" type="float" />
<Input name="confidence" cardinality="0|1" type="float" />
<Input name="inputfile" cardinality="0|1" type="string" />
<Input name="maxleft" cardinality="0|1" type="int" />
<Input name="maxright" cardinality="0|1" type="int" />
<Input name="maxresult" cardinality="0|1" type="int" />
<Input name="reltoabs" cardinality="0|1" type="int" />
<Input name="tSurfRecord.nAccommodationID" cardinality="1*" type="int" />
<Output name="tSurfRecord.nAccommodationID" cardinality="1*" type="int" />
</DMT>
</Protocol>

The following issues are worth observing:
• The ProtocolXml-structure has a datamining dependent and a datamining independent part. The
datamining dependent part is contained in the DMT-node and is not elaborated on here. Instead, the
interested reader is referred to chapter 10, in which this structure is elaborated on for Association Rule
Mining.

2.

User interface

The Control-classes will not be elaborated on, as these classes are trivial. All Control-classes inherit from class
AbstractControl which in turn inherits from a Control-class available in C# as already mentioned in section 7.2.
The reason why the ControlEnvironment-class, etc. do not directly inherit from this Control-class available in C#
in that they all implement two methods, respectively: ParentToControl() and ControlToParent() which are
defined in the AbstractControl-class. Moreover, the AbstractControl-class contains an attribute called parent of
type item, which refers to the item-class related to the Control in question. The method ParentToControl() loads
all stored attributes from the parent-item to the Control in order for the analyst to view and alter these attributes.
The method ControlToParent() loads the attribute-values entered in the Control to the related attributes of the
parent-item.
Methods of the class frmMain will be described in the next section.

2.1

Frmmain
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frmMain inherits from the C#-class System.Windows.Forms.Form and contains code for displaying the
navigational-framework. This has already been elaborated on in section 7.2. Interesting methods will be
elaborated on below.
void Main ()
The main entry point for the application
This method does the following:
•
•
•

Start Workthread
Start Monitorthread
Create new frmMain

void frmMain_Load(object sender, System.EventArgs e)
This method is called from the frmMain constructor
This method:
• creates a new environment
• takes care of visualizing the environment in the user-interface
Other methods exists for creating and deleting Solutions in the user-interface As well as methods for displaying
the items correctly in the navigational pane. This will not be elaborated on here.

3.

Database

The following classes are discussed in this section subsequently:
•

3.1

DBProxy

DBProxy

No interesting methods to elaborate on here.
Microsoft SQL-Server has been used as the local database management system used by the GDMF. This is done
because SQL-Sever supports a mechanism called Linked Servers. This mechanism enables the analyst to link
database to each other and pretend that all data exists in the same database. This in turn enables the GDMF to
aggregate all data from all kings of various datasources by simply performing a “SELECT INTO”- statement on
the local database. After all, since all remote datasources are linked to the local datasource trough the Linked
Server mechanism, all tables existing in these remote data source are located in the same database as far as the
SQL-query mechanism is concerned. The mapping is populated in this manner.

In D.1.3.1 the XML-schema of the SolutionXML was discussed. This schema can contain multiple Database
XML-nodes. Each XML-node is maintained by a DBProxy-instance. Such a XML-node is displayed online.
Observe that this XML-node is part of the SolutionXML-file as mentioned in D.1.3.1.
<Db id="db1" name="Solution Database" desc="This is the local Solution Datbase. All mapping
tables are physically located in this database." source="n/a" connectionstring="Integrated Security=SSPI;Data Source=localhost;Initial
Catalog=sol67;Provider=&quot;SQLOLEDB.1&quot;;" />
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The attributes of this node are rather self-explanatory. The connection-string contains information on how to setup the connection with the related datasource. This has been explained in appendix E for example.

4.

Plug-in-mechanism

The following classes are discussed in this section subsequently:
•
•
•
•
•

4.1

PluginServices
IPlugin
IPluginHost
PluginControl
IOnlinePlugin

PluginServices

The PluginServices-class is concerned with all information regarding the registration and maintenance of the
datamining plug-ins. Extrated from chapter 7, the PluginServices-class must be able to :
•
•
•

Find plug-ins on a specified location
Add plug-ins to a list of available plug-ins (thereby making them available to other classes in the
GDMF)
Close plug-ins

Observe that only one instance exists of the PluginServices-class. This instance exists as a static attribute in the
Utils-class which ensures that all instances have access to it. This has been elaborated on in chapter 7.
The PluginServices-class contains the following methods:

All plug-ins reside in the ‘Plugins’-directory relative to the application-path by convention. The Plug-ins are
registered by simply calling the FindPlugins()-method with supplying the ‘Plugins’-path as a parameter.

4.1

IPlugin

From section 7.4:
The IPlugin-interface possesses attributes and methods which must be implemented by any plug-in wanting to
implement the IPlugin-interface. These are respectively the attributes and methods through which the GDMF
communicates with the data-mining plug-ins. Plug-ins are free to implement other attributes and methods as well
but these attributes and methods are by definition not available through the interface and can therefore not be
used by the GDMF to communicate with these plug-ins. The available attributes and methods can however be
used by the respective plug-ins internally.
It has been discussed in section 7.4 that the IPLugin-interface should possess attributes and methods for the
following:
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•
•
•
•
•

Name and Description
PluginControl
Initialization and Destruction
Queue-able Object
IPluginHost

Next all attributes and methods of the IPlugin –interface are documented.
IPluginHost Host {get;set;}
This attribute refers to the IPluginHost-instance discussed
string Name {get;}
This is the name attribute as discussed
string Description {get;}
This is the description attribute as discussed
string Author {get;}
This is another informative attribute, displaying the name of the author of the plug-in
string Version {get;}
This is another informative attribute, displaying the version of the plug-in
string Date {get;}
This is another informative attribute, displaying the date on which the plug-in was created.
PluginClass.CPluginControl Control {get;}
This attribute refers to the PluginControl-instance discussed
PluginClass.QueueableObject QObj {get;}
This attribute refers to the QueueableObject-instance discussed

XmlDocument XmlDoc {get;}
This attribute contains the XMlDoc-file of the host of the plug-in. This information is passed to the QObjinstance, in order for this instance to be able to operate in isolation as discussed in section 7.5
int ScheduleQObj();
Aim is to put the QObj in the JobQueue, for this the method does the following, among some uninteresting other
things:
• call QObj.InitSpecificFields() see section 7.5
• call QObj.Enqueue() see section 7.5
void Initialize()
All initialization code of the plug-in goes here
void Dispose()
All destruction code of the plug-in goes here.
Observe that the related QObj is not disposed if it is scheduled in the JobQueue.

4.1

IPluginHost

Classes that want to host a plug-in should implement this inteface as described in section 7.4. Through this
interface the plug-in can get to some attributes of the host-instance which may be needed in order for the plugin
to set-up itself correctly.
197

The attributes and methods that exist in the IPluginHost-interface are mentioned below. Observe that these
attributes and methods are not elaborated on as they should be self-explanatory.
•
•
•
•
•
•

string Id {get;}
string XmlFileName {get;}
string Dir {get;}
System.Xml.XmlDocument XmlDoc {get;}
PluginUtils.dmError LoadXml()
PluginUtils.dmError SaveItem()

In section 7.4 it was described that the abstract Item-class implements the IPluginHost-interface.

4.1

PluginControl

The PluginControl-class contains exactly the same attributes and methods as the AbstractControl-class described
in D.2. Moreover, it inherits from the same Control-class available in C#. Therefore, this class is not elaborated
on here. Observe that each plug-in needs to implements its own sub-class of the PluginControl-class.

4.1

IOnlinePlugin

The IOnlinePlugin-interface fulfils to purposes as discussed in section 7.4. First, the IOnlinePlugin-interface is
used for online application to have a generic interface to datamining algorithm online. Second, the
IOnlinePlugin-interface is used for the offline phase in which the ProtocolXML-file must be created and where
the inferred business rules must be transformed, enabling the OnlinePlugin to process these rules quickly. Refer
to section 7.4. for more information.

string AssemblyName {get;}
This attribute contains a name by which it is identified creates a new environment
System.Windows.Forms.Control Control {get;}
This attribute contains the instance of the reatled Control-instance as discussed in sedction

PluginUtils.dmError GetAlgSpecificStruct(ref XmlNodeList list,XmlElement el,string dir)
This method is called as part of the post-processing run of the inference of business rules.
This method creates the ProtocolXML-file

int GetResults(XmlDocument prot, XmlNodeList list, ref XmlNodeList listOut)
This method is part of the online process. This method is the actual method that must be called, for business
rules to be returned.
For this:
• the protocolXml is supplied as a parameter
• a XMLNodeList is supplied as a parameter. This nodelist contains all input-values to the algorithm.
This list obeys the input-scheme as defined in the supplied protoclXML.
• The results are returned to the listOut-attribute of type XmlNodeList. This XmlNodeList obeys the
output-scheme as defined in the supplied protocolXml.

void InitForOnlineUse(XmlDocument xmlDoc,string path)
This method is part of the online process.
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This methods must be called to set-up the algorithm for online use. For this the protocolXml
is supplied.
based on this protocol, the location of the file containing the business rules is known. These business rules
are loaded into memory. After this the algorithm is ready to receive questions and supply answers through
the GetResults()-method.
PluginUtils.dmError TransformInput(string source, string target)
This method is called as part of the post-processing run of the inference of business rules. This method
takes care of post-processing the inferred business rules in the format the online algorithm likes. As
described in section 7.4

5.

Queueing-meachnism

The following classes are discussed in this section subsequently:
•
•
•

5.1

JobQueue
QueueableObject
ISubscriber

JobQueue

The JobQueue exists as a static attribute in the Utils-class for it to be reachable for every instance in the GDMF.
The JobQueue contains functionality to:
•
•
•

Work Performed in a separate thread
Monitor Performed in a separate thread
Enqueue / Dequeue

For more information see section 7.4. The Work-method and Monitor-method are documented next.
void Work ()
Work() is a method which runs indefinitely (until the application exists). If one or more objects are present
in the queue, this method dequeues the first object and processes it. If no objects are present in the queue,
the Thread is put to sleep for a limited amount of time to release processing power from this thread to other
threads.
Processing an object encompasses calling several of its methods in a deterministic order. All these methods
are members of the baseclass PluginClass.QueueableObject of which these objects are all guaranteed to be
derived from -as inferred by JobQueue.Enqueue()-. This ensures that all objects can be handled
transparently as long as these objects are derived from an inherited class of PluginClass.QueueableObject.
The following methods are executed - in the order in which they are mentioned- :
23 PluginClass.QueueableObject.PreTask()
24 PluginClass.QueueableObject.PerformTask()
25 PluginClass.QueueableObject.PostTask()
For more information regarding these methods refer to the appropriate method in
PluginClass.QueueableObject.
The outcome of each of these methods is logged by calling the object's member method
PluginClass.QueueableObject.Log() with a specified parameter.
void Monitor ()
Monitor() is a method which runs indefinitely (until the application exists). This method monitors the object
which is currently being processed, as well as all objects in the queue.
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If none of the objects mentioned above exist, the Thread is put to sleep for a limited amount of time approximately 10 ms- to release processing power from this thread to other threads.
If one or more of the objects mentioned above DO exist, the method performs several actions on each of
these objects. Sequentially, after all objects have been screened, the Thread is put to sleep for a limited
amount of time -approximately 100 ms- to release processing power from this thread to other threads.
All objects processed in this method are guaranteed to be derived from baseclass
PluginClass.QueueableObject -as inferred by JobQueue.Enqueue()-. This enables us to call all members of
PluginClass.QueueableObject for each object, without worrying if a specific field or method does exist for
the object in question. This in turn ensures that all objects can be handled transparently which greatly
increases maintainability.

5.2

QueueableObject

It has already been mentioned in section 7.5 that classes that wish to get scheduled must inherit from the
QueueableObject-class. The QueueableObject-class contains abstract methods for features listed below. For
more information on these features refer to section 7.5.
•
•
•
•
•
•

Queue itself in the JobQueue,
Set-up itself with all necessary information to run in isolation.
Pre-process the task.
Process the task..
Post-process the task.
Log status-transitions.

These following methods exist in the QueueableObject-class. Observe that these methods implement the
features above as may be apparent from the method-names. These methods are not elaborated on.
•
•
•
•
•
•
•
•
•

5.3

Void Log(int astatus)
long GetTotalTime()
PluginUtils.dmError InitSpecificFields();
PluginUtils.dmError PreTask()
PluginUtils.dmError PerformTask();
PluginUtils.dmError PerformTask()
PluginUtils.dmError PostTask()
PluginUtils.dmError Enqueue(Queue.JobQueue queue)
PluginUtils.dmError Dispose()

ISubscriber

From section 7.5:
It is possible for classes to subscribe to status-updates of Queued Objects in which they are interested. Therefore,
these classes need to implement the ISubscriber-interface. This interface is designed to be implemented by userinterface controls. At the moment of this writing this interface is implemented by the ControlMapping-class and
the ctlMain-class of each of the implemented datamining plug-ins. The ISubscriber-interface possesses a method
call for registering with a queue-able object. After registering, the user-interface can receive dynamically
updated status-messages of the queued objects to which it is subscribed to. This is done through the Monitor()method which runs in a separate thread as already described.
All methods and attributes of the ISubscriber-interface are presented below:
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System.Windows.Forms.Label lStatus {get;}
This label displays the current status of the Queued Object to the user-interface
System.Windows.Forms.Label lHistory {get;}
This label displays the status-history of the Queued Object to the user-interface
ArrayList DynamicButtons {get;}
This arraylist contains all dynamic buttons e.g. all buttons which are influenced by method
DynamicButtonMode(bool mode), see below.
bool Disposed {get;}
This bool is used for checking whether the subscriber has been disposed. If this is the case, the queued
object formerly related to the subscribed removes its relation to this subscriber.
void DynamicButtonMode(bool mode)
This method is called with parameter 'true' when the queued object related to this subscriber is queued.
Analogously, this method is called with parameter 'false' when the queued object related to this
subscriber is dequeued.
This method ensures that all buttons get respectively disabled or enabled which ensures the user cannot
schedule the same object more than once in the queue
bool Register(string id,string dir)
This method is used for registering the current subscriber with a queuedObject identified by ID
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E.

GDMF Offline Walktrough

This appendix describes a walk-trough of the data-mining task performed as an evaluation, in which association
mining rules are inferred based on accommodationIDs in the Thomas Cook environment, as described in chapter
9.

1.

Solution

This details the steps in the Solution-phase, as discussed in previous chapters, and in particular section 6.1.2.
and the related appendix F., which we, playing the role of the analyst, have taken to set-up the GDMF for the
datamining-task described in previous sections.

1.1

General Description

Once, the GDMF has started, the Environment-pane is automatically loaded. The Environment-pane is the
window in which all necessary information / options regarding this particular installation of the GDMF can be
altered. Note, that currently no options exist, except the possibility of adding the name of the Environment and
its description.
We’ve started this datamining-task by creating a new Solution. This was done by clicking the menu-item:
NewÆSolution

from the main-menu. Doing this opens the newly created Solution. The new Solution has been assigned an id. In
this particular case the id equals sol67. The creation-date is also shown here.
We’ve added a name to the Solution, naming it:
Neckermann

and added a description:
This solution points to the Neckermann 'Weblog' database. A solution is used to handle
connections with databases and all related things like authorization, etc.

Next, We’ve named and described the solution-database, by double-clicking this Solution-database in the list of
all related databases. At this particular moment this is the only database present. We named the Solutiondatabsae very originally:
Solution Database

and gave the description:
This is the local Solution Database. All mapping tables are physically located in this
database.
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It is not possible to alter the connection-string field of the solution-database, as the solution-database has a
predefined location. The value of the ConnectionString-field is:
Integrated

Security=SSPI;Data

Source=localhost;Initial

Catalog=sol67;

Provider=

"SQLOLEDB.1";.
Information

that

can

be

distilled

from

this

connection-string

is

that

the

Solution-

database is called sol67, the id mentioned earlier, and that it is a sql-server database.

Clicking:
Test Connection

at this moment, results in the message that the solution-database has not yet been created and that the Solution
has to be saved first. We take this information for granted and click:
Commit Changes

to store the supplied information in the GDMF. This change is reflected in the database-table, which lists the
altered Solution-database with the newly supplied name and description.
Next, we need to relate the remote datasources which store the session-data from the Neckermann web-site with
the newly created Solution, which we will call Neckermann-Solution from now on. The database-envrironment
is set-up in such a way, that all session-data and data about items such as Accommodations, Cities, etc. is stored
in a single database. Therefore we will only have to set-up a connection in to this database in the GDMF.
However, since performing big database-operations on a live environment is dangerous; the live website may
grind to a halt for example, we want to set-up a connection to a replica of this log-database. We make use of a
replica of the Neckermann log-database which contains approximately two days of logging-data, which Centric
E-Technology specifically created for this purpose. We advise following this procedure in any real business
situation, as mining business rules isn’t worth the risk of crashing the live environment of any business.
Moreover, replicating –part of- a database, is a feature every dbms support nowadays, so this is not a big
constraint.
We proceed by clicking:
Add Source

A form appears in which we can supply the name, description, and connection string. We supply the following
Name:
Neckermann Weblog Database

We supply the following Description:
This is a remote copy of appox. 2 days of weblog data from the Neckermann weblog database

We supply the following Connection String:
Provider=sqloledb;data

source=NWGSQL001\DEV;initial

catalog=NMSession4_20040902;user

id=notavalid;password=combination;
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We’ve created this Connection String by hand, given the following properties:
Database Type: SQL-server
Server: NWGSQL001\DEV
Database: NMSession4_20040902
Userid: notavalid
Password: combination

We’ve used the website:[25] to create the connection-string based on these properties. This is relatively straightforward. An enhancement of the GDMF may be to automatically construct the connection-string based on these
parameters.
We click:
Test Connection

to verify our connection-string. We receive the message that our connection is created correctly, and click:
Commit Changes

to store the supplied information in the GDMF. This change is reflected in the database-table, which lists the
newly created connection along with the already listed solution-database.
The last thing we need to do in the Solution-phase is click:
Save Solution

to save all entered information to disk. This completes the steps we, as an analyst, needed to take in the Solutionphase.

1.2

Xml-structure

The information supplied in the previous section is stored to disk in a Solution-XML document. The schema of
the Solution-XML has already been discussed in appendix D. The instance of the Solution-XML document for
this particular case in presented below.
<?xml version="1.0" encoding="utf-8"?>
<Solution lastSourceID="1" lastMapID="1" creation-date="donderdag 9 september 2004 13:53:46"
id="sol67" name="Neckermann" desc="This solution points to the Neckermann 'Weblog' database. A
solution is used to handle connections with databases and all related things like
authorization, etc.">
<Db id="db1" name="Solution Database" desc="This is the local Solution Datbase. All mapping
tables are physically located in this database." source="n/a" connection-string="Integrated
Security=SSPI;Data Source=localhost;Initial Catalog=sol67;Provider=&quot;SQLOLEDB.1&quot;;" />
<Db id="db2" name="neckermann Weblog Database" desc="This is a remote copy of appox. 2 days of
weblog
data
from
the
Neckermann
weblog
database"
source="n/a"
connectionstring="Provider=sqloledb;data source=NWGSQL001\DEV;initial catalog=NMSession4_20040902;user
id=sa;password=miles;" />
</Solution>
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1.3

Screenshots

Figure E.1: Environment Main

Figure E.2: Solution Main
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Figure E.3: Solution Creation Data Source
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2.

Mapping

This section details the steps in the Mapping-phase, as discussed in previous chapters, and in particular section
6.1.2 and appendix F which we playing the role of the analyst have taken to set-up the GDMF for the
datamining-task described in previous sections.

2.1

General Description

After the Solution, see section 11.1.3.1, has been created, we are going to create a new Mapping. This is done
by clicking:
NewÆMapping

from the main-menu. Doing this opens the newly created Mapping. Observer that this Mapping is part of the
Neckermann-Solution created earlier. This is visualized by the navigational tree at the left of the Graphical User
Interface, in which the newly created Mapping appears as a child-node of the Neckermann-Solution.The new
Mapping has been assigned an id. In this particular case the id equals map1. The creation-date is also shown
here.
We’ve added a name to the Mapping, naming it:
Mining Surfrecords

and added a description:
The SurfRecord table is used as source for the various mining operations performed in the
jobs belonging to this mapping.

Next, we have to name and describe the local Mapping-table, which is going to contain all mapped data from
various remote data-sources in a local and central location. We’ve done this by clicking the Table managementtab, and double-clicking this Mapping-table in the list of all related data-tables. At this particular moment this is
the only data-table present. We named the Mapping-table:
Target Mapping Table

and gave the description:
Target Mapping Table.

It is not possible to alter the source table field and the database id field of the mapping-table, as the mappingtable has a predefined location. The value of source table-field is:
map1

The value of the database id-field is :
db1
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From this we obtain the information that the mapping-table is identified by the name map1 in the sourcedatabase identified by the name db1. The interested reader is referred to section 11.1.3.1.2 to observe that the id
db1 identifies the local Neckermann-database we created in the previous phase. This is correct since the
mapping-table should be physically created in the local solution-database, which in this case is the Neckermanndatabase. We take this information for granted and click:
Commit Changes

to store the supplied information in the GDMF. This change is reflected in the datatable-table, which lists the
altered Mapping-table with the newly supplied name and description.
Next, we need to create relations to all necessary remote data-tables. Only those data-tables are necessary that
contain one or more data-columns which we want to contain in our local Mapping table or that contain a datacolumn which is needed to filter the records which will end-up in this Mapping table. Let us reiterate which datacolumns we need. In section 11.1.2 we described that we essentially only need an item-column and a
transaction-column as input to one of our Association Rule Mining algorithms. We discussed that we would take
the data-column representing Accommodation-id’s as the item-column and that we would take the data-column
representing the userSession-id’s as the transaction-id. Moreover, we decided to use the logcodeid-column to
filter the records to the local Mapping-table to only contain the records of Accommodation-pages and not Citypages for example. These three remote data-columns are all contained in the same remote data-table which is in
turn contained in the remote database which we created in the previous phase, see the section above. This datatable is called tSurfRecord. Knowing this we can proceed by creating the relation with this data-table. We do this
by clicking:
Add Table

A form appears in which we can supply the Name, Description, Source Table and Database ID. We supply the
following Name:
Surfrecords

We supply the following Description:
surfrecords van neckermann site

We supply the following information to the Source Table field :
tSurfRecord

We supply the following information to the Database ID field :
Db2

The meaning of the supplied information is obvious: the name and description field are free of choice, the
Source Table field indicates the original name of the remote data-table as it appears in the remote database which
is identified by identifier db2. The interested reader is again referred to section 11.1.3.1.2 to observe that id db2
identifies the remote Neckermann-database to which we created a connection in the previous phase.
Furthermore, we observe that the newly created data-table received the id tab2.
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We click:
Commit Changes

to store the supplied information in the GDMF. This change is reflected in the mapping-table, which lists the
newly created data-table along with the already listed local Mapping table.

Next, we need to create relations to all necessary remote data-columns. We have already concluded that the
necessary columns are the accommodationId-column, the userSessionID-column, and the logcodeID-colum. At
this point we realized, that maybe we want to perform some more datamining task on CountryID’s or CityID’s
for example. Adding these data-columns to the equation is not much more work at this point, so we decide to do
so. All in all, we decide to include the following data-columns, which are all contained by the tSurfRecord-table
for which we created a relation as described above:
nSurfrecordID. This data-column contains a unique identifier for each of the log-records. As this may be
convenient for some other unforeseen datamining-task we include it here.
nSessionID. This data-column is the column which we plan to use for the transaction-column as already
described.
dtSurfRecord. This data-column contains the date and time of the particular log-record. As this may be
convenient for some other unforeseen datamining-task we include it here.
nAccommodationID. This data-column is the column which we plan to use for the item-column as already
described.
nCityID. This data-column can be used for the item-column instead of the AccommodationID-column to infer
relationships between cities which are frequently visited together in the same user-session.
nRegionID. This data-column can be used for the item-column instead of the AccommodationID-column to infer
relationships between regions which are frequently visited together in the same user-session.
nCountryID. This data-column can be used for the item-column instead of the AccommodationID-column to
infer relationships between countries which are frequently visited together in the same user-session.
nLogCodeID. This data-column is used to filter only those log-records which we want to contain in the local
Mapping-table. We will come back to this later.
Having described which data-columns we need to map to the local Mapping-table, we need to actually create
these relations. Since creating relations for each of these data-columns is all very similar to each other, we will
only describe how the relation for the nSurfRecordID-column is created. We do this by navigating to the Column
Management-tab and by clicking:
Add Column

A form appears in which we can supply the fields: Name, Description, InView, Column Source, Type, and
TableID. We supply the following Name:
surfRecordID

We supply the following Description:
kolom welke de surfrecordID's bevat

We enable the InView checkbox
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We supply the following information to the Source Column field :
nsurfrecordID

We supply the following information to the Type field :
int

And finally we supply the following information to the Table ID field :
tab2

The meaning of the supplied information may need some clarification: the name and description field are free of
choice. The Inview-checkbox states whether the data-column is to be actually transferred to the local Mappingtable. Afterall, it may only be needed to filter the rows to be transferred to the local Mapping-table while the
data-column itself is not transferred. This is analogous to an SQL-query in which a field is used in the Whereclause while this same field is not contained in the Select-clause. The Source Column – column indicates the
original name of the remote data-column as it appears in the remote data-table identified by identifier tab2. This
id is supplied in the Table ID-field. The interested reader is invited to verify that this is indeed the correct tableid. The Type-field, finally, indicates that this data-column is of type int. Four types of data-columns are currently
supported by the GDMF, respectively: string, int, date, and bool. Observe that instead of having to manually
enter the various fields, this information can just as well be provided by selecting the correct values from
dynamically generated drop-down boxes. This is merely a graphical user interface enhancement, which is why
we have spent our time on developing more important features. This enhancement, however, will undoubtedly
make the set-up of a datamining –task less cumbersome.
We click:
Commit Changes

to store the supplied information in the GDMF. This change is reflected in the datatable-table, which lists the
newly created data-table along with the already listed local Mapping table.
Next, we need to set-up the filtering parameters so that only the log-records of the required page-types are
mapped to the local mapping-table. Observe that we need to map log-records of Accommodations, Cities,
Regions, and Countries. We already noted that page-types are identified by the nLogCodeID-column for which
we already created a relation, as described above. The logcodeID-values for these page-types are respectively:
45, 44, 43, and 42. Knowing this we can create the input-filter by specifying that only those records are to be
mapped for which the following holds:
nLogcodeID = 45 OR nLogcodeID = 44 OR nLogcodeID = 43 OR nLogcodeID = 42.

We can specify this filter by navigating to the Constraint Management-tab. This tab lists a tree which can
contain a nested combination of constraints, for example: AND(OR(a,b),c) . The GDMF currently supports
AND and OR as container-constraints, while atoms a,b, and c are simple constraints of the form: x OP y, where x
and y can be either ids of specified data-columns or strings. The operator OP can be an operator of the set:
{=,!=,<,<=,>,>=}. Hence, we can create our filter by rewriting it to:
OR(nLogcodeID = 45, nLogcodeID = 44, nLogcodeID = 43, nLogcodeID = 42)

210

and build it accordingly. Building this filter is rather straightforward, so we will not elaborate on this here. If the
analyst makes a mistake he can remove –part of- the filter by a right-mouseclick and clicking remove. Changing
part of the filter is done analogously by right-clicking the correct node in the filter and clicking change.
By now we have supplied all necessary information. We have created and described relations to remote datatables, remote data-columns, and have created a filter based on these data-columns. The last thing we need to do
now is save our work by clicking:
Save Mapping

to save all entered information to disk. We have now set-up the mapping between all remote data-sources, its
necessary data-tables and data-columns and have supplied a filter. Now, we can proceed in creating Jobs if we
want to as all mandatory information is available to define these Jobs. However, we have not yet actually
performed the Mapping itself. Rather, we have only defined it up to this point. We choose to actually perform
the mapping now. Note, that we are free to perform or update the actual mapping at a later date as well, it is up to
the analyst to decide. We proceed by navigating to the Query Management tab and click:
Create Query

This displays the sql-query that is to be performed on the local SQL-server. We have already described that
based on the information that we supplied, the GDMF dynamically generates a SQL-query to perform the
mapping. We will not elaborate on this here. Clicking the Create Query-button enables the analyst to check the
dynamically created sql-query before it is actually performed. The dynamically generated sql-query is shown
here:
SELECT

tab2.[nsurfrecordID]

AS

tab2col1,

tab2.[nSessionID]

AS

tab2col2,

tab2.[dtSurfRecord] AS tab2col3, tab2.[nAccommodationID] AS tab2col4, tab2.[nCityID] AS
tab2col5, tab2.[nRegionID] AS tab2col6, tab2.[nCountryID] AS tab2col7, tab2.[nLogCodeID]
AS tab2col8 INTO map1 FROM [NWGSQL001\DEV].[NMSession4_20040902].dbo.[tSurfRecord] AS tab2
WHERE ([tab2].[nLogCodeID] = '45' Or [tab2].[nLogCodeID] = '44' Or [tab2].[nLogCodeID] =
'43' Or [tab2].[nLogCodeID] = '42') Query is ok

We observe that that last words of the generated message read: Query is ok, which supports our conviction that
we defined the Mapping correctly. Knowing this we proceed by clicking:
Populate Mapping

This action, creates a queuable-task of our generated mapping-query, which is put in the queue to be performed
by the GDMF. Since no other tasks are performed at the moment, our task can be dealt with right away as can be
observed by the feedback that is provided, see screenshot E.8. For more information on how the GDMF
transforms an action into a queuable task, refer to section 6.1. After a period of time, in our case about 10
minutes, we receive feedback that the task has been completed. And indeed, after inspection we can verify that
the local Neckermann-database contains a database-table map1 which contains about 650 mb worth of cleaned
data, with the data-columns which we defined as described above.
This completes the steps we, as an analyst, needed to take in the Mapping-phase.
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2.2

Xml-structure

The information supplied in the previous section is stored to disk in a Mapping-XML document. The schema of
the Mapping-XML has already been discussed in appendix D. The instance of the Mapping-XML document for
this particular case in presented below.
<?xml version="1.0" encoding="utf-8"?>
<Mapping
lastJobID="7"
lastColID="8"
lastTableID="2"
lastConstraintID="6"
creationdate="Wednesday, September 01, 2004 12:34:07 PM" id="map1" name="Mining Surfrecords" desc="The
SurfRecord table is used as source for the various mining operations performed in the jobs
belonging to this mapping.">
<ConstColl>
<Or>
<Constraint
id="cons2"
leftType="id"
leftVal="col8"
op="="
rightType="string"
rightVal="45" />
<Constraint
id="cons3"
leftType="id"
leftVal="col8"
op="="
rightType="string"
rightVal="44" />
<Constraint
id="cons4"
leftType="id"
leftVal="col8"
op="="
rightType="string"
rightVal="43" />
<Constraint
id="cons4"
leftType="id"
leftVal="col8"
op="="
rightType="string"
rightVal="42" />
</Or>
</ConstColl>
<Table id="tab1" name="Target Mapping Table" desc="Target Mapping Table" source="map1"
dbid="db1" />
<Table
id="tab2"
name="surfrecords"
desc="surfrecords
van
neckermann
site"
source="tSurfRecord" dbid="db2">
<Col
id="col1"
name="surfRecordID"
desc="kolom
welke
de
surfrecordID's
bevat"
source="nsurfrecordID" inview="1" type="int" />
<Col id="col2" name="sessionID" desc="kolom welke de sessieid's bevat" source="nSessionID"
inview="1" type="int" />
<Col id="col3" name="datetime" desc="datetime of created surfrecord" source="dtSurfRecord"
inview="1" type="date" />
<Col
id="col4"
name="accoID"
desc="id
of
accomodation"
source="nAccommodationID"
inview="1" type="int" />
<Col id="col5" name="cityID" desc="id of city" source="nCityID" inview="1" type="int" />
<Col
id="col6"
name="regionID"
desc="id
of
region"
source="nRegionID"
inview="1"
type="int" />
<Col id="col7" name="countryid" desc="id of country" source="nCountryID" inview="1"
type="int" />
<Col id="col8" name="logcodeid" desc="logcode id describing type of logged record: 45 =
detailAcco, 44 = DetailCity, 43 =DetailRegion, 42 = DetailCountry" source="nLogCodeID"
inview="1" type="int" />
</Table>
</Mapping>
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2.3

Screenshots

Figure E.4: Mapping Main

Figure E.5: Table Creation
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Figure E.6: Column Creation

Figure E.7: Constraint Creation
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Figure E.8: Populate Mapping & Dynamic state information
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3.

Job

This section details the steps in the Job-phase, as discussed in previous chapters, and in particular section 6.1.2
and appendix F, which we, playing the role of the analyst, have taken to set-up the GDMF for the dataminingtask described in previous sections.

3.1

General Description

After the Mapping, see section 11.1.3.2, has been created, we are going to create a new Job.
As described in section 11.1.3.2, we defined a Mapping containing various data-columns, e.g.:
AccommodationID’s, CityID’s, RegionID’s, and CountryID’s, among others. Based on these four data-columns,
four collections of association rules can be generated, all with different semantics. For this, different Jobs can be
created, which can all utilize the same information supplied in the previously performed phases. However, we
have only created Jobs based on AccommodationID’s up to this point, but creating Jobs based on these other
data-columns can be done analogously. As discussed in section 11.2, we have performed different test-runs with
different parameters which were all based on AccommodationID’s. These test-runs were set-up as different Jobs.
For illustrational purposes we will describe one of these Jobs with the following parameters:
Algorithm: Apriori
# User-transactions: 10.000
Support: 0,1%
Confidence: 50%
This Job is created by clicking:
NewÆJob
from the main-menu. Doing this opens the newly created Job. Observe that this Job is part of the mapping
created earlier. This is visualized by the navigational tree at the left of the Graphical User Interface, in which the
newly created Job appears as a child-node of the previously created Mapping. The new Job has been assigned an
id. In this particular case the id equals job1. The creation-date is also shown here.
We’ve added a name to the Job, naming it:
Accommodations (10.000)
and added a description:
Discovering Association Mining Rules between Accommodations in 10.000
Transactions using the fastest available implementation of the wellknown Apriori Algorithm.
As described previously, our current mapping-table not only contains log-records of accommodations, but also
of cities, regions, and countries. Since we only want to infer business rules based on accommodation-pages we
have to filter the input again, just like we did in the Mapping-phase. As mentioned in the previous section, all
accommodation log-records are identified by logcodeID-value: 45. Analogously as before, an input-filter has to
be defined. To this end we navigate to the Input Management tab and build the filter: logcodeID=45. Supplying
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the correct datacolumn-id is a bit tricky at this moment though. The data-column in the local Mapping-table
which represents the nLogCodeID-column of the remote database is named: tab2col8. This name is created by
concatenating the id of the remote table with the id of the remote data-column. These id’s can be looked-up in
the created mapping, or in the Mapping-XML document as described in section 11.1.3.2.2. Once, the graphical
user interface is adopted to support the point-and-click interface, the GDMF takes care of looking-up this id for
the analyst. Until then, the analyst is advised to follow these instructions to look-up the correct id.
Next, we are going to actually set-up the datamining options. To this end we navigate to the Data Mining
Management-tab. From the supplied drop-down box we select:
A Priori Algorithm #1
Note that the available options reflect the datamining plugins that are currently available to the GDMF. We
notice that after selecting the option indicated above, Apriori in this case, the user-interface related to this plug-in
is loaded and the available user-controllable options are made visible.
The first tab is called the Pre-Process Config-tab. Here we can submit which data-columns to use for the itemcolumn and the transaction-column respectively. For this we have to first enable the Create New Input File
checkbox. Leaving this checkbox disabled opens-up the possibility of creating different test-runs, while making
use of the same input-data. A valid input-file specifically generated for the association mining algorithm must of
course be in place for this option to be disabled. The GDMF provides feedback when a valid input-file is not
found while the option to create a new input-file is disabled. The identities of the accommodation-column and
the userSession-column in the local database are respectively: tab2col4 and tab2col2. These identities are
obtained in the same fashion as in the case of the logcodeID-colum as described above. Knowing this we enter:
Tab2col4
In the Select Item-column and enter:
Tab2col2
In the Select transaction-column.
As described above we are going to infer business rules based on 10.000 transactions. To this we enter:
10.000
In the field indicating: Select maximum Number of Transactions.moreover, we enable the checkboxes Remove
Duplicate Items and Exclude Transactions Containing 1 transaction, since allowing these transactions to play a
part in the datamining process would result in cluttered results.
Next, we navigate to the Algorithm Config-tab. Here we enable both the checkboxes: (Re) Create Frequent
itemsets and (Re) Create Association Mining Rules, because we want to perform both of these tasks. Refer to
chapter 10, for an explanation of this terminology.
The support is related to generating Freqent Itemsets. The Confidence in turn is related to generating Association
Mining Rules. Note that Association Mining Rules can only be generated when Frequent itemsets have already
been generated. This implicates that we can test various confidence-settings with the same generated Frequent
itemsets, that is Frequent itemsets generated with the same support and same input-data. Since generating
Frequent Itemsets is by far the most computationally complex task, of both of the association rule mining
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algorithms, e.g. Apriori and Eclat, using this strategy saves a lot of time. This is exactly how we evaluated the
various test-runs as described in section 11.2. knowing this we enter:
0,0010
In the support-field and enter:
0,5
In the confidence-field.
Moreover, we enter:
3
In the Maximum lefthand-side values – field, indicating that we only want to create Association Mining Rules
with a maximum of three AccommodationIDs in the lefthand-side of any of these Association Mining Rules.
These are the steps that we have taken in the Job-phase. We want to stress the fact that we have created multiple
test-runs in the GDMF by reusing the outcomes of several computationally expensive tasks, as we have outlined
throughout this section. The analyst is encouraged to plan his test-runs upfront, to be able to perform these runs
the same time-efficient manner.

3.2

Xml-structure

The information supplied in the previous section is stored to disk in a Job-XML document. The schema of the
Job-XML has already been discussed in appendix D. The instance of the Job-XML document for this particular
case in presented below.

<?xml version="1.0" encoding="utf-8"?>
<Job lastConstraintID="1" mappingFirst="0" creation-date="Tuesday, September 07, 2004 12:30:40
PM" id="job1" name="Accommodations (10.000)" desc="Discovering Association Mining Rules
between Accommodations in 10.000 Transactions using the fastest available implementation
of the well-known Apriori Algorithm.">
<ConstColl>
<Constraint
id="cons1"
leftType="id"
leftVal="tab2col8"
op="="
rightType="string"
rightVal="45" />
</ConstColl>
<DMT id="A Priori Algorithm #1">
<ARM
support="0,0010"
confidence="0,4632"
maxlefthand="3"
itemid="tab2col4"
transid="tab2col2" />
</DMT>
<Table id="tab1" name="Target Mapping Table" desc="Target Mapping Table" source="map1"
dbid="db1">
<Col id="tab2col1" name="surfRecordID" desc="" source="tab2col1" inview="1" type="int" />
<Col id="tab2col2" name="sessionID" desc="" source="tab2col2" inview="1" type="int" />
<Col id="tab2col3" name="datetime" desc="" source="tab2col3" inview="1" type="date" />
<Col id="tab2col4" name="accoID" desc="" source="tab2col4" inview="1" type="int" />
<Col id="tab2col5" name="cityID" desc="" source="tab2col5" inview="1" type="int" />
<Col id="tab2col6" name="regionID" desc="" source="tab2col6" inview="1" type="int" />
<Col id="tab2col7" name="countryid" desc="" source="tab2col7" inview="1" type="int" />
<Col id="tab2col8" name="logcodeid" desc="" source="tab2col8" inview="1" type="int" />
</Table>
</Job>
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3.3

Screenshots

Figure E.9: Job Main

Figure E.10: Constraint Creation
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Figure E.11: Algorithm Selection & Pre-Processing Tab

Figure E.12: Processing Tab

220

4.

Protocol

This section details the steps in the Protocol-phase, as discussed in previous chapters, and in particular section
6.1.2 and appendix F, which we, playing the role of the analyst, have taken to set-up the GDMF for the
datamining-task described in previous sections.

4.1

General Description

After the Job has been created, see section 11.1.3.3, we are going to create a new Protocol. As described in
section 8.3.1.2 we’ve taken a work-around in implementing the Protocol-features as described in section 5.2.4.4
into the GDMF.
As far as the analyst is concerned, the Protocol-features are just en extension of the Job-functionality in that all
Protocol-features are handled through the Job user-interface. The Protocol-features are visualized in the PostProcess tab of the selected algorithm, in this case the Apriori-algorithm. As already described, see section
8.3.1.2 the Protocol-features will be separated from the Job-features in the future but until then the analyst will
have to follow the instructions of this temporary solution as described below.
We navigate to the Post-Process-tab. We enable the Create Protocol-checkbox on this tab. Next, a couple of
fields become activated, respectively: the Input File field and the Maximum Number of Results field. Other
fields are disabled at the moment of this writing. These fields are respectively: Relative Support, Relative
Confidence, Maximun Number of Lefthand-Values, and Online Algorithm DLL. All except the latter borrow their
values from the respective fields with the same name on the Process-tab. The latter, Online Algorithm DLL,
defines the physical file-name of the online algorithm that is to be used.
These values are default values that should be assigned to the Protocol, as discussed in section 6.1.2.4. These
default values are merely shown here to indicate the analyst which values are assigned to the protocol. The
analyst is not able to change this settings, although this may be changed in the future. As described above, two
fields can be controlled by the user. Knowing this, we assign the value:
Input.dbf
To the Input File-field and assign the value:
10
To the Maximum Number of Results-field.
The first field indicates that we want to store the to-be generated business rules to a field called input.dbf. The
second field indicates that an application utilizing these business rules receives up to a maximum of ten results to
its question asked. Up tot this point we have defined a Solution, Mapping, Job and Protocol. Moreover, we
executed our mapping resulting in a local data-table aggregating the data defined by our created data-schema.
What remains is to execute the Job and with that the creation of the defined Protocol. We proceed by navigating
to the Progress-tab. The only thing to do here is click Go, we decide to do so and thus click:
Go
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Since no other tasks are performed at the moment, our task can be dealt with right away as we can observe by the
provided feedback. After a certain period of time, in this case, given the parameters listed above, about 93
seconds, 84 seconds of which can be attributed to Pre-processing time, and 9 seconds of which can be attributed
to the actual datamining task, the task is finished, which can be observed by the provided feedback.
These are the steps that are taken in the Protocol-phase. By completing the Protocol-phase, we, performing the
role of the analyst, have successfully completed the entire datamining task. A Protocol-XML file, called
onlineprot.xml by definition, is created. This Protocol-XML file, among other things, details the file-name of the
physical file containing the inferred business rules and the dynamic link library containing the algorithm which
is used online for selecting the appropriate business rules from the generated collection. These three files need to
be distributed to the online environment, as already described, in order for the online application to be able to
utilize the inferred knowledge. This ends our description of the offline-process.

4.2

Xml-structure

The information supplied in the previous section is stored to disk in a Protocol-XML document. The schema of
the Protocol-XML has already been discussed in appendix D. The instance of the Protocol-XML document for
this particular case in presented below.

<?xml version="1.0" encoding="utf-8"?>
<Protocol>
<DMT name="ARMOnline.dll">
<ARM
support="0,0010"
confidence="0,4632"
maxleft="3"
maxright="1"
maxresults="10"
inputfile="input.dbf" prefile="pre.dbf" reltoabs="10000" />
<Input name="support" cardinality="0|1" type="float" />
<Input name="confidence" cardinality="0|1" type="float" />
<Input name="inputfile" cardinality="0|1" type="string" />
<Input name="maxleft" cardinality="0|1" type="int" />
<Input name="maxright" cardinality="0|1" type="int" />
<Input name="maxresult" cardinality="0|1" type="int" />
<Input name="reltoabs" cardinality="0|1" type="int" />
<Input name="tSurfRecord.nAccommodationID" cardinality="1*" type="int" />
<Output name="tSurfRecord.nAccommodationID" cardinality="1*" type="int" />
</DMT>
</Protocol>
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4.3

Screenshots

Figure E.13: Protocol Control on Post-Processing Tab

Figure E.14: Execute Job / Create Protocol & Dynamic state information
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F.

Use Cases

As mentioned in the section 6.1.2, use cases are presented here that describe the interaction of the analyst with
the GMDF. In section 5.2.3 it was decided that the GDMF is designed in such a way, that the analyst is explicitly
guided through a couple of phases. These phases are respectively: Solution, Mapping, Job, and Protocol.
Because these phases are well-defined and do not overlap, each user-action, in relation to the GDMF, can be said
to belong to exactly one phase. Therefore, the use-cases, as described below, are separated based on these
phases.
Each of the sections below consist of a list of steps that the analyst should take. Each of these steps are described
and, moreover, it is mentioned whether the particular step is mandatory or not. Observe that Solutions,
Mappings, Jobs, and Protocols are related to each other in the hierarchical manner as described in section 5.2.3.
This means that Mappings are contained by Solutions, Jobs are contained by Mappings, and Protocols are
contained by Jobs. The reader is advised to keep this relationship in mind, while examining the use-cases that
follow.
Furthermore, we feel that whatever user-interface is designed, the process of creating, opening, updating and
removing a particular ‘phase’ e.g.: Solution, Mapping, Job, or Protocol, should be very similar for all phases.
Therefore, we will only once elaborate on those steps, which can be considered equal to all ‘phases’. So, when
no description is given for a particular step that an analyst has to take, this step is very similar to a step in another
‘phase’ that has already been described.

1.

Solution Use-cases

As seen from a user-perspective, this phase is comprised of those steps the analyst is able to take that relate to
the Solution-phase (Selecting Data phase) as described in section 5.2.3. Features that should be implemented in
this phase are described in section 5.2.4.1.
An analyst should be able to create, open, update, and remove a Solution.

Create Solution
Creating a solution comprises the following steps:
•

•
•
•

Choose menu option: New Solution. The analyst should, in one way or another, indicate to the
GDMF that he wants to create a new solution. This will most likely consist of selecting this option from
a menu.
Name the new Solution. This is useful for identification of different solutions after they have been
created. This step is optional; a default value is supplied otherwise.
Describe the new Solution.
This is useful if the analyst feels he needs to describe the new
solution in more detail. This step is optional; a default value is supplied otherwise.
Name / Describe the Solution datasource. As described in section 5.2.2.2, all data of a particular
solution should be stored locally and centrally. In section 5.4.2.2, the decision was made to generate a
local relational database for each solution. The analyst is able to supply a name and a description for
this database. This step is optional; a default value is supplied otherwise.

224

•

•
•
•

•
•
•

Name / Describe / Locate / Authorize each remote datasource needed. The analyst should be able to
add references of remote datasources to the new solution. For each of these datasources it should be
possible to add the following information:
Name. This step is optional; a default value is supplied otherwise.
Description. This step is optional; a default value is supplied otherwise.
Location. This field consists of the actual reference to a datasource on the local or on a remote server.
Observe that the GDMF should only be able to handle relational databases and not structured files or
flat-files. This step is mandatory.
Authorization. This piece of information most likely consists of a login-password combination. This
step is optional; an anonymous login is assumed if no information is supplied.
Test connections. It should be possible for the analyst to check at this early stage whether he has set-up
the references to the various remote datasources correctly. This step is optional.
Save Solution. All supplied information concerning the new solution should be saved if the chooses to
do so.

Open Solution
Opening a solution comprises the following steps:
•

•

Select a Solution. The user-interface must show the available solutions right away, without the analyst
having to browse directories to select the solution of choice. Whenever, the analyst selects a solution,
by single-clicking it for instance, the name and description of the solution should show-up in an
information panel. This enables the analyst to make a selection based on this information, if he happens
to need it.
Open a Solution. If the analyst knows which solution he wants to open, he double-clicks this solution,
and the solution is opened.

Update Solution
Updating a solution consists of the exact same steps as creating a new solution, except for the fact that a solution
should be opened first, before it can be updated. For more information see the section create solution above.

Remove Solution.
Removing a solution comprises the following steps:
•
•

•

2.

Open a Solution. The analyst should open the solution that he wants to remove.
Choose menu option: Remove Solution. The analyst should, in one way or another, indicate to the
GDMF that he wants to remove the opened solution. This will most likely consist of selecting this
option from a menu.
Acknowledge choice. The analyst has to acknowledge that he wishes to remove the solution, because
of this drastic action.

Mapping Use-cases

As seen from a user-perspective, this phase is comprised of those steps the analyst is able to take that relate to
the Mapping-phase (Storing Data phase) as described in section 5.2.3. Features that should be implemented in
this phase are described in section 5.2.4.2.
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An analyst should be able to create, open, update, remove, and populate a Mapping.

Create Mapping.
Creating a mapping comprises the following steps:
•

•
•
•
•

•
•
•

•

•

Open a Solution. As already mentioned in previous sections, the phases Solution, Mapping, Job, and
Protocol are defined in a hierarchical manner. This means that each solution can contain multiple
mappings, but that each mapping belongs to exactly one solution, and so on. This in turn implicates
that a solution should be opened first, before a mapping, belonging to this solution can be created,
opened, updated or removed.
Choose menu option: New Mapping.
Name the new Mapping.
Describe the new Mapping.
Name / Describe / Reference each remote database column needed. The analyst should be able to
add references to all remote database columns which he thinks should be mapped to the local
datasource. For this particular mapping. For each of these data-columns it should be possible to add the
following information:
Name. This step is optional; a default value is supplied otherwise.
Description. This step is optional; a default value is supplied otherwise.
Reference. This piece of information most likely consists of three fields:
o The name / id of the remote datasource in which the particular column is contained. (this
datasource must be defined in the solution in which this mapping is contained). This step is
mandatory.
o The name / id of the remote datatable in which the particular column is contained. This step is
mandatory.
o The name/id of the remote data-column. This step is mandatory.
This combination of fields unambiguously defines the correct data-column over all possible remote
datasources.
Enter filtering options. After the analyst has defined which data-columns should be mapped to the
local datasource for this particular mapping, he should be able to limit the number of rows this mapping
receives, by defining a filter. This filter can be thought of as a Where-statement in a sql-query.
Save Mapping.

Open Mapping
Opening a mapping comprises the following steps:
•
•
•

Open a Solution.
Select a Mapping.
Open a Mapping.

Update Mapping
Updating a mapping can consist of the exact same steps as creating a new mapping, except for the fact that a
mapping should be opened first, before it can be updated. For more information see the section create mapping
above.

Remove Mapping.
Removing a mapping comprises the following steps:
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•
•
•

•

Open a Solution.
Open a Mapping. The analyst should open the mapping that he wants to remove.
Choose menu option: Remove Mapping The analyst should, in one way or another, indicate to the
GDMF that he wants to remove the opened mapping. This will most likely consist of selecting this
option from a menu.
Acknowledge choice. The analyst has to acknowledge that he wishes to remove the mapping, because
of this drastic action.

Populate Mapping.
After a mapping has been defined, it should be executed to fill the table in the local datasource associated with
this particular mapping.
•

•

3.

Choose menu option: Populate Mapping. Once the mapping of choice has been opened, the user
should be able to select the menu option: Populate Mapping, to actually fill the local datasource-table
with the specified contents from the various remote datasources.
The user should receive a message when the mapping has been populated. Obviously, combining
data from various remote datasources to one local datasource table can be a memory- and timeexpensive task. Imagine, remote datasources, containing numerous tables, all of which contain a column
which is specified to exist in the mapping, and thus in the local datasource-table. This implicates that all
these tables have to be combined, following the filtering options that the user has specified, and output
to the local datasource-table. The user should not have to wait for this task to finish. He should instead
be able to perform different tasks in the meantime. For this reason, the user should receive a message
indicating the mapping has been populated, after this particular task has finished.

Job Use-cases

As seen from a user-perspective, this phase is comprised of those steps the analyst is able to take that relate to
the Job-phase (Enriching Data phase) as described in section 5.2.3. Features that should be implemented in this
phase are described in section 5.2.4.3.
An analyst should be able to create, open, update, remove, and execute a Job.

Create Job.
Creating a job comprises the following steps:
•
•
•
•
•

•

Open a Mapping.
Choose menu option: New Job.
Name the new Job.
Describe the new Job.
Enter filtering options. It is assumed that the Mapping containing this Job is populated. This
implicates that the local datasource contains a database-table containing the combination of columns
specified in the Mapping in which this Job is contained. Although the analyst is able to filter input on
the Mapping-level, it is conceivable that the analyst wants to filter the input on the Job-level as well.
The analyst can do so in the same manner in which he can filter the input to the Mapping as described
in section 6.1.2.2 above.
Select which datamining method to use for this Job. As described in section 5.2.4.3, among others,
it was discussed that various datamining methods should be supported by the GDMF and that it should
be possible to add the GDMF with datamining methods at a later date. Moreover, it was discussed and
227

•

•

decided that each datamining method should have its own user-interface, in order for the analyst to be
able to input datamining method-specific user-controllable options. This user-step is the place in which
the analyst selects which datamining method he wants to put to use. We imagine a drop-down box
would do the trick, showing all available datamining methods at that moment from which the analyst is
able to make his choice. Based on this selection the datamining-method specific user-interface should
be shown in order for the analyst to commence to the next step.
Input datamining-method specific fields. As described above, a user-interface is shown, showing the
datamining-method specific user-controllable fields. The analyst fills-in these fields to set the options of
the datamining-method for this particular Job. These options always include a way of defining which
particular column or sets of columns should be given as input to the datamining method. Observe, that
not all columns as defined in the Mapping have to be selected as input, but just a subset of this
collection.
Save Job.

Open Job
Opening a Job comprises the following steps:
•
•
•

Open a Mapping.
Select a Job.
Open a Job.

Update Job
Updating a Job can consist of the exact same steps as creating a new Job, except for the fact that a Job should be
opened first, before it can be updated. For more information see the section Create Job above.

Remove Job.
Removing a Job comprises the following steps:
•
•
•

•

Open a Mapping.
Open a Job. The analyst should open the Job that he wants to remove.
Choose menu option: Remove Job. The analyst should, in one way or another, indicate to the GDMF
that he wants to remove the opened Job. This will most likely consist of selecting this option from a
menu.
Acknowledge choice. The analyst has to acknowledge that he wishes to remove the Job, because of this
drastic action.

Execute Job.
After a Job has been defined, it should be executed to infer the type of business rules as defined by the selected
datamining method.
•

•

Choose menu option: Execute Job. Once the Job of choice has been opened, the user should be able
to select the menu option: Execute job, to let the GDMF actually infer the business rules of the specified
type and with the specified options.
The user should receive a message when the Job has been executed. Obviously, the task of mining a
particular type of business rules by using datamining methods can be a very memory- and timeconsuming task. The user should not have to wait for this task to finish. He should instead be able to
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perform different tasks in the meantime. For this reason, the user should receive a message indicating
the Job has completed, after this particular task has finished.

4.

Protocol Use-cases

As seen from a user-perspective, this phase is comprised of those steps the analyst is able to take that relate to
the Protocol-phase (Applying & Utilizing Data phase) as described in section 5.2.3. Features that should be
implemented in this phase are described in section 5.2.4.4. As described in section 5.2.3, a protocol should
describe where to find the inferred business rules, what these rules mean –in relation to what type of data is
mined-, what input should be given by an application wanting to utilize the mined business rules, and what
output could be expected based on specified input.
An analyst should be able to create, open, update, remove, and execute a Protocol.

Create Protocol.
Creating a job comprises the following steps:
•
•
•
•
•

•

•

Open a Job.
Choose menu option: New Protocol.
Name the new Protocol.
Describe the new Protocol.
Enter default values for selected datamining method. A Protocol is contained by a Job hierarchically
as already described. This implicates that a selected datamining method always exists once a Protocol is
created. The job of the Protocol, see section 5.2.4.4, is to offer all applications which are interested, a
generic interface enabling them to get business rules returned based on the input-data that they supply.
Besides this input-data, other parameters could also be supplied to the protocol. For instance, the
criteria that the mined business rules have to meet, or the maximum number of business rules returned.
The protocol has to know some default values for these options in case the application doesn’t supply
specific parameters for these options. The analyst must be able to supply these default values for these
options. The possible parameters for which a default value can be given are datamining method
dependent.
Enter name for the to-be-distributed data-file containing the mined business rules. Once the Job
containing this Protocol has been executed, a data-file exists which contains the mined business rules.
The analyst should be able to enter the name of this file as it should appear on the sever to which this
file is to be distributed. So for each Protocol belonging to the same Job a different file with the supplied
file-name may exist.
Save Protocol.

Open Protocol
Opening a Protocol comprises the following steps:
•
•
•

Open a Job.
Select a Protocol.
Open a Protocol.
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Update Protocol
Updating a Protocol can consist of the exact same steps as creating a new Protocol, except for the fact that a
Protocol should be opened first, before it can be updated. For more information see the section Create Protocol
above.

Remove Protocol.
Removing a Protocol comprises the following steps:
•
•
•

•

Open a Job.
Open a Protocol. The analyst should open the Protocol that he wants to remove.
Choose menu option: Remove Protocol. The analyst should, in one way or another, indicate to the
GDMF that he wants to remove the opened Protocol. This will most likely consist of selecting this
option from a menu.
Acknowledge choice. The analyst has to acknowledge that he wishes to remove the Protocol, because
of this drastic action.

Execute Protocol.
After a Protocol has been defined, it should be executed. For information what is actually done during this phase,
see section 6.2. From a user perspective, this execution comprises the following steps:
•
•

Choose menu option: Execute Protocol. Once the Protocol of choice has been opened, the user
should be able to select the menu option: Execute Protocol, in order for the protocol to be executed.
The user should receive a message when the Protocol has been executed. The task of executing a
Protocol is generally not that long. However we feel it is still useful to indicate this task has finished, as
it is with any task for that matter.
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G. Online Application Screenshots
This appendix presents two screenshots of the online application designed for utilizing the inferred association
rules in the Thomas Cook Environment. The evaluation of this application is discussed in section 11.2.1.3. As
such, this appendix is referenced by the section mentioned.
This screenshot illustrates the web-page that has been taken as source-code to build the application upon.
Observe that this web-page describes an accommodation in the main frame, while the left side is used for
navigational purposes. Note, that not the entire page is shown as it didn’t fit the screen.

Figure G.1: Original Thomas-Cook accommodation-page taken as source.

A screenshot of the adapted online application is shown in below.
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Figure G.2: Adapted online application utilizing business rules for recommending
accommodations
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H. Software Development Models
Three well-known software development models are described subsequently. These development models are
respectively: Waterfall model, Spiral model, and the Agile Programming methodology.

5.1.2.1

Waterfall model

The first software development model is the so-called Waterfall model. This is a software development model,
first proposed in 1970 by W.W.Royce, in which development is seen as flowing steadily through the following
phases:
•
•
•
•
•
•
•

Document System Concept
Identify System Requirements and Analyze them
Break the System into Pieces (Architectural Design)
Design Each Piece (Detailed Design)
Code the System Components and Test them Individually (Coding, Debugging, and unit Testing)
Integrate the Pieces and Test the System (System Testing)
Deploy the System and Operate it.

A number of disadvantages of the Waterfall model have been identified, including:
•
•
•
•

Problems are not discovered until system testing
Requirements must be fixed before the system is designed – requirements evolution makes the
development method unstable.
Design and code work often turn op requirements inconsistencies, missing system components, and
unexpected development needs.
System performance cannot be tested until the system is almost coded; under capacity may be difficult
to correct.

The standard waterfall model is associated with the failure or cancellation of a number of large systems. As a
result, the software development community has experimented with a number of alternative approaches,
including the Spiral Design and Agile Programming. These methodologies are discussed next.

5.1.2.2

Spiral Model

The spiral model is a software development model combining elements of both design-to-implementation and
prototyping-in-stages, in an effort to combine advantages of top-down and bottom-up concepts strategies. The
spiral model is an incremental process model that explicitly embraces both prototyping as well as an iterative
approach to software development. A project executed with the spiral methodology undergoes a series of
iterations –or cycles- in which each iteration follows a mini-waterfall process as described above. The process of
iterating and refining a piece of software until all requirements are met, can be conceptually illustrated as a
spiral, circling inwards until a stable state is reached, hence the name Spiral Model.
A number of disadvantages of the original waterfall model can be effectively cancelled when using the spiral
approach.
•
•
•

Problems are discovered earlier in the process and can be acted upon.
The model foresees in requirements evolution.
Pieces of the system can be tested early in the process.
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However, budgeting and scheduling is much harder as the amount of iterations needed to develop a satisfactory
factory product cannot be estimated up front. Moreover, intuitively the quality of software products built upon a
series of previously designed prototypes is worse than a software product built from scratch. Of course, it is
difficult to gather proof for this statement as no process is the same and hence comparing outcomes of software
projects based on the used methodologies is like comparing apples to bananas or oranges, whatever suits your
fancy.

5.1.2.3

Agile Programming

Agile programming refers to low-overhead methodologies that accept that software is difficult to control. These
methodologies try to minimize risk by ensuring that software engineers focus on smaller units of work .
Agile Programming methodologies are generally distinguished from more process-centric methodologies, such
as the discussed waterfall- and spiral-model, because of their emphasis on values and principles, rather than on
the software process. A couple of these principles are:
•

•
•

Communication. Bad communication as seen as one of the reasons why some many software projects
fail. Emphasis lays on establishing good communication between all members of a software team.
Programmers should always work in pairs for example.
Simplicity. The idea is that no code should be added for features that are only needed tomorrow. This
principle is known under the slogan: “You Aren’t Going to Need It” or YAGNI for short.
On site customer. Having a customer on site makes it possible to minimize the time spent on
preliminary planning and focus on development, and maximize feedback, thereby maximizing the value
delivered to the customer.

Far more principles exists but all in all, it should be clear that agile programming methodologies, like Extreme
Programming, lay emphasis on principles that must be adhered to, rather than on strictly planned processes, with
the idea that software architectures are too complex to plan in advance. Note that this methodology obviously
contradicts the academic manner in which designing software is usually approached.
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