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Preface
The goal of this master thesis project is to do recommendations for software development for the so called
'SHARC' board. It is a multi processor DSP (digital signal processor) based board for use in a PC and is
designed at Philips CFT I PE. It offers, besides six Analog Devices SHARC DSPs, a PCI interface and a
large on-board memory.
Software development for this board, a real-time MPEG2 audio encoder, has proven to be a time-consuming
process. Today, short time-to-market is of strategic importance and fast software development is the desired
situation.
Two software tools have been selected for study in this project. Grape-II and Virtuoso Classico, a real-time
operating system. Because the first was still in a prototyping stage, the choice was made to use the latter.
The working principle of a kernel based system like Virtuoso Classico has been studied and tests have been
performed to test the performance of the system.
Conclusions and recommendations have been formed to advise CFT I PE for future software development
for the SHARC board using Virtuoso Classico.
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1. Introduction
The Electronic Signal Processing (SES) group of the department of Electrical Engineering at the Eindhoven
University of Technology researches the different aspects of signal processing algorithms. Implementation
of algorithms is such an aspect. At the Philips Centre for Manufacturing Technology, section Professional
Electronics (CFf / PE), a multiprocessor board has been developed for real-time MPEG2 audio processing.
Software development for this hardware has proven to be very difficult. Software developers have to take
care of all different aspects of developing software for a multiprocessor platform. Ranging from the
allocation of tasks onto processors, adding communication between the tasks, to the making of tools to assist
the developer with estimating processor loads.
Goal of this master thesis project is to do recommendations for software development for the SHARC board.
Available tools to assist the developer in realising applications on multiprocessor digital signal processor
(OSP) systems are considered. Off course, a good knowledge of the underlying hardware remains important
like this is always the case when accessing processor specific advantages.
Adding extra functions to an existing application also results in a significant amount of work. This leads to a
longer time-to-market which is of strategic importance in today's world. Platform independent programming
offers hardware to be scaled as needed, leading to flexible programming of an application. Programming an
application on a higher level, however, can result in overhead (less efficient code). This report discusses the
overhead that is introduced when using a high level development platform, and investigating its
(dis)advantages.
The following systems have been considered:
• Grape-II, a set of interactive tools which takes graphical representations of the application plus
communication and timing data as input. From this it calculates the optimum (static) scheduling scheme
for the application at compile time. It does not introduce overhead, but is only suited for applications
where the dataflow is little or not data-dependent. As such, it is a tool for realising applications that
mainly contain synchronous data flows (for example audio filtering: the operation that is performed on
the incoming samples remains constant).
• Virtuoso Classico NSP is a real-time operating system designed for parallel digital signal processor
systems. The user can use this operating system to program hardware independent applications. The user
can program an application at a number of levels. The highest level offers pre-emptive scheduling and
hardware configuration is totally invisible to the user. Lower levels offer improved performance, at the
expense of transparency and flexibility. The application can be programmed partly or entirely at lower
levels, dependent of the performance needed.

9

A study of development platforms for a multiprocessor DSP system

G. Yntema, 1997

2. Problem definition
This chapter describes the different steps in the product development of an application. Different aspects of
these steps will be analysed for their contribution to the final product. Goal is to determine what phases in
product development are time-consuming, and where tools can be used to shorten this product development.

2.1. Product development cycle
Development of an application
can be simplified to the
trajectory shown in Figure 2.1.
... Develop... Product
To determine what steps have
Idea
ment
to be taken when developing
an
application for a
,
.....
multiprocessor board, the
.....
.....
'" '"
.....
realisation of a real-time
'"
.....
'"
.....
'"
MPEG2
audio encoder
.....
.....
'" '"
.....
(appendix
A) has been studied .
'"
.....
-' '"
The development trajectory is
analysed to determine which of
Architecture
Implementation
these steps are time-consuming
and can be shortened by using
tools that assist the
programmer. When the time
Figure 2.1: product development cycle.
spent in development can be
The trajectory of product development can at the highest level be divided in the parts above.
shortened,
the time-to-market
The development normally consumes most of the time. The architecture of an application
and its implementation are important aspects of development.
reduces and strategic
advantages are gained. An
overview of the steps that have been taken during development of the real-time MPEG2 audio encoder is
given in the following paragraphs.
po

~

~
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2.2. Realisation of a real-time MPEG2 audio encoder
A real-time MPEG2 audio encoder
has been developed at Philips CFT /
PE (see appendix A). Source code
that has been used for this encoder
has been developed at the Philips
ASA (Advanced Systems and
(a)
Applications) laboratory. This code
only supported off-line encoding and
was written for a single processor
platform. To achieve real-time
performance, an universal
multiprocessor DSP platform has
been developed ('SHARe' board,
appendix B) to provide the necessary
(b)
processing power. This
implementation determined the
Figure 2.2: converting a process to enable pipelining.
When an application only consists one process (a). it cannot be divided over multiple
architecture (Figure 2.1) of the
resources. Application (b) offers granularity, enabling the different subprocesses to
encoder. To enable the conversion,
be executed in parallel (in a pipeline) on different processors.
the available code had to be rewritten
to exploit parallelism, being very important for multiprocessor platforms to increase throughput. Steps that
have been taken to implement the encoder on the SHARC board are discussed in the following paragraphs.

2.3. Implementation
execution

2.3.1. Task creation

G
G G
G G G
'w'

~

----------

The available source code had to be converted to
a form suitable for parallel processing. One
.... ,
.... ,
method very suitable for parallel processing is a
pipeline (Figure 2.3). In a pipeline, multiple tasks
..... ,
....,
..... ,
that together build up an application, are
executed by different processors in the system.
Each processor performs one of the subfunctions,
together realising the desired function.
I ::-.'~ I ---------. ..... ,
The original source code consisted of one
stage
sequential program, therefore not suitable to be
processed in a pipeline. To enable this, the
source code should consist of multiple tasks that
Figure 2.3: pipelining.
each can operate independently. To convert the
Ta.sks are executed in parallel by letting a succeeding processor

..... E:J
1~
taakN·1

execute the next stage of an application.
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source code from one large sequential function into subtasks, it had to be analysed for input / output
relationships and divided into subfunctions (Figure 2.2). The size of these subtasks determine the granularity
of the application. Much small tasks can better exploit parallelism, but result in more communication while
a smaller amount of larger subtasks might not fully exploit the inherent parallelism. This process of dividing
the original source code into smaller subtasks resulted in an encoder source suitable to be implemented on
multiple processors but has been very time-consuming.

2.3.2. Resource estimation and task partitioning
The division of tasks over the available resources (processors, memory, I/O) in a system is called
partitioning. To partition the different subtasks onto the different resources in the system, the following
criterion should be met:
•
•
•

processor load must be less than 100 % (theoretical, in practice lower)
communication between processors should be kept as low as possible
total memory use on a processor cannot exceed the available memory

First, the used resources of the different subtasks had to
be estimated. These resources have been estimated by
running all tasks on a number of workstations like
'Silicon graphics' and 'Sun' machines. Some estimations
of processor load are much higher than the processor load
to be expected on the final implementation, because of
the different platform hardware platform (an FFT (Fast
Fourier Transform) for example, can be highly optimised
for DSP). An example of the resource estimations of all
tasks can be seen in Table 2.1
The second criterion that determines the partitioning of
tasks is the amount of communication between the
subtasks. In case of the real-time MPEG2 audio encoder,
all communication takes place over the global bus. Since
this is a shared resource as well, communication over this
global bus should be kept as low as possible. Inter-task
communication of tasks resident on the same processor
offers higher data rates than inter-task communications
between tasks resident on different processors.
The third criterion that determines the partitioning of
subtasks to processors is the memory usage of a subtask.
A task uses program memory to store the program data
and memory for storage of parameters, intermediate
results, buffers etceteras. Although the large global
memory on the SHARe board can be used as program
memory as well as data memory, the use hereof results in
excessive use of the global bus, which we have seen, is a
shared resource. It also results in a decrease of

12

Processor load (%)
on platform:
SGI SGI SUN SUN
8t
6t
8t Average
Task name
6t
Delay_ Frame Data
0.0 0.0 0.0 0.0
0.0
Reorder Input
0.3 0.3 2.4 1.9
1.2
PCM Processing
1.8 1.8 1.9 2.0
1.9
Mark Attacks
2.7 2.5 1.9 2.1
2.3
Extr BaseSmpls
0.8 0.8 2.2 2.4
1.6
Calc PSAC PCM
34.9 33.7 34.5 37.7
35.2
SB Gen
16.3 16.1 21.4 19.2
18.3
Calc Scale Factors
1.9
2.4 2.8 1.1 1.3
Calc Shaper Coefs
7.7 7.3 4.6 4.6
6.1
Calc Siqnal Levels
0.2 0.3 0.1 0.1
0.2
4.6 4.4 4.2 4.9
4.5
Calc MML SMR
0.5 5.9 0.3 2.8
Determine TCA
2.4
0.2 0.3 0.2 0.3
0.3
Det DownMix
0.4 0.5 0.2 0.3
0.4
Det SMR a
0.0
Updat Frame Len
0.0 0.0 0.0 0.0
Init DynX
0.0 0.0 0.0 0.0
0.0
DynX Pre Processing
3.5 0.8 2.8 0.7
2.0
Code Scale Factors
0.2 0.2 0.1 0.1
0.2
couple LR
0.0 0.0 0.0 0.0
0.0
0.3
Allocate
0.3 0.3 0.2 0.2
8.9
Scale Quantize
10.9 11.6 6.1 6.8
4.3
Bitstream Generation
5.3 5.3 3.6 3.1
Recalc Frame Len
0.0 0.0 0.0 0.0
0.0
Calc Delta Bitrate
0.0 0.0 0.0 0.0
0.0
LFE DownSampling
2.6 2.8 3.0 1.8
2.6
1.7 1.2 1.3 0.8
1.3
Calc PSAC LFE
0.0
Calc Scale Factor
0.0 0.0 0.0 0.0
0.0
Calc MML SMR LFE
0.0 0.0 0.0 0.0
95.4
Total 97.3 98.9 92.1 93.1

Table 2.1: processor loads.
For estimation of the processor loads of the different
tasks, measurements have been performed on different
platforms. The task names represent the different tasks in
the encoder.
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perfonnance, since accessing the global memory incorporates memory waitstates.
After analysing all tasks for processor load, memory usage and the amount of communication between them,
all data was summarised, and ordered in a table. The result of this ordering in shown in Table 2.2. In this
table, I and 0 indicate the input and output for a specific task. The triangular fonn (dotted line) illustrates
the sequence of tasks from PCM audio data to the output MPEG2 bitstream. It can be seen that the input at
the top-left comer of the triangle is the pcm input data (pcmsmpls), and the output at the bottom-right is the
generated MPEG2 bitstream (bitstnns). The totals represent the first clustering that have been perfonned.
'Total l' to 'total 6' are assigned to different processors. 'Total LFE' can be assigned to a processor which
has enough resources left (precise assignment is not critical).
The allocation of tasks has also been one of the most time-consuming tasks during the development of the
real-time MPEG2 audio encoder.

2.3.3. Adding communication
When the different task have been partitioned, communication between tasks has to be added. Protocols
have been written for handshaking, data buffering and communication between processors. Handshaking is
accomplished by the use of tokens, distributed over all DSPs.
Data buffering is accomplished by using a buffer at the receiving side of two processors, occupying memory
(another shared resource). This buffer size is kept as low as possible (buffer length minimisation), still
pennitting every last task of a cluster on one processor (the task that sends its data to a succeeding
processor) can write exactly one block of output data. Since communication takes place over the global bus,
a shared resource, arbitration mechanisms have to be added to provide reliable data communication. On the
SHARC DSP however, this bus arbitration is taken care of by the hardware, hence relieving the designer of
this task.

13

A study of development platforms for a multiprocessor DSP system

p
c
m

Task name
Delay Frame Data
Reorder Input
PCM Processing
Mark Attacks
Extr BaseSmpls
TOTAL 1

s
m
p
I
s

d
a
t
a
, I/O
·1 • .1/0
I/Q
I
I

Calc PSAC PCM
TOTAL 2
I

Calc Scale Factors
Calc Shaper Coels
Calc Sional Levels
Calc MML SMR
Determine TCA
Det DownMix
Det SMR a
TOTAL 4

O·

s
u
b

d
a
t
a

m
a
s
k

s
c
0

0

..
0
I

0

I

I

I/O

0

c
t
b
I

q
I
n
I

I
n
I

0

0

t

d

s

b
I
t
s

c
0

d
e

b
s
t
r
m
s

.
0
I/O
I
I/O
I

0-

I

I
I

.

0

I

I

I

.. .. .. . ..... ....

I
I

I

I/O

... ---

I

..

.... ....

---

0
I/O
I

..
..
.

I
I

I

I

I

I

I/O

I

I
I

I/O
I
I
I/O
.. .. .. .. .. .. .. ..

I
I
........ .. .. .. ..

e

P

a
r
s
I
I
I
I
I

c
I
g
I
I
I
I
I

I

I

I

I

I
I
I
I
I
I

I
I
I
I
I
I
I

I
I
I
I

I

I

I

I

I
I

J

I/O

~/O

I/O

I

s
c
I
s

0

I

--

a
I
I

.

I

Updat Frame Len
Init DynX
DynX Pre Processing
Code Scale Factors
couple LR
Allocate
TOTALS

LFE DownSampling
Calc PSAC LFE
Calc Scale Factor
Calc_MML LFE
TOTAL LFE

I
I
t

I

SB Gen
TOTAL 3

Scale Quantize
Bitstream Generation
Recalc Frame Len
Calc Delta Bitrate
TOTAL 6

L
F
E

p
c
m

Intermediate data streams
m
s
m
t
b
h
m
I
c
r
s
m
I
I
a
d
c
m
0
s
I
I
Y
r
I
n
n
e
m
0
I
I
e
r
x
0
x
s
c

G. Yntema, 1997

.. .

0
I

.

.

0

I
I

...

0

..
.
0
I

.
0

- 1- . ... .....

•.1

...
I

0
I/O
I/O
I/O

Table 2.2: ordering of tasks in the encoder.
This is a simplified representation of the ordering table that is used to partition the tasks in the real-time MPEG2 audio encoder.
Clusters have been lormed that will be allocated to the different processors. The triangle (dotted line) shows the sequence of events
from PCM input data (pcm smpls) to the output MPEG2 bitstream (bit strms).
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2.3.4. Scheduling
When multiple tasks have been
partitioned to one processor, a
resource conflict has to be solved. The
Task 4
way in which the tasks are permitted
to use this resource (processing time)
is called scheduling. In case of the
Task 3
encoder, scheduling is trivial, because
of the sequential aspects of the
encoder. The task receiving the data
from a preceding processor is
Task 2
executed first, followed by the task
that receives the output data of the
first task, etceteras. In case of tasks
Task 1
needing to be executed in parallel, the
solution is multitasking. Although a
- - - - - - . time
processor can only execute one task at
the time, a method called time-slicing
Figure 2.4: time-slicing.
is used, and is illustrated in Figure
When multiple tasks have to be executed in parallel on one processor, one can use
2.4. Each task is given part of the
time-slicing to simulate multitasking. Task 1 is given processor time at first, followed
by task 2, 3 and 4. Each task ideally having one quarter of the processing time of the processing power of a processor.
processor.
After a certain time, an executed task
is stopped and another task is started. Next time a task is scheduled again, it resumes execution at the point
it was de-scheduled.

2.3.5. Code generation and load balancing
When the tasks were partitioned, scheduled and communication between them was added, the source codes
for the different processors were compiled. True resource usage of tasks was measured using generated data
like mapfiles (files generated by the compiler containing data about memory usage), and tools that have been
written to count the number of processor cycles used by the different tasks. Profilers could not be used,
since the execution time is dependent of the audio to be compressed, hence processor load could only be
measured real-time. Next, load balancing has been performed (re-allocate tasks to different processors) to
achieve processor load divisions as equal as possible and source code has been optimised to minimise the
execution time on the DSPs. The process of load balancing and code optimising has been repeated a number
of times, resulting in an optimum partitioning of tasks.
The phase of generating source code for the different processors in the system is in fact only the copying of
the source code of the different tasks to the source code for the processor they have been allocated to. But
when load balancing incorporates the repetitive generation of source code for different partitioning schemes,
it becomes time-consuming. In particular when the process of allocation and load balancing must be
repeated a number of times to achieve optimum allocation of tasks.
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2.4. Summary
The realisation of a real-time MPEG2 audio encoder has been analysed to determine what phases exist in the
development of an application for a multi processor DSP platform. A graphical representation of the
different steps
taken during
Develop·
ment
development of
,,
the real-time
,,
,,
MPEG2 audio
,,
,
encoder is shown
Architecture
Implementation
in Figure 2.5. A
..L_
summary of steps,
--- --- --taken during
--- --- ----- --development of
the real-time
Task scheduling
MPEG2 audio
encoder, together
Figure 2.5: detailed development cycle of multiprocessor application.
with a short
The different steps that have to be taken to implement an application on a multi processor platform are
description
and
shown. This is a general approach, not all steps have been taken during the development of the real-time
MPEG2 audio encoder.
their contribution
to the
development time is given in Table 2.3. These steps are characteristic for developing applications for a
multiprocessor hardware platform when compared to developing application for a single processor platform.
For platforms that do not offer a fully connected topology like the SHARe board, routing is another phase
during implementation.

Phase

Description

Development time

Task creation

Dividing an application into different subtasks,
together performing the desired functionality

Resource estimation

The estimation of the resource usage (like memory
usage, processor load and other shared resources)
of the different subtasks

Task partitioning

Partitioning of tasks to the different resources in the
system.
Communication paths and protocols are added to
the task in the system. Synchronisation is also
needed.
Buffering between tasks to assure that the following
stage has enough input data
Tasks running on the same processor share
processing time. Scheduling is the process that
manages the execution of tasks.

Considerable if original code does not offer
granularity. Otherwise part of every development thus
not introducing extra devlopment time.
Relatively short if target platform already available.
Results can deviate much if estimation platform
differs from target platform (architecture in Figure
2.5\, increasing development time.
Dependent on the granularity of the application and
communication between tasks, but considerable.
Relatively short. The developer can use libraries to
speed up development.

Adding
communication
Buffer length
minimisation
Task scheduling

Dependent on the amount of communication in an
application ranging from short to considerable.
Short for synchronous data processing applications.
Can be considerable in applications containing control
tasks.

Table 2.3: summary of the development phases.
The phases above have to be run through when developing an application for a multi processor platform. A more detailed description of
these phases can be found in previous paragraphs. The development times are derived from experiences with the development of the
real-time MPEG2 audio encoder.

These steps are time-consuming, especially when some need to be repeated a number of times to achieve
optimum load balancing. These time-consuming steps contribute largely to the time-to market of a product,
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of strategic importance in today's world. If a developer can be assisted with some of these phases of
development, this time-to-market can be shortened. One should realise that task generation is still a very
important part in development. Task partitioning is only possible if the application offers granularity
(paragraph 2.3.1).
This report will consider tools that developers can use to assist them with as much phases as possible.
Compilers, assemblers linkers and profilers are regarded as the standard tool set of a developer, and
therefore not regarded as development tools.
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3. Studied tools
This chapter will describe the considered tools that could assist the developer with developing applications
for multi processor hardware platfonns.
A number of criterion have been used to select the tools:
•
•
•

the phases mentioned in paragraph 2.4 must be covered as much as possible
it must be suitable for the Analog Devices ADSP21060 'SHARC' DSP
support must be available to adapt the development platfonn for the SHARC board

Of the studied tools, two are selected for detailed analyses, Grape-II and Virtuoso Classico NSP.
Grape-II is a set of tools that interact with two databases: one containing a representation of the application
and one containing a representation of the (multiprocessor) hardware platfonn the application must be
implemented on. The Grape-II tools automate the process of resource estimation, re-timing, partitioning,
assignment, routing, scheduling, code generation and debugging. It takes a graphical representation of the
application as input, specified as a data dependency graph. Grape-II uses this knowledge of the data flow to
generate a scheduling scheme at compile-time. This results in a scheduling scheme where little decisions
need to be taken at run-time, hence reducing the overhead.
Virtuoso Classico is a real-time operating system with an integrated kernel for multi processors DSP
systems and offers a 'Virtual Single Processor' programming model, meaning that an application can be
written as if it were for a single processor hardware platform. An application is written as a set of tasks,
communicating with each other using mailboxes, queues and semaphores. The details of the communication
between the tasks and processors (in a multi processor environment) are handled at system level, invisible to
the developer. When the hardware platfonn is changed, only the configuration of the application needs to be
changed, and the application is re-compiled, without any source code changes. Different priorities can be
assigned to the different subtasks and are scheduled by the kernel.
The fundamental difference between the two development platforms is that Grape-II generates a static
scheduling scheme at compile-time, while Virtuoso Classico schedules the tasks at run-time. The advantages
of generating a static scheduling schema at compile-time is described in the following paragraph. A brief
description of both tools will be given in paragraphs 3.2 and 3.3 respectively.

3.1. Compile-time versus run-time scheduling
The main advantage of compile-time scheduling is the knowledge of the dataflow which enables the
program to make decisions before a program reaches the point of execution. Data transport can thus be
initiated before a task is actually be scheduled. In dynamic or run-time scheduling (like Virtuoso Classico),
every management decision is made while the application is being executed. This run-time action causes
overhead and slows down the execution of the application. To minimise this overhead, a quick decision
should be made, based on a minimum of information. Managing the tasks, and deciding what task to
execute, introduces overhead as well (processor time and memory for the storage of the program that makes
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the decisions). This management overhead is needed whenever a decision has to be made. This method of
static load balancing however, can only be used if the dataflow is completely deterministic, implying that no
data dependent decisions have to be made. Grape-II determines such a static scheduling scheme and is
therefore especially suitable for synchronous data processing applications. For applications that contain
deterministic parts, Grape-II determines the optimum static scheduling scheme for all possible situations,
and runs on of them according to the situation. More details about the differences between dynamic and
static scheduling is given in chapter 5.

3.2. Virtuoso Classico
Virtuoso Classico is a real-time operating system (RTOS) offering pre-emptive scheduling, and fully
distributed semantics. A kernel serves a shell over the hardware that takes care of assigning the processor(s)
to a task, resource protection etceteras. The kernel offers services for message passing, semaphores,
mailboxes, queues and task handling. The Virtual Single Processor model lets the user program an
application as if it were to be run on a single processor system. Communications between tasks and
processors is handled by a priority based routing layer with all routine being transparent to the user. All
program code written at the microkernellevel is portable to other processors running with Virtuoso
Classico. It also offers the possibility to scale the application to a more powerful hardware platform.
Tasks are programmed in ANSI C and, depending on the requirements of the applications performance,
partly or entirely in assembly. When all tasks have been programmed and assigned to the different
processors in the system, the system generation utility of Classico generates the different source codes for
each processor individually. Mainly the microkernellevel will be considered. However, one has to keep in
mind that an improvement of the performance can be achieved by programming (part of) the application at a
lower level. A detailed description of Virtuoso Classico is given in chapter 4.

3.3. Grape-II
Grape-II consists of a set of tools that interact with two central databases. The first contains all the
information the programmer specified for the application, the second describes the features of the target
platform chosen to implement the application on.
The tools make decisions based on this information and store their results as attributes back into the
databases. Tools that come later in the script can hence make use of the results of their predecessors.
Libraries are available to access and modify the objects of the database and to display the database in a
graphical way.
The main advantage of this tool is that an optimum scheduling scheme at compile time is generated. This
imposes that the overhead introduced by this tool, can be considered as being neglectible as compared to a
kernel based system. Grape-II uses the data flow model as a basis for specifying applications. A detailed
description of Grape-II is given in chapter 5.
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3.4. Choosing the development tool
The tools are analysed for how they assist the developer with the development phases discussed in chapter 2.

Part of development I

Manually

Classico

-

0
0

Resource estimation
Allocation of tasks to processors
Adding communication
Scheduling of tasks
Buffer length minimisation
Source code generation for different processors
Table 3.1: comparison of tools.

+
0
0

+

Grape-II
+
+
+
+
+
+

The different development phases described in chapter 2 are summarised in this table, and the selected tools have been analysed for
their assistance with these phases. Legend: - = none, 0 =assisted, + =automated.

Both tools assist the developer with developing applications for multi processor hardware platforms. But
while Virtuoso Classico is suited for a broad range of applications (data-driven as well as event-driven),
Grape-II is only suited for applications that contain little or no data dependent processing. Classico,
however, introduces overhead that consists of memory usage for the kernel and processor time usage for
making management decisions.
Both tools cover part of the problem definition (Table 3.1), but due to commercial availability Virtuoso
Classico has been selected for adapting to the SHARC board. Grape-II has not been selected because it is
still within academic research. But due to the very interesting characteristics and promising results of GrapeII, this tool will be described in detail as well.
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4. Virtuoso Classico in detail
This chapter will take a more closer look at the Virtuoso Classico real-time operating system (RTOS). One
of the major functions of an (embedded) RTOS is to provide a standardised environment for real-time interprocessor co-ordination and communication. This environment includes functions such as interrupt handling
and memory allocation. Additionally, it must provide all handshaking functions with a host. A real-time
operating system is responsible for the execution of the different tasks in the system.

4.1. Principles used
The Virtuoso programming model is based on the concept of kernel objects. In each class of objects,
specific operations are allowed. The main objects are the tasks as these are the originators of all services.
Each task has a (dynamic) priority and is implemented as a C function. Tasks co-ordinate using three types
of objects: semaphores, mailboxes and FIFO queues. Semaphores are signalled by a task following a certain
event that has happened, while other tasks can wait on a semaphore to be signalled. To pass data from one
task to another, the sending task can emit the data using a FIFO queue or use the more flexible mailboxes.
While the first type provides for buffered communication, mailboxes always provide a synchronised service
and permit the transfer of variable size data. Filtering can be performed on the desired sending or receiving
task, the type of message and the size. The protection of resources and allocation of memory is also possible.
In Virtuoso for the SHARC DSP, a number of services that offer hardware specific features are provided to
access the communication hardware directly. Virtuoso uses a system-wide naming scheme that relates the
object to a unique
identifier. This identifier
tells whether an object can
be found on the local
processor or on a remote
processor. As a result, an
object can be moved
anywhere in the network
of processors without
changing the source code.
An example of an
application consisting of a
number of tasks and other
objects like semaphores
and mailboxes is show in
Figure 4.1. All different
object can be placed on
Figure 4.1: example application in Classico.
each of the processors.
All objects in an application (tasks, mailboxes, queues and semaphores, can be placed on any
processor in the system.
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Global interrupts
enabled

o
Figure 4.2: multi-level approach in Virtuoso Classico.
The top level, the micro-kernel, offers the highest grade of flexibility and transparency while the lower levels offer increased
performance and lower overhead.

Depending on the performance needed, the programmer can write a task at four different levels (Figure 4.2).
The lowest level is called ISRO and is used for FIFO based, synchronous interrupt handling. Often, this is
the hardware mechanism of the processor and requires little or no code. The second level, ISR I, allows the
prioritisation of asynchronously arriving interrupts. ISRI is best limited to applications that are highly
predictable or where interrupt handlers can be kept short enough that delays will not affect the operation of
the system. The third level of Virtuoso Classico adds a prioritised round-robin scheduling (processor time
equally divided amongst running tasks) nanokernel. Mainly intended for handling asynchronous data
streams, the nanokernel can be programmed for multi mode operation with the higher level microkernel. The
nanokernel can handle lower-priority traffic while the microkernel could be given a high priority for
handling a set of critical pre-emptable interrupts. This final level, the fully pre-emptive microkernel, adds
the ability to interrupt a running task when a higher-priority interrupt occurs. The lower the level, the higher
the performance but flexibility and transparency is decreased gradually. A more detailed description of these
levels is given in paragraph 4.3.
One should program as much as possible at the microkernellevel, because it delivers the highest amount of
transparency and portability. Programming at a lower level can be justified for reasons that involve
performance and/or response times [Anon96].

4.2. Objects used in Classico
In Virtuoso Classico, tasks co-ordinate and synchronise through the common use of so-called microkernel
objects. Tasks themselves are also microkernel objects but playa dominant role. Together with the kernel
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they are the originators of all the actions that use the microkernel objects to achieve the desired result. Each
type of microkernel object can be looked upon as being part of a class on which different operations are
permitted. In a single processor system, all objects are located on the same node, but in a multiprocessor
system these objects can be located anywhere in the system, except when they are tied to the use of specific
external hardware.

4.2.1. Tasks
In Virtuoso Classico, a task is a program module which exist to perform a defined function or a set of
functions. A task is independent of other tasks but may establish relationships with other tasks. These
relationships may exist in the form of data structures, input/output, or other constructs. A task executes
when the Virtuoso Classico task scheduler determines that the resources required by the task are available.
Once it begins running, the task has control of all of the needed system's resources. But as there are other
tasks in the system, a running task cannot be allowed to control all of the resources all of the time. Thus,
Virtuoso uses the concept of multitasking.
Multitasking appears to give the processor the apparent ability to be performing multiple operations
concurrently. Obviously, a processor cannot be doing two or more things at once as it is a sequential
machine. However, with the functions of the system segregated into different tasks, the effect of
concurrency can be achieved. In multitasking, each task once given operating control either runs to
completion, or to a point where it must wait for an event to occur, for a needed resource to become
available, or until it is interrupted. Efficient use of the processor can be obtained by using the time a task
might wait for an event to occur to run another task. This switching from one task to another forms the basis
of multitasking. The result is the appearance of several tasks being executed simultaneously [Anon96].

4.2.2. Priority and scheduling
When several tasks can be competing for the resource of execution time, the problem is to determine how to
grant it so that each gets access to the system in time to perform its function. The solution most often used,
is to assign a priority to each task indicative of its relative importance to other tasks in the system. Virtuoso
Classico uses a fixed priority scheme in which up to the user defined maximum number of tasks may be
defined. Tasks which have a need to respond rapidly to events are assigned high priorities. Those that
perform non time critical functions are assigned lower priorities.
It is the priority of each task that determines when it is to run in the hierarchy of tasks. When a task may run
depends on what is happening to the tasks of higher priority. Tasks are granted execution time in a strict
descending order of priority. While executing, a task may be interrupted by an event which causes a task of
higher priority to be runnable. The lower task is placed into a temporary state of suspension and execution
control is granted to the higher priority task. Eventually, control is returned to the interrupted task and it is
resumed at the point of its interruption. So, when a task of a given priority is running, no task with a higher
priority can be in a runnable state. When tasks happen to have the same priority, they are executed in a
round-robin fashion, they run until they are de-scheduled or until they yield the CPU voluntarily (by using a
'yield' service). When a task issues a microkernel service that is not immediately available, it is put in a wait
state. During this wait state, another task can be (re-)scheduled. It is very important to know that when
several tasks are in a wait state while requesting the same service in conjunction with the same microkernel
object (a resource, for example), they are inserted in the waiting list in order of their priority they had at the
moment the wait state was entered. For all possible task state transitions, see Figure 4.3 [Anon96].
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Note: the priority of a task can be
dynamically changed by any other task.

~

DESCHEDULED

4.2.3. Memory

Memory is a resource in a system that tasks
can compete for. Memory management is
KS_Resume
KS-Suspend
an area where various techniques can be
applied. Virtuoso Classico implements a
form of dynamic memory management that
partitions the memory in static blocks. At
system definition time, the available RAM
is divided into one or more memory maps
where each map is logically made up of a
Figure 4.3: task state transition diagram.
number
of fixed size blocks. The size of a
The different task state transitions that can occur are shown in this graph. The
block can be user-defined. When a task
'KS .. .' represent the services that exist in Virtuoso Classico.
requires memory for local storage, Virtuoso
Classico will allocate memory from a specific memory pool. When the memory is no longer needed, the
block can be released [Anon96].

4.2.4. Resource
Resource protection is needed to assure that access to resources is done in an atomic way. Unless the
processor provides real physical resource protection, the locking and unlocking of a resource is in fact a
convention that all tasks must follow. Virtuoso Classico offers the locking and unlocking of any critical
object [Anon96].

4.2.5. Semaphore
Semaphores are used to provide
synchronisation between tasks and/or events. A
signaling task will signal a semaphore while
there will be another task waiting for that
semaphore. Virtuoso Classico has adapted the
use of counting semaphores. Each time a
semaphore is set, the count of that semaphore
is increased, while a task that waits for a
semaphore, decreases the semaphore count
whenever it is signalled. See Figure 4.4
[Anon96].

All semaphore signals
consumed

Figure 4.4: semaphore transition diagram.
Every time a semaphore is set, the semaphore count is increased, while
it is being decreased whenever it is signalled.
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4.2.6. Mailbox

Sending and receiving
headers musl malch

Figure 4.5: mailbox communication.
The mailbox permits the selective transport between two
tasks since it is only transmitted to, and received by tasks
with matching headers.

Messages are used between a sender and a receiving
task. This is done by using a mailbox, and is used as an
intermediate agent that accepts message headers.
Message headers only contain the necessary information
about the actual message. This permits to match send
and receive of a sender-receiver pair, before the actual
datacopy is performed. Messages work with arbitrary
sizes and permit a selective transport between sender
and receiver, including the specification of the priority
of the message. A mailbox can only be received if the
receiving task matches the task mentioned in the header
and higher priority mailbox communications are
performed before lower priority ones. In this way it is
possible to let multiple tasks send messages to the same
receiving task [Anon96].

4.2.7. Queue
Queues are also used to transfer data from
any task to any other task but here the data is
actually transferred in a buffered and time
ordered way. The advantage is that no further
synchronisation is required between the
enqueuing and dequeuing task, permitting the
enqueuing task to continue (unless the queue
was full). Another advantage of this
mechanism is that it acts as a 'port'. For
example to access a resource from any node
in the system, this permits easy
implementation of a distributed service like
central 110 [Anon96].

Oequeuing task 1

Enqueuing lask 1

FIFO QUEUE

Enqueuing task. 2

Oequeuing task. 2

Figure 4.6: communication using queue.
A queue acts as an ordered FIFO (first-in, first-out) buffer between tasks.

4.3. Different levels in Virtuoso Classico
A single tool cannot cover all of the different aspects of an application. While programming at a native
level, where the highest performance can be obtained, the user would like to program most of his application
at a higher level, for ease of use. Furthermore, an application often combines data processing with embedded
control, posing a challenge to the programming tool. This tool must be able to handle very short timing
constraints. Most real-time multitasking kernels impose an unacceptable overhead for handling fast
interrupts at task level. For multiprocessor DSP systems the situation is even more demanding than on a
single processor system, since interprocessor communication generates interrupts as well which have to be
processed at system level.
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Virtuoso Classico's approach to this problem is an open multilevel system built around a very fast
nanokernel managing a number of processes. The user can program his critical code at the level that offers
the desired performance while keeping the benefits of the other levels. Internally, the kernel manages the
processor context as a resource, only swapping and restoring the minimum number of registers that is
needed.

4.3.1. The ISR levels
At the ISR level, the user controls himself how much of the process context he uses and he is responsible
himself for saving the context. ISRs communicate directly with the interrupt hardware of the processor. The
user should in most cases perform at most two actions at ISR level: accept the interrupt and handle it. On
most processors, these two levels are not distinguished. When the ISR has complete a cycle, he must signal
the microkernel by raising an event. The task that should further process the data, should wait for this event
to be signalled. When this event is raised, the task becomes runnable again. Note that interrupts are disabled
during the execution time of the ISR if this method is used. Hence, ISRs should be kept short.
In order to accommodate more demanding applications, the interrupt levels are split. In these
implementations the ISRO level only accept the interrupt, while at ISR 1 level the interrupt is handled and
events are set (if necessary). The global interrupts are enabled again in the ISRI level, so that the interrupts
are only disabled during ISRO (thus, interrupts are only disabled for a few cycles). When the ISR is very
short however, it is best to accept and handle the interrupt both at ISRO level, since the passing of the
interrupt to ISRI level occupies the processor for a number of cycles as well [Anon96].

4.3.2. The nanokernel level
The nanokernel is composed of tasks with reduced context, called processes. A process can be regarded as a
light task, being a task with a light context as compared with microkernel tasks. The nanokernel is designed
for minimal overhead when switching between processes. This is achieved by saving only a small number of
registers when switching context and a minimum semantic overhead. The small number of registers mean
that process code must be written in assembly. However, it is still possible to call C functions from within a
process. The nanokernel does not offer pre-emptive scheduling, a process can only be interrupted by an ISR.
Processes are scheduled in a round-robin method (FIFO scheduling, the next task executes when the
previous task is finished, or yields the processor). This level does not offer distributed operation but task
switching overhead is reduced by a factor of 10.
The nanokernellevel is particularly suited for writing low level device drivers or time critical code. Note
that one of the nanokernel processes is the microkernel that manages the pre-emptive scheduling of tasks at
the microkernel level.
Processes play an important role in a multiprocessor system. This is due to the fact that in a multiprocessor
system, interprocessor communication has to be regarded as high priority interrupts. If not acted upon
immediately, it can delay the sending processor that is the source of the interrupt [Anon96].

4.3.3. The microkernel level
This level is the highest available level and offers full pre-emptive scheduling of tasks. Scheduling at this
level is described in paragraph 4.2.2. Each task has a complete processor context. It provides the highest
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level framework (in Virtuoso Classico) for building an application. Programming at this level provides for
full topology transparency, fully distributed semantics and offers the highest degree of flexibility. The
overhead at this level, however, is the largest compared to the other levels [Anon96]. An overview of the
registers that are saved at the different levels in given in Figure 4.7. This partly explains the differences in
performance of the different levels.

ISRO

-

Interrupts
disabled

Nanokernel

ISRl

..

1

Microkernel

I

Interrupts
enabled

Process
level

..

Task
level

..

I

4 All registers (saved by microkernel)
4Predefined subset of registers (saved by nanokernel) •
4AS many as ISRl needs

4

•

As many as ISRO needs

•

Figure 4.7: task I process contexts at different levels.
Depending on the level that is used in Virtuoso Classico, the context of a process (or
task, at the microkernellevel) that has to be saved differs significantly. At the microkernel
level, the entire task context has to be saved, while at the nanokernellevel only a
predefined subset of registers has to be saved when a process switch occurs.
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5. Grape-II in detail
This chapter will describe the Grape-II tools that perfonn the resource estimation, re-timing, partitioning,
assignment, routing, scheduling and code generation. First, an overview is given about the internal structure
of tools in Grape-II. Secondly, some tools are described in more detail how they perform their specific
function and what assumptions are made to solve this function.

5.1. Overview
Application specification

Target specification

A graphical representation of the hierarchical
structure of the tools that Grape-II uses is
shown in Figure 5.1.
The application is specified, completely
independent of the target hardware on which
the application will run. Application
specification can be entered in two ways:
•

Third party
compilers

•

MainO loop
generator

MainO loop
generator

DSP/FPGA

DSP/FPGA

Figure 5.1: tool hierarchy in Grape-II.
Grape-II takes a representation of the application and the hardware as
input. The different tools in Grape-II are responsible for the partitioning of
different tasks to different resources like memory and processing time.
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as a hierarchical graph, allowing the
designer to draw the data dependency
graph directly
by using the DSP Station (Mentor
Graphics) interface. This allows the user
to input the application using the
dataflow language (DFL).

The application can also be specified in any
textual or graphical language a compiler is
available for. A shell in the chosen language
is generated automatically by the graphical
editor for each application sub-task.
The target hardware is specified in a similar
way, using the same hierarchical graphical
editor as for the specification of the
application. All hardware aspects that may be
used by the Grape-II tools, like clock
frequency, communication data rate,
communication protocols, amount of memory
or other resources, may be specified. Below
the level visible to the Grape-II tools, a
hardware component may be described in any
textual or graphical language third party tools
can make use of.
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The next tool automatically detennines the amount of resources needed for the execution of each sub-task of
the application. For DSP targets, this includes execution time, amount of program, data and buffer memory,
and dedicated resources like analogue to digital converters. For FPGA (Field Programmable Gate Arrays)
targets, resources can be the numbers of gates used, pins etceteras. When the execution time depends on the
memory used (internal or external memory), this dependency is also determined and taken into account by
the other Grape-II tools. Resource detennination is dependent of the capabilities of third party software. A
profiler can be used, or a emulator in hardware produces the data that is needed to detennine execution
times and memory usage. In short, the resource estimation interfaces to available tools and extracts the
resource requirements in the most appropriate way.
The following tool automatically detennines the best insertion point for pipeline buffers, in order to
maximise signal throughput. The place where they are inserted into the application influences the schedule
and hence also the system throughput. The decisions made by this tool influence the perfonnance of the
application after assignment, routing and scheduling. Therefore, this tool bases its decisions on a
comparison of perfonnance estimates for various alternatives. These estimates are obtained by calling the
next tool in the script that returns an estimate of the perfonnance by executing it on the hardware and
measuring its performance.
The partitioning and assignment tool assigns the sub-tasks of the application to the processing devices. This
tools does not only bases its decisions on the processor loads of the sub-tasks, but also on the needed
communication between the sub-tasks.
All tools take into account resource limitations like the amount of memory or programmable logic blocks,
the availability of AID or D/A channels of the required sampling frequency and accuracy etceteras.
Resources are divided into different classes, according to their usage over time. Some resources are
pennanently required by one application sub-task, whether sub-task is waiting for inputs or being executed.
Other resources are only required during the execution of a sub-task. Examples are the processing power of
a DSP or data for temporarily storage of data.
All tools give an estimate of the achievable sampling rate and an overview of resource utilisation. The
developer can interact with all tools to influence the choices being made. The developer can, for example,
manually re-assign some critical tasks to another processor, the developer can reduce the granularity of some
sub-tasks to exploit more parallelism, or the source code of sub-tasks can be optimised to reduce execution
time of time-critical sub-tasks.
The following paragraphs will describe some of the tools in more detail.

5.2. The mapping problem

5.2.1. Compile-time versus run-time actions
Each job in the mapping process can be perfonned either at run-time or at compile-time. In a fully-dynamic
approach, each management decision is made while the application is executed. Both processor- as well as
task-driven systems are possible. When a device turns idle in a processor-driven system, one of the ready
tasks is assigned to it. A ready task here is a task for which all input-data are available somewhere in the
system. These data are routed to the demanding processor and the execution can start. In a task-driven
system on the other hand, whenever a task turns ready, it is directed immediately to a processor where it is
either stored in a local queue or executed directly, pre-empting the currently active task. When a processor
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Execution times:

1

t 1=4
t 2=1
t 3=2
t 4=4
ts=2
t 6=2

t7=1

Communication times:

cij=1
(a)

(b)

P1
P2

C
•
time

•

(c)

(d)

Fully-static / self-timed
eff=80%, t=10

Static-assignment
eff=67%, t=12

(e)

Fully-dynamic
eff=57%, t=14

Figure 5.2: influence of compile-time versus run-time decision making for scheduling.
When all scheduling is determined at compile-time, the timespan of a complete execution of an application can be decreased
significantly. Pl, P2: tasks running on processor 1 and 2 respectively, C: time needed for communication between processors.

turns idle it selects a task from its local queue. The advantage of a fully-dynamic approach is that it allows
for deterministic behaviour of the application. Data-dependent operations are possible and new tasks can be
created or added to the system at any time. This large freedom, however, results in a significant amount of
overhead. To reduce this overhead the selection procedure must be kept simple and can only use a limited
amount of infonnation to base its decisions on. The resulting sub optimal decision making in combination
with the remaining overhead prevents most DSP-applications from being run in real-time, such that the
freedom of a fully-dynamic approach must be expelled. Since most DSP-application contain little or nondeterminism nor data-dependent operations, compile-time actions can be considered.
Opposite to the fuBy-dynamic approach, the fully-static one makes aB mapping decisions at compile-time,
including the detennination of the start-times of tasks. At run-time the resulting schedule is executed
without any overhead. Because the making of mapping decisions does not influence the run-time execution,
all available information can be exploited and an optimal schedule might be constructed. This schedule,
however, does not aBow any non-detenninism in the application. Tasks may not take longer than the timeslot provided and all data has to be available at the scheduled start-time.
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In a self-timed approach, the tasks are assigned and ordered at compile-time, but the exact start-times are
obtained only at run-time. A self-timed schedule is often derived from a fully-static one, by discarding the
timing information and assigning to each processor an ordered list of tasks. When a processor turns idle, it
checks whether all data is available to execute the next task in its task-list. Once all data has arrived, this
task starts execution. The only run-time overhead involved consists in checking whether data is available to
execute the next task in the list. This synchronisation overhead can even be reduced when only data that has
to come from other processors is checked. The availability of data coming from tasks resident on the same
processor is guaranteed by the schedule.
scheduling
assignment
routing
Fully-dynamic
AT
AT
AT
Static-assignment
CT
AT
AT
Static ass. / routinq
AT
CT
CT
Static ass. / self-timed
CT
CT
CT
Ordered transactions
CT
CT
CT
Fully-static
CT
CT
CT
Table 5.1: compile-time versus run-time mapping actIons.

comm. sched.
AT
AT
AT
AT
CT
CT

timing
AT
AT
AT
AT
AT
CT

This table gives an overview of the different actions that have to be taken in a schedule. RT and CT mean run-time and compile-time
respectively. The approach used in Grape-II is ordered transactions.

Although self-timed scheduling can cope with variable execution times, the application still needs to be nondeterministic, no data-dependent decisions are allowed. To be able to handle them as well, more run-time
decision making is required. When all tasks of the application are known beforehand, they can be assigned
to the processors at compile-time. When a processor turns idle it selects one of its tasks for which all input
data is available and executes it (Figure 5.3). Such static-assignment approach, that combines compile-time
assignment with run-time
scheduling, allows datadependent constructs to the
expense of a larger run-time
OR
overhead and less optimal
decision making for the nonELSE
deterministic parts in the
application. The different
approaches are illustrated in
(a)
(b)
Figure 5.2 for an application
without data-dependent
Figure 5.3: if-then-else statement.
When in a non-deterministic program a deterministic part exist (a), Grape-II determines the
constructs. The graph of
optimum static scheduling scheme for both situations, and executes one of them (b) at runFigure 5.2a represents the
time.
application that needs to be
mapped onto a multiprocessor consisting of two identical processors connected by a half-duplex, bidirectional link. The execution times of the tasks are known and shown in the Figure 5.2b. All inter-task
only takes one unit of execution and can be done in parallel with the normal task execution on the
processors. The fully-static (or self-timed) schedule for this application is given in Figure 5.2b and takes 10
execution units. When the same task-assignment is used in combination with a static-assignment strategy,
the schedule of Figure 5.2c is obtained having a makespan (time to execute all tasks once) of 12. The
difference between both schedules is caused by the fact that a dynamic scheduling algorithm will not leave a
processor idle if there is a ready task. The difference in makespan between the static-assignment and the
processor-based, fully-dynamic schedule (Figure 5.2d) is caused by the communication that can only be
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performed once the receiving task has been assigned to a processor. Remark that the time required to make
mapping decisions at run-time, is not included in the schedules shown. This time is zero in the fully-static
approach and very small in the self-timed approach where only synchronisation is required. In the staticassignment and fully-dynamic approach additional time is required to select the task that will be executed
next. Thus is reality the fully-static I self-timed schedule will outperform both the fully-dynamic as the
static-assignment schedules even more than presented here.
Both the static-assignment and self-timed mapping approaches can be accompanied by a routing tool that
determines communication-paths and -protocols either at run-time or at compile-time. The compile-time
ordering of the communications on a link, however, can only occur when also the task execution order is
fixed. This special case of self-timed mapping is called ordered transactions. Table 5.1 gives an overview of
the different scheduling strategies that use combinations of run-time and compile-time decision making. The
approach that has been selected for Grape-II is the ordered transactions approach [Bils96].

5.2.2. Optimisation criterion
Different optimisation criterion's may be used to direct the mapping process. For DSP applications two
major types of optimisation can be used. The first one concerns the optimisation of memory (on DSP
processors) or area (on hardware components). The following tools exist:
•
•
•
•

buffer minimisation tool (minimise the buffer sizes)
register optimisation tool (optimise processor register usage)
program-memory optimisation tool (minimises the memory used by program)
processor-minimisation tool (minimises processor load)

The second type of optimisation
for DSP applications concern the
throughput. This type of
optimisation is used in Grape-II,
because the amount of memory is
often not the critical factor. The
optimal rate that can be obtained
is called a rate-optimal schedule.
A makespan-optimal tool tries to
minimise the time required to
execute one iteration of the
application on a given number of
processors. By executing the
schedule repetitively, an infinite
sample stream can be handled.
When the schedule repetition
occurs in a non-overlapped way,
the minimum iteration period that
can be obtained equals the
makespan. However, by allowing
schedule overlap, the throughput
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Figure 5.4: makespan optimising.
The different scheduling types result in different makespans. a: problem graph, b:
execution times, c: non-overlapped fully-static schedule, d: overlapped fully-static
schedule, e: overlapped self-timed schedule. Interprocessor communication can run in
parallel with the task execution.
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may be increased. See Figure 5.4. Grape-II uses a makespan-optimal mapping tool to obtain the smallest
iteration period possible. Although Grape-II does not aim at minimising the iteration period, the developer is
allowed to specify a maximum period for one iteration. When such a bound is imposed on the iteration
period, the mapping tool will only search for solutions that satisfy this requirement. Similarly, other
requirements like hardware requirements can be imposed on the schedule [Bils96].

5.2.3. Granularity
The size of the tasks in the application considerably influences the schedule that can be obtained. In a so
called small-grain application the tasks correspond to processor instructions. This allows theoretically to
exploit all parallelism available in the application and to construct optimal schedules. Due to the large
number of small-grain tasks in practical DSP applications, however, the corresponding mapping problem
becomes unmanageable. In so called coarse-grain applications, on the other hand the small-grain operations
are combined into larger tasks. These tasks are considered to constitute one entity during the entire mapping
process. The advantage of a reduced problem-size, however, may be overruled by the construction of too
large tasks. In this case a lot of parallelism is lost and no satisfying solution might be found. A trade-off
between the complexity of the mapping process and the amount of parallelism exploited is some
intermediate granularity. This granularity can be given by the developer, or can be generated by clustering
tools. Such a clustering tool start from small-grain operations and combines them into larger entities until
the desired granularity is reached.
Different methods exist to cluster sub-tasks. Critical path based or linear clustering algorithms consider the
critical paths in the graph to form the clusters. The idea behind this approach is that the quickest way to
execute a task-set with strict linear precedence-constraints, consists in assigning all tasks to the same
processor. The algorithm starts with searching the critical path in the graph. The tasks in this path form the
first cluster and are removed from the graph. Again, the critical path is searched in the reduced graph to
form the second cluster. This procedure is repeated until all tasks have been combined to clusters. Once
those clusters have been determined they need to be assigned to the processors.
A second, the communication-based clustering method, reduces communication overhead by clustering
heavily communicating tasks together. The Module Clustering Method divides the application in a
predefined number of clusters. The algorithm starts with assigning each task to a separate cluster. It then
selects the most heavily communicating pair of clusters. If both clusters can be executed on the same
processor, they are combined to form a new cluster, otherwise the next pair is considered. This procedure is
repeated until the desired number of clusters is obtained. After having assigned the clusters to processors,
the resulting processor load is determined. This procedure is repeated for different numbers of clusters and
the clustering leading to the smallest processor load is selected.
Grape-II assumes that the granularity of the application remains fixed during the entire mapping process.
Plans exist to develop an optimisation tool that automatically detects which task should be split in their
components using a combination of the mentioned clustering methods. The tool will use the hierarchy
specified by the developer to split tasks, but will not break down code below the lowest graphical level
[Bils96].

33

A study of development platforms for a multiprocessor DSP system

G. Yntema, 1997

5.2.4. Pre-emptive versus non-pre-emptive scheduling
A non-pre-emptive schedule is a
schedule in which a task that started
Execution times:
t,=5
execution needs to run until completion
t2 =2
before another task can start on the same
t3 =2
t.=4
processor. This often leads to gaps in the
t5=2
t 6 =2
resulting schedule, certainly when task
Communication times:
sizes are greatly unbalanced. In a preCij =1
emptive schedule a task may be
interrupted at any time and resumes later
(a)
(b)
on. This can theoretically lead to more
optimal schedules. The moment a task is
I 3 I 5
P1 I
1
interrupted, its current state is restored
P2
2 I
4
I
when the task is allowed to continue. It
(e)
(d)
is clear that both operations induce runtime overhead, certainly when preFigure 5.5: pre-emptive versus non-pre-emptive scheduling.
emption can occur at any moment, such
In a pre-emptive schedule, a task can be interrupted by another task that needs
that a large state (the so called context of executing. The interrupted task resumes execution at the point it was interrupted.
a: problem graph, b: execution times, c: non-pre-emptive schedule, d: prea task) needs to be stored. This type of
emptive schedule. Pre-emption is supposed to take zero time.
overhead can make that the pre-emptive
schedule performs worse than a non-pre-emptive one. A graphical representation of a non-pre-emptive and
pre-emptive schedule is given in Figure 5.5. Grape-II generates a non pre-emptive schedule [Bils96].

5.3. Supported dataflows in Grape-II
The programming model used for specifying applications in Grape-II is based on the data flow model. The
following types of dataflow are supported by Grape-II:
•
•
•
•

Homogeneous Data Flow (HDF)
Synchronous Data Flow (SDF)
Cyclo-Static Data Flow (CSDF)
Asynchronous Data Flow (ADF)

A short description of the different data flow models will be given in the following paragraphs.
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5.3.1. Homogeneous data flow (HDF)

a

c

b

d

a

c

b

d

£g,(~

Schedule:
while TRUE
{
calif 0
call gO
call hO

(a)

}

(b)

Figure 5.6: homogeneous data flow.
Every task consumes one token from its inputs and produces one token on its outputs. The graph
indicates the situation before (a) and after (b) execution of tasks f and g. A task is only executed when a
token is present at both inputs.

a

output edges. An example of the HDF concept is
shown in Figure 5.6. This concept automatically
synchronises between vertices because a task is only
executed when one token is present at both inputs.
Using this concept, the execution order can be fixed
(compile-time scheduling). This concept hence
reduces overhead to a minimum. Because the
consumption and production of tokens at each edge
equals one, only synchronous single rate applications
can be specified in HDF [Cost96].

b

The basic principle
behind the Grape-II
programming model is
the homogeneous data
flow. A program is
represented by a graph
in which vertices
represent tasks and
edges represent the
data dependencies
between tasks. During
execution of a vertex,
it consumes exactly
one token from each of
its input edges and
produces exactly one
token on each of its

a

b

••
•• •

Consume:
#a <= #a-4
#b <= #b-1
Produce:
#c <= #c+2

5.3.2. Synchronous data flow (SDF)
(a)

(b)

The first extension to HDF makes the specification of Figure 5.7: synchronous data flow.
synchronous multi-rate applications possible. The
The task consumes four tokens on input a, one token on input b
and produces two tokens on its output. (a) Shows the situation
model is called synchronous data flow when the
before and (b) the situation after the task's execution.
number of tokens consumed or produced on each edge
equals a positive integer, and the exact number is
known at compile-time and does not depend on any
run-time data. This model also allows to obtain a static schedule at compile-time. An example of an
application using synchronous data flow is given in Figure 5.7 [Cost96].

5.3.3. Cyclo static data flow (CSDF)

35

A study of development platforms for a multiprocessor DSP system

G. Yntema, 1997

When the behaviour of an
application is known at compiletime and does not depend on
Schedule:
Consume:
run-time data, but the amount of
#a <= #a-1
tokens changes cyclically, it
while TRUE
{
cannot be specified in SDF.
Produce:
#b <= #b+1 ; 0
call de-muxO
When the firing rules are
call FIR-L
#c <= 0; #c+1
adapted accordingly, the model
call muxO
does allow to specify this
call de-muxO
cyclical behaviour and is called
call FIR-RO
cyclo-static data flow. As an
call muxO
example,
a stereo audio FIR
}
filter that receives its input data
multiplexed (and also produces
Figure 5.8: cyclo-static data flow.
its data multiplexed) will be
This graph represents the cyclo-static data flow concept: Periodically changing
considered. See Figure 5.8 for a
consumption and/or production of tokens can be specified with this concept. The input data
graphical representation of this
a is de-multiplexed and fed to the two FIR filters FIR-L and FIR-A. The token production of
the de-multiplexing task is shown.
application. The production of
tokens of the de-multiplexing
task changes periodically with respect to the output where they are produced. CSDF also offers the
possibility to generate a static-scheduling scheme at compile-time, and therefore combines the properties of
HDF and SDF [Cost96].

5.3.4. Asynchronous data flow (ADF)
In HDF, SDF and CSDF, the number
of tokens consumed or produced is
known at compile-time. Some
Schedule:
algorithmic constructs however
require the consumption or
while TRUE
production to be data-dependent.
{
When the execution of a task
call selectO
depends on a certain condition, all
if (input a satisfies condition x)
previously defined data flow
callAO
else
concepts do not allow the
call 80
specification of this application. In
call mergeO
ADF, the production of tokens of a
}
vertex is data-dependent. In this
extension to the data flow model all
properties of HDF, SDF and CSDF
Figure 5.9: asynchronous data flow.
are maintained, except for the
In an asynchronous data flow model, dependent of a certain condition, one subtask is
executed. The execution sequence is either selectO. AO, mergeO or selectO, BO,
possibility to construct a static
mergeO. During execution. condition x needs to be checked, introducing some
schedule at compile-time. Since the
overhead.
production of a vertex is datadependent and hence only known at run-time, we do not know whether task A or B (Figure 5.9) should be
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executed after the selector vertex in executed. In this case, condition x should be checked at run-time,
introducing some overhead. This overhead can be reduced by determining the best order how this condition
should be verified at run-time [Cost96].

5.4. Summary
This chapter showed the different mapping tools that Grape-II uses to generate a scheduling scheme. Other
existing techniques are also discussed to understand the choices made. The chosen mapping approaches are
summarised below:
•
•
•
•

compile-time makespan-optimal mapping tool
assignment, routing and scheduling are performed in three successive stages
fixed granularity is used
no pre-emption allowed

These tools result in the compile-time generation of a (mostly static) scheduling scheme that offers the
shortest makespan possible. The restriction on the use of the Grape-II tools lies in the type of application
that has to be implemented. It must be able to specify the application in one of the data flow models that are
explained. All data flow models represent a synchronous application with only the ADF model allowing
some data dependencies.
More information about the techniques uses by the different Grape-II tools can be found in [Bils96].
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6. Testing Virtuoso Classico
When a real-time operating system like Virtuoso Classico has to be tested, one should know what aspects of
an RTOS are important. Besides context switch times and the memory footprint (the amount of memory that
is occupied by the kernel code), other aspects affect the real-time performance of a kernel based system. For
example the signaling time of a semaphore (for example to achieve synchronisation), the functioning of the
scheduling algorithm and the performance of the different communication methods. Also the time to
(un)lock a resource is an important factor in a multiprocessor system.
The tests performed in this chapter show some of the real-time aspects of a kernel based system like
Virtuoso Classico. One should, however, always remember that overhead cannot be avoided when
programming at a higher level. The overhead introduced by the kernel can be tolerated or not dependent on
the application. Recommendations regarding this overhead are given in paragraph 6.3.

6.1. Tests performed
The tests that are performed are the following and are described in the following paragraphs.

•
•
•
•

standard tests that are shipped with Virtuoso Classico
communication benchmarks of the different communication methods
semaphore signaling times
kernel timings (task switch times,
minimum VIRTUOSO call time
send message to waiting high
processor time overhead, general
header only
functioning)
8 bytes
16
32
64
128
256
512
1024
2048
4096

Conclusions regarding these tests are given
in paragraph 6.3.

6.1.1. Standard tests shipped
with Virtuoso Classico
6.1.1.1. Microkernel level timings
The following test is called 'DIP' and is
distributed with the Classico system and is
discussed below. The test is run on the
target hardware and produces an output like
shown in Figure 6.1 (timing figures are in
microseconds). The different figures are
elucidated below:
•

the minimum virtuoso call time is a call
to the kernel function KS_NopO (no

6

priority task and wait

bytes
bytes
bytes
bytes
bytes
bytes
bytes
bytes
bytes

enqueue 1 byte
dequeue 1 byte
enqueue 4 bytes
dequeue 4 bytes
enqueue 1 byte to a waiting higher priority task
enqueue 4 bytes to a waiting higher priority task
signal semaphore
signal to waiting high pri task
signal to waiting high pri task, with time-out
signal to waitm (2)
signal to waitm (2), with time-out
signal to waitm (3)
signal to waitm (3), with time-out
signal to waitm (4)
signal to waitm (4), with time-out
average lock and unlock resource
average alloc and dealloc memory page

Figure 6.1: measurement results with 01 P test.
The 01 P test, shipped with Classico, only measures a few timings
aspects of the kernel. Timings are in Ils.
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•

•
•
•
•
•

•
•
•

operation). This call results in the de-scheduling of the active task, perform an idle operation and reschedules the calling task again.
'send message to waiting higher priority and wait' figures indicate the time that is needed for a local
mailbox transport. Since the waiting high priority task becomes runnabIe as soon as the mailbox is sent,
these figures incorporate two task switches (de-schedule calling task / schedule waiting high priority
task and de-schedule waiting high priority task / schedule calling task).
'enqueue x bytes' indicate the time that is needed to put x bytes in a queue. It does not lead to a task
switch since the calling task has a higher priority than any task that waits for a queue to be filled.
where the previous test did not incorporate a task switch, the 'enqueue x bytes to a waiting high priority
task and wait' figures do incorporate two task switches.
the 'signal semaphore' figure is the time to set a semaphore. No task switch is involved.
'signal to waiting high pri task' is the same test as the last one, except that two task switches are
involved.
' ... , with time out' uses the same kernel call as the previous test, except that this call offers a time-out
facility, meaning that if -after a specified time-out not a waiting high priority task is executed- the call
returns. This time-out facility causes overhead that is equal to the time difference between this test and
the previous one.
the 'signal to waitm (x)' tests the time needed to signal a semaphore list consisting of x semaphores.
in multiprocessor systems, resource (un)locking (see paragraph 4.2.4) is a vital function. The 'average
lock and unlock resource' test indicates the average time that is needed to (un)lock a resource.
see the previous test, now the resource is memory. If a task needs memory for temporary data storage,
this memory needs to be allocated. The test indicates the average time needed to (de)alloc one memory
page (paragraph 4.2.3).

6.1.1.2. Nanokernel timings
The second standard test (called 'nanotest')is a test that measures the
round trip time of the application given in Figure 6.2. The sequence of
events is the following:
1.
2.
3.
4.
5.
6.

G. Yntema, 1997

signal semaphore 'serna 1'
wait for 'sema2'
task switch
signal 'sema2'
wait for 'sema1'
task switch

Sema2

r

Figure 6.2: nanokernel test.
The round trip time of two task switches
two semaphore signalings and two waits.

The round trip time is determined by 'nanotest' and equals 5 !is.

6.1.2. Communication benchmarks
Tasks can communicate with each other through semaphores, mailboxes or queues. The overhead introduced
when using these communication methods, as well as the data rates that can be achieved are indicated in the
following paragraphs.
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The communication benchmarks that have been detennined are the following:
1.
2.
3.
4.
5.

Mailbox communication between two tasks resident on the same processor.
See 1., tasks now resident on two different processors.
Queue communication between two tasks resident on the same processor.
See 3., tasks now resident on two different processors.
Communication between task resident on different processors using the 'rawlink' driver. This
communication method does not use any protocol.
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6.1.2.1. Mailbox communication, one processor
A graphical representation of this test application is given in Figure
6.3. Two tasks run on the same processor, and use a mailbox to
communicate and synchronise. Also the mailbox itself is placed on the
processor. The advantage of a mailbox is that is provides
synchronisation as well. Measurement figures are show in Figure 6.4.
The overhead introduced is 471ls. The graph is linear, indicating that
once the data transport is started, it is not interrupted. The slope of the
graph indicates the data transfer speed once the datamove has been
started and equals 40 Mbyte per second.
The measurement figures must be interpreted carefully, since the
figures incorporate two task switches. The waiting higher priority task
is re-scheduled as soon as data becomes available.

Processor A

Figure 6.3: communication
using mailbox
Task1 sends a message to task2 by
using a mailbox. All objects reside on the
same processor.

Dalalransport using mailbox on one processor
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Figure 6.4: mailbox communication, one processor.
The graph shows the overhead that is involved when using mailboxes to communicate between tasks.

When communicating locally (on the same processor) to a waiting high priority task, it is sufficient to pass a
pointer to the waiting task. Since this task will be re-scheduled, it can read the data immediately. This
method of pointer passing would also save memory, since a datacopy is avoided.

41

G. Yntema, 1997

A study of development platforms for a multiprocessor OSP system

6.1.2.2. Queue communication, one processor
A graphical representation of the application is given in Figure 6.5. All
objects have been mapped onto the same processor. The measurement
figures (Figure 6.6) indicate that the overhead is 30j..ls and that the size
of the transporteq data packets does not influence this overhead. This
indicates the use of some kind of pointer passing when a task on the
receiver side is dequeuing the queue at the same time. Remember that
in this test also two task switches are involved. The queue as
communication method offers reduced overhead, but does not
incorporate synchronization, like when using mailboxes.

Processor A

Task2
Cueue

Figure 6.5: queue, one
processor.
A queue is a FIFO buffer and does not
provide in synchronisation between
tasks.
Datacommunication using queues on one processor
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Figure 6.6: queue communication, one processor.
The overhead that is introduced when using queues does not depend on the size of the transported data packet. This indicates that
a sort of 'pointer passing' method is used.
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6.1.2.3. Mailbox communication, two processors
The graphical representation of the
used set-up is shown in Figure 6.7.
When compared to paragraph 6.1.2.1.
This time, the receiving task has been
moved to a separate processor,
together with the mailbox itself.
Linkports of the DSPs are used to
connect the two processors.
Measurement figures are shown in
Figure 6.8. An interesting thing occurs
when the packet length exceeds 2048

Processor A

Processor B

Task1

Figure 6.7: communication using mailbox.
The configuration is equal to the former one, except that the mailbox and the
receiving task have been moved to a separate processor.
Dalacommunicalion using mailbox on two processors
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Figure 6.8: mailbox communication, two processors.
The graph shows the overhead that is introduced when data is transported using a mailbox to a different processor. When the packet
length exceeds 2048 bytes, an extra overhead is introduced.

bytes. This is probably due to the prioritized packet routing used by Classico. The kernel has to verify
whether or not a data packet with a higher priority has to transported over the already used processor link.
The slope indicates a data transfer speed of 40Mbytes/s. This equals the maximum data rate possible for a
link port of a SHARC DSP.
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6.1.2.4. Communication using queue, two processors
The same test like shown in paragraph
6.1.2.2 is performed, with the
Processor A
Processor B
exception that the queue and the
receiving task have been placed on a
separate processor. The graphical
representation and the measurement
figures are shown in Figure 6.9 and
Figure 6.10 respecti vely.
The overhead is approximately 78 Ils
and the data transfer speed equals 27
Figure 6.9: communication using queue, two processors.
The queue and the receiving task have been moved to a different processor.
Mbytes per second (derived from the
Datacommunication using queues on two processors
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Packetlength
in bytes
0
8
16
32
64
128
256
512
1024
2048
4096

Time in
usec
79
79
77
78
78
78
83
92
111
150
227

200

:

150

.
~
~

E

;::

100

50

0
0

500

'000

1500

2000

2500

3000

3500

4000

Packetlength in bytes

Figure 6.10: queuetest communication, two processors.
The graph shows that the overhead is approximately 78 ~s and that the data transfer speed equals 27 Mbytesls.

slope of the graph). This indicates that between every enqueuing action some checks are performed.
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6.1.2.5. Communication using rawlink driver
A third way of setting up
communication, besides mailboxes
and queues, between two processors
is the use of the rawlink driver
supported on Virtuoso Classico for the
SHARC DSP. It does not use any
protocol, reducing overhead to a
minimum. The graphical
representation is shown in Figure
6.11. When looking at Figure 6.12, it
can be seen that the overhead

Processor A

Processor B

Task1

Task2

Figure 6.11: communication usmg rawlmk driver.
This communication method does not use any protocol, therefore reducing the
overhead to a minimum.
Datacommunication using rawllnk on two processors
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Figure 6.12: communication using rawlink driver.
This graph shows the overhead that is introduced when using the rawlink driver for interprocessor communication. The rawlink driver
does not use a protocol, hence reducing the overhead to a minimum.

introduced (17 ~s) is substantially lower than when using queues or mailboxes. The data transfer speed,
however, remains 40 Mbytes per second. Some flexibility is lost when using this communication method,
since the developer has to specify in the source code which link port to write to / read from.
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6.1.2.6. Comparison between communication methods
When comparing the mailbox and the queue for local data transport, the mailbox introduces a larger
overhead and uses more memory than the queue. Since the queue uses a kind of pointer passing method, it is
much faster than a mailbox. The disadvantage of using queues is that no automatic synchronisation is
achieved. A semaphore will have to be used if synchronisation is desirable. Queues are very suitable when
small amounts of data have to be
Set-up time
Type of communication
Transfer speed
passed.
Mailbox
130 ~s *
40 Mbytes/s
A table summarising the
Queue
27 Mbytes/s
78 ~s
characteristics of the communication
Rawlink
40 Mbytes/s
17 ~s
methods between different
Table 6.1: comparison between communication methods from
processors is given in Table 6.1. The
processor to processor.
overhead of mailbox communication
'; only applicable for data packets smaller than 2048 bytes. Every time the packet
is the largest, but it offers
length exceeds this size, the overhead is increased by 47 lIs.
synchronisation as well. Using
queues for the communication offers less overhead. The rawlink method offers the smallest overhead, but is
not as flexible as the former methods. It should only be used when small data packets are to be transported
and every overhead should be avoided.
A comparison of the data rates that are achieved with mailbox and queue communication between different
processors and the data rate achieved by using the rawlink driver are shown in Figure 6.13. The maximum
achievable data rate when using a linkport on the SHARC DSP is 40 Mbytes per second. As expected, the
raw link offers the highest data rate, followed by the queue and the mailbox communications.
Datatranspor1 c:omparison
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Figure 6.13: comparison of different communication methods between processors.
The graph shows the achievable data rates when using mailboxes, queues or the rawlink method. 40Mbyte/s is the maximum data
transfer speed that can be achieved when using the link ports.

It must be noted that Virtuoso Classico also offers a fourth method for communication between tasks. This
service is called KS_Movedata and only performs a memcopy from one processor to the other (or a straight
memcopy when both tasks reside on the same processor). This service however, is not portable since
absolute references to processor nodes are given as arguments. For this reason, the service is not tested.
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6.2. Measuring kernel timings

6.2.1. 'Taskpoll' tracing application
To be able to perform the following tests, an application had to be written to trace certain events in an
application running with Virtuoso Classico.
Virtuoso Classico comes with a task level debugger to be able to monitor the state of tasks in an application
and the use of queues etc. Also, a tracing monitor is included to follow the different events in an application.
Neither of the debugging facilities however, can show the overhead of the kernel. Also, the tracing monitor
is intrusive, this means that the tracing of the events adds extra execution time to all tasks. The manual
mentions this overhead, but the precise amount of overhead is not given. The manual mentions' several
microseconds are added to the execution time of the processes'. Furthermore, the tracing monitor is not able
to monitor the moments that the kernel stops the execution of a task for checking purposes and a return to
the task. To be able to really monitor the scheduling of tasks plus different events, a non-intrusive
monitoring application has been developed. For an explanation of the working principle of this application,
see Figure 6.14. The
application running with
Classico writes its ID (or the ID
of an event) using WriteIDO in
a memory location on the
A
SHARC where the monitoring
~
application executes. This
monitoring application
\,
--//
('taskpoll') reads this memory
~'---------------------~'
location with regular intervals
and clears it. Whenever
Global bus
'taskpoll' detects a change in
Figure 6.14: measurement principle 'taskpoll'.
the ID written in the previously
The tasks running with Classico write their 10 in memory location A. Every change in this
memory location is logged, together with a time stamp. Memory location B is for
mentioned memory location, it
synchronisation purposes.
logs the event ID plus the time
it occurred. To prevent unpredictable measurements, the WriteIDO function and 'taskpoll' must become the
bus master before writing its ID or read the ID and clearing it respectively. Also, the kernel must be
prevented to de-schedule a task just when it gained bus mastership. To be able to monitor the execution
trace of a set of tasks, tasks have to write their ID as frequent as possible in the memory location A. As long
as the task remains active, 'taskpoll' will not see a change in ID, and nothing will be logged. As soon as the
kernel stops the execution of a task, the task is not able to write its ID any more, and 'taskpoll' will log the
stopped execution of the task. 'taskpoll' is not only able to trace events, but also the tracing of tasks being
active or not. 'taskpoll' is not intrusive, since it uses the global bus on the SHARC board which is not used
by Classico except for booting applications and communicating with the host. As long as the global bus is
not used during the execution of the application, 'taskpoll' will not be influenced. 'taskpoll' has been
optimized in assembly, offering a measurement interval of 19 cycles on the SHARC DSP. This corresponds
with a sampling frequency of (for a 40MHz SHARC) 2.1 MHz. To be able to measure reliable results,
'taskpoll' has been tested and the measurement interval period turned out to be 19 most of the time, with
exceptions reaching 23 cycles. This fluctuation is due to the bus arbitration protocol. Whenever a processor
\

.
I

47

A study of development platforms for a multiprocessor DSP system

G. Yntema, 1997

request busmastership, it has to wait till the bus becomes free. Since 'taskpoll' only occupies the bus for
four cycles (out of 19), and WriteIDO only occupies the bus for only two cycles, the measurement principle
can be regarded as reliable. The measured figure can always have an error of a few cycles (a task must wait
for the bus to become available). When all needed events have been logged, an environment using a
spreadsheet program (Microsoft Excel) has been created to read out the logging data that has been acquired
by 'taskpoll' and transform this data to useful figures (see appendix D).

Notel: 'taskpoll' can also be used to monitor nanokernel processes. This is not possible with the tracing
monitor from Virtuoso Classico.
Note2: the debugging tools included with Classico can still be used in applications where task duration
have to be measured, but where the frequent call to Write/DO becomes intrusive. 'taskpoll' has been
developed to monitor the way the kernel stops the execution ofa task as a result ofa higherpriority task
that becomes runnable.

6.2.2. Performed tests
The tests that have been performed with the use of 'taskpoll' are the following:
1. semaphore signaling time between two tasks located on the same processor.
2. see 1., now the signaling task resides on one processor while three tasks that need to be signalled each
reside on other, separate processors. The semaphores are resident on the sending processor.
3. see 2., now semaphores resident on the receiving processors.
4. kernel scheduling principles.

6.2.3. Semaphore signaling times
6.2.3.1. Task resident on the same processor
A graphical representation of the set-up is shown on in Figure 6.15.
The signaling task, Taskl, signals the waiting higher priority task,
Task2. By raising an event -that is logged by 'taskpoll' - just before
the semaphore is set (in Task!), and raising another event when
Task2 is re-scheduled, the timing is determined. The test has been
performed and resulted in a signaling time of 16 ~s. Remember that
this test incorporates one task switch.
The difference with the test performed in paragraph 6.1.1 is the
following. In paragraph 6.1.1 the timing is measured from the
moment just before the semaphore is set to the time when the
signaling task is re-scheduled.

Processor A

Figure 6.15: semaphore
signaling time.
A high priority task (Task2) is waiting for
the semaphore to be signalled. Once it is
signalled, Task2 is re-scheduled.
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6.2.3.2. Task resident on different processors
Processor B

Processor B

Processor C

Task3

Processor D

Task4

Figure 6.16: semaphore signaling,
semaphores on source processor.

Figure 6.17: semaphore signaling,
semaphores on destination processors.

This test is divided in two parts: the first places the semaphores on the same processor as the signaling task,
and the second places the semaphores on the same processor as the task to be signalled. The graphical
representations of both situations are shown in Figure 6.16 and Figure 6.17. The measured figures are given
in Table 6.2.

Performed test

Semaphore(s) signaling time

Two tasks resident on the same processor
Signaling three tasks, semaphores resident on source processor
Signaling three tasks, semaphores resident on destination
processors

16 fls
57, 61 and 68 fls
77, 82 and 89 fls

Table 6.2: semaphore slgnalmg time summary.
The table indicates the true semaphore signaling times that have been determined using 'taskpoll'.

The measurement figures of the last two tests indicate a difference in signaling time between the different
tasks. This is caused by the use of only linkports in Virtuoso Classico. Only one linkport is used at the time,
although the SHARC DSP allows the simultaneous use of alllinkports at the time. Since the architecture of
Virtuoso Classico has to be portable to other DSPs as well, this specific SHARC feature is not supported.
The most important result of these measurements is that synchronisation between processors cannot be
achieved. The use of the global bus (broadcast write, appendix B) would have been ideal for synchronisation
purposes (like is used in the realised MPEG2 audio encoder). The semaphore signaling time is large when
compared to presently used techniques.
One remarkable detail is the difference between the last two tests. [Eoni96] mentions the difference in
performance dependent on the placement of the semaphores, and recommends to place them on the
processor where the task resides to be signalled. Measurements indicate the opposite.
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6.2.4. Kernel scheduling principles
The following paragraphs describe the methods that the kernel uses to schedule different tasks on one
processor. They all use 'taskpoll' to trace events and kernel (in-)activity. The following measurements have
been performed:
1.
2.
3.
4.
5.

kernel (in-)activity, one task running.
different priority tasks.
equal priority tasks.
raised priority.
practical application.

6.2.4.1. Kernel (in-)activity, one task running
To monitor the kernel (in-)activities
when one task is running, a task has
been created that writes its ID as often
as possible. As soon as the kernel deschedules the task, it is not able to write
its ID any more, and 'taskpoll' logs the
event. The result is shown in Figure
6.18. This graph clearly shows that the
kernel aborts a task every millisecond
(exact) for 10 microseconds (this figure
has been extracted from the logging
data). This shows the use of an ISR
(Interrupt Service Routine) to wake up
the kernel. The kernel uses this ISR to
check whether another task has to be
(re)scheduled.
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Figure 6.18: kernel activity while running a task.

The running task is interrupted every millisecond. The responsible ISR wakes up
the kernel to check whether another task has to be (re)scheduled.
,--------------------------------,
Scheduling

6.2.4.2. Scheduling different
priority tasks
The kernel will schedule the tasks is order
of decreasing priority. So, the task having
the highest priority is scheduled first,
followed by the task with the second
highest priority etceteras. The measured
results are presented in Figure 6.19. It
conforms with the expected execution
trace. The task switch time is visualised,
as is the ISR that wakes up the kernel. The
overhead as a result of context switch
equals approximately 16 ~s.

I

II
II

I

I
o
0.00

SOO.OO

II
IIj,

!

I

II!

l0Q0.OO

2000,00

2500.00

3000.00

Figure 6.19: scheduling different priority tasks.
This graph shows the scheduling of different priority tasks. The task switch time is
visualised, as is the ISR that wakes up the kernel.
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6.2.4.3. Scheduling equal priority tasks
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Figure 6.20: scheduling equal priority tasks.
The graph illustrates the time-slicing method that is used by Virtuoso Classico to divide processing time amongst equal priority
processes.

When the resource 'processing time' has to be divided amongst equal priority tasks, Virtuoso Classico uses
the time-slicing method. The confirmation of the use of this principle is illustrated in Figure 6.20. The time
slicing interval is equal to the ISR period form the previous paragraphs.

6.2.4.4. Scheduling with raised priority
The possibility to change the priority of a task at run-time has been incorporated in the kernel as the
KS_SetprioO service. The function of this service is to change the priority of a specified task to a certain
level. In the following example, 5 equal priority tasks are run. After a delay of 7 milliseconds the priority of
task 1 is set one level higher than the other tasks. The sequence of events is shown in Figure 6.21. The first 6
task switches are the result of time-slicing. The 7 th task switch is caused by the KS_Setprio service. The
delay of 7 milliseconds has resulted (by the kernel) in the execution of task 1 after the 7 th ISR. Again, the
ISRs are equally spaced. Between the 11 th and 1t h task switch / ISR, the execution of task I is stopped (no
more code), and task3 is re-scheduled. Task3 is de-scheduled when the next ISR is executed.
The task switch at 6,2 milliseconds uses more processor time than the others, indicating that the insertion of
a task in the task queue causes extra overhead.
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Figure 6.21: scheduling of tasks with priority change.
Five tasks with equal priority are time-sliced, until the priority of task 1 is raised after 7 milliseconds. After the execution of task1 is
finished, the time-sliced execution of tasks 2,3,4 and 5 is resumed.

6.2.4.5. Practical application.
To gain more insight in the
methods the kernel uses to
Processor A
schedule tasks, a simple
application is made consisting
MaifbOX1
1J~7LJ
of three equal priority tasks. A
Process ~ Drain
I Source
'source' process that generates
data after a specified period
(simulating process time), a
'process' task that reads the
data, processes it, and produces
Figure 6.22: structure of practical application.
this data on its output, and a
Task 'source' produces output data that is processed by task 'process' and consumed by
'drain' process, that consumes task 'drain'. The communication between tasks is through the use of mailboxes, providing
the necessary synchronisation ..
data and incorporates another
delay to simulate processing
time. Different events have been inserted in the application to trace the execution.
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Figure 6.23: scheduling of source, process and drain tasks.
Through the use of 'taskpoll' and the Excel interface, the sequence of events can be monitored in the way shown. The different
tasks have been given different baselines for clearness. The identifiers are discussed in paragraph 6.2.4.5.

The logging data has been acquired using 'taskpoll' and processed. The sequence of events is shown in
Figure 6.23 and a description of the events is given in Table 6.3:
Event:

Description:

1:
2:
3:
4:
5,14,22:
7,15,24:
8,16,25:
9,18:
10,19:
12,20:
13,21:

'source' is generatinQ data for mailbox1, because it is the first task that is inserted in the task list.
'source' waits for reveiver of mailbox1 to be readv.
'process' ready to receive mailbox1, and kernel starts mailbox1 communication.
mailbox1 communication finished and 'drain' readY to receive mailbox2, but no input data.
'source' is re-executed.
'source' has Qenerated new data for mailbox1, but mailbox1 not yet empty.
'process' is processina data from mailbox1.
data is processed and kernel starts mailbox2 communication ('drain' ready to receive, see 4.)
mailbox2 communication finished and 'drain' starts consumina data.
'drain' has consumed data.
'process' is re-scheduled (because it is the second highest task in the task list) and is ready to
receive data from mailbox1 and the kernel starts mailbox1 communication.
ISR that wakes up the kernel every millisecond.

6,11,17,23:

Table 6.3: sequence of events

In practical application.
This table describes the different events that are visualised in Figure 6.23. This example should gain insight in the functioning of
thte kernel.

This application has been implemented and analysed to gain insight in the functioning of the kernel. The
way it functions conforms to the expected.
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6.3. Summary
Different aspects of Virtuoso Classico have been analysed for their impact in an application that could be
realised using this development platform. The overhead that is introduced can be seperated in the following
aspects:
I. memory footprint
2. processor time
3. communication
These three types of overhead are discussed in the following paragraphs.

6.3.1. Memory footprint
The memory footprint of Virtuoso Classico on the SHARC DSP is approximately 9 kwords. When
compared to the internal program memory of the DSPs used on the SHARC board (40 kwords), this is 23%.
This could pose a problem if the program code of all tasks assigned to one processor is larger than 31
kwords (40 kwords total program memory minus 9 kwords kernel code). For program code with less code or
program code containing much redundancy (much loops) it poses no problem.

6.3.2. Processor time
Overhead as function 01 "asks switches
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Figure 6.24: overhead versus number of task switches I sec.
The graph shows that the overhead that is introduced by the ISR (that interrupts
the tasks every millisecond), shown in the figure as an offset, is of the same order
as approximately 800 task switches.

(approximately 1 ~s).
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The overhead that is introduced by the
ISR, once every millisecond accounts
for 1,2% of the total processor time.
When compared to the overhead that is
caused by task switches, the latter
overhead is smaller if the number of
task switches per second does not
exceed 800 (see Figure 6.24). The
number of task switches can depend on
the size of the tasks (granularity) or the
number of interrupts causing task
switches. If much task switches are
caused by interrupts, this overhead can
be reduced by programming the
interrupt service routine at a lower
level. As shown in paragraph 6.1.1.2,
the nanokernel offers faster task
switches than the microkernel level
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Note1: Figure 6.24 uses the task switch time bem:een m:o tasks. How the task switch time changes with the
number oftasks in the task queue needs further investigation.
Note2: The overhead that is introduced by the ISR and task switches is small when compared to the
overhead introduced by inefficient programming.

6.3.3. Communication
Communication methods that have been tested are seperated in two categories:
1. communication between tasks resident on the same processor.
2. communication between tasks resident on different processors that communicate through a linkport.
For 1., mailbox communication introduces overhead in memory and processing time. The actual
communication takes place through a memcopy, causing the use of twice the amount of memory that was
needed when pointer passing was used. The offset for a datacopy to start is 47j..ls (paragraph 6.1.2.1) and the
data transfer speed equals 40 Mbyte/s.
Queue communication, however, does use pointer passing, hence avoiding a memcopy. It still introcuces an
offset of 30j..ls.
Note: in the succeeding version (VA) of the nmv analysed Virtuoso Classico (V3.11), the memcopy for
mailbox communication is avoided if both tasks reside on the same processor.

The communication methods used for 2. also introduce offsets (130, 78 and 17lls for mailbox, queue and
rawlink respectively). The data transfer speed is 40 Mbyte/s for mailbox and rawlink and 27 Mbyte/s for
queue communication. Offsets cause delays, while transfer speed determines the throughput, so for
applications where throughput is important, the use of mailboxes can be justified. On the other hand, when
delay needs to be optimized, queues should be used. When the demands concern delay and throughput, one
should consider using the rawlink method. Although offering decreased flexibility. it offers the highest
performance (Figure 6.13).
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7. Conclusions and recommendations
Two development platforms for multi processor DSP systems have been studied, Virtuoso Classico and
Grape-II. The Virtuoso Classico development platform consists of a distributed real-time operating system
and uses a virtual single processor principle. The source code is written as if it were for a single processor
while Virtuoso Classico generates the code for the individual processors. Grape-II is an interactive tool that
takes a graphical representation of the data flow model of an application as inputs, together with a
description of the hardware platform. Grape-II accounts for the allocation of tasks, the scheduling thereof
and adds the necessary communication between them. Because Grape-II generates the scheduling during
compile-time, it does not need a real-time operating system, hence avoiding the overhead involved with a
kernel.

7.1. Conclusions
•

•
•
•

•
•

•

The result of this master thesis project is a version of Virtuoso Classico that is ported to the SHARC
board. The resulted environment has proven to be a flexible system regarding portability to different
hardware configurations and platforms.
Virtuoso Classico enables an application to be developed more quickly than hand-coding. Transparency
allows different programmers to design tasks individually as long as the semantics are followed.
The time consuming allocation and load balancing can be performed more quickly when using Virtuoso
Classico.
Tests have been performed to determine the overhead introduced by Virtuoso Classico. This overhead
consists of the following:
• memory usage as a result of the kernel size (9 kwords). This equals approximately one quarter of
the internal program memory (40 kwords) of the DSPs employed on the SHARC board.
• Processor-time usage of task switches and other run-time overhead is between one and two
percent if the number of task switches per second is moderate «500).
• Communication overhead changes between the different methods that can be used. They mainly
introduce a delay, the data transfer speed (once it has been initiated) is not decreased through the
use of Virtuoso Classico. The overhead grows significantly for smaller data packets and causes a
decrease in performance.
The use of different programming levels within Virtuoso Classico gives a developer the opportunity to
control the programming level and its corresponding overhead.
Grape-II is a tool for mainly realising synchronous data processing applications containing little or no
deterministic parts. Virtuoso Classico, on the other hand, is well suited for a broad range of
(a)synchronous applications and data dependent processing, due to its kernel based architecture. Using
Grape-II, however, reduces memory footprint and communication overhead.
The method that is used by Virtuoso Classico to communicate with the host (the PC that the SHARC
board is plugged in) is less suitable for high data rates. Large blocks of data are split up in small packets,
each causing a separate handshake. Additional overhead can be caused through the fact that only one
processor can communicate with the host, causing extra processor load and linkport usage when other
processors than the root need to have access to the host.
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None of the tools provide in task creation, this will still be the responsibility of the developer. An
application offering no granularity practically cannot be partitioned on multiple processors.

7.2. Recommendations
•

•

•

•

To fully exploit the functionality of the SHARC board, a combination of Virtuoso Classico with a
library containing specific functions is recommended. This library should contain the following
functions:
• signaling mechanism using a 'broadcast write' for processor synchronisation
• data communication with the host to support high data rates (tens of megabytes per second). For
an application like an MPEG2 audio en- / decoder, the existing method poses no problem, since
the compressed bitstream data rates remains well below 1 Mbit per second (see appendix A).
• global bus primitives. The specific advantages of this global bus are not exploited by Virtuoso
Classsico, while it could offers the highest performance for synchronisation purposes.
The successor of Virtuoso Classico (version 3.11) is called Virtuoso vA and reduces the overhead by
using a technology called 'SoftStealth'. It reduces the memory footprint by removing all unused
services, including the complete kernel. Another advantage is the reduced overhead for data transport
between tasks resident on the same processor. This successor becomes available in early 1998. Studying
this new version could be profitable.
Grape-II covers a larger part of the development phases and therefore should be studied more closely.
However, Grape-II is not yet commercially available but offers promising results for applications that
are mainly data-driven since it generates a static scheduling scheme at compile time, removing the runtime overhead of scheduling. The memory footprint is neglectible, since it only inserts communication
principles. Once it becomes available, it should be seriously considered.
Additional tests for studying the multiprocessor capabilities of Virtuoso Classico need to be performed.
One should think of tests that use synchronous data transports between processors, together with
asynchronous control signals that are sent over the same linkport connections.

Note: This report has merely only defined a starting-point,jrom which further research in both tools can be
started.
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Appendix A. Real-time MPEG2 audio encoder
A1. What is MPEG2?
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Figure A. 1: MPEG2 7.1 multichannel audio set-up.
The 7.1 configuration of MPEG2 audio consists of 7 full bandwidth
channels plus one low frequency enhancement (LFE) channel. The Lc and
Rc channels provide a sound positioning improvement when compared to
systems only using Land R channels.

MPEG2 audio is a compatible extension to
MPEG I audio encoding, which enables the
transmission of mono, stereo or multichannel
audio in a single bitstream. It can operate at a
wide range of bit rates (8 kbit/s up to more
than 1 Mbit/s) and supports sampling rates of
16, 22.05, 24, 32, 44.1 and 48 kHz. For
stereo, a typical application would operate at
an average bit rate of 128-256 kbit/s. A
multichannel movie soundtrack requires an
average bit rate of 320-640 kbit/s, depending
on the number of channels and the
complexity of the audio to be encoded.
MPEG2 defines an extension for five full
bandwidth channels plus a low frequency
enhancement (LFE) channel, termed 5.1
multichannel. With an additional compatible
extension, seven channels are possible (7+1
multichannel).

A2. How does MPEG audio work?
Although not a perfect device for acoustic reception, advantage was taken of the characteristics of the
human ear: a non-linear and adaptive threshold of hearing. The threshold of hearing is the level below which
a sound is not heard. It varies with frequency and between individuals. Most people's hearing is most
sensitive between 2 and 5 kHz. Whether a person hears a sound or not depends on the frequency of the
sound and whether the amplitude is above or below that persons hearing threshold at that frequency.
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The threshold of hearing is
adaptive, and is constantly
changed by the sound heard. For
example, an ordinary conversation
.. ,.... ,
.'
in a room is perfectly audible
under normal conditions.
Sound
However, the same conversation
pressure
in the vicinity of a loud noise,
"
",
level
",
such as an aircraft passing low
overhead, is impossible to hear
due
to the distortions introduced
B
A
to the hearing thresholds of the
individuals concerned. When the
aircraft has gone the hearing
threshold returns to normal.
Frequency
Sounds that are inaudible due to
Figure A. 2: masking effect.
dynamic adaptation of the hearing
A loud signal (A) can influence the hearing threshold of the human ear. A less loud signal
(8), which without the masking effect would be audible, becomes inaudible through the
threshold are said to be 'masked'.
raised hearing threshold (dotted line) due to signal A.
A graphical representation of this
effect is shown in Figure A. 2. This effect is universal but is of particular relevance in music. An orchestra
instrument playing fortissimo will, to a greater or lesser extent, make the sound of some other instruments
inaudible to the human ear. When the music is recorded however, all frequencies are recorded because the
response of the recording device is flat, i.e. it is not dynamically adaptive. When the recording is played the
masked instruments will not be audible to the listener. A recording medium is optimally used, if only
audible data is recorded. In this way fixed capacity recording media can contain a considerably increased
amount of audio without any loss of quality. Also, the demands on a transmission link carrying the
information are reduced.

A3. The encoding process
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Figure A. 3: MPEG2 audio encoding process.
Incoming audio data is analysed and split up in subbands. The coding precision of the different subbands is determined by the psycho
acoustic model of the human ear.
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In an MPEG2 audio encoder, the audio data is split up in subbands and fed to a psycho acoustic model to
determine which parts of the audio are masked. The masked signals are not coded in the bitstream, while for
the other signals different coding precision is used. This process is called scaling factor and bit alloc ation.
The MPEG2 audio encoding in the current encoding set-up is performed by a DSP based expansion board in
a PC, the SHARC board. The decoding of the recorded MPEG2 bitstream is performed by a stand-alone
MPEG2 decoder.

A4. The encoder hardware
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Figure A. 4: encoding hardware.
The PCM audio data is transmitted to the DVDIO box which converts it to RS-422 and sends it to the SHARC board. Here, the actual
MPEG2 encoding is performed. The generated MPEG2 bitstream is transferred to the PC where it is saved on hard disk. For
playback of the MPEG2 data, it is transmitted to the SHARC board which sends it to the MPEG2 output of the DVDIO box. An
external stand-alone decoder is needed for the decoding of this MPEG2 stream.

The encoding hardware used to record MPEG2 encoded audio is shown in Figure A. 4. The multichannel
audio is fed into the 'DVDIO box' where it is converted and sent to the SHARC board via a serial link. The
SHARC board encodes the audio and sends the encoded data to the PC through the PCI bus. In the PC, the
MPEG2 data is recorded on hard disk. For playback of this MPEG2 data, the data is sent to the SHARC
board where it is sent to the MPEG2 output of the DVDIO box. A stand-alone MPEG2 audio decoder will
then decode the audio to PCM data again.
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Appendix B. The SHARe board
When the real-time MPEG2 audio encoder had to be developed, a platform meeting the requirements of the
computational intensive process of MPEG2 encoding had to be designed. As a result, a general purpose
multiprocessor DSP board, called 'SHARC board', has been developed. The design plugs in a PCI slot of a
personal computer and offers four bi-directional serial interfaces that allow divers input / output devices to
be connected. The DSPs used offer floating-point computations, as this can reduce the time-to-market when
an algorithm has to be implemented.

81. Architecture
The SHARC board consists of six digital signal processors, the ADSP21060 'SHARe' from Analog
Devices. The topology used on the SHARC board for interconnecting the DSPs is a mesh network. All DSPs
present on the board have direct links to the remaining DSPs. This architecture is the most powerful
interconnection network. In this way, communication is only delayed for the shortest possible time. In
addition, routing poses no problem. This topology is only feasible for small number of nodes. When N is the
number of nodes in the system, the number of connections in the system equals N*(N-I )12. Also, the chips
used would need a lot of extra pins for all the connections. For the number of processors used on the
SHARC board ( 6 ) the number of connections poses no problems. The DSP chips used offer 6 connections
for point-to-point communication with neighbouring DSPs and a possibility to connect DSPs to a global bus
for a maximum of 6 processors. On the SHARC board all six DSPs are connected to such a global bus,
together with a large global memory and a PCI bridge for communication with the computer it is plugged in.
The PCI bus also offers the possibility to access other devices in the system, without intervention of the
computer.
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Figure B. 1: interconnection diagram SHARe board.
The SHARC board consists of six digital signal processors (DSP) which are interconnected via link ports and are all connected to
a global bus. A large external memory and a PCI interface complement the SHARC board. The audio in- and outputs are
connected via the four bi-directional serial ports [Putt97].

82. The ADSP21 060 "SHARe" DSP
The ADSP 21060 SHARC -Super Harvard
Architecture Computer- is a 32 bit floating-point
DSP core. A diagram of this architecture is shown
in Figure B. 2. It consists of a crossbar bus switch
connecting the core numeric processor to an
independent 110 processor, dual-ported memory
and parallel system bus port. A more detailed
block diagram of the ADSP 21060 DSP is shown
in Figure B. 3. Four independent buses for data,
instructions and I/O, plus crossbar switch memory
functions compromise the Super Harvard
Architecture of the SHARe.
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The following features are illustrated:
Figure B. 2: super Harvard Architecture.

• 32 bit floating-point computational units:
multiplier, ALU and shifter

This architecture is used in the ADSP21060 digital signal
processor and is characterised by the dual-ported core
elements and the crossbar bus switch [Anon95].
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Figure B. 3: detailed block diagram SHARe DSP.
The block diagram shows the independent buses which exist in the SHARe DSP. In this way the I/O processor and the core processor
can independently access the internal memory and the I/O processor can perform a data transfer without processor intervention
[Anon95].
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Due to this architecture, the SHARC can access two data operands, one over the PM bus and one over the
DM bus, an instruction (from the cache), and perform a DMA transfer, all in one cycle. The external port
provides the processor's interface to external memory, memory-mapped I/O, a host processor and additional
multi processing SHARCs. The external port performs internal and external bus arbitration as well as
supplying control signals to shared, global memory and I/O devices. The on-chip dual ported memory is
organised as two blocks of 2 Mbit each, and can be configured for different combinations of code and data
storage. Each memory block is dual-ported for single cycle, independent accesses by the core processor and
I/O processor or DMA controller. The dual-ported memory and separate on-chip buses allow two data
transfers from the core and one from I/O, all in a single cycle [Anon95].

83. Multiprocessor functionality
The SHARC offers powerful features for multiprocessing DSP systems. The unified address space allows
direct interprocessor accesses of each SHARe's internal memory. Distributed bus arbitration logic is
included on-chip, for glue-less connection of systems containing up to six SHARCs and a host processor.
Maximum throughput for interprocessor data transfer is 240 Mbytes per second over the external port and
40 Mbytes per second per link port. Broadcast writes allow simultaneous transmission of data to all
SHARCs. The SHARC includes six 4 bit link ports that provide additional I/O capabilities. The link ports
can be clocked twice per cycle, allowing each to transfer 8 bits per cycle. Link port I/O is especially useful
for point-to-point interprocessor communication in multiprocessor systems. The link ports can operate
independently and simultaneously, with a maximum data throughput of 240 Mbytes per second (40 Mbytes
per second per link port). Link port data can be read directly by the core processor or DMA-transferred to
on-chip memory.
For interfacing with a variety of peripheral devices the SHARC features two synchronous serial ports. The
serial ports can operate at the full clock rate of the processor, providing each with a maximum data rate of
40 Mbit per second. Serial port data can be automatically transferred to and from on-chip memory via DMA.
The SHARC's on-chip DMA allows zero-overhead data transfers without processor intervention. The DMA
controller operates independently and invisibly to the processor core, allowing DMA operations to occur
while the core is simultaneously executing its program [Anon95].
The following DMA transfers are supported on the SHARC board:
DMA transfer
internal memory <=> external memory and memory-mapped peripherals
internal memory <=> internal memory of other SHARes
internal memory <=> host processor
internal memory <=> serial port I/O
internal memory <=> link port I/O
Table B.1: DMA transfers on the SHARe board.

Data rate
80 Mbytes/s
160 Mbytes/s
26 Mbytes/s
40 Mbitls
40 Mbytes/s

The supported DMA transfers on the SHARe board are shown above. The data rates are the rates that have been measured [Putt97].

A DMA transfer from external memory to external peripherals is supported on the SHARC DSP, but not on
the SHARC board.
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84. Global and shared memory
The SHARC board contains a large amount of memory. Not only the on-chip memory of 4Mbits per DSP,
but also a large global memory consisting of one memory bank of SI2k * 48 bits wide and two memory
banks of SI2k * 32 bits wide. The 48 bits wide memory bank can be used to store program data or data
while the two other memory banks are intended for only data storage.
The difference between global and shared memory is the following: the global memory consists of the three
memory banks connected to the global bus (see Figure B. 1) while the shared memory is the memory of
other SHARC DSPs in the system that can be directly read and written by any SHARC (also via the global
bus). The possibility to write directly into the memory of all SHARCs is called broadcast writing. This
mechanism provides an easy way of signaling semaphores in a multiprocessor system.
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Appendix C. Porting of Virtuoso Classico
C1. Introduction

host

Figure C. 1: used network topology in Virtuoso Classico.
The host can serve the application through the so called 'root' node. which is
the one pointed to by the dark arrow. All other nodes communicate with the
host through this root node. Booting of the nodes also occurs via this node, but
can also be done directly.

•
•
•
•
•

To understand the requirements for a port
of Virtuoso Classico, it is necessary to
look at the used network topology (Figure
C. 1). Communication between the
application running on the DSP boards
and the host (PC) takes place through the
so called 'root' node. All other nodes that
want to communicate with the host have to
pass their messages to the root node. Other
(generic) boards communicate with
boardl -which is the only board that
communicates with the host- using
linkports. This topology offers the
possibility to expand a system by simply
adding processor boards. Hence, the
interfacing with the host does not have to
be changed.
The porting of Virtuoso Classico consisted
of the following activities:

determining the requirements for the link between the host platform (Microsoft Windows NT on an IBM
compatible PC) and the DSP board (SHARC board).
writing a driver for Microsoft Windows NT to communicate with the SHARC board.
encapsulating the driver into a number of C++ classes which are used by Virtuoso to access the DSP
board.
adapting the source code of the hostserver software running on the root node to the determined
communication protocol.
testing of the different functionality's of the host-server communication.

C2. Driver requirements
In case of the SHARC board, communication with the host is performed by using a piece of RAM as
buffered shadow RAM. The communication protocol is the following. The root node will put its command
in the shadow RAM and signals the host that a command needs to be processed. The host will have to read
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this command packet, process it, and put a reply packet back in the shadow RAM. Next, the host has to
signal the root processor to notify that the reply packet is ready for processing.
For booting purposes, a mechanism for booting at least the root node is required. A method for booting all
nodes is preferred, but not necessary since other nodes in the system can be booted through the use of the
linkports. A method to reset the board is also required.
The driver requirements are summarised below:
•
•
•
•

•
•

copy part of the shadow RAM of the SHARC board to the host.
copy a piece of host RAM to the shadow RAM on the SHARC board.
generate an interrupt on the root node to signal it, so that the hostserver can process the reply packet.
wait for an interrupt from the root node that a command packet has to be processed. This waiting for a
command packet to be processed can also be achieved through the use of a polling mechanism.
However, this causes unnecessary host processor load that can be avoided by using an interrupt service
routine.
boot at least the root node
reset the board

A Windows NT device driver has been written that covers all points mentioned above. After the driver was
finished, a set-up of a PC and a SHARC board has been taken to the manufacturer of Virtuoso ClassicoEonic Systems- and the hostserver code is adapted to the different characteristics of the driver and the
chosen protocol.

C3. Work to be done
In the current set-up, the driver still uses 'direct reads / writes' to copy parts of the shadow RAM to the host
and vice versa. The performance of the host-server communication can be improved by using the DMA
capabilities of the PCI bridge chip of the SHARC board. Instead of writing every 32 bit word separately, a
DMA only needs to be started up, while the hardware initiates and manages the copy, thus reducing the time
that is needed for copying the shadow RAM.
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Appendix D. Excel interface to 'taskpoll'
The logging data that is acquired by 'taskpoll' is memorised in an array containing the following pair of data
for every event:
1. high resolution timer value of the moment the event is logged.
2. event ID. A '0' indicates the de-scheduling of a task.
The array is copied from the SHARe memory into the spreadsheet by pressing a button in a Microsoft Excel
»
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Figure D. 1: Excel Interface to 'taskpoll'.
This is the Microsoft Excel spreadsheet that is used to interface with 'taskpoll'. The logging data are normalised to zero, converted to lls
and used for generating graph data. The elapsed time between the different event-changes is also determined.

spreadsheet (Figure D. 1). The accompanying graph that is automatically created by Excel is shown in
Figure D. 2.
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Figure D. 2: graph generated by Excel.
This graph is automatically generated by Excel as soon as logging data trom 'taskpoll' has been copied in the spreadsheet. The Y-axis
indicates the active task ID or the event ID. The X-axis is the time axis in Ils.
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