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ABSTRACT
3D point cloud reconstruction from photographs using a spring embedder algorithm
A.E.M. Koenraadt
Department of Mathematics and Computer Science
Master of Science
This thesis describes the implementation of a 3D point cloud reconstruction method of an unknown
object from a set of photographs. These photographs are taken with a handheld device with a calibrated
camera at an unknown camera position and at a known viewing angle. The viewing angle is estimated by
means of a board of markers that was placed in the scene. Interest points detected in the photograhps are
used to generate a 3D point cloud, for which the 3D point coordinates are optimized with an approach that
is inspired by a class of algorithms called “spring embedders”. Conceptually, springs pull the 3D points and
virtual cameras to a location that minimizes the reprojection error. We show that the method is robust against
interest point localization errors and is capable of correcting for errors in the camera viewing angle estimates
by optimizing the camera translations.
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Chapter 1
Introduction
This thesis describes the implementation of a method for 3D point cloud reconstruction of an unknown object from a set of photographs taken with a handheld device. Handheld devices such as smartphones and
tablets are devices that are available to the general public. Bringing 3D reconstruction to such devices opens
up possibilities for applications that would otherwise require dedicated, often expensive equipment. This
project tries to bring 3D point cloud reconstruction to handheld devices.
For this purpose, a reconstruction pipeline was implemented that consists of several stages, including a data
gathering stage, a reconstruction stage and a final meshing stage that generates a 3D mesh from the reconstructed point cloud. Furthermore, in the reconstruction stage, the applicability of a class of force-directed
algorithms called spring embedders to point cloud reconstruction is investigated.

1.1

Background

1.1.1

3D scanning

Taking a set of photographs and reconstructing a digital representation of an object or scene is a form of 3D
scanning. Applications of 3D scanning range from entertainment and visual arts to engineering and technology. Some applications are: reverse engineering components of a system; documenting historical sites
and objects; measuring the dimensions of manufactured parts to compare them to the model. Such applications require detailed, high quality reconstructions for which dedicated and often expensive equipment is
required. Another application is to use a virtual representation of a previously scanned object in a simulated
3D environment or augmented reality application. For this purpose, a coarse reconstruction may be obtained
from data collected with devices with limited computational power that are available to the general public.
There are some low-cost 3D scanning applications available that can be used at home. These applications
all impose some constraint on the scene or the user. For example, the DAVID laserscanner [1] requires a
static scene and use of a laser ray. The object that is to be scanned must stand in the corner of a room or
in front of two boards standing together at a known angle and the camera properties, including the viewing
angle and position of the camera, must be fixed and known, as depicted in Fig. 1.1. The software registers
the deformation of the straight laser line that occurs on the surface on the object and uses this to calculate
1
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the depth of each point on this line with respect to the camera.

Figure 1.1 3D scanning using the DAVID laserscanner. The object is placed against a known
background and a laser light and camera are used to determine the shape of the object.
Other applications, including AutoDesk’s 123D Catch http://www.123dapp.com/ and Scanetica http://www.
scanetica.com.au require the user to upload photos to a server, where the 3D reconstruction is performed.
The latter also requires that the camera properties are fixed and known and requires use of a paper turntable
on which the object that is to be scanned is placed. Furthermore, the background must be white and good
lighting conditions are required, limiting the approach to home settings. AutoDesk poses no such contraints,
but as indicated it requires photos to be uploaded to a server.
In this project we desire minimal constraints to the scene or environment and require only that the scene
is static and that the user places a board of markers in the scene that is used as reference. This will be
detailed in Chapter 2.

1.1.2

Spring Embedders

Spring embedders [2] [3] [4] are a class of force directed algorithms for finding an optimal layout for graphs.
Force directed algorithms define a system of forces that act on the vertices and edges and find a minimum
energy state either by solving differential equations or by simulating the evolution of the system. The forces
that are assigned to the nodes depend on the desired properties of the graph, such as certain symmetry requirements or the requirement that there are no crossing edges. Spring embedders are a variant of force
directed algorithms in which the evolution of the system is simulated by placing virtual springs between
nodes that attract or reject the nodes to obtain a good layout, see Fig. 1.2.
Advantages of the approach is that the implementation is simple and it is easy to add new heuristics or
constraints. Disadvantages of spring embedder algorithms are their slow convergence, which yields a high
running time, and the fact that no upper bound on the quality of the result can be theoretically proven.

1.1 Background
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Figure 1.2 Illustration of the spring embedder algorithm for graph layouts. The edges are replaced
by springs and after the layout has been optimized the springs are replaced by edges again.
We have applied the concept of spring embedders to the point cloud reconstruction step of our approach. The
approach is based on the recognition that the 3D point cloud and its reprojection onto the original images
can be seen as a graph: the projection lines of the world coordinates onto the image planes of the camera can
be seen as edges. Springs can be embedded in such a system to ‘pull’ the 3D points and virtual cameras into
a state that is a reconstruction of the captured scene. Details are given in Chapter 4.

Chapter 2
Methodology
2.1

Outline

The following sections address which steps were taken towards 3D point cloud reconstruction from a set of
photographs. See also Fig. 2.1 for an illustration of the pipeline.

Figure 2.1 Illustration of the reconstruction pipeline.
Section 2.2 describes the camera projection model and defines the relationship between camera properties
(e.g. lens distortion, camera viewing angle), a 3D world coordinate and its projection to 2D image coordinates1 . In short, this section defines which data we need to acquire to perform a 3D point cloud reconstruction and defines the relationship between the data and reconstructed point cloud that the reconstruction
must satisfy. Each section in Chapter 3 describes how a specific parameter (or group of parameters) of this
relationship is obtained.
The first properties that are obtained are the intrinsic camera properties. These express properties of the
camera lens that may affect skew and distortion in the captured image. These imperfections, if known, can
be corrected for in software. To obtain the intrinsic camera properties, camera resectioning — often referred
to as “camera calibration” — is performed as described in Section 3.1.
As mentioned before, we aim to reconstruct a 3D point cloud from photographs taken with a calibrated
camera at an unknown camera position and at a known camera viewing angle or “camera rotation”. In Sections 3.2.1 and 3.2.2 methods are described to determine the camera rotation in world coordinates.
In Section 3.3 a method to identify image coordinates in different images that are projections of the same
world coordinate is discussed.
In Chapter 4 we introduce our new method that, given the known data, determines the remaining unknowns,
namely the camera position or “camera translation” and the actual world coordinates by means of a force1 In

following sections the prefixes ‘3D’ and ‘2D’ will frequently be omitted to improve readability.

4
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based iterative constraint optimization. In Section 4.4 we apply a meshing algorithm to obtain a mesh for
the reconstructed point cloud.

2.2

Camera Projection Model

Through the camera lens, images of the world are projected on a light-sensitive sensor and then stored in an
image. This projection from world coordinates to image coordinates is defined by the intrinsic properties
of the lens, also called “intrinsic camera properties” or camera intrinsics and by properties of the camera
related to the world it operates in, also called the camera extrinsics.
The most common camera model is a simplified one, where the camera aperture is described as a point,
the camera sensor size always encompasses the entire area of the image plane onto which the world is
projected and the only types of distortion that arise are (approximately) radially symmetric or caused by
alignment imperfections of the lens. This camera model, called the pinhole camera model, contains the
following camera intrinsics:
focal length The distance from the center of the lens to the focal point of the lens.
principal point The point at the intersection of the optical axis and the image plane. If the light-sensitive
sensor is not precisely aligned with the lens, the principal point does not coincide with the image
center.
skew The skew of the two image axes.
radial distortion The most common distortion that is radially symmetric due to the symmetry of the lens.
It is usually classified as barrel distortion, pincushion distortion or a mixture of the two, known as
moustache distortion.
tangential distortion The second-most common distortion that arises when the lens is not parallel to the
imaging plane. Also called “decentering distortion”.
In the lens manufacturing process, lens aberrations may arise that affect the principal point and skew and
cause radial and tangential distortions. When the camera intrinsics are known, a correction of the resulting
image distortion can be performed.
The camera extrinsic properties consist of the camera rotation and translation, which describe the camera orientation and position in terms of some fixed world coordinate system and together are referred to as

Figure 2.2 Illustration of a pinhole camera.
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the camera pose.

Given the camera pose, focal length, principal point and skew, and under the assumption that no radial or
X 
tangential distortion is present, the relationship between a world coordinate w = Y and image coordinate
Z
u
v is given by
 


u
f x γ px
s v = A(Rw + t), A =  0 fy py 
(2.1)
1
0 0 1
u
 
where v is a homogeneous coordinate representing uv . Here, the camera extrinsic parameters R,t are
1
the 3 × 3 rotation matrix and the 3-element translation vector that relate the world coordinate system to the
camera coordinate system. The matrix A encompasses the camera intrinsics focal length, principal point
and skew, with fx , fy the focal length in terms of pixels, px , py the image coordinates of the principal point
(ideally in the center of the image) and γ the parameter describing the skew coefficient between the two
image axes.

The radial distortion and tangential distortion are nonlinear parameters that cannot be incorporated in the
above equation in its current form. In order to be able to take radial and tangential distortion into account,
 X0 
the above equation will be rewritten. Let c = Rw + t = Y0 be the homogeneous 2D camera coordinate that
Z0

the world coordinate was projected onto. This yields
 


u
fx X0 + γY0 + px Z0
s v = Ac =  fyY0 + py Z0 
1
Z0
The expression yields a 2D homogeneous coordinate and therefore only cases where Z 6≡ 0 are considered,
because when Z ≡ 0 the represented point is at infinity. If Z0 6≡ 0, this yields s ≡ Z0 and by dividing by Z0
on the left and right hand side we obtain
 
  

u
X1
fx X1 + γY1 + cx
v = A Y1  =  fyY1 + cy  , X1 = X0 ,Y1 = Y0
Z0
Z0
1
1
1
and therefore we obtain
u = fx X1 + γY1 + cx
v = fyY1 + cy
u
 
 
The homogeneous coordinate v represents the 2D coordinate uv . In order to correct uv for radial and
1
tangential distortion, the Brown-Conrady distortion model [5] [6] is applied. This model undistorts coordinate x, y using the radial distortion parameters (K1 , K2 , . . . ) and tangential distortion parameters (P1 , P2 , . . . ).
The effect of the radial and tangential distortion parameters is illustrated by Fig. 2.3 and 2.4. Note, however,
that the Brown-Conrady distortion model also assumes a principal point (x p , x p ), and would undistort x, y
into x0 , y0 as follows
x0 = x + x̃(K1 r̃2 + K2 r̃4 + K3 r̃6 + · · · ) + (P1 (r̃2 + 2x̃2 ) + 2P2 x̃ỹ)(1 + P3 r̃2 + · · · )
y0 = y + ỹ(K1 r̃2 + K2 r̃4 + K3 r̃6 + · · · ) + (2P1 x̃ỹ + P2 (r̃2 + 2ỹ2 ))(1 + P3 r̃2 + · · · )

7
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Figure 2.3 Sample plot of radial distortion
corrections at the intersections of a regular
grid. Credit: U.S. Geological Survey, Department of the Interior/USGS

Figure 2.4 Sample plot of tangential distortion corrections at the intersections of a regular grid. Credit: U.S. Geological Survey,
Department of the Interior/USGS

p
where x̃ = x − x p , ỹ = y − y p and r̃ = x̃2 + ỹ2 . Since the principal point has already been incorporated into
the equation via matrix A,
 0for
 the undistortion the principal point is already known to be projected onto the
image center coordinate 0 . This results in the following relationship.

2.2 Camera Projection Model
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X 
 
Let w = Y be a world coordinate and let m = uv be a image coordinate. Describing the camera as a
Z
pinhole that only exhibits radial and tangential distortion, the relationship between w and m is given by
 
X0
Y0  = Rw + t
Z0
X0
X1
=
Z0
Y0
(2.2)
Y1
=
Z0
x
= fx X1 + γY1 + cx
y
= fyY1 + cy
u
= x(1 + K1 r2 + K2 r4 + K3 r6 + · · · ) + (P1 (r2 + 2x2 ) + 2P2 xy)(1 + P3 r2 + · · · )
v
= y(1 + K1 r2 + K2 r4 + K3 r6 + · · · ) + (2P1 xy + P2 (r2 + 2y2 ))(1 + P3 r2 + · · · )
for points w yielding Z0 6≡ 0.
Equation 2.2 defines which data we need to acquire to perform a 3D point cloud reconstruction. In the
following chapter, we will obtain some of this data. We will obtain camera intrinsics fx , fy , γ, cx , cy and
distortion parameters K1 , K2 , . . . , P1 , P2 , . . . through camera resectioning. The camera rotation R will be estimated by means of orientation/motion sensors or a reference object that is present in the captured scene.
Lastly, we will identify points (u, v) that are to be used in the reconstruction of the corresponding world
coordinate by means of interest point detection and matching. The collected data will be used to reconstruct
the missing parameters of the equation, namely w and t, the world coordinate itself and, for each captured
image, the camera translation.

Chapter 3
Data Gathering
3.1

Camera Resectioning Method

Camera resectioning or geometric camera calibration — often referred to as “camera calibration” or “camera
self-calibration” — is the process of finding the camera intrinsic and extrinsic parameters that satisfy relationship 2.2 for a set of world coordinate and image coordinate pairs. Methods of camera resectioning vary
in terms of the parameters that they estimate, whether they allow varying camera intrinsics due to zoom and
focus (which, in consumer zoom lenses, affects the camera intrinsics) and the constraints, if any, that they
impose on camera motion and scene [7].

Figure 3.1 Illustration of the reconstruction pipeline.
The method proposed by Zhang [8] imposes a scene constraint, namely the use of a planar checkerboard
pattern viewed at varying angles, to perform camera resectioning for intrinsics matrix A and radial distortion
parameters K1 , K2 , . . . . To perform camera calibration, the user prints out a checkerboard pattern and captures
several images of the checkerboard under different viewing angles, see Fig. 3.2.

Figure 3.2 Captured images of the checkerboard under different viewing angles.
It is recommended to capture several images such that the checkerboard occurs in each section of the screen
at least once. This way, the distortion of the entire screen is “captured”, which benefits the quality of the
calibration. The checkerboard and its inner corners are detected in each image. Given the corner points of
the checkerboard in each image and a model of the checkerboard, the camera pose can be estimated. This is
9
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done by solving equation 2.2 for the camera pose, a problem that is known as the Perspective-n-Point problem. It is solved using an iterative method based on Levenberg-Marquardt optimization [9]. The method
finds a camera pose that minimizes the sum of squared distances between the image points and reprojected
model points.
Having estimated the camera pose for each captured image containing a checkerboard, the algorithm then
performs a two step iterative algorithm that alternates between optimizing the camera pose and camera intrinsic parameters to further minimize the sum of squared distances.
Zhang’s method does not address varying camera intrinsics and thus does not allow usage of zoom or focus after camera resectioning. The implementation in the OpenCV library that estimates intrinsics matrix
A is based on Zhang’s method. Since the method does not address tangential distortion, a different method
based on the Brown-Conrady distortion model is used for radial and tangential distortion [10]. Furthermore,
OpenCV assumes γ = 0 and limits the radial and tangential distortion parameters to K1 , K2 , K3 and P1 , P2 .

3.1.1

Camera Projection Model

Now that the camera intrinsics have been estimated by means of camera resectioning, each image can be
undistorted, thereby correcting for the distortions caused by the lens aberrations. This solves part of equation 2.2. Below, we have replaced those parts of the that are now known by functions intrinsicx , intrinsicy , distortionu , di
and marked them blue.
 
X0
Y0  = Rw + t
Z0
X0
X1
=
Z0
Y0
Y1
=
Z0
x
= intrinsicx (X1 ,Y1 )
y
= intrinsicy (Y1 )
u
= distortionu (x, y)
v
= distortionv (x, y)

3.2 Camera Rotation Estimation

3.2
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Camera Rotation Estimation

As described in Section 2.2, in order to perform the 3D reconstruction we need to determine several parameter values to obtain a reconstruction that satisfies equation 2.2. In the previous section the camera intrinsics
fx , fy , cx , cy and distortion parameters K1 , K2 , K3 , P1 , P2 have been estimated using camera resectioning. In
this section we describe two approaches to obtaining the camera rotation matrix R.

Figure 3.3 Illustration of the reconstruction pipeline.
In many approaches the camera pose is either severely constrained (e.g. a fully stationary camera or stationary camera that may only rotate) or required to be known for each captured image in advance — that is,
before further processing of the images and collected data takes place.
Instead of requiring that the camera pose for each captured image is known exactly in advance, we require only the camera rotation for each captured image. No information about the camera translation is
required. In the following sections, two approaches for obtaining the camera rotation are introduced.

3.2.1

Sensor Fusion

The camera rotation can be estimated by making use of the accelerometer, gyroscope and magnetometer
present in the device. The data from these sensors is combined or fused, an approach often referred to as
“sensor fusion” [11], to obtain a more accurate initial estimate of the camera rotation than each of the sensors
alone would be able to provide.
Accelerometer and Magnetometer
An accelerometer is a sensor that measures the amount of acceleration it experiences. Accelerometers can
be used to sense orientation, acceleration, vibration, shock and falling. A 3-axis accelerometer will yield an
acceleration on each axis in m/s2 , which can be used to calculate a three dimensional acceleration vector.
In case of an accelerometer, what is measured is proper acceleration — acceleration relative to free-fall
—, a definition that incorporates the Earth’s gravity field. This is different from coordinate acceleration —
acceleration as a rate of change of velocity — in a system without gravity. In a system without gravity, an
acceleration implies a change in velocity. However, in the Earth’s gravity field, an acceleration does not necessarily imply a change in velocity: An accelerometer that is at rest on a surface (e.g. table, floor) measures
an acceleration equal to the gravitational force g = 9.81m/s2 straight upwards. The acceleration measured
by an accelerometer may be static (caused by gravity) or dynamic (caused by movement of the accelerometer). Given that the device will be held by a user, will not experience free fall and is moved in a calm and
controlled manner, the static component of the acceleration (an acceleration vector of g = 9.81m/s2 that
points to the mass center of the Earth) is always present and can be used to obtain the pitch and roll angles
of the device.
A magnetometer is a sensor that measures strength and direction of the magnetic field around it. Magnetometers are commonly used as compasses in handheld devices. A 3-axis magnetometer will yield a
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strength of the magnetic field on each axis in µT , which can be used to calculate the device’s relative bearing from magnetic north, the azimuth.
Android phones come with a 3-axis accelerometer and 3-axis magnetometer. Both types of sensors have
their own strengths and weaknesses. Accelerometers are accurate over long periods of time, but have long
response times and measurements are unstable over a short timespan. Magnetometers suffer from drift due
to temperature fluctuations and environmental noise and have very low response times as well. The Android
API provides methods to obtain a rotational matrix or orientation vector from the combined accelerometer
and magnetometer data.
Gyroscope
A gyroscope is a sensor that measures angular rotation speed. Gyroscopes can be used to construct or
complement compasses, assist in stability and are used in guidance systems. In order to obtain the actual
rotation from the measured rotation speed, this speed needs to be integrated over time by multiplying the
gyroscope output with the time elapsed between readings. In each iteration, small errors in gyroscope output
add to the overall error, causing an increasing deviation of the gyroscope measurements from the actual
orientation, commonly referred to as “gyro drift”. However, in small intervals gyroscopes are accurate and
they have short response times. These properties complement those of the accelerometer and magnetoscope
as mentioned in the previous section.
Complementary filter
The gyroscope property of short response times is desired in order to be able to acquire a device orientation
at the moment an image is captured. It is desired to have an estimate that is as accurate as possible. Since
several images are captured over time, the orientation associated with each following image is sensitive to
gyro drift. This gyro drift may be compensated for by using the data from accelerometer and magnetometer
using an approximation of what is called a complementary filter [12].
The used method combines the data from several sensors, aimed at overcoming the weakness of one sensor
by complementing it with another. When using a complementary filter, the measurements from accelerometer and magnetometer complement those of the gyroscope as depicted in Fig. 3.4, thereby correcting for
) of the
the gyro drift that occurs over longer periods of time. The method performs low-pass filtering (
accelerometer/magnetometer orientation and high-pass filtering (

) of the gyroscope orientation.

The low-pass filter is a digital filter that smoothes the data by averaging the values over time. This removes
the short-term fluctuations and reveals the background pattern of the data. An example of a low-pass filter,
a moving average filter, follows. When applying this filter to obtain a new value v from previous value v prev
and a new value vnew , vnew contributes in part to v:
v = v prev + al (vnew − v prev ), where al < 1
{Can be rewritten to:}
= (1 − al )v prev + al vnew , where al < 1
{Example, let a = 0.02}
= 0.98v prev + 0.02vnew
Here, al is defined in terms of the duration dt in seconds of the signal vnew and the cutoff value Cl in seconds
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Figure 3.4 Illustration of the used method to combine accelerometer, magnetometer and gyroscope
data.
such that the low-pass filter only lets signals that have a duration longer than Cl pass:
al =

dt
Cl + dt

The duration of the signal is simply the time interval dt between measurements in seconds. It is the same
for all measurements, so in our case al is a fixed value, defined by some fixed dt,Cl that need to be chosen.
The value Cl is a measure for how persistent an orientation has to be for it to be taken into account in the
resulting value. Because value vnew only contributes in a small part to the result, a certain orientation o must
occur many times before the result v converges to o. We will return to this later, since a similar equation
holds for the high-pass filter.
The high-pass filter cancels out drift by only revealing the short-term fluctuation, eliminating long-term
signals that constitute the background noise that causes drift. An example of a high-pass filter follows.
When applying this filter to obtain a new value v from previous value v1 and a newly acquired change
measure ∆v, the old value decays and is complemented with the change measure:
v = ah v prev + ah ∆v, where ah < 1
Here, ah is in terms of the duration dt in seconds and cutoff value Ch in seconds such that the high-pass filter
only lets signals that have a duration shorter than Ch pass:
ah =

Ch
Ch + dt

(3.1)

The value Ch is a measure for the upper bound to how persistent a measurement may be for it to still be taken
into account in the resulting value. If an orientation o occurs many times, it becomes the baseline for ∆v and
thus ∆v ≡ 0 if v ≡ 0. Therefore, o no longer influences the result v.
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Approximation of Complementary Filter: the Balance Filter

An approximation of the complementary filter, proposed in a white paper by S. Colton in 2007 [13], seems
to be much-used by application developers1 . This “Balance Filter” combines the integrated gyroscope data
with a moving average filter over the accelerometer/magnetometer data to obtain a new estimate for the
orientation as follows
θnew = (1 − al )(θold + ∆g) + al φ , where al < 1
(3.2)
where
• θold , θnew are the previously estimated orientation and the newly estimated orientation using the balance filter, respectively;
• ∆g is the last obtained gyroscope orientation change measure;
• φ is the last obtained accelerometer/magnetometer orientation;
• al is the smoothing factor that determines the influence of new data on the estimated orientation. A
larger al discounts the gyroscope data faster, whereas a smaller al discards accelerometer/magnetometer
data faster.
The moving average filter in equation 3.2 becomes apparent when we disregard the gyroscope data
θnew = (1 − al )θold + al φ
= {Rewrite to low-pass filter shape}
θold + al (φ − θold )
and the integration step is contained in the term
θold + ∆g
Having distinguished these two components, we note that equation 3.2 does not perform high-pass filtering,
contrary to what the complementary filter in Section 3.2.1 prescribes. Although the term (1 − al )(θold + ∆g)
may at first glance be mistaken for a high-pass filtering component, it is in fact part of the moving average
filter.
The reason the balancing filter is often used is mainly because it is easy to implement and does not require much processing power. It benefits from both the accuracy and quick response times of the gyroscope
and corrects for the gyro drift with the accelerometer/magnetometer data. We have used and tested the balance filter with value al = 0.02 and sample rate of dt = 0.003s which, according to [14], yields the best
results. Given that al is defined as
dt
al =
Cl + dt
by rewriting and by substituting the values for al , dt, we obtain
dt
Cl = − dt
al
0.003
≡ Cl =
− 0.003
0.02
≡ Cl = 0.147s
This implies that measured orientations using accelerometer/magnetometer that are persistent for longer than
0.147 seconds are used to balance the gyro drift.
1 Various

projects and online questions can be found when searching online for the phrase “complementary filter” and also
when searching for “complementary filter Android” and “complementary filter Arduino”.
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Accuracy

The accuracy of the described approach was manually tested using a paper turntable on which 12-degree
intervals were marked, to which the device was attached. Three tests were performed to isolate each of the
three axes. In the first test, the turntable was taped to a flat surface and the device was taped flat on top of
the turntable, to isolate the azimuth or z-axis. In the second and third test, the turntable was taped to a wall
and the device attached perpendicular to the turntable, either with the short edge against the turntable for the
roll or y-axis and the long edge for the pitch or x-axis.
For each test, the initial position of the turntable was aligned so that the device showed a near constant
0
orientation of 0 . The turntable was then manually rotated at 12 degree intervals and a button was pressed
0
to register the measured camera orientation. Since the rotation was done manually, neither the rotation speed
nor the time between turning the device and pressing the button can be accurately quantified. An attempt
was made to perform the turn and click in one second, which would imply that the device was stationary for
at most a second when the button was pressed.
Fig. 3.5 plots the deviation between the measured angle and actual angle for each of the 30 device orientations that the turntable marks for the x, y and z axis respectively. The horizontal axis shows the actual
angle by which the turntable was turned and the vertical axis shows how much the measured angle deviated
from the actual angle. Each test, consisting of 30 measurements at rotation intervals of 12 degrees each, was
performed 10 times. As can be seen, especially the z-axis is not as accurate as hoped for. This is most likely
caused by the fact that at the moment the orientation is recorded the device is not in motion. The orientation
is then mainly obtained from the accelerometer/magnetometer data, which is less accurate.
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Figure 3.5 The figures show, from left to right, the measured x, y and z-axis deviation. The error
bars show the standard deviation.
As for the deviation in the z-axis, this is expected to be caused by the fact that the device is laying on a flat
surface. The accelerometer measures pitch and roll angles of approximately zero and cannot measure z-axis
rotations, so it cannot compensate for magnetometer deviations. For the same reason as mentioned above,
i.e. the device is not in motion, the gyroscope does not contribute to correct the magnetometer deviation.
Additional measurements for the z-axis were made with the device perpendicular to the flat turntable, see
Fig. 3.6, and with the device at a 38-degree angle on the flat turntable, see Fig. 3.6.
Against expectation, the z-axis deviation seems to be worse when the device is placed at a 38-degree angle
on the turntable. The z-axis deviation when the device is placed perpendicular to the turntable as depicted in
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Figure 3.6 z-axis deviation for device perpendicular to turntable. The error bars show
the standard deviation.
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Figure 3.7 z-axis deviation for device on
turntable at 38-degree angle. The error bars
show the standard deviation.

Fig. 3.6 seems to be on average somewhat better than the other two z-axis measurements in Fig. 3.5 and 3.7,
but has a higher standard deviation of the error.
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Figure 3.8 Example of a marker used to determine the camera pose.

3.2.2

Marker Board Detection

In Section 3.2.1, an approach to estimate the camera rotation by means of sensor fusion is provided. In this
section, we propose an alternative method to obtain a much better estimate, which however does come at a
computational cost. The method imposes a scene constraint, namely that the object that is to be scanned is
placed on a previously specified board of NxM so-called markers.
A remark must be made that this method using Marker Detection not only provides an estimate of the camera
rotation but also of the translation, thereby supplying an estimate of the entire camera pose. However, we
will see in Chapter 5 that using only the camera rotation and allowing the camera translation to be altered by
the reconstruction algorithm yields better results.
Marker
This method relies on the use of markers to determine the camera pose. A marker is a graphical identifier
in the form of an object or image that is added to the scene. Markers come in many different shapes and
sizes and can be any shape that serves as a control point, from an icon that was designed for the purpose of
being uniquely identifiable to a real-life object of which reference images are available. Previous graduates
at Alten PTS have focused on such topics that use large printed icons to be used for outdoor augmented
reality [15] and reference images of real-life objects for which the world-coordinates are known [16].
The markers used here are square icons of seven by seven black or white squares. Such a marker consists of 24 black squares on the outer edges and 25 inner squares that may be black or white. Since a marker
must be uniquely identifiable by its black-and-white pattern, independent of the rotation at which it occurs
in an image, the ArUco library [17], a library based on OpenCV for the Android platform, implements 1024
distinct markers. No marker, when rotated by 0, 90, 180 or 270 degrees, is identical to another. An example
of such a marker is depicted in Fig. 3.8.
When a marker is found in a scene, its four corner points can be found to estimate the camera pose. However, using a board of markers instead of a single marker to determine the camera pose is more robust
against errors. In order to determine the camera pose using a board of markers, the image is first searched
for individual markers. This is done in roughly three steps. First, the image is converted to grayscale and
thresholded. Next, the image is searched for 4-point convex contours. Lastly, the resulting contours are
filtered and processed, resulting in a list of markers that could be identified from these contours.
The grayscale image in is transformed to a binary image out according to an inverse binary thresholding
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Figure 3.9 Original image.

Figure 3.11 Detected contours.
function T such that:

Figure 3.10 Thresholded image.

Figure 3.12 Warped markers.

(
0,
if in(x, y) > T (x, y)
out(x, y) =
255, otherwise

The value T (x, y) is calculated by taking the weighted sum of a 7 × 7 neighbourhood of pixels around (x, y).
The weighted sum is taken by convolving the 7 × 7 neighbourhood around (x, y) with a Gaussian window
(σ = 1.4) and summing the results, see Fig. 3.10.
Next, contours of the thresholded image are retrieved using a contour finding algorithm implemented by
OpenCV. From the resulting curves, only convex curves consisting of exactly 4 points where the distance
between points is at least 10 pixels are kept. These curves are candidate markers and are inspected to see
which lie close together. Of any two candidates that lie less than 10 pixels apart, only the curve with the
largest perimeter is preserved. Each remaining four point curve is warped to a square surface, see Fig. 3.12,
so that it can be compared against the square icons being searched for.
The extracted surfaces are thresholded again and divided into 7 × 7 squares and for each of these squares
the ratio between zero and nonzero pixels is computed. If more than half of the pixels is black, the square
is considered to be black. If more than half of the pixels is white, the square is considered to be white. The
resulting square icon of seven by seven black or white squares is analyzed and if it constitutes a marker, it is
stored.

3.2 Camera Rotation Estimation

19

Board of Markers
Having detected and identified one or more markers in the scene that belong to the board of markers, this
detected board is used to estimate the camera pose. This is done by determining which of the board’s markers have been identified in the image and creating a model of the board for those markers that have been
identified.
The pose estimation method implemented by ArUco suffered from some implementation defects and returned a camera pose that was often incorrect. The method was therefore slightly adapted to obtain a better
pose estimation. For each identified marker in the image, the x and y coordinates of the corners are averaged,
yielding for each identified marker its center point in the image. The center points of the detected markers
in the image are the image points. Next, each identified marker has a position on the board, for example in
a 9 by 6 board of markers we may have identified the marker m in the fourth column and fifth row. Given
the width of markers w and the distance between markers d in millimetres, the center of marker m is at
1
1
(4 ∗ (w + d) + w, 5 ∗ (w + d) + w) on the board. The center points of the detected markers on the board
2
2
are the model points.
Solving equation 2.2 for the camera pose, given the image points, corresponding model points and camera intrinsics, is known as the Perspective-n-Point problem. It is solved using an iterative method based on
Levenberg-Marquardt optimization [9]. The method finds a camera pose that minimizes the sum of squared
distances between the image points and reprojected model points.

3.2.3

Camera Projection Model

The camera rotation R is has been estimated via one of two methods: sensor fusion or usage of a board of
markers. This solves part of equation 2.2. Below, we have marked in blue those parts of the equation that
are now known.
 
X0
Y0  = Rw + t
Z0
X0
X1
=
Z0
Y0
Y1
=
Z0
x
= intrinsicx (X1 ,Y1 )
y
= intrinsicy (Y1 )
u
= distortionu (x, y)
v
= distortionv (x, y)
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As described in Section 2.2, in order to perform the 3D reconstruction we need to determine several parameter values to obtain a reconstruction that satisfies equation 2.2. In the previous sections the camera intrinsics
fx , fy , cx , cy and distortion parameters K1 , K2 , K3 , P1 , P2 have been estimated using camera resectioning and
the camera rotation matrix R has been obtained by use of sensor fusion or a board of markers. In this section
we describe how to identify points (u, v) that are to be used in the reconstruction of the world coordinate
they correspond to. Our final goal is to obtain the world coordinate for each image coordinate. In order to
do so, at least two image coordinates need to be known for each world coordinate that is to be reconstructed.

Figure 3.13 Illustration of the reconstruction pipeline.
The reason that at least two image coordinates need to be known, is that a single image coordinate only constrains the location of the world coordinate in two dimensions, namely the x- and y-axis of the image plane.
The third dimension, the distance to the camera, is not constrained: The point may lie at any distance from
the camera along the projection line. If, however, two projections in two different images are known, then
the location of the world coordinate is defined as the intersection of the two projection lines. The process of
determining the location of a 3D point, given two image coordinates and the viewing angles of the camera,
is called triangulation. The theory — i.e. that the world coordinate must lie at the intersection of the projection lines of the image coordinates — extends to multiple (more than two) projections, since all projection
lines must, in theory, intersect at the point where the world coordinate is situated. (In practice, the model is
subject to various types of noise. This is further discussed in Chapter 4.) In order to perform triangulation,
we therefore require for each world coordinate that we wish to reconstruct, its projection onto two or more
images. In this section we describe how to identify sets of image coordinates that are the projection of the
same world coordinate.
Let I = {i0 , . . . , in } be the set of captured images. We aim to identify sets S0 , . . . , Sk of image coordinates
such that for each set of points S j
• S j contains at least two image coordinates.
• an image coordinate p ∈ S j is obtained from (i.e. occurs in) exactly one image i ∈ I.
• no two image coordinates in S j are obtained from the same image i ∈ I
• all image coordinates in S j are a projection of the same world coordinate.
In order to identify such image coordinates between two images, three steps are performed: first, interest
points are detected in two images; next, they are described; lastly, their descriptions (descriptors) are compared in order to obtain matching interest points. The process of comparing descriptors to obtain matching
interest points is called “matching”, although this term is often used to indicate the entire process of detection, description and comparison.
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3.3.1

Speeded-Up Robust Features

In order to reliably detect and describe points between different views of the scene, a number of algorithms
exist. These algorithms aim to detect interest points in an image: “interesting” points that have a number of
distinctive properties and as a result can reliably be compared based on their descriptors. Interest points are
a type of feature, a piece of abstract image information in the form of a point, curve or region. Interest point
detectors are therefore also known as feature detectors.
The interest point detector and descriptor we have used is Speeded-Up Robust Features (SURF) [18].
SURF has been developed with one of the main objectives being computational efficiency. The algorithm is
fast and scale and rotation invariant, meaning it detects and describes interest points in a way that is independent of the scale or rotation of the interest point in the captured image. The algorithm has a high repeatability
and is therefore suitable for camera resectioning and 3D modeling [18] [19].
Interest Point Detection
Like most approaches, the SURF feature detector finds interest points in grayscale images. A grayscale image can be seen as a discrete mapping or function I(x, y) that maps pixel coordinates (x, y) to intensity values
([0, 1]). In order to detect interest points, grayscale images are searched for points that have a neighbourhood
around them with large changes in intensity. Finding large changes in intensity is commonly done by taking
a second derivative of the image: Where the second derivative is zero there is a local maximum.
Calculating the second derivative of a discrete image involves choosing the direction (axes) along which
the second derivative is computed, and making an assumption on the original continuous mapping that the
image represents. For example, the assumption that the continuous mapping is piecewise linear means that
the partial derivative of I with respect to y in point (i, j) is given by
Iyy (i, j) = I(i, j + 1) − I(i, j)
In practice a more advanced interpolation function needs to be chosen to compute the second derivative from
the discrete image. However, SURF performs another operation that can be combined with the computation
of the derivative. The operations that need to be performed are convolution of the image with a Gaussian
filter and, next, computation of the second derivative. These operations can be combined into a single step
that is more efficient. Take for example the second order partial derivative in x. The aim is to first convolve
the image I with Gaussian filter G and then to compute the derivative
(I ∗ G)xx
SURF performs this convolution and calculation of the derivative for each direction and the results are used
to construct a Hessian matrix, a matrix of second-order partial derivatives of a function.


(I ∗ G)xx (I ∗ G)xy
(I ∗ G)yx (I ∗ G)yy
Before we explain what the purpose of the Gaussian filter and Hessian matrix are, note the following: The
second derivative of an image convolved with a Gaussian filter is the same as the image convolved with the
second derivative of the Gaussian filter.
(I ∗ G)xx ≡ I ∗ Gxx
and therefore
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Figure 3.14 Gaussian second order partial derivatives and approximations [18]. From left to right:
the (discretized and cropped) Gaussian second order partial derivative in y- and xy-direction; SURF
approximation for the second order Gaussian partial derivative in y- and xy-direction. The grey
regions are equal to zero.

Figure 3.15 Using integral images, it takes only three additions to calculate the sum of intensities
inside a rectangular region of any size [18].





(I ∗ G)xx (I ∗ G)xy
I ∗ Gxx I ∗ Gxy
=
(I ∗ G)yx (I ∗ G)yy
I ∗ Gyx I ∗ Gyy
For computational efficiency, SURF uses the latter expression with approximations G0.. of the second derivatives of the Gaussian filter, as can be seen in Fig. 3.14. Also, an implementational choice with respect to
the image I allows for fast convolutions: The image is stored as an integral image. The entry of an integral
image I∑ (x, y) represents the sum of all pixels in the input image I within a rectangular region formed by the
origin and (x, y)
i≤x j≤y

I∑ (x, y) = ∑

∑ I(i, j)

i=0 j=0

Storing the image as an integral image means that convolution of the image with the approximate second
order Gaussian derivative requires at most four sums of three additions, see Fig. 3.15.
The approximate second order Gaussian derivative is used to perform scale space analysis on the image.
In scale space analysis, images are repeatedly downscaled, blurred and searched for interest points. By
downscaling and blurring the image, the new search yields interest points for which the change in intensity
occurs in a larger region of neighbouring pixels around the point. Blurring the image is normally done with
a Gaussian filter.
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In SURF, instead of downscaling and blurring the image, the approximate second order Gaussian derivative is upscaled, which is computationally cheaper. Because SURF uses approximations of the second order
Gaussian derivative, there is no need to discretize or crop the filter. However, the filter size must be increased
in such a way that the size remains uneven and a central pixel is present for the convolution, see Fig. 3.17.
The scale space analysis consists of several octaves. An octave consists of five images. The first is the
input image. Each new image is obtained by convolving the previous one with a larger filter. For the first
octave, the images are obtained by convolving with a 9 ×9, 15×15, 21 ×21 and 27×27 filter, corresponding
to a filter increase of 6 pixels for each new filter. For each new octave, the filter size increase is doubled
(from 6 to 12 to 24 to 48). As many octaves as necessary are processed, until the filter size exceeds the size
of the image.
The scale in scale space analysis is originally a measure for how much the image was downscaled: scale
2 means the image was downscaled to half its size. In SURF, because the image is not downscaled but the
filter is upscaled, the scale follows from the increase in filter size. A scale difference of 2 means the filter
was upscaled to twice its size. Because the images are convolved with four successive filters that do not have
a whole-numbered scale difference, the scale is not a whole number either. For example, the first filter that is
applied, the 9 × 9 filter is referred to as scale 1.2. The second filter, the 15 × 15 filter yields a scale difference
15
= 1.7, which corresponds to a scale of 1.2 ∗ 1.7 = 2.04. The scale is later used to describe the detected
of
9
features: A feature found in a higher scale is described in terms of a larger region of neighbouring pixels
than one found at a lower scale, see Fig. 3.17.

Figure 3.16 Filters for two successive scale levels [18].
Due to the symmetry of approximated Gaussian second order partial derivatives G0xy and G0yx , the Hessian
matrix H computed for each octave and scale level requires convolutions with not four but three filters. The
Hessian matrix at a point (x, y) in image I is defined as


(I ∗ G0xx )(x, y) (I ∗ G0xy )(x, y)
H(x, y) =
(I ∗ G0xy )(x, y) (I ∗ G0yy )(x, y)
and its weighted determinant is defined as
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Figure 3.17 Interest points found at higher scale levels are described in terms of a larger region of
neighbouring pixels than those found at a lower scale [18].

det(H) = G0xx G0yy − (wG0xy )2
In theory, the weight w is required to compensate for the fact that the Gaussian second order derivatives are
approximated and scaled by padding their regions with pixels, which may cause the approximations to have
a different distribution of nonzero and zero regions. This can be seen in Fig. 3.17. Note that, for example, the
90
36
= 0.445 while in the larger filter it is
= 0.40.
ratio of zero regions in the small topmost filter is
9∗9
15 ∗ 15
In practice, SURF keeps w constant at w = 0.9 since changes to w did not significantly change the results of
the detection algorithm.
The weighted determinant of the Hessian matrix is a measure for the detection of interest points in the
image. To determine where interest points are detected, consider the octave, an N × M × 5 data structure
consisting of five N × M images of determinants of the Hessian matrix. For each 3 × 3 × 3 neighbourhood
of pixels a non-maximum suppression is applied. This compares the center value against its neighbours and
if it is lower than the maximum value it is set to zero. The resulting structure is a three dimensional map of
interest point responses: If a value is nonzero, it is a candidate interest point. The resulting candidate interest
points are located at pixel coordinates in the image.
These locations are further refined to sub-pixel accuracy, accuracy that exceeds the pixel resolution of
the image. For example, the pixel coordinate of an interest point is (135, 38), whereas its sub-pixel accurate
coordinate is (135.243, 38.294), expressing that the interest point does not lie exactly in the pixel center.
Refinement of the interest point location is done by fitting a 3D quadric function to the 3 × 3 × 3 neighbourhood [20]. Each pixel is an approximation of the light intensity that was captured on the corresponding
area of the light-sensitive sensor. The pixel differences in the neighbourhood are used as an estimate for the
derivatives around the interest point. In essence, this reverses the anti-aliasing that naturally occurred when
the image was captured.
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Interest Point Description
Like the interest point detector, the SURF interest point descriptor does not use color information. The descriptor describes the distribution of the intensity in the neighbourhood around the detected interest point.
This needs to be done in such a way that when the same interest point occurs under a different rotation, both
occurrences can be identified as belonging to the same interest point, i.e. they can be matched.
In order to obtain this rotational invariance, first an orientation for the interest point needs to be determined.
This is done by convolving the original image with the Haar filters in Fig. 3.18 at the pixel coordinate of
each interest point. (Note that the sub-pixel accurate location of the interest point is not used in calculating
the descriptor.) As before, the image is stored as an integral image, so calculation of the convolution of a
Haar filter for an interest point can be done with six additions.

Figure 3.18 Haar filters in x and y direction [18]. The dark parts have weight −1, the light parts
have weight +1.
The responses are weighted with a Gaussian filter, so that pixels further away from the interest point have
less influence on the orientation than those nearer to the interest point. The result consists of two responses
for each neighbouring pixel of the interest point. It can be represented as points in 2D space, see Fig. 3.19
and is used to determine the orientation of the interest point.

Figure 3.19 Haar responses of neighbouring pixels of the interest point, represented in 2D space
[18].
A sliding window of size π3 , see Fig. 3.19 is used to find the maximum response. The size of the sliding
window is a parameter, which has been chosen experimentally in [18]. The horizontal and vertical responses
within the window are then summed, yielding an orientation vector.
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Around the interest point a square region is constructed that is oriented along the orientation vector that
was previously calculated. This square region is divided into 4 × 4 square sub-regions and each sub-region
is then divided into 2 × 2 smaller squares. For each of these smaller squares, the Haar response and orientation is calculated from 5 × 5 regularly spaced sample points, using the filters in Fig. 3.18. This results in
four vectors per sub-region. From these four vectors, four sums are computed, namely ∑ dx, ∑ |dx|, ∑ dy and
∑ |dy|, see Fig. 3.20. The resulting descriptor is a vector that consists of 16 subregions times four values,
amounting to 16 × 4 = 64 elements.

Figure 3.20 Computation of the descriptor from the sixteen 2 × 2 squares around the interest
point [18].

3.3.2

Symmetric Interest Point Matching

Having detected and described interest points in two images (descriptors D0 in image I0 , descriptors D1 in
image I1 ), the next step is to compare the descriptors in order to obtain matching interest points. As described
in the previous section, each descriptor is a 64-element, rotation and scale invariant, vector. Comparing the
descriptors is done by performing, for each descriptor in D0 an exhaustive search for the nearest descriptor
in D1 using the Euclidean norm or l2 norm. The Euclidean norm is defined as
q
kxk2 =
∑i xi2
When the Euclidean norm is used to measure a vector difference, it is known as Euclidean distance
kx1 − x2 k2 =

p

∑i (x1i − x2i )2

This exhaustive search returns for each descriptor d ∈ D0 the descriptor in D1 that has, of all descriptors in
D1 , the smallest Euclidean distance to d.
Note that for detected interest points that arose from background clutter or were detected in I1 but not in
I0 , incorrect matches may be found. A method to discard incorrect matches is to perform for each descriptor
d ∈ D0 an exhaustive search for the nearest and second-nearest descriptors n1 , n2 ∈ D1 , an operation here
denoted by 2nnmatch(D0 , D1 ). Only those matches [(d, n1 ), (d, n2 )] for which n1 is significantly closer to d
than n2 are preserved. This method was introduced in [21].
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Let E1 = kd − n1 k2 be the Euclidean distance to the nearest and E2 = kd − n2 k2 the Euclidean distance
E1
to the second-nearest descriptor. All matches for which r =
is greater than the ratio R are discarded. A
E2
ratio of R = 0.8 rejects 90% of false matches while discarding less than 5% of correct matches [21].
When performing, for some descriptor d ∈ D0 , an exhaustive search for the nearest descriptor n1 ∈ D1 ,
note that although n1 is the nearest descriptor to d, d is not necessarily the nearest descriptor to n1 . Also,
two descriptors d, d 0 ∈ D0 may be matched to the same descriptor n1 ∈ D1 . Therefore, we follow the ratio
testing method with a search for symmetric matches, matches that are found in both 2nnmatch(D0 , D1 ) and
2nnmatch(D1 , D0 ). Only those matches (d, n1 ) are preserved for which
P(d, D0 , n1 , D1 ) ≡ ∃n2 ,n02 [(d, n1 ), (d, n2 )] ∈ 2nnmatch(D0 , D1 )∧
[(n1 , d), (n1 , n02 )] ∈ 2nnmatch(D1 , D0 )
holds. Let desc(i) be the descriptor for interest point i. The matching step returns pairs of interest points for
which the descriptors were matched.
match(I0 , I1 ) = {(i0 , i1 ) | desc(i0 ) = d ∧ desc(i1 ) = n1 ∧ P(d, D0 , n1 , D1 )}
Lastly, we note that interest points that are not be projections of the same world coordinate may be matched2 .
This may be the case because their descriptors are similar and distinctive enough to not be filtered by the ratio test. These interest points are filtered by estimating a fundamental matrix for the matched interest points
using RANSAC [22] and removing those pairs that are marked as outliers [23].
A fundamental matrix F is a 3 × 3 matrix that relates corresponding interest points in two images3 . For
each interest point pair (i, j) in images I0 , I1 , Fi describes an epipolar line, a line in image I1 on which j
must lie, see Fig. 3.22. Because the image coordinates are known for each interest point pair, a fundamental matrix can be estimated. However, wrongly matched interest points will interfere with this estimation.
For this reason, RANSAC is used to estimate the fundamental matrix. RANSAC is an iterative parameter
estimation method that is capable of dealing with outliers in the collected data. The algorithm returns a
fundamental matrix and marks each pair as inlier or outlier. Inliers are pairs (i, j) for which Fi describes the
epipolar line of j in I1 . Pairs that are marked as outlier are removed from the set of matched interest points.
The result is a set of interest point pairs that are the projection of the same world coordinate. Fig. 3.21
shows two images and the matched interest points between them.
2 For

example, the corner of a table may be matched to a corner of the TV.
that although the fundamental matrix relates corresponding interest points and may theoretically be used to determine
the relative camera positions between two images, the fundamental matrix is often too poor an estimate to do so.
3 Note
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Figure 3.21 Matched interest points between two consecutive images.

Figure 3.22 Epipolar line. Line eR − xR is the epipolar line as seen by the right camera. Symmetrically, line eL − xL is the epipolar line seen by the left camera.

3.3.3

Matching Between Consecutive Images

In the previous section, the matching step was described. Given two images I0 , I1 and their detected and
described interest points, the matching step finds pairs of interest points (i0 , i1 ) where i0 occurs in image I0
and i1 occurs in image I1 such that both interest points are projections of the same world coordinate.
Suppose the matching step finds, between two images I0 , I1 , the interest point pair (i0 , i1 ). The next captured image I2 will be matched against the previous one, I1 . Given that we have already found a pair
of interest points that represent the same world coordinate, we would like to obtain more information
about this world coordinate. If possible, we would like to find a sequence of matching interest points
(i0 , i1 ), (i1 , i2 ), (i2 , i3 ), . . . , (in−1 , in ), where interest point i j occurs in image I j . Such a sequence represents
a world coordinate that has been detected in a sequence of images and provides valuable information for
the reconstruction of the world coordinate. For this reason, interest points that were previously matched are
given priority in the next matching.
Matching is done in the order the images are captured and each new image implies a new matching step.
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1. The first image I0 is retrieved. No matching can be performed yet.
2. The second image I1 is retrieved and the matching step searches, for every interest point in I0 for a
matching interest point in I1 . Those interest points in I1 that were matched are marked as such: They
have been matched once before.
3. The third image I2 is retrieved. The matching step searches, for every interest point in I1 that has
been matched once before for a matching interest point in I2 . Those interest points in I2 that are
matched are marked as having been matched twice before. Next, the matching step searches, for the
remaining interest points in I1 that have not been matched before, for a matching interest point in I2 .
Those interest points are marked as having been seen once before.
4. . . .
In other words, if image pairs (I0 , I1 ), (I1 , I2 ), . . . , (In−2 , In−1 ) were previously processed and a new image In
is retrieved, the matching step first takes those interest points in In−1 that were matched n − 1 times before
and tries to match them once more. Next, those interest points that were matched n − 2 times before are
matched again, and so on for all previously matched interest points in In−1 . Finally, interest points that were
not matched before are matched to interest points in In .
The result is a set of sequences of interest point pairs (ik , ik+1 ), . . . , (im−1 , im ), k ≥ 0, m ≤ n, where interest point i j occurs in image I j , such that ik , . . . , im are projections of the same world coordinate.

3.3.4

Camera Projection Model

We have now identified image coordinates (u, v) that are a projection of the same world coordinate. This
solves part of equation 2.2. Below, we have marked in blue those parts of the equation that are now known.
 
X0
Y0  = Rw + t
Z0
X0
X1
=
Z0
Y0
Y1
=
Z0
x
= intrinsicx (X1 ,Y1 )
y
= intrinsicy (Y1 )
u
= distortionu (x, y)
v
= distortionv (x, y)
Effectively, what remains is to solve the equation for world coordinate w and camera translation t for each
captured image in which a projection of w is identified.

Chapter 4
3D Point Cloud Reconstruction by Constraint
Minimization
In the previous chapter, we have described how we estimate the camera intrinsics and radial and tangential
distortion parameters (Section 3.1) and camera rotation (Sections 3.2.1 and 3.2.2). Also, we have identified
sets of image coordinates (interest points) that are a projection of the same world coordinate (Section 3.3).
Given this data, what remains to be obtained in order to satisfy equation 2.2 are the camera translation t and
the location of the world coordinates w themselves.

Figure 4.1 Illustration of the reconstruction pipeline.
As mentioned in Section 3.3, in order to obtain the world coordinate from image coordinates, at least two
image coordinates need to be known in order to constrain the location of the world coordinate in all three
dimensions. The reason for this is that a single image coordinate only constrains the location of the world
coordinate in two dimensions, namely the x- and y-axis of the image plane. The third dimension, the distance to the camera or z-axis, is not constrained when only one image coordinate is known: The point may
lie at any distance from the camera along the projection line. When two or more projections of the same 3D
coordinate are known, the location of the world coordinate is defined as the intersection of the projection
lines. In theory, when the camera pose for each image is known, the world coordinate lies at the intersection
of the projection lines.
In practice, however, various types of noise lead to inaccuracies, causing the projection lines to not always intersect. The problem then becomes an optimization problem: A world coordinate needs to be found
that optimally fits the constraints imposed by the different projection lines. In our case, not only a world
coordinate for each identified image coordinate, but also a camera translation for each camera needs to be
found, such that the set of world coordinates and camera translations optimally fits the constraints imposed
by the projection lines. We will find such camera translations and world coordinates by performing a forcebased iterative constraint optimization. We will illustrate the general approach first and provide a detailed
description later.
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4.1

Force-Directed Method

In this section we will illustrate the general approach. The approach transfers easily from the domain of a
3D world (with 2D images) to one of a 2D world (with 1D images) and vice versa. We will illustrate the
general idea in a 2D world because the figures we will use to clarify the approach are cleaner and easier to
interpret that way.
Suppose we have captured two images and for each image we know the camera orientation at the time
the image was captured.

Figure 4.2 Camera orientation of first image.

Figure 4.3 Camera orientation second image.

Suppose also that we have identified points iw0 , iw1 in each image, such that these are the projection of the
same world coordinates w0 , w1 .

iw0
iw1

Figure 4.4 Identified points in first image,
denoted by open circles.

iw1

iw0

Figure 4.5 Identified points in second image,
denoted by open circles.

What remains to be solved are the camera translations and the world coordinates w0 , w1 that correspond to
the interest points. We create 3D points pw0 , pw1 that represent world coordinates w0 , w1 and create two
virtual cameras. A virtual camera is a representation (in a simulated environment) of the camera at the
time the corresponding image was captured.
Our aim is to iteratively improve the virtual camera translations and coordinate of points pw0 , pw1 in this
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system such that the final state is an optimal fit for the optimization problem. Before we introduce our definition of the optimal fit, in Fig. 4.6 we depict the desired ideal final state of the reconstruction algorithm for
this example.

p1
iw0
iw1

pw0

iw0
iw1
pw1
Figure 4.6 Ideal final state of the reconstruction algorithm. The identified points in the corresponding images of each camera are again denoted by open circles. The reprojection of points pw0 , pw1
in each of the virtual cameras is denoted by a closed circle. In this ideal final state, the identified
points and reprojections coincide.
This “ideal final state” is not known in advance. We aim to obtain it by iteratively improving on the current
state of the system of virtual cameras and 3D points. We illustrate how to do so by inspecting an arbitrary
state first. Suppose at some state of our reconstruction algorithm, the virtual camera translations and position
of points pw0 , pw1 in our simulated environment are as in Fig. 4.7.
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iw1

iw0

iw0
pw1
iw1

pw0

Figure 4.7 Current reconstruction state of camera translation and point positions. The identified
points in the corresponding images of each camera are again denoted by open circles. The reprojection of points pw0 , pw1 in each of the virtual cameras are again denoted by closed circles.
As can be seen in this figure, the identified points do not coincide with the reprojections of pw0 , pw1 in each of
the virtual cameras. There is a difference (or ‘distance’) between the identifiedq
interest points iw0 , iw1 and the
w0 2
w0
w0 2
reprojections of pw0 , pw1 in the projected image of each virtual camera, r = (iw0
x − px ) + (iy − py ) ,
commonly referred to as the reprojection error. The reprojection error can be used to obtain a new state of
the system, because it provides information on how to change the camera translations and point positions:
Both must be moved in such a way that the reprojection error is likely1 to become smaller. The way we will
do this is by exerting a force on the points (Fig. 4.8) and virtual cameras (Fig. 4.9).
How these forces are calculated from the reprojection error is detailed in Section 4.3. In essence, the reprojection error can be seen as a vector in the image plane. This vector is decomposed into two vectors, one
parallel and one perpendicular to the projection line between the camera and point. The perpendicular vector
is used as a rotational force of the point around the camera. The perpendicular vector’s inverse is used as a
translational force on the camera.
1 An

improvement on the reprojection error cannot be guaranteed in every iteration. This behavior has been observed in
experiments.
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iw1

iw0

iw0
pw1
pw0

iw1

Figure 4.8 Force exerted on the points. The reprojection errors in each of the virtual cameras
contributes to the force exerted on the points.

iw1

iw0

iw0
pw1
iw1

pw0

Figure 4.9 Force exerted on the virtual cameras. The reprojection error in each virtual camera
contributes to the force exerted on it. The dashed blue lines, extensions of the arrows, emphasize
that the camera forces are not restricted to forces perpendicular to the image plane: the forces may
have any direction.
Applying the exerted forces on the virtual cameras and points yields a motion and, therefore, a new state, as
depicted in Fig. 4.10. Moving of both cameras and points has resulted in a smaller mean reprojection error,
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even though the reprojection error of individual points may have become larger, as depicted in Fig. 4.11 and
Fig. 4.12.

iw0
iw1
iw0
pw1

pw0

iw1

Figure 4.10 New state after exerting the forces on the virtual cameras and points.

i w0
iw0
pw1
pw0

pw1
pw0

iw1

i w1

Figure 4.11 Reprojection in first virtual camera in new state. The blue arrows show the change in
reprojection error. Note that the reprojection error of pw1 has become slightly larger. However, the
overall reprojection error for the entire system has become smaller.
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pw0
pw0
iw0

pw1

i w0

pw1
i w1

iw1

Figure 4.12 Reprojection in second virtual camera in new state. The blue arrows show the change
in reprojection error.
The general approach is to calculate, based on the reprojection errors of all points in all cameras, new forces
exerted on the camera translations and point coordinates. The approach is inspired by a class of graphdrawing algorithms called “spring embedders” and will be described in detail in Section 4.3.

4.2

Generating the System of Virtual Cameras and Points

In Section 4.1 an example system of virtual cameras and points is used to illustrate the general idea. Before
we describe the method in detail, we describe how such a system is generated from the data that was collected in previous steps (as described in Sections 3.1 through 3.3). We also describe how the initial state of
the system is generated, again based on the collected data.
Using the radial and tangential distortion parameters that were estimated via camera resectioning (Section 3.1), the captured images are undistorted. In [24], estimation of the principal point is stated to be
unstable but shown to be unimportant for the quality of 3D reconstruction. The aforementioned paper also
states that an inaccurate estimation of the principal point can mainly be corrected for by a camera translation. Since our method optimizes the camera translation and will therefore correct for these inaccuracies, we
disregard the principal point estimate and use image center for principal point instead.
Under the pinhole camera model, the camera aperture is described as a point. Given that the shape of
the captured images is rectangular and the aspect ratio is known, the virtual camera can be modeled by a
pyramid pinhole camera. For each captured image a virtual pyramid pinhole camera is created. The focal
length fx , fy of this virtual camera was estimated via camera resectioning and the field of view fovx , fovy is
calculated from the image width w, image height h and focal length.
fovx = 2 ∗ tan−1 (w/(2 ∗ fx ))
fov y = 2 ∗ tan−1 (h/(2 ∗ fy ))
Each camera can be modeled as a square pyramid, where the square base is the image plane and the top point
is the camera pinhole, see Fig. 4.14. The square base is the image plane. If captured images are not square,
they are padded, see Fig. 4.13. If an image with resolution 640 × 480 pixels is captured and interest points
are detected in this image, the image is padded to 640 × 640. An interest point at (x, y) in the image is then
located at (x, y + 80) in the square plane. Furthermore, the interest point coordinates in the virtual camera
are normalized so that the image plane encompasses coordinates in the range x ∈ [−1, 1], y ∈ [−1, 1].
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Figure 4.13 If captured images are not square, they are
padded.

Figure 4.14 Illustration of a virtual camera.
The virtual cameras have a known, fixed rotation but an unknown translation. In the initial state, they are
placed inside a square bounding box in such a way that the camera pinhole lies on the sphere that inscribes
the bounding box. Furthermore, the virtual cameras face towards the center of the bounding box. More
specifically, the virtual cameras are placed such that the center of the sphere that inscribes the bounding box
is projected onto the principal point of the virtual camera.
Next, for each identified world point, a 3D point is generated. For each image in which a projection of the
world point was identified, the point is associated with the corresponding virtual camera. All 3D points are
initially placed at the bounding box center. Each 3D point is assigned a color that is the average color of the
3 × 3 neighbourhood of pixels around one of its corresponding interest points.

4.3

Spring Embedder

In this section, we will describe in detail the method that, from the initial state described in Section 4.2
iteratively improves the virtual camera translations and 3D point coordinates of the system. As mentioned
before, we aim to find world coordinates and camera translations that optimally fit the constraints imposed
by the projection lines of the 3D point projections in the captured images. In order to iteratively optimize
the camera translations and world coordinates, we first define what it means for a state to be an optimal fit.
Optimal fit: A state of the system of (virtual) cameras and points is an optimal fit if it globally mini-
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Figure 4.15 Initial state: The virtual cameras are placed inside a square bounding box in such
a way that the camera pinhole lies on the sphere that inscribes the bounding box and the virtual
camera faces towards the center of the bounding box.
mizes the mean reprojection error. That is, the optimal fit is a global minimum.
The method we propose is inspired by the spring embedder algorithm, a force-directed algorithm for calculating the layouts of undirected graphs [25] [26]. The spring embedder algorithm is a heuristic based on a
physical model, where edges between vertices are replaced by springs that attract the vertices when they are
too far apart and repel them when they are too close together.
The concepts of attraction and repulsion can be applied in our system of cameras and points: for each
camera and 3D point seen by the camera, a spring is placed between the interest point and the projection
line. Specifically, the spring end on the projection line is recalculated in every new state so that the line
through the two spring ends always stays perpendicular to the projection line, see Fig. 4.16. Because we will
change the camera and 3D point translations, this means that in every new state of the system, the springs
are detached and reattached on the projection line so that this is the case.
The spring has an ideal length of 0 (zero), because the aim is to find a state where each projection line
intersects with its corresponding interest point. (This implies that vertices are never repelled because they
will never be too close together.) The spring imposes forces that correspond to the operations that may be
performed to achieve coincidence of a projection line and interest point: either the 3D point is moved, or the
camera is moved, or both are moved. Because there are infinitely many states that may be considered and
in a real dataset there are multiple cameras and many points, the next state is determined by first calculating
the forces exerted by the spring on the interest point and point on the projection line, see Fig. 4.17
These forces are calculated using Hooke’s law. Hooke’s law is a first order linear approximation to the
response of springs. Let D be the amount of displacement from the spring’s ideal length. Hooke’s law states
that the force F exerted by the spring is equal to
F = hD
where h ∈ R+ is the characteristic constant of the spring or “spring constant”. If this constant is high, the
spring is inflexible and reacts strongly to displacement. For each camera-3D point pair, the force between
the interest point p p and point on the projection line pl is calculated, see the pseudocode in Algorithm 4.1.

39

4.3 Spring Embedder

interest point
3D point
projection line

Figure 4.16 For each camera and 3D point seen by the camera, a spring is placed between the
interest point and a point on the projection line in such a way that the line through the two spring
ends is perpendicular to the projection line. Note that this image also illustrates that when a point
was seen by a single camera, its distance from the camera is not constrained.

interest point

3D point

projection line

Figure 4.17 The forces exerted by the spring on the interest point and point on the projection line
are calculated.
The value h = 0.4 was obtained from experiments and yielded a good balance between pulling cameras and
points towards a position with a smaller reprojection, allowing the system to escape local minima and preventing points from overshooting their target reprojection.
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Algorithm 4.1 Calculate, using Hooke’s law and spring constant h, the force exerted on two points p p , pl
that have a spring between them.
function H OOKE(p p , pl )
d ←qpl − p p
. calculate distance vector
l=

dx2 + dy2 + dz2

. calculate spring length
0 0
if l ≡ 0 then return ( 0 , 0 )
0
0
end if
d
. normalize distance to unit vector, this yields the force direction
dn =
l
. With an ideal spring length of zero, the current spring length l is the displacement that must be
corrected for
f p = dn ∗ h ∗ l
fl = −dn ∗ h ∗ l
. Force in opposite direction
return ( f p , fl )
end function

The resulting forces f p , fl need to be translated to forces on the camera and 3D point. Force f p is directly
applied to the camera. Force fl is first scaled before it is applied. The reason for this is that the force conceptually represents a rotation of the 3D point around the camera. This force therefore needs to be scaled with
the distance between the camera and 3D point. This can be visualized as two virtual springs, one between
the camera origin and a virtual interest point and one between the 3D point and a virtual interest point, as
depicted in Fig. 4.18.
virtual image point

interest point

3D point

projection line

virtual image point
Figure 4.18 The forces exerted by the spring on the interest point and point on the projection line
are applied to the camera and 3D point. This can be visualized as two virtual springs, one between
the camera origin and a virtual interest point and one between the 3D point and a virtual interest
point.

4.3.1

Acceleration

Each camera c has an acceleration A(c) and a velocity V (c) and each 3D point p has an acceleration A(p)
and a velocity V (p). From the calculated forces, a new acceleration for each camera and point is calculated
and, subsequently, a new velocity. This velocity will be used to calculate a new state of the system. In order
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to calculate the acceleration of the current state, for each camera-3D point pair the force that the spring exerts
is recalculated, rescaled if need be and added to the current acceleration of the cameras and points, see the
pseudocode in Algorithm 4.2.
Algorithm 4.2 For each camera-3D point pair (c, p) the forces are calculated and added. M is the set of
camera-3D point pairs.
function C ALCULATE ACCELERATION(M)
for all (c, p) ∈ M do
if p lies in front of c then
p p ← world coordinate of the interest point
pl ← point on line l through c, p s.t. the line through p p , pl is perpendicular to l
( f p , fl ) ← H OOKE(p p , pl )
. Calculate force exerted by spring
DISTANCE (p, c)
. Force is rescaled as illustrated in Fig. 4.18
A(p) ← A(p) + f p ∗
DISTANCE (pl , c)
A(c) ← A(c) + fl
else
...
end if
end for
end function
The case where the point lies behind the image plane is handled differently. If the point lies behind the image
plane, a temporary point pt is created that lies at one focal length distance in front of the camera and projects
onto the principal point. This temporary point is then used as attractor for the 3D point, see the pseudocode
in Algorithm 4.3. In that case, no rescaling of the forces is required. Note that the force exerted on the
temporary point is applied to the camera.
Algorithm 4.3 For each camera-3D point pair (c, p) the forces are calculated and added. M is the set of
camera-3D point pairs.
function C ALCULATE ACCELERATION(M)
for all (c, p) ∈ M do
if p lies in front of c’s image plane then
...
else
t ← temporary point that projects onto the principal point and lies at one focal length distance
in front of the camera
( ft , f p ) ← H OOKE(p,t)
. Calculate force exerted by temporary spring
A(p) ← A(p) + f p
A(c) ← A(c) + ft
end if
end for
end function

4.3 Spring Embedder

4.3.2

42

Velocity and Position

After the accelerations of cameras and 3D points have been calculated, new velocities are calculated for
them, see the pseudocode in Algorithm 4.4. The new velocity of a camera or point x is calculated from the
timestep dt, damping D and acceleration vector A(x).
• The timestep dt is a value between 0.1 and 0.9 that influences the maneuverability of the camera and
points.
• The damping coefficient D is a value between 0.1 and 0.9 that represents the friction in the system. If
the damping is low, there is more friction.
• The acceleration A(x) that was previously calculated is normalized by dividing it by the number of
cameras #C in the system.
The values dt = 0.9, D = 0.8 were obtained from experiments and yielded a good balance between allowing
the points to move freely and preventing points from overshooting their target reprojection. If points overshoot their target reprojection, this causes a sinusoidal or wave-like motion of the system (points going back
and forth around their target reprojection) and mean reprojection error, preventing the system from reaching
a stable state.
The new position of cameras and 3D points is calculated from the current position and the velocity V (x) and
timestep dt. To keep the points and cameras within the bounding box, the camera and 3D point positions are
clipped at the bounding box edges. Because the system may gradually move away from the bounding box
center, in every iteration the system is repositioned so that its center coincides with the bounding box center.
Furthermore, if one or more camera positions need clipping, the camera and point positions are rescaled
9
so that the system is -th of its original size. (i.e. the system is rescaled but the camera focal lengths stay
10
the same.) This may be done because the system is invariant to scale changes: If the point cloud is rescaled,
the camera reprojections stay the same if the camera positions are rescaled by the same amount. Intuitively:
if the point cloud becomes twice as small, a camera position should approach to half its original distance to
preserve the same reprojections. This is achieved by rescaling the entire system. This property is the reason
the bounding box was introduced. If there is no bounding box, the system may diverge unboundedly.
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Algorithm 4.4 For each camera and each 3D point, the velocity and new position are calculated. C is the set
of cameras, P is the set of 3D points, dt is the timestep and D is the damping.
function U PDATE V ELOCITY P OSITION(C, P)
b←⊥
for all x ∈ C ∪ P do
A(x)
dt)D
V (x) ← (V (x) +
#C
P(x) ← P(x) +V (x) dt
if P(x) is outside bounding box then
CLIP (P(x))
. Clip the position so that it is within the bounding box
if x ∈ C then
b←>
end if
end if
end for
R EPOSITION(C, P)
. Reposition so that system center coincides with bounding box center
if b ≡ > then
9
9
. Rescale system to -th its size
R ESCALE(C, P, )
10
10
end if
end function

4.3.3

Termination

The optimal fit is a state that minimizes the reprojection error. The method detailed here is an iterative
optimization that converges to a minimum. The mean reprojection error and standard deviation of the reprojection error gradually decrease, as well as the mean velocity and standard deviation of the velocity of
cameras and points. Because the system converges to the optimal fit, the velocity decreases and at some
point the changes in the system are very small, at which point the simulation is terminated. Note that this
implies that our method is not guaranteed to compute the optimal fit.
The mean and standard deviation of the reprojection error are calculated from the reprojection error of each
camera-3D point pair. Because the camera and 3D point positions are vectors of real numbers and the virtual
camera image plane was normalized to ranges x ∈ [−1, 1], y ∈ [−1, 1], the reprojection error is not expressed
in pixels but as a percentage: A reprojection error of 0.5% in the x-coordinate means that the reprojection is
0.5% of the image plane’s length of the x-axis, likewise for the y-coordinate and y-axis. (Note that the normalized axis length is 2.) This would imply that for an image resolution of, for example, 640 × 480 pixels,
640
the reprojection error of the x-coordinate equals 0.5%, or 0.005 ∗
= 1.6 pixels. That is, the reprojection
2
error in pixels e pixels is calculated from the image width and height Iw , Ih and the reprojection error as a
max(Iw , Ih )
percentage of the image plane e percent as follows: e percent
= e pixels . Note that the images were
2
padded to 640 × 640 to obtain a square image plane and therefore the maximum of the image dimensions
needs to be used to calculate the reprojection error in pixels.
0
The mean reprojection error rmean
is compared to the mean reprojection of the previous iteration rmean .
0
Similarly, the standard deviation of the reprojection error rstdev
is compared to the standard deviation of the
0
−6
0
previous iteration rstdev . If |rmean − rmean | < 10 and |rstdev − rstdev
| < 10−5 , the reprojection is considered
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unchanged. If in twenty consecutive iterations the reprojection is unchanged, the simulation is terminated.
This value (20) was obtained from experiments. The simulation does not suddenly stabilize but does so
gradually, meaning that first two consecutive iterations are deemed stable, then three consecutive iterations,
continuing to twenty. It implies that over a large number of iterations (around 200), there has been little or
no change in the reprojection.
Effectively, the system terminates when the forces in the system (nearly) cancel eachother out. This property
implies that the system is capable of dealing with errors in the detected interest point coordinates (Section 3.3): If five interest points that represent a common 3D point were detected, and there is an error in the
coordinate of one of these interest points, the other four occurrences will counter this error.
Although the method is not guaranteed to compute the optimal fit, note that if the reprojection error is
zero for all camera-3D point pairs, then for each camera or point in the system the force exerted on it is zero
as well.

4.3.4

Outliers

By introducing a bounding box, the system cannot diverge unboundedly. However, some points may have
an optimal position that is much further away from the cameras than the majority (upwards of 80%) of other
points. Within the confinement of the bounding box, these points may prevent the system from reaching a
better state, closer to the optimal fit, because they constrain the possible movement of the system. This is
illustrated in Fig. 4.19. Because of the outliers, the system is rescaled, placing the cameras at the bounding
box edges. After rescaling the system, the outliers will swiftly move to the bounding box edges themselves.
The cameras will not move as quickly, because their motion is influenced mainly by the points marked by the
ellipse. The cameras will reach the bounding box edge, after which the system is rescaled and this behavior
repeats. The result is that the camera pose and (therefore) the positions of points marked by the ellipse are
not changed as much in each iteration, causing the simulation to be deemed stable quicker. This yields a
poorer reprojection error than when the outliers are removed, see Fig. 4.20.

4.3 Spring Embedder

45

Figure 4.19 Some points may have an optimal position that is much further away from the cameras.
These outliers may prevent the system from reaching a better state.

Figure 4.20 If outliers are removed, the camera pose and point positions marked by the ellipse are
no longer dominated by the outliers’ behavior.
The outliers would move further away from the cameras if there had not been a bounding box, implying that
these points belong to the scene background. Omitting the bounding box to allow for these points, means
that the system may diverge unboundedly and may not reach a stable state. Therefore, we deal with these
points by classifying them as outliers and removing them from the system.
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A characteristic of these outliers is that their velocity V (o) is significantly higher than that of other points.
Specifically, let vmean , vstdev be the mean and standard deviation of the velocity of all points in the system.
The velocity of outliers exceeds the mean by twice the standard deviatoin: V (o) > vmean + 2vstdev .
Initially all points are in the center of the bounding box and have a high velocity. Furthermore, the standard deviation is smaller than the mean vstdev < vmean . Once vstdev > 1.5vmean , points with a high velocity
can be identified as outliers. By waiting until the standard deviation of the velocity is larger than 1.5 times
the mean velocity, removing of ‘good’ points is avoided and those points that are moving far away from the
main body of points and continue to accelerate are removed from the system. The value 1.5 was obtained
from experiments and yielded a good balance between removing outliers and preserving as many points as
possible.
Algorithm 4.5 Outlying points that have a too large velocity are removed from the system. vmean is the mean
velocity of points in the system, vstdev the standard deviation.
function R EMOVE O UTLIERS(P)
(vmean , vstdev ) ← mean and standard deviation of point velocity
if vstdev > 1.5vmean then
for all p ∈ P do
v ← |V (p)|
if v > vmean + 2vstdev then
Remove p from the system
end if
end for
end if
end function

4.3.5

Design Decisions

The following design decisions were made during design and implementation of our spring embedder model.
• There is no repulsive force between the cameras. The camera origins may be close together or coincide,
because images may be captured from the same or similar camera positions. Furthermore, the frontback test and resulting forces on the points and cameras will prevent an invalid reconstruction where
two virtual cameras are “back to back”: Both cameras will at one point be forced to move backwards
until they face one-another.
• A reconstructed 3D point needs to lie only in front of the image planes of its corresponding cameras,
not of other cameras. The reason for this is that a point may lie in the background of a scene and
therefore its correct position is “behind” a camera that has not observed the point.
• The bounding box sides do not repel cameras or 3D points, as this would distort the model. Also,
this would reduce the force on a point that would otherwise be marked as an outlier due to its large
force towards the side of the bounding box. Repelling the point from the bounding box sides will
decrease force of such a point: they point may still get stuck near the bounding box edge but will
not be recognized as an outlier. It is therefore better to allow points to achieve a high velocity at the
bounding box sides pointing outwards, so that they can be marked as an outlier if necessary.
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Pseudocode

Algorithm 4.6, the pseudocode for the main loop which calls the previously detailed methods.
Algorithm 4.6 In each iteration, the algorithm calculates the acceleration, velocity and position of the cameras C and points P. M is the set of camera-3D point pairs.
function RUN(C, P, M)
u←0
. u is consecutive number of unchanged reprojection errors.
repeat
R ESETACCELERATION(C, P)
. Acceleration is reset to zero.
C ALCULATE ACCELERATION(M)
. Algorithms 4.2, 4.3
(rmean , rstdev ) ← mean and standard deviation of reprojection error
U PDATE V ELOCITY P OSITION(C, P)
. Algorithm 4.4
R EMOVE O UTLIERS(P)
. Algorithm 4.5
0
0
(rmean
, rstdev
) ← mean and standard deviation of reprojection error
0
0
if rmean , rmean
equal up to 6 digits after comma ∧rstdev , rstdev
equal up to 5 digits after comma then
u ← u+1
else
u←0
end if
until u ≡ 20
. Termination criterion
end function
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4.4

Meshing

Having collected the data and performed the 3D point cloud reconstruction as detailed in the previous sections, we used MeshLab [27] to generate a 3D triangular mesh using the Ball Pivoting surface reconstruction
algorithm [28]. Of the two surface reconstruction algorithms present in MeshLab — the second being Poisson Surface Reconstruction [29] — the Ball Pivoting algorithm is most suitable for our purpose. It makes no
assumption on the shape of the surface and does not require the surface normals of the points to be known
to perform a meshing. Also, because it assumes that the point samples on the object’s surface are distributed
with a spatial frequency of a minimal user-defined value (the ball radius), it can handle non-uniform distribution of these samples. Poisson Surface Reconstruction, on the other hand, requires the surface normals
of each point, assumes that the objects do not have holes in them and assumes a uniform distribution of the
point samples.

Figure 4.21 Illustration of the reconstruction pipeline.
The Ball Pivoting algorithm is named after the concept it implements. A virtual ball is placed on a seed
triangle and pivoted around on of the edges until it touches a third point again. This new point and the two
points of the edge the ball pivoted around constitue a new triangle, which is added to the mesh, see Fig. 4.22.
This is repeated until all points have been visited.
If surface normals of the points are known this is used to calculate the front face of each triangle. If they are
not known, the algorithm estimates the surface normals of the triangles as the side on which the ball touched
the triangle. This may, however, result in the wrong side being marked as the front face of the triangle. We
have observed this in our experiments as well but does not influence the quality of the mesh. We will revisit
this in Chapter 5.
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Figure 4.22 The ball is pivoted around one of the edges until it touches a third point. This new
point and the two endpoints of the edge constitue a new triangle, which is added to the mesh. The
solid line is the ball outer permiter. The dashed lines show an inner plane of the ball that intersects
the three points of the triangle.
As noted, the Ball Pivoting algorithm can handle non-uniform distribution of the point samples. However, if
the sampling density is non-uniform, some triangles may not be created, leaving holes or closing the surface
too soon, see Fig. 4.23.

Figure 4.23 The Ball Pivoting Algorithm in 2D. Left: A circle pivots from sample point to sample
point. Middle, right: If the sampling density is non-uniform, some triangles may not be created.
Depending on the ball radius, this results in leaving holes or closing the surface too soon.

Chapter 5
Result
5.1

Reconstruction Results

We have applied our method to several small objects placed near a board of markers. Fig. 5.1 and 5.2 show
the result of one such experiment, in which a small statue was used as the object for which a point cloud was
to be reconstructed. Each 3D point was assigned a color that is the average color of the 3 × 3 neighbourhood
of pixels around one of its corresponding interest points. Each triangle of the mesh is colored with a gradient
based on the colors of the three corner points.
In this case, an additional step was performed, namely manually cropping the image before detecting interest points, so that fewer interest points are detected that lie in the board of markers. This step is not
always necessary, but does always contribute to a lower reprojection error.
Note that the mesh is coarse because we do not hava a dense collection of interest points and, therefore,
the 3D point cloud is not a dense point cloud either.

Figure 5.1 Side-by-side comparison of two images that were used in the reconstruction and the
resulting mesh. The captured images were cropped to minimize the number of identified interest
points in the board of markers.
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Figure 5.2 Side-by-side comparison of a reference photo of the reconstructed object and the resulting mesh. This image clearly shows the reconstructed depth information.
Captured images of this particular object yielded good results, because many interest points were detected in
consecutive images. The object has many distinguishable patterns and gradients that make this so. Fig. 5.3
shows the reprojection of the interest points in one captured image. Interest points that have a reprojection
error e of less than the mean e < rmean are projected in blue; those with a reprojection error between the
mean and the mean plus twice the standard deviation rmean ≤ e < rmean + 2rstdev are projected in red; those
that with a reprojection error higher than that e > rmean + 2rstdev are projected in black. The rectangle marks
the only reprojection that is projected in black. Note that even though the image was cropped, there are still
detected interest points that lie on the board of markers.
The dataset used for this reconstruction consisted of images that were captured with little camera motion
between them, i.e. the relative camera rotation from one image to the next is small. We observed that when
two images are captured with a large camera rotation between them, fewer interest points are matched. The
reason for this is that the criterion for detecting ‘good’ interest points is quite strict, since we use three
methods to filter out matches in order to retain only correctly matched interest points. The strict filtering of
interest points is required, because incorrect matches will negatively influence the simulation: When either
of the three filtering methods is disabled, results of the reconstruction algorithm quickly deteriorate.
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Figure 5.3 One of the captured images with detected interest points (white) and reprojections after
termination of the reconstruction algorithm. The rectangle marks the only reprojection that has a
reprojection error larger than rmean + 2rstdev .
The mean reprojection error for this sample is ≈ 0.35% and the standard deviation is ≈ 0.47% (averaged
over three experiments). As before, the reprojection error is a percentage of the image plane size. The
images were 800 × 450 pixels, so the mean reprojection error in pixels equals 1.4 pixels and the standard
deviation in pixels equals 1.88 pixels.
What may seem odd is that the standard deviation is larger than the mean. This is because what is commonly referred to as the mean reprojection error, is in fact the mean of the absolute reprojection error. The
reprojection p of an interest point i may lie around the interest point and may
ptherefore have a positive or
negative offset in the x and y directions. Because the reprojection error r = (ix − px )2 + (iy − py )2 is an
absolute value, the distribution of the reprojection error is not a normal distribution or bell curve with mean
zero.

5.2

Interest Point Detection and the Board of Markers

In the previously mentioned experiment, the board of markers was removed from the image by cropping the
image. If the image is not cropped, many interest points lie on the board instead of on the surface of the
object that we wish to reconstruct, as was visible in Fig. 3.21 in Section 3.3.2. Because the camera rotation
is not perfect, the result is that the camera translation is optimized to correct for this. Given that many of the
detected interest points lie on the board, the reprojection error is mainly optimized using the interest points
on the board, thereby possibly adversely influencing the reprojection of interest points on the object surface.
This behavior has been observed in experiments. The additional manual step of cropping the image so that
less of the board is visible for interest point detection contributes to a lower reprojection error.
For the reconstruction shown in Fig. 5.2, the small statue of two cats, the detection of interest points was
performed after the board was cut out of the image. This yielded a reprojection error of ≈ 0.35% or 1.4
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pixels. Fig. 5.4 shows a reconstruction of the same object from captured images that were not cropped. The
resulting mean reprojection error is ≈ 0.47%, which corresponds to 1.88 pixels. (The standard deviation in
pixels is ≈ 0.55%, which corresponds to 2.2 pixels.)
The distortion of the reconstructed board, indicated with a blue curve in the first image, is caused by imperfections in the estimated camera intrinsic parameters, specifically the radial distortion. The scattering of
the detected board points is due to imperfections in the estimated camera rotation, and will be discussed in
Section 5.4.

Figure 5.4 Mesh after reconstruction from images in which the board of markers is present, as seen
from the front and side. The blue curve indicates the distortion of the reconstructed board, caused
by imperfections in the camera’s estimated radial distortion parameter.

5.3

Meshing

The Ball Pivoting surface reconstruction algorithm is suitable for quickly constructing a rough mesh to show
the results of the 3D point cloud reconstruction. MeshLab implements a variant of the Ball Pivoting algorithm that is capable of estimating a ball radius if it was not supplied by the user. However, because the
effective sampling density of interest points on the object’s surface is non-uniform, the ball radius is best
manually specified. Otherwise, holes may be left in the structure or the surface may be closed too soon, as
described in Section 4.4. This can be seen in Fig. 5.5.
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Figure 5.5 One of the captured image used for 3D reconstruction (upper left corner) and meshes of
the reconstructed point cloud with, from left to right, top to bottom, increasing ball radii. Note how
the mesh becomes coarser, filling holes but losing details of the shape around the beak and neck.
In our case, the surface normals of the points are not known and the algorithm estimates these as the ball
touches the triangle. We have observed that the surface normals are often estimated correctly, but there are
cases when the algorithm marks the wrong side of the triangle as the front face. This can be seen in Fig. 5.6.
This does not adversely affect the quality of the mesh, it only influences the visual presentation of the reconstructed object.
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Figure 5.6 For some triangles in the mesh, the wrong side is marked as the front face.

5.4

Camera Rotation Estimation

In Section 3.2, two methods were described that were used to estimate the camera rotation: a method for
estimating the camera rotation by means of sensor fusion and a method for estimating the camera pose based
on a board of markers. Both approaches require a static scene, and yield a rotation with respect to the object,
for which a 3D point cloud will be reconstructed.
This yields three sets of data that can be used for the 3D reconstruction, namely — by best reprojection
error in decreasing order — (1) the camera rotation estimated by using a board of markers, (2) the camera
rotation as determined via sensor fusion, and (3) the full camera pose as estimated by using a board of markers.
The camera rotation estimated by using a board of markers (1) yields the best results, because it has the
best camera rotation estimate and the algorithm finds camera translations that optimize the reprojection error. For the reconstruction shown in Fig. 5.5 the camera rotation that was estimated from the board of
markers was used. This yielded a reprojection error of ≈ 0.35% or 1.4 pixels.
Surprisingly, using the camera rotation estimated with the sensor fusion (2) approach yields the second
best results. Fig. 5.7 shows a reconstruction of the same object and the same images, but with the camera rotation estimated with the sensor fusion approach. The resulting reprojection error is ≈ 0.95%, or 3.8 pixels.
This reprojection error is nearly three times as large as the reprojection error in the marker based approach
(1), which clearly affects the mesh quality.
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Figure 5.7 Mesh of the reconstructed point cloud using the camera rotation estimated by sensor
fusion.
The results obtained when using the full marker pose as estimated from the board of markers (3) were
poorest, yielding a reprojection error of ≈ 3.05%, or 12.2 pixels. This is very poor compared to the reconstructions using the other two approaches and the resulting mesh looks nothing like the expected model but
instead looks like a cone, see Fig. 5.8.

Figure 5.8 Mesh of the reconstructed point cloud using the camera pose estimated from the board
of markers.
There are two explanations for the fact that the reprojection error is significantly worse. Firstly, the pose
estimation from the board is not perfect. This is due to the fact that not all markers in the board may be
recognized and do not constrain the pose as much as when all markers in the board were detected. Fig. 5.9
illustrates this.
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Figure 5.9 The blue lines around the markers indicate those that were detected. The yellow grid
shows the reprojected board using the estimated camera pose. When markers are detected that cover
a large region of the board, the camera pose is estimated more accurately.
Secondly, the reconstruction algorithm cannot change the camera translations to optimize the reprojection
error in this case. Changing the camera translations is one of the strong features of our reconstruction approach, because it corrects for much of the noise that occurs in the gathered data, including both inaccuracies
in the estimated camera rotation as well as inaccuracies in camera resectioning and interest point detection
(described in the next section). Although the camera rotation estimation from sensor fusion seems worse
than the camera pose estimation from the board of markers, the reconstruction method corrects for this error
by optimizing the camera translation.

5.5

Robustness against Noise

In every step of the data gathering process, errors (noise) may be introduced. This noise contributes to the
resulting reprojection error, in the sense that the optimal fit will not be a state where the reprojection error of
all points is zero. Below, we discuss some of the errors that occur in each step of the data gathering process
and present the results of an experiment to determine how robust our force-directed algorithm is against such
noise.

5.5.1

Camera Resectioning

Camera Resectioning provides an estimate of the camera intrinsic parameters. As mentioned in Section 3.1,
an inaccurate estimate of the principal point can mainly be corrected for by a camera translation [24]. Since
our method optimizes the camera translation and will therefore correct for these inaccuracies, we disregard
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the principal point estimate and use image center for principal point instead. Another intrinsic parameter
that cannot be estimated accurately is the focal length. An inaccurate estimate of the focal length, does not
affect the quality of the reconstruction [24]. However, it may cause non-uniform scaling (Fig. 5.10) that
changes the proportions of the reconstructed model. This has been observed in experiments and can be seen
in Fig. 5.2: The reconstructed mesh shows an object that is slightly stretched vertically.

Figure 5.10 Non-uniform scaling changes the proportions of an object because different scale
factors are used for different axes. Image from [30].

5.5.2

Interest Point Localization

The errors that arise during interest point detection and affect the reconstruction are errors in the localization of interest points. The localization accuracy is important for 3D reconstruction. During interest point
detection, errors arise and these affect the reconstruction of the world coordinate. As mentioned before,
inaccuracies in interest point detection cause the projection lines to not always intersect, which is why the
problem of finding an optimal fit has become an optimization problem. A large error in interest point detection will adversely affect the quality of the reconstruction.
There is no fixed estimate for the actual localization error of the SURF interest point detector and descriptor.
This is due to the fact that the localization error is highly dependent on the image in which interest points are
detected. Methods that estimate the localization error do so for each individual interest point, for example
by estimating the covariance between the error on the x-axis and y-axis and using this to create an ellipsoid
region of uncertainty around the interest point [31] [32].
In [31], interest points are detected and matched, with the SURF detector and descriptor, between a synthetically created image pair. A 3D reconstruction of the camera intrinsics, extrinsics and 3D world coordinates was performed, both with and without correction for the estimated uncertainty. This experiment
was repeated about a hundred times [31] and resulted in a mean reprojection error of 2.554 pixels without
correction for the estimated uncertainty, and a mean reprojection error of 2.363 pixels after correction for the
estimated uncertainty. The difference, 2.554 − 2.363 = 0.191 pixels, is the positive effect that the estimated
uncertainty had on the reprojection error. It is not known how representative this experiment is for real-world
cases and whether these reprojection errors and their difference can be used for comparison. However, we
will use the difference as an estimate of the interest point localization error, i.e. a mean localization error of
0.191 pixels.
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Adding Gaussian Noise to a Standard Dataset

In order to obtain an estimate for the robustness against interest point localization errors, we have tested our
reconstruction algorithm with data from the Stanford University Computer Graphics Laboratory [33]. The
point cloud of the ‘Stanford Bunny’, consisting of 1889 vertices was used. Each point was projected onto
the image planes of up to four virtual cameras, yielding virtual interest points, see Fig. 5.11.

p

Figure 5.11 The Stanford Bunny and a virtual interest point p in an image plane.
Next, Gaussian noise was added to these virtual interest points, causing localization errors, see Fig. 5.12.
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p
pe

Figure 5.12 The virtual interest point and the point pe after added localization error in red.
The added Gaussian noise yields, for every virtual interest point p, a new point pe . The initial state of the
system, described in Section 4.2, is generated from points pe . This reflects the situation we have when reconstruction from real data: we do not know the perfect interest points, instead, we have detected points with
an unknown localization error.
After having performed the reconstruction of this generated system, each reconstructed 3D point has a reprojection onto the image planes of the virtual cameras. The 3D points were generated from points pe and
therefore the reprojection error is the distance between r and pe . However, because in this test we also know
the original, undisturbed point p, we also have the reprojection error with respect to p. This is illustrated in
Fig. 5.13.
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Figure 5.13 The reprojection r of the reconstructed 3D coordinate was added in blue. Since we
also know the original, undisturbed point p, we have two reprojection errors: The reprojection error
with respect to p and the reprojection error with respect to pe .

1 · 10−2

5 · 10−3

5 · 10−3
Noise

1 · 10−2

Reprojection error w.r.t. pe

Reprojection error w.r.t. p

After reconstruction, we have calculated both the reprojection error with respect to p, and the reprojection
error with respect to pe . Fig. 5.14 shows the resulting measurements over 20 experiments. The graph on the
left shows the reprojection error with respect to p as a function of the added noise. The graph on the right
shows the reprojection error with respect to pe as a function of the added noise.
1 · 10−2

5 · 10−3

5 · 10−3
Noise

1 · 10−2

Figure 5.14 Reprojection error after reconstruction with added Gaussian noise. Left: The reprojection error with respect to the original, undisturbed interest point p. Right: The reprojection error
with respect to the disturbed interest point pe .
The noise that was added is Gaussian noise with zero mean and a varying standard deviation, reflecting that
the localization error can be positive or negative in both the x- and y- directions: Point pe may lie to the left,
right, top or bottom of p. The horizontal axis measures the standard deviation of the Gaussian noise that
was added. We have tested 30 such values for the Gaussian noise, evenly distributed over the range 0 to 0.01
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— 0% to 1% of the image plane size.
The vertical axis measures the reprojection error.
p However, instead of calculating the mean and standard
deviation of the absolute reprojection error r = (ix − px )2 + (iy − py )2 , as before, we decomposed our calculation of the reprojection error to a mean and standard deviation in the x and y directions. In other words,
we use the values rx = ix − px and ry = iy − py , which can be positive or negative. We have done so because
we expect the reprojection error to have a mean of zero, reflecting that the reprojection may lie at any side of
p (pe ). For all experiments, the mean reprojection error indeed approached zero, lying between −2.3 ∗ 10−5
and 2.3 ∗ 10−5 — ±0.0023% of the image plane size. The vertical axis shows the standard deviation of
the reprojection error. (The error bars show the standard deviation of the measurements, i.e. the standard
deviation of the measured standard deviation.)
As can be seen there appears to be a linear correlation between the added noise and the reprojection error. Furthermore, there is no difference between the reprojection error measured relative to the original
interest points p and the reprojection error relative to the distorted interest points pe . This suggests that the
reprojection error that is measured in real data — i.e. detected interest points subject to unknown noise —
is a representative measure for the reprojection error with respect to the perfect, undisturbed location of the
interest points.
Comparison
We wish to apply our results to the assumed mean localization error of 0.191 pixels based on the findings
in [31]. As mentioned previously, what is commonly referred to as the mean reprojection error is in fact
the mean of the absolute reprojection error, or mean absolute deviation. In order to obtain the standard
deviation of the reprojection error, we assume a normal distribution with mean
r 0, as supported by our ex2
= 0.798 times the standard
perimental data. For a normal distribution, the mean absolute deviation is
π
√
0.191 π
√
deviation. This yields a standard deviation of
= 0.239 pixels.
2
We have performed the aforementioned tests for localization errors with a standard deviation up to 1%.
Because our approach is independent of the pixel resolution of images, a conversion to pixels depends on the
image size. For images with resolution 800 × 450, this yields a standard deviation of 4 pixels. For images
with resolution 640 × 480, this yields a standard deviation of 3.2 pixels. In [31], however, no image size is
specified.
We may compare the standard deviation of 0.239 pixels to our results, if this is within the range of what
0.239 ∗ 2
we have tested, i.e. if
< 0.01. This is the case if max (Iw , Ih ) > 47.8 pixels. In other words, for
max (Iw , Ih )
images of size 48 × 48 pixels and larger, a localization error of 0.239 pixels is within this range. Common
images sizes are at least 320 × 240 pixels, implying that a localization error 0.239 is well within the range
for which we have tested our algorithm’s robustness. We therefore expect that our reconstruction algorithm
will correct for this.

Chapter 6
Conclusions
We have implemented a 3D point cloud reconstruction pipeline and have applied it to scenes consisting of a
small object placed near a board of markers. The best reconstructions, i.e. those with the lowest reprojection
error of the reconstructed points in the captured images, were obtained when:
• The board of markers was used to determine the camera pose and only the camera rotation of this
estimated pose was used for the reconstruction. The reconstruction algorithm alters the camera translations so that a better reconstruction is obtained than when the camera pose is fixed.
• There was little camera motion between two captured images, so that many interest points are matched
between two images.
• The board of markers is cut out of the image, i.e. the image is cropped, before detecting interest points.
This step is not always necessary, but does always contribute to a lower reprojection error, because it
helps limit the number of interest points that are detected on the board of markers.
We have introduced a force-directed reconstruction method, which has been shown to be robust against interest point localization errors. The parameters of force-directed methods need to be balanced manually and
the values that were experimentally chosen yielded a good balance between allowing points to move freely,
avoiding local minima and ensuring that the system reaches a stable state.
Because the force-directed reconstruction is independent of the image size, it can be applied regardless
of changes in hardware or image parameters.
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Chapter 7
Future Work
Possibilities for future work have been divided into three categories: improvements of gathered data, extensions of the force-directed method and further refinements of the resulting mesh.

7.1

Data Gathering

From observations, we have seen that it is desired to further improve the camera rotation that is estimated
using a board of markers. Improvement of the camera rotation is expected to improve the quality of the 3D
reconstruction. Since the current approach requires the use of a board of markers that the user must carry
with him, another area of research would be to improve the sensor fusion implementation by using extended
Kalman filters, a class of more advanced filters that is computationally more expensive but yields far better
results. There is, however a limitation to the accuracy that can be achieved with this approach, because the
sensors are not perfect.
An optional step in the approach, that always has a positive influence on the quality of the reconstruction, is to manually crop the captured images before detecting interest points, so that few interest points are
detected that lie on the board of markers. It would be desirable to automate this step. One direction would be
to look into methods that perform “object-background”-segmentation. Also, an option would be to discard
all detected interest points that lie on a detected marker. This does not, however, discard interest points that
lie on markers in the image that were not recognized as a marker. Another approach might be to investigate properties of interest point descriptors in order to decide if descriptors that lie on the board of markers
have certain characteristics that make them distinguishable from other descriptors and can be excluded from
matching.

7.2

Force-Directed Method

The point cloud reconstruction method used here is based on spring embedders, which perform iterative
constraint optimizations. Disadvantages of spring embedder algorithms are their slow convergence. As
mentioned before, force-directed methods may also be evaluated by solving differential equations. Future
work would be to investigate more efficient implementations of the reconstruction algorithm. This is, however, a step that is best postponed until experiments with new heurstics or constraints have been completed,
since the spring embedder approach is easily adapted to accomodate for new data. Furthermore, the reconstruction method has not been implemented on a handheld device yet (see Section A for implementation
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details), which would be another direction to take.
An interesting question would be whether the camera translation and rotation can be optimized sequentially.
When the camera rotation estimates of the sensor fusion approach proved to be prone to error, we performed
an experiment in which forces were calculated for both the camera rotation and translation, so that both were
updated either simultaneously or alternately. This experiment often yielded a reprojection error that was
far worse than the reprojection error obtained when only the camera translation was adapted. The problem
lies in the translation-rotation ambiguity, meaning that translation and rotation are sometimes difficult to
distinguish. For example, suppose that all reprojections lie to the left (as seen through a virtual camera) of
their corresponding interest points. One would have to analyse the reprojection pattern to determine whether
the camera needs to be translated or rotated to the left. Especially when reprojections may lie at any side
of their corresponding interest point, an advanced analysis of the reprojection pattern may be necessary to
determine the motion that is required to optimize the reprojection error.

7.3

Meshing

Minor improvements could be made to the meshing step. As noted, the Ball Pivoting algorithm does not
require the surface normals of the 3D points to be known. If the surface normals are not known, the algorithm estimates the surface normals of the mesh triangles, which could result in the wrong side being
marked as the front face of the triangle. Since, after the reconstruction, the poses of the virtual cameras are
reconstructed, each point has two or more projection lines onto the image plane of these virtual cameras,
from which surface normals can be estimated that are likely to be a better estimate than those determined by
the Ball Pivoting algorithm.
Furthermore, after the reconstruction the mesh might be further refined by obtaining additional information from the captured images. One way would be to fix the camera poses and 3D points and to extract new
interest points from the captured images. This yields new 3D points that are to be reconstructed, this time
with fixed camera poses. Many new interest points may be obtained by redoing the interest point detection
and matching without the strict requirements (symmetrical matches, ratio testing or use of the fundamental
matrix): Poorly matched interest points of this new set do not influence the existing camera poses or the
existing point cloud coordinates and can be discarded based on their poor reprojection error after this second
reconstruction has completed. The expectation is that this yields a more detailed mesh. Another area of research might be to apply a contour finding algorithm to the captured images and to use the detected contours
to further refine the mesh.
Lastly, an extension would be to obtain textures from the captured images and to apply these to the mesh, a
minor change that will nevertheless contribute greatly to the visual appeal of the obtained reconstruction.

Appendix A
Implementation Specifics
The resulting implementation consists of two applications:
• An Android application that captures images and estimates the camera’s viewing angle. This application was developed and tested on a Samsung Galaxy SII with a 1.2 GHz CPU and 1GB of RAM,
running the Android 4.0.3 operating system.
• An application that processes the captured images, extracts data and performs the 3D point cloud
reconstruction. This application was developed in C++ under Linux and tested on a Thinkpad T42
with an Intel Pentium M 1.7 GHz CPU and 1GB of RAM.
Both applications have been developed with the use of OpenCV [34], an open source computer vision library,
available online at http://code.opencv.org/projects/opencv.
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