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Preview
This thesis introduces the LIME - next generation (LIME-ng) toolchain.
LIME-ng was implemented at NXP Semiconductors B.V. Eindhoven. The
project was developed in the department of media and signal processing at
NXP research. The toolchain comprises of four independent tools. The tools
developed as a part of LIME-ng toolchain include:
• Extracting GXF Models from C code [19], by Aditya S. Deshpande,
• Model Transformation tool for Dataflow Model Transformations, by
Swaraj Bhat,
• Generating C code from Platform Specific Model [35], by Nishanth
Sudhakara Shetty and
• Visualization of Dataflow Models [30], by Namratha Nayak.
The first part (Part 1) of this thesis gives an introduction to the project
undertaken and is common for all the thesis mentioned above.
Parallel computing is a form of computation in which many calculations
are carried out simultaneously [15], operating on the principle that large
problems can often be divided into smaller ones, which are then solved
concurrently (”in parallel”). With new advances in technology, the study
of parallel systems has reached new magnitudes. The power of parallel
systems for computational purposes is almost universal now. The result
of this is a multitude of parallel systems. This might seem as an asset,
but like every other thing it comes with its own set of drawbacks. All
these parallel systems are mainly independent of each other, in the sense
that they have their own architecture, their own memory models, etc. A
particular application may work more efficiently on one parallel system but
may not on another parallel system. An application developer may choose
to develop a particular application on one of the parallel systems which he
thinks is most apt. Later, if the application does not work as efficiently and
as expected on the chosen parallel system then the developer has no other
choice but to move the application to some other parallel system or rewrite
the application. This move currently compels the application developer to
start the development process again from scratch.
i

A way to overcome these problems is to provide a level of abstraction
over the existing parallel systems/parallel languages. Abstraction is especially important given the apparent diversity of different communication and
synchronization mechanisms found in modern embedded platforms, often
possessing heterogeneous multi-cores and accelerators operating in parallel
to run the necessary application.
On first thoughts, a single layer of abstraction should solve the problem.
Library API’s of parallel languages can be used as an abstraction layer to
cover the bridge between the different parallel systems. Unfortunately, these
API’s are confined to specific architectures and cannot be easily migrated.
Therefore, there is a need to introduce yet another layer of abstraction, this
layer should allow the translation of the application to any programming
language, giving the application developer the capability to develop an application once in any language, translate it into any other programming
language and run it on its respective parallel hardware.
The question thus is how to implement these abstractions as a practical and feasible implementation. The answer to this question leads us to
the development of a comprehensive tool chain which we refer to as LIME
- next generation (LIME-ng). This tool chain can create dataflow models,
transform these models into various platform specific representations and
then translate them into their respective parallel language. The above mentioned tool chain will also be incorporated with visual editing and graphical
support.
The task of implementing the tool chain has been divided among four
work packages. The tools to be developed will have the following functionalities:
1. Extracting GXF Models from C code - This tool handles the conversion
of platform independent C code into a dataflow model for transformation purposes [19].
2. Model transformation tool for dataflow model transformations - This
tool applies a series of model transformations on an input dataflow
model to make it more platform specific.
3. Generating C code from platform specific models - This tool translates
the platform specific dataflow model to its corresponding C code and
also provides error locating capabilities [35].
4. Visualization of Dataflow model - This tool provides visualization and
editing capabilities to the dataflow model obtained from a GXF [30].
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Part I

Introduction
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Chapter 1

Domain Information
Software Defined Radio (SDR) refers to wireless communication in which the
transmitter modulation is generated or defined by a computer and the receiver uses a computer to recover the signal intelligence. SDR allows network
operators to simultaneously support multiple communication standards on
one network infrastructure, without being bound by a particular standard
[15]. SDR has evolved from a conceptual solution for enabling multiple radio
applications on one mobile device.
SDR refers to software modules which run on a common hardware platform consisting of Digital Signal Processors (DSP) and general purpose microprocessors. These are used to implement radio functions like generating
transmission signals, detect radio signals at the receiver, amplifiers, mixers.
The idea is to make use of general purpose processors to handle the signal
processing and rely less on specific customized processors.
With SDR we can have a single device which can be used for features
which were earlier implemented only by integrating multiple radio components. Initially people involved with SDR conceptualized a multi-purpose
device which could be pushed to its limits, i.e. they visualized a device which
could handle multiple features like connect to Wireless data networks, an
AM/FM receiver, an HDTV receiver, cellular connectivity. With SDR we
have the upgradeability and flexibility options which can handle all these
user requirements on a single hardware.
The traditional approach involving Application Specific Integrated Circuit (ASIC) made interoperability very challenging and raised the cost of
the applications. Earlier generations of wireless devices relied on the above
mentioned highly customized ASICs with no considerations on scalability or
adaptation to new standards. This design approach was feasible in yielding
power and performance optimized solutions but at the expense of flexibility
and interoperability. On the other hand an SDR base station is modular,
easily portable and reusable, thus reducing the changes to be implemented
to keep pace with the latest technology.
3

The ASIC technology leads the wireless communication industry to face
problems like
• New technological advances and new standards in wireless network
communication lead to incompatibility with older devices.
• Introducing new features will require heavy customization on the devices.
• Global roaming facilities across multiple standards are not possible.
SDR with its following unique features is capable of resolving these issues
• Ubiquitous connectivity - As the name implies, SDR strives to provide
connectivity in any region. Different standards may co-exist in different regions and if the device is incompatible with certain standards
then just a software module needs to be installed in the device to make
it compatible with the current standard.
• Re-configurability - The essence of SDR lies in the fact that it allows
multiple standards to run on the same system through different software modules. The device can then reconfigure itself to the current
network type.
• Interoperability - SDR facilitates the end-user to easily use any application on their device. This is because SDR implements open architecture radio systems.
Hence, the effective way to completely harness the potential offered by wireless communication systems is through SDRs. SDR has been continuously
evolving and has even spawned into related technologies like Cognitive radio. This has provided the flexibility, reusability and adaptability to the
current generation of wireless communication systems. With these features
and flexibility, end-users can continuously upgrade and reconfigure SDRs as
new standards are released.
The programmable solutions offered by SDRs not only satisfy the operational requirements (met by custom hardware), but they have their own
advantages too, such as the following:
• Capability to handle multimode operations depending on network availability, like CDMA in USA and GSM in Europe.
• Less expensive and even lesser time to market since the hardware on
device can always be reused.
• An increase in the chip volumes because the same chip can be reused
which lowers the cost.
• Also reduced debugging efforts will be required.
4

Chapter 2

Challenges
2.1

Motivation

Over the years embedded real-time systems in general and automotive radio
modems systems in particular have seen a tremendous change with respect
to speed and complexity. Both of these domains today involve parallel computing. Powerful parallel computers give the advantage of performing tasks
faster and more efficiently. Unfortunately the pace and complexity in development of scientific simulations coupled with an even faster development in
high performance parallel hardware has put a great burden on the software
developers. A way to resolve this includes raising the level of abstraction in
solutions developed in existing Software Defined Radio domain.
The front-end of a software application handling streaming data is modeled by models like Dataflow, Kahn Process Network (KPN), etc. The frontend of an application is designed initially and can be changed when the
application designer chooses to redesign it. The back-end of an application
is a bit more complex. Parallel hardware at the backend of the application
changes very rapidly, forcing the respective backend languages being used
to change at an equal pace. These languages are the actual non-abstract
parallel languages used to run the application on a specific platform. Although the backend changes quite rapidly and is beyond the application
designer, the changes in the front-end are less frequent, thus causing a loss
of synchronization between the front-end and the back-end.
These issues regarding the sync of the front-end and back-end causes
the programmer to write a fresh implementation or modify the existing one
to get a faster application which conforms with each of the new releases of
hardware or a back-end programming language. This is not only tedious for
the application developer, but it also costs the industry extra man-hours in
the process.
What is required is a middle-end which can regulate these changes between the front-end and the back-end. Specifically, this middle-end should
5

be capable of converting a given front-end model onto ever-changing backends in a generic manner. The middle-end should introduce a layer of abstraction enabling the translation of a single model onto any back-end model
and also vice-versa, i.e., translation of multiple backend models into a single
model in harmony with the front-end.
The abstraction provided by the middle-end allows a programmer to define his program once and then run it on different parallel systems. This
allows the comparing of different parallel systems without rewriting an application. Also, the abstraction lets an application designer focus mainly on
the application instead of the unnecessary and tricky details of the parallel
systems.
The C programming language that is currently widely used by embedded real-time engineers provides limited abstraction capabilities, while radical approaches to address language limitations (i.e., new functional and/or
dataflow languages) have been struggling to gain practical significance.
However, some of the questions that arise are: What should be the
model? How could it be converted into practical computer applications? A
good answer for the first question is the well-known parallel programming
model: ‘dataflow model’. Dataflow models (Section 2.2) have a concrete
theoretical background in scheduling and buffer limit determination. Hence,
it is widely used by the application designers to represent the abstraction
model of a parallel programming system. The second question can be tackled by developing a software tool-chain which can create dataflow models
from a parallel system or a programming model and after certain processing convert them back to the parallel systems or programming model as
required. LIME is one such programming model which provides us with
this capability (Section 3.1).

2.2

Dataflow Models

With the many advances in parallel systems, numerous researchers have been
motivated to design several programming models and languages for parallel
systems. However, many of these models/languages are not abstract and
generic enough, as they are confined to the characteristics of the systems
they are supposed to operate on. An abstract model such as a dataflow
model is developed to define parallelism in an explicit way by representing
the potential parallel elements such as components in the model without
actually concerning itself with the underlying parallel system.
Dataflow is a well-known programming model in which a program is
represented as a set of tasks with data precedence. The dataflow graphs are
directed and labeled multi-graphs which consist of nodes, edges, ports, etc.
Figure 2.1 shows an example of a simple dataflow graph represented in a
theoretical perspective where computation tasks (nodes) A, B, C and D are
6

represented as circles and FIFO queues (edges) that direct data values from
the output of one computation to the input of another are represented as
directed arrows. In a more practical and implementation perspective as used
in the LIME prototype, the representation of the dataflow graphs consists
of many more elements such as ports, bound-to, nested nodes. This will be
explained in detail in the later chapters.

Figure 2.1: An example dataflow graph with 4 nodes and 5 edges
Nodes consume tokens (data) from their inputs, perform computations
on them (fire) and produce a certain number of tokens on their outputs. The
functions performed by the nodes define the overall function of the dataflow
graphs.
There are several variations of dataflow models namely, SDF (Synchronous
dataflow), HSDF (Homogeneous Synchronous dataflow), CSDF (Cyclo-static
Dataflow), BDF (Boolean Dataflow) and VRDF (Variable Rate Dataflow).
“Dataflow graphs are very useful specification mechanism for signal processing systems since they capture the intuitive expressivity of block diagrams,
flow charts, and signal flow graphs, while providing the formal semantics
needed for system design and analysis tools” [36]. Since dataflow models
have a concrete theoretical background in scheduling, they form an effective
mechanism to determine the run-time behavior of parallel systems [42]. In
addition to this, they can also be used to depict inherent parallelism in an
application programmed for such systems.

2.3

GXF and DTD

Since dataflow models are used by groups of people, it is convenient to use
versioning systems such as SVN, Mercurial. to provide team-work on a single
model. As these versioning systems require the model to be in a textual
format, the desired software is expected to provide a textual representation
along with the graphical representation of the dataflow model. Also, by
7

having a textual representation, the range of transformation frameworks to
select from, for the transformation of Platform Independent Model (PIM)
to Platform Specific Model (PSM) increases.
The LIME standard for the textual representation is the GXF (Graph
eXchange Format) which is related to the GXL (Graph eXchange Language).
GXL is an XML (eXtensible Markup Language) schema that has limited expressiveness, i.e., it does not support programming with flow of control/data
constructs [6]. It is an XML based standard exchange format for sharing
data between tools. Formally, GXL is built to represent typed, attributed,
directed, ordered graphs which are further extended to represent hypergraphs and hierarchical graphs [24].
The GXF is an XML based language providing a tree representation of
the dataflow model which is used to transport and store data. It conforms to
the GXF DTD (Document Type Definition) which defines the legal building
blocks of a GXF model. The DTD defines the document structure with a
list of legal elements (node, port, edge, stream, etc.) and attributes (id,
xlink:label, xlink:type for a node, etc.).
There are two types of GXFs involved in the tool chain, developed as a
part of this project. The initial input to the tool chain consists of the preprocessed C files which contain the structural and behavioral information
(components) and the Stream GXF which contain the connection between
these components. The definition of the DTD for the Stream GXF can be
found at [2].
In the tool chain, the Platform Independent Code (PIC) containing the
structural information is parsed to obtain the nodes which are inserted into
the initial GXF. The Stream GXF containing the connections between the
nodes are then appended to the end of this initial GXF. The definition of
the DTD for this GXF can be found at [7, 13].
This GXF is first checked for conformance against the DTD and if it
complies, then it acts as an input to the visualization tool and the transformation tool-chain. The resulting PSM is transformed back into Platform
Specific Code (PSC), which can then be compiled and run on the specified
platform.

8

Chapter 3

Existing Prototype
3.1

LIME

”Lime is neither a library API (no specific datatypes, explicit functions or
primitives) nor an intrusive modification of an old language, or a Turingcomplete language [26]”. LIME is a compiler which uses an application
model and converts it to one of several parallel backends [43]. The application model in this context can be defined in a primitive version of
Dataflow that can be further converted to either pure dataflow models, SDF
(Synchronous Dataflow) models or CSDF (Cyclo-static Data flows) and SP
(Series-Parallel) models for analysis purposes.
A LIME model consists of the following elements:
• Node (actors, computation kernels or lime) - These are computation
units which contain a program in ANSI C (ISO C99). Each node has
a return type, name, and it can also nest other nodes.
Nodes can be either a class or an instance. An instance node is the
instance of a class node. Only an instantiated node can be used in the
run-time of a program.
• Port - These are used in LIME to connect nodes together. They can
either be an input port or an output port or both (inout) ports in one.
Each of these ports has a size attribute which shows the consumption
rate (if it is an input port) or production rate (if it is an output port)
of tokens.
• Edge - The ports mentioned above can connect to each other via edges.
An edge can have different types. If an edge connects two nodes with
different production and consumption rates, LIME instantiates the
nodes of the smaller size until it is equal to the size of the bigger
nodes. ”This is the main source of data level parallelism in LIME
[26]”.
9

• bound-to (Associations) - These associate a port (input or output) in
one node to a port of the same type and rate in a nested node.
A LIME model is defined in GXF. The graphical visualization of these
models are created by the LIMEclipse GUI (explained in section 3.2) which
provides access to the graphical and textual format at the same time.

3.1.1

Compilation flow

”Compilation in LIME starts with a compiler-driver called ’slimer’ (implemented as a script) which consists of several processing stages. The slimer is
built as a shell script that encapsulates a set of Makefiles and other scripts
which are written to allow parallel computations [26].” A pictorial representation of the compilation flow for the LIME tool chain is depicted in Figure
3.1.
The ’slimer’ compiles a LIME program in five steps [26]:
• Front-end Parsing - In this step the conversions of C algorithms and
GXL graphs into machine readable XML format are performed using
GCC (GNU Compiler Collection). LIME uses -fdump-translation-unit
switch of GCC to get the parse trees thereby avoiding the creation of
a new parser for C applications.
• Middle-end (ME) static analysis and scheduling - It is responsible for
static task admission, mapping, grouping and scheduling [26]. In other
words, it groups the actor components together to be assigned to different parallel tasks and then schedules those tasks. This uses an
existing SDF analysis which is implemented in OCaml.
• Back-end code generation - In this step the final parallel system specific
codes (CUDA, PThreads and NXP proprietary) are generated which
are followed by the production of initializer scripts and OS Configurations.
• C tool-chain - In this step the computation kernels in components are
compiled. It also provides the option of performing optimizations.
• Profiling and simulation - In this step the simulation tests are performed and feedback is provided to the middle-end for better scheduling and grouping for the rest of the application.
The middle-end analysis step is optional. The five components of the
LIME tool-chain are implemented using ad-hoc scripting languages such as
GNU awk, SED, GCC and make. To make the tool-chain more formal,
these ad-hoc scripting solutions can be rewritten in a single programming /
scripting environment. Formalism is incorporated in this project by using a
BIGLOO Scheme, a Functional Programming environment.
10

Figure 3.1: LIME tool-chain compilation flow[26].

3.2

LIMEclipse

The front-end of LIME is LIMEclipse which visualizes the parallel application models. It has been designed in such a way that it meets all the
requirements and rules of the LIME programming model.
LIMEclipse [8, 43] is an Eclipse plug-in which provides a visual editor
for the dataflow model in LIME. It has been developed based on the Eclipse
Rich Client Platform (RCP) plug-ins to develop the rich-client application.
It also uses two other plug-ins of Eclipse, namely, GEF (Graphical Editing
Framework) and Draw2d provided by the Eclipse Community. On the whole,
the entire architecture of LIMEclipse is based on the Model-View-Controller
(MVC) pattern [9].
The model elements used by LIMEclipse to visualize are similar to the
LIME model elements (dataflow).
• Components - These refer to the nodes in the LIME model. It can be
either a class or an instance of a class.
• Ports - These correspond to the ports in the LIME model. It can be
either an input port or an output port or both.
• Arc - It is a solid directed edge between ports which depicts the direction of dataflow.
• Association - It is a dashed bidirectional edge which associates ports
of the same type, so that an internal port is not visible externally.
• Code Fragment - A note shape used to display any code fragment in
the LIME model.
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There are certain set of properties associated with each of the model
elements. LIMEclipse also supports the nesting of components and follows
the rules stated in the LIME model. Each of the model elements defined
above has a corresponding figure (i.e., a view) class defined for it, which helps
to display the respective model element in the editor. There are controller
classes for each model element, which connect the model class and view class
and helps in reflecting changes made in the model class to the view class
and vice versa. It handles the GXF (dataflow) model and keeps the model
updated. To keep the GXF model updated, the dom4j [3, 4] parser is used
which serves two purposes. Firstly, it parses the GXF and displays it in the
editor. Secondly, it also updates the GXF whenever there are any changes
made in the editor.
Figure 3.2 shows how a simple dataflow model is displayed in the LIMEclipse editor. The illustrated simple dataflow model consists of a main outer
component and two nested components with input and output ports, arcs,
associations and a code fragment.

Figure 3.2: A dataflow model in LIMEclipse
LIMEclipse is designed in a way which allows addition of new model
elements with their corresponding figures and controller parts to the diagram
editor. The properties of the model elements are defined by the Property
descriptors which are modifiable. This makes it easier for the programmer
to add/remove/change the properties of the existing element and can also
define properties for new model elements.
Currently, LIMEclipse includes features like the following
1. Visualization of dataflow models in either the class mode or instance
mode.
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2. A palette, consisting of creation tools for components, ports, arcs,
associations and code fragments.
3. A textual representation of a dataflow model in GXF format.
4. An Outline viewer, showing both the tree structure and a visual structure of the dataflow model visualized in the editor.
5. Supports normal zooming, where the entire dataflow model is enlarged
by the selected zoom percentage.
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Chapter 4

LIME-next generation
4.1

General Architecture

In the sections above, we have discussed the need for abstraction due to the
increasing complexity of systems in the SDR domain, the dataflow models
that provide a good level of abstraction for this domain and the LIME
tool-chain that uses this dataflow model concept and converts a platform
independent application model to platform specific model. The goal of our
project was to develop a similar tool-chain that is formally defined in a
common programming environment and more robust than LIME. This toolchain should take as input Platform Independent C code and go through
several intermediate transformations to finally result in a Platform Specific
C code that can be compiled into a binary and run on the intended hardware.
The tool chain developed is named as LIME - next generation or LIMEng. The tool has been so named because it derives its essence and motivation
from the existing LIME tool. The LIME-ng takes C source files and connection information obtained in the GXF stream, parses it to obtain an AST
which is then transformed into a Platform Independent GXF model. This
GXF in turn undergoes a series of transformations (either manually using a
visualization tool or automatically) to obtain a fine grained Platform Specific GXF model. This GXF is then transformed back into an AST and
unparsed to generate the corresponding Platform Specific C code.
The LIME-ng consists of four independent tools that are integrated in
a particular order to achieve the above functionality of converting a PIC to
PSC.
The Figure 4.1 shows the high level view of the tool-chain flow.
The proposed tool chain uses the architecture of LIME as a prototype
(Refer Fig 3.1).
• The Platform Independent Code (PIC) to Platform Independent Model
(PIM) tool generates a machine readable GXF file based on the given
15

Figure 4.1: General Architecture of LIME-ng
C source files and the GXF streams. The functionality of this tool is
similar to the Front-End Parsing engine of the LIME tool chain.
• The PIM to Platform Specific Model (PSM) tool takes as input a GXF
file produced by the previous tool and instantiates the nodes, replicates them when necessary to increase parallelism, groups the nodes
to different parallel tasks and schedules these tasks using a sequence
of transformations. This tool performs similar functionality as the
Middle-End static analysis and scheduling engine of the LIME tool
chain.
• Visualization tool takes as input a GXF file and builds a visual representation of the graph. It also provides the option of manually editing
the graph to customize the model transformation. This tool is built
on similar grounds as LIMEclipse.
• The PSM to Platform Specific Code (PSC) tool generates the final
parallel system specific code. This tool performs similar functionality
as Back-End code generation engine of the LIME tool-chain.
The tool chain is developed by taking inputs from the Model-Driven
Architecture (MDA) approaches which involves defining a PIM and its automated mapping to one or more platform-specific models (PSMs). The
MDA approach promises a number of benefits including portability due to
separating application knowledge from the mapping to specific implementation technology, increased productivity due to automating the mapping
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and improved maintainability due to better separation of concerns and better consistency and traceability between models and code [18] . In general,
the MDA approach can be distinguished into three major categories, namely,
model-to-model transformation approach, model-to-code transformation approach, and code-to-code transformation approach. The individual tools are
developed based on the concepts provided by the first two approaches.

4.2

Code to Model Transformation

The need for abstraction compels us to create dataflow models for easier
mapping of the application onto different parallel systems. Pattern matching
is involved with source-to-model transformations, where a description of
an algorithm in ”text” is first analyzed lexically, then parsed, and finally
converted to a dataflow model using pattern matching and/or recognition.
The contribution of this tool would be a source-to-model pattern recognizer
from ANSI C99 Abstract Syntax Tree (AST). The tool should be capable
of providing a robust lexical and semantic analyzer for the C programming
language and effective pattern matchers for dataflow patterns.
This tool is the first in the tool chain and concerns itself with the transformation of a C code into a GXF model. This is the start point of the tool
chain and it takes as input a pre-processed C code and a stream GXF file.
The pre-processed C code contains information regarding the various nodes
and ports involved in the dataflow model, whereas the stream GXF file contains information regarding the connections between the ports of different
nodes. The transformation from a formal code to a GXF model is not a
single-step process but incorporates a few other transformations.
The initial transformation consists of building an AST from the input
code. This intermediate representation of the code is important for later
pattern matching. A well equipped parser that can handle all the standard
C 99 constructs as well as certain NXP Semiconductor specific constructs,
like having statements before declarations, K & R style coding, etc., is a
must here. The reason for a strong and well equipped parser is the need for
a complete transfer of information present in the source onto the model.
This AST is still to be represented as a dataflow model (GXF). The GXF
mainly contains in it the structural aspects of the C code.

4.3

Model Transformation

One major aspect of using such a tool chain is automation of the transformation of the application models into platform specific models. Confronting the
application designer with the full complexity of an embedded heterogeneous
multi-core platform is inefficient and can be rather unproductive.
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Hence, simple, fine-grained platform-independent models that are specified by the application designers need to be gradually converted into coarsegrained platform specific application models by this tool. The implementation of this transformation tool consists of several smaller independent
but complete dataflow model transformations which can be combined in
some order by the application designer to convert it into a platform specific
dataflow model in several steps.
The input to such a transformation tool is a GXF file. This GXF captures the dataflow model which contains the component information along
with the connections between these components relating the sequence in
which the components are executed as well as the data rate. Such GXFs
can be obtained as an input either from the previous tool that parses C files
to obtain GXFs as well as directly from the application designer who develops a fine-grained application-specific GXF to be transformed using the
visual editing tool.
The output of the transformation tool is again a coarse-grained dataflow
model in the form of a GXF file which then forms the input to the Unparsing
tool.
The transformations are done with the help of the SSAX-SXML [11]
package which is a library built with BIGLOO Scheme. This package contains a collection of tools for processing markup documents (XML, XHTML,
HTML) in the form of S-expressions (SXML, SHTML). With the help of this
tool-set it is possible to query, add, delete, modify and transform the GXF
model in several ways.
An objective of this tool is to make the transformations as modular and
independent as possible. It should also allow the designer to provide critical
control information during the transformations.

4.4

Visualization

In the software streaming domain, a number of dataflow patterns are found
which can be represented as actors and also be used in dataflow graphs
having certain properties. These properties help the designer to estimate
the performance of the application before deployment. There is a lot of
legacy signal-processing software and also engineers are trained to program
using sequential languages like C. Thus, the task of obtaining these dataflow
graphs from legacy code or those created by the designer, and visualizing
them are related to each other. Obtaining a dataflow graph from the source
code is a source-model transformation and visualization concerns itself with
the transformation of these obtained models to a visual representation and
vice-versa.
The model used here is represented in the GXF format. This GXF model
represents the dataflow graph consisting of actors and relationships between
18

Figure 4.2: Example of the visual representation of a simple Dataflow graph
with three nodes and edges between them.
them. The presence of inherent relations among the elements to be visualized leads to the concept of graph visualization where the elements can be
represented as the nodes of a graph, with the edges representing the relations
among them. Graphs have a fixed structure, so they can be used to represent
structured static information [23]. As the goal of any graph visualization
is to help its users understand and analyze the data represented, different
layouts of the same graph can make a user infer different information from
it.
As seen in Chapter 3, LIMEclipse is an existing tool which provides a
visual editor for the dataflow model. Although a large number of features
are supported in LIMEclipse, there are a few drawbacks as well. They are:
1. Layout: The layout was done in various levels. First the top-level
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components were laid in the diagram and then in a recursive manner,
the inner components were laid out. This kind of layout leads to
overlap of the arcs and associations in the diagram, which in turn
reduces the quality of the visualization.
2. Lack of shapes: There were only two kinds of shapes available to
depict the ports, one being ellipse for the output port and the other
is a rectangle to depict the input port.
3. Zooming and folding: LIMEclipse supports zooming for the entire
visual model or diagram but not for the individual components. Also,
there is no support for folding or unfolding the diagram, which allows
the user to focus on a single component of the diagram.
The visualization tool developed here has thereby included the drawbacks of LIMEclipse as requirements along with other requirements as well,
i.e., the graph visualization editor for this SDR domain must support the
following features.
1. Lay out graphs with large number of nodes.
2. Avoid visual cluttering in large graphs, which can be achieved by drawing edges in different shapes, like splines and polylines that reduce the
edge crossings.
3. As an interactive editor, it must allow users to select, explore (zooming), layout, abstract/elaborate and filter (reduce the amount of data
displayed) for large graphs.
4. Provide support for different shapes to represent the nodes in the
graph.

4.5

Unparsing

The process of constructing an Abstract Syntax Tree from a string of characters is called parsing, and unparsing is the reverse: i.e, constructing a
string of characters from a tree. Unparsing can be classified into two types,
the textual unparsers and the structural unparsers. “Pretty-Printer” is an
example of a processor that incorporates a textual unparser which prints
the ”‘source text”’ [17] representation of the tree. In this project, the input
to the Pretty printer is the AST of a preprocessed C file and this AST is
matched with defined patterns to regenerate the code.
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4.6

Implementation Language - Functional Programming

Lambda calculus is a formal system for function definition, function applications and recursion. Functional programming is a style of programming
that emphasizes the evaluation of expressions, rather than execution of commands. The expressions in these languages are formed by using functions to
combine basic values. A functional language is a language that supports and
encourages programming in a functional style [1]. LISP, an assembly style
language for manipulating lists is referred to as the first computer based
functional programming language. Lambda calculus is conceived from the
notion of solving complex computations and problems relating to calculation. According to Church, lambda calculus was not designed to work under
physical limitations and hence like today’s object oriented programming, it
is a set of ideas and not a set of guidelines [5].

4.6.1

Benefits of Functional Programming:

Functional programming languages as mentioned above have long been in
existance. Unfortunately though with a nice set of advantages along with
them functional programming languages have not gained the importance
which is due to them. A few of the advantages of functional programming
languages are highlighted below.
1. Programs written in high level functional language can easily be converted into a dataflow graph representation [36]. The following properties of functional programming languages imbibes certain characteristics which frees these languages from any kind of side effects, i.e.,
(a) Functional programming languages treat each variable as an expression. Functional languages view the use of the = operator as
an expression [21]. All the variables can be assigned only once and
the values cannot be modified again later. Hence it makes more
sense to call them symbols instead of variables. Functional programming languages therefore are not allowed to contain global
variables or data structures. This property is referred to as referential transparency.
(b) Since all the symbols are constants even the functions cannot
change the symbols passed to them as arguments.
(c) Referential transparency [21] implies that the symbols in a functional program can be replaced anytime. An expression is referentially transparent if it does not change the program semantic
when it is replaced by its value at any point in the program.
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The above characteristics imply that a function call can only compute
its result based on the non-changing arguments passed to it and nothing else. This is a major advantage and eliminates a source of bugs.
As a result of this, a function value depends only on the arguments
passed to it, making the order of execution irrelevant.
2. Functional programming languages allow pattern matching whereas
many imperative languages do not offer it yet.
3. Functional programs are by design concurrent. In this programming
paradigm a piece of data cannot be modified again by the same thread
or any other thread. This implies that there is no need to use any kind
of locks to reserve concurrency. Also since the order of execution in a
functional programming paradigm is not important, the compiler can
optimize a single-threaded program to run on multiple CPUs.

4.6.2

Why BIGLOO Scheme?

From the preceding section, it is clear why a functional programming language is being used in the project. There exist various functional programming languages. Some of these are, Haskell, LISP, ML, Scheme, etc. In this
project, a variant of Scheme called BIGLOO Scheme is chosen as the language for implementation. BIGLOO is the implementation of an extended
version of the Scheme programming language - R5Rs (Scheme Revised(5)
Report on the Algorithmic Language Scheme).
There are several advantages of using BIGLOO Scheme as the programming environment.
• BIGLOO programs can either be compiled to produce the respective
intermediate files or they can also be interpreted to run the program
without the creation of any intermediate files.
• Scheme files can be compiled in three modes, namely, the .NET mode,
JVM (Java Virtual Machine byte code mode) and the native (C) mode
under the BIGLOO environment.
– With the help of certain BIGLOO tools, the BIGLOO files can
be compiled into JVM class files and used in the Eclipse or Java
environment as a Foreign Function Interface (FFI). This is an
important feature as this tool-chain is also supposed to run in an
online mode as a set of Eclipse Plug-ins.
– BIGLOO is a module compiler. It compiles modules into ”.o”,
”.class”, or ”.obj” files that can be linked together to produce
stand-alone executable programs, JVM jar files, or .NET programs or libraries.
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• Pattern matching: is a key feature of the BIGLOO functional programming language which allows clean and secure code to be written.
In this project, the pattern matching has been used to parse C code
into an AST and generate C code from the AST.
• Parsing: Conventional grammar generators like Lex are often coupled
with tools like Yacc and Bison that can generate parsers for more
powerful languages. These tools take as input a description of the
language to be recognized and generate a parser for that language. The
user in this case has to be aware of the requirements of the generated
parser which becomes quite inconvenient. BIGLOO overcomes this as
it has an integrated parser generator which generates LALR(1) class
of parser.
• BIGLOO provides the SSAX-SXML package, which is a library built
using BIGLOO. This package contains a collection of tools for processing mark-up documents (XML, XHTML, and HTML) in the form
of S-Expression (SXML, SHTML). This is used in the model transformation and visualization tool.
The BIGLOO programming environment seems to have incorporated in
it all features which are essential for all the tools being implemented for the
tool-chain. Since this single programming environment caters to satisfy the
features of each individual tool, it gives an added advantage of using a single
programming environment for the development of the complete tool chain.
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Part II

Model Transformation Tool
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Chapter 5

Model Transformation Tool
The increasing volume and complexity of the embedded software systems
along with the vast diversity of communication and synchronization mechanisms in the embedded real-time platforms, often possessing heterogeneous
multicores and accelerators operating in parallel, forces the industry to raise
the level of abstraction at which the Software Defined Radio (SDR) solutions
are designed and implemented. Although the C programming language is
widely used by the application developers in the embedded real-time industry, the control over low-level detail, which is considered a merit of C, tends
to over-specify programs: not only the algorithms themselves are specified,
but also how inherently parallel computations are sequenced, how inputs
and outputs are passed between the algorithms and, at a higher level, how
computations are mapped to threads, processors and application specific
hardware. It is not always possible to recover the original knowledge about
the program by means of analysis and it becomes difficult to restructure the
transformations.
It is highly desirable to maintain backward compatibility to sequential
programming models and languages such as C as it plays an important role
in the industry to look for integrated frameworks that incorporate a variety
of relevant Models of Computation (MoC), each with a particular set of
dataflow patterns. Many of these dataflow patterns can be instantiated as
actors and these actors can be further combined together in a dataflow graph
that can be then used to process certain analytical properties which would
allow the designer to estimate, and in some cases ascertain the performance
of the application before it is deployed. The dataflow models, containing
an explicitly defined set of nodes and edges which are specified in a certain
Parallel Programming Model (PPM), are designed to improve the efficiency
of embedded software.
However, it is also important to increase the productivity (namely, the
compatibility to sequential programming models) because a lot of legacy
signal processing software exists. Also most embedded systems engineers are
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typically trained using sequential languages such as C only. The dataflow
patterns found in legacy code can be used to reason about the performance
of an already existing/mapped application, or they can be used to convert
the legacy application into a parallel programming model supporting the
Synchronous Data Flow (SDF) [27] MoC.
One important aspect of using such a PPM is automation of the transformation of the application models. Confronting the application designer
with the full complexity of an embedded heterogeneous multi-core platform
is not productive. Therefore, there is a necessity for a tool that can perform a sequence of robust dataflow transformations, i.e., model to model
conversions between dataflow models of different granularities, possibly in
several steps. The solution to address the problem space mentioned is by
developing a model transformation tool that performs the transformation
from simple, coarse-grained Platform-Independent Models (PIM) that are
specified by the application designers into Platform-Specific Models (PSM)
that are fine-grained by a tool, possibly in several steps.
To be able to run the LIME-ng tool chain efficiently, it is necessary that
the model transformation tool be able to run effectively in the batch (native)
mode. One requirement for using the tool in batch mode is that the user
interaction with the tool should be via a configuration file. The user while
executing the tool in the batch mode should provide parameters such as
the input GXF file, the configuration file and the output file name. The
graphs cannot be visualized in the batch mode by the model transformation
tool. Also once execution starts, there can be no user intervention. Fig. 5.1
represents the process flow in the transformation tool in batch mode.
Since the batch mode is not interactive and the models cannot be visualized or edited visually, it is also necessary to provide the user with an
interactive model transformation tool. This can be provided by creating the
model transformation tool as an Eclipse plug-in that can perform the same
automated transformations as above plus integrate with the visualization
plug-in to provide an option to visually edit the models. Fig. 5.2 shows
where the transformation tool fits into the Eclipse plug-in.
The coming section describes the properties to be kept in mind while
deciding the model transformation framework or language to be used to
develop the model transformation tool. The next chapter describes the
dataflow MoC used as the abstraction layer in this project and explains
about the Synchronous Dataflow graphs and their properties. The Chapter 7 gives a brief on the BIGLOO-Scheme transformation framework used
in this project and its various advantages. Chapter 8 describes the various transformations and other libraries built under this project. Chapter 9
explains the integration of these libraries to create a complete transformation tool and also describes the various configuration options provided for
this tool. Chapter 10 describes the testing process and the various levels of
testing for the tool. Chapter 11 discusses the success criteria of the trans28

Figure 5.1: The Model Transformation tool

Figure 5.2: Tool as Eclipse Plugin
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formation tool. Chapter 12 describes the related work and the conclusion
and scope of future work is mentioned in the Chapter 13.
The term user, application designer, parallel programmer are used interchangeably in this thesis and they all refer to the user of the transformation
tool.

5.1

Taxonomy

When developing a model transformation tool, it is necessary to model the
structure, rules and constraints of the language in which the models are
expressed. Such models are called the metamodels. Having a correct and
well defined metamodel plays a vital part in performing automated model
transformations.
Nowadays, many transformation tools consists of transformations that
are carried out based on standards and mechanisms which make use of XML
as a language to represent models. The dataflow graphs used to represent the
applications in this domain are also described in a constricted XML-based
language called the Graph eXchange Format (GXF). The GXF is built to
contain all the elements that capture the details of a dataflow graph used
in the NXP domain. This methodology of modeling where the modeling is
carried out for design and development of systems within a particular domain is called Domain-Specific Modeling (DSM). It involves the systematic
use of graphical Domain-Specific language (DSL) to represent the various
facets of a system. To define a language, one needs a language to write
the definition in. The language of a model is often called a metamodel.
Hence the language for defining a modeling language is a meta-metamodel.
According to this concept, the XML schema is the meta-metamodel in this
domain. The GXF conforms to a Data Type Definition (DTD) [37] which
forms the metamodel for this domain specific dataflow model. Hence the
GXF documents conforming to the DTD represent models conforming to
the metamodel.
The taxonomy of model transformation1 was introduced in [29]. This
taxonomy is generalized and does not pertain to a particular domain. Hence
it is applicable to compare any transformation tool or language. In this
section we use the taxonomy presented in [29] to determine which of the
transformation languages or tools is best suited to work under this domain.
To determine which transformation framework or tool would be a best
fit for the domain, we need to take into account several requirements. For
instance, the first thing that comes to mind is the source and the target
of the model transformation. The software artifacts that need to be trans1

This taxonomy was based on the discussions of a working group on model transformation of the Dagstuhl seminar on Language Engineering for Model-Driven Software
Development.
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formed can be either in the form of programs (i.e., source code, byte-code,
machine code), or in the form of models (i.e., dataflow models, or one of the
UML models, etc.). If the artifacts are programs, one uses the term program
transformation. If the artifacts are models, one uses the term model transformation [29]. A model can range from abstract analysis representations
of the system, over more concrete design models, to very concrete models
of source code. Hence, model transformations also include transformations
from a more abstract to a more concrete model (e.g., from design to code)
and vice versa (e.g., in a reverse engineering context). Therefore, one should
choose the technology that matches the system as closely as possible without
sacrificing too much runtime performance.
1. Number of source and target models.
Since a transformation is the automatic generation of a target model
from a source model, it would be logical to determine the number of
source and target models in a particular transformation in the toolchain. This can either be generalized, in that a model transformation
should be applicable to multiple source models and/or multiple target
models or to a specific number of source and/or target models.
Since our objective in this project is to design a chain of transformations that take a platform-independent model (PIM) and convert it
into a number of possible platform-specific models (PSM), it is safer
to fix the specification of one source model and possible multiple target
models.
2. Technical space
A technical space is a model management framework that contains concepts, tools, languages, mechanisms and formalisms associated with a
particular technology. In this project, as mentioned previously in this
section, the DTD for the GXF forms the metamodel for the models
and it is expected that the source and target models both belong to
the same technical space since the output of the transformation is a
platform specific model which is expected to be in GXF format.
3. Endogenous versus exogenous transformations
The difference between endogenous and exogenous transformations
can be made based on the modeling language, in which the source
and target models of a transformation are expressed. The metamodel
expresses the syntax and semantics of the modeling language. Endogenous transformations are transformations between models expressed
in the same language. Exogenous transformations are transformations between models expressed using different languages. An endogenous transformation can be called as rephrasing whereas an exogenous
transformation can be called a translation.
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Since both the source and target models in this project need to comply
with the same metamodel, the kind of transformation suited here is
the endogenous transformation (rephrasing).
4. Horizontal versus vertical transformations
A horizontal transformation is a transformation where the source and
target models reside at the same abstraction level. Typical examples
are re-factoring (an endogenous transformation) and migration (an
exogenous transformation). A vertical transformation is a transformation where the source and target models reside at different abstraction
levels. A typical example is refinement, where a specification is gradually refined into a full-fledged implementation, by means of successive
refinement steps that add more concrete details.
From the above description, the endogenous vertical transformations
description perfectly fits the transformation profile required in this
project since here the application specific model is transformed into a
platform specific model by adding implementation and platform specific details to the initial model.
5. Syntactical versus semantic transformations
A syntactical model transformation is one that merely transforms the
syntax whereas semantic transformations are more sophisticated that
also take the semantics of a model into account. In this project the
objective is to convert the application specific dataflow models extracted from the legacy code into an explicitly PPM supporting the
Synchronous Dataflow (SDF) [27] Model of Computation (MoC) which
would involve sophisticated calculations and decision making based on
the semantic properties of the dataflow model. Hence it can be concluded to involve semantic transformations.
Considering the above aspects gives us a good view of the necessary
elements we need to keep in mind while looking for a transformation tool.
Another aspect to keep in mind for this project is that we should be able
to efficiently run the tool in both native, as well as an Eclipse plug-in. To
be able to do this, the model transformation framework should be able to
compile the tool into C as well as the JVM backend. This framework should
have well defined tools for the transformation of the XML-based GXF in
one or more ways. Also, we would have to select a framework that would
be feasible for all the tools in the tool chain.
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Chapter 6

Dataflow Models of
Computation
The necessity for a generalized language or model that is abstract enough
to be used to define the parallelism in an efficient way on any underlying
parallel system led to the development of the Dataflow Model of Computation (MoC). Over the years considerable attention has been given to the
dataflow modeling, which is a programming paradigm proposed in the late
60s, as a means to address parallel programming. It is a well researched
area with a number of interesting results pertaining to parallel computing. Many modern forms of computation are very well suited for dataflow
description and implementation, examples are complex media coding [39],
network processing, imaging and digital signal processing [31], and embedded
control [33]. Together with the move toward parallelism, this represents a
huge opportunity for dataflow programming and modeling.
Dataflow models are well known parallel programming abstract models
that have concrete theoretical background in scheduling and buffer limit
determination. Hence, they are widely used by the application designers to
represent the abstraction model of a parallel programming system. Briefly,
dataflow models can depict run-time behavior of parallel systems in addition
to the inherent parallelism in an application program for such systems [41].
As already described in the introduction chapters, dataflow models are
software models which fairly represent the inherent parallelism of an application while showing the execution path. The dataflow models are represented
by dataflow graphs. These are directed multi-graphs, where the vertices
(nodes) represent the computational units (single or multiple operations)
and arcs (edges) represent the FIFO queues that direct data values from the
output of one computation to the input of another. Edges thus represent
the data precedence between the computations. There are several variants
of dataflow models which allow for different temporal analysis levels, and
for static resource allocation with scheduling or buffer minimization.
33

To be able to understand the effect of the computations performed, the
dataflow graph has to be put in the context of a computation model defining
the semantics of the communication between the nodes. There exists a variety of such models, which makes different trade-offs between expressiveness
and analyzability. Of particular interest are Kahn process networks [36],
and synchronous dataflow networks [36]. The latter is more constrained and
allows for more compile-time analysis for calculation of static schedules with
bounded memory, leading to synthesized code that is particularly efficient.
More general forms of dataflow programs are usually scheduled dynamically,
which induces a run-time overhead. The dataflow models have the following
properties [16]:
• Strong encapsulation: Every actor completely encapsulates its own
state together with the code that operates on it. No two actors ever
share state, which means that an actor cannot directly read or modify
another actor’s state variables. The only way actors can interact is
through streams, directed connections they use to communicate data
tokens.
• Explicit concurrency: A system of actors connected by streams is explicitly concurrent. This is because every single actor operates independently from other actors in the system and the streams establish
the dependencies that mediate the interactions between these actors.
• Asynchrony: The description of the actors as well as their interaction
does not contain specific real-time constraints (although, of course,
implementations may).
To maximize the utilization of the inherent parallelism of dataflow models, there should be a way to control the execution sequence. This execution sequence is called a schedule. Without a schedule correctness, the
performance of a system cannot be determined. A schedule is generated
to determine which node is fireable (execution of the computation unit) at
each instance and the sequence in which the nodes fire one after another. A
schedule can be either static or dynamic. Dynamic scheduling means that
a runtime scheduler determines which nodes are fireable and assigns them
to the available processor at run-time. Static scheduling means that the
schedule of when an actor is fireable and when it is assigned to the processor is known before runtime and remains the same throughout the execution
period.
Both scheduling techniques have their own advantages and disadvantages. Dynamic scheduling is performed completely by the processor and is
flexible to a system’s dynamic behavior. But it also results in a rather large
overhead since the scheduler needs to poll during runtime to find the nodes
that are fireable and executing them. On the other hand, static scheduling has almost no overhead in runtime since the schedule is predetermined
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and generated at the compile-time before beginning the execution. Hence
it is feasible to determine if the schedule is efficient and deadlock free at
compile-time. But it runs the same schedule periodically and becomes very
rigid and less expressive.
In the Appendix A, a few other variations of dataflow models are explained in brief. The MoCs being dealt with under this project are the
Synchronous DataFlow Graph (SDFG) and the Homogeneous Synchronous
DataFlow Graph (HSDFG). Few others used in the real-time embedded
systems are Cyclo-Static Data Flow (CSDF), Binary Data Flow (BDF),
Dynamic Data Flow (DDF), etc. Hence, due to such number of variations
available, the dataflow models form an effective modeling technique for modeling any kind of embedded real-time applications. Although they can show
parallelism in any kind of application, they are designed to be abstract
enough to hide implementation details from a parallel program.
In the following section the SDFG and some of the analytical properties
of the SDF are explained in brief.

6.1

Synchronous Dataflow Graphs

Synchronous DataFlow (SDF) is a special case of data flow (either atomic
or large grain) in which the number of data samples produced or consumed
by each node on each invocation is specified a priori [27]. Nodes can be
scheduled statically (at compile time) onto single or parallel programmable
processors so that the run-time overhead usually associated with data flow
evaporates. Multiple sample rates within the same system are easily and
naturally handled. Fig. 6.1 depicts a simple SDF graph. The number of
tokens produced and consumed by each SDF node on each of its edges is
annotated in illustrations of an SDF graph by numbers at the arc of source
and sink respectively.
DSP applications typically represent computations on an indefinitely
long data sequence. Hence the SDFs used to represent these applications
must execute in a non-terminating fashion. To make this possible, the periodic schedules must be obtainable for SDF representations which can then
be run as infinite loops using a finite amount of physical memory. Consumption/production rates in an SDF are independent of data [27] and remain
constant in the execution of a model. Hence, this ensures that after a number of invocations, the buffer of its edges align in the same way they started
at the first point (hence the term synchronous).
The buffer sizes required to implement edges in SDF can be determined
at compile time. Hence, the communication between processors is known
at compile-time, and runtime overhead associated with dynamic memory
allocation is avoided. These properties make the SDF statically schedulable
which allows the prediction and analysis of its runtime behavior.
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Figure 6.1: An example Synchronous Dataflow Graph

6.1.1

Incidence Matrix

An SDF graph is compactly represented by its topology matrix (incidence
matrix) [36]. This matrix referred as X, represents the SDF graph structure.
The matrix contains one column for each node, and one row for each edge in
the SDF graph. The (i, j)th entry in the matrix corresponds to the number
of tokens produced by the node j onto the edge i. If the j th actor consumes
token from the ith edge, then the (i, j)th entry is negative. Also if the jth
node neither consumes nor produces any tokens on the ith edge, then the
(i, j)th entry is set to zero.
For example, the incidence matrix for the SDF graph in the previous
Fig. 6.1 is:
"

X=

2 −3 0
1 0 −1

#

where the nodes A, B, C are represented as the 1st, 2nd and 3rd columns
respectively. The edges (A,B) and (A,C) are represented by the first row
and the second row respectively.

6.1.2

Repetitions Vector

The repetitions vector (q) for an SDF graph with s actors numbered 1 to
s is a column vector of length s, with the property that if each actor i is
invoked a number of times equal to the ith entry of q, then the number of
tokens on each of the SDF graph remains unchanged [36]. Furthermore, q
is the smallest integer vector for which this property holds.
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For the example of previous Fig. 6.1,

M=

h

3 2 3

i

If the actors A, B and C are invoked 3, 2 and 3 times respectively, then the
tokens on the edges remain unaltered, i.e., the SDF returns to state where
it started.
Clearly, the repetitions vector is very useful in the creation of infinite
schedules for an SDF model by creating a loop of this finite length schedule
infinite number of times, while maintaining small buffer sizes between nodes.
It is used in the analysis of the SDF graphs for checking the consistency of
an SDFG and also used in the conversion of SDF graphs into HSDF graphs.

6.2

Graph eXchange Format

As already mentioned in the earlier chapters, Graph eXchange Format (GXF)
is the XML based domain specific modeling language used to describe dataflow
models. The GXF is designed to specifically include all the elements of a
dataflow that can be represented in a graph. Thus the GXF can support
over 15 elements of a dataflow graph which include gxf, node, port, edge,
bound-to, endpoint, stream as well sub-elements that constitute the property of a particular element such as id, size, type, static, restrict, count,
etc.
The Fig 6.2 specifies the relationship between the various elements in
the GXF as specified in its Document Type Definition (DTD).
The XML type document is an example GXF.
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Figure 6.2: A class diagram representation
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<?xml version="1.0" encoding="UTF-8"?>
<gxf xmlns:xlink="http://www.w3.org/1999/xlink" xlink:type="extended">
<node xlink:type="resource" xlink:label="source" id="source">
<id>source</id>
<type>relax unfold</type>
<port xlink:type="resource" xlink:label="source:buf" id="source:buf">
<id>buf</id>
<calltype>pointer_type</calltype>
<type>unsigned int</type>
<size>10</size>
<static/>
<restrict/>
</port>
</node>
<node xlink:type="resource" xlink:label="sink" id="sink">
<id>sink</id>
<type>relax unfold</type>
<port xlink:type="resource" xlink:label="sink:buf" id="sink:buf">
<id>buf</id>
<calltype>pointer_type</calltype>
<type>unsigned int</type>
<size>10</size>
<const/>
<static/>
<restrict/>
</port>
<node xlink:type="resource" xlink:label="sink:process" id="sink:process">
<id>process</id>
<type>relax unfold</type>
<ret>actor</ret>
<port xlink:type="resource" xlink:label="sink:process:buf" id="sink:process:buf">
<id>buf</id>
<calltype>pointer_type</calltype>
<type>unsigned int</type>
<size>10</size>
<const/>
<static/>
<restrict/>
</port>
</node>
<bound-to xlink:type="arc" xlink:to="sink:process:buf" xlink:from="sink:buf"/>
</node>
<node xlink:type="resource" id="source_0" xlink:label="source_0">
<id>source_0</id>
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<stereo-type>source</stereo-type>
</node>
<node xlink:type="resource" id="sink_0" xlink:label="sink_0">
<id>sink_0</id>
<stereo-type>sink</stereo-type>
</node>
<stream>
<endpoint xlink:type="locator" xlink:label="source_0:buf" xlink:href="#sourc
<endpoint xlink:type="locator" xlink:label="sink_0:buf" xlink:href="#sink:bu
<edge xlink:type="arc" xlink:from="source_0:buf" xlink:to="sink_0:buf">
<type>fifo</type>
<from-node>
<id>source_0</id>
<port-id>buf</port-id>
</from-node>
<to-node>
<id>sink_0</id>
<port-id>buf</port-id>
</to-node>
</edge>
</stream>
</gxf>
The example GXF shown above is a simple GXF that consists of two nodes
and an edge between them. The edge is from the instance of node source
(namely, source 0) to the instance of the node sink (namely, sink 0) and is
defined in the stream element. More examples are specified in the links provided in the Appendix B. The meaning and implications of all the elements
of the GXF are explained in the GXF description specified in [37].

6.2.1

Properties of a Synchronous Dataflow Model

This subsection talks in brief about some of the semantic properties (rules)
that a dataflow model must adhere to. Most of these rules are not only valid
for a SDF but for any other dataflow MoC too. These rules are critical to
prove the semantic correctness of a dataflow model and hence all these rules
should be checked and validated after every transformation.
There are several rules altogether, but the most important ones are described in this subsection. These are important because not adhering to
these rules would cause the dataflow graphs to lose their semantic meaning. Each of these rules are assigned a number and the rules are henceforth
referenced by these numbers for convenience.
• Rule1: There should not be synchronous unconnected ports in the
graph.
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• Rule2: If a node contains another node, then the internal and the
connected external port should have the same type and rate.
• Rule3: If a port is connected by state edges, then it must be a state
port.
• Rule4: The ports that are connected by a FIFO edge must be dataflow
ports.
• Rule5: If there is an edge between two ports, the type of the port
should be similar to the type of the other port it is connected to.
• Rule6: There should not exist any unconnected nodes in the graph.
• Rule7: If the node contains a state edge, then it must have a constructor and a destructor.
• Rule8: If a node contains another node, then there must be a connection between the ports of the internal nodes and the ports of the
external nodes.
• Rule9: If there is a stream inside a node, then the ports connected in
that stream must not be visible outside the node.
• Rule10: The constructor and destructor rates must be same as the
rate of the state ports they are connected to.
• Rule11: An edge should always go from an output port to an input
port.
• Rule12: A node can have either only meta with code in it or can have
internal nodes. There cannot be both meta as well as internal nodes
in the same node.
• Rule13: There cannot exist two different FIFO connections to the
same port in the same stream.
These rules are called as the GXF validation rules that have to be validated
in order to verify the correctness of the dataflow model. A detailed description of the dataflow model validation rules and its implementation functions
are explained in validation document in the link provided in the Appendix
B. More about these validation rules are also mentioned in Section 8.4

41

42

Chapter 7

Transformation Framework
Once the properties of the transformation tool and the model to be transformed are determined, it is time to select a transformation framework that
contains the tools needed to perform the tasks of the transformation tool
on the determined model. The major distinction between transformation
mechanisms is whether they rely on a declarative or an operational (imperative) approach. Declarative approaches focus on the ’what’ aspect, i.e.,
they focus on what needs to be transformed into what by defining a relation
between the source and target models. Operational approaches focus on
the ’how’ aspect, i.e., they focus on how the transformation itself needs to
be performed by specifying the steps that are required to derive the target
models from the source models [29].
Declarative approaches (e.g., [14]) are attractive because particular services such as source model traversal and traceability management can be
offered by an underlying reasoning engine. As such, declarative transformations tend to be easier to write and understand by software engineers. One
particular flavour of a declarative approach is functional programming. Such
an approach toward model transformation is appealing, since any transformation can be regarded as a function that transforms some input (the source
model ) into some output (the target model ). In most functional languages,
functions are first class, implying that transformations can be manipulated
as models too.
One framework that adheres to most of the properties of a model transformation tool or language mentioned in the Introduction part is the BIGLOO
- Scheme programming framework. As mentioned earlier, BIGLOO Scheme
is a functional programming language that is used for the implementation
of the entire tool chain including the model transformation tool. Although
the BIGLOO-Scheme framework has not been traditionally used explicitly
for model transformations, it fits the necessary profile and satisfies all the
major requirements mentioned previously in Chapter 5.
The BIGLOO Scheme compiler has commands by which a scheme file
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can be compiled in the JVM mode, native (C) mode or the .NET mode
under the BIGLOO environment. This ensures that the transformation
tool developed can be used in the batch mode as well as in the interactive
mode as an Eclipse plug-in. One major advantage of using the BIGLOO
Scheme framework for developing the model transformation tool is that it
provides a suite for dealing with XML documents in Scheme. This is the
SXML/SSAX/SXPath suite called as the SSAX-SXML library. It is an
S-expression based XML parsing, querying and conversion library which
consists of several tools to inter-convert between an angular-bracket XML
and a more efficient scheme based S-expression based notations for markup
languages, and to manipulate and query XML data in Scheme. The main
components of this package are SSAX, SXML, SXPath and SXSLT.
The SXML package contains a collection of tools for processing markup
documents (XML, XHTML, HTML) in the form of S-expressions (SXML,
SHTML). The API documentation for this package can be found at [10].
SXML tools tutorial (under construction) can be found at [11].

Figure 7.1: An example of a simple GXF with a single node declaration in
it without any streams
SXML is an XML Infoset represented as native Scheme data, i.e., Sexpressions. As seen in the Fig. 7.2, S-Expressions are an abstract syntax
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Figure 7.2: The S-Expression representation of the GXF in Fig 7.1

tree of an XML document. Any Scheme program can manipulate SXML
data directly, and Document Object Model (DOM) like API is not necessary
for SXML/Scheme applications. The SXML-tools is just a set of handy
functions which may be convenient for some popular operations on SXML
data.
A SSAX functional XML parsing framework consists of a DOM/SXML
parser, a SAX parser, and a supporting library of lexing and parsing procedures. The procedures in the package can be used separately to tokenize or parse various pieces of XML documents. The framework supports XML Namespaces, characters, internal and external parsed entities,
attribute value normalization, processing instructions and CDATA sections.
The package includes a semi-validating SXML parser: a DOM-mode parser
that is an instantiation of a SAX parser (called SSAX). SSAX is written in
a pure-functional subset of Scheme. Therefore, the event handlers are referentially transparent, which makes them easier for a programmer to write
and to reason about.
SXPath is an XPath [12] conforming XML query language which internally relies on SXML as a representation of the XML Infoset. SXPath treats
a location path as a composite query over an XPath tree or its branch. A
single step is a combination of a projection, selection or a transitive closure.
Multiple steps are combined via join and union operations. SXPath may
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be considered as a compiler from abbreviated XPath (extended with native
SXPath and location step functions) to SXPath primitives.
Many of the tools in this library are used for the transformations, modifications, traversing and querying of the XML based GXF files in the tool
chain. Some of the most frequently used tools in this project are explained
with examples in [11] and the document link provided in the Appendix B.
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Chapter 8

Transformations
This chapter explains the model transformation algorithms that are implemented in the model transformation tool. These transformations are in
the form of self sufficient libraries that can be imported by scheme modules and C files or can be referenced in Java to use the functionality. The
transformations are developed in the BIGLOO - Scheme framework as modules containing several functions. These set of dependent modules are then
grouped together and converted into libraries. These are extremely powerful
and require some getting-used-to. However, once you master them, you will
find that they will dramatically speed up and automatize the transformation
process.
Some of the important characteristics mentioned in [29] kept in mind
while developing the model transformations are:
• Level of automation:
A distinction can and should be made between model transformations
that can be automated and the transformations that need to be performed manually or at least a certain amount of manual intervention.
• Complexity of the transformation:
Some transformations can be considered small, while others are considerably more heavy-duty. It is important to determine the complexity
of the transformations to be performed before developing them because
the difference in complexity between small and heavy-duty transformations may vary so much so that they may require an entirely different
set of approaches or techniques.
• Preservation:
Even though there are several types of transformations, each transformation preserves certain aspects of the source model in the transformed target model. These properties are different for different types
of transformation. The technical space also heavily influences what
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needs to be preserved. With refinements, the program correctness and
the behavior of the models need to be preserved.
There are two transformation libraries developed under this project.
They are the Incarnator and the Replicator transformations. The main
objective was to make these transformations modular and independent so
that while integrating, the application designer can configure which transformations to be applied to the model and in which order. Also these transformations should not be fixed to SDFGs but should also be extendible to
other dataflow MoCs.
The initial assumption while designing and developing the transformations was to assume infinite resources and no restrictions on the number
of nodes produced during the replication and incarnation transformations.
Once this was successfully completed, the next iteration was to add restrictions to the transformations and allow configurability options to the
transformations, so that they can be controlled by the user. In this iteration, the structure of the configuration file and the language to write the
configurations was decided. Also a number of configurability options for
the transformations were decided upon and were inserted into the modules.
The transformations were then thoroughly tested on several test cases and
compiled into separate libraries. A brief description on each of the libraries
involved in the transformation tool is provided in the following subsection.

8.1

Helper Library

The helper library consists of a set of functions that are used in the transformations. Since both the Incarnator and Replicator transformations add
instances to the graph1 , some of the common functionality is abstracted
from the transformations and written as separate functions which can be
used by both the transformations. These functions are all collected together
and added to a more general module called the Helper module. This is then
compiled into a library called the helper library which is imported by the
replicator and incarnator transformation modules along with the ssax-sxml
library mentioned in the previous section.
The functions in the helper library deal with simple functionalities related to GXFs (such as returning a list of all the nodes in a GXF, all the
instances of a node, all the instance names, getting the instance names of a
node and visa versa,) and related to lists (such as the number of occurrences
of an element in a list, substituting one element by another, returning the
position of an element in a list, etc). It also consists of functions with a
little more complex functionality (such as creating a vector containing the
maximum number of instances that can be created for every node during
1

will be explained in coming sections

48

replication, creating an incidence matrix for a GXF model, creating a table
containing all the node names and their respective instance names).
The reason for creating a library out of these helper functions is that
most of these functions are developed to be generic to this domain and
can be reused in any new transformations that will be added to this model
transformation tool.

8.2

Incarnator Transformation Library

During the run-time of an application, the elements interacting with each
other and passing data tokens between them are not the nodes themselves,
but the instances of the nodes. Node declaration in a dataflow model (GXF)
is analogous to the class declaration in the object oriented concepts. It
contains the state and behavior of the class in terms of port details, the
property specification, the internal node description and the connections
between these internal nodes. It is a blue print (template) to create instances
of that node.
It is often convenient for an application designer to just add a node
to a GXF and directly add connections to it without bothering about the
instance creation. This can be done either in the visual editor or by adding
the node declaration in the XML format into the GXF directly. Also, in the
transformation tool chain, the parser will create only the nodes and connect
them in the streams without creating their instances. In such circumstances,
there is need for some transformation of the GXF that checks the nodes
connected but not instantiated, the necessary conditions for instantiation
and performs the instantiation on the dataflow models.
The incarnator library created from the incarnator module, consists of
a set of functions which are called upon a GXF to perform an Incarnation
transformation on it. The Incarnation transformation aims at instantiating
the un-instantiated nodes in the streams of the GXF and combining multiple
streams (if any) to have only one stream in the output GXF. It is important
to perform this Incarnation transformation as the initial GXF obtained from
the previous tool will not be instantiated and during the runtime of the
application, the instances are executed and not the actual node classes. An
example of this transformation is shown in Fig. 8.1.
Also, it is possible to have multiple stream elements in a GXF each
with its own set of edges. On having such multiple streams, it might be
the case that a single port of a node is connected to different nodes in
different streams. According to one of the semantic rules of a dataflow model
(Rule13), there cannot be two FIFO edges from the same port of a node in
the same stream. As one of the objectives of the incarnator is to combine all
the streams into one stream after the incarnation transformation, it would
be necessary for the case like above that when merging two or more streams,
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Figure 8.1: Normal Incarnation transformation
the nodes having ports with multiple edges should each be represented by
different instances. Hence it is necessary that the nodes are instantiated
so that each instance used in the graph is uniquely defined and there are
no two nodes in the stream with the same names. An example of such an
instantiation is shown in Fig. 8.2.

Figure 8.2: Single port used in multiple streams Incarnation transformation
The instantiation can be either a primary instantiation or a secondary
instantiation. The differences between the two are:
• Primary initialization denotes the condition of a GXF when it is in
its raw state with none of the nodes instantiated and a lot of key
information such as endpoints information, attribute-id information is
missing from the streams. It is also possible to have multiple streams.
• The secondary initialization denotes the scenario where a GXF has all
the key information in the streams but certain nodes newly created are
not instantiated. Most of these GXFs are already instantiated once
and also do not have multiple streams.
The incarnator is designed to handle both these cases and at the end of the
incarnation transformation, the GXF is fully instantiated and consists of
only one external stream in the GXF. There are certain conditions that are
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checked during the instantiation of a node in case of multiple streams such
as, if there are multiple streams in which there are edges to the same port of a
node, then these nodes must be represented by different instances. The same
instances cannot have multiple synchronous edges to the same port. Such
rules are checked for, in the incarnator, before making the instantiation.
For the design of the incarnator transformation module, several parameters had to be kept in mind.
• It is possible to have either one stream or multiple or even without
any streams at all. So all the three cases had to be handled. If there
are multiple streams, each stream has to be processed one at a time
and the edges in the stream should be added to the common stream.
• There is a possibility of an initial instantiation or secondary instantiation. The kind of instantiation must be determined before the stream
is processed and acted accordingly.
• The nodes to be instantiated for each stream must be discovered keeping in mind the multiple instantiation constraint mentioned in the
previous paragraph. It is always safer that when the same port of a
node is used in two separate streams, two separate instances of that
node are used for each stream.

Figure 8.3: The FSM of the incarnator
The FSM of the incarnator is displayed in Fig. 8.3. According to the
FSM, the GXF in an SXML format is an input to the start state 1. Based
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on the number of streams being single, > 1 or 0 in the GXF, the transition
happens to either state 2 or state 3 or 5 respectively. If the streams are
zero, then no instantiation is required as there are no edges in the graph
and hence the same old GXF is returned. Hence state 5 is a final state. If
the GXF has 1 stream, the deduction of the nodes to be instantiated are
determined and based on it being a primary or a secondary initialization,
there is a state transition to state 6 or 7 which would be the final states for
this GXF. If the GXF has multiple streams, for each stream the nodes to be
instantiated are determined and based on it being a primary or a secondary
initialization, there is a state transition to state 8 or 9. At these states, if
the number of streams are not yet zero, then there is a transition back to the
state 3 and this happens until all the streams are processed. If the debug2
option is set to 1, then the output GXF will be converted into XML and
written into an intermediate file and returned back to the final state. Hence
it visits the state 10.
Keeping these parameters in mind, a transformation was developed. Either a non-instantiated or a partially instantiated dataflow graph in the
form of a GXF is passed to the incarnator as an input which transforms it
to return a fully instantiated dataflow model. Based on the configuration
setting (described in Section 9.1) provided by the designer, the resultant
GXF can be either written into a file or passed back to the calling function
as an S-expression on which other transformations may be performed.

8.3

Replicator Transformation Library

The whole idea of this project is to avoid confronting an application designer
with the full complexity of an embedded multi-core platform. It is desirable
for an application designer to just depict the application in terms of the
necessary computational units (nodes), the input or output rate at each
port, the relationship with other nodes and order in which they are executed.
They would not want to be thinking about the implementation and hardware
specific details such as the number of replicas of a node that would optimize
the efficiency of the parallelism on a particular hardware, the additional
scattering and gathering nodes3 required if replicas are inserted, the code
segment needed in such nodes. Once an efficient and generic application is
developed independent of the platform, the designers can think about adding
platform specific details to it to run it on the platform of their choice.
The automation of one of the transformations to bring the model towards
platform specificity is the replications of some nodes based on the data rates
and the platform on which the model is to be run. The replicator library
created from the replicator module helps with this automation. It consists
2
3

Explained in detail in the Integration chapter
explained later in this section
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of a set of functions which are called upon a GXF to perform a replication
transformation on it. The replication transformation aims at optimizing a
Synchronous Dataflow model when it is implemented on parallel multi-core
systems. The objective is to replicate some instances of nodes whenever
the conditions for replications are met. One pre-condition is that the GXF
which is sent for replication should be already instantiated. The replicator
cannot be run on un-instantiated GXFs and if a un-instantiated GXF is sent
to the replicator function, it does not perform any action on it and instead
returns the same GXF as output.
The replication of any node instance introduces two new nodes: i.e., the
scatter node and the gather node. Suppose if a node instance x is to be
replicated k times, then the scatter node connects to the incoming edge to
x and produces k outgoing edges which are the input to the k instances of
x and the gather node connects to the k incoming edges from the instances
of x and produces one outgoing edge to its succeeding nodes. In short, the
scatter node is used as demultiplexer that divides the data tokens into k
parts and the gather node acts as a multiplexer that accumulates data from
k nodes and returns one stream of tokens. This notion is depicted in the
Fig. 8.4. Apparently, if there are no edges going out from the replicated
node x, then there is no need for the generation of a gather node.

Figure 8.4: A replication transformation that introduces scatter and gather
nodes.

8.3.1

Conditions for Replication

There are certain conditions that should be satisfied for a node instance to
be replicated. Some of these conditions are listed below:
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• If there is an edge connecting from the node A to node B, the first
condition to be satisfied in order to be able to replicate is that the
node B should not have a state edge connected to it or within it. A
state edge is an edge from a port in one node to another port in the
same node.
• If there is an edge from the node A to node B, where a is the data
rate at the output port of A and b is the data rate at the input port
of B and if a is greater than b, then a%b must be equal to 0.
• If the above condition is satisfied, then let k = a/b. The next condition is to check if the input and output edges to the to-node B are
compatible with the replications. Hence for each input edge to the
node B, if x is the data rate at the output port of the from-node and y
is the data rate at the input port at the node B, x = k − y. Similarly,
for each outgoing edge from the node B, if p is the data rate at the
output port of the node B and q is the data rate at the input port at
the to-node, q = k − p.
The above conditions are the basic conditions required for a replication.
Only if all the conditions are satisfied, the node B is replicated k − 1 times.
There are some configuration based conditions which must be satisfied as
well in case the configuration option is included. If the max element for the
node to be replicated is set, then
• If k < max(node), i.e., k is less than the maximum allowed instances
for that node, then k − 1 replications of that node is allowed.
• If k > max(node), i.e., k is greater than the maximum allowed instances of that node, then let a be the data rate at the port of the
from-node and b be the data rate at port of the to-node. If max(node)
is not equal to 1 and if a%(b − max(node)) = 0, then the max(node)
number of instances can be created for that node if it conforms to the
basic conditions.
If all these conditions are satisfied then there will be a replication of the
to-node k −1 times. This replication leads to the creation of two extra nodes
called the scatter and the gather. The scatter node takes its input from the
original from-node as one edge input to its input port. It has k output ports
each having an edge to every instance of the to-node. The gather node is an
accumulative node which takes input from all the replicated instances into
its k input ports and sends a single edge output through its output port.
Fig 8.5 represents the FSM of the replicator function in the replicator
library. According to the FSM, the start state 0 takes a GXF in SXML
form as input and divides it into gxf-nodes and stream. The gxf-nodes part
is processed in the first part where the new instances and scatter(s) and
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Figure 8.5: FSM of a replicator
gather(s) are added if possible. The gxf-nodes variable is then returned
back to the state 0 and the transition to the second part happens where
the streams are modified according to the nodes added. State 10 is if the
debug option is set by the user, then the GXF is written to the file and the
SXML form is returned back to the calling function. The FSM is aimed at
giving an abstract representation of the flow of the replication process and
there are several internal decisions and implementation details that are not
discussed.
Based on this design, the replicator module was developed and the library
was compiled out of it. The replicator makes use of the functions defined
in the helper library hence it imports this library. The replicator library
provides the user with several configurability options with respect to the
validation of the replication, validation of the GXF, the maximum number
of replications allowed for any particular node, the default maximum number
of replications allowed for all the nodes, the code segment to be inserted into
the scatter and gather nodes, etc. These are further described in brief in
the configurations chapter. The description of the testing of this replicator
transformation is mentioned in the Testing chapter.

8.4

Validation mechanisms

Use of a model is a surrogate for experimentation with an actual system,
where experimentation with that system could be disruptive, not cost effec55

tive, or infeasible. If the model is unable to provide valid representations
of the actual system, any conclusions derived from the model are likely to
be erroneous and may result in poor decisions being made. Validation can
be performed for any kind of models, regardless of whether the corresponding real-world system exists in some form or will be built in the future.
Validation is the process of determining the degree to which a model is an
accurate representation of the application from the perspective of the uses
of the model.
The validation of a Dataflow model either designed by the application
designer or resulting from one of the transformations is a necessary step in
ensuring the correctness of an application as well as determining the validity
of the transformation tool. Since the GXF forms the textual representation
of a Dataflow graph, checking for inconsistencies in the elements of a GXF
would lead us to the inconsistencies within the Dataflow models. Some of
the validations used in this project are described in this section.

Figure 8.6: The different kinds of validations used in the tool.
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Since the GXF is an XML based representation language and it adheres
to a DTD, it is possible to perform a check of whether a GXF either developed by a user or obtained from the tool chain adheres to the restrictions
enforced on it by the DTD. This is called as the Syntactic validation of the
GXF since it checks if all the elements present in a GXF is syntactically
bound within the elements described in its DTD. It is similar to checking
the conformance of a model to its metamodel. This syntactic validation
is performed in the beginning and the end of the transformation tool as
represented in Fig. 8.6.
The above validation techniques check only the syntactic properties of a
GXF model. But as mentioned in the Dataflow MoCs chapter, the Dataflow
models also have several semantic constraints that need to be validated to
determine the correctness of a Dataflow model. The constraints described
from Rule1 to Rule 13 cannot be checked by the syntactic validation technique. This propagates the requirement of a new validation tool that checks
if the validity of the output Dataflow models holds for the specified 13 rules.
The validator library generated from the validation module is created
for this purpose. This validator library contains a set of functions that are
designed to scan through the GXF and detect inconsistencies (i.e., where
and which element of the GXF doesn’t comply with a rule) with respect
to the constraints set by the Dataflow MoCs. Since all the rules defined
are independent of each other, the Scheme functions are also designed to
be independent of each other so that they can be independently called to
check for inconsistencies. Each rule is given a rule number and is denoted
by that member while it is invoked. The rules are numbered from one
through thirteen. Since there is a possibility of having nested nodes, it
should also be possible to check the rules for nested nodes of multiple levels.
For documentation purpose, the nodes in the top most level directly under
the < gxf > element are denoted as ’external nodes’ and the nested nodes
of any level are denoted by ’internal nodes’. There are some properties to
these internal nodes that differ from the external nodes.
• The denotations of some key elements of these internal nodes such
as id attribute, id element, from-node, to-node, etc are different from
that of the external nodes.
• Since the internal nodes may have edges among themselves, the streams
containing these edges are also nested and are called internal streams.
• The edges in these streams use nodes that are not instantiated. Hence
they are represented by node names and not instance names.
• There cannot be an edge that connects an internal node to an external
node. The edge connection for internal nodes has to be within their
parent node and at the same level.
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Hence for many of the rules, it is necessary that the Dataflow rules are
checked for both the external as well as the internal nodes. There are totally
seven such rules which have to consider both internal and external nodes and
hence there are totally 21 validation functions accounted for. The overview
of these functions and the rules they hold are in the Table 8.1. Each of
these functions can be called separately to validate that particular rule for
the GXF. Another interesting characteristic of these functions is that each
of these function returns the total number of inconsistencies found in the
GXF it checks as well as mentions where and which element in the GXF
causes the inconsistency. This list of non compliance is printed into a log
file from which the user can get the complete details of which rule is broken
by the GXF and what caused the problem.
Rule #
1
2
31
32
41
42
51
52
6
711
712
721
722
8
9
101
102
111
112
12
13

Rule
rule1
rule2
rule3 external
rule3 internal
rule4 external
rule4 internal
rule5 external
rule5 internal
rule6
rule7 constructor external
rule7 constructor internal
rule7 destructor external
rule7 destructor internal
rule8
rule9
rule10 external
rule10 internal
rule11 external
rule11 internal
rule12
rule13

Instantiated
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true
true

Un-instantiated
true
true
true
true
true
true
true
true
true
false
false
false
false
false
false
false
false
false
false
true
true

Table 8.1: Table depicts the various validation rules and their categorization.
But not all the rules apply for all the GXFs. Some rules hold only for
instantiated nodes as they work on the instances while the other rules can
be used to validate instantiated as well as uninstantiated GXFs. This distinction is specified in the Table 8.1. Other than these 21 rules there are two
more important functions. One function takes input from a configuration
file and executes all the rules mentioned in that configuration. The second
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function when called checks if the GXF is instantiated or uninstantiated. If
instantiated, all the rules are executed on the GXF, else only a set of rules
are executed on the GXF. This function also collects the inconsistencies in
every function and returns the total number of inconsistencies found in the
GXF. All the inconsistency details are printed in the log file as mentioned
previously.
The validation library is imported by the integrator module that executes this validation after every transformation specified by the user in the
configuration file as displayed in the Fig. 8.6. The integrator is explained
in detailed in the next section.
The first validation was the syntactic validation of the GXF and the
second was a semantic validation that checks the semantic rules of a Dataflow
MoC. Another set of validations are the transformations specific validations.
These are functions that check the validity of the transformation performed
on a GXF. Since there are two transformations, both have a validation check
each.
• Incarnator Validation: This is a function that is designed to validate
the Incarnation transformation. It checks the GXF that is transformed
and declares if the transformation is correct or faulty. It does this by
processing the streams in the untransformed GXF and logically determining which nodes need to be instantiated and how many instances
to be created for each node. This information is then compared with
the transformed GXF and the inconsistencies if any are reported in
the log file.
• Replicator Validation: similar to incarnator transformation, this is also
function that is designed to validate the Replicator transformation. It
checks the GXF that is transformed and declares if the transformation
is correct or faulty. It does this by processing each edge in the streams
of the untransformed GXF first. This processing involves the calculation of the node instances that could be replicated, based on the token
rates and all the replication conditions. This is the replicator information that consists of a vector consisting of the number of replications
possible for every node instance in the current GXF. This information
is then compared against the transformed GXF to check the validity
of the transformation. If it is transformed correctly then there would
not be any inconsistencies. If any inconsistencies are found, they are
reported to the user through the log file.
Hence these transformation validations are a good way to keep a check on
the model being generated at every point of the transformations.
Due to the generous logging of every detail of the GXF, the three validation mechanisms mentioned above form an efficient tracking and debugging
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system for a user. Hence these validations are performed after every transformation specified by the user in the configuration file.
But quite often a user may not want the validation to happen after
every transformation but want a different validation strategy, such as validating only once after all the transformations or validating only once in
between or may just want to perform validation without any transformations, etc. Hence to give this flexibility, the option of allowing or disallowing
a validation is provided to the user through the configuration file. Hence
by manipulating the configuration file, the user can control the order of
the validation. More on the configuration files is discussed in the following
chapter.
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Chapter 9

Configuration and
Integration
In software engineering, a system is an aggregation of subsystems cooperating so that the system is able to deliver the over-arching functionality.
When developing a system or tool that performs several operations that are
independently developed as subsystems of a complete system, an important
aspect is the integration of these subsystems into one complete system. System integration is the bringing together of the component subsystems into
one system and ensuring that the subsystems function together efficiently as
a system. System integration involves integrating existing (often disparate)
subsystems. The subsystems will have interfaces. Integration involves joining the subsystems together by connecting their interfaces together.
The model transformation tool developed in this project is a system
which has to co-ordinate the interactions of the subsystem transformations
to obtain the platform specific model. The incarnator transformation, replicator transformation and the validators form the subsystems of this system.
Hence it is important that the integration of these subsystems is done efficiently for the effective working of the tool. The crucial factor is defining
the interfaces of these subsystems so that easy transfer of data and control
between the subsystems is possible.
Since all these subsystems are in the form of Scheme functions, the function calls are the interfaces at which these subsystems are invoked. The
parameters passed to these functions are very important since they represent the data that is exchanged between the two subsystems. Hence, an
integrator module is introduced that forms the final subsystem controlling
all the other subsystems. It invokes the transformations and the validations
as and when required. The integrator module imports the incarnator, replicator and the validator libraries and uses the functions defined within these
to perform the necessary platform independent to platform specific transformations. The following subsections give some detailed information on the
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configuration files and the integrator module.

9.1

Configuration Files

The transformations to be performed are dependent on the application designer using the tool. The application designer can control several elements
of the transformation such as the order of the transformations to be performed on the initial GXF, the validations to be performed and other transformation specific details by specifying it in the configuration file.
Configuration files or config files configure the initial settings for some
computer programs. They are used for user applications, server processes
and operating system settings. The files are often written in ASCII and
line-oriented, with lines terminated by a newline or carriage return/line feed
pair, depending on the operating system. They may be considered as a
simple database. Some computer programs only read their configuration
files at start-up. Others periodically check the configuration files for changes.
Users can instruct some programs to re-read the configuration files and apply
the changes to the current process, or indeed to read arbitrary files as a
configuration file.
There are no definitive standards or strong conventions to define a configuration file. Different platforms, different applications and different computer programs may use different conventions in defining its configuration
files. Some applications provide tools and graphical editors to create, modify and verify the syntax of their configuration files. For other applications,
the system administrator or application user may be expected to create and
modify files by hand using a text editor.
There are multiple language specifications over the time that has been
created to describe and retain configurations. These are frequently not turing complete (nor need to be, by definition). Some of the widely used configuration file formats are the INI file format, markup languages such as XML
and YAML.
• The INI format is a de facto standard for configuration files. INI files
are simple text files with a basic structure. They are commonly associated with Microsoft Windows, but are also used on other platforms.
The format mainly consists of Parameters, Sections and Comments.
The use of the ”INI file” has been deprecated in Windows in favor of
the registry files, and deprecated in .NET in favor of XML .config files.
• XML-based configuration files have become a popular choice for encoding configuration in text files. XML allows arbitrarily complex levels
and nesting, and has standard mechanisms for encoding binary data.
INI files are typically limited to two levels (sections and parameters)
and do not handle binary data well.
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• YAML is a human-readable data serialization format that takes concepts from programming languages such as C, Perl, and Python, and
ideas from XML and the data format of electronic mail. YAML syntax was designed to be easily mapped to data types common to most
high-level languages: list, associative array, and scalar. Its familiar
indented outline and lean appearance makes it especially suited for
tasks where humans are likely to view or edit data structures, such as
configuration files, dumping during debugging, and document headers. YAML is used by some for more complex configuration formats.
This format can nest arbitrarily and represent objects of unlimited
complexity, but doesn’t have a lightweight syntax like the INI file.
Deciding upon the configuration file format for this tool chain was not
a difficult task. An XML-based configuration format is the most suited
because of the availability of SSAX-SXML library which can transform XML
into list based S-Expressions which enables the easy accessibility (through
querying) and manipulation of XML data. Since GXF is an XML-based
language, it is easier for the user to get accustomed to an XML based format
for writing the configurations. Also, the XML format supports arbitrarily
complex levels and nesting and has standard mechanisms for encoding binary
data which are important properties required in this context.
The transformations are executed by the integrator in the order specified
by the application designer in the configuration file. Managing when and
with what parameters the transformations are invoked determine the work
pattern of the subsystem. For example, if a replicator transformation is
called before an incarnator transformation on a uninstantiated GXF, the
replicator will not perform the transformation and will return the same GXF.
But if the replicator is called after the incarnator transformation on the same
uninstantiated GXF, the GXF undergoes the transformation and produces
the correct output. Hence it is necessary to predetermine the elements that
can be used in the configuration file so that the integrator can be designed
to efficiently intercept the configuration elements and perform the necessary
transformations in the right order by passing the correct parameters during
the function calls.
Hence currently there are a predefined set of elements in the XML format
that can be used in the configuration files. If in future any new set of
configurations are added to the tools or a new transformation is added, it
can be incorporated in the integrator and also the configuration files. Since
XML is used, the configuration files are manually written in a text (or .xml)
file by the user. This file is then passed on as an input to the integrator
module that intercepts it only once at the start of the execution of the tool
and performs the transformations based on its contents. The tool does not
re-read the configuration files to apply any changes to the process once it
has started.
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The root element is the < conf ig > within which there can be one or
more transformation specifications that is denoted by the < traf o > element. Every transformation can be identified by a < name > element. The
other elements within a < traf o > are specific to the transformations they
represent. There are four variants of the < traf o > element. Two of them
represent the incarnator (”Inc”) and replicator (”Rep”) transformations respectively. The third variant is the validator (”Val”) and the fourth variant
is a predetermined chain of transformations which performs the incarnation
followed by a replication followed again by an incarnation transformation
(”IRI”). This fourth variant is the transformation chain followed by the
’LIME’ tool-chain. The order in which the < traf o > elements are defined in the configuration file (e.g., as in Fig. 9.1) is the order in which the
transformations will be executed. Everytime the incarnator or the replicator transformations are executed, all the rules of the GXF validator as well
as the respective transformation validator is run by default on the output
of the transformation. If the user does not want these validation checks to
not run after every transformation, he can specify it in the configuration
settings of the respective transformation.
With respect to the incarnator transformation, the configurations are
simple and have just two elements; the < validate − gxf > element and the
< validate−inc > element. The replicator transformation has elements that
control the maximum number of instances that a particular node can have,
the default maximum number of elements any node can have in a GXF,
the code segment to be into the scatter, the code segment to be inserted
into the gather and the regular elements such as < validate − gxf > and
< validate−rep >. The validator has a few configuration settings of its own
which can be set to perform a validation of the GXF either against a set of
selected rules or all rules based on the user input. The < rule > element
is used to specify which rule to check for. If a user wants to perform only
a validation and not any transformation, for a GXF, then he can do it by
just setting the elements for the validation. Hence this option is provided.
Another configuration element for the validator is < check > that checks if
a GXF at that point is what the user expected. The user can mention if at
any point he expects an instantiated or un-instantiated graph. If the type
of graph at that point is unlike to what was expected by the user, then an
error is logged.
The configuration elements for the IRI transformation chain is a combination of all the configurations of the incarnator and the replicator transformations with a few variants that serve a purpose to distinguish between
the elements of the first and the second incarnator transformations. If the
configuration file has extra and unnecessary elements that are not defined,
or the user makes a mistake while typing an element name, the integrator
just ignores such elements as they are not defined. This is possible because
the integrator searches for specific element names and ignores the rest.
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Figure 9.1: An Example configuration file.
Some of the elements currently present in the configuration format can
be found in the example configuration file in Fig. 9.1. The figure shows a
configuration file with three ¡trafo¿ elements in it. The first one is the validation transformation, followed by the incarnator transformation and finally
the replicator transformation, where each of their elements defined under
the respective transformation. A detailed explanation of all the elements in
the configuration files are given in the integrator-and-config.pdf document
whose link is provided in the Appendix B.

9.2

Integrator

The integrator module is the main component of the tool that coordinates
the calling of all the other subsystems to run the transformation in a well
defined manner. To run the tool, the integrator needs to be compiled and
run with the correct parameters.
The integrator takes an input GXF, converts it into the S-expression
format and performs the transformations on it based on the input from the
configuration file. It consists of a loop that reads one < traf o > element at a
time from the configuration file and executes that transformation. Once that
transformation is executed successfully, it loops to the next transformation
with the resultant GXF of the previous transformation as the input. This
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happens until all the transformations are completed. If there are no trafo
elements in the configuration files, then no transformation will be performed
and the same GXF is returned as the output.
The integrator can be passed with a maximum of five parameters as
its inputs. The first three parameters are always fixed where as the next
two parameters are optional. The syntax for executing the integrator is as
follows:
./integrator < conf ig.xml >< input−f ile.gxf >< output−f ile.gxf >
[< log − f ile >][−debug]
• The < conf ig.xml > refers to the configuration file for the transformation.
• The < input − f ile.gxf > refers to the input GXF file to be transformed.
• The < output − f ile.gxf > refers to the file name into which the
output of the transformation chain will be written.
• The < log − f ile > refers to the log file into which all the details of the
transformations, the validation checks, etc are documented in detail.
The user has an option to provide the log file name. if the user does
not make use of this option, then a default log file name is selected by
the integrator.
• The −debug option activates the debug mode. It is sometimes necessary for the application designer to check the intermediate results of
the transformations to either attain some detailed information or to
debug the GXF if it has gone wrong somewhere. For such cases, the
user can activate the debug option by adding the −debug as a command line argument. On doing this, if there are n transformations, the
result of every transformation is converted back into the XML format
and written into intermediate GXF files.
Fig. 9.2 provides a visual representation of the elements of an integrator
and how it interacts with the other components to transform the platform
independent model into a user configured platform specific model.
The integrator module imports the SSAX-SXML, incarnator, replicator and validator library which gives it access to all the functions in those
libraries. It takes the input from the GXF file and the configuration file
specified by the user. It reads the contents of both these files and converts
both of them into the S-expression format in which it can manipulate and
access it elements with the help of functions from the SSAX-SXML library.
The Fig. 9.3 gives us the FSM to describe the various states of the integrator
module.
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Figure 9.2: The high level architecture model of an integrator.

Figure 9.3: A high level FSM to represent the state changes of an integrator
module.
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All the change of states is ruled by the settings in the configuration file.
If the configuration file is empty or has all wrong element names, then the
integrator does not do anything. Hence the user has to make sure that the
configuration file is well defined.

9.3

Integration as an Eclipse Application

Since the BIGLOO-Scheme programming framework is able to compile a
Scheme file into the C, JVM and .NET back ends, it gives us an advantage
of being able to use the tool either as a native application, or in the Eclipse
framework as a Java application or also in any .NET framework. This
property was exploited by us to create a Java application that performs
the same functionality as the transformation tool in the batch mode. To
work this out properly, a Java application is created. This Java application
needs to reference the incarnator, replicator, validator, helper, ssax-sxml
and BIGLOO libraries by adding the reference to the respective ZIP files
created during the library creation. Also the integrator needs to be compiled
into a Java Class which should also be referenced and imported.
Once all the ground work is done, the BIGLOO libraries are initialized
by the bgl open init() function. The application can then take the input
file name, the output file name and the configuration file to be used to
direct the transformation process from the user either interactively or in a
predetermined fashion and calls the integrator function through an object
of the integrator class with all the above as the parameters and runs the
same functionality.
We tried to further improve this Eclipse application by creating an
Eclipse plugin out of it with graphical aids to enter configurations and to
customize the transformations. This plugin could then be combined with
the visualization plugin to create a complete interactive graphical development and transformation tool. Unfortunately, due to the lack of certain
BIGLOO related initializations which we were unaware of, this process of
plugin development could not be completed as we encountered errors while
using the file related functions (e.g., input-output) and a few other functions
of the BIGLOO. Although without these functions, the plugin worked fine,
there was no alternative way to counter this problem since all the libraries
need to use the file related functions either to read the GXF from a file or
to write the output GXF to a file or to write the log, etc. Since the integration of BIGLOO in plugin development is a not a well explored domain,
we were not able to find any solution in time and had to leave the plugin
development at this point.
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Chapter 10

Testing
Software testing can be stated as the process of validating and verifying that
a software program/application/product meets the business and technical
requirements that guided its design and development and works as it is
expected to. Software testing, depending on the testing method employed,
can be implemented at any time in the development process. However, most
of the test effort occurs after the requirements have been defined and the
coding process has been completed. As such, the methodology of the test is
governed by the software development methodology adopted.
A primary purpose for testing is to detect software failures so that defects
may be discovered and corrected. This is a non-trivial pursuit. Testing
cannot establish that a product functions properly under all conditions but
can only establish that it does not function properly under specific conditions
[25]. The scope of software testing often includes examination of code as well
as execution of that code in various environments and conditions as well as
examining the aspects of code: does it do what it is supposed to do and do
what it needs to do.

10.1

Testing of the Model transformation tool

Tests are frequently grouped by where they are added in the software development process, or by the level of specificity of the test. There are several
levels of testing of which we have used the unit testing, component testing
and the Integration testing.
Unit testing refers to tests that verify the functionality of a specific
section of code, usually at the function level. These types of tests were
usually written alongside the implementation, to ensure that the specific
function is working as expected. These tests were performed to assure that
the building blocks the tool uses work independently of each other.
Since the code in itself is not really huge, it was safe to directly perform dynamic testing for every component before integration. The actual
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execution of the programmed code with a given set of test cases is referred
to as dynamic testing. Dynamic testing may begin before the program is
100% complete in order to test particular sections of code (modules or discrete functions). Since the dynamic testing was performed on components,
it is a form of component testing where all the major components (i.e., the
transformations) of the system were tested independently.
An important requirement was the automated testing of the transformations. For this purpose, a test-workbench was created for the incarnator as
well as the replicator modules. Test automation consists of using software or
programs to control the execution of tests. This test-workbench was created
to be interactive and a set of test cases each were created for the incarnator and the replicator modules. The test cases in this case are GXF files.
These test cases were manually created to test all the execution paths of the
transformation modules. The tester can use the work bench interactively to
select the test case to be executed on which the workbench executes the test
case, performs the GXF validation as well as the validation of the specific
transformation as mentioned before and indicates if the transformation was
successful or not. Thus both the transformations are thoroughly tested independently for the various possible scenarios in the execution paths before
they are compiled into libraries.
Integration testing is any type of software testing that seeks to verify the
interfaces between components against a software design. Software components may be integrated in an iterative way or all together. Normally the
former is considered a better practice since it allows interface issues to be
localized more quickly and fixed. The approach followed to perform integration in the native mode is the Continuous Integration (CI). CI implements
continuous processes of applying quality control while performing the integration. Hence the integrator was developed by adding one component
(transformation) at a time and testing it completely. Once this was working
fine, the next component was added to the tool and tested for integration
with the other components. This was done until all the components were
added and the whole system was then tested (system testing) with a number
of variant test-cases trying to verify that it meets the requirements.
Since the issues with the Eclipse plugin were not resolved, we needed
an alternative way to check the validity of the integration of the model
transformation tool with the visualization library created in the LIME-ng
tool-chain. This library was created as part of the LIME-ng tool-chain to
calculate the layout information for the graph based on its configuration
settings and based on this information, perform the visualization of the
GXFs at any point of the transformation. This visualization tool also takes a
GXF as input and produces a graph as output. Hence, an alternative method
to test the validity of this integration was by testing the visualization tool
for all the output and intermediate GXFs produced by the transformation
tool. If all these graphs are visualized correctly, then it can be concluded
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that both the tools would work fine together when integrated in the Eclipse
plugin.
The automation of this testing procedure for the system is done by using
shell scripts in the Makefile. To run the test-cases with the system, the user
needs to just run ’make testing’ on the command prompt and all the thirteen
test cases are run with the tool. The testing results in thirteen output files
and thirteen log files respectively for the individual test cases. The same
configuration is run for all the test-cases. The tester can also change the
contents of the configuration files and run all the test-cases with the new
configurations. This allows the tester to test the behavior of all the thirteen
variants of the GXF for a fixed configuration.

10.2

Success Criteria for the transformation tool

There are several properties that determine the success of a model transformation tool. This section discusses the various characteristics that determine the success criteria for a model transformation tool or language as
discussed in [29] and correlates it with the transformation tool developed in
the LIME-ng tool-chain.

10.2.1

Success Criteria Conformance Check

The following items depict the functional requirements that this model transformation tool satisfies and the enhancements it supports.
• Ability to create/read/update/delete transformations: While
this is a trivial requirement for a transformation language, it is not that
simple for a transformation tool. An important aspect is to be able to
fine-tune existing transformations to specific needs of the user. Also,
having the possibility to create new transformations or update existing
ones is an important criterion to assess the openness or extensibility
of a dedicated transformation tool.
The configuration options provide the user with the option of finetuning the transformations and adding platform specific details into
the transformations. Since the tool is completely developed in Scheme
functional programming language, it is easy to edit, update or delete a
function or transformation without causing a ripple effect. The modularity of the transformation tool in LIME-ng is an important aspect
as it provides extensibility by addition of new transformations to the
tool.
• Ability to customize or reuse transformations: The characteristic of modularity explained in the previous point plays an important
role in the re-usability of code, functions and simple transformations
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in building fresh and more complex transformations. Infact, a lot of
modules and functions have been reused several times in the current
transformation tool.
• Ability to guarantee correctness of the transformations: The
simplest notion of correctness is syntactic correctness: given a wellformed source model, can we guarantee that the target model produced
by the transformation is well formed? A significantly more complex
notion is semantic correctness, i.e., to confirm that the produced target
model have the expected semantic properties.
As explained in the validation and testing chapters, there are well
defined methods to check the semantic and syntactic properties of the
target model.
• Ability to group, compose and decompose transformations:
The decomposition of a complex transformation into smaller steps
may also require a control mechanism to specify how these smaller
transformations need to be combined. This step is well executed by
the integrator module which combines the transformations in a particular order. The control mechanism can be implicitly or explicitly
mentioned by the user in the configurations. It is also possible to
combine the existing transformations with new properties to develop
composite transformations to improve the maintainability, readability
and modularity of the tool.
• Ability to test, validate and verify transformations: The validation rules for the GXF, the syntactic validation of GXF against
the DTD which forms its metamodel and the transformation specific
validations are all developed to serve this purpose. Besides this, there
are also several test cases and automated test workbenches developed
for the sake of testing the transformation tool as well as the transformations and ensuring that the behavior of the application model is
conserved after adding platform specific properties to it.
• Support for traceability and change propagation: The facility
of the log file provided in the transformation tool of LIME-ng serves
the purpose of tracking the problems that are caused by the changes
in the target model by applying the transformation on it. Also the
-debug option stores the intermediate models in unique files after every transformation which provides the user with the opportunity to
compare the models at every step and trace the changes or problems
caused.
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10.2.2

Quality Conformance Check

Besides all the functional requirements enumerated above, a transformation
language or tool should also satisfy a number of non-functional or quality
requirements.
• Usability and usefulness: The model transformation should be
useful, i.e., it is supposed to serve a practical purpose. As already
mentioned earlier in the introduction chapters, this tool-chain is developed with a purpose of automating the whole process of transformation from application models to platform specific models which can
be converted to platform specific C code to be run on several platforms. On the other hand, this tool has to be usable too, which means
it should be intuitive and efficient to use in a practical environment.
This tool was built based on the lines of an existing and already used
tool (LIME), it is developed to work on the specified platforms and as
per the requirements of the user.
• Scalability: The language or tool should be able to cope with large
and complex transformations. The tool has been tested with several
kinds of models ranging from simple to complex models to test its
scalability.
• Acceptability by user community: The best transformation language from a theoretical point of view may not necessarily be the best
from a pragmatic point of view. For example, if the target community
is an object-oriented audience, a transformation language based on the
logic or functional paradigm may not be the best choice.
Hence the programming language framework used for transformation
was carefully chosen based on several aspects as mentioned earlier
(Chapter 7) keeping in mind the user community, their work environment and the domain the tool has to work in.
• Standardization: The transformation tool should be compliant to
all relevant standards. Since there is no fixed standard for a transformation tool in the embedded real-time systems domain to transform
dataflow models, several concepts and approaches from the MDA and
LIME standards were taken to develop this model transformation tool
of LIME-ng. As for the model itself, the GXF standard is followed
which is a well defined standard for graph descriptions.
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Chapter 11

Related Work
The intention behind the development of this project was to assist the programmer in expressing and improving parallelism in embedded real-time
systems. Several approaches have been attempted to achieve this objective
by either building libraries such as Pthreads that could be used in tools
or using new powerful parallel programming languages (e.g., Val, Id, CAL)
or adding new parallelism incorporating constructs and intrusive modifications to existing programming languages used in the streaming domain such
as C. But none of these solutions have proven to be an ultimate industry
excepted embedded programmability solution in the long-term because of
various reasons. Either the library is too specific to a hardware platform or
too constrained or error prone. Even using new constructs in well known
languages such as C needs expertise which many of the programmers lack.
Hence the lack of either an academically proven method or an industry excepted parallel processing model restrict the programmers and application
designers to make a trade-off and select the best mechanism for a particular
domain and repeatedly re-invent patterns and solutions out of it.
The transformation tool of the LIME-ng tool chain is the core of the toolchain deriving its importance from its responsiblity in introducing platform
specific aspects into the application models. This model transformation tool
has a domain specific model representation language in GXF, and transformations that work on this model to bring the platform specificity into the
application models. Thus there are a very few tools that have similar functionality as this tool. In this section we discuss some frameworks and tools
that have some similarities with our approach to attain parallelism. The
most resembling tools is the LIME tool. Other tools such as the SDF 3
analysis tool, Ptolemy II and StreamIt also share some similarities. UMTQVT, VIATRA2, etc are mostly UML based graph transformation tools
that just provide some insight on model transformations. Since UML does
not have much venture into the real-time embedded systems domain they
do not really support many of the dataflow MoCs.
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As explained in the Introduction chapters, LIME [26] is the prototype on
which the LIME-ng tool chain is built. LIME is a programming model which
is used to create an abstraction layer over the existing parallel programming
languages. LIME creates a graphical model out of application specific code
and converts it into several backends such as Pthreads, CUDA and the
NXP proprietary language from that model. The prominent benefits of
using LIME are lower code complexity and relieving a programmer from
tedious and platform specific tasks while still maintaining the expressiveness
and parallelism in the model. It also makes several other contributions to
improve programmability of SDR applications on multicore embedded realtime platforms [26].
The major reason for creating the LIME-ng tool-chain is to formalize
LIME since it is implemented using ad-hoc scripting languages such as GNU
awk, SED, GCC and make. Although all the aspects of LIME are not covered
as yet in the LIME-ng tool, the libraries that have been completed are
built in a formalized structure by using the BIGLOO-Scheme programming
framework. Moreover, using this BIGLOO-Scheme framework provides an
added advantage of being able to compile the libraries in the native, JVM
as well as .NET backends. Hence this tool chain can be used in all the
three backends. Another advantage of developing the tool in Scheme is the
possibility of modularizing the tool. In this way, many modules and smaller
units of code can be reused. Hence, more transformations and other features
can be added to the LIME-ng tool-chain to improve the programmability of
software defined radio applications in the future multicore embedded realtime platforms.
The SDF 3 developed at the TU/Eindhoven, Netherlands is a tool for
generating random Synchronous DataFlow Graphs (SDFGs), if desirable
with certain guaranteed analytical properties like correctness and free from
deadlock [34]. It generates random sets of SDFGs, with support to analyze
and visualize SDFGs. This tool is designed and developed to allow researchers and designers to generate sets of SDFGs for evaluation purposes,
and to easily compare new analysis techniques to the existing ones.
The SDFG generation algorithms of this tool are known to create graphs
that are connected, consistent and dead-lock free. The user specifies in a
configuration file, the most important parameters determining the characteristics of the graph such as the number of actors in the graph, the variance
of their degrees, etc. Besides the generation of the random graphs, a library
is also created offering the following SDFG analysis and transformation algorithms. A detailed documentation of this tool is presented in [13].
• Repetetion vector: It can compute the repetetion vector of an SDF
graph. As mentioned earlier, this vector provides us the number of
times each node should be fired to bring the SDF back to its initial
state. It is also used to check the consistency of an SDFG.
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• It also contains transformations of the SDFGs into their corrosponding
Homogeneous Synchronous dataflow graphs (HSDFG). The HSDFGs
are used in many scheduling and throughput analysis algorithms.
• XML-based format for SDFG: It supposrts an XML based format for
SDFGs which enables simple exchange of graphs between different
tools.
• It also offers the functionality to visualize SDFGs through the popular
dotty graph visualization tool.
• Besides these, it also has several other algorithms that are useful in the
analysis of SDFGs such as performing unfolding of a graph, a scheduling technique for multi-processor systems, performing self timed execution as an alternative means of computing throughput of an SDFG,
buffer sizing to minimize the buffer sizes, etc.
Since this is an analysis tool that is developed to generate example SDFGs for evaluation purpose, it lacks the domain specific elements and the
necessary transformations to be used as the transformation tool in LIME-ng.
The XML format used for the representation of the SDFGs are also completely different than the GXF format that is a mandatory requirement in
this project. Although the SDF 3 tool itself cannot be used in this project,
the tool has several well defined algorithms and concepts that can be used to
create new transformations and analysis modules that could further enhance
the model transformation tool of LIME-ng.
The Ptolemy II [28] framework supports the visual modeling and design
of heterogeneous systems. The models in this framework are defined as hierarchically clustered graphs. This framework provides the infrastructure to
support the implementation of a variety of MoCs as domains. Heterogeneous
systems are modeled by hierarchically combining different domains. Different protocols, together with the execution control mechanism, define a set of
Ptolemy II domains. A number of domains are supported such as the continuous time (CT) domain, discrete event (DE) domain, synchronous dataflow
(SDF) domain and the synchronous reactive (SR) domain. Even though
this framework provides very specific and plausible analytical properties for
several MoCs, it offers nothing more than an object oriented modeling and
simulation based on Java.
StreamIt [38] is a programming language and a compilation infrastructure developed for streaming systems. It is designed to facilitate the programming of large streaming applications, as well as their efficient mapping
to a wide variety of target architectures, including uniprocessors, multicore
architectures, and clusters of workstations. This programming and compilation paradigm provides several language constructs that improve programmer productivity for streaming, including hierarchical structured streams,
77

graph parameterization, circular buffer management, etc. These constructs
also enable compiler analyses. The language has been integrated into the
Eclipse development environment, making it easier for users to debug the
stream programs. Althogh it provides with a lot of well established research and development, it is not widely used in the industry because the
programming language resembles a Java programming language extended
with dataflow constructs and using such a language by programmers to express sequential, let alone concurrency is far from the grasp of embedded
programmers.
UMT-QVT [32] is a tool for model transformation and code generation
based on UML models in the form of XMI models. UMT-QVT provides an
environment in which new generators can be plugged in. The tool environment is implemented in Java. Generators are implemented in either XSLT
or Java. Viatra2 [40] (VIsual Automated model TRAnsformations) is also
a general-purpose model transformation engineering framework that aims
at supporting the entire life-cycle, i.e. the specification, design, execution,
validation and maintenance of transformations within and between various
modeling languages and domains in the MDA. Viatra2 is now written in
Java and fully integrated into the Eclipse framework and accepts models of
several off-the-shelf industrial modeling tools.
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Chapter 12

Conclusion and Future Work
This chapter describes the conclusion and some future work that can be
done to improve the model transformation tool.

12.1

Conclusion

The LIME-ng tool-chain makes several contributions that improve the programmability and designing of Software Defined Radio applications on the
current and future multicore platforms in the embedded real-time systems
domain. In the introduction chapters and the Model Transformation tool
chapter it is clearly explained how the C programming language is widely
used in the embedded real-time systems domain and the restrictions it puts
in programming applications to be run in parallel. Also it is explained how
the software defined radio applications can cope with the huge diversity of
multicore communication and synchronization solutions only when the algorithms implementation and computations are handled in one level and the
communication and synchronizations are addressed at another level.
Hence to solve this scenario, the LIME-ng tool-chain is developed which
enables the application designer to focus on algorithm implementation and
documentation in the C99 programming standard rather than pondering on
the intricacies of parallel programming on specific platforms. The LIME-ng
tool chain was developed on the lines of the LIME tool chain and is designed
to transform the platform independent, application specific C code into user
configured, well structured platform specific C code by introducing a layer
of abstraction in the form of dataflow Models of Computation. The dataflow
MoCs focused on in this project are the SDF MoCs and these are addressed
by the XML based GXF language that conform to a DTD that are designed
for describing dataflow graphs as explained in the Dataflow MoC chapter.
The model transformation tool plays an important role in the LIMEng tool-chain in automatizing the transformations from PIM to PSM. It
is designed taking positive inputs from several approaches and practices to
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develop efficient model transformation tools. It is built using the BIGLOO
Scheme programming framework which gives it added advantage of being
able to run on either of the native or JVM back-ends. Hence the tool can
now be run in the batch mode in native or JVM or in the interactive mode.
The model transformation tool currently has transformations in the form
of Incarnator and Replicator that the user can apply on a dataflow model in
any sequence and any number of times until the necessary platform specificity is attained. This tool provides the option of user configurability of the
transformations and several other operations of the tool. The configurations
defined in the configuration files empower the user with the option of finetuning the transformations and adding platform and implementation specific
details into the transformations. These configuration files are also used to
indicate the order of transformations and the validations to be performed in
between them.
Another benefit is that the transformation tool is modular and the transformations are independent of each other which enables the further enhancement of the tool by adding more complex transformations or by adding specific properties to the current transformations to make them more reliable,
readable and maintainable. Also, since the configuration files are in XML,
new configurations can be added to the tool by just adding the element in
the integration module.
The validation modules discussed in the Section 8.4 provides the user
with various options to validate syntax and semantics of the target dataflow
models, intermediate dataflow models as well as for validating the properties
introduced by the transformations themselves. Also the modularity of these
validation rules allows the configuration to use them separately in several
contexts as well as add new validation rules concerning MoCs other than
SDF. Finally, this model transformation tool is tested with several SDR
applications in the form of GXFs of varying granularities and proportion.
Once all the testing is done, the whole package is cleaned and bundled using
a version management system (Mercurial HG). Hence portability is not time
consuming and the whole package can be compiled, tested and ready to be
used by just a make command.
Hence with all these properties and characteristics, the model transformation tool and the LIME-ng tool in general are driven towards becoming a
promising and practical approach towards an integrated environment which
can significantly increase design productivity and the efficiency of application design and development for systems in the embedded multicore domain.

12.2

Future Work

There are a few abstract as well as concrete ideas currently that can be
added to the Model transformation tool to improve its standards by adding
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certain transformations and enhancing some other features to make the tool
more generally acceptable in the embedded SDR community. Some of them
are briefly listed in in this section.
Although the Model transformation tool has a lot of characteristics that
work towards automating the process of converting application models into
platform specific models, it currently supports the SDF MoC. Although SDF
graphs are fairly simple, the analysis components can be pretty complex
some times and the models that need to be analyzed are usually fairly large.
Hence it would be fairly smart to include a transformation that can convert
these models into smaller and hence easier to analyze, equivalent or almost
equivalent models that will still allow us to conclude that a system will
meet its real-time deadlines. One such reduction transformation technique
is described in [20]. Adding such a reduction transformation can be really
useful in some applications.
Another way to enhance the tool is by supporting transformations between and providing analytical properties for other dataflow MoCs. A transformation from SDFG to its equivalent HSDFG would also be a good addition since the HSDFGs are equivalent to the SDFGs but is a lot more
detailed and expressive than the SDFG. This transformation would be particularly useful because of the requirement of HSDFGs in several complex
analysis algorithms which cannot be performed on SDFGs alone. To the
best of our knowledge, the only conversion algorithm to convert SDF to
HSDF is the traditional one given in [37, 27]. [22] considers the equivalence
between the SDF graph and its corresponding HSDF in more detail. The
algorithm in [20] is the first to provide an improved transformation algorithm, although the equivalence with the original graph is less tight. Also
the addition of consistency checks [34] for SDF models and transformations
of more complex dynamic MoCs into the transformation tool would be a
good advantage.
Another major improvement would be to discover the initialization function required to interface the classes created by BIGLOO with the Eclipse
plugin development framework as this could not be completed due to the
lack of time and insufficiency of the available information. Once this error is
resolved, it is fairly simple to complete the plugin and would not take much
time.
The addition of the above into the transformation tool could significantly
broaden the perspective of the tool and increase the range of embedded
real-time applications or systems that could be programmed, modeled and
converted into platform specific implementations.
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Appendix A

Types of Dataflow MoCs
In this chapter, a few variations of dataflow models are explained in brief.
The MoCs being dealt with under this project are the Synchronous DataFlow
Graph (SDFG) and the Homogeneous Synchronous DataFlow Graph (HSDFG). Few others used in the real-time embedded systems are Cyclo-Static
Data Flow (CSDF), Binary Data Flow (BDF) and Dynamic Data Flow
(DDF). This chapter explains about the HSDFG, CSDFG and two variants
of the DDFG.
Homogeneous Synchronous Dataflow graphs (HSDFG): An SDFG in
which every node consumes and produces only one token from each of its
inputs and outputs is called a homogeneous SDFG. An HSDFG node fires
when it has one or more tokens on all its input edges. It consumes one token
from each input edge when it fires, and produces one token on all its output
edges when it completes execution.
It is useful to make use of the HSDFG MoC to increase parallelism in a
system when the number of nodes in an application is less and the resources
available are high. Since the HSDFG is a more restricted form of SDFG, a
general SDF graph that is not an HSDFG can always be converted into an
equivalent HSDF graph. This can be done easily with the help of the repetitions vector for the SDFG explained in the previous section. The resulting
HSDFG after this transformation has a larger number of actors than the
original SDFG. In fact, the number of actors in the HSDFG is equivalent
to the sum of the entries in the repetitions vector. In the worst case, the
SDFG to HSDFG transformation may result in an exponential increase in
the number of nodes. An HSDFG representation of an algorithm (for example, a speech coding system, a filter bank, etc) is called an application
graph.
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A.1

Cyclo Static Dataflow (CSDF)

Cyclo-static Dataflow (CSDF) is a variation of SDF in which the consumption and production rate of tokens cycle through sequence of numbers instead
of a single constant value, hence the term ’cyclo’. It is meant to allow static
scheduling in compile time while providing cyclically changing behavior.
An example of CSDF is shown in Fig.A.1(a), in which consumption
and production rates are repeated in each cycle. In each cycle, in the first
invocation the node receives 1 token and produces 2, in the second it receives
0 tokens and produces 1, and in the third invocation it receives 1 token and
produces 2 token on its output port. Its equivalent SDF is simulated like in
Fig.A.1(b).

Figure A.1: A sample node: (a) CSDF: Consumption and production rate
for tokens change in a cycle. (b) SDF: a similar SDF graph of (a)

A.2

Asynchronous Dataflow (ADF)

In the ADF models, it is possible to have asynchronous as well as synchronous nodes. The asynchronous nodes behave differently in different
invocations based on the inputs they receive. This relaxation allows state
and data dependent actors to be in a dataflow model. Due to these characteristics, the ADF models have to follow dynamic scheduling. Since ADF
have dynamic scheduling which results in large runtime overhead and might
require unbounded buffers, they are also sometimes referred to as Dynamic
Dataflow (DDF).
The ADF models have several different variations and the two most
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practical variations of dataflow diagrams are Boolean Dataflow (BDF) and
Variable Rate Dataflow (VRDF). The BDF models being a kind of ADF are
also dynamic scheduled. However, their difference in behavior is restricted
to two variants, hence the name Boolean. The Switch and the Select nodes
are important examples of BDF as shown in Fig A.2. In the switch, the
node sends data to one of it outgoing edges based on some control input. In
the Select, based on the control input, the node receives data from only one
of its incoming edge.

Figure A.2: Two important BDF actors: (a) Switch - based on the value of
control, it sends output to one of its outgoing arcs. (b) Select - based on the
value of control signal it consumes a token from one of its incoming arcs.
In BDF, a node in VRDF receives control input before receiving its real
data inputs. This input is used to determine how many tokens should be
consumed from an incoming edge or how many tokens should be produced
on an outgoing edge. The Fig. A.3 shows an example of the producer and
consumer nodes.
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Figure A.3: Two types of VRDF nodes: (a)Consumer: based on the value
of the control signal it consumes size elements from ’in’ arc. (b) Producer based on the value of control signal it produces ’size’ elements on ’out’ arc.

90

Appendix B

Links to several documents
This chapter lists the various links that contain several artifacts that are
developed during this project. These include the source files, the test-cases,
the test-workbenches and the Makefiles to run the respective libraries and
the transformation tool. They also include all the documentation on how
to run the project as well as the user manuals for the various modules and
libraries in the project.
The bundle consisting of the entire project is available in the link:
http : //bitbucket.org/swaraj.bh/transf ormation − tool/src/
This bundle is named as Transformation-tool-bundle and to obtain the
application, the user needs to download and unbundle it using certain HG
commands. Once this is done, the user has to run it using just the make
command.
The folder Doc contains the documentations of several modules, examples, and other aspects related to this project and can be found at the link:
http : //bitbucket.org/swaraj.bh/transf ormation − tool/src/tip/doc/
The various files available in this link are described.
• The detailed explanation of running the application is provided in the
PDF document with the name run.pdf in the above link.
• The examples for the SSAX-SXML tools and their usage on certain
GXFs is described in the document SSAX-SXML-examples.txt in the
above link.
• The description of the various elements of the GXF that are described
in the DTD is provided in the document Gxf-description.pdf in the
above link.
• The detailed description and the implementation of the various rules
that are used in the project to validate the semantic properties of a
SDF model is provided in the document validate doc.pdf in the above
link.
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• The use, detailed descriptions and the implementations of the Incarnator and the Replicator transformation libraries are provided in the
document transformations.pdf in the above document.
• The document integrator-and-config.pdf contains the descriptions for
the various configuration options provided in this project along with
examples for each option. This document also contains the detailed
description and implementation details of the integrator module.
• Most of these documents created above include implementation details
and hence the Noweb Literate programming framework was used to
create all these documents. It is very convenient to use Literate programming since it allows the addition of code segments within documentation and with the help of several options, the code can directly
be extracted from the document and compiled. The Makefile in the
above link contains a generalized solution for compiling a PDF out of
any noweb document (with the .nw extension).
These documents provide a thorough insight into the low-level details of
the project and can be highly useful in extending and testing the modeltransformation tool. The test-cases used for testing this tool are provided
in the form of GXFs that can be found in the link,
http : //bitbucket.org/swaraj.bh/transf ormation − tool/src/tip/test −
cases/
To view these documents (especially PDFs), you need to right-click on
the link and save the document at some place before viewing it.
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