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Abstract
3D-Displays are displays which can generate a 3D perception by showing different views of a scene in parallel. These views can be recorded separately.
Alternatively, only the left view and the right view can be recorded and then
the remaining views are interpolated. This is called intermediate-view rendering. In this M.Sc. study, the purpose is to find an algorithm to render good
quality intermediate views using meshes.
To render intermediate views, a depth-map is needed. A depth-map of a
view contains for each pixel in the view the depth from the viewing screen to
the corresponding point in 3D space. Meshing of visual data can be applied to
represent a depth-map efficiently.
The algorithm for intermediate-view rendering consists of two parts. First,
the mesh representation is created. Second, the mesh is used to render the
intermediate views. This report presents two methods for creating a mesh representation of the depths in a view:
View-based mesh method This method derives directly the mesh representation and thus the depth-map from the left view and the right view. It
works by reconstructing the right view from the left view. The reconstructed right-view accuracy is 31.6 dB, which indicates that the intermediate-view rendering is good.
Depth-map-based mesh method We were still not satisfied with the accuracy of the mesh representation of the view-based mesh method. The
depths around object boundaries were not well modeled. Therefore, we
developed the depth-map-based mesh method. This method uses a twostep approach. First, another algorithm generates a depth-map using the
left and right view. Second, the mesh representation is made by modeling
the depth-map with it.
We also developed an algorithm to code the depth-map by coding its
mesh representation. The rate-distortion performance is high, 40.1 dB at
0.067 bit/pixel has been achieved. The high accuracy of the depth-map
also indicates that the intermediate-view rendering is good.
This method performed so well that we wrote a paper about it which was
submitted to 3DTV-CON 2007.
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Chapter 1

Introduction
1.1

Purpose of the M.Sc. study

3D-Displays are displays which can generate a 3D perception by showing different views of a scene in parallel. These views can be recorded separately.
Alternatively, only the left view and the right view can be recorded and then
the remaining views are interpolated. This is called intermediate-view rendering. Figure 1.1 illustrates this concept.
In this M.Sc. study, the purpose is to find an algorithm to render good quality
intermediate views using meshes.
To render intermediate views, a depth-map is needed. A depth-map of a
view contains for each pixel in the view the depth from the viewing screen to
the corresponding point in 3D space. Meshing of visual data can be applied to
represent a depth-map efficiently.
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Figure 1.1: Intermediate-view rendering. The image of the three trees is projected onto the left and right view. From these views the intermediate view is
generated.
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1.2

Introduction

Applying meshes for view rendering

A mesh [16, 17, 3] divides an image into non-overlapping polygonal elements.
Usually these polygonal elements are triangles, because triangles are the simplest
type of polygons, simplifying calculations. Each triangle is defined by three
point in the image, called nodes. These nodes are shared with other triangles,
so the mesh is connected. By translating the nodes of the mesh, the polygonal
elements are warped, also warping the texture inside the elements. In this way,
the entire image is warped.
Meshes were initially developed for compression of video sequences. A frame
n is warped using a mesh superimposed on it such that the error between the
warped frame n and frame n + 1 is minimized. The corresponding nodes in the
left view and right view stay on the same image features, thus the mesh tracks
the contents between these frames. The warped frame n is then a prediction for
frame n + 1 and subsequently this prediction is used for interframe coding.
We use meshes in a similar fashion to render intermediate views. We reconstruct the right view from the left view by warping the left view using a mesh
superimposed on it. To render intermediate views, each node is translated only a
fraction of the translation of this node between the left and right view. Warping
of the left view using these smaller translations produces the intermediate view.
Such a mesh is also a representation of the depths in the image. The amount of
translation of each node is called the disparity and is inversely proportional to
the depth at the position of that node. The disparities inside each triangle are
then linearly interpolated using the disparities at the triangle nodes. Because
a mesh in our application is a representation of depths, it can also directly be
derived from a known depth-map.
We have chosen mesh representations for two reasons. A mesh only samples the disparities at a limited number of node positions, interpolating the
disparities inside triangles. Thus, the mesh is an efficient representation of the
depth-map. Furthermore, a mesh allows intermediate view rendering on commodity graphics hardware, because this hardware is also triangle-based.
Previous mesh-based methods [13, 10, 18] have been developed to render
intermediate views. The disadvantage of these methods is that they do not take
object borders into account. These methods place nodes at points for which the
disparity can be accurately calculated, these points are called feature points. At
object borders, the disparity changes with infinite gradients, but these methods
place triangles across object borders. Because the disparity inside a triangles is
a linear gradient, the disparity discontinuity is blurred. The intermediate view
renderings are not very realistic, because the objects appear to be connected
to the background. Our task was to develop a mesh representation which can
model object borders accurately. This is done by placing nodes around discontinuities and modifying the mesh representation to effectively model disparity
discontinuities.

1.3

Two methods for creating a mesh representation of depths

The algorithm for intermediate-view rendering consists of two parts. First,
the mesh representation is created. Second, the mesh is used to render the
2
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intermediate views. This report presents two methods for creating a mesh representation of the depths in a view:
View-based mesh method This method derives directly the mesh representation and thus the depth-map from the left view and the right view. It
works by reconstructing the right view from the left view. The reconstructed right-view accuracy is 31.6 dB, which indicates that the intermediate-view rendering is good.
Depth-map-based mesh method We were still not satisfied with the accuracy of the mesh representation of the view-based mesh method, so we
developed the depth-map-based mesh method. This method uses a twostep approach. First, another algorithm generates a depth-map using the
left and right view. Second, the mesh representation is made by modeling
the depth-map with it.
We also developed an algorithm to code the depth-map by coding its
mesh representation. The rate-distortion performance is high, 40.1 dB at
0.067 bit/pixel has been achieved. The high accuracy of the depth-map
also indicates that the intermediate-view rendering is good.
This method performed so well that we wrote a paper about it which was
submitted to 3DTV-CON 2007. This paper is shown in Appendix C. This
paper mentions the following contributions of the method:
• Two disparities per node. This provides efficient discontinuity modeling and mesh disconnection when rendering intermediate views.
• Edge placement along disparity discontinuities. In this way no triangle can span across a discontinuity, which would lead to depth blur.

1.4

Contents of this report

The organization of the report is as follows:
Chapter 2: Key concepts
This chapter introduces key concepts needed to understand the remainder
of the report. It explains the principles of 3D displays, two-view geometry
and meshes.
Chapter 3: View-based mesh: overview,
Chapter 4: View-based mesh: algorithm,
Chapter 5: View-based mesh: test results
These three chapters discuss the view-based mesh method. This method
uses the left view and the right view to generate a mesh representation.
Chapter 6: Depth-map-based mesh: overview,
Chapter 7: Depth-map-based mesh: algorithm,
Chapter 8: Depth-map-based mesh: depth-map coding,
Chapter 9: Depth-map-based mesh: test results
These four chapters discuss the depth-map-based mesh method. This
method uses a known depth-map to generate a mesh representation. Chapter 8 presents coding of depth-maps by coding the resulting mesh representations.
3

4

Introduction
Chapter 10: Conclusions & recommendations
This chapter presents the conclusions and recommendations for both methods. It discussed first the conclusions and recommendations for the viewbased mesh method, then for the depth-map-based mesh method. Afterwards, it draws a final conclusion.

4

Chapter 2

Key concepts
This chapter explains first the principles of 3D-displays. To render intermediate
views for these displays, a two-view geometry is needed. Two-view geometry is
the geometry of 3D points projected onto two perspective views. The problem
of rendering intermediate views is reduced to horizontally shifting the pixels
of one view. We will employ meshes to represent with triangular surfaces, the
depth signal of a 3D scene.

2.1

3D-Displays

When looking at a scene in the real world, a viewer perceives the objects in the
scene and can estimate how far they are away from him. This is called depth
perception. Depth perception uses several cues to assess depth, one of them is
stereopsis. Stereopsis is depth perception from using both eyes together. Each
eye receives a slightly different picture of the scene because the eyes do not
occupy the same position, and the brain processes these pictures to perceive
depth. If the viewer is watching TV, both his eyes see the same picture, and he
will see no depth in the image, all objects in the image have the same depth,
namely, the distance to the TV. If the TV would present two slightly different
pictures to each eye, the viewer would see depth. A set of these slightly different
pictures is called a stereo pair. Each picture of a stereo pair resembles the picture
that each eye would see when it would be looking at the real-world scene. 3DDisplays are able to present two or more different pictures to each eye. Examples
of such displays are the parallax-barrier display and the lenticular-sheet display

[5].
The principle of the parallax-barrier display is shown in Figure 2.1. The
barrier occludes certain pixels of the image behind it. The right eye, colored
dark gray, perceives only the dark pixels in the images, because the other pixels
are occluded from its view by the barrier. The left eye, equivalently, sees only
the light gray pixels. No eye sees the medium gray pixels. If one of the eyes
in the figure moves to the left or to the right, it can perceive the medium gray
pixels. This display can thus display three views, depending on the horizontal
viewing angle.
Lenticular-sheet displays work in the same manner, but use lenses to direct
the light in different directions. The advantage of a lenticular display is that

5
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Image
Right eye

Left eye

Figure 2.1: Parallax-barrier display principle. The dark gray right eye sees only
the dark gray pixels, the light gray eye sees only the light gray pixels.
it, in contrast to the barrier display, does not have a barrier to block light, so
the display is brighter when the image radiates the same amount of light. Both
lenticular and barrier displays show a different view for each horizontal view
angle interval. If one eye is in one interval and one eye in the other, each eye
sees a different image. If these images are a stereo pair, the viewer sees depth.
Some of these displays are capable of more than two view angle intervals. This
is used to give the viewer the impression that he can walk around a scene. When
the viewer is moving in front of the screen he continually sees stereo pairs of
different sides of the scene.

2.2

Two-view geometry

This chapter describes two-view geometry [7], which is the geometry of 3D
points projected onto two perspective views. First, the pinhole camera model
is explained, then the epipolar geometry between two views is discussed and
applied to our camera setup. Following that, the occlusion problem is explained.

2.2.1

Pinhole camera

The camera model used is the pinhole camera. Pinhole cameras do not contain
lenses which refract light, so it is a simple model. A pinhole camera is actually
a real type of early camera. Figure 2.2 shows the principle of a pinhole camera.
Light is only admitted into the box through a very small hole, the pinhole. Only
one light ray corning from each point of the object reaches the image plane in
the box, in this way forming the mirrored image. To simplify the model further,
we set the image plane at the other side of the pinhole, which in reality would
not be possible. In this way, the image is not mirrored. In the following, the
pinhole is called the center of projection, because all rays hitting the image
plane and thus the virtual image plane go through this point. The focal length
f determines the viewing angle and the zoom of the camera. A high f results in
a small viewing angle and a high zoom factor. Alternatively, a low f corresponds
to a large viewing angle and a low zoom factor.

2.2.2

Epipolar geometry

Epipolar geometry is useful for finding point correspondences in two views. A
point correspondence is a point in one view and a related point in the other
6
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Figure 2.2: Pinhole camera principle. Only one light ray from each point of the
object hits the image plane, thereby forming the image.

view, which both are a projection of the same point in 3D space. For a point in
one view, epipolar geometry reduces the space in the other view which has to
be searched for a correspondence.
Suppose there are two views which project some 3D point X, at x in the
left view and at x' in the right view, as seen in Figure 2.3(a). The points x
and x' are the point correspondence x f-t x'. The points C, C ' , X, x and x'
are all in one plane, called the epipolar plane. If the locations are known of x,
the image planes and the camera projection centers, the location of point x' is
constrained. When observing x, we only know that X lies somewhere on the
line L ' . The projection of this line on the right-view plane is the line l', which
is the intersection of the epipolar plane with the right-view plane. The line l' is
the epipolar line corresponding to x. The search area for x' is reduced to this
line. The baseline is the line connecting the two centers of projection C and C ' .
The epipole of an image plane is the intersection point of the baseline with the
image plane. All epipolar lines intersect at the epipole.
When searching for the point-correspondence of x, the search is reduced to
the epipolar line l', which greatly saves on computational cost. The difference
between the image plane coordinates of x and x' is called the disparity of x.

2.2.3

Parallel camera setup

In this report, we consider the special case of parallel cameras. This special
case simplifies the relation between disparity and depth and the epipolar lines
coincide with the scan-lines of the views. The general case can be reduced to the
special case, by warping the camera viewpoints to the viewpoints of the special
case, called rectification. Figure 2.3(b) displays our camera setup. First, the
image planes are parallel to the baseline. The epipoles are therefore at infinity
and the epipolar lines are parallel. The scan-lines of the cameras coincide with
the epipolar lines, so finding the point correspondence is a matter of searching
along the corresponding scan-line in the other view. Second, both focal lengths
are equal, so features in one view are the same size as the corresponding features
in the other view.
To render intermediate views, each 3D point of the scene has to be projected

7
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x

(al General epipolar geometry. The 3D point X is imaged at x in the left view and at x' in
the right view.

I'

"'-

Epipolar line
Image plane L

;I

Scanlines

Epipolar line
Image plane R

C'
Center of projection L

Center of projection R

(b 1 Parallel camera setup epipolar geometry. The advantage of this setup is that the epipolar
lines coincide with the scan-lines of the views.

Figure 2.3: Epipolar geometry for the general case and the parallel camera
setup.

onto the virtual image plane. Figure 2.4 shows the projection of the single point
X onto Xv' The position xxv of this point is to be found. The point X is also
projected onto the left and right view, forming the known point correspondence
Xo ~ Xl. This correspondence is needed to find the position of xv' The left
view and the right view have centers of projection Co and C l , respectively.
The intermediate center of projection C v is placed on the baseline COCI at a
distance bv = vb l from the left. The fraction v is called the view. This is
the only parameter of the virtual camera, it has the same orientation and focal
length f as the real cameras. When v is zero, the virtual view coincides with
the left view, when v is unity, the virtual view coincides with the right view.
Usually it holds for v that 0 ::::; v ::::; 1, because then generally all image data is
8
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Figure 2.4: Intermediate-view rendering. The position of Xv in the intermediate
view is found by using the point correspondence Xo f--+ Xl in the left and right
view.
available to interpolate every pixel of the intermediate view.
The disparity dv is
(2.1)
In this equation, xxv and XXQ are the horizontal view plane positions of Xv
and Xo, respectively. In the geometry of the figure, the disparity d v is always
negative. because when moving from the left view to the right view the point X
appears to be moving to the left in the view plane. The position of Xv is then:

(2.2)
The point X is projected on the left and right view at Xo and Xl, forming the
point correspondence Xo f--+ Xl, leading to the point-correspondence disparity
d l · The disparity d l is related to the depth z. To find this relation, notice that
6XCOC l '" 6C1XoXl so

-d

b

f

Z

- -l = - l

--+

-bd

z = --.
dl

(2.3)
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The minus sign is to account for the negative disparity. Also for the disparity
d v , notice that 6,XCoC v rv 6,CjXoxv, so
b
-d
- -v = - v

!

z

-+

-b !
dv

v
z = -.

Equating the previous two equations relates d v to d j

-b v !
dv
bv
dv

(2.4)
.

-btl
dj

bj
dj
bv
dv = b . dj
j

dv=v·d j .

(2.5)

The disparity dv is thus simply the point-correspondence disparity d j multiplied
by the view v. Thus to interpolate, the renderer only needs to know the point
correspondence Xo .-+ Xl and the view v, xxv at view v can be determined using
(2.6)
A simple interpolation algorithm for the intermediate view is as follows: for
each pixel position in the left view, the point correspondence in the right view
is searched. To interpolate view v, each pixel position in the left view is shifted
v times the point-correspondence disparity of that pixel, and the pixel placed at
the corresponding position in the intermediate view. The disadvantage of this
forward method is that holes in the interpolated view may become visible. Our
method is more sophisticated, as will be explained later.

2.2.4

Occlusion/dis-occlusion problem

Sections 2.2.2 and 2.2.3 assume that each 3D point is captured in both views.
In real-world scenes, this assumption does not hold. Figure 2.5 shows a scene
consisting of a background plane P and a foreground plane 0 imaged by two
views. The plane P extends from far left to far right and from top to bottom.
The plane 0 covers some fraction of the background plane P. For example, this
plane covers area A so that this area is not visible in the right view. Going
from the left view to the right view, a point in A is occluded or covered, going
from the right view to the left view, this point is dis-occluded or uncovered. For
each point in A, it is impossible to search for the projection on the right-view
plane, so the disparity cannot be found. To solve the occlusion problem, the
disparity of a point in A has to be extrapolated from nearby points for which
the disparity is indeed known.
The disparity of points in D are found using point correspondences because
these points are visible in both views. The disparity of points in A and B have to
be extrapolated, because these points are only visible in one view. The disparity
of points in C cannot be found because these points are not visible in any of
the views. If for the intermediate view position holds 0 ::::; v ::::; 1, points in C
are also not visible in the intermediate view. All pixels of the intermediate view
can then be rendered. However, if v < 0 V v > 1 holds, points in C are visible
10

2.3 View rendering using meshes

11

Figure 2.5: The occlusion problem. Some parts of the scene are not visible in
one or both views.
in the intermediate view. These points are not visible in the original views, and
therefore cannot be rendered in the intermediate view.
The disparity-map or depth-map of a view shows the disparity of each pixel
in a view. The luminance of each pixel in the disparity-map visualizes the
disparity of the corresponding pixel in the view. The disparity-maps of the left
and right view are shown in the lower section of Figure 2.5. The lighter the area,
the closer it is to the view. Sharp changes in the disparity are visible, these are
called disparity discontinuities and coincide with object boundaries as can be
seen in the figure when looking at the representation of plane 0 in the depthmaps. A discontinuity has two sides, the side with the lower disparity is called
the background side, the side with the higher disparity is called the foreground
side. The black areas are areas for which no disparity can be found using only
point correspondences. These areas are visible in one view but occluded in the
other view and correspond in this example to the sections of P which are in
A or B. These areas need to be extrapolated from the surrounding areas, as
indicated in the depth-maps. In the left view, areas for which the disparity
cannot be determined using point correspondences are always at the left of an
object, because this left side is occluded by the same object in the right view.
For the right view the opposite holds.

2.3

View rendering using meshes

Both methods described in this report use mesh data structures [16, 17, 3] to
represent the disparities and to interpolate intermediate views.
Wang and Lee [16] use the following definition for a mesh: "The mesh representation of a 2D domain is a partition of the domain with a finite number
of non-overlapping polygonal elements." Each element is defined by a certain
11
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Figure 2.6: Example of a triangular mesh, showing edges, nodes and triangles.
number of nodes. A node is a point in the 2D domain. The polygonal elements
are usually triangles, which each have three nodes, or quadrilaterals having four
nodes. Figure 2.6 shows an example of a mesh. This mesh has triangular elements. The meshes used in this report all have triangular elements. The figure
shows the three parts of a mesh, the nodes, the edges, which connect the nodes,
and the triangles, which consist each of three edges and three nodes.
There are many types of meshes which could be used for our purpose. A
possible classification of the various types of meshes is the following:
Uniform mesh The most basic class of a mesh is an uniform mesh. In an
uniform mesh, the elements have the same size and the nodes form a
regular grid. The disadvantage of such a mesh is that it cannot adapt to
the image contents. Only the element size can be changed.
Hierarchical mesh A little more complex is the hierarchical mesh. A hierarchical mesh is created by first starting out with a uniform mesh. Each
element can be subdivided into smaller elements of the same size and
type, according to some criterion. For example, in a quadrilateral mesh,
a quadrilateral can be subdivided into 4 quadrilaterals.
Free-form mesh The most flexible mesh is the free-form mesh. This type of
mesh poses no restrictions on the node positions. Usually these meshes
are created by first determining node positions, and then finding the edges
and elements.
In this report, the two last classes of meshes are used.
We use a mesh to render intermediate views. A mesh is superimposed on
the left view, see Figure 2.7(a). The mesh in this figure was generated by the
view-based mesh method. Figure 2. 7(b) is the intermediate view. This view is
generated by changing the node positions of the original mesh, thereby warping
the triangles to a new position. The contents of each triangle are also warped.
In this way, the entire image is warped, forming a new view. Because we use
parallel cameras, warping is only necessary in the horizontal direction.

12
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(a) Mesh superimposed on the left view.

13

(b) The view of (a) is warped using its mesh,
thereby generating the intermediate view.

Figure 2.7: Example of intermediate-view rendering using meshes.
The previous section talked about the disparity of a point correspondence,
and about how to find the position of a point in an intermediate view. Meshes
also implement these concepts by assigning each node a disparity. Each node
position in the intermediate view is obtained by moving each node a fraction of
its disparity.
The following sections discuss meshes in more detail. First, mesh generation
is introduced, then view rendering is explained. Afterwards, the benefits of
mesh-based rendering over pixel-based rendering are discussed.

2.3.1

Mesh construction

The two methods presented in this report construct meshes in three steps. Each
algorithm performs the following three steps:
• The algorithm establishes the number of nodes and their positions in the
left-view plane.

• Delaunay triangulation generates the edges and triangles, completing the
mesh geometry.
• Using the mesh geometry, the algorithm calculates the disparities of all
nodes.
The first and the last step are different for the view-based mesh method and the
depth-map-based mesh method presented in this report. The parts of the report
explaining an individual approach also explain these steps for that approach.
The second step is common for both approaches and is explained next.
Delaunay triangulation

The Delaunay triangulation is a popular method to triangulate a 2D plane. A
triangulation for a given set of nodes in a 2D plane is a division of this plane
into triangles, using the given nodes in the set for the nodes of the triangles.
13
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The set of nodes is established in the first step of both algorithms. Delaunay triangulation has two important properties, which make it suitable for our
application.
The circle that can be drawn through the vertices of a triangle contains no
other vertices. This property reduces the tendency of creating very long and
"pointy" triangles.
In general, the triangulation is unique for a set of nodes. It is unique if no
three nodes are on a line and if no four nodes are on a circle. The connectivity
is implicitly present in the node positions. This property is advantageous when
coding a mesh, because only the node positions have to be coded and not the
connectivity, resulting in better compression.

2.3.2

View renderer

The view renderer draws the intermediate view using the mesh and the left-view
image data. The previous section explained how the projection of a 3D point in
the intermediate view is found by using its projection in the left view and the
point-correspondence disparity. When using meshes, we apply this method to
each node of the mesh.
Prior to proceeding, we introduce a notation to represent the data of each
node. Each node i has two basic elements. The coordinate vector

(2.7)
defines the position of the node in the left-view 2D image plane and the disparity
vector
(2.8)
defines the disparity of the node. After the mesh is constructed, the positions
xi and disparities d~ of all nodes are known.
Each node i of the mesh is shifted by v . d~ to get the intermediate view
position:
(2.9)
ui = xi + v . d;.
As said in the previous section, usually it holds that 0 :::; v :::; 1. In the equation,
the vector ui is the intermediate view position of node i and is defined as

(2.10)
The renderer shifts all nodes, thereby warping the triangles. Figure 2.8 shows
the warping of a triangle to its position in the intermediate view.
The renderer then texture maps all warped triangles, using a backward mapping. The position of each interior pixel of the warped triangle is transformed
back to the original triangle, and the interior pixel is assigned the value of the
pixel at the transformed position in the original triangle. Figure 2.8 illustrates
this concept. By doing this, it is certain that the entire interior of the warped
triangle will be filled appropriately. This approach is a backward mapping. Going the other way around, using a forward mapping, thus transforming from the
original triangle to the warped triangle, can cause holes in the texture mapping
of the warped triangle.
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Figure 2.8: Triangle warping and backward mapping. First the triangle is
warped to its position in the intermediate view. Second the renderer maps
the textures on all warped triangles using a backward mapping.

Affine transform
The renderer uses the affine transformation [4] for the backward texture mapping. We chose this transformation because it has six parameters, and a warped
triangle provides six equations, thus the transformation parameters can be
solved for each warped triangle. Each node i occupying position ui in the
intermediate view can be transformed to a new location xi in the left view,
using a single equation for each of the two coordinates. Each triangle consists
of three nodes, thus there are six equations per warped triangle.
This transformation is capable of the elementary operations translation, rotation, non-isotropic scaling and skewing. The affine transformation preserves
collinearity, which means that lines remain lines after transformation. Also, it
preserves ratio of distances, the midpoint of a line segment stays the midpoint
after transformation. The 2D affine transform is defined as

( x)
Y

(aDo
alO

u) + (

a OI ) (
au
v

t x ).
ty

(2.11)

The affine transform can also be expressed by a single matrix multiplication,
using homogeneous coordinates [4]. In addition to the x and y coordinates, a
new coordinate w is added to each coordinate vector. For our purposes, this
coordinate w always equals unity. The affine transform then becomes

(2.12)

Because the translation of each node is only in the horizontal direction, the
transform for a warped triangle only changes x and does not change y, thus
v = y. Therefore
aID

= 0 1\ au = 1 1\ t y = O.

(2.13)

Three parameters remain unknown now, which need to be determined for each
triangle. The transformations of the nodes of each triangle are known, and
15
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provide three equations. Putting these three equations in a matrix yields

(2.14)

Solving this matrix equation provides the three parameters of the affine transform for the warped triangle. The pixel positions obtained using affine transformation are generally not at an integer position. These positions can be rounded
to the nearest integer, but we used a more sophisticated technique, called bilinear interpolation, which is further explained in Appendix B.

2.3.3

Pixel-based rendering versus mesh-based rendering

Pixel-based rendering shifts each pixel in the left view v times its disparity and
places it at the same position in the intermediate view. Mesh-based rendering
is the approach explained in the previous subsection. Mesh-based rendering has
several advantages over pixel-based rendering, which are listed below.
Invertibility When using pixel-based rendering, some pixels translate to the
same position in the intermediate view. This means that pixels in the
intermediate view are overwritten, thus translating these pixels back to the
left view is not possible. Therefore, pixel-based rendering is not invertible.
Mesh-based rendering, on the other hand, is invertible, because the mesh
triangles do not overlap when being transformed to the intermediate view.
No data is lost, thus the inverse transform is possible. But this invertibility
is not perfect. When a big triangle in the left view is warped to a very
small triangle, texture information is lost because the small triangle has
less interior pixels than the big one. When transforming back to the big
triangle, the texture is effectively down-sampled.
Both the view-based mesh method and the depth-map-based mesh method
introduce mesh disconnection to model object boundaries. In this case it
is possible that triangles overlap, and invertibility does not hold anymore.
Smoother interpolation When using backward mapping, the transformed
coordinate may not map on an integer position. The value at this position is interpolated. This smooths the texture in the warped triangle.
Better rotation handling On a steep disparity gradient, the disparity changes
fast. When using a pixel-based renderer, the amount of translation of each
pixel also changes fast, causing holes in the view. Mesh-based rendering
instead implicitly interpolates these holes because of the backward mapping. A small triangle on a steep gradient is warped to a big triangle in the
intermediate view. Because backward mapping transforms each interior
pixel of the warped triangle, no holes occur.
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Chapter 3
•
View-based mesh: overVIew

The view-based mesh method derives the mesh representation of the depths in
the scene directly from the left and right view. The method constructs a mesh
on the left view. The disparity of each node is calculated by finding the pointcorrespondence of each node in the right view. To construct the mesh, only the
node positions have to established because we employ Delaunay triangulation
which generates the edges and triangles to complete the mesh. Thus, two issues
arise which have to be solved. The first one is how to establish the node positions
in the left view. The second one is how to calculate the disparity of each node.

3.1

Establishing node positions

Disparity discontinuities are important for intermediate-view rendering because
they correspond to borders of different objects. If these discontinuities are
not accurately reconstructed in the mesh representation, but smoothed out,
the foreground and background appear to be connected, which is annoying.
Disparity errors in objects are less annoying. It is thus needed to place nodes at
disparity discontinuities. In this way, more nodes sample disparity values around
discontinuities, resulting in a better model and high quality intermediate-view
renderings.
The aim is to locate these disparity discontinuities, and place nodes on them.
We first attempted to place nodes on edges in the left view. The assumption
was that image edges correspond to disparity discontinuities. We used an edge
detector, which in our case was the Canny edge detector [1]. All edges are
approximated with polylines. The endpoints of the line segments are the nodes
of the mesh. The view is triangulated using a Delaunay algorithm. This concept
did not work well because our assumption was not correct, not all image edges
correspond to discontinuities. In heavily textured areas, many nodes are created,
which are not necessarily on discontinuities.
We then attempted to employ feature points, because a number of papers
use feature points to place the nodes. Feature points [4] are points for which the
disparity can be computed with high reliability and accuracy. A feature-point
detector finds a number of these points and nodes are placed on these points.
The method of Park and Park [13] divides the view into blocks and at the highest
gradient in each block a node is placed. This is a more trivial interpretation of
17
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a feature-point detector. Kardouchi et al. [10] propose a method which finds
initial node points using a feature- point detector. The initial mesh is refined in
areas where the interpolation error is high. Xiaoyong and Dubois [18] suggest
a method that also places initial node points using a feature-point detector.
In our implementation employing feature points, we used the Harris corner
detector [6] to detect the feature points in the left view. The nodes are then
triangulated to obtain the mesh. However, the nodes are not placed on disparity
discontinuities, so triangles span them, resulting in depth blur.
We were not satisfied with the performance of the two discussed methods
for the following two reasons:
• They only operate on one view, so they cannot use any kind of disparity
information, but the aim was to place nodes around disparity discontinuities to better model them.
• Flat regions with lots of structure receive many nodes, although these
regions could be modeled with fewer triangles.
So we concluded that the right view has to be involved in the mesh construction
to make a good mesh.

3.2

Calculating node disparities

Node disparities are found by searching the point-correspondence of each node
in the right view. The horizontal distance between these points is the disparity of the node. We researched two existing methods to establish pointcorrespondences.
We started with the most simple method, block matching [13]. Block matching tries to minimize an error measure between a block of pixels around a node in
one view and a block of pixels around its candidate nodes in the other view. To
remove unreliable matches, cross-validation is used. If a left-view node matches
a right-view node, then the right-view node should again match the left-view
node, if this holds the node is considered reliable, else the node is removed or
the disparity is interpolated from nearby reliable nodes.
Mesh matching is the other method [16, 17, 3]. This approach warps the
left view to resemble as closely as possible the right view, minimizing the error
between them. In this way, the mesh tracks the image contents. Each node
in the left mesh and the corresponding node in the right mesh forms a point
correspondence.
We chose mesh matching instead of block-matching because it has a number
of advantages:
• Block matching does use less area for each node than mesh matching, so
the matching is less robust.
• Block matching assumes uniform disparity in a block. The matching of
nodes in areas having a disparity gradient, thus areas which are not parallel
to the view plane, is less reliable.
• Mesh matching uses deformation energy, explained in the next chapter,
which makes the resulting mesh more coherent.
18
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The disadvantages of mesh matching are:
• Block matching is faster because it uses less area and an efficient implementation using SIMD instructions 1 present on contemporary microprocessors can easily be made.
• The maximum disparity value which mesh matching can detect is related
to the triangle sizes. Big triangles allow detection of large disparities, but
a mesh consisting of big triangles is a less accurate representation of the
dephts.
So we decided to go with mesh matching, because we did not find the first
disadvantage relevant, and the second disadvantage can be circumvented.

3.3

View-based mesh method concept

Concluding from the previous sections, the view-based mesh method should use
both views to construct a mesh to better detect disparity discontinuities and it
should use mesh matching for its numerous advantages over block matching.
This posed two issues:
• We needed to find a solution to model discontinuities accurately using
both views.
• We needed to address the maximum detectable disparity problem of mesh
matching.
The solution we came up with solves both issues at the same time.
Because of the second issue, we start with a coarse uniform mesh with big
triangles to be able to detect large disparities. Subsequently we match the left
view to the right view using mesh matching. A triangle whose matching accuracy is low indicates a possible disparity discontinuity region. Such a triangle is
refined and split up into four smaller triangles, thus placing more nodes around
discontinuities, solving the first issue. This process of refining triangles is called
refinement. This new mesh is then again matched, and subsequently refined,
which is repeated until the triangle size is small enough to have a good mesh representation. The second issue is solved because it is now possible to have a mesh
with small triangles modeling a big maximum disparity using mesh matching.

lExamples are MMX(Intel x86), AltiVec(PPC) and VIS(SPARC).
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View-based mesh method

The block-schematic of the view-based mesh method we developed is shown in
Figure 3.1.
Uniform mesh construction creates a uniform grid of nodes, and Delaunay triangulation triangulates the nodes, creating a uniform mesh, with big
enough triangles to allow mesh matching to track large disparities.
Mesh matching superimposes this mesh onto the left view and warps the
view to resemble as closely as possible the right view. This is done by shifting
each node of the corresponding mesh in the right view a limited amount to the
left or right, and then calculating an error measure for this node. The translation
which yields the lowest error is the new position of the node. This procedure is

Right view
Left view

Unifonn mesh
construction

NOdes+

,

~"

Nodes

Delaunay triangulation

I-+ Mesh

Mesh refinement

f-------Mesh matching

~

Mesh +
~

I

Mesh

Discontinuity
adjustment

~ Mesh
View rendering

Intennediate view

Figure 3.1: Block-schematic of the view-based mesh method.
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repeated until no node moves or until a predefined number of iterations is done.
The translation of each node is the disparity of the node. In this way, the nodes
in the left view and the corresponding node in the right view occupy the same
image feature and form a point correspondence.
Mesh refinement subsequently refines the mesh in areas having disparity
discontinuities. A triangle whose matching accuracy is low indicates a possible
disparity discontinuity. Mesh refinement splits such a triangle into four triangles
by adding nodes on the edges of the triangle. Then the edge and triangle
information is discarded and Delaunay triangulation triangulates the nodes,
giving the refined mesh.
The mesh matching and refinement is repeated until the triangle size is small
enough to have a good mesh representation.
Because meshes are inherently smooth and meshes are connected, the mesh
still does not model disparity discontinuities very good. Therefore, after the
mesh is created, the mesh is adjusted to cope with discontinuities. Discontinuity adjustment detects the disparity discontinuities and disconnects the
mesh at them and extrapolates the disparity in the areas adjoining them.
After this step, the mesh is finished and view rendering can interpolate
new intermediate view using the mesh.
The next chapter elaborates the mesh matching, mesh refinement and discontinuity adjustment. The results chapter, Chapter 5, assesses the performance
of the view-based mesh method.
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Chapter 4

View-based mesh:
algorithm
This chapter elaborates the workings of the view-based mesh method. The
sections explain the blocks mesh matching, mesh refinement and discontinuity
adjustment of the block schematic of Figure 3.1.

4.1

Mesh matching

Mesh matching receives its mesh from Delaunay triangulation, and warps the
left view using the mesh to resemble the right view. Mesh matching minimizes
a global energy measure between the warped left view and the right view. In
this way, the mesh tracks the image contents. Each node in the left mesh and
the corresponding node in the right mesh form a point-correspondence. The
difference in horizontal position is the disparity of the node.
The global energy measure is

E

= wEm + (1 - w)Ed .

(4.1)

The matching-error energy Em is a measure of how good the warped left view
resembles the right view. This energy decreases if the warped view better resembles the right view. The deformation energy Ed keeps the mesh from deforming
too much. This energy increases as the geometry of the warped mesh differs
more from the geometry of the original mesh. The weight w (0 ::; w ::; 1) controls the influence of both energies. If w is closer to zero, the mesh will become
more rigid, if w is closer to unity, the mesh will better track image contents.

4.1.1

Matching-error energy

The matching-error energy is the Mean Squared Error (MSE) between the
warped left view and the right view and equals
Em

=

IS~I

L

(R(u) - L(Auu + i;r))2

.

(4.2)

uESP

Here SP is the set of all pixels spanned by the warped mesh. Pixel values at
position x in the left view and the right view are denoted by R(x), and L(x),
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----warp

Figure 4.1: Deformation of a mesh and the change in edge lengths. The length
of edge k changes from ek to !k when warping the mesh.
respectively. The affine transform parameters of pixel position i1 are denoted by
Au and t u ' For all i1 in the same triangle the affine transform parameters are
the same.

4.1.2

Deformation energy

The deformation energy is higher when a mesh is more deformed, so it tends to
preserve the geometry of the original mesh. Deformation energy is particularly
important in regions where the matching-error energy is not reliable, which
is in areas where there is no texture or where the texture repeats. In areas
containing no texture, a left-view triangle having uniform luminance matches
to every position in the right-view region having the corresponding luminance.
For a repeating texture, a triangle in the left view that has a texture tile, matches
to each tile in the corresponding repeating texture in the right view. In these
cases the matching-error energy is equal for many positions in the right view,
but the deformation energy is lowest for the single position which deforms the
mesh the least. In these areas, the global energy thus favors the triangle position
which deform the mesh the least.
The deformation of triangles can be expressed in terms of change in edge
lengths, as illustrated in Figure 4.1. The deformation energy is the squared
differences between the original edge lengths ek and the warped edge lengths !k
averaged over all edges, and is defined as
(4.3)

Here BE is the set of edges in the mesh. The deformation energy is zero when
the distances between the nodes do not change when warping the mesh, and it
increases if these distances change.

4.1.3

Mesh matching algorithm

Minimizing the global energy measure E of Equation (4.1) results in a matched
mesh. The problem is now how to find or approach this minimum. We used
a local gradient descent method, which changes the disparity of every mesh
node to a number of candidate disparities and then assigning to the node the
disparity which lowers E the most. This process is repeated until no disparity
changes anymore or until a certain number of iterations is reached. The latter
termination criterion is needed because there are cases in which a node disparity
24
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keeps alternating between two values, thus creating an infinite loop. Using the
local gradient descent method, a minimum is found which is close to the global
minimum.
Because a single changing node only influences the triangles and edges directly connected to it, we can use the local error
Ei

= WEm,i + (1 -

(4.4)

W)Ed,i

for each node i of the mesh. In this equation
Em,i

= IS~I

2:

(R(u) - L(Aau + ta))2

,

(4.5)

, aESPi

Ed,i

~

1

= ISEI ~ (ek - ik)
,

2

(4.6)

kESE;

are the local versions of the matching-error energy and the deformation energy,
respectively. Here S Pi is the set of pixels spanned by the triangles connected
to node i and SEi is the set of edges connected to node i. Algorithm 1 shows
the algorithm employed to approach the global minimum using the local error
energies and the local gradient descent method.
Algorithm 1 Mesh matching algorithm.
nf-O
repeat
for every node i in the mesh do
d i = arg min d;-5:'O:di:'O:d;+5 E i
end for
nf-n+1
until no node disparities have changed V n

4.2

=

N

Mesh refinement

When the mesh is matched, the warped left view is a reconstruction of the right
view. Mesh refinement improves the mesh representation by adding triangles to
the mesh in areas which are not reconstructed well. Mesh refinement is triangle
based, for each triangle it decides if it needs to be refined, and if so, the triangle
is subdivided into four smaller triangles.
First, mesh refinement refines triangles with a high matching-error energy.
Having more triangles to model these areas reduces the reconstruction error
between the warped left view and the right view.
Second, mesh refinement refines triangles containing disparity discontinuities. In this way, small triangles model disparity discontinuity areas, so discontinuity adjustment can more accurately determine discontinuity boundaries,
since discontinuity adjustment can only place boundaries on triangle edges. Detection of the triangles uses both the matching-error energy and the deformation
energy. If the matching-error energy of a triangle is high, the triangle is likely
to contain a disparity discontinuity, because the planar disparity gradients of
25
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(a) Triangle refinement. Here a triangle is successively split ted two times.

" , , ,,'

(b) To ensure triangulation uniformity, the non-split ted triangles neighboring splitted triangles
are also divided. Here the center triangle is the non-splitted triangle.

Figure 4.2: Triangle refinement splits a triangle into four smaller triangles.
triangles do not model discontinuities well. If the deformation energy of a triangle high, the triangle is likely to cross a discontinuity, because the resulting big
disparity difference between the triangle nodes causes much deformation when
the triangle is warped.
To detect the two types of triangles, we used the refinement criterion

(4.7)
for each triangle j of the mesh. If triangle j satisfies the criterion, it is refined.
The matching-error energy Em,j and the deformation energy Ed,j are defined
similarly as in Equations (4.2) and (4.3), respectively, but then for a single
triangle. The deformation error Ed,j is the average of the squared differences
between each triangle edge length and each warped triangle edge length. The
matching-error energy Em,j is the MSE between the warped left view patch of
a triangle and the corresponding right view patch. The values T m and Td are
thresholds.
Triangle refinement is implemented by splitting a triangle into four smaller
triangles [10]. For every triangle in the mesh satisfying the refinement criterion,
mesh refinement adds a node at the middle of each of its edges. Then the edge
and triangle data of the mesh is discarded and the nodes are again triangulated
using a Delaunay algorithm. In this way, every refined triangle is implicitly
splitted into four triangles. Figure 4.2(a) shows two successive splitting steps
performed on a triangle.
To ensure triangulation uniformity, non-splitted triangles neighboring splitted triangles are also divided up into two, three or four triangles, depending on
the number of splitted neighbors, as shown in Figure 4.2(b). This additional
splitting is also implicitly handled by Delaunay triangulation.

4.3

Discontinuity adjustment

The mesh created after iteratively performing mesh matching and mesh refinement is also an implicit representation of the depth-map. Every triangle of the
26
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(a) Triangles in the left (b) Corresponding triangles
view.
squeeze in the right view.

(c) Triangles in the left (d) Corresponding triangles
view.
stretch in the right view.

Figure 4.3: Triangle squeezing and stretching at disparity discontinuities.

mesh defines a planar disparity gradient, which is an estimation of the real disparity surface underneath the triangle. When looking at this depth-map, we
found that it was smooth, without sharp disparity discontinuities. To improve
the mesh, we designed a method which tries to restore these discontinuities,
called discontinuity adjustment in the block schematic of Figure 3.l.
The lack of sharp disparity discontinuities is because the triangles of the
mesh are connected. Figures 4.3(a) and 4.3(b) show the triangle squeezing
which occurs when there is covering of background going from the left view to
the right view. In the left view, the triangles occupy background area which is
covered by the foreground in the right view. The triangles are squeezed between
the background and the foreground triangles, but these triangles should be
disconnected at the disparity discontinuity and move underneath the foreground
triangles.
The opposite case is uncovering of background, shown in Figures 4.3(c) and
4.3(d). Now triangles are stretched out, because the foreground and background
are connected. The stretching triangles cover the new background which is revealed. Here the triangles should also be disconnected at the disparity discontinuity.
These squeezing and stretching triangles are from now on called discontinuity
triangles and the areas they occupy the discontinuity areas.
Figure 4.4 shows what discontinuity adjustment should do when discontinuity triangles squeeze. Using no discontinuity adjustment, the discontinuity
triangles connect to the foreground and to the background, thus they squeeze
27
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Figure 4.4: Discontinuity adjustment disconnects the discontinuity triangles and
assigns new disparities to their nodes.

when warping, because the foreground shifts more than the background. The
concept is to "unsqueeze" the triangles by disconnecting them from the foreground and changing the disparities of the triangle nodes. The disconnection is
at the foreground because a discontinuity triangle is always in the background.
To perform disconnection, the nodes at the disparity discontinuity are duplicated. The discontinuity triangles then connect to the duplicated nodes. The
nodes are assigned the background disparities of the left nodes of the discontinuity triangles. When the mesh is warped, the foreground triangles cover the
background triangles. When rendering, the background areas thus move under
the foreground areas, giving a realistic rendering.
When the discontinuity triangles stretch, the same approach is taken. The
triangles are disconnected and assigned new disparities. When the mesh is
warped, the foreground and background triangles move away from each other.
When rendering, empty areas thus appear between the foreground areas and
background areas. This is consistent with the fact that the left view does not
contain the texture data to fill these areas. The warped right view can be used
to provide the texture for the areas.
To implement the approach just described, the algorithm should consist of
the following consecutive steps:
Thiangle marking This step identifies discontinuity triangles, and tries to
form continuous regions of these triangles.
Edge collapsing This step removes edges between adjacent discontinuity triangles to make big triangles which span from the background to the foreground.
Mesh disconnection This step disconnects the mesh at disparity discontinuities and extrapolates the background disparities.

Now these steps are explained in more detail.
28

4.3 Discontinuity adjustment

29

(a) Detected discontinuity triangles prior to (b) Detected discontinuity triangles after edge
collapsing. The triangles of Figure 4.5(a) have
edge collapsing.
joined into big triangles.

Figure 4.5: Detected discontinuity triangles are indicated by black edges and a
black dot in the middle of the triangle.

4.3.1

Triangle marking

Triangle marking detects which triangles are discontinuity triangles. Discontinuity triangles stretch or squeeze, thus if the deformation energy of a triangle is
high, the probability that it is a discontinuity triangle is also high. Also when
the deformation energy is high, the matching-error energy will also be high,
again indication a possible discontinuity triangle. The marking criterion is the
same as the refinement criterion of Equation (4.7) and is thus
(4.8)
When a triangle j satisfies this criterion it is marked as a discontinuity triangle.
To ensure that we obtain continuous regions of discontinuity triangles, postprocessing is done. The post-processor determines for every non-discontinuity
triangle how many discontinuity triangles it borders. If this number is larger
than one, the triangle is marked as a discontinuity triangle. In the same way,
a discontinuity triangle can be changed to a non-discontinuity triangle. This
process is repeated several times.
Figure 4.5(a) shows the discontinuity triangles in a mesh.

4.3.2

Edge collapsing

The mesh disconnection step assumes that each discontinuity triangle spans
from the background to the foreground. Because of the mesh refinement, there
are many small interconnected discontinuity triangles in discontinuity areas.
Edge collapsing removes interior edges in interconnected discontinuity triangles,
thereby creating large discontinuity triangles, which have an additional benefit
of giving better consistency in disparity later on.
Figure 4.6 illustrates edge collapsing. The interior node of the discontinuity
area is moved to the left, collapsing the indicated edge. In this way, two triangles, one edge and one node are deleted. This process is repeated until no
interior nodes are left in the discontinuity areas of the mesh.
29
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30

Collapse edge

Figure 4.6: Collapsing the indicated edge results in the removal of two triangles,
one edge and one node.

Figure 4.5(b) shows the results of edge collapsing. The discontinuity triangles
of Figure 4.5(a) are now big triangles.

4.3.3

Mesh disconnection

Mesh disconnection separates the discontinuity triangles from the foreground
triangles at the disparity discontinuities and assigns them background disparities. A discontinuity triangle is always in the background, and spans from
the background to the foreground. But the triangle should be entirely in the
background. Therefore, the nodes of the triangle which are in the foreground
are duplicated and the triangle is updated to refer to these duplicates. The
duplicates are assigned background disparities, placing the triangle in the background. The triangles on either side of the discontinuity now refer to different
nodes, thus the mesh is disconnected at this position.
Mesh disconnection is now explained using Figure 4.7. This figure shows a
discontinuity triangle defined by nodes 1, 2, and 3 having disparities d 1 , d z , and
d 3 respectively.
First, each triangle node is classified as either foreground or background.
The disparity
(4.9)
is calculated, which is the disparity corresponding to the largest depth. The difference between each triangle node disparity and d bg is compared to a threshold
T. Every triangle node i E {I, 2, 3}, satisfying the criterion

(4.10)
is classified as foreground node.
foreground node.
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In the figure, d 3 is classified as the single
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Figure 4.7: Mesh disconnection disconnects the mesh at disparity discontinuities.
Now that the foreground nodes are known, the mesh can be disconnected
at these nodes. Every node i which is a foreground node is duplicated, and its
duplicate is node ci, having the same spatial position as the original node. The
discontinuity triangle is updated to refer to the duplicated nodes. Nodes ci are
assigned disparity dbg. In the figure, the triangle is now defined by nodes 1,
2 and c3. Because the foreground triangle and the discontinuity triangle now
refer to different nodes, the mesh is disconnected.

4.3.4

Results of discontinuity adjustment

Figure 4.8 shows the discontinuity adjusted mesh superimposed on the right
view rendering. Figure 4.9 shows only the right view rendering. We were not
satisfied with the quality of the mesh updated by discontinuity adjustment. The
quality is low due to the inaccurate detection of discontinuity triangles, which
proved difficult to make better. The detection inaccuracies manifest in different
ways when observing Figure 4.8:
• The discontinuity triangles occupy background and foreground, but should
only occupy background. When rendering intermediate views, this causes
foreground to appear as background, which is very annoying.
• The discontinuity triangles are not detected continuously along disparity
discontinuities. In some areas next to object boundaries no discontinuity
triangles are detected. In intermediate views, the mesh disconnection is
not along the entire length of object boundaries. At some places the mesh
is disconnected, at others not, resulting in bad subjective quality.
Because we found the performance unsatisfactorily, we tried several alternative approaches to detect the discontinuity triangles, but none of them gave
satisfying results. Thus, it is difficult using the view-based mesh method to
update the mesh to model disparity discontinuities well. We decided that the
method is a suboptimal approach to generate a mesh representation for intermediate view rendering, and thought about novel approaches. So we developed
the depth-map-based mesh method, which turned out to work much better.
The depth-map-based mesh method generates the mesh based on a predefined
depth-map. It also uses the concept of mesh disconnection introduced here.
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Figure 4.8: The mesh is superimposed on the right-view rendering. Black holes
indicate places were the mesh is disconnected.

Figure 4.9: The right-view rendering. Black holes indicate places were the mesh
is disconnected.
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Chapter 5

View-based mesh: test
results
This chapter contains the results based on using the view-based mesh method.
Since we found that discontinuity adjustment does not provide good results,
the experimental results discussed in this chapter are created using the viewbased mesh method without discontinuity adjustment. We also assessed the
performance and detected shortcomings of the method. To make a subjective
evaluation, Section 5.1 shows pictorial outputs of the implemented view-based
mesh method. For objective evaluation, Section 5.2 presents three graphs, where
different algorithm parameters are changed and their influence on the resulting
Peak Signal-to-Noise Ratios (PSNRs) between the right view and the reconstructed right view are measured.
The data sets teddyH, poster and tsukuba were used as an input for the
view-based mesh method. Figure 5.1 visualizes these data sets. The teddyH
data set is used because the method was tuned with this sequence. We included
the poster and the tsukuba data set to verify that the algorithm also performs
well on other data sets. All data sets were downloaded from the Middlebury
Stereo Vision Pagel. A data set consists of several pictures taken at different
camera viewpoints and the corresponding depth-maps at these viewpoints.
Throughout this chapter, we used the following default values for every algorithm parameter:
• Matching-error energy threshold T m
Equation (4.7).

= 100 of the refinement criterion of
150 of the refinement criterion of

• Deformation energy threshold Td
Equation (4.7).

• Number of refinement steps is 4 for teddyH and 3 for poster and tsukuba.
• Matching-error energy weight w
tion (4.1).

=

lhttp://cat.middlebury.edu/stereo
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0.5 of the global energy of Equa-

34

View-based mesh: test results

(a) poster (left view).

(b) poster (right view).

(c) teddyH (left view).

(d) teddyH (right view).

(e) tsukuba (left view).

(f) tsukuba (right view).

Figure 5.1: The left and right views of the used data sets.

5.1

Resulting pictures

This section shows pictures resulting from using the view-based mesh method
with the teddyH data set as an input. When analyzing these pictures more
closely, the performance and shortcomings of the view-based mesh method become apparent.
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Figure 5.2: Right view of the teddyH stereo data set.

Figure 5.3: Reconstructed right view of the teddyH stereo data set.
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Figure 5.4: Error-map of the right view and its reconstruction of the teddyH
stereo data set. It shows the logarithm of the difference between every pixel in
the right view and the corresponding pixel in its reconstruction.

Figure 5.5: Intermediate-view rendering at v = 0.5 of the teddyH stereo data
set.
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Figure 5.6: Mesh superimposed on the left view of the teddyH stereo data set.

Figure 5.7: Mesh superimposed on the right view of the teddyH stereo data set.
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• The subjective quality of the intermediate-view rendering (Figure 5.5) is
good inside objects, but poor at the background side of object boundaries.
These high distortion areas are better noticeable when comparing the right
view (Figure 5.2) to its reconstruction (Figure 5.3). In the error-map
(Figure 5.4), these areas are more white than other areas.
As already mentioned in Section 4.3 about discontinuity adjustment, these
areas are discontinuity areas and the mesh triangles in these areas are discontinuity triangles. These triangles are excessively stretched and squeezed,
as can also be seen when comparing the meshes in Figures 5.6 and 5.7.
This causes the textures in the warped triangles to be also stretched and
squeezed, resulting in high distortions in the intermediate-view renderings.
Discontinuity adjustment attempts to correct these triangle deformations,
but we found the results disappointing. This explains why our results
in this chapter do not employ discontinuity adjustment. Because modeling a good mesh at disparity discontinuities proved to be difficult using
the view-based mesh method, we developed the depth-map-based mesh
method, which takes an alternative approach to mesh modeling.
• Refinement of the mesh functions as intended. The meshes in Figures 5.6
and 5.7 demonstrate this. Discontinuity areas and areas having nonsmooth disparity gradients receive more and thus smaller triangles, because these areas have a high matching-error energy or a high deformation energy. Alternatively, areas with smooth disparity gradients contain
big triangles, because in these areas, both energies are low. Mesh refinement improves the PSNR between the right view and its reconstruction,
as discussed in Subsection 5.2.2.

5.2

PSNR graphs

This section contains three graphs to assess the PSNR performance. The distortion as function of the number of refinements, matching-error energy threshold
T m , and the matching-error energy weight ware depicted and discussed in the
corresponding subsections. The distortion is the difference between the original
right view and the reconstructed right view. The distortion measure is the Peak
Signal-to-Noise Ratio (PSNR).

5.2.1

PSNR performance metric

The metric we use to evaluate the performance of the view-based mesh method
is the PSNR. The PSNR is the ratio between the ma..ximum possible power of
the signal and the power of the noise. The definition is

PSNR

2::~=12::7=1(S(i,j)- n(i,j))2
255 2 . w· h

2::~~1 2::7=1[S(i,j) - n(i,j)]2
255 2

MSE(s,n)"
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(5.1)

5.2 PSNR graphs
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Here, s is the original signal and n is the reconstructed signal, thus the original
signal plus noise, wand h are the width and height of the image, respectively.
The maximum possible signal value is here 255, because the images use an
unsigned byte for each luminance sample. The last line of the equation shows
the relation between the PSNR and the Mean Squared Error (MSE). Normally
the PSNR is expressed in dBs, as in
PSNR(dB)

= 1OIog(PSNR).

(5.2)
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Refinements-distortion graph for the three data sets
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Figure 5.8: Refinements-distortion graph for the three data sets.

5.2.2

Number of refinements vs. PSNR

Figure 5.8 shows the distortion as a function of a small number of refinement
steps. For a low number of refinements, there is an almost linear relationship
between the number of refinements and the PSNR improvement of about 2 dB
per iteration. When increasing the number of refinements, at a certain point, the
PSNR is maximal and increasing the number of refinements further degrades
the PSNR. This is explained by the phenomenon that at the maximum, the
sizes of the smallest triangles have reduced to pixels, so that further refinement
is useless, and in fact lowers the PSNR.
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Matching-error energy threshold-distortion graph for the three data sets
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Figure 5.9: Matching-error energy threshold-distortion graph for the three data
sets.

5.2.3

Matching-error energy threshold vs. PSNR

Figure 5.9 shows the distortion as function of the matching-error energy threshold T m in the refinement criterion of Equation (4.7). When the threshold is low,
the matching-error energies of each triangle are always larger than the threshold,
and thus in every refinement step each triangle is subdivided. This results in the
finest mesh possible. In this case, the PSNR is the highest. When the threshold
is high, the errors of each triangle are always smaller than the threshold, and
no triangles are subdivided. This results in the coarsest mesh possible. In this
case, the PSNR is the lowest. The graphs show that each data set has a range
were rising the threshold for refinement results in a decrease in PSNR. For the
three data sets, if the threshold stays below 100, this decrease does not occur.
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Matching-error energy weight-distortion graph for the three data sets
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Figure 5.10: Matching-error energy weight-distortion graph for the three data
sets.

5.2.4

Matching-error energy weight vs. PSNR

Figure 5.10 shows the distortion as function of the matching-error energy weight
w in the global energy of Equation (4.1). When the weight is below 0.001 the

mesh is rigid due to the large influence of the deformation energy such that it
does not deform and move. The node disparities remain zero. This results in
the lowest PSNR values because the mesh does not adapt whatsoever. When w
is between 0.001 and 0.03, the influence of the deformation energy is lower and
the PSNR rises sharply.
At w = 1, the matching-error energy completely determines the global energy, without using the deformation energy, and at this point, the PSNRs are
still high. Surprisingly, this means that the deformation energy is not necessary to obtain a good performance. Even more surprising, in the case of using
teddyH at the input, the PSNR is at its highest when w equals 1.
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Chapter 6

Depth-map-based mesh:
•
overVIew
The view-based mesh method employs mesh matching to estimate the depthmap. The method warps the left view using the mesh to minimize the squared
error between the warped left view and the right view. Mesh matching works
well for areas without disparity discontinuities, but it models discontinuities
poorly, it makes a smooth disparity transition from foreground to background
disparity.
At disparity discontinuities, the mesh should be disconnected, or else when
warping, the triangles at disparity discontinuities stretch and squeeze, distorting
the rendered textures in these triangles. In the view-based mesh method, we
used discontinuity adjustment, described in Section 4.3, to disconnect the mesh
and allow discontinuity triangles to be occluded by the foreground. Reliable
identification of discontinuity triangles in occlusion areas proved to be difficult,
so we were not satisfied with discontinuity adjustment.
The depth-maps we generated using the view-based mesh method were
blurry and if we used discontinuity adjustment, the disparity discontinuities
were not always accurately found. The view-based mesh method is more suited
to track objects using an existing mesh between frames of a video sequence
or between different views of a scene. The problem is to find a new way to
construct a good mesh representation of a depth-map.
Therefore, we thought about a two-step approach to generate mesh representations. First, a depth-map is generated from a left and right view. There are
accurate and fast algorithms to estimate a depth-map, Scharstein and Szeliski
[15, 11] evaluate a number of those algorithms. Second, this depth-map is represented by a triangular mesh. Each triangle of this mesh then defines a plane
approximation of the depth surface it occupies. If the representation is good,
the disparities of the nodes are accurate and the triangulation will give good
intermediate-view rendering results. Park and Park [14] proposed a method
which first creates a depth-map using block-matching, finds a number of initial nodes, and then refines the mesh. The disadvantage is that nodes and
edges are not placed along discontinuities, which blurs the discontinuities in the
representation. Chai et al. [2] proposed to triangulate a depth-map using a
modified terrain visualization mesh proposed by Lindstrom et al. Lindstrom's
43
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(a) Using narrow triangles.

(b) Using two disparities per node.

Figure 6.1: Two methods to model discontinuities.
triangulation starts with a fine mesh, which is subsequently simplified. The
mesh representation generated by this method is capable of sharply modeling
disparity discontinuities.
As said, the depth-map-based mesh method employs a two-step approach.
There are three reasons to use triangulation of a depth-map instead of mesh
matching:
• Accurate and fast disparity estimation algorithms already exist.
• These algorithms also extrapolate unknown disparities in occlusion areas.
• Disparity discontinuities are readily discernible in a depth-map.
The triangulation is used to render intermediate views. The triangulation
can also be used to compress depth-maps by compressing the triangulation
losslessly. The triangulation is an inexact representation of the depth-map and
thus the depth-map itself is lossy compressed. If more nodes are used in the
triangulation, the representation is more accurate, but also more bits are needed
for the compressed signal. So a trade-off can be made between bit-rate and
distortion.

6.1

Depth-map-based mesh method concept

Then we thought about how to efficiently triangulate the depth-map using as few
nodes as possible and still have a good representation. We studied depth-maps
and made two observations:
• A depth-map consists of smooth disparity gradients bounded by disparity
discontinuities. These discontinuities are caused by object borders, and
separate different objects. The disparity gradients within objects are close
to linear. This means that the disparities inside objects can be represented
by flat planes.
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Figure 6.2: Two disparities per node at discontinuities.
• Disparity discontinuities separate objects. If these discontinuities are not
accurately reconstructed, areas of objects appear to belong to other objects in the intermediate-view renderings, which is annoying. On the other
hand, disparity errors in object areas are less annoying.
Because discontinuities are critical for subjective intermediate-view rendering
quality, we concentrated on the accurate reconstruction of these discontinuities.
Disparity discontinuities can be modeled using long, narrow triangles along
edges, as shown in Figure 6.1(a). In this case there is no real discontinuity in
the mesh, but because of the high gradient in the small triangles it looks like
one.
The narrower the triangles are, the better the approximation of the discontinuity. When the triangles narrow, their gradients become steeper. Finally, the
sizes of the narrow triangles reduce to a line and their gradients become infinity,
as shown in Figure 6.1(b). The nodes on the foreground and background then
coincide, occupying the same spatial position in the depth-map. Two coinciding nodes thus correspond to a node with two disparity values. The proposed
method uses two disparity values for each node instead of one [9]. Thereby, one
disparity is the foreground disparity and the other is the background disparity.
There is also another reason to use two disparities per node. In the viewbased mesh method, the mesh is not disconnected at disparity discontinuities,
causing the triangles at the discontinuities to stretch or squeeze when warping
the mesh. This effect is called "rubber banding". To prevent this, the mesh
has to be disconnected at discontinuities. When using two disparities per node,
the mesh disconnection is implicitly done, as illustrated in Figure 6.2. The
foreground triangles use the foreground disparities and the background triangles
use the background disparities. The foreground and background triangles are
not connected in this way, and a disconnection algorithm is not needed.
The mesh construction is done by approximating discontinuities with polylines. The start- and end-points of the lines are the nodes of the triangulation.
The lines are edges of the triangles. In this way, a triangle can never cross
a discontinuity thus preventing it from smoothing the disparity contrast. The
triangles on objects have their nodes only at discontinuities. As the disparity
inside objects are mostly planar, this suffices. Also, errors within objects are
not as visible as errors at discontinuities in the intermediate-view renderings.
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6.2

Depth-map-based mesh: overview

Depth-map-based mesh method

Figure 6.3 is the block-schematic of the depth-map-based mesh method. The
algorithm finds the disparity discontinuities, approximates them with polylines
and assigns disparities to the mesh nodes. Then, the view can be extrapolated,
or the mesh can be compressed.
First, the depth-map is fed to discontinuity detection which produces an
edge-map. The edge-map indicates the locations of disparity discontinuities in
the depth-map. Second, chain detection finds chains of connected edge pixels
in the edge-map.
Polyline approximation models these chains with straight line segments,
called polylines. The start- and end-points of the lines are the nodes of the
triangulation.
Depth-map

~
Discontinuity detector

~ Edge-map
Chain detector

~ Chains
Polyline
approximation

~ Polylines
Constrained Delaunay
triangulation

+Mesh
View

Node disparity
calculation

~

I

•
View rendering

•

Mesh
~

Intermediate view

~

Mesh
compression

Compressed bit-stream

Figure 6.3: Block-schematic of the depth-map-based mesh method.
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Constrained Delaunay triangulation adds edges to the polylines to obtain
a fully triangulated depth-map. The line segments of the polylines are the constraints for the constrained Delaunay triangulation. They are edges of triangles
in the triangulation.
Node-disparity calculation assigns foreground and background disparities to each node to obtain a low error between the original depth-map and its
mesh representation. Moreover, it defines for each triangle whether to use the
foreground or background disparity for each of its three nodes.
The mesh is now finished and mesh compression can code the finished
mesh to compress the depth-map, or view rendering can render intermediate
views using the mesh.
The next chapter discusses the algorithm in detail, up to the node-disparity
calculation block. In Chapter 8, a bit-rate estimate is made for the number of
bits needed to store the mesh. Chapter 9 discusses the results obtained with
this method.
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Chapter 7

Depth-map-based mesh:
algorithm
In this chapter, the depth-map-based mesh method is explained. The sections
discuss the blocks discontinuity detection, polyline approximation, chain detection and node-disparity calculation of the block-schematic of Figure 6.3.

7.1

Discontinuity detection

Before disparity discontinuities can be approximated with polylines, their locations have to be found. Discontinuity detection finds these discontinuities in the
depth-map. Discontinuity detection has two parts. The first part is the edge
detector which finds the discontinuities and outputs an edge-map. The second
part is the post-processing part, which cleans up the edge-map for the following
steps in the algorithm.
The edge detector we used is the Canny edge detector [l]. The Canny edge
detector produces a binary edge-map. In an edge-map, each pixel of the depthmap is classified either as belonging to an edge or as not. Figure 7.1 shows an
example of an edge-map. The black pixels in this figure are edge pixels and
belong to edges. We have chosen the Canny edge detector because it has two
properties that are important to us. First, it makes long connected runs of
edge pixels, which means that object borders are better detected and so objects
are better separated. Second, these runs are one pixel wide, which is required
for the chain detection. The chain detection expects that each edge pixel is
connected to no more than two other edge pixels.
However, some places in the edge-map produced by the Canny edge detector do still not satisfy this second requirement of the chain detector. In some
cases, an edge pixel connects to three neighbors as shown in the examples of
Figure 7.2(a). Therefore, some post-processing is needed, which deletes the indicated pixels. For this purpose, we use thinning [8]. Thinning is a morphological
operator that is used to remove pixels, which are in our case edge pixels.
Thinning uses the 3x3 filter kernels of Figure 7.2(b). All pixels in the edgemap are first thinned by the left-hand kernel, then by the right-hand kernel, and
finally with the remaining six 90°-rotations of the two kernels. In the kernels,
a 1 denotes an edge pixel and a 0 denotes a non-edge pixel. A blank position
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Figure 7.1: Example of an edge-map.
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(a) Some edge pixels connect to more than (b) Thinning kernels to remove these pixels.
two other edge pixels.

Figure 7.2: Using thinning to remove pixels connected to more than two other
edge pixels.
matches both a 1 and a 0, it is a "don't care". For each pixel in the edge-map,
the kernel is centered around this pixel. If the pixels in the edge-map match
the corresponding pixels in the kernel, the center pixel in the edge-map is set
to zero. Usually, thinning is repeated until convergence. This is needed when
the lines to be thinned are thicker than one pixel, which is not the case with
the Canny edge detector. Hence, it is sufficient for us to apply the thinning
operation only once.
The left-hand kernel of Figure 7.2(b) removes the pixel indicated in the lefthand edge of Figure 7.2(a), and the right-hand kernel of Figure 7.2(b) removes
the pixel indicated in the right-hand edge of Figure 7.2(a).

7.2

Chain detection

In the previous section, the edge-map was created. In order to do polyline approximation, the edge-map is divided into chains. A chain is a run of connected
edge pixels without branches, so each edge pixel has only two neighbors. Chain
detection finds these runs.
The edge-map is scanned from left to right, top to bottom for a starting
pixel. A starting pixel is a pixel with only one neighbor. This means closed
loops of pixels and single pixels are not detected. The next edge pixel is found
by proceeding to the single neighbor of the starting pixel. Each visited pixel is
50
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Figure 7.3: Thinning is necessary to prevent premature chain ending.
marked as belonging to the chain. The next edge pixel is found by proceeding
to the unmarked neighbor of the neighbor of the starting pixel, and so on until
no unmarked neighbor can be found and the detector has arrived at the end of
a chain.
After the thinning of the previous section, it is still possible to have an edge
pixel connected to more than two edge pixels. Chain detection then assumes
that different chains connect at a T-junction. The algorithm proceeds with
one neighbor and marks the others as background. In this way, the chains are
separated. This chain separation is the reason why thinning is necessary (see
Figure 7.3). In the figure, the two top edges are not thinned. In the upper left
edge, if the detection selects the pixel indicated by the arrowhead, the detection
can't proceed because this pixel has no unmarked edge pixels left, and the
chain ends prematurely. This premature ending causes the chain detection to
make many short chains, which deteriorates the detection of object borders and
therefore object separation. The same situation of premature ending is visible
in the upper right corner of the figure. In the lower half, the thinning process
has removed the offending neighbors, so the detection does not end its chains
prematurely but continues.

7.3

Polyline approximation

When individual chains are extracted, they are approximated by connected
straight line segments, called polylines. This is necessary because the triangle
mesh representation of the depth-map consists of nodes, edges and triangles.
The line segments become a part of the edges of the triangulation. This means
no triangle of the triangulation can span a discontinuity, which would introduce
depth blur. The points of these segments become the nodes of the triangulation.
This means that nodes are only on disparity discontinuities and not in the
objects themselves. The more line segments are used, the more precise the
chains are represented and the better is the representation of the depth-map.
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Figure 7.4: Start of the polyline approximation of a chain.

(a) One line segment at the (b) Two line segments after (c) Three line segments afstart.
one iteration.
ter two iterations.

Figure 7.5: Two iterations of the polyline approximation of the chain of Figure 7.4.
The polyline approximation adds points on each chain until the maximum
distance between the chain and the polyline is beneath a certain threshold. This
threshold is called the maximum polyline deviation.
Figure 7.4 shows the start of a polyline approximation. The chain is first
approximated by a single line segment having its points at both ends of the chain.
Then, for each position on the chain, the minimum (orthogonal) distances to the
line segment are calculated. These distances are calculated using the triangle
with vertices (Xo, Yo), (Xl, YI) and (X2, Y2). The area of this triangle is
(7.1)

The area is also found using Green's theorem, with which the area of an arbitrary
polygon can be rapidly found. Green's theorem is
(7.2)

In this equation, (Xi, Yi) are the ordered vertices of the polygon and n is the
number of vertices. For simplicity of notation, the vertex (x n , Yn) is the same
vertex as (xo,Yo). Then, for a triangle, Green's theorem reduces to
1

At> = 2" IXOYI - XIYO
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+ XIY2 -

X2Yl

+ X2YO -

xOY21 ,

(7.3)
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(a) The polylines superimposed on the depthmap.

(b) The triangulation of a depth-map.

Figure 7.6: Constrained Delaunay triangulation adds edges to the polylines to
obtain a fully triangulated depth-map.
which is conveniently rewritten in determinant form,
1

A~ = -

2

Xo

Yo

Xl

YI

X2

Y2

1
1
1

(7.4)

Combining these two methods of calculating the area, the error is equal to:
Idet I
e= -d-'

(7.5)

with d being the Euclidean distance
(7.6)
Figure 7.5 shows two iterations of the polyline approximation for the chain
of Figure 7.4. At the largest right angle distance e, a node is placed and the line
segment is split into two line segments. For the second iteration, for each of the
line segments, the distance e to the chain is determined. The line segment having
the largest distance is then split. This procedure of splitting line segments is
repeated until the largest distance is below the maximum polyline deviation.
Figure 7.6(a) shows a depth-map with the corresponding polyline approximation superimposed on it. The points are on borders of objects, and the line
segments outline the objects.

7.4

Constrained Delaunay triangulation

The resulting points and line segments from the polyline approximation are
triangulated using a constrained Delaunay algorithm. Constrained means that
some edges are predefined and the Delaunay algorithm is not free to choose all
the edges between nodes. In our algorithm, the line segments become edges of
triangles in the triangulation. Constrained triangulation results in a triangulation that is most likely not Delaunay.
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Figure 7.7: Disconnection of the mesh at discontinuities.

Figure 7.6(b) shows the depth-map and the polylines of Figure 7.6(a), but
now triangulated using the constrained Delaunay algorithm. The white edges
are the polyline segments, the black edges are added by the triangulation. When
warping, the white edges disconnect, but the black edges do not.

7. 5

Node-disparity calculation

Node-disparity calculation determines the foreground and background disparities of the nodes in such a way to decrease the sum of squared errors between
the original depth-map and the reconstructed depth-map.
First, triangle plane fitting finds the optimal plane to approximate the depthmap inside a triangle. Using this plane, the optimal disparities for each triangle
node are calculated, giving each mesh node a number of disparities equal to the
number of triangles connected to it. Second, foreground-background classification calculates foreground and background disparities for each node to classify
the disparities of that node. Third, disparity calculation computes the final
foreground and background disparity for each node.
The nodes at both ends of a polyline receive only a single disparity to prevent
mesh disconnection outside disparity discontinuities in the intermediate view
renderings. Figure 7.7 shows what occurs when the nodes of a polyline are
shifted. The solid edges result from the polyline and should disconnect when
warping, the dotted edges result from the constrained Delaunay triangulation
and should not disconnect. When warping using nodes at the polyline ends with
two disparities, the dotted edges disconnect. When warping using nodes at the
ends with a single disparity, the dotted edges do not disconnect.
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Figure 7.8: Fitting a triangle to the disparity surface underneath it.

7.5.1

Triangle-plane fitting

Each triangle in the triangulation defines a plane by its node positions and
disparities. Triangle-plane fitting finds for each triangle the optimal plane to
approximate the depth-map surface inside the triangle [12]. Using this plane, the
optimal disparities for each triangle node are calculated. This fitting is shown in
Figure 7.8. The dots represent the disparity samples in the depth-map. Triangle
plane fitting minimizes the error between the plane defined by the triangle and
the disparity surface. The error function is the sum of the squared vertical
differences between the triangle plane and each disparity sample.
The method we used to minimize the error function is least squares fitting.
This method calculates the partial derivatives of the error function with respect
to each of its parameters. Equating these derivatives to zero and solving gives
us the parameters which minimizes the error function.
The error function of a triangle is derived from its plane equation, which is

ax + by + c

= d,

(7.7)

where a, b, and c are the plane parameters. The disparity d is the approximated disparity at position (x, y). The error function is the differences between
each disparity sample and the plane squared, and summed over the area of the
triangle:
e2

=

L

(axi

+ bYi + c - di )2 .

(7.8)

iEL:\.

Here, Ll the set of pixels spanned by the triangle and di is the disparity value at
position (Xi, Yi) in the depth-map. The values for parameters a, band c which
minimize the error measure are now calculated using least squares fitting.
The partial derivatives with respect to the three parameters a, band care

(7.9)
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8e 2

8b =

2( ax i + bYi

L

+c -

di)Yi = 0,

(7.10)

di ) = O.

(7.11)

iELl

8e 2
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2( ax i

L

+ bYi + C -

iELl

Rewriting these equations results in

aL x; + b L
iELl

XiYi

iELl

iELl

aL

Xi

iELl

+ bL

Xi

=

iELl

a LXiYi +b LYT
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+CL

+C LYi

=
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Yi

iELl

+ eLl
iELl

diXi,

(7.12)

LdiYi,

(7.13)

L
iELl

iELl

=

L

di ,

(7.14)

iELl

which can be put into matrix form:
LiELl
LiELl
LiELl

XiYi

Y;
Yi

LiELl
LiELl

Xi
Yi

(7.15)

LiELl 1

Solving this equation system yields the optimal a, b, and c for the triangle. The
disparities of triangle nodes are calculated by simply filling in the plane equation
with the node positions and the found plane parameters.

7.5.2

Foreground-background classification

Foreground-background classification finds for each node a classifying foreground and a classifying background disparity. Disparity calculation then uses
these disparities to classify other disparities as foreground or background.
Each node occupies a single pixel position of the depth-map and is either
on the background side or on the foreground side of the discontinuity. The first
disparity value is the disparity at the node position itself. The other disparity
value should originate from the other side of the discontinuity. Therefore, this
disparity is the disparity in the 8-neighborhood of the node that has the highest
absolute difference from the first disparity. Of these two disparities, the higher
disparity is the classifying foreground disparity and the lower disparity is the
classifying background disparity.

7.5.3

Disparity calculation

For each node, the triangles connected to it are classified as foreground or background, using the classifying disparities found in the previous section. Each
node has a foreground triangle set and a background triangle set. If a triangle
disparity is closer to the foreground disparity, the triangle is appended to the
foreground set, and if a triangle disparity is closer to the background disparity,
the triangle is appended to the background set. Each triangle has three flags
which indicate for each node whether to use the foreground or the background
disparity. If the triangle disparity was classified as foreground, the flag of the
corresponding node is set to foreground, and vice versa.
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Because a node can have only one foreground and one background disparity,
the final foreground and background disparities are calculated from the respective sets. The foreground and background disparity of a node are the weighted
averages of the disparities of the triangles in the foreground and background
triangle set respectively. The weight is the relative area of each triangle. This
means that the disparity values of large triangles are changed less than the
disparity values of small triangles. Because big triangles have a relatively big
contribution to the PSNR, we don't want them to deviate much from the optimal disparities. The foreground disparity fd i and background disparity bgi of
a node i are respectively
(7.16)
(7.17)

In these equations, FTi and BTi are the foreground and background triangle
sets of node i, respectively. A j is the area of triangle j and di,j is the triangle
node disparity of triangle j for mesh node i.

7.6

Depth-map reconstruction

A triangulation created using the algorithm of this chapter can be used to interpolate views using the method introduced in Subsection 2.3.2. Alternatively,
it can be used to reconstruct the depth-map, by drawing the disparity gradient
within each triangle of the triangulation. The results chapter (Chapter 9) uses
depth-map reconstruction to illustrate the performance of the depth-map-based
mesh method.
The gradient in each triangle of the triangulation is defined by its three
nodes and their disparities. These three nodes define a plane equation, which
defines the gradient of the triangle. The plane equation is

ax

+ by + c = d.

(7.18)

The three parameters a, b, and c are the unknown plane parameters and need to
be found. At each node position, the plane equation is filled in. This gives three
equations with three unknowns, the plane parameters. Thus, the system can
be solved. Putting these equations into matrix form gives the following matrix
equation:
(7.19)

Solving this matrix equation results in the plane parameters. In this equation,
(Xi, Yi) and di are the position and the disparity of triangle node i, respectively. Then, for each interior point of the triangle, the plane equation gives
the disparity of that point. Computing the plane equation for each triangle in
the triangulation and drawing the disparity inside each triangle produces the
reconstructed depth-map.
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Chapter 8

Depth-map-based mesh:
depth-map coding
Albeit a triangulation of a depth-map is effective for intermediate view rendering, it could also be used for compression of the depth-map. This is possible
because disparity samples at a limited number of positions are taken, and because triangles effectively model the gradients in depth-maps. This chapter
presents a method to calculate the estimate for the number of bits required to
store a triangulation. This method was used to generate the rate-distortion
graph of Figure 9.17 in the next results chapter.
The triangulation is created using Delaunay triangulation. This means the
triangulation is unique for a set of nodes, see also Subsection 2.3.1. The decoder
can thus reconstruct the triangulation using only the polylines.
The polylines could be compressed by coding the node positions of the polylines. We opted for a more flexible approach. Our compression strategy compresses the edge-map. The decoder then decompresses the edge-map. With this
edge-map, the decoder subsequently reconstructs the polylines.
We did not implement a coder and decoder, but we developed a method
to estimate the bit-rate required to save a mesh. The method computes the
estimate by using the theoretical bit per symbol, which is the self-information!,
and the theoretical average bit per symbol, which is the entropy.
The bit-stream of the coder consists of four parts:
• Start- and end-node positions,
• chain-shapes,
• node disparities,
• triangle-disparity assignments.
The decoder combines these bit-streams to retrieve the triangulation.
First, the edge-map is reconstructed. The start- and end-node position
bit-stream is decompressed. The image is scanned from left to right, from
top to bottom until a node is encountered. The first chain of the chain-shape
bit-stream is decoded and drawn until another node is reached. Now that the
IThis is sometimes called surprisal.
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first chain is drawn, the decompressor resumes scanning at the start-node of
this chain. The next node is found and the next chain is drawn. This process is
repeated until the scanning reaches the bottom right corner of the image, the
edge-map is then complete.
Second, the nodes are reconstructed by performing polyline approximation,
just like in the encoder, with the same maximum polyline deviation as the encoder. The node disparity bit-stream is decompressed and all nodes receive
their disparities.
Third, the polylines are Delaunay triangulated, reconstructing the triangulation. Each triangle has three flags indicating whether to use the foreground
or the background disparity of each of its nodes. The triangle-disparity assignment bit-stream is decoded and all triangles get their flags.
The estimates of all parts of the bit-stream added is the total estimated bitrate. The following sections describe the four parts of the bit-rate estimation in
detail.

8.1

Start- and end-node position compressor

A start-node is the first position of a chain, and an end-node is the last position of a chain. To store the positions of these nodes, a quad-tree structure is
employed. In a quad-tree, every internal node has four child nodes, hence the
name quad-tree. The root node represents the entire image. The childs of the
root node divide the image in four subimages. Each child node can again have
children, dividing a subimage again into four subimages. Each subimage has
the same size, so the height and the width of a subimage are half the height
and the width of its parent subimage. To prevent confusion with the nodes of
the triangulation, the nodes of the quad-tree are as from now on always called
subimages.
The quad-tree is generated by recursively dividing the image in four subimages until each leaf subimage contains either one or zero nodes. In order to know
the exact position of all nodes the relative position of each node in each leaf
subimage is also stored. Figure 8.1(a) shows an example of quad-tree division.
Figure 8.1(b) is the corresponding quad-tree.
The quad-tree is coded by storing the number of nodes in each subimage.
To code efficiently, the number of nodes in each of the child subimages having
the same parent subimage are coded together in a so-called block. The number
of nodes in the root subimage uses a fixed number of bits, because the total
number of nodes is unknown to the decoder. The total bit-rate is then the
bit-rate of all blocks summed together plus the bit-rate of the root subimage.
Each block codes the number of nodes in each of the child subimages originating from the same parent subimage. Suppose the parent has n nodes, and
its childs have respectively nl, n2, n3 and n4 nodes. When decoding, only n
is known from previous decoding steps. subimage I can contain 0 to and including n nodes, giving n + 1 possibilities. Consequently, log2(n + 1) bits are
needed to store the number of nodes in subimage 1. After receiving the bits of
the first subimage, nl is also known. subimage II can contain 0 to and including
n - nl nodes, giving n + 1 - nl possibilities. Consequently, log2(n + 1 - nd
bits are needed to store the number of nodes in subimage II. Likewise, the
third subimage needs log2(n + 1 - nl - n2) bits. The fourth subimage does not
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Figure 8.1: Employing quad-tree structures to store node positions.
need any bits, because the number of nodes in the parent subimage is known
and the number of nodes in the other three child subimages are also known.
For example, to store the subimages on the left-hand side of Figure 8.1(a),
log2(15 + 1) + log2(15 + 1 - 3) + log2(15 + 1 - 3 - 6) bits are required. The
subimage on the right-hand side shows the division of subimage I on the lefthand side.
Each leaf subimage of the quad-tree has either one or zero nodes. If a
subimage contains one node, the position of the node relative to the subimage is
stored. Suppose the width and height of the subimage are wand h, respectively,
then log2 w+log 2 h bits are required to store this relative position. If a subimage
contains zero nodes, nothing extra is stored.
To show that this algorithm can store node positions more efficiently then
trivially storing the horizontal and vertical coordinates of each node, a special
case is analyzed. For this case, the bit-cost for the algorithm is compared to the
bit-cost of trivial storage. This case makes three assumptions to simplify the
calculations, and these are:
• All nodes are uniformly distributed over the image. This means that each
subdivision divides the nodes in a subimage equally over the four child
subimages.
• For the image width and height holds
w

=

h

=

2 r , r EN.

(8.1)

• The number of nodes equals

(8.2)
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and it follows from the first assumption that the depth of the tree is p.

The bit-cost of the tree is the bit-cost of all blocks summed together. Therefore, first the bit-cost of a single block is determined. Because of the uniform
distribution, all blocks at a certain depth in the tree have the same number of
nodes. The block depth of a block is defined to be equal to the depth of the
nodes in the block minus one, Figure 8.1(b) shows the relation between block
depths and normal depths. 2 We define the block depth to simplify further calculations. The depth is p, thus the block depth is p - 1. Each block depth i
contains ~ nodes. The bit-cost bi to store one block at block depth i is

= 10g2 ( ; + 1) + 10g2
n

(~;

+ 1) + 10g2

3n

(~; + 1)

In

< 10g2 2 4i + 10g2 2 4 4i + 10g2 2"2 4i
n
4'

=

3n
In
44'
24'
.31
3log 2 n - 3log2 4t + 10g2 4 + 10g2 "2

=

6p - 6i

= 10g2 -..,. + 10g2 - -..,. + 10g2 - -..,. + 3

bi

+3

+ 10g2 3.

(8.3)

The bit-cost bi is actually an upper bound to simplify calculations. To calculate
the bit-cost of the tree, the number of bits required for each block depth is
calculated and summed over all block depths. Block depth i contains 4i blocks
with bit-cost bi each. The bit-cost of the entire tree is then:
p-l

btree

=

p-l

L 4 b = L 4 (6p i

i

i

i=O

6i

+ 10g2 3)

i=O
p-l

= (6p + 10g2 3)
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i

i=O

-

6

L i4i
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1 - 4P
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= (6p + 10g2 3)1=4 - 6
(1 _ 4)2
1 - 4P

= (6p + 10g2 3)----=3 - 6
=

(4 P

2

-

1)(2"3

1

4 + 4P (3p - 4)
9

+ "3log2 3) -

2p.

(8.4)

The second sum in the previous equation is a Gabriel's Staircase and is explained
in Appendix A. All leaf subimages of the tree have one node. The depth of the
tree is p, so the dimensions of the leaf subimages are 2- P times the dimensions
of the root subimage, which are both 2 r , thus the sizes of the leaves are 2(r-p)
by 2(r-p). Just storing the horizontal and vertical coordinates requires 2(r - p)
bits per leaf. The total number of bits for storing leaf subimage positions in 4P
leaves is
(8.5)
bteaves = 4 P 2(r - p).
So the total bit-rate is
bquad-tree

-.,-------------2 Notice
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= btree + bteaves·

that this tree does not satisfy the assumptions for the special case.

(8.6)

8.2 Chain-shape compressor
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The bit-rate for the quad-tree compression is just derived. Now it is compared with the case of trivially coding all node positions by storing the horizontal
and vertical coordinates of each node. This bit-rate is then
btrivial

= n(r + r) = 4P2r = 4P2p + 4P2(r - p).

To make the following calculation easier, the bit-cost
by
bquad-tree

(8.7)

bquad-tree

is upper bounded

< 4P(2~ + ~ log2 3) + 4P2(r - p).

(8.8)

If p » 1, bquad-tree approaches this upper bound. If the algorithm achieves
some compression, the upper bound of the bit-rate should be lower than for the
trivial case, thus
bquad-tree

2
4P(2"3

+ C < btrivial

1

+ "3log2 3) + 4P2(r 2
4P(2"3

p) < 4P2p + 4P2(r - p)

1

+ "3log2 3) < 4P2p

2

1

2"3

+ "3 log2 3 < 2p

1
1"3

+ "6 log2 3 < p

1

1.60

9.16

<P
< 4P = n

(8.9)

In this equation, bquad-tree + C is the upper bound of the bit-cost bquad-tree'
Now we have proven that if the nodes are uniformly distributed, the number
of nodes n is a power of 4 and the image dimensions wand h are equal and a
power of two, the quad-tree method outperforms the trivial method when for n
holds
(8.10)
n> 9.16.
Notice that the actual dimensions wand h have no influence on this result.
This calculation is only shown to prove that compression using this method is
at least possible for a special case.
The bit-rate estimator works by implementing the quad-tree subdivision,
just like an encoder, but instead of storing bits it makes an estimate of the
bit-rate.

8.2

Chain-shape compressor

The chain-shape compressor only stores the chain shapes and not the start and
end positions of the chains, this is already done by the start- and end-node
position compressor. Also, there is no symbol indicating the end of a chain, the
chain-shape decompressor reaching an end node signals the ending of a chain.
The chain-shape compressor differentially codes the directions in which the
chain detection of Section 7.2 proceeds. Figure 8.2(a) indicates each direction
the chain detection can proceed, with the directional code assigned to each direction. Each code is equal to the corresponding angle divided by 45°. The
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Figure 8.2: Chain directions and codes.
difference between the current direction and the prediction of the current direction is entropy coded and is

d(n) = a(n) - &(n).

(8.11)

Here, n is the n-the pixel of a chain, &(n) is the prediction for the direction
a(n), which in our case is simply the previous direction, a(n - 1), thus

d(n)

=

a(n) - a(n - 1).

(8.12)

This is the difference between the current directional code and the previous
directional code, and is the change in directioIl. This difference has a range
of d( n) E [-7, 7], some of these values correspond to the same angle 3 and are
converted using
d'(n) = { d(n) + 8 , d(n) < -4
(8.13)
d(n) - 8
d(n) > 3
The range of d( n) is now reduced to d' (n) E [-4, 3]. Figure 8.2(b) shows the
differential codes for each direction for the case that the previous direction was
straight up, which corresponds to an absolute line directioIl of 45°.
A histogram hs( i) is made for all occurring values of d' (n). The histogram
is almost symmetrical about zero, thanks to the conversion in Equation (8.13),
which places zero in the middle of the interval. The probability of each possible
difference value i is
.
hs( i)
(8.14)
p(z) = 'L;=o hs(j) .
With these probabilities, the entropy of the difference signal d' (n) is
7

H

= - LP(i)log2P(i).

(8.15)

i=O

The entropy is the minimum number of bits that are needed to store one difference. The first direction cannot be differentially encoded because there is no
3This is modulo arithmetic.
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previous direction. This direction is therefore coded with 3 bits. The entropy
multiplied by the number of pixels in all chains is the minimum number of bits
required to store the chain shapes.
7

b = H·

L hs(j) + 3 ·ILI·

(8.16)

j=O

In this equation, b is the number of bits required to store the edge-map and L
is the set of all chains found by the chain detection.

8.3

Node-disparity compressor

After the algorithm steps described in the previous two sections, the edge-map
is complete. Next the node positions are reconstructed by performing polyline
approximation, just like in the encoder using the maximum polyline deviation
of the encoder. Next, the disparities of the nodes are needed. This is handled
by the node-disparity compressor.
The node disparities of each polyline are differentially coded. Each node on
a polyline has two disparities, except the start and end nodes, which have only
one (Section 7.5). The difference signal is the difference between the foreground
disparity of the current node and the foreground disparity of the previous node
plus the difference between the background disparity of the current node and
the background disparity of the previous node. The disparity of the first node is
coded with 8 bits. For the next node, the foreground disparity is differentially
coded and the background disparity is encoded using 8 bits. For the rest of
the nodes the foreground disparities as well as the background disparities are
differentially coded.
Also here a histogram hs is created for all the disparity differences. To make
a histogram that can be used for more than one depth-map triangulation, this
histogram is adjusted, giving a coding histogram hScoding. All histogram indexes
having zero occurrences are changed to having one occurrence. This ensures
that a codeword is always available for these (unprobable) occurrences when
compressing another depth-map triangulation with this histogram. Then the
coding histogram is filtered with a 5-taps filter to smooth it. The probabilities
are taken from the coding histogram:
hScoding (i)

') _

p(z -

511

' •

(8.17)

Lj=o hScoding (J)

The codeword lengths of the difference values i are the self-informations of these
difference values, calculated using the probabilities p( i) in the equation above,
Each difference i occurs hs(i) times, thus the bit-rate equals
511

bdiff

=

L

-hs(i) logzp(i).

(8.18)

i=O

The total number of bits needed to store all node disparities is
b

=

bdiff

+ 21LI· 8,

(8.19)

where again L is the set of all chains.
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Triangle disparity assignment compressor

At this point, all data about the nodes is known, and the nodes can be Delaunay
triangulated. Because this triangulation is unique for a given set of nodes, the
triangulation is the same as the one at the encoder. Now the number oftriangles
and their location are known. Each triangle has tree flags which indicate for
each triangle node whether to use the foreground disparity or the background
disparity. Next, these flags are needed to complete the mesh representation.
Concatenating these flags gives a three bit value. A histogram like in Section 8.2 is created using all these values of all triangles. From the histogram
we saw that triangles using only the foreground disparities and triangles using
only the background disparities occur much more often than other combinations.
The histogram is therefore not flat and thus compression can be achieved. From
this histogram, the entropy H is calculated. The total number of bits required
is then
(8.20)
b=HITI,
with T the set of triangles.
Adding all bit-rate estimates from the four sections produces the expected
amount of bits required to save the depth-map triangulation.
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Chapter 9

Depth-map-based mesh:
test results
This chapter presents results which were obtained with the depth-map-based
mesh method, in order to evaluate the performance of this method. Section 9.1
shows pictorial results pictures for subjective evaluation. Section 9.2 shows two
graphs for objective evaluation. Graphs of the distortion as a function of the
maximum polyline deviation and the distortion as a function of the rate are
drawn. The distortion measure is the PSNR.
The data sets shown in Figure 9.1 were used for testing. The motivations
for using these data sets are as follows.
poster This is a simple data set with five planes. These planes can be effectively

approximated by triangles, so the compression should yield a high PSNR.
teddyH This is the data set that was used for testing throughout the graduation

project. The depth-map-based mesh method was developed using this
data set, so the PSNR should also be quite good.
tsukuba This is a more complex data set, it is difficult to process because the

depth-map has narrow areas, like the legs of the camera and the arms of
the lamp.
tsukuba_estimated To make it even more difficult, an estimated depth-map
of tsukuba was used to assess the performance when the depth-map is

not perfect. This is a realistic test, because ground-truth depth-maps are
generally not available, only an estimation of the ground-truth is available.
All data sets were downloaded from the Middlebury Stereo Vision Pagel. A
data set consists of several pictures taken at different camera viewpoints and
the corresponding depth-maps at these viewpoints.

Ihttp://cat.middlebury.edu/stereo
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(a) poster (image).

(b) poster (depth-map).

(e) teddyH (image).

(d) teddyH (depth-map).

(e) tsukuba (image).

(f) tsukuba (depth-map).

(g) tsukuba_estimated
age).

(im- (h)
tsukuba_estimated
(depth-map).

Figure 9.1: The depth-maps and the corresponding images of the used data sets.

9.1

Resulting pictures

This section shows pictures generated by the depth-map-based mesh method to
obtain an impression of the performance and to notice any possible weaknesses.
For three of the four data sets, several pictures resulting from the depth-mapbased mesh method are shown. Throughout this section, we used a maximum
polyline deviation of 1.0.
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teddyH

Figure 9.2: Depth-map of the teddyH stereo data set.

Figure 9.3: Reconstructed depth-map of the teddyH stereo data set.
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Figure 9.4: Triangulation superimposed on the depth-map of the teddyH stereo
data set.

Figure 9.5: Error-map of the depth-map and its reconstruction of the teddyH
stereo data set. It shows the logarithm of the difference between every pixel in
the depth-map and the corresponding pixel in its reconstruction.
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Figure 9.6: Left-view rendering of the teddyH stereo data set.

Figure 9.7: Right-view rendering of the teddyH stereo data set.
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tsukuba

Figure 9.8: Depth-map of the tsukuba stereo data set.

Figure 9.9: Reconstructed depth-map of the tsukuba stereo data set.
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Figure 9.10: Triangulation superimposed on the depth-map of the tsukuba
stereo data set.

Figure 9.11: Error-map of the depth-map and its reconstruction of the tsukuba
stereo data set. It shows the logarithm of the difference between every pixel in
the depth-map and the corresponding pixel in its reconstruction.
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tsukuba_estimated

Figure 9.12: Estimated depth-map of the tsukuba_estimated stereo data set.

Figure 9.13: Reconstructed depth-map of the tsukuba_estimated stereo data
set.
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Figure 9.14:

Triangulation superimposed on the

depth-map

of the

tsukuba_estimated stereo data set.

Figure 9.15:

Error-map of the depth-map and its reconstruction of the

tsukuba_estimated stereo data set. It shows the logarithm of the difference

between every pixel in the depth-map and the corresponding pixel in its reconstruction.
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When studying the images of this section, statements about the performance
of the depth-map-based mesh method can be made.
For teddyH, the reconstructed depth-map (Figure 9.3) resembles well the
depth-map (Figure 9.2). The disparity discontinuities are accurately modeled.
The triangulation (Figure 9.4) shows that the polylines accurately approximate
the disparity discontinuities. The objects in the intermediate-view renderings
(Figures 9.6 and 9.7) are separated from each other at the disparity discontinuities, thereby preventing the deformation of the texture around objects and
leaving black pixels. The rendering quality inside objects is also good.
Some problems are visible in the view renderings and the depth-map reconstructions and are discussed below.
• For tsukuba, the disparity assignment of many triangles is incorrect.
These triangles use a wrong disparity of some of their nodes, resulting
in big errors. This is visible when comparing the depth-map (Figure 9.8)
and the reconstructed depth-map (Figure 9.9), and this is even better visible in the error-map (Figure 9.11). This explains the lowest PSNR for
this data set, which is shown in the next section. There was no time to
analyze the reason why the incorrect disparities are chosen.
• Smooth changing gradients in objects are not well modeled. This is because nodes are only placed on detected disparity discontinuities. In the
teddyH data set this is the most visible in the nose of the teddy-bear. In
the original depth-map of (Figure 9.2), the nose is visible, in the reconstructed depth-map (Figure 9.3), the nose has become flat. Again, this is
more clearly visible in the error-map (Figure 9.5). This problem can be
solved by adding nodes outside disparity discontinuities, using for example
the mesh refinement concept of the view-based mesh method.
• It is visible in the error-maps of all three pictured data sets (Figures 9.5,
9.11 and 9.15) that the disparity discontinuities have white dots along
them. In the rendered views, this manifests as if the objects are incorrectly "cut out". In this case, pixels of the background really belong to the
foreground object, or pixels of the foreground really belong to the background object. This is because the polylines are not accurate enough.
This inaccuracy could be caused by the polyline approximation, the discontinuity detection, or the depth-map being not precise enough.
• When observing the view renderings of teddyH in Figures 9.6 and 9.7, the
mesh disconnection is not perfect. Triangles still connect the background
to the foreground and "stretch" when the picture is warped for rendering.
In the triangulation, these triangles are very narrow. We suspect that the
triangle plane fitting for these triangles is unreliable, causing this effect.

9.2

PSNR graphs

This section presents two graphs for objective evaluation. Graphs of the distortion as function of the maximum polyline deviation and the distortion as
function of the rate are drawn. The distortion is the difference between the
original depth-map and the reconstruction of this depth-map. The distortion
measure is the PSNR. The resulting graphs are discussed.
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Maximum polyline deviation-elistonion graph for three of the four data sets
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Figure 9.16: Maximum polyline deviation-distortion graph for three of the four
data sets.

9.2.1

Deviation vs. PSNR

Figure 9.16 shows the graph of the distortion as function of the maximum polyline deviation. The lower the maximum polyline deviation is, the higher the
PSNR.
When looking at the graph of the poster data set, at both ends of the graph,
the PSNR stays constant with a changing maximum polyline deviation. Above
deviation 3 and below deviation 0.2 the PSNR is constant. At the left end, the
deviation is so small that the polylines approximate the chains perfectly and
decreasing the deviation further does not add any nodes, so the PSNR stays
constant. At the right end, the deviation is so high that each polyline consists
of a single segment, with points at the ends of its chain only. Increasing the
deviation further has no effect. This means that varying the deviation varies
the PSNR between a lower and an upper bound.
It is surprising that the PSNR for tsukuba_estimated is higher than the
PSNR for tsukuba. The estimated depth-map should be more difficult to model
due to more non-smooth areas and other errors. The reason for this is that the
disparity assignment of many triangles is wrong for the tsukuba depth-map,
but not for the tsukuba_estimated depth-map. This is visible when comparing
the error-maps oftsukuba (Figure 9.11) and tsukuba_estimated (Figure 9.15).
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Rate-distortion graph for the four data sets
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Figure 9.17: Rate-distortion graph for the four data sets.

9.2.2

Bit-rate vs. PSNR

The most important graph for a compression algorithm is the rate-distortion
graph. Figure 9.17 shows these curves for all four data sets.
The PSNR for poster is the highest of all data sets, because the method
can model the planar disparity gradients of this data set well. As discussed
before, the PSNR for tsukuba_estimated is higher than for tsukuba. The required bit-rate is also higher, because the triangulation for tsukuba_estimated
(Figure 9.14) is more complex that the one for tsukuba(Figure 9.10).
It is interesting to notice that the maximum attainable PSNR varies largely
with the chosen data sets. For example, the poster data set reaches 42 dB,
while tsukuba only yields 29 dB. In general, the maximum PSNR depends
on the complexity of the scene. Scenes with many object borders and objects
containing non-planar disparity gradients have a lower maximum PSNR than
scenes with few object borders and objects that can be effectively modeled with
triangles.
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Chapter 10

Conclusions &
recommendations
This graduation report has presented two methods which were developed to
render intermediate views between the left and the right view of a scene. Both
methods employ meshes to render intermediate views, but differ in the approach
they take to generate a mesh representation of the depths in the scene. This
chapter presents the conclusions and recommendations for both approaches, i.e.
the view-based mesh method and the depth-map-based mesh method.
Let us briefly summarize some implementation details prior to discussing
the conclusions and recommendations of each method. Both algorithms were
implemented in C++ on a Unix operating system as command-line programs.
We used LibVideoGfx 1 for video processing and the GNU Triangulated Surface
Library (GTS)2 provided the Delaunay algorithm. We used the lossless PNG
image format in order not to loose accuracy because of quantization errors.
Moreover, we employed the grayscale version of PNG so we did not loose accuracy because of conversions between RGB color-space and grayscale color-space.
We used the double-linked list class provided by the C++ Standard Template
Library (STL) to store the nodes, edges and triangles. A double-linked list is
more flexible than an array when deleting items. When using an array, pointers
to other items may change, which is not the case with a double-linked list.

10.1

View-based mesh method

This method uses the left view and the right view to generate a mesh representation. It constructs a mesh on the left view and warps the meshed left view to
match as closely as possible the right view. Then, the mesh is refined to improve
the matching and the left view is again warped using the refined mesh to match
the right view. This refinement and subsequent matching is repeated until the
matching is accurate enough. The node disparities of the mesh which give the
best matching are directly related to the depths at the node positions. Then,
by linearly interpolation of the depths inside the triangles, the mesh becomes a
representation of the depths.
Ihttp://vca.ele.tue.nl/farin/software/libvideogfx
2http://gts.sourceforge.net
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The execution speed of the view-based mesh method implementation is not
very high. It is in the order of tens of minutes on a 3-GHz P-IV computer,
when generating the pictures for the teddyH data set in Section 5.1. The meshmatching should terminate when no nodes move anymore, this seems not to
work always. Fixing this should improve the speed. Moreover, the function
which calculates the error between the warped left-view texture and the rightview texture of each warped triangle could be made faster by developing an
implementation using SIMD instructions 3
The conclusions for this method are:
• The intermediate-view rendering quality is good. It is especially good in
areas containing smooth disparity gradients with no disparity discontinuities.
• The right-view reconstruction accuracy is good. For the teddyH data
set, a Peak Signal-to-Noise Ratio (PSNR) between the right view and the
reconstructed right view of 31.6 dB has been achieved.
• The intermediate-view rendering quality is not so good in background
areas of disparity discontinuities. It proved to be difficult to accurately
model disparity discontinuities using a mesh with this method. We tried
post-processing the mesh by adjusting it to improve the modeling, but we
were not satisfied with the results.
The recommendations for this method are:
• The view-based mesh method can be used in applications where the intermediate-view position is close to the left-view position. In this case,
distortions around disparity discontinuities are not so noticeable.
• Mesh matching can be incorporated into other algorithms. The mesh
matching part performs well, as proved by the high accuracy of the rightview reconstructions. For example, it can be used to track objects using
a predefined mesh between video frames or between different views of a
multiview image.

10.2

Depth-map-based-mesh method

This method was developed because it was difficult using the view-based mesh
method to obtain a good mesh representation. The depths around object boundaries were not well modeled. The view-based mesh method tries to directly
generate a mesh representation from the left and right view.
The depth-map-based mesh method uses instead a two-step approach. First,
another algorithm generates a depth-map using the left view and right view.
Second, the depth-map is modeled using a mesh, focusing on modeling the
depths around object boundaries. Because the mesh is an efficient representation
of the depth-map, the depth-map can be compressed by compressing the mesh.
Realizing this, we developed a method to compress the depth-map using the
mesh.
3Examples are MMX(Intel x86), AltiVec(PPC) and VIS(SPARC).
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The algorithm is an order of magnitude faster than the view-based mesh
algorithm. It is in the order of minutes on a 3-GHz P-IV computer when generating the pictures for the teddyH data set in Section 9.l.
The conclusions for this method are:
• Intermediate-view rendering quality is high. The objects in the scenes
disconnect accurately at their object boundaries.
• Reconstructed depth-map subjective quality is high. The disparity discontinuities are well modeled and sharply represented.
• Good rate-distortion performance is achieved for the depth-map compression. For the teddyH data set, 40.1 dB at 0.067 bit/pixel is possible.
The depth-map-based mesh method already performs well, but the modeling of the depth-map and thus the intermediate-view rendering quality can be
improved by:
• Adding nodes inside objects. When varying the accuracy, the PSNR of the
depth-map reconstruction varies between a lower and an upper bound.
This is because nodes can only be added on disparity discontinuities. To
improve the PSNR above the upper bound, nodes should be added outside
disparity discontinuities, thus inside the objects.
• The use of special, or even degenerated forms of triangles, which enables
triangle edges to follow difficult disparity discontinuities accurately. Disparity discontinuities are now represented by straight triangle edges. If
edges can have an arbitrary shape, the modeling of the discontinuity improves and less edges and nodes are needed to model the discontinuity.
The edge shapes do not introduce extra bit-costs because they can be
derived from the edge-map, which is sent in any case.

This novel method performs so well that a scientific paper was submitted to a 3D-TV conference (3DTV-CON 2007). This paper is included
in Appendix C. This paper discusses the following contributions of the
method:
- Two disparities per node. Two disparities per node provide efficient
discontinuity modeling and mesh disconnection when rendering intermediate views.
- Edge placement along disparity discontinuities. In this way no triangle can span across a discontinuity, which would lead to depth blur.

10.3

Final conclusion

It has been found that it is better to base a mesh representation on the depthmap than to derive it directly from the left and right view. The view-based mesh
method directly constructs the mesh representation using the left and right view.
The resulting mesh representation does not model the depths around object
borders very well. Instead, the depth-map-based mesh method derives its mesh
representation from a known depth-map. In this case, the mesh representation
models the depths around object borders more accurately.
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Appendix A

Gabriel's Staircase
Gabriel's Staircase is the sum
00

l:: kr k = r + 2r z + 3r

3

+ 4r 3 + ... ,

(A.l)

k=O

which converges to
00

l::
= (1 ~ r)z·
k=O

(A.2)

We want to know this sum over a finite interval, from 0 to n - 1. Therefore
we need to subtract the sum from n to infinity from the sum from 0 to infinity.
The sum from n to infinity is:
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l:: kr k = nrn + (n + l)r(n+l) + (n + 2)r(n+Z) + ...
k=n
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Subtracting Equation (A.3) from Equation (A.l) produces the desired result:
n-l
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Appendix B

Bilinear interpolation
The view renderer texture maps warped triangles to render intermediate views.
The texture mapping uses affine transformations to locate pixel positions in
the left view. These positions are usually not on integer positions, therefore
the pixel values at the positions are interpolated from neighboring pixels. The
interpolation we used is bilinear interpolation.
Figure B.l shows the three linear interpolation steps comprising bilinear
interpolation. The pixel values F(XI' yI), F(X2' YI), F(XI' Y2) and F(X2' Y2) are
known. Suppose the value F(x, y), with Xl :s; X :s; X2 and YI :s; Y :s; Y2, is to
be calculated using bilinear interpolation. First, the two values on the top and
bottom row are linearly interpolated:

X2 - X
F(XI' yd
X2 - Xl
X2 - X
F(x, Y2) =
F(XI' Y2)
X2 - Xl
F(x, yI)

y

=

XXX2 -

+ X2

Xl

+

Xl

Xl

Xl

F(X2' YI),

(B.l)

F(X2' Y2).

(B.2)

: F(x,Y)

------- --------------e--------------------- -------

Ii
\ \ F(A.y,)

Figure B.l: The value F(x, y) is calculated using bilinear interpolation, which
comprises three linear interpolation steps.
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Second, these interpolants are used to linearly interpolate F(x, y);

F(x, y) =

Y2 - Y
F(x, YI)
Y2 - YI

+

Y - YI
F(x, Y2)'
Y2 - YI

(B.3)

In our application, we interpolate the value F(x, y) from the four closest pixels on integer positions. The constraints on these positions result in a simplified
expression for F(x, y). The positions of the closest pixels are calculated using

(B.4)

The fractional parts of x and yare
~x =

x - Xl,

(B.5)

~Y=Y-YI'

Equations (B.1), (B.2) and (B.3) simplify to respectively

F(x,Yd
F(x, Y2)
F(x,y)

(l-~x)F(Xl,Yl)
~X)F(Xl, Y2)
(l-~y)F(x,YI)

= (1 -

+
+
+

~XF(X2,yd,
~XF(X2, Y2),
~yF(X,Y2)'

(B.6)

Combining these equations gives the following expression for the bilinear interpolant F(x, y):

(1 -

F(x, y)

+
+
+
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~x)

~x
(1- ~x)

~x

(1 (1 -

~y)

~y)

~Y
~Y

F(Xl,Yd
F(X2,Yd
F(XI, Y2)
F(X2' Y2)'

(B.7)

Appendix C

3DTV-CON paper
The next pages include the scientific paper which was submitted to 3DTVCON 2007. It describes the depth-map-based mesh method of this graduation
report.
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ABSTRACT
A common way to represent 3-D images is to send the textureimage and a corresponding depth-image. This paper presents
a depth-image representation employing triangle meshes that
provides high compression factors and directly enables fast
intermediate view rendering on commodity graphics hardware.
Previous mesh-based representations did not consider the fact
that assigning wrong depth values along object boundaries results in well-observable artifacts in the intermediate-view rendering. We approach this problem by assigning two depth values per node to better model sharp depth discontinuities. Furthermore, we ensure that mesh-edges are placed along object
borders, preventing that triangles span both background and
objects at the same time. The results show good intermediate view rendering quality, objectlbackground separation, and
good rate-distortion performance up to about 40 dB PSNR at
a bit rate of 0.05 bits/pixel.

Index Terms- mesh generation, image coding, stereo vision, three-dimensional displays.
1. INTRODUCTION
A mesh is a division of a 2-D domain into non-overlapping
polygons[l]. Usually, the mesh is composed out of triangles
to simplify the computations. Meshes are commonly used
to represent depth-images by assigning a disparityl value to
each node in the mesh. The triangle area is then linearly interpolated from the disparity at its nodes. Because this significantly reduces the number of samples to be sent, high compression ratios can be achieved. Furthermore, the triangulation of the image allows a direct implementation on graphics
hardware, thereby as a bonus providing a computationally efficient intermediate-view rendering.
There are different ways to construct a mesh. Most methods base the mesh construction on the texture images, implicitly computing the depth during mesh construction [2, 7]. Because depth-estimation by itself is a complicated problem, the
1In

this paper, we use the terms depth and disparity interchangeably.

2 LogicaCMG Netherlands
PO Box 7089, TSE Eindhoven
5605 JB Eindhoven, Netherlands
p.h.n.de.with@tue.nl

disadvantage of these mesh-construction techniques is that the
resulting depth-image has a low quality. A better approach is
an algorithm based on two stages. First, a depth-image is generated from the multiview images with specialized algorithms
[3]. In a second step, this depth-image is represented with a
triangular mesh [4]. Using this two-step approach, the depthimage representation can be more accurate and depth discontinuities can be sharply modeled, because they are readily discernible in the depth-image.
The method proposed in this paper also employs the twostep approach. However, we extend the usual triangular-mesh
representation with two new contributions:
• Two disparities per node: It is essential to maintain
disparity discontinuities in order to avoid connecting
independent objects to each other. This effect cannot
be achieved with a fully connected mesh. Hence, we
allow for two disparity values per node, such that triangles connected to a node can choose to use either of the
disparity values.
• Edge placement along discontinuities: It must be ensured that the mesh is constructed such that triangles
do not span across the discontinuity. We achieve this
by constraining the triangulation such that it always includes edges along the discontinuity.
The paper is organized as follows. First, Section 2 presents
the construction of the mesh based on the depth-image. Section 3 proposes a coding scheme for the obtained data, and
we estimate the bit rate required to code a depth-image using our representation. Finally, Section 4 presents results and
Section 5 draws conclusions.

2. ALGORITHM TO CONSTRUCT THE
DEPTH-IMAGE MESH
We have observed that depth-images usually comprise planar
gradients within objects, separated by sharp discontinuities.
For the subjective quality of the intermediate-view rendering,

(a) Using narrow triangles.

(b) Using polylines (bold line).

Fig. 1. Two methods to model discontinuities.

disparity

k..

Fig. 2. Two disparities per node at discontinuities. The triangles are unconnected.
the exact reconstruction of the object border is more critical
than the exact disparity within the objects. Therefore, our algorithm focuses on modeling the discontinuities and not on
modeling the small detail within objects. Mesh nodes are
placed exclusively on object borders.
One way of handling disparity discontinuities is to place
narrow triangles along edges, as shown in Figure l(a). Nodes
are then placed closely along the foreground and background
side of the discontinuity. The high gradient in the narrow triangles simulates the discontinuity. The narrower these triangles are, the better the approximation of the discontinuity.
When their width is reduced, their gradients become steeper,
until they reduce to lines and their gradients become infinity,
as shown in Figure l(b). The proposed algorithm uses these
idealized polylines to represent the degenerated triangles.
This polyline is a fixed part of the triangulation and as
such ensures that no triangle crosses the discontinuity. The
additional mesh-edges are added with a constrained Delaunay triangulation algorithm. Each polyline node receives two
disparity values [5]; one for the foreground object and one
for the background. Having two disparities per node, the
foreground triangles can use the foreground disparity, while
the background triangles can use the background disparity, as
shown in Figure 2. This implicitly disconnects the mesh along
the discontinuity, which prevents that triangles around depth
discontinuities will stretch or squeeze in the view interpolation.
The algorithm proceeds in the following steps. First, a

Fig. 3. Mesh superimposed on the ground-truth depth-image
of the teddyH stereo data set. The white and black edges resulted from the chain approximation and the constrained Delaunay triangulation, respectively.
discontinuity detector finds depth discontinuities in the depthimage, resulting in an edge-map. Afterwards, a chain detector finds chains of connected edge pixels and a chain approximator models them with a sequence of straight line
segments. The constrained Delaunay triangulation starts
with the line segments obtained in the last step and adds more
edges to obtain a full triangulation. Finally, a disparity assignment computes the two disparity values for each node
such that the modeled depth approximates well the input depth
image. Furthermore, it decides for each node of a triangle
whether to use the foreground or background disparity.
2.1. Mesh construction
Mesh construction starts with finding the discontinuities in
the depth image. We have adopted the Canny edge detector for this because it gives one-pixel wide lines. Connected
edge-pixels are separated into chains and if needed, chains are
separated at T-junctions. Note that now every edge-pixel has
exactly two neighbors except at the start and end, where there
is only one neighbor. Each chain is then approximated by a
sequence of line segments, which then constitutes a polyline
along the discontinuity. Starting from this polyline, the complete mesh is built using a constrained Delaunay triangulation. Constrained means that some edges of the triangulation
are predefined.
2.2. Node-disparity computation
After the mesh geometry is defined as described in the previous section, two disparities are computed for each node. First,
a linear function d' (x, y) = ax + (3y + I is fitted with a leastsquares algorithm to the disparity values d(x,y) in the triangle area, where a, (3, and I are the function parameters [6].
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Fig. 4. Quad-tree representation of end-point positions.

Instead of using these function parameters, we usually work
with the disparity values at the nodes. Note that the three disparity values at the node positions are sufficient to recompute
the parameters.
Second, the disparities of all the triangles incident at one
node are clustered into two sets. The two final disparities that
are assigned to the node are defined as a weighted average
value over each of the two sets. The weight is proportional to
the area of the corresponding triangle.
An example result of the obtained mesh geometry is depicted in Fig. 3.

3. COMPRESSION OF THE DEPTH-IMAGE MESH
The mesh representation is attractive for compression because
the nodes sample only a very limited number of disparity values. The remaining disparity values are filled in accurately by
the interpolated gradients.
Instead of sending the mesh node positions, our coder
sends the chains of discontinuity edges. The decoder can then
reconstruct the full edge-map. When employing the same
chain approximator as the encoder, the decoder can recover
the node positions and afterwards the full mesh geometry,
again using a constrained Delaunay triangulation, Sending the
full edge-map has the advantage that the decoder can choose
to approximate it with a polyline of higher accuracy, resulting
in a more exact definition of the object boundary.
The discontinuity edges are coded as follows. First, the
two end-points of all chains are transmitted, and afterwards,
the chains between a pair of points are sent.
The chain end-points are coded jointly, using a quad-tree
structure. The root node represents the entire image, the four
child nodes subdivide the area of the parent node into four
equally sized sub-areas. Furthermore, each node is attributed
with the number of end-points within its area. Starting with
the root node, the quad-tree is recursively sub-dividing the
image area into four sub-images until each leaf node contains
either one or zero end-points. Figure 4 shows an example of
such a quad-tree division.
To store the quadtree, the number of end-points in each
node of the quadtree is saved in a depth-first ordering. The
number of end-points in the root node is coded with a fixed
number of bits. The number of end-points in each of its child

Fig. 5. Reconstructed depth-image of the teddyH image.

nodes can be coded efficiently, since it is known that the number of end-points in all childs is the same as the number of
nodes it the parent. If there are n end-points in the parent's
node area, there must be 2::;=1 ni = n nodes in the four
child nodes. Hence, the number of nodes for the first child
requires logz (n + 1) bits to code, but for the second child,
only logz(n + 1 - nd bits are required. The third child can
be saved with logz(n + 1 - n1 - nz) bits, and no bits are
needed for the last child, because we know that the numbers
ni have to sum up to n.
After receiving the quadtree, it is known in which area
each end-point is, but not the exact position. Therefore, the
position of each end-point relative to the sub-image is stored.
The number of bits needed to store such a position is logz w +
logz h, with wand h being the dimensions of the sub-image.
Knowing the edge-map, the decoder can use the same algorithm as the encoder to approximate the polylines and finally
to compute the mesh geometry.
The node disparities are transmitted differentially to the
previous node along the polylines. Clearly, foreground and
background node disparities are predicted independently. The
assignment of the triangle nodes to background or foreground
disparity is collected in a three-bit mask. Since the assignment is not statistically independent, this three-bit value is
coded with an entropy-coder.

4. TEST RESULTS
An example result of the proposed algorithm on the teddyH
image is shown in Figs. 5 and 6. The reconstructed depthimage of Fig. 5 resembles well the ground-truth depth-image
(not shown), and the disparity discontinuities are sharp. Reconstruction of smoothly changing gradients inside objects is
approximated by linear gradients, which does not lead to a
significant degradation in the perceived quality of the intermediate views. This could be further improved in the future

dering, thereby providing an efficient framework for deccoding and display.

5. CONCLUSIONS

Fig. 6. Left view rendering of the teddyH stereo image.
Rate-distortion graph for two data sets
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Fig. 7. Rate-distortion graphs for two data sets.

by also adding nodes within the objects.
The view rendering of Fig. 6 is good since the foreground
is separated from the background, leaving black spaces. The
rendering quality inside objects is also good, and only small
imperfections of the disconnection are visible.
Fig. 7 shows the resulting rate-distortion curves for two
data sets. They were obtained by varying the accuracy of the
polyline approximation, which affects the number of nodes
generated along the chains in the edge-map. We measured the
Peak Signal-to-Noise Ratio (PSNR) between the ground truth
depth-image and the reconstructed depth-image, well knowing that the perceived quality would be higher than suggested
by the PSNR values. The bit rate is computed using the compression technique of Section 3.
For t e ddyH, the algorithm is capable of reaching a PSNR
of 40.1 dB at a rate of 0.056 bits/pixel. For comparison,
IPEG compression reaches 40.6 dB at 0.056 bits/pixel, but
the subjective quality of IPEG is lower. Moreover and more
important, after decompressing the mesh representation, the
obtained data can be used directly for intermediate view ren-

This paper has presented a depth-image representation employing triangle meshes that provides high compression factors and directly enables fast intermediate view rendering on
commodity graphics hardware.
Previous mesh-based representations overlooked the fact
that assigning erronous disparity values along object boundaries results in well-observable artifacts in the intermediateview rendering. We have solved this problem by assigning
two disparity values per node to better model depth discontinuities, and we ensured that mesh-edges are placed along
object borders. This prevents that triangles span both background and objects at the same time, which would lead to a
wrong view interpolation.
The recontruction results we obtained with the proposed
method are good and outperform IPEG coding. The intermediate view rendering quality is high and the object separation using mesh disconnection works well. The depth-image
reconstruction is accurate, and depth discontinuities remain
sharp. The rate-distortion performance is high, around 40 dB
at 0.05 bits/pixel have been achieved. Future research may
improve the method by using additional nodes within objects
to improve the reconstruction of complex, bent object surfaces.
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