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Abstract
It is expected that within several years most of the world’s lighting will be based on LEDs.
The main advantages of LEDs are their high efficiency, reliability and flexibility. Due to
their relatively low light emittance, multiple LEDs are used in a single luminaire. It is
often desirable to use LEDs of different colors. This way, a range of colors can be produced
by a single luminaire. The light needs to be mixed in order to realize a uniform light
output. One way of mixing is through the use of a mixing tube. A mixing tube is a solid
plastic rod, which the light enters at one and exits at the other end. Inside the tube the
light reflects from the sides due to total internal reflection. As the light exits the tube, it
is assumed to form a uniform beam. The quality of mixing is determined by the length of
the mixing tube, the positioning of the LEDs with respect to the tube and the shape of
the tube. It is known from practice that square tubes are better than circular ones and
hexagonal tubes are better than square ones.
A new family of mixing tubes has been developed. This is done by modeling mixing
tubes as billiards and investigating the trajectories of rays inside these billiards. We have
looked for behavior that is both chaotic and ergodic. In this context, chaotic implies
that rays starting close to each other will move apart rapidly. Ergodic means that as the
path length becomes infinite almost every ray will travel all over the billiard and reach
every position and every direction equally often. The assumption is that billiards which
exhibit these properties mix well. We investigate the family of regular polygons with
rounded corners. These billiards are proven to be ergodic. We calculate the rate at which
neighboring rays spread, which is an indicator of speed of mixing. Positions for which there
are directions in which the light does not spread at all are found to be particularly bad.
We developed a shape for which such directions do not exist: the rounded right-angled
triangle. Mixing tubes of this shape seem better than traditional ones.
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Chapter 1
Introduction
1.1

Context

One of the big changes the world will undergo this decade is a revolution in lighting.
Currently, the possibilities for introducing innovative and surprising lighting solutions are
limited. The limiting factor is often the light source that is being used, usually an incandescent or fluorescent lamp. Everyone is used to them, and therefore almost no one realizes
this, but there are some severe disadvantages to incandescent and fluorescent lamps. They
are large, they break easily and the intensity and color of the light are hardly adjustable.
Luckily, there are also LEDs. These small, sturdy and easily dimmable light sources are
currently expensive, but will be prized competitively within several years. Technological
developments are going very fast, as the businesses see the potential. The LED market
grows very rapidly.
LEDs are small, produce relatively small amounts of light and are available in many different colors. These properties lead to new problems and opportunities. A prominent
example of both is the mixing of light of different LEDs. The applications for which
mixing is important can be divided into three categories:
1. Same color: LEDs do not produce as much light as other light sources. Therefore,
several LEDs of the same color can be used in a single luminaire to increase the
amount of light. Unfortunately, there is always a slight color difference between
LEDs. Besides that, the different LEDs should generally not be visible from the
outside of the luminaire. Both issues are taken care of by mixing the light into a
single uniform beam.
2. Tunable white: Many variations of white LEDs are available, varying from cold white
to warm white. In many applications it is interesting to adjust the color temperature
to the situation. In offices, for example, cold white may be favorable during the
prime working hours. This enhances concentration. At the end of the day, however,
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a warmer white helps people to relax before going home. This tunability can be
achieved by combining both types of LEDs in one luminaire, dimming one type more
than the other and mixing the light.
3. RGB: LEDs are also available in many other colors. For example in theater lighting,
LEDs of several colors are combined in a single luminaire. By applying precisely the
right amount of power to each of the colors, a wide range of colors can be produced.
Also in this case proper mixing is very important in order to prevent color gradients
in the emitted light.
Essentially, the goal is similar for all of the applications. The light of several LEDs must
be combined into a beam of uniform color. One solution to this problem is the Fortimo
DLM, which is showed in Figure 1.1. The Fortimo is a cylindrical mixing chamber. Ten to
twenty blue LEDs1 are positioned at the bottom of the chamber. The light bounces around
inside the chamber, scattering from the sides and the bottom of the chamber. At the top
of the mixing chamber, there is a phosphor layer. When the light encounters the phosphor
layer, it either scatters back into the mixing chamber or out of the mixing chamber. While
the light is inside the phosphor layer, the blue light is transformed into white light. The
output of the system is a uniform beam of white light.

Figure 1.1: Fortimo LED DLM.

Mixing chambers such as the Fortimo are very robust and therefore they are often used.
However, there are two drawbacks. The first is that the optical efficiency is relatively low.
This is due to the repeated scattering and the possibility that rays are absorbed when
they are scattered back into an LED. The second drawback is that mixing chambers are
generally large. An alternative solution is through the use of a mixing tube. The goal of
this research is to develop better mixing tubes than the ones that are currently available.
1

The reason for using blue LEDs in combination with a remote phosphor plate is that this is slightly
more efficient than just using white LEDs. In fact, white LEDs are actually blue LEDs with phosphor on
them.

1.2 Mixing tubes

1.2
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Mixing tubes

In this section mixing tubes are described. Just to provide some initial idea of what a
mixing tube might look like, we refer the reader to Figure 1.2. A circular and a square
mixing tube are showed. Each has one red and one blue LED positioned at the bottom of
the tube. The purpose of the tube is to mix the light into a uniform purple beam. The
result is not very good for these geometries.

(a) Circular

(b) Square

Figure 1.2: Mixing tubes with one red and one blue LED simulated in LightTools.

A mixing tube is a piece of plastic. Light enters at one end, mixes, and exits at the other
end. The tube can have an arbitrary shape. In this report we will consider only extruded
mixing tubes. Extrusion is the process of pushing or drawing a material through a die
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in order to create objects of a fixed cross-sectional profile. The tubes in Figure 1.2 are
examples of extruded tubes. The cross-sectional profiles are the circle and the square. An
advantage of extruded tubes is that they are relatively cheap to produce. They are also
easier to handle mathematically and therefore it makes sense to investigate these before
going into more complex shapes.
It is impossible to understand the mixing tube concept without mentioning Snell’s law [9]:
n2
sin θ1
= ,
sin θ2
n1

−

π
π
< θ1 , θ2 < .
2
2

Snell’s law applies when light travels from one material into another material. It relates
the angle of incidence and the angle of refraction (θ1 and θ2 ) to the indices of refraction of
the two materials (n1 and n2 ). In our case, the two materials are plastic and air. nair = 1.
nplastic depends on the type of plastic, but is typically close to 1.5. In this section, we will
assume nplastic = 1.5.

Figure 1.3: Sideview of a mixing tube.

In Figure 1.3 an arbitrary extruded mixing tube is viewed from the side. Applying Snell’s
sin θin
law, we see that sin
= 1.5, which means θtube = arcsin( sin1.5θin ). Because sin θin 6 1,
θtube
1
θtube 6 arcsin( 1.5
) ≈ 0.730, which corresponds to approximately 41.8◦ . This maximum
angle is reached as θin → 90◦ and is usually called the critical angle. We now consider
the angle of incidence as the ray collides with the sides. Because the normal to the side
is orthogonal to the z-axis, this angle of incidence equals 90◦ − θtube , which means it is at
least 48.2◦ . This is greater than the critical angle. Therefore, the ray cannot refract out of
the tube at the side and is reflected. This is called total internal reflection (TIR) [9]. Since
the normal to the side is orthogonal to the z-axis and the angle of reflection equals the
angle of incidence, the angle of the ray with respect to the z-axis remains constant. The
ray keeps being reflected, maintaining its original angle, until it refracts at the top of the
sin θin
sin θout
mixing tube. Combining sin
= 1.5 and sin
= 1.5 we obtain θout = θin . The model
θtube
θtube
will be discussed in detail in Chapter 2.

1.3 A few applications

1.3
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A few applications

Now, a few applications of mixing tubes will be discussed. The first is the VLX Wash
luminaire (Figure 1.4(a)), produced by VARI?LITE, which is nowadays a part of Philips.
These luminaires are used in theatres. They consist of seven modules, one of which is
showed in Figure 1.4(b). The mixing tube is in the middle of the figure, hardly visible
because it is hidden behind one of the metal bars. In most practical applications, including
this one, the mixing tube is hexagonal. A hexagonal mixing tube is a bit better than a
square mixing tube but the resulting light distribution is still not uniform. To the left of
the mixing tube, there is a parabolic collimator to force the light into a narrow beam. The
LEDs are to the right of the mixing tube, in an LED module (Figure 1.4(c)). In this case,
there are one red, one green, one blue and one white LED. By combining these, the VLX
can produce almost any color.
Some sort of hexagonal mixing tube can also be found in the Philips Lexel spot system
(Figure 1.5), which is typically used inside shops and is also capable of producing different
colors. Also in this case, the system consists of several modules. Each of them produces
all colors. The ‘mixing tube’ inside the module is not extruded, but conical. The light
travels from the narrow side of the cone to the wide side, and because of this conical shape
the angle of the light with respect to the axis of the cone will decrease. This means that
a beam is formed. At the end where the light leaves the cone, there is a lens to make the
beam narrower. The fact that the mixing tube is conical, does not essentially change the
mixing behavior that is caused by its hexagonal shape. One last thing to note about the
Lexel is that the mixing tubes are not made of plastic. Instead, the edges are made of a
highly reflective material and there is air inside. Therefore they may not strictly be mixing
tubes, but we mention them here anyway because the same principles apply.
Another application of mixing tubes is in some projectors. Also in projectors a uniform
light distribution is needed. Mixing tubes are typically rectangular in this case. By using
a mixing tube with the same aspect ratio as the desired image, one gets a beam of the
correct shape automatically.

1.4

Current status

At the moment, the mixing tubes that are most often used are hexagonal. It is known,
from experience, that circular mixing tubes are very bad. It is also known that hexagonal
mixing tubes are better than square ones and squares are better than the other regular
polygons.
In order to explain what ‘good’ mixing means, we first need to explain what illuminance
and intensity distributions are. A ray is determined by its position and direction. The
illuminance [lm/m2 ] describes the total amount of light at a position. For illuminance, the
direction in which the rays travel is irrelevant. Therefore, the illuminance at a position is
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(a) VLX Wash luminaire

(b) Mixing and collimation module

(c) LED module

Figure 1.4:

the integral of all light at that position over all directions. The intensity [lm/sr] describes
the total amount of light going in one direction. In this case, the position of the rays is
irrelevant and the intensity is the integral over all positions. Intensity is interesting when
the receiver of the light is far away. In that case, all the light that travels in one direction
appears to originate from one point and the amount of light that is observed is determined

1.4 Current status
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Figure 1.5: Philips Lexel spot system.

by the intensity distribution. More on illuminance and intensity can be found in [6].
Square and hexagonal mixing tubes result in very uniform illuminance distributions, as
explained in [1]. We now provide the basic idea. If we consider a hypothetical infinitely
wide square mixing tube, the corresponding illuminance distribution at the top of this
mixing tube is approximately Gaussian. The normal square mixing tube is related to this
infinitely wide tube through sidewall reflections. These reflections basically mean that
the Gaussian distribution is segmented, and these segments are (sometimes) flipped and
overlapped. The sum of these overlapping segments turns out to be very uniform, which
means that the illuminance at the top of a square mixing tube is uniform. This is most
easily seen for square mixing tubes, but it also works for hexagonals and some other shapes
that fill R2 . Regular polygons other than triangles, squares and hexagons do not fill R2
and therefore the corresponding illuminance distributions are less uniform.
Luminaires usually illuminate surfaces that are relatively far away. In that case, the intensity distribution is more important. Unfortunately, the intensity distributions of square
and hexagonal mixing tubes are not at all uniform. Some insight into this is obtained
by considering a 2D mixing tube, as shown in Figure 1.6. The central rectangle is the
mixing tube and the point at the bottom, from which rays depart, corresponds to an LED.
Refraction is neglected to make the figure more clear. This does not essentially change
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the behavior. The light in between the solid lines directly leaves the mixing tube, without
colliding with the boundary. The light in between the dashed lines is reflected from the
sides precisely once before leaving the tube. This light can be considered to come from
a virtual LED. In the figure two virtual LEDs are shown. In practice there are more of
them.
We now investigate the amount of light at a sufficiently large distance from the mixing
tube. Doing this, we will see that the amount of light is not uniform, but varies periodically.
The reason for this is that, alternatingly, light of zero, one or two (virtual) LEDs overlaps.
In the figure, 0 corresponds to no light (no LEDs), 1 corresponds to some light (one LED)
and 2 corresponds to lots of light (two LEDs). If we take into account light that has more
reflections with the boundary of the tube before exiting, which corresponds to more virtual
LEDs, we find a repeating pattern: 0,1,2,1,0,1,2,1,0, etc.
This insight is related to what we saw in Figure 1.2, even though two LEDs are used
there. For the square mixing tube, we recognize a periodic pattern in both directions. For
the circular mixing tube, if we extend the screen we see alternating red and blue rings.
This periodicity is also related to what we see in Figure 1.6, even though there are some
symmetry issues. There seems to be no way to completely eliminate this effect.
The obvious thing to do is to spread the light that reflects against the sides as much as
possible. This can be done very effectively by producing mixing tubes with small structures
on the sides. An important patent in this respect is the one of Bill Cassarly [5]. From
intuition, it is clear that rays that are close to each other at the moment of reflection from
the boundary will diverge faster in case the radius of curvature on the boundary is very
small. This corresponds to good mixing. However, there are two reasons why these are
not the mixing tubes of choice in practice. First, they are very difficult, and therefore
expensive, to produce. Second, experience has shown that the structures in the mixing
tube will appear in the output light beam.

1.5

Goals

In this research we try to construct better mixing tubes than the ones that are currently
available. In order to succeed it is important to understand the concepts related to mixing.
What we want to know is exactly how the mixing behavior is related to the shape of the
mixing tube. We limit ourselves to extruded tubes. For those we try to find the crosssectional profiles that mix the light optimally in the sense of paragraph 2.4, while making
sure the corresponding mixing tubes are feasible in practice.
In addition to finding the optimal profile we want to investigate whether the level of mixing
depends on the positioning of the LEDs with respect to the mixing tube. If so, we want
to understand how this works and find the optimal positions of the LEDs.
Mixing tubes must be as short as possible. The reason for this is that the length of the
mixing tube directly influences the size of the luminaire, and luminaires need to be as small

1.5 Goals
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Figure 1.6: The behavior for an extruded mixing tube in 2D. The numbers are related to the
intensity of the light.

as possible. The idea is that finding the cross-sectional profile that mixes optimally will
minimize the length of the mixing tube. It would be nice to know exactly how the length
of the tube depends on the strictness of the requirements on mixing.
In summary, given a particular set of LEDs and requirements on the output, we would like
to have a recipe that tells us:
1. The optimal cross-sectional profile of the mixing tube,
2. The optimal positions of the LEDs with respect to the mixing tube,
3. The length of the mixing tube such that the requirements on mixing are met.
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Chapter 2
Mathematical model of mixing tubes
2.1

Dimension reduction
y

side
jin2

bottom

j2ref
n

top

z
j
n

jref
1

í

j1in

L
Figure 2.1: Model of the mixing tube, yz-plane.

The way light rays reflect through TIR inside an extruded mixing tube is described in
Section 1.2. In this chapter the model will be defined more precisely. When viewing an
extruded mixing tube with arbitrary cross-sectional profile from the side, one will basically
see what is shown in Figure 2.1. The axis of the mixing tube is parallel to the z-axis. The
length of the mixing tube is called L and the angle with respect to the z-axis of a ray that
enters the mixing tube is called ϕ. We define the angle of incidence, ϕin , and the angle of
reflection, ϕref , to be the angles of the incident and reflected ray with respect to the side.
Because the angle of reflection equals the angle of incidence and the normal to the side is
in
ref
in
perpendicular to the z-axis, we obtain ϕref
2 = ϕ2 = ϕ1 = ϕ1 = ϕ. The angle of a ray with
respect to the z-axis remains constant along the path of the ray inside the mixing tube.
If we consider two rays with different angles with respect to the z-axis, the difference
between these two angles can never change as the rays travel through the tube. Therefore,
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Mathematical model of mixing tubes
y

side

bottom

top
j1

j2

z

Figure 2.2: Cones of rays.

the rays cannot mix in this respect. For that reason, for each value of ϕ we consider the
cone consisting of all rays with angle ϕ with respect to the z-axis, as shown in Figure 2.2.
Because rays of different cones cannot be mixed, we focus on the rays within a single cone.

y
q
x
B
G

Figure 2.3: Model of a mixing tube, xy-plane. The shape is arbitrary. The goal is to optimize
the shape.

For each cone we project the trajectories of the rays onto the xy-plane. A single projected
trajectory is shown in Figure 2.3. The projection of the tube onto the xy-plane is called
B and the boundary of B is called Γ: Γ = ∂B. We call the angle of a projected trajectory
with respect to the positive x-axis θ.
It is very important to notice that for each trajectory in B, i.e. for each θ, there is a
whole range of light rays corresponding to that projected trajectory. For each θ, every cone
contains precisely one light ray that follows that particular projected trajectory. Therefore,
each cone behaves essentially the same and we only need to investigate the trajectories
inside B in order to know everything.

2.2 Mathematical billiards
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Only one thing must be taken into account. If c is the speed of light inside the material
L
of the mixing tube, then the exit time is given by T (ϕ) = c cos
for all rays in a cone with
ϕ
angle ϕ. The speed of a ray inside B is given by v(ϕ) = c sin ϕ, which means rays with a
larger ϕ travel faster inside B. This has no effect on the path taken and is therefore not
important to us. What is important to us is that all light rays in a cone with angle ϕ
travel a total distance equal to T (ϕ)v(ϕ) = L tan ϕ inside B. This means that although
rays in different cones travel along the same path inside B, rays with larger ϕ will traverse
a larger distance. In Section 1.2 we have seen that ϕ is less than approximately 41.8◦ and
therefore the distance traveled in B ranges from 0 to approximately 0.9L.
Now we have established that we only need to investigate projected trajectories we restrict
our attention to the behavior inside B.

2.2

Mathematical billiards

We now consider a ray to be a moving particle inside B. At time t it has a position q(t) =
(x(t), y(t)) and a velocity v(t) = (u(t), w(t)). The particle starts at a point q(0) = (x0 , y0 ).
Its starting velocity is given by v(0) = (c sin ϕ cos θ, c sin ϕ sin θ). This way, the behavior
of the particle is described by a trajectory in the 4-dimensional phase space B × R2 , which
we call P .
In the previous section we have seen that the speed |v(t)| of a particle is constant and
not relevant to us. Therefore, we normalize the speed. The behavior of a particle is
now described by its position q(t) and direction θ(t) with respect to the x-axis in the
3-dimensional phase space B × [0, 2π). We call this space P̃ .
θ(t) remains constant as long as the particle does not hit Γ and therefore

x(t + s) = x(t) + cos θ(t)s,
y(t + s) = y(t) + sin θ(t)s,
θ(t + s) = θ(t).
When the particle collides with the boundary, it is reflected across the line tangent to Γ.
With the normalized v = (cos θ, sin θ) we have
vref = vin − 2 vin , n n,
where vin is the incident velocity, vref is the velocity after reflection, n is the inward unit
vector normal to Γ at the intersection point (see Figure 2.4) and h., .i denotes the scalar
product.
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Figure 2.4: Nomenclature of the relevant vectors and angles.

The angle of incidence, αin , and the angle of reflection, αref , are defined as the angles of the
incident and reflected ray with respect to the tangent. The above equation is equivalent
to stating that the angle of reflection equals the angle of incidence:
αref = αin .
More convenient in calculations is the form:
θref = (π + 2ν − θin )

mod 2π,

where ν is the angle of the inward normal to the boundary with respect to the positive
x-axis.
Because the particle moves in a straight line in between collisions, knowing the collision
points means knowing the complete trajectory. A collision is described completely by the
position on the boundary Γ at which the collision takes place and the angle of reflection.
This means that we can translate the three-dimensional continuous-time dynamical system
with state space P̃ into the two-dimensional discrete-time system with state space Γ ×
[0, 2π). Such a transition from a continuous-time dynamical system to a lower-dimensional
discrete-time dynamical system is generally called the construction of a Poincaré map, see
e.g. [13].
The boundary is parameterized by s, which is the normalized arc length. The parametrization is a continuous function (x, y)(s) : [0, 1) → Γ. This function exists and is unique up
to choice of (x, y)(0) and direction. We always choose the counter-clockwise parametrization. Furthermore, we define the parametrization to be periodic, such that (x, y)(s + 1) =
(x, y)(s).

2.3 LED model
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We call the map that maps one collision point to the next F. Because ergodicity is going
to play an important role in our research, we want F to be area-preserving. Therefore,
we introduce the tangential momentum, p, which replaces the angle of reflection, α. The
tangential momentum is the projection onto the tangent: p = cos αref , see Figure 2.5.
G

í

s1

s =0

aref0
aref1

s0
p0

í

p1

s

Figure 2.5: s and p coordinates. Note that in this case both p0 and p1 are negative.

The two-dimensional space to which (s, p) belongs is called M . M is the phase space that
is used throughout this report to describe the behavior of rays inside a mixing tube. Since
s is periodic, the topology of M is that of a cylinder.
The behavior of the system is defined by the map F, which works on elements of M :
(si+1 , pi+1 ) = F (si , pi ) .
The Jacobi matrix of F is given in Section 4.3.3. It can be verified that the determinant of
this matrix equals 1, which proves that the map is area-preserving. The map F depends
on the shape of B. For some shapes, there is an analytical expression for F. For others,
one must resort to numerical methods.

2.3

LED model

The part of an LED that emits light is called the die. The LED in Figure 1.4(c) contains
four dies, each emitting a different color of light. At the moment, the size of a die is
typically in the order of 1x1 mm, but in the near future they can be significantly smaller.
An LED can be positioned so close to the mixing tube that the die touches or very nearly
touches the tube. In our model, an LED is considered a point source that is positioned in
the xy-plane, at some point (x, y) ∈ B. There should be constraints on the positioning of
these points, because they can not be too close to each other. These constraints are not
provided in this report, as they are very LED and application dependent and subject to
change.
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The emittance of an LED is usually considered to be Lambertian. This means that the
luminous intensity is proportional to the cosine of the viewing angle, where the viewing
angle φ is measured with respect to the normal to the die. The corresponding formula is
I = C cos φ,

−

π
π
6φ6 ,
2
2

with C some constant determined by the power of the LED. The LED is most bright when
the viewer is looking into its front. The intensity decreases as the LED is viewed at an
increasing angle and vanishes when the angle is greater than 90◦ , i.e., the viewer is to the
side of or behind the LED. The intensity profile is displayed in Figure 2.6(a).

(a) Lambertian LED in air.

(b) Distribution of light inside a mixing tube,
when a Lambertian LED is positioned adjacent
to it.

Figure 2.6: Polar plot of the luminous intensity. The intensity is a function of the viewing
angle. In these figures, the normal to the LED is along the negative vertical axis
and viewing along the horizontal axis corresponds to viewing the LED from the side.

In reality, the light is refracted as it enters the mixing tube. In our model, the LED is on
the boundary of the mixing tube and therefore the light does not refract. This must be
compensated for. By using Snell’s law, the following intensity distribution of the light, as
it enters the mixing tube, is obtained:



nplastic
I = C cos arcsin
sin ϕ
.
nair
A plot of this distribution for the case nplastic = 1.5 can be found in Figure 2.6(b). The

2.4 Definition of mixing
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LEDs in the model are point sources that are positioned in the xy-plane and emit this
distribution of light.

2.4

Definition of mixing

The goal is to find mixing tubes that mix light better than existing mixing tubes. Before
this can be done, it must be clear what we mean by ‘good mixing’. We would like to have
a measure for mixing, which assigns to a light distribution a number that says how good it
is. Such a measure might involve the color gradients in the output of the mixing tube and
some requirements on the illuminance and intensity distributions. The value will depend
on the number of LEDs used and their configuration.

Figure 2.7: Left: the actual goal is to combine the light of several LEDs into a uniform beam.
Right: a simplification, it is sufficient to transform the light of a single LED into a
uniform beam.

We have chosen for one major simplification. Instead of taking into account multiple LEDs,
we only consider a single one. The assumption is that if the mixing tube transforms the
light of a single LED into a uniform beam, then it will also transform the light of multiple
LEDs into a uniform beam (see Figure 2.7).
The quality of mixing now only depends on a single LED position and is related to the
uniformity of the output beam. We consider a starting point (x0 , y0 ) ∈ B. The output beam
is uniform, and therefore perfectly mixed, if the rays starting from (x0 , y0 ) in directions
[0, 2π) are distributed uniformly in B × [0, 2π) after having traversed paths of length 0 up
to approximately 0.9L (see Section 2.1. This is clearly impossible for the path lengths that
are close to 0.
Given the distributions of the rays after traversing path lengths of 0 up to 0.9L, it is
possible to define a distance to the uniform distribution. However, it is not clear how we
should do this. The reason for this is that there are various applications for mixing tubes.
These different applications involve different optics that are used in combination with the
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mixing tube. A mixing tube that is optimal in one application might not be optimal in
another, and vice versa.
For this reason, we will not attempt to make the quality of mixing very precise. Instead, we
take the engineering approach and consider the illuminance and intensity distributions of
the light exiting the mixing tube. These should be uniform and Lambertian, respectively.
We only investigate the distributions at a qualitative level. Because the main problem of
traditional mixing tubes is in the intensity distributions, as we saw in Section 1.4, we will
focus on those.

Chapter 3
Mixing inside chaotic billiards
3.1

Introduction

As we saw in Section 2.4, mixing means that the collection of rays departing from a point
(x0 , y0 ) ∈ B must be distributed uniformly over B × [0, 2π) as quickly as possible.
In order to do this, we look into the concept of chaos. There is no universally accepted
definition of chaos, but the key ingredients are always similar. We will just give one
definition here and then explain it. In this definition, the flow ψ can be replaced by the
discrete map F and the time variable t by the discrete time variable n. A flow ψ is chaotic
if the following requirements are satisfied [13]:
1. Transitivity: A flow ψ is topologically transitive on an invariant set X if for every
pair of nonempty, open sets U, V ⊂ X there is a t > 0 such that ψt (U ) ∩ V 6= ∅.
2. Sensitive dependence on initial conditions: A flow ψ exhibits sensitive dependence
on an invariant set X if there is a fixed r > 0 such that for each ξ1 ∈ X and any
ε > 0, there is a nearby ξ2 ∈ Bε (ξ1 ) ∩ X such that |ψt (ξ1 ) − ψt (ξ2 )| > r for some
t > 0.
The transitivity condition means that for every two points A, B ∈ X, there is a point
arbitrarily close to A that will after some time get arbitrarily close to B. This means that
A has an arbitrarily small neighborhood that will fill X densely. This is related to the
concept of ergodicity, which is the answer to distributing the rays uniformly. We will go
into ergodicity in Section 3.5.
The definition of sensitive dependence on initial conditions says that a very small deviation
in the initial condition may lead to a large deviation after some time. In case of mixing
tubes, this means that each ray has nearby rays that move away from it. This specific
definition of sensitivity is rather weak. In some other definitions, for example in [12], the
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points ξi are required to move apart exponentially fast. The rate of divergence is a measure
for how quickly the rays are mixed and is investigated in Sections 3.6 and 3.7.
Before getting technical, we will discuss mathematical billiards in Sections 3.2 and 3.3 and
give an example of how a bundle of rays might behave as it moves inside a billiard in
Section 3.4. This should provide some intuition for the relevant concepts. To conclude this
chapter, we will explain in Section 3.8 how the theory is related to mixing of light inside
mixing tubes.

3.2

Integrable billiards

In this section and the next we show some properties of different types of billiards. Only
the most basic information is provided; details can be found in e.g. [7], [3] and [11]. We
show many figures, which are produced using our own simulation program. Most figures
consist of two parts: a billiard, in which a complete ray path is plotted, and a figure of
phase space, in which the corresponding collision points (s, p) are plotted. Unless stated
otherwise, s = 0 in phase space corresponds to (x, y) = 0 on the boundary of the billiard.
First, a short description of our simulations. In these sections we follow the trajectories of
rays as they travel over a billiard. A trajectory starts at a point (s0 , p0 ) ∈ M . (s0 , p0 ) can
be translated to a point (x0 , y0 ) ∈ Γ and the angle of the ray with respect to the positive
x-axis. This is done through the parametrization and the tangent angle at (x0 , y0 ), as
defined in Section 2.2. We now apply ray tracing to find the next collision point, s1 , and
the corresponding angle of reflection (from which we obtain p1 ). Our methods for ray
tracing are explained in Section 4.2. This process is repeated to find the trajectory of the
ray inside the billiard.
The first billiard we discuss is a circular one. As shown in [7] and observed in Figures
3.1 and 3.2, the angle of reflection is the same for each collision point. This means that
pi = p0 for all i and, if we investigate a trajectory in phase space, all collision points are
on a horizontal line. We distinguish two types of trajectories: periodic and aperiodic ones.
Periodic trajectories close after a finite number of collisions. This is the case when α0
(note: p0 = cos α0 ) is a rational multiple of π:
α0 =

m
π,
n

m, n ∈ N.

An example of a 5-periodic trajectory can be found in Figure 3.1. When α0 is an irrational
multiple of π, this leads to an aperiodic trajectory. Because the rational numbers have
zero measure with respect to the reals, almost every α0 results in an aperiodic trajectory.
For these trajectories, the line p = p0 is filled densely. An example is shown in Figure 3.2.
The next billiard we consider is a square. We choose the coordinate system along two of
the sides of the square. In that case, a ray that collides with a boundary is either reflected
in the x-axis (at the upper and lower boundaries), or in the y-axis (at the left and right

3.2 Integrable billiards

25

1

1
0.5

p

y
0.5

0

−0.5
0
−0.5

0

−1

0.5

0

0.2

0.4

x

0.6

0.8

1

s

Figure 3.1: Circular billiard, with s0 = 0 and p0 = cos( 25 π). This trajectory is 5-periodic. Note
that (s0 , p0 ) is not plotted in the phase space M (right figure). Also note that s5 is
plotted at s = 1 instead of s = 0. These points are identified due to the periodicity
of the parametrization.
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Figure 3.2: Circular billiard, with s0 = 0, p0 = 0.4 and 150 collisions. This trajectory is aperiodic.

boundaries). If we denote the position of the ray at time t by (xt , yt ), as in Section 2.2, this
dyt
results in | dx
| = constant. This translates to |p| = c1 at the upper and lower boundaries
t
and |p| = c2 at the left and right boundaries, for some c1 and c2 . An example of the
behavior on a square billiard can be found in Figure 3.3. Also for this billiard periodic and
dy
aperiodic trajectories exist. A trajectory is periodic in case it has a rational slope: dx
∈ Q.
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It is aperiodic otherwise. This intuitive result is shown in [7].
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Figure 3.3: Square billiard, with s0 = 0.1, p0 = 0.5 and 200 collisions. This trajectory is aperiodic. Following the trajectory for a longer time results in the line segments in M
being filled completely.

The hexagonal billiard is similar to the square. In this case an equivalent condition for
periodicity can be obtained by investigating hexagonal grids. Because it is not important
for our research, we do not go into that here. We are not aware of a reference. For an
example of the behavior on a hexagonal billiard, see Figure 3.4. Structures can be seen
inside the billiard, because the trajectory is relatively close to being periodic.
The elliptical billiard is parameterized by
r

D
cos(2πs),
π
1
y(s) = √
sin(2πs),
πD

x(s) =

where D is the length of the major axis divided by the length of the minor axis. Note
that the parametrization is 1-periodic. s = 0 corresponds to the right-most point of the
billiard. Though it is not important here, the parametrization is chosen such that the area
of the billiard equals 1. Contrary to our wishes, s is not proportional to arc length when
we use this parametrization. Therefore, F is not area preserving. This is not a problem,
because it does not influence the qualitative aspects of the behavior.
The elliptical billiard is a little more complex than the previous ones. There now is a second
way to categorize the trajectories, besides periodic and aperiodic. Trajectories will either
always pass through the foci (in alternating order), always travel around the foci or always
travel in between the foci. The proof of this can be found in [7]. Examples of these different
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Figure 3.4: Hexagonal billiard, with s0 = 0.1, p0 = 0.25 and 500 collisions. This trajectory is
aperiodic. Following the trajectory for a longer time results in the line segments in
M being filled completely.

types of behavior can be found in Figures 3.5 to 3.7. For the trajectories that move around
or in between the foci periodic and aperiodic trajectories are possible. We do not show
all combinations. The curve in phase space in Figure 3.7 is called a separatrix. The parts
above and below the separatrix are filled with curves that correspond to trajectories moving
around the foci. The parts inside the separatrix are filled with circles, which correspond
to trajectories moving in between the foci. The left circle corresponds to the collisions at
the top part of the boundary of the ellipse, the right circle corresponds to collisions at the
bottom part.
What all these billiards have in common is that trajectories are restricted to curves in
M . This means that the system is integrable [11]. In order to understand what this
means we must first realize that we are investigating a Hamiltonian system. A system is
Hamiltonian if there exists a C 1 function H : P → R such that trajectories are defined by
the Hamiltonian differential equations of motion:
∂H
dpi
=−
,
dt
∂qi

dqi
∂H
=
,
dt
∂pi

i = 1, ..., N.

In this case there are N degrees of freedom, so that 2N coordinates are needed to describe the motion. These coordinates are N positional coordinates q = (q1 , ..., qN ) and N
canonical momenta p = (p1 , ..., pN ). P is the 2N -dimensional phase space in which q and
p are defined: (q, p) ∈ P . The billiard system has 2 degrees of freedom: N = 2. The
Hamiltonian is given by [13]:
(
0,
q ∈ B\Γ,
1 2
.
H = p + V (q), where V (q) =
2
∞,
q∈Γ
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Figure 3.5: Elliptic billiard, with D = 1.3, s0 = 0.25 and p0 = 0.35. This trajectory is very
nearly 58-periodic.
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Figure 3.6: Elliptic billiard, with D = 1.3, s0 = 0, p0 = 0.6 and 1000 collisions.

It is important to notice that in this case P coincides with the four-dimensional phase
space P as defined in Section 2.2 and not with the reduced two-dimensional phase space
M . q here corresponds to the position q as defined in Section 2.2 and p corresponds to
the velocity v.
A Hamiltonian system is called integrable when there exist N constants of motion for which
the derivatives are almost everywhere independent. A constant of motion is a function of
(q, p) that is constant along the trajectory. For the constants of motion the Poisson

3.3 Non-integrable billiards
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Figure 3.7: Elliptic billiard, with D = 1.3, s0 = 0 and p0 = 0, 15000 collisions.

brackets must vanish. Each constant of motion decreases the degrees of freedom that a
system has. More details can be found in [13].
In our case H is the total energy of the system. Because the system is conservative, H
is a constant of motion. In order for the system to be integrable one more constant of
motion is needed. For the circular billiard this second constant of motion is the angular
momentum. In case of the elliptical billiard, the product of the angular momenta with
respect to the foci is a constant of motion [11]. For the square billiard we have seen that
|p| = c1 at the upper and lower boundaries and |p| = c2 at the left and right boundaries.
This is essentially a constant of motion. For the hexagonal billiard and all other regular
polygons a similar condition can be derived.
When no second constant of motion exists trajectories are not restricted to curves in M .
Because of that they can fill areas. Billiards for which this is the case are called nonintegrable and investigated in the next section.

3.3

Non-integrable billiards

The first billiard we discuss in this section is an irrational triangle. Here, irrational means
that all three angles of the triangle are irrational multiples of π. An example of such a
triangle is shown in Figure 3.8. In this case, the collision points are not restricted to a
curve in phase space. In fact, the whole phase space is filled densely as the number of
collisions increases. Moreover, this is done in a uniform way, which means that this is
what we call an ergodic shape. The mathematical concept of ergodicity is discussed in
Section 3.5. More information on ergodicity of polygons can be found in [10].
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In the introduction to this chapter, we have mentioned that ergodicity seems to be a
desirable property with respect to mixing. The other property we are looking for is sensitive
dependence on initial conditions. Sensitive dependence is discussed in Section 3.6. For this
billiard, we just mention that nearby rays will diverge slightly faster than linear, but slower
than exponential [10]. This means that the behavior on an irrational polygon is not truly
chaotic.
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Figure 3.8: Triangular
√ billiard, with s0 = 0.1, p0e = 0.6 and 5000 collisions. The lower left
angle is 2, the lower right one is 4 (where e = 2.7182...) and the top angle is
√
π − 2 − 4e . This means all angles are irrational. M will be filled densely as the
number of collisions goes to infinity.

The next billiard we discuss is the cardioid. The cardioid is parameterized by
x(s) = (1 + ε cos(2πs)) cos(2πs),
y(s) = (1 + ε cos(2πs)) sin(2πs).
For ε = 0 this is simply a circle. The parametrization is 1-periodic. The area of the cardioid
does not equal 1 and, as for the ellipse, F is not area preserving. s = 0 corresponds to the
right-most point of the cardioid.
The cardioid is one of many billiards that exhibits a combination of regular and irregular
behavior. By regular, we mean that a trajectory consists of a curve, set of curves, or finite
set of points in phase space. By irregular, we mean that a trajectory fills an area in phase
space. Examples of regular trajectories on the cardioid are shown in Figures 3.9 and 3.10.
An example of an irregular trajectory is shown in Figure 3.11.
For general dynamical systems there is an important result that applies here: the KAMtheorem. The KAM-theorem is about perturbed integrable systems. The cardioid can be
seen as a perturbed circle and, as noted in the previous section, the behavior on a circular
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billiard is integrable. In the context of billiards, the theorem states that those invariant
curves are preserved that are ‘sufficiently aperiodic’. In mathematical terms: all invariant
curves for which
ω1 m
C(ε)
−
> 5/2 ,
m, n ∈ N
ω2
n
n
are preserved [11]. Here, ω1 and ω2 are the radial and angular frequencies of a trajectory.
C(ε) is a constant that depends on the perturbation and on the system that is being
perturbed. It approaches 0 as ε approaches 0. We will now try to provide some intuition
for the implications of the theorem in case of billiards. For ε = 0 the billiard is a circle. We
have seen in the previous section that in this case the phase space is filled with horizontal
lines. These correspond to aperiodic trajectories. Such a line is an invariant curve, because
the image under F of the line is the line itself. Now, consider a line for which p is very
close to 0. This line corresponds to a trajectory that is very nearly 2-periodic, s just shifts
by a very small amount every 2 collisions. On the circle, this trajectory will keep shifting
a tiny amount and going around very slowly. For this trajectory, ωω12 is very close to 12 . If
the circle is perturbed, by making ε positive (but still very small), these trajectories that
satisfy ωω21 ≈ 21 are the first candidates to be fundamentally altered. For example, they
might no longer be able to move all around the billiard, but are restricted to moving from
north to south forever. If ε grows a bit more, something similar might happen to the orbits
that are very nearly 3-periodic, and so on.
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Figure 3.9: Cardioid-type billiard, with ε = 0.3, s0 = 0.1 and p0 = 0.5, 1000 collisions.

The final billiard shown in this section is a square with circular corners. This billiard is
one of the billiards that we investigate in Chapter 5. Its precise definition will be given
in Section 3.8. The behavior on this billiard is shown in Figure 3.12. The billiard belongs
to a large family of billiards that has been shown to be ergodic. This family consists of
those shapes that can be constructed by taking a union of circles and polygons. There
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Figure 3.10: Cardioid-type billiard, with ε = 0.3, s0 = 0 and p0 = 0.2, 1000 collisions.
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Figure 3.11: Cardioid-type billiard, with ε = 0.3, s0 = 0.11 and p0 = 0.11, 50000 collisions.

are two requirements. First, some potentially small part of the boundary of the resulting
billiard must be circular. Second, the resulting billiard may not simply be a circle. Note
that the boundary of the billiard does not need to be C 1 and the billiard does not have to
be convex. Therefore, the billiards can have very odd shapes. The precise definition of the
billiards and the proof that they are ergodic are given in [4].

3.4 Mixing of a bundle of light
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Figure 3.12: Square with circular corners, s0 = 0 and p0 = 0.2, 10000 collisions.

3.4

Mixing of a bundle of light

Before explaining ergodicity a typical example of the dynamics inside an ergodic billiard
is given. In Figures 3.13 to 3.19 a bundle of rays is followed through seven collisions. In
phase space this bundle starts at the point s = 0.01, p = 0.2. The bundle consists of 1500
rays on the circle of radius 0.01 around that point.

Figure 3.13: Example of the behavior of F in a square with circular corners. In the left figure
rays are shown as they travel from their starting point, at the bottom, to the first
collision point. In the right figure the first collision points are shown in phase
space.
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Figure 3.14: Example of the behavior of F at the second collision.

Figure 3.15: Example of the behavior of F at the third collision.

In the figures we can see that after the first collision very little has happened. The circle
has deformed only slightly. The reason for this is that the rays go from one straight edge
to another straight edge. The second collision is with a circular segment, which does result
in a large deformation. In between the second and third collision the rays are focussed
before moving apart. Because the path length in between the previous collision point and
the focal point is shorter than the distance between the focal point and the next collision
point the rays will be spread out more at the time of the third collision than they were
at the time of the second collision. This is the main mechanism of mixing in this type
of billiard. After the third collision the rays are spread over two segments. Because the
shape is only C 1 where the segments meet we observe a sharp angle in the phase space.

3.4 Mixing of a bundle of light

35

Figure 3.16: Example of the behavior of F at the fourth collision.

Figure 3.17: Example of the behavior of F at the fifth collision.

After each collision the circle is stretched more and there are more of these sharp angles,
precisely at each of the eight values of s where two segments meet. We can see that seven
collisions is enough to fill a large part of phase space.
It is important to notice that even though the circle that we started with is stretched by
a large amount, the deformation of the circle must be continuous in this case. The shape
is C 1 and therefore the angles of reflection of rays that hit the billiard close to each other
cannot differ much. The continuity is not clear from the figures, because the number of
rays that we have traced is limited.
Intuitively, if this stretching process is faster, the phase space will be filled more quickly and
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Figure 3.18: Example of the behavior of F at the sixth collision.

Figure 3.19: Example of the behavior of F at the seventh collision.

our assumption is that this corresponds to better mixing. We will take a more mathematical
look at ‘filling phase space’ and ‘stretching’ in Sections 3.5 and 3.6, respectively.

3.5

Ergodicity

We will start with the definition of ergodicity. The full meaning will become clear when we
get to the Birkhoff Ergodic Theorem. A transformation F is said to be ergodic if for any
F-invariant set A ⊂ M we have µ(A) = 0 or µ(A) = µ(M ) [7]. In our case, the measure µ
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that is used is the usual Lebesgue measure on R2 , which means that µ(M ) is the area of
the phase space M : µ(M ) = 2.
The above definition means that every subset of the phase space M that is mapped onto
itself by F must have either zero or full measure. From this definition, we will now show
that the dynamics on a circular billiard cannot be ergodic. Consider the set A = {(s, p) :
p > 0}. In Section 3.2 we have seen that on a circular billiard p stays constant. This
)
implies that A is invariant under F. However, µ(A) = µ(M
= 1, since precisely half of
2
M has a positive p value. Because we have found an F-invariant set A ⊂ M for which
µ(A) 6= 0 and µ(A) 6= µ(M ), circular billiards do not induce ergodic behavior.
The most important theorem in ergodic theory is the Birkhoff Ergodic Theorem. For
almost every x0 = (s0 , p0 ) ∈ M :
Z
n−1
1
1X
i
f (x)dµ(x),
(3.3)
f (F x0 ) =
lim
n→∞ n
µ(M ) M
i=0

where f : M → R is an integrable function. The proof of this theorem can be found in
[8]. What this theorem tells us, is that time-averages equal space-averages. In order to
illustrate this, for any set A ⊂ M we can define f as:
(
1
if x ∈ A,
f (x) =
0
otherwise.
R
R
In this case, M f (x)dµ(x) = A dµ(x) = µ(A). Therefore, the right-hand side of (3.3)
µ(A)
becomes µ(M
, which we can call the fraction of M that is in A. The left-hand side of
)
(3.3) can, in this case, be written as limn→∞ n1 |{i : F i x0 ∈ A, 0 6 i 6 n − 1}|. This is the
fraction of time that the trajectory, starting from x0 at time n = 0, is inside A. According
to Birkhoff’s Ergodic Theorem, the ergodicity of the transformation F implies that these
two averages are equal.
In order to fully appreciate the power of ergodicity, choose some x0 = (s0 , p0 ) ∈ M . Then
choose an arbitrary (preferably small, for illustrative purposes) area A inside the phase
space M . Regardless of which A was chosen, the proportion of time that the trajectory
spends inside A is equal to the size of A (relative to the size of M ). This works for almost
every x0 .
Since A can be chosen arbitrarily small (as long as µ(A) > 0), the trajectory starting from
(almost any) x0 will come arbitrarily close to any point in M . Therefore, ergodicity implies
transitivity as defined in Section 3.1.

3.6

Lyapunov exponents

In Section 3.1 we have seen that, in order for a system to be chaotic, it must be sensitive
with respect to initial conditions. This means that nearby trajectories must separate. In
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this section we look into the rate of separation.

In dynamical systems the stability of a stationary point is generally investigated by determining the eigenvalues of the Jacobi matrix around that point. When there is an eigenvalue
with a positive real part, a small deviation in the direction of the eigenvector corresponding
to that eigenvalue will become larger. This means that the trajectory diverges from the
stationary point and the stationary point is unstable. When all eigenvalues have a negative
real part, all nearby trajectories will be drawn toward the stationary point, which means it
is stable. A detailed account on this can be found in any basic book on dynamical systems,
such as [13]. Lyapunov exponents, which we will define in this section, are a generalization
to that approach. Essentially, the difference is that we now investigate deviations from
a general trajectory, rather than the special type of trajectory that is called a stationary
point.

For “truly chaotic” systems, the really unpredictable ones, trajectories separate exponentially. In terms of billiards this means

||F n (s0 , p0 ) − F n (s̃0 , p̃0 )||2 ∼ eλn ,

(3.4)

for some λ > 0 and (s̃0 , p̃0 ) close to (s0 , p0 ).

In practice, for every choice of (s0 , p0 ) and (s̃0 , p̃0 ) there will be a time N after which the
two rays have moved apart so much that they are traveling inside the billiard completely
independently. At this point they cannot spread exponentially. In fact, on the average
they cannot spread at all. The reason for this is that the phase space is bounded. The
value of N up to which the rays spread exponentially depends on the shape of the billiard
and on the initial distance between the rays. For the situation that was shown in Section
3.4, the value of N is in the order of 7. Even if the initial rays are chosen much closer to
each other, N will not increase much due to the exponential nature of the spreading.

Calculating two trajectories and the difference between them is not a good idea for the
above reason. This difficulty is worked around by investigating infinitesimally close trajectories. We focus on the trajectory {F n (s0 , p0 ) : n > 0} and study nearby trajectories by
linearizing the vector field around it. Defining the tangent bundle Ts,p M to be the collection of tangent vectors attached to (s, p) ∈ M , we can write, for arbitrary x = (s0 , p0 ) ∈ M
and v = (δs, δp) ∈ Ts0 ,p0 M :
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F n (x + εv) = F n−1 (F(x + εv))
= F n−1 (F(x) + εJ(x)v + O(ε2 ))
= F n−2 (F(F(x) + εJ(x)v)) + O(ε2 )
= F n−2 (F 2 (x) + εJ(F(x))J(x)v) + O(ε2 )
= ...
= F n (x) + εJ(F n−1 (x)) · · · J(F(x))J(x)v + O(ε2 )
n

n−1
Y

n

i=0
(n)

= F (x) + ε

= F (x) + εJ



(3.5)


J(F i (x)) v + O(ε2 )

(x)v + O(ε2 ),

where the Jacobi matrix J(x) = J(s0 , p0 ), corresponding to the map (s1 , p1 ) = F(s0 , p0 ),
is given by


∂s1 ∂s1
 ∂s0 ∂p0 

J(s0 , p0 ) = 
 ∂p1 ∂p1 
∂s0 ∂p0
and J (n) (x) is defined as
J

(n)

(x) :=

n−1
Y

J(F i (x)).

i=0

J (n) (x) is the Jacobi matrix corresponding to the map F n acting on x. It can be found
by taking the product of the Jacobi matrices corresponding to the transitions between
consecutive collision points. The order of the product is as in (3.5).
It is straightforward to rewrite (3.5) in the familiar generalized derivative form:
F n (x + εv) − F n (x)
= J (n) (x)v.
ε→0
ε
lim

(3.6)

Assuming that the infinitesimally small deviation vector at the point x in the direction of
v will grow exponentially, we introduce the Lyapunov exponents, λ, as follows:
||F n (x + εv) − F n (x)||2
∼ eλn ||v||2 ,
ε→0
ε
lim

where we have chosen to use the L2 -norm, which is denoted by ||.||2 . Equivalent norms
result in the same Lyapunov exponents, as is proven in [13].
Applying equation (3.6) gives us
||J (n) (x)v||2 ∼ eλn ||v||2 ,
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1
||J (n) (x)v||2
log
.
n→∞ n
||v||2

λ = lim

(3.7)

The existence of this limit can be proven. An essential part of the proof is that the J(x)
are bounded. This implies that ||J (n) (x)||2 can grow at most exponentially. Further details
can be found in [13].
For a fixed starting point x, one might expect different Lyapunov exponents for each v.
In [13], it is proven that a trajectory on an m-dimensional manifold can have at most
m different Lyapunov exponents. In our case, this means that for each x, the trajectory
starting at that point can have at most two different Lyapunov exponents. The idea is
as follows. Suppose there are two different Lyapunov exponents λ1 > λ2 for two linearly
independent deviation vectors v1 and v2 . Then any other deviation vector v is a linear
combination of v1 and v2 . Because the component of v in the direction of v1 will grow at
rate λ1 > λ2 , v will asymptotically grow at rate λ1 . We conclude that all initial deviation
vectors v that have a component in the direction of v1 , which is almost every v, will have
a Lyapunov exponent of λ1 . The others will have a Lyapunov exponent of λ2 . However, in
physical systems there is always noise, which is represented by round-off errors in numerical
computations. This noise will produce a component in the direction of v1 . Therefore, one
always finds the largest Lyapunov exponent: λ1 . Since this one is usually the only one
that is relevant in practice, it is often referred to as the Lyapunov exponent. From now
on, when we write λ, we mean this largest Lyapunov exponent.
In an attempt to get a better feeling for Lyapunov exponents, we will take a closer look at
J (n) (x)v. As we see in (3.5), the matrix J (n) (x) approximately describes what happens to
a small deviation vector v at the point x. In our case, J (n) (x) is a 2 × 2 matrix. We can
calculate its singular value decomposition, which will be of the form:
J (n) (x) = U (n) Σ(n) V (n)∗ ,
where U (n) , V (n) are unitary 2 × 2 matrices, ∗ denotes the conjugate transpose and Σ(n) is
a diagonal 2 × 2 matrix. The two values on the diagonal of Σ(n) are called the singular
(n)
(n)
(n)
(n)
(n)
(n)
values, σ1 and σ2 , of J (n) (x). We order σ1 and σ2 such that σ1 > σ2 . Unitary
matrices conserve lengths and inner products, which means that they are combinations of
rotations and reflections. Therefore, we have decomposed the matrix into a sequence of
simple transformations: a rotation, a stretching along the coordinate axes, and another
rotation. For example, if we let J (n) (x) act on a small circle around x, it will rotate
the circle, stretch it so that it becomes an ellipse and rotate it again. The action of the
linearization of F (n) around the point x is visualized in Figure 3.20.
The stretching is the part we are most interested in. Because F is volume-preserving, F n
is also volume-preserving. Therefore, |det(J (n) (x))| = 1. Otherwise, infinitesimal areas
around x would be contracted or expanded, which would be a contradiction. Because U (n)
and V (n) are unitary, also |det(U (n) )| = 1 and |det(V (n) )| = 1. Singular values are always
real and positive. Combining the previous statements we conclude that det(Σ(n) ) = 1,
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Figure 3.20: The linearized version of F (n) transforms a circle into an ellipse. Note that this is
(n)
(n)
only a good approximation for small circles. σ1 and σ2 are the singular values
of J (n) (x), which is the Jacobi matrix corresponding to F (n) evaluated at the point
x.

(n)

which implies that σ1 =

1
(n) .
σ2

In less mathematical terms, if we let J (n) (x) act on a circle

the resulting ellipse must have the same area as the circle. This means that the stretching
factors of the axes of the ellipse must multiply to 1. The L2 -norm of J (n) (x) equals the
(n)
stretching factor of the major axis of the ellipse: ||J (n) (x)||2 = σ1 .
It is possible to choose v such that
||J (n) (x)v||2
(n)
= ||J (n) (x)||2 = σ1 .
||v||2
Therefore (3.7) can be written as
1
(n)
log σ1 ,
n→∞ n

λ = lim

(n)

where λ now is the largest Lyapunov exponent and σ1 is the stretching factor of the major
axis of the ellipse as described above.
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Finite-time Lyapunov exponents

As we have seen in Section 3.6 Lyapunov exponents are defined for n → ∞, where n is the
number of collisions of a trajectory with the boundary of the billiard. In order to calculate
the Lyapunov exponent of a trajectory, the trajectory has to be calculated up to a very
high value of n. It is then assumed that the value at that point is very close to the real
limit.
When calculating the Lyapunov exponents for many trajectories it is very expensive to
calculate them up to such a high value of n. Besides that, real mixing tubes have a limited
length. For practical purposes one wants to know what happens to the light while it is
inside the mixing tube, not what might happen if the tube were infinitely long.
For these reasons we introduce the finite-time Lyapunov exponents (FTLE). They are
defined as follows:
||J (N (l)) (x)v||2
1
,
(3.8)
λ(l, v) = log
l
||v||2
where

N (l) = max{n :

n
X
i=1

||(x, y)(si ) − (x, y)(si−1 )||2 6 l}.

Here l is the traversed path length inside the billiard B, which depends on the length of
the mixing tube, L, and the angle of the light ray with respect to the axis of the mixing
tube, ϕ. As we saw in Section 2.1, we have:
l=

L
.
cos ϕ

N (l) is the number of collisions of the light ray with the boundary of the mixing tube,
before reaching the end of the tube. It is important to note that there is a factor 1l in
the definition of λ(l) instead of the factor N1(l) that one might expect. We have made this
choice because we prefer thinking in terms of traversed path length to thinking of numbers
of collisions. This means that the fully discrete relation (3.4) should now be replaced by
||F N (l) (s0 , p0 ) − F N (l) (s̃0 , p̃0 )||2 ∼ eλl .
If we would take the limit l → ∞, we would find that this Lyapunov exponent differs from
the one defined in Section 3.6 by a constant. This is just a matter of definition and not
essential.
Because we do not take the limit l → ∞ λ(l, v) as defined in (3.8) depends on v. The
reason for this is that the component in the shrinking direction is still significantly large.
A whole range of values of λ(l, v) can be found by varying v. We solve this by defining
the finite-time Lyapunov exponent as


1
||J (N (l)) (x)v||2
,
λ(l) = max log
l v6=0
||v||2
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which is more compactly written as
λ(l) =

1
log ||J (N (l)) (x)||2 .
l

(3.9)

λ(l) can be interpreted as the maximum rate, among all nearby trajectories, at which such
a trajectory can move away from the trajectory that starts at x. We follow the trajectory
only during a pathlength l, and λ(l) is the average divergence rate over that interval.
Similar to what we did in the previous section, we can rewrite λ(l) as
λ(l) =

1
(N (l))
log σ1
l

and refer to Figure 3.20. The finite-time Lyapunov exponent as defined in (3.9) is the tool
we will use in our simulations.

3.8

Mixing inside billiards

In Sections 3.2 and 3.3 we have seen several types of billiards. The one that draws our
attention is the square with circular corners. First of all, it is ergodic, which means
that almost all rays will travel all over the billiard in a uniform way. Second, we saw in
Section 3.4 that nearby rays diverge rapidly when they encounter a circular segment of the
boundary. Intuitively, these are properties that correspond to good mixing. Therefore, we
investigate billiards that are similar to the square with circular corners.
The family of billiards that we define consists of regular polygons with circular corners.
They are defined to have an area of 1. The area is fixed, because otherwise the comparison
between different members of the family is unfair. The number n indicates which polygon
is meant, e.g. n = 4 corresponds to the square. The ‘roundness’ of the billiards is a
parameter, which we define as R = Lr . r is the radius of the circular parts of the boundary
and L is the length of the line segments. Since the area of the billiard must equal 1,
choosing R means that r and L are fixed. For R = 0 we obtain the regular polygon, for
R → ∞ we obtain the circle. The (n, R)-billiards can be constructed in three steps:
1. Define a regular polygon with edges of length 1,
2. Draw the unique curve around it for which the distance to the polygon is precisely
R,
3. Scale the resulting billiard in the x and y directions by a factor
order to obtain a billiard of area 1.
The billiard n = 4, R = 1 is shown in Figure 3.21.

√

1
area of the billiard

in
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Figure 3.21: Construction of the rounded square. r is the radius corresponding to the circular
segments and L is the length of the line segments. In this case, R = Lr = 1.

Alternatively, the billiard can be constructed by taking a union of circles and polygons.
Such a union satisfies the requirements that were mentioned in Section 3.3 and therefore
the billiards are ergodic.
What we would like to know is how sensitively trajectories depend on the initial conditions.
For this purpose the finite-time Lyapunov exponent (FTLE) was defined in Section 3.7.
The first step in our investigation is to calculate the FTLE on a grid of points (s, p) in
phase space. Such a grid typically consists of 250x250 points. By calculating the FTLE we
can see for rays starting from different points on the boundary and in different directions
how fast nearby rays will move away from them. Doing this for several different billiards
will provide insight into the relevant mechanics.
The second step in our investigation is to consider an LED position (x, y) ∈ B. In our
model, an LED corresponds to a point inside the billiard from which rays are emitted in all
directions. Typically 360 rays are distributed uniformly over [0, 2π). All emitted rays have
a first collision point with the boundary. Because all members of the family of billiards we
are considering have a C 1 boundary, the set of all first collision points forms a C 0 curve in
phase space. We call this the ‘first-collision curve’. An example is shown in Figure 3.22.
By averaging the FTLE obtained before (in the first step) over the first-collision curve, we
obtain the average FTLE over all rays that are emitted from the point (x, y). We hope that
this average FTLE at (x, y) will be a measure of how well the light of an LED positioned
at (x, y) is mixed. The underlying assumption is that the light of an LED is mixed well
precisely when individual rays are ‘mixed well’, i.e. have large FTLE.
To perform the above calculations, we need to do several things. First, we need to calculate
trajectories. Second, we need to calculate FTLEs, which means we need to calculate Jacobi
matrices. Because we calculate the FTLE only for a grid in phase space, we need some
interpolation method in order to obtain it for any point on the first-collision curve. We
can see in Section 4.3.3 that Jacobi matrices, and therefore FTLE, are not continuous for

3.8 Mixing inside billiards

45

1

1
0.5

p

y
0.5

0

−0.5
0
−0.5

0

0.5

x

−1

0

0.2

0.4

0.6

0.8

1

s

Figure 3.22: An LED positioned at (x, y) = (0, 0.2) emits light in all directions. The set of all
first collision points with the boundary forms a curve in phase space, which we call
the first-collision curve.

shapes that are not C 2 . Therefore, we do not need fancy methods for interpolating. Ray
tracing, interpolating and the calculation of FTLEs are explained in the next chapter.
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Chapter 4
Numerical calculations
4.1

Introduction

In this chapter essential parts of the code are explained. We start with the way rays
are traced in Section 4.2. In Section 4.3 we go into the calculation of the finite-time
Lyapunov exponents and in Section 4.4 we explain how we interpolate in a grid of Lyapunov
exponents. Before we proceed, we must spend a few words on the context.
We want to calculate the trajectories of rays. As we have seen, a trajectory consists of a
sequence of intersection points, (si , pi ) ∈ M , with the boundary Γ.

A restriction that we imposed is that we only take into account convex billiards. Starting
from any point inside the billiard, we know that for convex billiards all rays have precisely
two intersection points with the boundary. One of these is in the negative direction and
this point corresponds to the previous intersection point (at least mathematically). The
other one is in the positive direction and this is the next intersection point, which we are
looking for. The fact that there is precisely one intersection point in the positive direction
makes the ray tracing significantly easier and therefore faster. Besides that, convex mixing
tubes are often nice to use in practice. At least when a multi-die LED package such as the
one in Figure 1.4(c) is used, a convex shape will minimize the required area at the bottom
of the mixing tube.
Because derivatives play such an important role both when calculating the angle of reflection and when calculating Lyapunov exponents, caution must be taken when investigating
billiards with boundaries that are not at least C 1 . This type of billiard is best considered
to be a limit of a series of billiards that are C 1 . Such a series can be constructed by inserting increasingly small circular segments at the places where the non-C 1 billiard is not
differentiable. This also makes some practical sense, because it is not possible to produce
plastic devices with perfectly ‘sharp’ corners.
In the following we will always assume a periodic parametrization of the boundary of the
billiard as defined in Section 2.2. Given some value s ∈ R, this method will return the
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corresponding (x, y)-coordinates and also the angle of the tangent vector (in the counterclockwise direction) with the positive x-axis. Most of the billiards that we consider consist
of line segments and circular segments (such that the billiard is convex and C 1 ). For these
billiards, the above method also returns an index corresponding to the segment on which
the point s lies.

4.2

Ray tracing

Before we explain how ray tracing is done in our simulations, it is important to realize that
there could be an issue here. We are simulating chaotic systems, which means that small
deviations in the initial conditions lead to large deviations after some time. Computers
work with a finite precision and therefore small deviations in the initial conditions occur
naturally. In fact, an error is made at every intersection point. An interesting question
is whether this means that simulations of chaotic systems, and ours in particular, are
worthless. An answer is provided by the Shadowing Lemma. This lemma basically says
that all numerically calculated trajectories, with round-off errors, are closely followed by
some real solution of the system. Details can be found in literature [12].
It is good to realize that real plastic mixing tubes are also not infinitely accurate, due to
production errors. It may well be that our simulations are ‘more accurate’ than real mixing
tubes.
Now that we are comforted a little, we will discuss what our methods do; see Figure 4.1 for
reference. Given a starting point (x0 , y0 ) ∈ B and the direction θ of the ray with respect
to the x-axis, find the point snew ∈ Γ where the ray intersects with the boundary. Once
snew is known, pnew follows directly from θ and the tangent angle at snew . When one wants
to start from a point (sold , pold ), this is done by obtaining (x0 , y0 ) and θ from sold and pold
and applying the same method. This way less different methods need to be developed.
(x1,y1 )
snew

y

(x0, y0 )

x

q

sold

Figure 4.1: sold , (x0 , y0 ), snew , (x1 , y1 ) and θ. sold and (x1 , y1 ) = (x, y)(snew ) are defined by
(x0 , y0 ) and θ. Often, (x0 , y0 ) will be on Γ, in which case it coincides with sold .

We use two separate methods to calculate snew . The first two methods are numerical:
the bisection method and the Newton-Raphson method. These work for any convex bil-
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liard. The third method is analytical and works for convex billiards that have a boundary
consisting of line segments and circular segments only.

4.2.1

Numerical ray tracing

Ray tracing comes down to finding the point where the path along which the ray travels
intersects with the boundary of the billiard. The ray travels in a straight line and the
boundary of the billiard is the convex closed curve Γ.
The important step is defining a function that is positive on one side of the straight line
and negative on the other side. Many types of functions can do this. We choose for a
simple linear function. This can be done by selecting a vector that is orthogonal to the
line. (sin θ, − cos θ) is such a vector, since the angle of the line with respect to the x-axis
is θ. Because the point (x0 , y0 ) lies on the line, (sin θ, − cos θ)(x − x0 , y − y0 )T = 0 when
(x, y) is on the line, positive when it is in the direction of n = (sin θ, − cos θ) and negative
when it is in the direction of −n. Therefore, F̃ is defined as:
F̃ (x, y) = (sin θ, − cos θ)(x − x0 , y − y0 )T ,
with θ and (x0 , y0 ) as defined above. Now, because the parametrization (x, y)(s) is known,
also F (s) = F̃ (x(s), y(s)) is known. The equation F (s) = 0 must hold for the two intersection points sold and snew . s can be found in several ways. We will first describe the
bisection method and then Newton-Raphson combined with bisections.
The bisection method
The basic bisection algorithm is very simple:
Algorithm 4.1
choose a < b such that sign(F(a)) = - sign(F(b))
%
%
%
%

This means an odd number of zeroes is in [a,b]. Because there are
precisely two zeroes in total, precisely one zero is in [a,b].
In case s0 is known, choose a and b so that s0 is not inside [a,b].
This implies that s1 is inside [a,b].

while b-a > tolerance
c = (a+b)/2

% Split the interval.

if sign(F(c)) = sign(F(a))

% If the zero is not in [a,c],
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a = c
else
b = c
end

% next iteration investigate [c,b],
% otherwise
% investigate [a,c].

end
The most difficult part is finding the initial interval [a, b] generally called a bracket. We
distinguish two cases:
Case I: We start from a point sold , which means that (x0 , y0 ) ∈ Γ. This is the situation
that occurs most often. In this case, we choose a = sold + ε and b = sold − ε + 1 for some
0 < ε  1. We add 1 in order to make sure that b > a. This is no problem, because the
parametrization is periodic.
If sign(F (a)) = −sign(F (b)) is not satisfied, a and b are redefined using a smaller value of
ε. This is repeated until sign(F (a)) = −sign(F (b)) is satisfied.
Case II: If the starting point (x0 , y0 ) is not on Γ, we choose a parametrization value a and
then search for a value b such that (x, y)(a) and (x, y)(b) are on opposite sides of the line:
Algorithm 4.2
choose a = 0
referenceSign = sign(F(a))
choose b = mod(e,1)
while sign(F(b)) == referenceSign
b = mod(b+e,1)
end
Here, e is the transcendental number 2.7182... such that the function ex is its own derivative.
Theoretically the situation could occur where sign(F (a)) = 0. In this case, a corresponds
to an intersection point and therefore it coincides with sold or snew . In the first case we can
go to Case I and in the second case we are done immediately. Therefore, we now assume
that sign(F (a)) 6= 0.

The above method for finding b seems rather arbitrary. However, because e is an irrational
number, the method is guaranteed to work. A reason for choosing e rather than some other
n
for small m. This
irrational number is that e is relatively far from all rational numbers m
implies that at least the first values of b that are obtained are distributed over [0, 1] in a
rather uniform way. For that reason, a value of b for which sign(F (b)) 6= sign(F (a)) will
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be found quickly in almost all cases. It is not trivial to prove an upper bound for the time
needed to find this b in case the roots are very close together, but in practice this method
is very fast.
We know that precisely one of the intersection points is in [a, b] and use the bisection
method Algorithm 4.1 to find it. Unfortunately, it is not immediately clear whether this
point is snew or sold . This is easily solved by checking whether the vector (x1 − x0 , y1 − y0 )
with (x1 , y1 ) = (x, y)(snew ) is in the direction of the ray or in the opposite direction. If it
is in the direction of the ray
(cos θ, sin θ)(x1 − x0 , y1 − y0 )T > 0
must be satisfied and snew has been found. Otherwise, we know that snew must be in the
complement of [a, b], which is [b, a + 1] (due to periodicity). In that case, the bisection
method must be used one more time and will provide us snew .
We choose a tolerance of 10−10 or 10−12 , which typically takes 34 or 40 bisections, respectively. These are large numbers of iterations, but each iteration is very fast because few
computations are needed per iteration.
The Newton-Raphson method
In order to obtain faster convergence, we can use the Newton-Raphson method. The reader
who is not familiar with it and wants to know more than we will explain here can find
a good description in [14]. Newton-Raphson is a second order method that makes use of
derivatives. It computes a new estimate for the intersection point from the old one by the
following rule:
F (si )
.
si+1 = si − 0
F (si )
F (s) is the same function that we use in the bisection method and F 0 (s) is its derivative.
Unfortunately, whether the method converges or not depends on the initial guess. For
example, in Figure 4.2 we see that F 0 (si ) becomes small when si is close to smax or smin
and in that case si+1 can go anywhere. This means the method does not have to converge.
In the same figure the initial guesses that do converge to an intersection point are indicated
by dashed curves. It is clear that when si is on a dashed segment it will converge to the
adjacent intersection point. The reason for this is that the dashed curves reach the s-axis
and on the dashed curves signF 00 (si ) = signF (si ).
The difficulty with Newton-Raphson is to find an initial guess, s0 , for which the method is
guaranteed to converge. We make use of the convexity of the billiards under consideration
and the monotonicity of F (x, y). Because of this, the structure of F (s) is always essentially
the same. There is a positive smax and a negative smin . There is precisely one inflection
max
min
point smin < sinf
and there is precisely one inflection point smax < sinf
(using
1 < s
2 < s
inf
the periodicity of s). Very importantly, we always have F 00 (s) 6 0 for s ∈ (sinf
,
s
1
2 ) and
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smax

+

s

s1inf

s2inf

s =0
s min

-

(a) The billiard and the ray for which we are searching the intersection
points.

smax
F(s)

s1inf

s2inf

s
s2 s1

s0

s min

(b) Starting with an initial guess s0 inside a dashed region, NewtonRaphson will converge rapidly to the intersection point.

Figure 4.2: The billiard and a sketch of the corresponding F (s). The values of s that correspond
to the maximum, the minimum and the two inflection points of F (s) are shown.
Newton-Raphson is guaranteed to converge on the dashed regions.

inf
inf
F 00 (s) > 0 for s ∈ (sinf
2 , s1 ). The only possible variation is that F (si ) can be negative for
one or both of the inflection points.

The basic algorithm consists of doing bisections until an initial guess has been found for
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which Newton is guaranteed to converge. The above insight allows us to write down
conditions that imply convergence. For the leftmost dashed curve in Figure 4.2(b) we
obtain F (s) > 0, F 0 (s) > 0 and F 00 (s) > 0. For the rightmost dashed curve we obtain
F (s) > 0, F 0 (s) < 0 and F 00 (s) > 0. When the F (sinf
i ) are negative we get {F (s) <
0
00
0
00
0, F (s) < 0, F (s) < 0} and {F (s) < 0, F (s) > 0, F (s) < 0}. In all cases F 00 (s) = 0 must
also be considered. This corresponds to line segments in the billiard, which occur quite
frequently. Unfortunately, for F 00 (s) = 0 we sometimes have convergence and sometimes
we do not. We distinguish three cases (see Figure 4.3):
1. Case 1: The intersection point is on the line segment. It is very important that we
recognize this case and apply a Newton-Raphson step. If we do not recognize this
case, bisection steps will be performed all the way to the intersection point, which
takes a lot of time. If we do recognize it, the root is found within one Newton step.
The way we recognize this case is by applying a Newton step and checking whether
we have found a root and, to avoid accidents, whether it is the correct one.
2. Case 2: The intersection point is not on the line segment, but s0 does converge. This
case is more difficult, because it is hard to distinguish from Case 3. This situation
occurs less often and in general only a few bisection steps need to be done before
Newton steps are performed on the curved segment (where F 00 6= 0 and the strict
requirements are met). Therefore, we continue with bisection steps up to that point.
3. Case 3: Convergence is not guaranteed when Newton is started here. Therefore
we continue to do bisection steps until Newton requirements are met at some other
point.
The algorithm starts by finding a bracket (a, b) for one of the roots in the same way as in
the bisection method. This means that precisely one of the roots is inside (a, b). Then we
simplify things, by making sure that F (a) < 0 and F (b) > 0. If it is the other way around
we redefine F := −F . This way we only have to consider the option F (a) < 0, F 0 (a) >
0, F 00 (a) 6 0 for the left boundary of the bracket and F (b) > 0, F 0 (b) > 0, F 00 (b) > 0 for
the right boundary. At every step we check for these conditions and as soon as we find a
point that satisfies them we stop doing bisections and start using Newton-Raphson.
The algorithm looks as follows:
Algorithm 4.3
find a,b

% find a bracket using the same
% method as for the bisections

if F(a)>0
F := -F
end

% make sure F(a) < 0 and F(b) > 0
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F(s)

F(s)

s0

s

(a) Case 1: convergence in 1 iteration.

F(s)

s0

s

(b) Case 2: convergence.

s0

s

(c) Case 3: (possibly) no convergence.

Figure 4.3: The three cases that are distinguished when straight edges are encountered.

s0 = leftCheck(a)

% check whether Newton converges
% from a

if

% if not, check whether Newton
% converges from b

s0 == -1
s0 = rightCheck(b)

end
while s0 == -1 && b-a > tol

end

% while no convergence

c = (a+b)/2

% do bisection

if F(c) < 0
a = c
s0 = leftCheck(a)
else
b = c
s0 = rightCheck(b)
end

%
%
%
%
%
%

either
update left bracket boundary
and check for newton convergence
or
update right bracket boundary
and check for newton convergence
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Function 4.1a
function s0 = leftCheck(a)
%
%
%
%
%

in this function the conditions for newton convergence are checked for the
left boundary of the bracket
** checks for line segment case 1; F’(a-F(a)/F’(a)) < 0 makes sure that the
function can not return the wrong root

if F’(a) > 0
if F’’(a) < 0
s0 = newton(a)
elseif F’’(a) == 0 && abs(F(a-F(a)/F’(a))) < tol && F’(a-F(a)/F’(a)) < 0
s0 = a - F(a)/F’(a)
else
s0 = -1
end

**

else
s0 = -1
end
end

Function 4.1b
function s0 = rightCheck(b)
%
%
%
%
%

in this function the conditions for newton convergence are checked for the
right boundary of the bracket
** checks for line segment case 1; F’(b-F(b)/F’(b)) > 0 makes sure that the
function can not return the wrong root

if F’(b) > 0
if F’’(b) > 0
s0 = newton(b)
elseif F’’(b) == 0 && abs(F(b-F(b)/F’(b))) < tol && F’(b-F(b)/F’(b)) > 0
s0 = b - F(b)/F’(b)

**
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else
s0 = -1
end
else
s0 = -1
end
end

Function 4.2
function s0 = newton(s)
while abs(F(s)) > tol
s = s - F(s)/F’(s)
end
s0 = s
end
The speed of this method is highly dependent on the number of bisection steps needed
before a suitable initial guess is found. On average the method is faster than just doing
bisections. It is not very much faster, because derivatives and second derivatives must
be evaluated at every step. In practice we have almost exclusively investigated billiards
for which the trajectories are calculated analytically. This will be explained in the next
section.

4.2.2

Analytical ray tracing

For the convex billiards consisting of only straight line segments and circular segments, the
intersection points can be found analytically. The way we do this is to select a segment and
check whether the ray intersects this segment. If it does, we have found the intersection
point and the algorithm ends, otherwise we move on to the next segment and repeat the
process until we do find the intersection point.
In order to do this the ray and the segments need to be defined. The ray is defined as
before: a starting point (x0 , y0 ) and a direction θ. A line segment is defined as a starting
point (xs , ys ), the angle θs with respect to the positive x-axis and a length l. A circular
segment is defined by its center (xs , ys ), its radius r, the starting angle ψ0 and the angular
range ψr .
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(-v0 ,u0)

y

(u0 ,v0 )

(x0 ,y0 )
(x,y)

x
Figure 4.4: When a line is defined by a support vector (x0 , y0 ) and a direction vector (u0 , v0 ),
the line consists of precisely those points (x, y) for which (−v0 , u0 )(x, y)T =
(−v0 , u0 )(x0 , y0 )T .

Calculating the intersection point of two lines is straightforward. All points on a line with
support (x0 , y0 ), direction (u0 , v0 ) and normal (−v0 , u0 ) satisfy the equation (−v0 , u0 )(x, y)T =
(−v0 , u0 )(x0 , y0 )T . See Figure 4.4. The intersection point of two lines can be calculated by
solving a system of two such equations:


−v0
−v1

u0
u1



x
y




=

−v0 x0 + u0 y0
−v1 x1 + u1 y1


,

which, in our case, translates to


 

− sin θ cos θ
x
− sin θ x0 + cos θ y0
=
.
− sin θs cos θs
y
− sin θs xs + cos θs ys
This works whenever the determinant of the matrix is not 0. When it is, the lines are
parallel and therefore there is no intersection point.
When we do find an intersection point, we need to make sure that it lies on the line segment
(the part of the line that is on Γ). This is done by checking that
0 6 (cos θs , sin θs )(x − xs , y − ys )T 6 l.
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||(cos θs , sin θs )||2 = 1 and, disregarding numerical errors, (cos θs , sin θs ) and (x − xs , y − ys )
are in precisely the same direction. Therefore, the above inner product is basically equal
to the length of (x − xs , y − ys ), although it is negative when (x, y) is in the ‘negative’
direction of the line.
Finally, we must check that the intersection point is in the positive ray direction, which is
done by making sure that
(cos θ, sin θ)(x − x0 , y − y0 )T > 0.
For the circular segments, finding the intersection point goes as follows. First, we translate
the system, so that the center of the circle is at the origin. This means that (x00 , y00 ) =
(x0 , y0 ) − (xs , ys ) and (x0s , ys0 ) = 0. The ray direction θ as well as the circle radius r, the
starting angle ψ0 and the angular range ψr remain the same.
An intersection point (x0 , y 0 ) must satisfy the following equations:
x0 2 + y 0 2 = r 2 ,
x0 = x00 + t cos θ,
y 0 = y00 + t sin θ.

(4.1a)
(4.1b)
(4.1c)

Substitution of (4.1b) and (4.1c) into (4.1a) gives us
(x00 + t cos θ)2 + (y00 + t sin θ)2 = r2 ,
which can be rewritten as
t2 + 2t(x00 cos θ + y00 sin θ) + x002 + y00 2 − r2 = 0.
The solutions of this quadratic equation are given by
q
0
0
t = −x0 cos θ − y0 sin θ ± (x00 cos θ + y00 sin θ)2 + r2 − x002 − y00 2 .

(4.2)

x0 x0 +cos θ

We now define D = y00 y00 +sin θ and substitute (4.2) into (4.1b) and (4.1c) to obtain the
0
0
following expressions for the intersection points:
√
x0 = x00 − cos θ(cos θ, sin θ)(x00 , y00 )T ± cos θ r2 − D2 ,
√
y 0 = y00 − sin θ(cos θ, sin θ)(x00 , y00 )T ± sin θ r2 − D2 .
Before calculating the complete expressions, the discriminant r2 − D2 is checked. If the
discriminant is negative, there are no intersections and therefore snew is not on this segment.
In case the discriminant equals 0, the corresponding (x0 , y 0 ) is a tangent point which cannot
lie on Γ. The reason for this is that the billiard is convex, which means that any ray that
is tangent to the circular segment and lies on Γ can not originate from a point inside B.
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If the discriminant is not positive, i.e., r2 − D2 6 0, we move on to the next segment.
Otherwise, we have found two intersection points and need to find out whether one of
them is snew . This is precisely the case if the intersection point lies on Γ and in the positive
direction of the ray. First, we calculate
(cos θ, sin θ)(x0i , yi0 )T

i = a, b

and sort them such that
(cos θ, sin θ)(x0a , ya0 )T < (cos θ, sin θ)(x0b , yb0 )T .
Since (cos θ, sin θ) defines the direction of the ray, this means that the ray will intersect
the circle at the point (x0a , ya0 ) before intersecting it at the point (x0b , yb0 ).
G’

(x b’,yb’)
ys

yr
y0

x

0

(x a’,ya’)

Figure 4.5: Finding the intersection points on a circular segment. In this case, ψs 6∈ [ψ0 , ψ0 +
ψr ] and therefore snew is not on this circular segment. Γ0 equals Γ translated by
−(xs , ys ).

Convexity of circles implies that the ray will move into the circle upon passing (x0a , ya0 ) and
out of the circle upon passing (x0b , yb0 ); see Figure 4.5 for reference. For convex billiards,
we know that the ray moves into the billiard upon passing sold and out of the billiard upon
passing snew . If part of the (non-translated) circle is a part of Γ, the convexity of both
implies that (xa , ya ) can only correspond to sold and (xb , yb ) can only correspond to snew .
Therefore, we discard (x0a , ya0 ) and check whether (xb , yb ) is indeed on the part of the circle
that is a segment of Γ, in which case it must coincide with snew . Checking whether (xb , yb )
is on the circle segment is done by checking whether the angle of the vector (x0b , yb0 ), which
we call ψs , is in the interval [ψ0 , ψ0 + ψr ]. This is visualized in Figure 4.5.
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4.3

Lyapunov exponents

An important question with respect to Lyapunov exponents is how they should be calculated. The method by which this is done is explained in Section 4.3.1. An important part
of the method is the calculation of the Jacobi matrices corresponding to F. In Section
4.3.2 we will explain how these are calculated numerically, in Section 4.3.3 how this can
be done analytically.

4.3.1

The general method

In Section 3.6 we have seen that, in numerical calculations, any initial deviation vector
v will lead to the same (largest) Lyapunov exponent. The explanation for this is that
the component in the direction of the dominant eigenvector becomes more dominant as n
goes to infinity, no matter how small it was initially. This makes the calculations simple.
The Lyapunov exponent (the original one, n → ∞) for the trajectory starting at point
x = (s, p) can theoretically be approximated as follows:
Algorithm 4.4
choose x
choose v

% starting point of the trajectory
% choose initial deviation vector, any v will
% eventually lead to the same Lyapunov exponent

for i=1:n

% loop over n collisions

v = J(x)*v
x = F(x)

%
%
%
%
%
%
%

calculate the deviation vector after the next
collision
calculate the next collision point; the v that
was calculated before is the deviation vector
at this new collision point
NOTE: in the real simulations x and v are
calculated simultaneously for efficiency

end
lambda = 1/n log( ||v||_2 )

% this corresponds to equation (3.7)

This should be done for values of n in the order of 105 or higher. The problem using this
approach is that ||v||2 will grow exponentially when the behavior is chaotic. This results
in numerical overflow. Because the transformations of v by the Jacobi matrices are linear,
this can be solved by scaling v after each collision point. At each collision, we define
γi = ||vi ||2 and scale v back to length 1: vi := vγii . This means that the vector v will
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keep length 1 throughout the calculation. The Lyapunov exponent is computed from the
numbers γi .
The following intermediate algorithm does precisely the same as the previous one. Its
purpose is to provide an intermediate step so that Algorithm 4.6 is easier to understand.
Algorithm 4.5
choose x
choose v
totalLength = 1

for i=1:n
v = J(x)*v
x = F(x)

gamma = ||v||_2
v = v / gamma

%
%
%
%
%
%

starting point of the trajectory
choose initial deviation vector, any v will
eventually lead to the same Lyapunov exponent
this variable holds the length that v would
have if it would not be scaled back to unit
length

% loop over n collisions
%
%
%
%
%

calculate the deviation vector after the next
collision
calculate the next collision point; the v that
was calculated before is the deviation vector
at this new collision point
% store the length of v
% scale v to unit length

totalLength = totalLength * gamma
end
lambda = 1/n log totallength

% this corresponds to equation (3.7)

Q
P
Using log( i γi ) = i (log γi ) and eliminating γi , we obtain the following algorithm.
Algorithm 4.6
choose x
choose v

% starting point of the trajectory
% choose initial deviation vector, any v will
% eventually lead to the same Lyapunov exponent

sum = 0
for i=1:n
v = J(x)*v

% loop over n collisions
% calculate the deviation vector after the next
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x = F(x)

%
%
%
%

collision
calculate the next collision point; the v that
was calculated before is the deviation vector
at this new collision point

sum = sum + log( ||v||_2 )
v = v / ||v||_2
end
lambda = 1/n sum
This is the type of algorithm that is generally used to calculate Lyapunov exponents, see
e.g. [13]. For an application to chaotic billiards, see [2].
In this algorithm, the variable sum still becomes quite large. In order to prevent this, and
in order to get an idea of the evolution of the Lyapunov
P exponent estimate as n increases,
we update λ after every collision. Defining z̄n = n1 ni=1 zi , we use the rule
n+1

z̄n+1

n

1 X
n
1
n 1X
1
=
zn+1 =
z̄n +
zn+1 .
zi =
zi +
n + 1 i=1
n + 1 n i=1
n+1
n+1
n+1

Algorithm 4.7
choose x
choose v
lambda = 0

%
%
%
%

for i=1:n

% loop over n collisions

v = J(x)*v
x = F(x)

%
%
%
%
%

starting point of the trajectory
choose initial deviation vector, any v will
eventually lead to the same Lyapunov exponent
this initial value is not used in the algorithm

calculate the deviation vector after the next
collision
calculate the next collision point; the v that
was calculated before is the deviation vector
at this new collision point

lambda = (i-1)/i * lambda + 1/i * log( ||v||_2 )
v = v / ||v||_2
end
Algorithm 4.7 is our final algorithm for computing standard Lyapunov exponents. In
order to compute finite-time Lyapunov exponents, we must change our perspective from
number of collisions to traversed pathlength. Other than that, Algorithm 4.8 is the same
as Algorithm 4.7.
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Algorithm 4.8
choose x
choose v

%
%
%
lambda = 0
%
totalPathlength = 0 %
maxPathlength = 50 %
%
%

starting point of the trajectory
choose initial deviation vector, any v will
eventually lead to the same Lyapunov exponent
this initial value is not used in the algorithm
this keeps track of the total traversed pathlength
this is the pathlength at which the trajectory is
terminated, which is in our case related to the
length of the mixing tube

while totalPathlength < maxPathlength
v = J(x)*v
(x,pathlength) = F(x)

%
%
%
%
%
%
%
%

calculate the deviation vector after
the next collision
the function F now not only returns
the next collision point, but also
the Euclidean distance; this is the
physical distance between the old and
new collision points inside the billiard,
not the distance in phase space

totalPathlength = totalPathlength + pathlength
lambda = (totalPathlength - pathlength) / totalPathlength * lambda + ...
+ pathlength / totalPathlength * log( ||v||_2 )
v = v / ||v||_2
end

Given a billiard and a starting point x = (s0 , p0 ), we can use this algorithm to calculate
the v-dependent finite-time Lyapunov exponents that were defined in Equation (3.8). We
choose the same billiard as in Section 3.4 and, randomly, x = (0.15, −0.7234). Applying
the algorithm to three different initial deviation vectors v0 , we obtain the three dashed
lines in Figure 4.6. Here, we only show what happens up to pathlength 50, because after
that all lines converge smoothly.
For the mixing tubes we are interested in, we typically have pathlength 6 10. As expected,
the approach of selecting v0 randomly does not always provide a good result. As an
example, v0 = (−0.2096, −0.9778) was chosen such that v0 is up to 4 decimal places equal
to the eigenvector corresponding to the smallest eigenvalue of J N (50) (0.15, −0.7234). It
converges to the largest Lyapunov exponent in the long run, but it takes a while.
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Figure 4.6: Methods for calculating the Lyapunov exponent.

For this reason, we use the finite-time Lyapunov exponents as defined in Equation (3.9).
The algorithm is as follows:
Algorithm 4.9
choose x
% starting point of the trajectory
totalPathlength = 0 % this keeps track of the total traversed pathlength
maxPathlength = 50 % this is the pathlength at which the trajectory is
% terminated, which is in our case related to the
% length of the mixing tube
while totalPathlength < maxPathlength
J = J * J(x)
(x,pathlength) = F(x)

%
%
%
%
%
%
%

update the Jacobi matrix J
the function F now not only returns
the next collision point, but also
the Euclidean distance; this is the
physical distance between the old and
new collision points inside the billiard,
not the distance in phase space

4.3 Lyapunov exponents

65

totalPathlength = totalPathlength + pathlength
lambda = 1 / totalPathlength * log ||J||_2

% this is equation (3.9)

end
In this case, we run into the numerical overflow problem again. Unfortunately, it does
not Q
seem possible
P to avoid this. The reason for this is basically that equations such as
log( i Ji ) =
i (log Ji ) do not hold. This is due to the fact that our Jacobi matrices
generally do not commute. Fortunately, in the example shown in Figure 4.6 the numerical
overflow does not occur before a path length of approximately 555. This is much larger than
the pathlength 6 10 that we are interested in. Other starting points x on the same billiard
are also fine at least up to a pathlength of 500. Because all billiards that we will investigate
are convex and relatively smooth, we assume that the corresponding Lyapunov exponents
will not be several orders higher than the ones for the current billiard. Therefore, we expect
not to encounter numerical overflow. This means that we will use this final algorithm for
our simulations.

4.3.2

Calculating Jacobi matrices numerically

Calculating the Jacobi matrix means calculating the four partial derivatives of the mapping
(s1 , p1 ) = F(s0 , p0 ). This is done using finite differences, and in particular we use forward
differences.
Writing (s1 , p1 ) = (F1 (s0 , p0 ), F2 (s0 , p0 )), the derivatives are approximated as
F1 (s0 + ∆s0 , p0 ) − F1 (s0 , p0 )
∂s1
≈
,
∂s0
∆s0
∂s1
F1 (s0 , p0 + ∆p0 ) − F1 (s0 , p0 )
≈
,
∂p0
∆p0
∂p1
F2 (s0 + ∆s0 , p0 ) − F2 (s0 , p0 )
≈
,
∂s0
∆s0
∂p1
F2 (s0 , p0 + ∆p0 ) − F2 (s0 , p0 )
≈
.
∂p0
∆p0
The values ∆s0 and ∆p0 are typically in the order of 10−6 . Unfortunately, calculating
F(s0 + ∆s0 , p0 ) and F(s0 , p0 + ∆p0 ) requires two extra rays to be traced. This means that
three rays are traced instead of one. Because ray tracing is relatively expensive this makes
the simulation roughly three times slower.
Luckily, this can be avoided. This is done by approximating F(s0 + ∆s0 , p0 ) and F(s0 , p0 +
∆p0 ) instead of actually calculating them. This approximation is done by calculating the
intersection points of the rays that correspond to (s0 + ∆s0 , p0 ) and (s0 , p0 + ∆p0 ) with the
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(s0,p0 +Dp0 )
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Figure 4.7: Approximating s1 + ∆s1 . This way no extra ray tracing is needed.

tangent line at s1 . For (s0 , p0 + ∆p0 ), this is shown in Figure 4.7. We then calculate the
distance along this tangent line and call it ∆s1 . The point s1 + ∆s1 is our approximation
for F1 (s0 + ∆s0 , p0 ) or F1 (s0 , p0 + ∆p0 ), respectively. The value of p1 + ∆p1 , which is the
approximation of F2 (s0 + ∆s0 , p0 ) or F2 (s0 , p0 + ∆p0 ), respectively, now follows directly
from the angle of incidence and the tangent angle at the point s1 + ∆s1 . This way, we have
obtained
∆s1
∂s1
≈
,
∂s0
∆s0

∂s1
∆s1
≈
,
∂p0
∆p0

∂p1
∆p1
≈
,
∂s0
∆s0

∂p1
∆p1
≈
.
∂p0
∆p0

We could have used central differences for our approximations. However, this would not
provide higher accuracy. This is because the error in the derivatives that is introduced by
calculating the intersection with the tangent line instead of the real intersection point is
of the order ∆s0 or ∆p0 , respectively. This error is of the same order as the one normally
present when using forward differences.

4.3.3

Calculating Jacobi matrices analytically

Analytical expressions can be found for the Jacobi matrix. First, a few more definitions
are needed. ρ01 is the Euclidean distance in R2 between the points corresponding to s0 and
s1 , C is the circumference of the billiard and R(s) is the radius of curvature of Γ at the
point s. For the billiards consisting only of circular segments and line segments, R equals
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the radius of the circles and ∞, respectively. The Jacobi matrix is given by

sin(cos(p0 ))
ρ01
ρ01
−
+
−

sin(cos(p1 )) sin(cos(p1 ))R(s0 )
C sin(cos(p0 )) sin(cos(p1 ))

J =
 


ρ01
sin(cos(p1 )) sin(cos(p0 ))
sin(cos(p1 ))
ρ01
C −
+
+
−
+
R(s0 )R(s1 )
R(s0 )
R(s1 )
sin(cos(p0 )) sin(cos(p0 ))R(s1 )
A not very extensive derivation can be found in the appendix of [3]. One can show that
det(J) = 1, which proves that the mapping F is area-preserving. We can also see that the
Jacobi matrix is not continuous for shapes that are not C 2 , because for those shapes R is
not continuous. This implies that the FTLE are not continuous, since those are calculated
directly from the Jacobi matrix.

4.4

Interpolating Lyapunov exponents

Generally, we want to calculate the finite-time Lyapunov exponent for very many rays.
Calculating the FTLE requires calculating a trajectory by tracing the ray, which is expensive. Therefore, we calculate the FTLE for a grid of rays in phase space, and when we
need it for a specific ray we interpolate in this grid. The way we interpolate is inspired by
the simple, yet effective, Shepard’s method [14], which will now be described.
The general form of the interpolating function that is used is
λ(s, p) =
where
wi (s, p) =

1 X
wi (s, p)λi ,
W i∈I

1
,
d((s, p), (si , pi ))q

q > 0.

I is the collection of indices of grid points for which the FTLE is known and which we
want to include in the computation. d(x, y) is defined as the Euclidean distance between
x and y. W (s, p) is the total weight of all grid points that are taken into account:
X
W (s, p) =
wi (s, p).
i∈I

This means that λ(s, p) is simply a weighted average, where the grid points that are nearby
receive a large weight and the ones far away receive a small weight. For small values of q,
the weight will decrease slowly. For large values of q, the weight will decrease rapidly.
We saw in the previous section that the FTLEs are not continuous in phase space for most
of our billiards. For this reason we do not want to take into account points that are far
away. Besides that, it makes no sense to look for a differentiable interpolating function.




.
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Therefore we only include the four grid points that directly surround the interpolating
point (s, p). The value of q that we choose is 1. The weight function that we obtain is
1
if (si , pi ) is one of the four points surrounding (s, p) and 0 otherwise.
d((s,p),(si ,pi ))
Another option would have been to use bilinear interpolation. The reason why we choose
not to do this is because it requires precisely four surrounding points. It is possible that
these are not available when p gets very close to 1 or -1. This is also an issue in our
current method, but that is easily worked around by only summing over the points that
are available. Finding a nicer solution is difficult, because of discontinuities and lack of
insight into the boundary conditions.

Chapter 5
Results
5.1

Introduction

The basic outline of the research was explained in Section 3.8. The results are shown in
this chapter. We start with investigating FTLEs of rays on several billiards in Section 5.2.
We use this information in Section 5.3 to compare positions on the billiard by calculating
average FTLEs. Three questions are answered in this section: what happens as the path
length is varied, what happens as R is varied and what happens as n is varied. At that point,
we make a very important observation. The average FTLE is for a large part determined
by the existence and number of what we will call ‘non-mixing trajectories’. Section 5.4 is
dedicated to explaining this. In Section 5.5 a billiard is constructed that does not contain
any ‘non-mixing trajectories’. This billiard is the main result of our research. Finally, in
Section 5.6, we do Monte Carlo ray tracing in three-dimensional mixing tubes to check
whether the actual behavior corresponds to our expectations.

5.2

Finite-time Lyapunov exponents

In this section, the finite-time Lyapunov exponents for single rays are calculated. A ray
starts from a point (s, p), where s defines the starting position and p defines the starting
direction. Since s parameterizes the boundary of the billiard, the rays start from the
boundary. Unless stated otherwise, we choose a path length of 5. We typically have in
mind mixing tubes that have a length of 8 (where the area of the cross-section is 1). In
these mixing tubes the rays with a path length of 5 are the rays that have an angle of
arctan( 85 ) ≈ 31◦ with respect to the z-axis. Since the billiards have an area of 1, rays
traversing a total distance of 5 typically have 5-8 collisions with the boundary. We hope
this is enough to mix the light.
All billiards in this section are regular polygons with circular corners as described in Section
3.8. The circle and regular polygon are limit cases for R → ∞ and R = 0, respectively. For
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these special cases, the FTLEs of all rays are equal to or very close to 0. Therefore, we have
not added figures of these cases. In Figure 5.1, FTLEs on billiards that are almost circular
and almost square are showed. For the almost circular billiard, the color is a relatively
uniform dark grey. This corresponds to small, but positive, FTLEs. For the almost square
billiard, we see many black bands and lighter grey in between those bands. The black
bands correspond to rays that only collide with straight edges, which causes them not to
spread out. The light grey in between corresponds to rays that do collide with the circular
segments. These rays are mixed relatively well. This is quite intuitive, because the circular
segments have a high radius of curvature, which causes rays that are close to each other
to get different angles of reflection.

(a) R = 5

(b)

1
8

(d)

(c) R =

Figure 5.1: Finite-time Lyapunov exponents for an almost circular and almost square billiard.
The traversed path length is 5. In the phase space figures, black corresponds to
FTLE equal to 0, white corresponds to 2.0.

In Figure 5.2 we set R = 1 and vary n. For the billiard n = 4, we see that the FTLE
figure is significantly brighter than the ones in Figure 5.1. Therefore, R = 1 seems to be a
good choice. Only three black bands remain. These correspond to the 2-periodic and the
4-periodic rectangular trajectories. The other bands are destroyed. Apparently, all other
trajectories encounter circular segments. For n = 5, we see four black bands. The inner
ones correspond to star shaped trajectories which only encounter line segments. These
trajectories are similar to the one showed in the circular billiard in Figure 3.1. The two
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outer bands correspond to pentagonal trajectories that only encounter line segments.

(a) n = 4

(b)

(c) n = 5

(d)

Figure 5.2: Finite-time Lyapunov exponents for polygons with R = 1. The traversed path length
is 5. In the phase space figures, black corresponds to an FTLE of 0, white corresponds to 2.0.

5.3

Average FTLE for each position

In this section, the average FTLE is calculated for each position, as described in Section
3.8. This is done for several billiards. First, we investigate the influence of different
path lengths on the result. If the path length increases beyond 5, the figures remain
essentially the same. The only thing that happens is that the color, and therefore the
FTLE, becomes more uniform. This makes sense, because we have seen in Chapter 3
in ergodic systems the Lyapunov exponent is the same for almost every trajectory and
that the finite-time Lyapunov exponents converges to the Lyapunov exponent as the path
length goes to infinity. Similarly, if we decrease the path length below 5, the structure is
also preserved but the contrast is increased. An example of this is shown in Figure 5.3.
We observe the same behavior for the other billiards. Therefore, we conclude it is not
necessary to investigate different path lengths in order to draw a conclusion with respect
to the optimal shape.
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(a) path length = 5

(b) path length = 3

Figure 5.3: Finite-time Lyapunov exponents for different path lengths. For each position, this
is the average over all directions. Black corresponds to average FTLE 6 1.0, white
corresponds to average FTLE > 1.7.

Secondly we investigate different values of R; see Figure 5.4. R defines a balance between
two phenomena. For large R, the radii of curvature are large and the line segments short.
This means that rays often collide with the circular segments, which causes them to spread.
However, because the radii of curvature are large, this spreading is much slower than when
the radii of curvature are small. For small R, the radii of curvature are small and the line
segments are long. Because of this, the circular segments will not be hit often. But when
they are hit, the rays do spread a lot. The question is what the optimal balance between
the two is. The figure corresponding to R = 2 displays smaller FTLEs than the ones for
R = 12 and R = 1. Apparently, billiards that have circular segments with a large radius of
curvature do not mix well. The values of the FTLEs for R = 12 and R = 1 are comparable.
Therefore, it is not immediately clear what we should choose. Perhaps a value in between
is slightly better than these values, but the difference will be small. For now we do not
look into that in detail, as we are more interested in qualitative results than in quantitative
ones.

Instead, we compare the behavior for different values of n. For R = 1 the results are
shown in Figure 5.5. The average FTLE over the whole billiard seems to increase slightly
as n increases from 3 to 6. An important observation is that there is a clear structural
difference between even and odd billiards. Even billiards are the ones for which n is even,
odd billiards are the ones for which n is odd. The difference becomes most clear if we look
at the centers of the circles that the circular segments are part of. For the even billiards,
the trajectories departing from these points have the smallest average FTLE. For the odd
billiards, on the other hand, these positions result in large FTLEs. This can be explained
by what we call non-mixing trajectories. Because this seems to be a very important notion,
we will explain it in the next section.

5.3 Average FTLE for each position

(a) R =

1
2

(b) R = 1
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(c) R = 2

Figure 5.4: Finite-time Lyapunov exponents for different values of R. For each position, this
is the average over all directions. Black corresponds to average FTLE 6 1.0, white
corresponds to average FTLE > 1.7.

(a) n = 3

(b) n = 4

(c) n = 5

(d) n = 6

(e) n = 7

(f) n = 8

Figure 5.5: Finite-time Lyapunov exponents for R = 1 and different values of n. For each
position, this is the average over all directions. Black corresponds to average FTLE
6 1.0, white corresponds to average FTLE > 1.7.
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Non-mixing trajectories

A few things stand out in Figure 5.5. We first look at the billiard corresponding to
n = 4. The points for which the average FTLE is worst have a unique property. Many
trajectories that only encounter line segments meet in these points. There are 2-periodic
north-south and east-west trajectories and 4-periodic diagonal trajectories. These are
drawn in Figure 5.6. In Figure 5.2, we have seen that the FTLEs of these trajectories
are 0. These trajectories diverge linearly, rather than exponentially. For convenience,
we will call trajectories that diverge linearly non-mixing. For each point, directions with
respect to the x-axis for which the corresponding trajectories are non-mixing will be called
non-mixing directions.
For this billiard and the points under consideration, there are six periodic non-mixing
directions: north, south, east, west and two diagonal ones. A set of six directions has zero
measure with respect to the set of all directions, implying that these alone theoretically
have no impact on the average FTLE. However, if we call the direction in which a ray
departs θ, and we choose θ to be a periodic non-mixing direction, then there will be an
interval in [0, 2π) around θ for which all corresponding trajectories also only encounter
straight edges. The length of this interval depends on the path length of the ray: as the
path length increases, the interval will shrink. All rays in the interval are non-mixing. For
points lying on periodic non-mixing trajectories, these intervals of non-mixing trajectories
around the periodic non-mixing trajectories cause the average FTLE to be small.
For the billiard corresponding to n = 3 similar observations are made. In this case, we
look for the points with the highest average FTLE. As we saw in Figure 5.5, these are
concentrated in a small triangle in the center of the billiard. This small triangle consists
precisely of those points for which there exists no periodic non-mixing trajectory. The
periodic non-mixing trajectory that is closest to the triangle is drawn in Figure 5.6. This
trajectory perfectly encapsulates the central triangle, which strongly suggests that we
should look into non-mixing trajectories in more detail.

5.5

The Rounded Right-Angled Triangle

Since periodic non-mixing trajectories have a negative impact on the average FTLE, it
makes sense to look for billiards that do not possess such trajectories. This type of billiards
can be constructed by taking irrational polygons, like the one in Section 3.3, and replacing
the corners by circular segments. Instead, we take a right-angled triangle and replace
the corners by circular segments. The resulting billiard is ergodic, since it belongs to
the ergodic family mentioned in Section 3.3. We call this rounded right-angled triangular
billiard RRAT. The RRAT with R = 1 is showed in Figure 5.7. For R large enough, no
periodic non-mixing trajectories exist. The value of R for which the last periodic nonmixing trajectory is destroyed is R = 1. The blue dashed line in the figure corresponds to
this last periodic non-mixing trajectory. The red dashed arrow indicates another possible

5.5 The Rounded Right-Angled Triangle

(a) n = 4
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(b) n = 3

Figure 5.6: Linearly diverging trajectories inside the billiards corresponding to n = 3 and n = 4.

periodic non-mixing trajectory. For sufficiently small R this type exists, but it is clear that
this is not the case for R = 1.
As we saw in Section 5.3, a large value of R tends to correspond to small FTLEs. Therefore,
we choose R = 1.

Figure 5.7: Rounded Right-Angled Triangle with R = 1. The blue dashed line corresponds to
the periodic non-mixing trajectory that only exists for R < 1. The red dashed arrow
corresponds to a periodic non-mixing trajectory that exists for R < c for some c < 1.

In Figure 5.8 the FTLEs are shown. We see that the FTLEs are quite uniform in phase
space. Since the average FTLE for a position is the average over the first-collision curve in
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phase space, as we saw in Section 3.8, this implies that the average FTLEs must be quite
uniform as well. This is confirmed in Figure 5.8(b).

(a) FTLE in phase space

(b) Average FTLE for each position

Figure 5.8: Finite-time Lyapunov exponents for a rectangular triangle with rounded corners.
The traversed path length is 5. In (a), black corresponds to FTLE equal to 0, white
corresponds to 2.0. In (b), black corresponds to average FTLE equal to 1.0, white
corresponds to 1.7.

The average FTLE on the RRAT are of the same order as the ones for the billiards in
Section 5.3. For each position, instead of the average FTLE over all directions we now
calculate the minimum among all directions. The result is shown in Figure 5.9. We see
that for all positions on the billiard corresponding to n = 4 this minimum FTLE is very
close to zero. For n > 4, the minimum FTLE are also all basically zero. For the billiard
corresponding to n = 3, only the central triangle that we saw in the previous sections has
a minimum FTLE that is significantly larger than zero. This means that for all positions
except the ones in this small triangle there is a non-mixing direction. For the RRAT, we
see that there is no position that has a non-mixing direction. We conclude that although
the average divergence rate of trajectories is not higher for the RRAT than for the other
shapes, the minimum divergence rate is much higher. For this reason, the RRAT seems to
be better than the regular polygons with circular corners.

5.6

LightTools results

In order to check how well the different types of mixing tubes work, we use LightTools.
LightTools is a commercial software package that is used for simulating and optimizing
optical systems by Monte Carlo ray tracing. We use it to simulate four types of mixing
tubes: a circular, a square, a square with circular corners (R = 1) and a RRAT. All mixing

5.6 LightTools results

(a) n = 3
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(b) n = 4

(c) RRAT

Figure 5.9: Minimum Lyapunov exponents among all directions. Black corresponds to FTLE
equal to 0, white corresponds to 1.7.

tubes have been normalized so that the area of the cross-sectional surface equals 1. All
mixing tubes have length 8. Our LED model is a square of dimensions 0.1x0.1, which is
added at a distance 0.05 from the mixing tube. The surface that faces the bottom of the
mixing tube emits light. It is a Lambertian emitter.
We first put the LED fairly close to the center of the mixing tubes. The coordinates of
the LED in the xy-plane are (0.2, 0.1). The illuminance distributions at the exit surfaces
of the tubes are shown in Figure 5.10. The illuminance at the end of the circular mixing
tube is clearly worst. The square mixing tube results in the most uniform distribution.
It is significantly better than the rounded square and slightly better than the RRAT.
Therefore, the square wins here. However, the difference with the RRAT is small and since
the illuminance distribution is generally only useful for describing light distributions close
to the optical system it is not as important as the intensity distribution.
The intensity distributions for the tubes are shown in Figure 5.11. Again, the circular tube
does not perform well. The square and the square with circular corners are better, but
it is difficult to say which of those two is best. The maximum values for the square with
circular corners are higher than those for the square, which is an advantage of the square.
However, for the rounded square the intensity is more uniformly distributed in the outer
regions of the figure. These outer regions correspond to the rays that exit the mixing tube
at relatively high angles with respect to the normal to the exit plane. The total amount
of light in these high angles is large, because the high angles constitute a large solid angle.
Therefore, it is a big advantage of the square with circular corners that the light in the
high angles is mixed better. The RRAT clearly has the best intensity distribution. In the
central part of the figure, corresponding to small angles, the peaks are not very high. More
importantly, the part that corresponds to large angles decreases smoothly as the angles
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increase.

(a) Circle

(b) Square

(c) Rounded square

(d) RRAT

Figure 5.10: Illuminance distributions for several mixing tubes of length 8. The black square
indicates the position of the LED. The axes correspond to the x and y coordinates
at the top of the mixing tube. The illuminance increases as the color varies from
green to light blue to dark blue to purple.

The same thing is done for different LED positions. The LED is now put close to the side
of the mixing tube. The results can be found in Figures 5.12 and 5.13. We see that the
illuminance distribution of the circle remains worst and the square remains slightly better
than the RRAT and the rounded square. Of more interest are the intensity distributions.
We see that these all become worse, which is caused by the virtual LED effect explained in
Section 1.4. Again, in the large angles the rounded square mixes better than the square.
However, we still recognize periodic structures precisely in the directions for which non-
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(a) Circle

(b) Square

(c) Rounded square

(d) RRAT

Figure 5.11: Intensity distributions for several mixing tubes of length 8. The geometry of the
mixing tube and the position of the LED are indicated in Figure 5.10. The axes
correspond to the angle at which the mixing tube is viewed. The intensity increases
as the color varies from red to green to blue to purple.

mixing trajectories exist. The RRAT clearly mixes best of all, especially for the larger
angles.
We can also change the length of the mixing tube. Essentially, the only thing that happens
as the length of the mixing tube increases is that the period of periodic structures decreases
and all distributions become more uniform. Regardless of the length of the mixing tube,
the RRAT provides the best results.
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(a) Circle

(b) Square

(c) Rounded square

(d) RRAT

Figure 5.12: Illuminance distributions for several mixing tubes of length 8. The black square
indicates the position of the LED. The axes correspond to the x and y coordinates
at the top of the mixing tube. The illuminance increases as the color varies from
green to light blue to dark blue to purple
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(a) Circle

(b) Square

(c) Rounded square

(d) RRAT

Figure 5.13: Intensity distributions for several mixing tubes of length 8. The geometry of the
mixing tube and the position of the LED are indicated in Figure 5.12. The axes
correspond to the angle at which the mixing tube is viewed. The intensity increases
as the color varies from red to green to blue to purple.
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Chapter 6
Conclusions and recommendations
The goal of this research was to understand mixing tubes and construct better mixing
tubes than the ones that are currently available. In order to do this, we have modeled
them as mathematical billiards. Our conclusions are as follows:
1. The fundamental idea in our research is to look for ergodic billiards with large Lyapunov exponents.
On an ergodic billiard almost every trajectory fills the restricted phase space, M ,
densely and uniformly. This means that rays can reach every combination of position
and direction and therefore have maximum freedom. Traditional mixing tube shapes,
such as circles, squares and hexagons, are not ergodic. We look for ergodic shapes
because maximum freedom and uniformity of rays seems related to better mixing.
For each trajectory, the Lyapunov exponent is related to how fast nearby trajectories
move away. Our idea is that rays moving apart quickly leads to better mixing and
therefore Lyapunov exponents are a measure for the quality of mixing. Traditional
mixing tube shapes have Lyapunov exponents of zero. For ergodic mixing tubes, the
Lyapunov exponent can be positive and is related to how quickly trajectories make
use of their maximum freedom to travel all over phase space. Among ergodic shapes,
we look for the ones with the highest Lyapunov exponents.
It has become clear that this basic idea is a good approach to the problem.
2. The Lyapunov exponent is an average over an infinitely long trajectory, which implies
that in ergodic shapes its value is the same for almost every trajectory. The reason
for this is that almost every trajectory fills the phase space densely and uniformly and
start-up effects do not influence the value of the Lyapunov exponent. The mixing
tubes we are investigating have a finite length and the start-up effect is precisely
what we are interested in. Therefore, we have defined the finite-time Lyapunov
exponent (FTLE) as the average rate at which trajectories move away during some
finite time interval. For our mixing tubes, this time interval is related to the length
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of the mixing tube. For a position at the bottom of a mixing tube the average FTLE
over all trajectories starting from that position is a measure for the quality of that
position. The FTLE is a very important tool in our investigations.
3. We have defined a family of convex ergodic billiards: regular polygons with circular
corners. The average FTLE is calculated for all positions on these billiards.
The average FTLE is maximal when the radius of the circular corners is moderate:
1
6 R 6 1. When R is smaller, the circular corners are too small and many rays only
2
hit straight line segments which means bad mixing. When R is larger, the radius of
curvature of the corners is so large that they loose their mixing effect.
There is an important difference between even and odd billiards. For even billiards,
the centers corresponding to the circular corner segments are the positions with the
smallest average FTLE and therefore bad mixing compared to other positions. For
odd billiards, these positions have a large average FTLE and therefore good mixing.
For all rounded polygons with 21 6 R 6 1, the average FTLEs indicate that these
shapes are significantly better than traditional shapes. Monte Carlo ray tracing
simulations in LightTools confirm these results.
4. The quality of the positions is largely explained by looking at non-mixing trajectories.
These are trajectories that only encounter line segments and therefore barely diverge.
The FTLE as well as LightTools simulations indicate that positions with many nonmixing directions are bad. In LightTools simulations, periodic structures in the
intensity distribution are observed precisely in the non-mixing directions.
The simplest way to eliminate all non-mixing trajectories would be to construct
shapes without straight line segments. Unfortunately, convex ergodic shapes without
line segments do not seem to exist. Therefore, we construct shapes with line segments
such that no trajectory collides with line segments only. For this reason non-mixing
trajectories play a crucial role in our theory.
5. We have developed a new shape by requiring that there are no non-mixing trajectories. This shape is the rounded right-angled triangle (RRAT) with R = 1. For
the RRAT, all positions have a large and approximately uniform average FTLE.
LightTools simulations confirm that the light distribution is smooth. The RRAT is a
definite improvement compared to traditional tubes and expected to be close to the
optimal convex shape.
6. When deciding on the optimal positioning of an LED with respect to the mixing
tube, two mechanisms must be taken into account:
• Positions with a minimal number of non-mixing directions must be chosen. This
means that rays that start close to each other cannot stay close to each other
which implies better mixing.
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• The LED must not be positioned close to the side of the mixing tube. This is
related to the effect of the overlapping bundles of the virtual sources as explained
in Section 1.4. This holds for all possible mixing tubes, as it is not physically
possible to completely eliminate this effect.
The latter effect is not incorporated in our model. The reason for this is that the
concepts of ergodicity and Lyapunov exponents essentially only take into account the
behavior of individual rays. This is a limitation of our model.
7. The qualitative mixing behavior does not depend on the length of the mixing tube.
The best shapes and positions are the best for any length. It is difficult to provide
guidelines on the required length of a mixing tube, as this depends on the application.
These are very interesting results and there is a lot of potential. We provide some ideas
for future research:
1. Other convex ergodic shapes without non-mixing trajectories should be investigated.
We do not know of a structural way of doing this. A good start would be to extend
the definition of non-mixing trajectories. The suggested extension is to incorporate
the length of the traversed path up to the first collision with a segment that is not
a straight line. Minimizing this number corresponds to rays colliding with non-line
segments quickly and therefore mixing quickly.
2. A simpler way to obtain significantly better mixing is by using non-convex and perhaps non-C 1 ergodic shapes, such as the one shown in Figure 6.1(a). One may also
consider shapes with holes in them, such as the one in Figure 6.1(b). The holes must
be positioned optimally for destroying the maximum number of non-mixing trajectories with the minimum number of holes. Holes might not be convenient in practice,
but these billiards have nice mixing properties. Besides that, an almost circular billiard with holes in it might combine better with other optics such as collimators.
Non-mixing trajectories should be avoided in all shapes.
3. Further research is needed to determine optimal positions when multiple LEDs are
used. For example, when multiple LEDs of similar or the same color is used in
combination with a single one of a different color, the single LED should most likely
be placed at the center of the mixing tube. When several LEDs of the same color
are used, symmetry of the tube can be exploited. Even when a single LED results in
a poor light distribution, the distributions of multiple LEDs may complement each
other and form a uniform distribution.
4. In practice, usually some type of optics is used in combination with a mixing tube.
Often, this is a collimator, such as the one in the VLX (Section 1.3). Collimators
are generally used to transform a broad light beam into a circular spot. Therefore,
they are usually circular themselves. Combining a non-circular mixing tube with a
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(a)

(b)

Figure 6.1: Promising shapes for mixing tubes.

circular collimator will not result in a circular spot. A solution for this is needed.
One option is to use a slowly varying rather than an extruded mixing tube. Whether
a mixing tube that has a RRAT shape at the bottom and a circular shape at the top
works has to be investigated. A more elegant and much more difficult solution would
be to design a collimator that transforms a broad RRAT beam into a circular spot.
5. The cones of rays with small angles with respect to the z-axis only have few, if any,
interactions with the mixing tube. Therefore, these cones mix poorly. It would be
a good idea to optically bend these cones upon entering the mixing tube, so that
they have larger angles with respect to the z-axis and mix better. This effect of only
having large angles can be restored at the end of the mixing tubes by adjusting the
optics.
6. The techniques and shapes we have developed in this research have other applications
than short, straight mixing tubes. For example, one can think of ring designs. By
ring design we basically mean a mixing tube for which the bottom is connected to
the top. As the the bottom and top disappear, the light must enter and exit the tube
at the sides. This can be done in several ways, which we will not discuss here as it
is outside the scope of the report. The major advantage of ring shapes is that light
can traverse much longer distances inside the ergodic shape. This results in better
mixing.
Very large path lengths may occur when calculating the FTLE for ring designs. As
discussed, this may lead to numerical overflow. At this point the FTLE has converged
to the ordinary Lyapunov exponent and therefore one should calculate the ordinary
Lyapunov exponent instead of the FTLE. Due to the normalizations, this prevents
overflow. When the shape is ergodic, as it should be, the Lyapunov exponent is the
same for almost every trajectory. Therefore, only one trajectory has to be calculated.
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