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Abstract
Two distinct numerical methods are compared for the simulation of rigid particles suspended in Cahn-Hilliard fluids: a boundary-fitted mesh method (BFMM) and an extended
finite element method (XFEM). In the BFMM, meshes are generated that cover only the
fluid domain and are aligned with the particle boundary, thus boundary conditions can be
imposed directly in the nodes on the particle boundary. In the XFEM, a mesh is generated
that covers both the fluid and particle domain, and accurate integration is performed by
subdividing elements that are intersected by the particle boundary. Furthermore, boundary
conditions on the particle boundary are imposed in a weak sense.
In the BFMM, locally refined meshes are generated, and remeshing is performed when
the fluid-fluid interface moves out of the refined region. In the XFEM, a grid deformation
technique is used to locally refine the mesh. This approach avoids the generation of new
meshes, but allows for less control over the local element size. Excellent agreement was
found between the two methods. In terms of accuracy, both methods perform similar, with
the BFMM being slightly more accurate when studying mesh-convergence and the XFEM
being slightly more accurate when studying time-convergence.
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1

Introduction

The study of particles at fluid-fluid interfaces has increased substantially in recent decades due
to its importance in many applications such as Pickering emulsions [1, 2], bicontinuous gels [3, 4]
and self-assembly of particles [5]. The problem of particles at interfaces is inherently difficult to
model due to the large range of length-scales that play a role. The thickness of the fluid-fluid
interface, the size of the particles and the size of the macroscopic domain yield a range of length
scales that spans several order of magnitude, which needs to be accounted for in the model.
When modeling fluid-fluid or fluid-solid interfaces, one can either assume that the interface
is infinitely thin, or that the interface has a small, but finite thickness. These models are called
the sharp-interface model and the diffuse-interface model, respectively. In systems where both
particles and fluid-fluid interfaces are present, a popular approach is to model the particle-fluid
interface as sharp, whereas the fluid-fluid interface is modeled as diffuse [3, 6–9]. Alternatives
are to model both the fluid-fluid and particle-fluid interface as sharp [10], or both the fluid-fluid
and particle-fluid interface as diffuse [11].
In this paper, we will compare two numerical techniques to simulate rigid particles in fluids
with fluid-fluid interfaces. Both techniques are based on the finite element method, and it
is assumed that the fluid-fluid interface is diffuse and can be described by the Cahn-Hilliard
theory, whereas the particle-fluid interface is assumed to be sharp. In the boundary-fitted mesh
method (BFMM), meshes are generated that only cover the fluid domain. In the extended
finite element method (XFEM), the mesh covers both the particle and the fluid domain, and
extra steps need to be taken to ensure the equations are accurately solved. The aim of this
paper is to compare these two numerical techniques in terms of efficiency and accuracy for both
axisymmetric and full 3D simulations of rigid particles in Cahn-Hilliard fluids.

2

Problem statement

We consider a spherical particle of radius a in a closed, cylindrical container of radius R and
height H filled with two fluids, as depicted in Fig. 1a. A force is applied to the particle that
moves it toward the fluid-fluid interface, which is endowed with an interfacial tension σ. For
simplicity, we assume Newtonian, viscosity-matched fluids with a viscosity η. Furthermore,
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we assume that the fluids and particle are density-matched. When using the diffuse-interface
model, a contact angle different from 90◦ can relatively easily be implemented [12, 13]. However,
it is assumed here that the contact-angle of the fluid-fluid interface with the solid boundaries
is 90◦ : the particle and cylinder have no inherent preference for either one of the fluids. If
the particle is located on the axis of the cylinder and the force is directed along the axis, the
problem is axisymmetric as shown in Fig. 1b. The axial coordinate is given by z and the radial
coordinate by r, using the convention [z, r].

R
Γ

a

∂P
P
F
fluid 1
z

H

r fluid 2

Γ
Ω

Γ
(a)

(b)

Fig. 1: Problem description of a spherical particle in a closed, cylindrical container filled with two fluids
(a). The axisymmetric representation is shown in (b). The fluid domain is denoted by Ω, whereas the
particle domain is denoted by P . A force F , which is directed along the cylinder axis, is applied to the
particle that moves the particle toward the fluid-fluid interface (green surface in (a) or line in (b)).

3
3.1

Governing equations
Cahn-Hilliard theory

To describe the interface between the fluids we use the diffuse-interface model, where the interface has a small, but non-zero thickness. To distinguish the two fluids, a phase-field parameter
φ is introduced, which is identified with the composition. Cahn and Hilliard [14] assumed that
3

for such a system the free energy is a function of both the local composition and gradients of
the composition, which yields an expression for the free energy:

f (φ, ∇φ) = f0 (φ) +

κ
|∇φ|2 ,
2

(1)

where f is the Helmholtz free energy density and κ is the gradient energy parameter. Note,
that the square-gradient term in Eq. (1) is minimal if the gradients of φ vanish, i.e. this term
promotes mixing of the fluids. The function f0 is the free energy density of the fluids in the
bulk, for which we use the double-well potential [15]:
1
1
f0 (φ) = − αφ2 + βφ4 ,
2
4

(2)

where α and β are constants that can be used to control the shape of the double-well potential.
The bulk values of the composition are given by the minima of the double-well potential: φB =
p
± α/β. Since f0 is minimal in the bulk, this term promotes demixing of the fluids. The
combination of the f0 term and the square-gradient term in Eq. (1) leads to a diffuse interface.
To describe the time-evolution of the system, Cahn and Hilliard assumed that material
diffuses from areas of high chemical potential to areas of low chemical potential, effectively
lowering the free energy of the system. The chemical potential is defined as

µ=

δf
= −αφ + βφ3 − κ∇2 φ
δφ

in Ω,

(3)

where δ( )/δφ denotes the variational derivative. Conservation of mass yields the Cahn-Hilliard
equation:
Dφ
= ∇ · (M ∇µ)
Dt

in Ω,

(4)

where M is the mobility, which is assumed to be constant in this paper, and D( )/Dt is the
material derivative, defined by
D( )
∂( )
=
+ u · ∇( ),
Dt
∂t

(5)

where u is the velocity. For a planar interface in equilibrium (φ = φ(z)) the chemical potential is
zero, and Eq. (3) and Eq. (4) can be solved analytically. This yields the equilibrium composition
4

profile given by

φ(z) = φB tanh
where ξ =

z
√
2ξ


,

(6)

p
κ/α is a measure for the interface thickness. It should be noted that ξ describes a

variation in φ of approximately 34%. In some occasions, it might be more convenient to describe
the interface thickness as 4ξ, which yields a variation in φ of approximately 89%. The CahnHilliard interfacial energy σ ∗ can be found by integrating the square-gradient energy across the
interface [16]:
∗

Z

∞


κ

σ =
−∞

dφ
dz

2

√
2 2 κφ2B
dz =
.
3
ξ

(7)

where the expression for a planar interface in equilibrium given by Eq. (6) has been used.
For given values of ξ and σ, the values of κ and α are chosen such that ξ satisfies Eq. (6)
and the Cahn-Hilliard interfacial energy σ ∗ equals the interfacial energy σ. Furthermore, we
set α = β, from which follows φB = ±1.

3.2

Stress tensor

The addition of gradients of the composition to the expression for the free energy leads to an
extra contribution to the stress tensor, i.e. the capillary stress. The capillary stress can be found
by a variational procedure and equals −κ∇φ∇φ + f I [17–19], where I is the unit tensor. The
term f I arises from the flux of free energy f into or out from the control volume, when working
in an Eulerian frame [20]. The capillary stress used in this work is defined as

τ c = κ |∇φ|2 I − ∇φ∇φ ,

(8)

where an isotropic term has been added to ensure the capillary stress is parallel to the interface
[17, 18]. An alternative form of the capillary stress is often used in the Cahn-Hilliard framework
by rewriting the divergence of the capillary stress to µ∇φ or −φ∇µ. However, in [21] it was
shown that the full stress tensor has superior convergence properties when force-free particles are
present. Adding the Newtonian stress, capillary stress and a pressure term yields the following
expression for the total stress tensor

σ = −pI + 2ηD + τ c ,
5

(9)

where p is the pressure, and D = (∇u + (∇u)T )/2 is the rate of deformation tensor.

3.3

Balance equations

It is assumed that the fluids are incompressible, inertia can be neglected and that there are no
external body forces acting on the fluid. This leads to the balance of momentum and balance
of mass given by

−∇ · σ = 0

in Ω(t),

(10)

∇·u=0

in Ω(t).

(11)

The pressure level is fixed by prescribing
Z
p dΩ = 0.

(12)

Ω

It is assumed that inertia of the particle can be neglected, which yields:
Z
∂P

σ · n dS = F ext ,

(13)

where n = [nz , nr ] is the outwardly directed unit normal vector on the particle boundary
∂P , X = [Z, 0] denotes the location of the center point of the particle and F ext = [F, 0] is
the external force on the particle. The relation between the particle position and velocity is
described through a kinematic equation:
dZ
= U.
dt
Due to the axisymmetry assumption, particle rotation is not included.

6

(14)

3.4

Boundary and initial conditions

We assume no-slip on the particle boundary and walls of the cylinder, which leads to the
boundary conditions for the velocity:

u=0

on Γ

(15)

uz = U

on ∂P (t)

(16)

ur = 0

on ∂P (t),

(17)

where the particle velocity U is such that the condition given by Eq. (13) is satisfied. For the
axisymmetric simulations performed on 2D meshes, an additional symmetry condition is given
by

ur = 0

on r = 0.

(18)

For the diffuse interface equations, boundary conditions are needed for the composition and for
the chemical potential. Assuming a 90◦ contact angle between the solid walls and the fluid-fluid
interface, and no diffusive flux of φ across the boundaries leads to
∂φ
= 0,
∂n
∂µ
= 0,
∂n

on Γ and ∂P (t),

(19)

on Γ and ∂P (t).

(20)

The model can be easily extended to describe contact angles that are not 90◦ by including a
wall energy as a function of φ [12, 13].
Initial conditions are needed for the particle location, which is given by

X(t = 0) = X 0 .

(21)

Furthermore, an initial composition field needs to be defined, which is given by the planar
equilibrium composition given in Eq. (6):

φ(t = 0) = φ0 = φB tanh

7

z
√
2ξ


,

(22)

which yields an interface (defined by the isosurface φ = 0) at z = 0.

3.5

Arbitrary Lagrange Euler formulation

In both the BFMM and XFEM, an arbitrary Lagrange Euler (ALE) formulation [22] is used.
In this approach, the velocity of the underlying grid that described the domain, is subtracted
from the velocity in the advective terms. The grid is identified with the computational mesh.
The only advective term is present in the Cahn-Hilliard equation Eq. (4), for which the material
derivative is rewritten to
D( )
∂( )
=
Dt
∂t

xm

+ (u − um ) · ∇( ),

(23)

where the first term on the right hand side is the partial derivative for a constant mesh coordinate
xm , i.e. the mesh derivative, and um is the mesh velocity.

4
4.1

Boundary-fitted mesh method
Weak form

In the BFMM, the elements of the mesh are aligned with the particle boundary, and boundary
conditions on the particle can therefore be imposed using a collocation method. To include
the motion of the particle, Eq. (16) is added to the momentum balance as an additional constraint equation, which introduces the Lagrange multiplier λ on the particle boundary. With
this approach, the particle velocity is solved implicitly as an additional unknown, drastically
improving stability [23]. The weak form of the momentum balance together with the particle
constraint is given by: find u ∈ H 1 (Ω)2 , p ∈ L2 (Ω), U ∈ R and λ ∈ L2 (∂P ) such that
(D v , 2ηD) − (∇ · v, p) + hvz − V, λi∂P = − (D v , τ c ) + V F

q, ∇ · u = 0
hχ, uz − U i∂P = 0,

(24)
(25)
(26)

for all test functions v ∈ H 1 (Ω)2 , q ∈ L2 (Ω), V ∈ R and χ ∈ L2 (∂P ) and where D v =
(∇v + (∇v)T )/2. Furthermore, (·, ·) denotes the standard inner product on Ω(t) and h·, ·i∂P
8

denotes an inner product on the particle boundary ∂P (t).
The weak form of the Cahn-Hilliard equation, Eq. (4), is given by: find φ ∈ H 1 (Ω)2 and
µ ∈ H 1 (Ω)2 such that
r,

∂φ
∂t



+ (u − um ) · ∇φ + M ∇r, ∇µ = 0,

(27)




s, −βφ3 + αφ − κ ∇s, ∇φ + s, µ = 0,

(28)

xm

for all test functions r ∈ H 1 (Ω)2 and s ∈ H 1 (Ω)2 . In the Cahn-Hilliard equation, no terms are
explicitly prescribed on the particle boundary ∂P .
The equations are solved using the finite element method. A mixed formulation of the
Cahn-Hilliard equation is employed and both the chemical potential µ and the composition
φ are regarded as unknowns. Isoparametric, triangular P2 /P1 elements are used for the velocity/pressure, whereas isoparametric and triangular P2 /P2 elements are used for both the
composition and the chemical potential. We follow the approach of [23], where a discrete inner
product is defined for h·, ·i∂P , using a collocation method:
hχ, uz − U i∂P =

n
coll
X
k=1

χk · (uz (xk ) − U ) ,

(29)

where ncoll is the number of collocation points, which coincide with the nodes on the particle
boundary. Furthermore, xk is the nodal coordinate of the k-th collocation point, with the value
of the test function denoted by χk .

4.2

Motion of the mesh

Initially, a mesh is generated based on the initial particle position X 0 which represents the
initial fluid domain Ω0 , as depicted in Fig. 2a. As explained in Section 6, at the beginning of
each time step the new particle location is determined using an explicit time stepping scheme,
yielding the particle position X 1 . In order for the mesh to represent the new fluid domain Ω1 ,
a diffusion problem is solved on Ω0 for the mesh displacement [22]. The particle displacement
∆X = X 1 − X 0 is used as a boundary condition on ∂P , whereas the mesh displacement on
Γ is zero, see Fig. 2b. Note, that for the axisymmetric problem, the mesh is allowed to move
in z-direction on the symmetry axis. The weak forms of the Cahn-Hilliard equation (Eqs. (27)
9

and (28)) and the momentum balance (Eqs. (24) to (26)) are solved using a 12-point integration
rule for triangles (exact for polynomials of the sixth degree) [24] and a 15-point integration rule
for tetrahedrons (exact for polynomials of the fifth degree) [25]. As the computation continues,

(a)

(b)

(c)

Fig. 2: Inital mesh (a), the deformed mesh after moving the particle (b) and the remeshed mesh based
on the new particle location (c).

elements will become more and more deformed and will not be able to accurately describe the
field variables. Therefore, frequent remeshing is performed, by generating a new mesh based on
the particle position, as is shown in Fig. 2c. The field variables needed for the time integration
are projected onto the new mesh. The criteria for remeshing, projection and details on the
mesh-moving algorithm can be found in our previous work on the simulation of rigid particles
in Cahn-Hilliard fluids using the BFMM [21].

4.3

Adaptive meshing

When generating new meshes, local mesh refinement can be performed, in particular in regions
where high gradients in the field variables are expected. For the problem studied in this paper,
elements in the interfacial region and the region close to the particle are refined, whereas elements further away are coarser (see Fig. 3). We make use of the external mesh generator Gmsh
[26], which offers great control over the local element size in the domain. Since the interface can
move with respect to the mesh, an additional criterion is introduced which ensures the element
size is always small near the interface, similar to [21].
10

Fig. 3: Adaptive meshes, where the elements near the fluid-fluid interface and near the particle are
refined, whereas elements further away are coarser.

5
5.1

Extended finite element method
Weak form

In the XFEM, using the collocation approach to prescribe boundary conditions on the particle
boundary is not straightforward since the nodal points of the mesh do not coincide with the
particle boundary. This has no consequences for the boundary conditions for the Cahn-Hilliard
equation, given by Eqs. (19) and (20), which can be substituted directly into the weak form.
The weak form of the Cahn-Hilliard equation is thus the same for the XFEM as for the BFMM
(Eqs. (27) and (28)). However, in the momentum balance, boundary conditions for the velocity
are explicitly prescribed on the particle boundary. One approach to do this in the XFEM is to
use a separate mesh that describes the particle boundary, and define the inner product on ∂P (t)
in an integrated manner [27]. However, it was shown that the element size of the mesh that
describes the particle boundary has a large influence on the accuracy of the solution [28], and
creating this mesh is therefore not trivial, especially in 3D and/or when the local element size is
not constant. An alternative is to impose the no-slip boundary condition in a weak sense: the
traction term on ∂P (t), that arises after partial integration of the momentum balance, remains
part of the system (a so-called open boundary condition) and an appropriate term is added to
impose the no-slip boundary condition [29]. The weak form of the momentum balance is then
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given by: find u ∈ H 1 (Ω)2 , p ∈ L2 (Ω), and U ∈ R such that

D v , 2ηD − (∇ · v, p) − (vz − V, 2η(D · n)z − pnz )∂P (t)
−1
+ ηMkm
((vz − V )nz , Nk )∂P (t) (Nm , 2nz (uz − U ))∂P (t)

= − (D v , τ c ) + V F + (v − V, (τ c · n)z )∂P (t) (30)

q, ∇ · u = 0,

(31)

for all test functions v ∈ H 1 (Ω)2 , q ∈ L2 (Ω) and V ∈ R. Here, ( )z denotes the z-component
of the vector between the brackets and nz is the z-component of the outwardly directed unit
normal vector on the particle boundary. Furthermore, Nk is a shape function for the k-th node
and the mass matrix Mkm is defined as Mkm = (Nk , Nm ). Note, that the shape functions used
here are of equal order as the shape functions used for the velocity and are discontinuous across
element boundaries. Using the latter property, the inverse of the matrix Mkm can be computed
on element level using a Cholesky decomposition when assembling the system. Similar to the
BFMM, P2 /P1 and P2 /P2 elements are also employed in the XFEM for the velocity/pressure
and the composition/chemical potential, respectively.

5.2

Integrating parts of elements

As mentioned before, the mesh on which the equations are solved does not need to be aligned
with the particle boundary. Instead, a mesh is created that covers both the fluid domain Ω(t)
and particle domain P (t). In the standard finite element method, shape functions are continuous
within an element, and therefore the discontinuity at the particle boundary cannot be properly
described. The XFEM, which is a special case of the partition of unity method [30], solves this
by enriching the shape functions in elements that are intersected by the particle boundary. We
will apply the XFEM by considering the particle as a hole or a void, similarly to [31, 32]. The
approximation of the velocity field uh is given by

uh (x) =

X

H(d(x))Ni (x)ui ,

i
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(32)

where Ni are the standard shape functions, ui are the standard nodal values of the velocity
field and H(d(x)) is the Heaviside function, which is defined by

H(d(x)) =



 = +1

 =0

if d ≥ 0,

(33)

if d < 0,

where d(x) is a levelset function, for which the signed distance to the particle boundary is used:

d(x, y, z) =

p
(x − X)2 + (y − Y )2 + (z − Z)2 − a.

(34)

The XFEM is implemented for u, p, φ and µ by performing the integration of the weak forms
of the governing equations only on (parts of) elements that are in the fluid domain Ω(t). To
accurately perform this integration, elements that are intersected by the particle boundary are
subdivided using a quadtree in 2D (as is shown in Fig. 4a) or octree in 3D. Additionally, the
lowest level of the quadtree is subdivided into elements that are aligned with the zero levelset,
which allows for accurate integration of the fluid-domain only. Details on the algorithm to
generate quadtrees/octrees for triangles/tetrahedrons are given in Section 5.5. As is shown in
Fig. 4b, nodes that are connected to elements that are completely outside the fluid domain are
discarded from the system, whereas nodes that are outside the fluid domain, but connected to
elements that are partially inside the fluid domain remain part of the system. These nodes are
referred to as “ghost-nodes”, since they are outside the fluid domain, but do contribute to the
solution in the fluid domain. If only a small part of an element is inside the fluid domain, the
support of the ghost nodes may become very small, which might lead to numerical problems
when solving the system. Furthermore, the inversion of the mass matrix Mkm as defined in
Eq. (30) might fail. This problem is solved by moving nodes in the fluid domain away from the
particle to a minimal distance of a · 10−2 from the particle boundary, using an approach similar
to [32]. Nonetheless, elements that still have a relative area/volume of less than 10−6 are not
included in the integration and are treated as if they are completely outside the fluid domain.
Furthermore, sub elements in the quadtree/octree are integrated with an integration rule that
depends on their relative size, similar to [33]. The integration rules for the triangular 2D mesh
and tetrahedral 3D mesh are summarized in Table 1.

13

(b)

(a)

(c)

Fig. 4: A quadtree of level 3 that is used to integrate on the fluid domain (a). The normal nodes (solid
circles), ghost nodes (open circles) and discarded nodes (crosses) in the XFEM (middle nodes are not
shown) (b). An example of a tALE mesh to map coordinates to previous time steps (c), where the solid
line represent the particle at the current time step and the dashed line represents the particle at the
previous time step.
Table 1: Integration rules of the quadtree (2D) or octree (3D).

complete element
Vint /Velem > 10−2
aligned elements
−6
10 < Vint /Velem < 10−2
Vint /Velem < 10−6

5.3

integration rules 2D mesh integration rules 3D mesh
6-point integration
8-point integration
6-point integration
8-point integration
7-point integration
15-point integration
12-point integration
24-point integration
discard element

Temporary arbitrary Lagrange Euler

Since the particle moves through the domain, the region occupied by the fluid will change. As
explained in [28], this might lead to the φ-field becoming undefined at previous instances in time.
To solve this issue, we make use of temporary ALE (tALE) meshes, which provide a mapping
between the current time step and the previous time steps. For simplicity, we will explain
the first-order tALE scheme here, but the XFEM results presented in this paper are obtained
using a second-order tALE scheme. For details on the second-order tALE scheme, the reader
is referred to [28]. The tALE meshes are generated by solving a diffusion equation with the
particle displacement ∆X = X 1 − X 0 as a boundary condition on ∂P . The mesh displacement
on Γ is zero (for the axisymmetric problem, the mesh is allowed to move in z-direction on the
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symmetry axis). This approach is similar to the BFMM method, with the exception that the
particle displacement in the diffusion problem is included as a constraint, similar to fictitious
domain approaches [34]. An example of a tALE mesh is shown in Fig. 4c.

5.4

Grid deformation

As the particle and interface move through the domain, increasing the local mesh resolution
can greatly increase the accuracy of the solution. Similar to the BFFM, one could combine the
XFEM with remeshing/projection steps, where the mesh is locally refined. However, to circumvent the need for remeshing/projection steps, another approach is to use a grid-deformation
technique on a uniform mesh to create locally refined meshes. The grid deformation makes
use of a monitor function, defined on the entire mesh, as an indication of the relative local
element size. For the problem studied in this paper, a monitor function is generated based on
the location of the interface and the particle boundary. The deformed mesh is then generated
through an algorithm as explained in [35, 36]. Using the grid deformation technique, we are
able to generate meshes which have an element size in the refined regions which is about half
that of the initial (uniform) element size, as is shown in Fig. 5.

Fig. 5: The grid deformation method which generates smaller elements near the particle boundary and
the fluid-fluid interface.
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5.5

Subdivision of triangles/tetrahedrons

The construction of quadtrees for quadrilateral elements or octrees for hexahedral elements is
quite straighforward: a quadrilateral can be mapped to a square that can be divided into four
sub squares which are similar to the initial square [37]. A hexahedron can be mapped to a cube,
which can be divided into eight sub cubes that are similar to the initial cube. Since the sub
elements are similar at all levels of the quadtree/octree, an efficient way to store and access the
coordinates of each sub element is to store the coordinates of its origin and the length of its
sides.
For triangles, a reference element that can be used to create quadtrees is given by the vertices
(0, 0), (1, 0) and (0, 1). The subdivision is done by connecting the midpoints of the three edges,
which yields four triangles that are similar to the original one, of which three have the same
orientation and one is rotated with respect to the initial triangle. Subdividing these elements
further, will yield only two possible orientations, as is shown in Fig. 6. To have quick access to
the coordinates of each sub element, the same system can be used as for squares, but with one
additional parameter: the orientation of the sub element, which describes whether a triangle is
the lower left part or the upper right part of the square. For tetrahedrons, a subdivision into
2
2

2

1
1

1
2

1

2
1

Fig. 6: Subdivision of triangles, where the number in each triangle denotes the orientation.

similar subtetrahedrons is not trivial. In fact, in [38] it is mentioned that the “Hill-simplex”
is the only tetrahedron that can be subdivided into eight similar subtetrahedrons. A Hillsimplex is constructed by the vertices (0, 0, 0), (1, 0, 0), (1, 1, 0) and (1, 1, 1). By performing the
subdivision into eight subelements (as shown in [38]), eight sub elements are found, of which
four are similar to the original, two need an additional rotation and two need an additional
rotation and mirroring. The orientation and mirroring of a tetrahedron will be referred to as its
configuration. The five configurations that result after subdividing the Hill-simplex can also be
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subdivided, after which it becomes clear that there are only six returning configurations. The
subdivisions for the six possible configurations are shown in Fig. 7. To have quick access to
the coordinates of each sub element, the same system can be used as for cubes, but with one
additional parameter: the configuration of the sub element. The final level of the quadtree is
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Fig. 7: Subdivision of tetrahedrons, where the number in each tetrahedron denotes the configuration.
The red color means the subelements are found by rotating, whereas the blue ones need an additional
mirroring.

subdivided into triangles that are aligned with the zero levelset. In this manner, the zero levelset
is approximated by a set of linear line pieces which can be used to perform an integration on
the zero levelset. Likewise, the final level of the octree is subdivided into tetrahedrons that
are aligned with the zero levelset, and the zero levelset is approximated by linear triangles.
Examples of the subdivision of a triangle and a tetrahedron that are crossed by the zero levelset
are shown in Fig. 8. The axisymmetric simulations are performed on 2D meshes, which are
subdivided using level three quadtrees, whereas the full 3D meshes are subdivided using level
two octrees. Using higher level quadtrees/octrees did not increase the accuracy significantly,
i.e. the error of the mesh itself becomes dominant.
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(a) Triangle

(b) Tetrahedron

Fig. 8: (a) Subdivision of single triangular element using a level three quadtree with the lowest level
additionally divided to align with the zero levelset (red line). (b) Subdivision of single tetrahedral element
using a level three octree with the lowest level additionally divided to align with the zero levelset (red
plane).

6

Time integration

Time integration is started by solving for the initial velocity field and particle velocity on Ω0 by
substituting the initial composition field c0 into Eq. (24) (BFMM) or Eq. (30) (XFEM) to find
the capillary stress, and solving for the initial velocities u0 and U0 . The new particle position
Z1 is found using an explicit Euler scheme for Eq. (14):

Z1 = Z0 + ∆tU0 ,

(35)

whereas at subsequent time steps a second-order Adams-Bashforth scheme is used:

Zn+1 = Zn + ∆t


1
3
Un − Un−1 .
2
2

(36)

For the BFMM, the new particle position is then used to update the mesh to represent the
domain Ω1 , as was explained in Section 4.2. The mesh velocity um needed in Eq. (23), is obtained
in each node using a backward differencing scheme, using the updated mesh coordinates, as well
as the mesh coordinates at the previous time step:

(um )1 =

(xm )1 − (xm )0
,
∆t

18

(37)

where xm denote the nodal coordinates of the mesh, which is identified with the grid in Eq. (23).
For subsequent time steps, second-order backward differencing is used to find the mesh velocity:

(um )n+1 =

3
2 (xm )n+1

− 2(xm )n + 12 (xm )n−1
.
∆t

(38)

For the XFEM, the new particle position is used to create new subdivisions in the elements
that are intersected by the particle boundary, as was explained in Section 5. Furthermore,
temporary ALE (tALE) meshes are created, which provide a mapping between the current
domain and previous domain, as was explained in Section 5.3. The tALE meshes are used to
find the mesh velocity in each integration point using a backward differencing scheme, similar
to Eq. (37) for first-order and Eq. (38) for second-order time integration [28].
Next, the Cahn-Hilliard system given by Eqs. (27) and (28) is solved on Ω1 using an implicit
Euler scheme for the first timestep:
φ1 − φ0
+ (u0 − (um )1 ) · ∇φ1 = ∇ · (M ∇µ1 ) ,
∆t
−αφ1 + β(φ1 )3 − κ∆φ1 = µ1 ,

(39)
(40)

where u0 is used as a first-order prediction for u1 . For subsequent time steps, a second-order,
semi-implicit Gear scheme is used to evaluate φn+1 and µn+1 :
3
2 φn+1

− 2φn + 21 φn−1
+ (ûn+1 − (um )n+1 ) · ∇φn+1 = ∇ · (M ∇µn+1 ) ,
∆t
−αφn+1 + β(φn+1 )3 − κ∆φn+1 = µn+1 ,

(41)
(42)

where ûn+1 = 2un − un−1 is a second-order prediction for the velocity. The non-linear term
in the Cahn-Hilliard equation is handled by performing a Newton-Raphson iteration, with a
convergence criterion of  = 10−6 , where  denotes the maximum (relative) difference between
the solution at iteration step i + 1 and iteration step i. The solution yields the new composition
field c1 and new chemical potential field µ1 , which are then used to solve the momentum balance
Eqs. (24) to (26) (BFMM) or Eqs. (27) and (28) (XFEM) to find the new velocities u1 and U1 .
Time integration is continued to solve for cn+1 and µn+1 , which are then used to solve for un+1
and Un+1 on Ωn+1 .
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7

Results

All results will be presented in dimensionless form: the force on the particle is normalized by
the maximum force that the interfacial tension can support:
F∗ =

F
Fmax

,

(43)

where Fmax = σaπ, as was shown in [21]. All lengths are scaled by the particle radius a. Defining
a meaningful time scale for the particle motion is difficult a-priori due to the presence of the
interface. We choose to scale time by ηa/σ. The use of the diffuse-interface model introduces
two additional dimensionless groups: the Cahn-number, defined by

Cn =

ξ
,
a

(44)

and a dimensionless group that arises from the diffusion:
√
ηM
S=
,
a

(45)

which can be interpreted as a diffusion length over a macroscopic length [39].

7.1

Mesh convergence

To investigate the mesh convergence of both the XFEM and the BFMM, we consider a particle
in a closed cylindrical container with R = 5 and H = 10. The particle is initially located in the
upper fluid, with the center point located at a distance of two times the particle radius from
the fluid-fluid interface. A force of F ∗ = 1 is applied to the particle, which moves the particle
downward, deforming the interface. Due to a buildup of Laplace pressure, the particle velocity
decreases as the interface becomes more deformed. The problem is solved as an axisymmetric
problem on a 2D mesh. The Cahn number for this problem is set to Cn = 0.08 and the
dimensionless diffusion parameter is set to S = 0.02, which is large enough to maintain the tanh
shape of the interface, without overly damping the flow, which was posed as a guideline for
choosing the mobility in [40]. The initial and final φ-fields are shown in Fig. 9. To study meshconvergence, the problem is solved on several meshes that are uniformly refined. The coarsest
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t=0

t = 5.12

Fig. 9: The initial (left) and final (right) φ-field of the problem used to study the mesh- and timeconvergence.

meshes are denoted by M1 (for both the BFMM and XFEM, from the context should be clear
which one is implied) and are shown in Fig. 10. Two parameters will be used to characterize
meshes: the first parameter denotes the number of elements across the interface thickness and
is given by: nint = 4ξ/hint , where hint is the element size in the interface region. Note, that we
defined the interface thickness for a 89% variation in φ (see Section 3.1). The second parameter
denotes the number of elements on the particle boundary and is defined by npart = πa/hpart ,
where hpart is the element size near the particle boundary. The meshes used in both methods
are of course not identical, but the local element size is comparable, as is shown in Fig. 10.
Meshes M2 to M4 are obtained by uniformly refining M1 as is shown in Table 2. Note, that for
the XFEM the number of nodes as shown in Table 2 is excluding the ghost nodes. Mesh M5 is
obtained by uniformly refining M4 four times, to compute a reference solution using the BFMM
for quantifying the error. Remeshing for the BFMM and grid deformation for the XFEM are
not applied here.
The problem is studied until t = 5.12 with a time step of ∆t = 0.005. Results of the particle
velocity are presented in Fig. 11 for both the BFMM and the XFEM. A strong decrease in
particle velocity is observed, which can be attributed to the deformation of the interface and
the buildup of a positive Laplace pressure on the upper side of the deformed interface as can
be seen in Fig. 9. The results for the BFMM and the XFEM are similar, with the solutions
21

(a)

(b)

Fig. 10: Mesh M1 for the BFMM (a) and the XFEM (b).
Table 2: The uniformly refined meshes used in the convergence study. The value npart indicates the
number of elements on the particle boundary, whereas nint indicates the number of elements across the
interface thickness (defined by 4ξ, which is the thickness over which a variation in φ of 89% occurs).

M1
M2
M3
M4
M5*

npart
4
8
16
32
128

nint
0.8
1.6
3.2
6.4
25.6

number of nodes
BFMM XFEM
499
485
1925
1903
7561
7452
29969
29437
476225

on M3 and M4 completely overlapping. The accuracy for the XFEM and the BFMM seems to
be comparable, with M1 clearly being too coarse to accurately describe the particle velocity.
To investigate the mesh convergence in a more quantitative manner, the following errors are
defined:

U =

|U (t) − Uref (t)|
|Uref (t)|




,

Z =

T

|Z(t) − Zref (t)|
|Zref (t)|


,

(46)

T

where U denotes the relative error of the particle velocity, Z denotes the relative error of the
particle position and Uref and Zref are reference solutions computed on M5 using the BFMM
with a time step size of ∆t = 0.005. Furthermore, h iT denotes a time average from t = 0 to
t = 5.12. The results are presented in Fig. 12. where it can be seen that both the BFMM
and the XFEM converge to the reference solution. For both methods, the error in the particle
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Fig. 11: The particle velocity U as a function of time, calculated on different meshes for the BFMM (a)
and the XFEM (b). For comparison, the solution on M4 using the opposite method is also included in
each plot.

position is about an order of magnitude larger than the error in the particle velocity. For the
XFEM, the convergence of both errors is of fourth order, which is higher than expected from
the order of interpolation of the elements. This superconvergence was also observed in [21],
for simulations of Cahn-Hilliard fluids with and without rigid particles. For the BFMM, the
convergence seems to be even larger than fourth order. The accuracy of the XFEM and the
BFMM is comparable for the coarser meshes, but due to the higher rate of convergence of the
BFMM, there is almost an order of magnitude difference in both errors for the finer meshes.
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Fig. 12: Mesh convergence of the relative error for the particle position (a) and particle velocity (b).

23

7.2

Time convergence

Next, we will study the time convergence of both methods. Remeshing for the BFMM and grid
deformation for the XFEM are not applied here. Results of the particle velocity are presented
in Fig. 13 for both the BFMM and the XFEM. To ensure the results are accurate in space, all
computations are performed on meshes with npart = 64 and nint = 12.8. For the BFMM, a time
step of ∆t = 0.32 is enough to obtain a converged solution. Interestingly, for the XFEM the
solution already appears to be converged for ∆t = 0.64. To quantify the time convergence, we
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Fig. 13: The particle velocity U calculated using different time steps for the BFMM (a) and the XFEM
(b).

once again consider the errors as defined in Eq. (46). Note, that the solution at t = 0 is now
excluded when averaging the error, since the initial time error is zero. The reference solution
is computed on M5 with a time step of ∆t = 0.005 using the BFMM. Results are presented in
Fig. 14, where second-order convergence can be observed for both errors for both the BFMM
and the XFEM. This is in agreement with the order of the time-discretization schemes employed
in this paper. For the XFEM the spatial error starts to dominate around ∆t = 0.1. For both
methods, the error in the particle velocity is again about an order of magnitude larger than the
error in the particle position. Furthermore, the errors for the XFEM are about half a decade
lower than the errors for the BFMM.
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Fig. 14: Time convergence of the relative error for the particle position (a) and particle velocity (b).

7.3

Particle adsorption

Next, we continue the simulations presented in the previous section until the particle reaches
an equilibrium position at the interface. In this section, remeshing for the BFMM and grid
deformation for the XFEM are applied to increase the resolution in the interface region and
close to the particle boundary. The meshes that are used are again described by nint and npart ,
as defined in Section 7.1 (for the XFEM, the element size after grid deformation is used). For
these results, the element size at the particle boundary is set equal to the element size across
the interface. In the BFMM, local mesh refinement can be performed with great control, since
new meshes are created regularly (see Fig. 3). The grid deformation technique offers less control
over the local element size, but elements around the interface can still be decreased to about
half the uniform element size (see Fig. 5). The simulations are performed with a time step of
∆t = 0.16. The final position of the particle is shown in Fig. 15, whereas the particle velocity is
shown in Fig. 16 for both the BFMM and the XFEM. A clear decrease of the particle velocity is
observed as the interface is deformed. Around t = 50, the particle is adsorbed in the interface,
which is accompanied by a short increase in velocity. For t > 50, the particle velocity slowly
decreases to zero, as the interfacial tension balances the force on the particle. It can be seen
that the BFMM and the XFEM converge to the same solution. The accuracy of the BFMM and
the XFEM appears to be similar, with nint = 4 being enough for a converged solution. This is
in agreement with the literature, where 10 second-order nodal points across the interface were
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found to be enough for convergence [41].

Fig. 15: The φ-field at t = 204.8. At this stage, the particle velocity has decreased to almost zero, and
the force on the particle is balanced by the interfacial tension.
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Fig. 16: The particle velocity U calculated on different meshes for the BFMM (a) and the XFEM (b).
For comparison, the solution on a mesh with nint = 12 using the opposite method is also included in each
plot.

To investigate the accuracy of the field-variables on the particle boundary, the composition,
chemical potential, pressure and norm of the capillary stress (where the tensor norm is defined
p
as |τ c | = tr(τ c · τ Tc )) are sampled on the computational particle boundary at t = 204.8, and
plotted as a function of the angle ζ as defined in Fig. 17. The chemical potential µ is normalized
by the chemical potential inside a spherical droplet with φ = 1 and radius a surrounded by fluid
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with φ = −1, which can be calculated using the Gibbs-Thomson relation and equals σ/a [42].
Furthermore, the pressure p and the norm of the capillary stress tensor are normalized by the
Laplace pressure of a spherical droplet of radius a, which equals 2σ/a. The results of the field-

ζ

Fig. 17: The angle ζ used to plot variables on the particle boundary.

variables on the particle boundary are shown in Fig. 18 for the BFMM and in Fig. 19 for the
XFEM. It can be observed that also the field-variables on the particle boundary converge to
the same solution for both methods. A rapid convergence for φ is observed for both the BFMM
and the XFEM, with the coarsest mesh describing φ already well. The convergence of µ, which
contains second order derivatives of φ (see Eq. (3)), is slower. The accuracy of the pressure and
capillary stress on the particle boundary is similar for both methods. The pressure in the bulk
fluids shows a jump across the interface, which can be attributed to the Laplace pressure due to
the curvature of the interface. Furthermore, the capillary stress is clearly concentrated on the
interface and it decays to zero outside the interface region. For both methods, nint = 8 appears
to be enough for converged solutions.
Direct, sequential solvers from the HSL library [43] are used for the simulations. The weak
form of the Cahn-Hilliard equation, Eqs. (27) and (28), yields an unsymmetric linear system,
which is solved using the direct MA41 solver. For the BFMM, the weak form of the momentum
balance, Eqs. (24) to Eq. (26), yields a symmetric linear system, which is solved using the
direct MA57 solver for symmetric matrices. For the XFEM, the weak form of the momentum
balance, Eqs. (30) to Eq. (31), yields an unsymmetric linear system, which is solved using the
direct MA41 solver. For the problem studied here (a single particle interacting with a fluid-fluid
interface) a large difference in computation time is observed between the BFMM and the XFEM,
with the latter taking significantly longer. A large part of the XFEM simulation is spend in
the assembly of the diffuse-interface system, which can be attributed to the large number of
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Fig. 18: The composition (a), chemical potential (b), pressure (c) and the norm of the capillary stress
tensor (d) on the particle boundary at t = 204.8 for different nint using the BFMM. For comparison, the
solution on a mesh with nint = 12 using the XFEM is also included in each plot.

integration points associated with the quad tree. Parallelization of the code would increase the
efficiency of the XFEM significantly.

7.4

Full 3D problem

To investigate the numerical methods in 3D, a similar problem as in the previous section was
investigated. The radius of the cylinder was decreased to R = 2, whereas the remaining problem
parameters are equal to the previous section: F ∗ = 1, Cn = 0.08 and S = 0.02. The full 3D
simulations are performed using both the BFMM and the XFEM, and the convergence to a
reference solution is investigated. Note, that the implementation for both the BFMM and the
XFEM allows for particle rotation and translation in all three dimensions, but an axisymmetric
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Fig. 19: The composition (a), chemical potential (b), pressure (c) and the norm of the capillary stress
tensor (d) on the particle boundary at t = 204.8 for different nint using the XFEM. For comparison, the
solution on a mesh with nint = 12 using the BFMM is also included in each plot.

problem is solved here. This allows for the computation of an accurate reference solution on
a 2D mesh using the axisymmetry assumption. It was ensured that the reference solution was
converged in time and space. Typical full 3D meshes for both the BFMM and the XFEM are
shown in Fig. 20. Similar to the 2D case, a grid deformation technique is used for the XFEM
to increase the mesh resolution close to the interface and the particle boundary. Simulations
are performed on meshes with an increasing number of elements across the interface, using a
time step of ∆t = 0.32. The resulting linear systems are now solved using the parallel direct
solver PARDISO [44], which was found to yield robust and reliable results. The largest system
that was solved had about 350000 degrees of freedom. For larger systems, creating the complete
LU-decomposition will yield large memory requirements which can be avoided by using iterative
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solvers. However, finding suitable preconditioners is not trivial, especially for the XFEM, where
nodes with small support can lead to ill-conditioned matrices. Results of the particle velocity

(a)

(b)

Fig. 20: A full 3D boundary-fitted mesh of a particle in a cylinder (a), and a full 3D XFEM mesh (b).
Both meshes have an increased resolution near particle boundary and the fluid-fluid interface.

as a function of time are shown in Fig. 21, which show that the 3D results indeed converge
to the axisymmetic reference solution. For the BFMM, the curve almost coincides with the
axisymmetric reference solution for a mesh with nint = 3. Due to the longer computation times
for the XFEM, the most accurate mesh used in the XFEM was with nint = 2. For meshes
with the same number of elements on the interface, the accuracy of the XFEM and the BFMM
are comparable. Similar to the axisymmetric case, the 3D XFEM simulations take significantly
longer than the 3D BFMM simulations. Again, this can be attributed to the large number of
integration points associated with the octree that is used in the XFEM.

8

Discussion and conclusion

We have compared the BFMM and the XFEM for the simulation of rigid particles in CahnHilliard fluids in terms of efficiency and accuracy. Excellent agreement was found between
the two methods. It was shown that for axisymmetric simulations on 2D meshes and full
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Fig. 21: The particle velocity U calculated on different full 3D meshes for the BFMM (a) and the XFEM
(b).

3D simulations, the accuracy of both methods is comparable, with the XFEM being slightly
more accurate when studying time convergence, and the BFMM being slightly more accurate
for the field-variables on the particle boundary. The latter is most likely related to the way
the boundary conditions are imposed: for the BFMM a constraint equation is added to the
momentum balance, which is enforced in the nodes on the particle boundary using a collocation
method. In the XFEM, elements are not aligned with the particle boundary, and therefore
the boundary condition is added in a weak sense. When investigating the efficiency of the two
methods for a single particle in a cylinder, the BFMM outperforms the XFEM in our sequential
implementation. The main bottleneck for the XFEM is the large number of integration points
that are needed to integrate elements that are intersected by the particle boundary. More
specific, for all integration points, the point with the corresponding global coordinates need to be
found in the tALE meshes. This is an expensive routine due to the use of unstructured meshes.
However, we should note that this is problem-dependent since the geometries studied here were
relatively simple, making the generation of new meshes efficient and fast. For more complicated
geometries, for example when many particles of different size and shape are present, generating
boundary fitted meshes might not be that straightforward or even impossible. The XFEM
offers an alternative for those type of problems. Moreover, the efficiency of the XFEM could be
increased drastically by implementing a parallel version of the code: since the generation of the
subdivisions and the finding of integration points could be done completely in parallel, a major
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increase in efficiency is to be expected. For the BFMM, a large part of the simulation is spend
in solving the linear systems for the Cahn-Hilliard equation and momentum balance. Iterative
solvers could possibly improve this. An added benefit of the BFMM, is that the preconditioner
used by the iterative solvers can be re-used due to the mesh connectivity (and thus the structure
of the system matrix) remaining the same until a remeshing is performed. Finally, a hybrid
method could be used by combining the XFEM with locally refined meshes using remeshing.
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