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Abstract
In this study we design a joint predictive maintenance and inventory control policy for ECM tooling at
Philips Consumer Lifestyle B.V.. A classification model that can predict upcoming tool failures within a
prediction window is assumed as an input. These predictions have a degree of imperfectness that is
approximately known by the decision-maker. The proposed policy schedules inspections of tooling by
comparing the aggregate of the imperfect predictions for an upcoming time period to an optimal
inspection threshold. Orders for new tools are scheduled by incorporating a data-driven component,
namely the amount of tools expected to still be operational by the next review period, into a conventional
(R,s,Q) inventory policy. This expectation of tools to still be operational by the next review period is derived
from the imperfect predictions. A method of optimization through simulation is used to find the optimal
policy depending on the imperfectness of the predictions. Results show that, compared to the current
separate policies at PCL, savings of up to 60% can be achieved in both maintenance and inventory costs.
Savings in maintenance costs are highly dependent on the imperfectness in the predictions. The inventoryrelated savings are hardly dependent on the prediction imperfectness and can largely also be achieved by
optimizing a conventional (R,s,Q) policy however. The proposed (R,s,Q) inventory control policy with datadriven component shows promise, but for this case study a number of parameters (e.g. high order lead
time) hindered its added value. For the PCL case the biggest savings can be made through prolongation of
the average lifetimes of tools (in operational hours) when moving from a preventive to predictive
maintenance policy.

iii

Executive Summary
Philips Consumer Lifestyle B.V. (PCL) in Drachten is responsible for the production of Philips electrical
shavers for the global market. To produce millions of shavers annually, PCL are continuously looking for
ways to produce more efficiently. A promising direction is the implementation of predictive maintenance
on tooling. To research the potential of predictive maintenance, PCL is involved in an EU-funded project
named Mantis together with multiple partners including TU/e. For this project two Electro-Chemical
Machining (ECM) productions lines are made available. These production lines cut the profile in the shaver
caps under a volatile environment, with tooling that is very prone to damage. This profile is very precise,
so a damaged, contaminated or worn out tool must immediately be replaced. In this report we consider
three types of tools for ECM, called GPE, TPE and PSV electrodes. The GPE and TPE electrodes are
irreparable while the PSV electrodes are reparable by the tool supplier. Currently PCL applies a preventive
maintenance policy and (R,s,Q) inventory control policy for these electrodes. In this report the potential
cost savings of moving to a joint predictive maintenance and inventory control policy are examined.
The objective of this thesis is formulated as follows:
To develop a joint predictive maintenance and inventory control cost-minimization policy for tooling, given
imperfect failure prediction.
Hence it is investigated what the added value is by using imperfect predictions of tool failures to decide
when to perform maintenance actions (e.g. tool inspections and replacements) and when to place orders
for new tools. Imperfect means that some predictions of upcoming tool failures may turn out to be false
(false positives), while in some cases tool failures may not have been predicted (false negatives). This study
provides insights to PCL on the potential of predictive maintenance for their tooling and, more importantly,
what factors must be considered when moving from preventive to predictive maintenance.
Within the Mantis project, research has already been performed on both the prediction of process errors
and failures of tools. So far this research was not successful in remaining useful lifetime estimations for
the tooling, but some moderate results have been achieved with classification methods. Therefore we
assume a classification model (and its approximate performance) to be the predictive input to the
designed policy. Also an analysis of the amount of shaver caps that tools typically produce before being
discarded (TPE and GPE) or sent for repair to Norma (PSV) is done. It turns out that for each of the three
tool types the amount of tools that are replaced due to a tool defect decreases with total lifetime
(measured in shaver caps). Especially for the GPE and TPE electrodes, currently a large portion of tools is
discarded preventively after producing the maximum amount of shaver caps (discarding limit).

Figure 1. (a) GPE time until failure (in caps)

(b) TPE time until failure (in caps)

(c) PSV time until failure (in caps)
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For the proposed policy, predictions of upcoming tool failures are generated every time period (8-hour
shift), for a prediction horizon. With a multi-period prediction horizon, the predictions thus overlap. The
aggregate of the overlapping predictions is compared to an ‘inspection threshold’ to decide on whether
to inspect a tool in the upcoming shift. This threshold is optimized by explicitly modeling the imperfectness
in predictions. The predictions are also added as a data-driven component to a (R,s,Q) inventory control
policy. We add the expected amount of tools to not fail in the coming review period (based on imperfect
predictions) to the conventional inventory position (IP). This altered IP is compared to the reorder level s
at each review period R to decide on whether to order Q tools. The predictions thus allow for postponing
orders to the next review period if enough tools are still expected to be operational by then. Implementing
this joint policy for the PCL case study led to the estimated maximum savings in Table 1 (i.e. with minimum
imperfectness). The annual inventory savings and savings due to lower demand for tools are not very
dependent on the imperfectness, as opposed to the maintenance savings. There are also one-time savings
in tooling purchasing costs from lowering the current average inventory on hand level to the optimal level.
GPE
TPE
PSV
Annual Inventory Savings (Abs.)
Inventory Savings (%)
63.8% 60.9% 36.0%
Annual Maintenance Savings (Abs.)
Maintenance Savings (%)
60.7% 57.4%
8.1%
Annual Decrease in Tools Ordered/Discarded (Abs.)
Decrease in Tools Ordered/Discarded (%)
13.0% 12.9%
0.0%
Total Annual Savings
One-time Investment Savings
Table 1. Potential savings from proposed joint predictive maintenance & inventory control policy

Part of the ‘limit’ tool lifetimes in Figure 1 are right-censored. With maximum likelihood estimation (MLE)
the best-fitting distributions are selected to represent the decrease in overall tool demand that occurs
when moving from a preventive to a predictive maintenance policy. For TPE and GPE electrodes the annual
demand can be lowered by 10-15% at least if tools are replaced predictively rather than preventively. For
PSV electrodes the potential savings are lower and more related to replacing a larger portion of tools
predictively rather than reactively (up to 8-9%). For all tools the majority of inventory savings can also be
achieved without using predictions.
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The results were obtained using simulation. To find the optimal decision variables, the simulation used an
adaptive random search (ARS) algorithm, called R-BEESE (Andradóttir & Prudius, 2009). Optimization
through simulation shows how the savings under the optimal policy change with respect to prediction
imperfectness (Figure 2). The imperfectness is simulated by inputting specific values for recall (true
positive rate) and fall-out (false positive rate) performance in the model. The imperfectness in predictions
is assumed to be known by the decision-maker, through testing and validating of the classification model.
The expected savings in maintenance and inventory costs decrease as the imperfectness increases (lower
recall and/or higher fall-out). This is mainly due to increasing maintenance costs.
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Figure 2. Effect of prediction imperfectness on inventory & maintenance costs
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Furthermore, five extensions are considered and the sensitivity of five (cost) parameters is also analyzed.
The obtained results lead to a number of recommendations for PCL:


Increase (or remove) the discarding limits for GPE and TPE electrodes to get a better understanding
of degradation behavior of tools. At least keep electrodes that are still fine after passing the
discarding limit operational in a testing environment.



Significant savings in the current preventive maintenance policy can already be made through
optimization of inspection and discarding limits for the GPE and TPE electrodes.



Monitor the physical (degradation) status of tools at inspections with measurements or pictures.
Currently it is very difficult to train prediction models without quantitative data on tooling.



The gross savings in inventory holding costs can already be achieved with an inventory model that
does not use predictions. The reorder level can be optimized based on either the demand
distribution and required service level or the difference between holding costs and penalty costs
of a tool shortage. In Table 2 the current average inventory on hand (IOH) is given, as well as the
optimal and recommended IOH under the proposed policy. The recommended IOH takes into
account that occasionally the EK03 line is also operational. The optimal and recommended IOH for
the current PCL inventory control policy is only marginally higher than for the proposed policy.
GPE

TPE

Current policy
30.23 31.53
Proposed policy (Optimal)
10.53 11.57
Proposed policy if EK03 is included (Recommended) 17.49 17.59
Table 2. Optimal and recommended IOH for proposed predictive policy

PSV
38.49
23.00
28.03



It is useful to investigate the actual cost difference between a reactive and predictive replacement.



A prediction model for ECM tools should primarily be designed to have an optimal prediction
horizon for maintenance scheduling. For ECM tools, using predictions is valuable for scheduling
maintenance actions. However, using predictions to schedule tool orders hardly adds value. This
becomes more valuable for cases with lower order lead time and higher inventory-related costs.



The ability to predict upcoming failures correctly (recall) is worth more than the ability to avoid
false alarms (fall-out). If recall is high, fall-out can be quite high without serious rises in costs. In
fact, precision can only be 20% without greatly affecting total costs under the optimal policy (w.r.t
100% precision). Low recall however directly impacts the amount of tool failures that is predicted.
An unnecessary inspection costs much less than a missed upcoming failure. However if fall-out is
very high (>60-80%), there are drastic increases in costs due to many unnecessary inspections.



To achieve the presented savings, a usable prediction method for tool failures must first be
created. This requires significant investment. The proposed policy, simulation model and approach
of this study are quite general and can also be applied to many other types of manufacturing tools
at PCL. It is suggested to adjust the simulation model for other tool types (besides ECM electrodes)
as well, to identify the tool types that are best suited (w.r.t data availability and/or potential
savings) for introducing data-driven tooling policies. To achieve higher returns on investment it is
also advised to keep track of successfully tested methods for predicting of tool failures.
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1. Introduction
Philips Consumer Lifestyle B.V. in Drachten (PCL), the Netherlands, is a global leader in the production of
electric shavers. Production of the vast majority of the individual shaver components takes place in the
Drachten plant. In order to improve their maintenance activities, Philips CL is involved in an EU-project
named Mantis together with a number of European organizations. This Master of Science (MSc) thesis will
be centered mostly around the topic of ‘Analysis and Decision Making Functionalities’ within this project.
This topic has numerous sup-topics, of which ‘Maintenance Optimization’ is the most applicable. The PCL
production plant in Drachten is one of the sites that provides data for model and algorithm testing. It is
also available to test and implement findings from collaborative efforts. Specifically, two production lines
that use Electro-Chemical Machining (ECM) techniques are made available to this project.
The historic data and (prognostic) information that can be extracted from the ECM process can be used to
predict with a degree of certainty when a failure might occur in the tooling. This is referred to as imperfect
failure prediction of tooling. The tooling in this are electrodes and supports that facilitate the cutting of
very exact patterns in the shaver caps. These tools are costly and prone to wear, damage or failure, making
it important to have suitable maintenance and inventory control policies. A promising direction in
academic research is finding a joint optimal policy for the predictive maintenance and stocking of tools
rather than two separate policies (van Horenbeek, Buré, Cattrysse, Pintelon & Vansteenwegen, 2013).
Intuitively this makes sense as changes in the maintenance policy affect the tooling inventory and vice
versa. In this project we investigate what value the (imperfect) information on upcoming tool failures
potentially has for the profitability of the ECM lines through more efficient and combined predictive
maintenance and inventory policies for the tools.

Figure 3. Shaver cap for Philips electric shaver

1.1 Mantis Description
Mantis is an international project that is funded by the European Union. It focuses on achieving more
effective and efficient maintenance through a coordinated combined effort between various European
research institutes and companies across a number of different industries. Their target audience is both
mature and less mature industries. In total 54 organizations are collaborating in this project, including wellknown companies such as John Deere, Bosch and Philips. The main objective of Mantis is formulated as
follows: “Develop a Cyber Physical System based Pro-active Maintenance Service Platform Architecture
enabling Collaborative Maintenance Ecosystems” (Papa, Zurutuza & Uribeetxeberria, 2016). By achieving
this objective Mantis wants to improve the competitiveness and sustainability of European industry. The
Mantis project encapsulates a wide variety of topics, from the creation of high-tech smart sensors and a
service platform architecture all the way up to the setting up of Human-Machine Interfaces that accurately
1

translate all of the findings to the work floor. All the participants in the project are assigned to one or more
of these topics and have agreed to perform or facilitate research on these topics, possibly together with a
number of other participants. The collaboration between PCL and the TU/e in the area of ‘Maintenance
Optimization’ is an example of this.

1.2 Company Description
This research project was conducted at a manufacturing plant of Philips Consumer Lifestyle B.V. (PCL) in
Drachten, the Netherlands. PCL has a rich history in producing consumer products such as coffee machines
and electric shavers. Currently the Drachten plant is mainly responsible for production of the Philips
electric shavers for the global market. It has been producing electric shavers for over 60 years and has
around 2000 employees. PCL Drachten produces millions of electric shavers annually for numerous price
segments. The electric shavers are generally high-end quality and to achieve this, advanced manufacturing
processes must be employed. One of these processes is the electro-chemical machining (ECM) technique
used to manufacture the shaver caps.
This thesis was completed in the New Product Introductions (NPI) department at PCL Drachten. The NPI
department focuses on the industrialization of new products and new manufacturing processes. PCL is an
innovator in the area of electric shavers and therefore a lot of resources are required to consistently design
the best way to manufacture the newest generation of electric shavers and their functions.

1.3 Report Outline
The report is structured as follows. First, in chapter 2, the problem under consideration is defined, as well
as the objective of this study. The problem definition is followed up by a chapter that analyzes the current
situation at PCL in detail. Based on this analysis a joint predictive maintenance and inventory control policy
is designed and proposed in chapter 4. In chapter 5 the results of this proposed policy are analyzed,
including a number of extensions and a sensitivity analysis. Finally a discussion of the results is presented
in chapter 6. The discussion includes the general insights that were obtained during this project, the
conclusions that can be derived from the results and the recommendations that are made to PCL.

2

2. Problem Definition
In this chapter the problem under consideration is defined together with an explanation and outline of the
approach in the remainder of the thesis. First the reason of this research at PCL is briefly stated, followed
by a description of the ECM process. In sections 2.3 and 2.4 the scope and thesis objective is explained,
including an explanation of the used terminology. To help achieve this objective, a number of research
(sub-) questions are designed in section 2.5. Lastly the used research methodology is touched upon.

2.1 Problem Statement
The reason that the Mantis project was initiated in the first place is that there is a lot of room for
improvement in typical maintenance operations at manufacturing organizations like PCL. There are many
manufacturing processes that require maintenance of expensive tooling on a regular basis, but most of
their policies on maintenance and the stocking of spare parts are solely based on available budgets and
past experience. The ECM process is an example of such a manufacturing process. The degradation status
of operational tools is not considered while deciding on the ordering of new spares, while the amount of
spare parts is not considered while deciding on the timing of maintenance activities. Also PCL has limited
visibility on the degradation patterns of their tools, even though a lot of process parameters are
continuously monitored. Therefore PCL generally resorts to preventive maintenance policies. PCL wants
to investigate potential cost advantages of using their abundant historical data from the processes to
jointly consider maintenance and inventory control in one policy. To address this, PCL participates in
Mantis and this thesis is conducted. In the following section a description of the ECM process is provided.

2.2 Process Description
For the production of the high-end shaver caps an ECM technique is used. Other methods such as electrical
discharge machining (EDM) are used for the entry-level shaver caps. For the ECM process an unprocessed
shaver cap is submerged into an electrolyte substance. The cap is placed between two tools (the electrode
and support), in such a way that the cap and the electrode do not touch. Both the electrode and support
consist of a holder and tip. Both the electrode and support are installed into a flushing house. A current is
then induced between the product and the electrode. The tips are made of platinum or high-grade steel
depending on the tool type. Both are expensive inert materials. The tips have a very specific and highly
detailed shape to mirror the required geometrics of the final shaver cap. This is especially the case for the
electrode tips. Figure 4 depicts the general setup of an ECM process.

Figure 4. Typical ECM process setup (Zhang & Wouters, 2016)
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Especially for the electrode tip, it is crucial that it is clean and undamaged during the process. However
there are many potential causes for errors due to the complexity of the process. Some of these are related
to the tools themselves, as tools may get damaged during or outside of operation. If this happens the
shaver caps will not be according to specifications.
As mentioned earlier two ECM lines are considered in the scope of this project, called the EK01 and EK03
line. Each consist of four types of machines that all facilitate an ECM process. Every shaver cap must go
through these four types of machines in one of the two lines in the sequence shown in Figure 5. An
unprocessed cap that enters the PSV process is a small circular plate of steel that has been punched into
the general shape of a shaver cap at an earlier stage.

Figure 5. EK01 & EK03 production sequence

Each of these machine types uses ECM but has a different function and thus a different type of electrode
and support. The PSV process is the first in the line and it profiles the shaving face of the cap. After profiling,
the caps go to a machine that cuts the teeth profile in the caps (TPE process). Next the caps receive their
slotted profile at the GPE process. Finally the caps are sent to a machine that glosses and deburrs the
shaver caps, the so-called GAO process.
These four types of process have different cycle times. To allow for a balanced throughput through the
four consecutive process steps, parallel machines are placed to make up for the differing cycle times. There
are more parallel machines for the ‘slower’ processes per line. A summary is given in Table 4. The control
of sending each shaver cap to an idle machine in the correct sequence is done automatically in a manner
similar to the first-in-first-out principle (FIFO).
Amount of machines/process
EK01
EK03

PSV

TPE

GPE

GAO

5
4

7
6

8
7

2
2

Table 4. Machines per production line

Lastly, it is important to note that there is a significant overcapacity in the EK01 and EK03 lines together.
In principle the EK01 line is used for the daily production. The EK03 line is only used occasionally if there
are temporary peaks in demand. Since the setting up of the two lines in their current state (begin 2015)
up to halfway February 2017, the EK03 line has produced around 13% of the total amount of shaver caps
that went through one of these two EK lines.

2.3 Scope
The project is scoped on two different areas. Firstly it fits entirely within the section on maintenance
optimization of the Mantis project. This implies that we take a certain (imperfect) failure prediction of a
tool as input and then use this prediction and its characteristics to develop the optimal joint predictive
maintenance and inventory policy for the considered case study. Of course this policy must be in line with
potential requirements/constraints on the maintenance and stocking of the ECM tools. The output is
expressed into costs and acts as decision-support model on whether or not to invest in improving tooling
failure predictions.
4

Figure 6. Project scope

Secondly, only the tooling of two ECM process lines at the production plant is considered because only the
data of these two lines is made available to the Mantis project. Of the 8 main tool types in these lines, only
the TPE, GPE and PSV electrodes are considered in this report. The TPE, GPE and PSV supports need
relatively few maintenance activities compared to the electrodes, while the GAO electrodes and supports
are made from significantly cheaper material and therefore are not interesting enough to analyze. Both
lines have been in their current setup since the beginning of 2015, and therefore data on these lines is
available for two complete years.
Throughout the project it is useful to also consider the similarities and differences with tooling of other
processes, to potentially make this research more generally applicable to PCL.

2.4 Objective
PCL is moving towards data-driven strategies to optimize their operations, but in some cases it is still not
entirely clear whether the required investments will allow for sufficiently higher returns. The main
objective of this thesis project can therefore be formulated as follows:
To develop a joint predictive maintenance and inventory control cost-minimization policy for tooling, given
imperfect failure prediction.
By doing this we want to investigate what the added value is of implementing a joint predictive
maintenance and inventory policy that is aimed at minimizing costs, relative to the current policies in place
for the considered case study. It is assumed that it is only possible to predict tool failures up to a certain
extent, due to external factors and incomplete/insufficient data. By looking at the potential value of this
predictive information, it is possible to determine if it is worth investing in increased predictive
competencies (e.g. sensors & machine-learning techniques).

Terminology
For a better understanding of this objective, the terminology is elaborated on. Maintenance entails the
stopping of a machine to inspect a tool after a certain trigger has occurred. After inspection the tool is
either still in a good state and can be returned to the spare parts stock, or it is damaged and requires repair
or discarding (see Figure 7). The tooling is considered to be the GPE, TPE and PSV electrodes. A predictive
maintenance policy uses monitoring and historical data to predict when a tool is likely to fail and thus must
be replaced. Based on this information the optimal moment to replace the tool is then determined (van
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Horenbeek, Buré et al., 2013). Inventory control policy is a policy that describes the minimum/maximum
allowable level of tooling spare parts and when to order new tools (and how many). In a joint policy the
interrelationships between the maintenance and stocking of tools are acknowledged while searching for
the optimal policy for both. In many scenarios this should theoretically lead to better results than if one
would choose separate optimal predictive maintenance and tooling inventory control policies with no
consideration of their interdependencies (van Horenbeek, Pintelon, Scarf & Cavalcante, 2013).

Figure 7. Overview of maintenance actions for ECM tooling

Since we are looking for a cost-minimization policy it is also important to define what type of costs will
influence the inventory and maintenance decisions. The following three types can be distinguished.
1. Tool ordering costs. The tool supplier, Norma, produces in batches. Therefore the costs per tool
are lower if orders are placed in batches and are scheduled with the supplier.
2. Maintenance costs. First of all it takes man hours to perform inspections, replacements and other
maintenance actions. Also, there are potential costs if minor repairs are performed in-house at
the maintenance department (called OTD). The assembling and disassembling of tools also
requires resources. Costs are incurred when tools are sent for repair to the tool supplier. Repair
costs are lower per tool if tools are sent in larger batches and are scheduled with the supplier.
3. Inventory costs. In this setting this includes the costs of holding inventory (tools) on the stock
points throughout the production plant. The holding costs represent the money value that is tied
to holding tooling inventory (i.e. the cost of capital). PCL assumes a cost of capital of around 7.25%
of the inventory value on an annual basis. On the other hand there is also a penalty cost if tooling
is not available when necessary, because it leads to an unplanned downtime of the machine.
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Further details on costs and the current maintenance and inventory policies for the ECM lines are given in
section 3.1.
Given the abundance of information that is monitored for the ECM process and its tooling, it might be
possible to predict certain types of tool failures up to a certain degree. Imperfect failure prediction means
that it is not possible to predict with complete certainty whether a tool will fail within a specific timeframe.
This is due to all the (external) factors that can affect the tool status and also the absence of status
monitoring of the tooling itself. Furthermore, the characteristics of the ECM process do not always allow
for immediately recognizing of a tool failure. Tooling status is not monitored continuously during
operation, while product samples are only taken every 4 hours. This means that it can take up to 4 hours
before a tool is recognized as being defect. A tool is defined as being defect or failed if it is damaged, worn
out or contaminated and is no longer able to produce products within the required quality specifications.
More information on data that is available for the ECM process and its tools can be found in section 3.1.

2.5 Research Questions
A number of research questions are identified to serve as guidance and to eventually achieve the objective
of this paper. In this section the research questions are discussed.

Research Question 1
To develop a realistic design for a joint predictive maintenance and inventory control policy it is important
to get a good estimate of the inputs first. The critical input in this case is the imperfect failure prediction.
The first part of this project therefore needs to investigate the status of failure prediction of ECM tooling
at PCL and its potential performance in the nearby future. The answer to this research question can then
serve as an input to the cost-optimization model. Thus the first main research question is:
1. How effective is failure prediction of the tooling?
Before determining the effectiveness of tool failure predictions, the current situation must be first mapped
by investigating all the information that is currently available. This includes the information on current
maintenance and inventory control operations. This leads to the following sub-question:
1.1. What sources of data are available for failure prediction of the tooling and understanding the
maintenance operations?
Earlier research at PCL has already looked at the potential of tool failure prediction for the ECM process.
Therefore the methods or algorithms that have been used to predict tool failure up until now (and their
effectiveness) must be examined. This includes looking at what the inputs and outputs (e.g. remaining
useful life estimation or classification) were for these models and whether any economic/operational
aspects were considered. Another important aspect is how the imperfectness is characterized in the
research (e.g. confusion matrix). Hence another sub-question is formulated:
1.2. What recent research has been conducted on failure prediction of the tooling?
After outlining the operations and logistics at the maintenance department and determining the status on
failure prediction techniques, it is necessary to look at the future. Then it becomes possible to get an idea
of what performance in failure prediction PCL might expect to achieve with more investment. This can be
done by looking at planned research in this area at PCL itself, but also by reviewing more generic academic
literature in the field of tool failure prediction. Not only the used methods and their outcomes must be
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examined, but also which causes of tool failure these methods may be able to predict. Especially in
complex processes such as ECM, there are multiple reasons why tooling may get damaged (e.g. material
quality, wear, errors in the process itself). The next sub-question to be answered is therefore:
1.3. What failure prediction methods for tooling are most promising and what types of tool failure
can these methods capture?

Research Question 2
The most important and labor-intensive part of this project lies in designing a joint predictive maintenance
and inventory control policy that minimizes the costs of a model that as accurately as possible represents
the considered case study. The second main research question is hence:
2. What is the optimal joint predictive maintenance and inventory control policy given an imperfect
failure prediction?
After researching the most promising methods for tool failure prediction it is possible to decide on what
failure prediction method to use as input for the cost-minimization model. Besides choosing the failure
prediction method and its (output) characteristics, all the other relevant parameters and decision variables
must be identified as well however. This includes typical parameters for maintenance and inventory
policies but also parameters specific to the case study. The first sub-question is therefore:
2.1. Which parameters must be incorporated into the cost-minimization model?
Once all the relevant parameters and decision variables for the considered problem are identified, the
next step is to combine them into a model that accurately represents their impact on costs. More
importantly it must represent all of the relevant interrelationships. Thus the next sub-question is:
2.2. What model is an accurate representation of the case study?
Based on the structure and complexity of the eventually constructed model, a decision needs to be made
on what sort of optimization method is most suitable. Although an exact solution method would have
preference, it is possible that heuristic or simulation methods are more suitable due to the complexity and
required computational power/time. This necessitates the next research sub-question:
2.3. Given the inputs, parameters and model, what optimization method is most suitable?

Research Question 3
After determining the optimal joint predictive maintenance and inventory control policy (with lowest total
costs), the last step is to compare the costs of this policy with the costs under the current way of working.
Then it is possible to analyze whether a joint policy is preferable over separate inventory and maintenance
policies. These two policies affect each other and therefore in theory it is beneficial to take more
consideration of their interdependencies while designing both policies (van Horenbeek, Pintelon, et al.,
2013). This can be illustrated by for example considering a case where the tool is replaced after the
processing of one cap every time. Such a policy would lead to an extremely high demand for tools and thus
require extremely high inventory levels. To investigate the added value of considering the
interdependencies between maintenance and inventory policies, the following research question is posed:
3. What is the potential cost advantage of incorporating predictive maintenance methods with
stocking decisions?
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As it is difficult to estimate some cost parameters it is useful to investigate their sensitivity. This allows for
a stronger comparison between separate maintenance and inventory policies and a joint policy. A first
sub-question is thus:
3.1. Which parameters are relatively difficult to estimate and what is their sensitivity?
Next it is interesting to investigate at what degree of prediction imperfectness it starts adding value to use
the available predictive information for the maintenance policy. This gives an idea of how much costs can
be saved by reducing the imperfectness in failure prediction by a certain amount (through investments).
The last sub-question is therefore:
3.2. At what degree of imperfection of the failure prediction does it become profitable to introduce
a predictive maintenance policy?
These research questions serve as a step-by-step guide on how to achieve the objective of this report. The
questions were formulated whilst considering the research methodology explained next.

2.6 Research Methodology
To achieve the previously stated objective, the regulative cycle devised by van Strien (1997) is used as
inspiration to structure the first section of the project. The regulative cycle is depicted in appendix A. This
research project will fall under the design science research paradigm rather than the explanatory research
paradigm as we want to find a solution of the considered problem rather than simply an explanation of it
(van Aken, Berends & van der Bij, 2007). The regulative cycle is therefore used, as it is very useful for
solving specific problems that involve a lot of decision-making (van Aken, 1994).
However the designed model will not get implemented at PCL during the duration of this study and
therefore part of the regulative cycle is not applicable here. Rather its computational results will be
analyzed and compared to the current situation at PCL. Therefore part of the regulative cycle is adjusted
for the cause of this study. Instead of implementing the model, we will solve it and validate its behavior
by analyzing the preliminary results. The validation phase assesses if the model behaves as it should. Based
on the model validation, a redesign of the model might be necessary. Finally the results of the (re)designed
model are analyzed and interpreted. The final methodology is visualized in Figure 8. This methodology is
similar to a methodology by Mitroff, Betz, Pondy and Sagasti (1974) that is common in operations research
(Bertrand & Fransoo, 2002). The model by Mitroff et al. can be found in appendix A. The biggest difference
is that the methodology by Mitroff et al. (1974) also includes implementation, just like van Strien (1997).

Figure 8. Used research methodology

The second chapter contains the problem definition. This includes defining the problem statement, scope,
objective and research questions. The first main research question is focused on the diagnosis and analysis
phase. The second main research question is concentrated around the design of the model and how to
solve it. The third main research question is devised to structure the results analysis. Finally the results are
discussed to provide recommendations to PCL.
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3. Diagnosis & Analysis
After the problem definition phase, the next step is to analyze the current situation at PCL carefully to get
an understanding of the requirements, constraints and relevant inputs for in the design and modeling
phase. First the current preventive maintenance policy and inventory control policy for ECM tooling at PCL
are reviewed. Also the demand distribution for ECM tools is looked into, followed by a discussion on the
data availability. In section 3.2 the status of research on the predicting of ECM tool failures within the
Mantis project is explored. Finally in sections 3.3 and 3.4 the information that can be extracted from the
maintenance logs is discussed and the general failing behavior of the ECM tools is investigated.

3.1 Current Situation
Current Maintenance Policy
With regard to the current maintenance policy it is necessary to distinguish between the tool types.
A company named Norma is the supplier of all the electrodes and supports for the ECM processes. The
PSV electrodes are also repaired by Norma. This is done by removing a layer (magnitude of micrometers)
of platinum from the tip part of the electrode and then cutting the desired profile in the remaining part of
the platinum tip again. This process can be repeated for around 50 times until there is no more platinum
left on the tip. Then the tip must be discarded and replaced. It is cheaper to send electrodes for repair in
batches. Therefore the PSV electrodes for repair are collected throughout the week and sent in a batch to
Norma on a weekly basis on Monday. Norma repairs and returns them by the Friday of the same week. It
must be noted however that the minimum batch size is four. If there are less than four electrodes waiting
for repair on Monday, the lead time increases by another week. This happens occasionally. The repair lead
time for PSV tools is generally between 5-19 days.
The GPE and TPE electrodes cannot be repaired by Norma. When electrodes are indicated as being defect,
the tip is removed from the holder and discarded. The holder can be re-used by Norma. Norma
manufactures a new tip and places it on a new or used holder. The manufacturing of the tips is typically
done in batches and therefore it is (far) cheaper to order tools in batches. The manufacturing of a (batch
of) tips generally takes between 5-12 weeks.
There are a number of triggers for a tool inspection and/or replacement. First of all a tool is inspected after
a predefined number of caps have been processed by it since the last inspection. We define this as the
inspection limit. Additionally a tool is discarded (TPE and GPE electrodes) or sent for repair to Norma (PSV
electrodes) without inspection and no matter the tool status, once a predefined total number of caps have
been processed by it. We define this as the discarding limit. For PSV electrodes the inspection limit is equal
to the discarding limit, as PSV electrodes have a relatively short lifetime (in shaver caps). Tools that are
damage-free after inspection are cleaned and returned to the tooling inventory. These cap limits change
occasionally due to budget considerations and the experienced (failure) behavior of the tooling. The
current cap limits for the electrodes are summarized in Table 5. In appendix B an overview of the cap limits
throughout the past two years is given. It must be noted that a warning signal is given once a tool has
passed one of the limits but continues processing shaver caps until an operator is available. Once a tool is
discarded or sent for repair to Norma because it has passed the discarding limit, no more measurements
are done on the tool. Tooling that has reached the inspection or discarding limit is one of the most common
reasons for inspection/replacement of tooling.
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TPE

GPE

PSV

Inspection Limit
Discarding limit
Table 5. Current inspection & discarding limits per tool

A second trigger for inspecting a tool is an error in the machining process itself. This could be due to a
wrong electrolyte concentration or sudden fluctuations in the current for example. Each machine contains
multiple sensors that continuously keep track of a variety of process parameters. One of the most common
types of process error is a short-circuit. Short-circuits in many cases cause irreparable damage of the tools.
The last trigger of tool inspection is when the periodic sampling of the processed caps indicates that the
caps coming from a certain machine no longer are within specifications. Every four hours a sample of the
shaver caps coming from each machine is taken and a number of parameters are measured and recorded.
This is done both visually and through a microscope.

Figure 9. Overview of general tool removal triggers and reactions

Once a tool has been inspected there are three possible reactions for the maintenance department (called
OTD). The only exception is when the tool has reached the discarding limit. In this case the tool is simply
discarded (TPE and GPE) or sent to Norma for repair (PSV), without inspection and no matter the status of
the tool. If a PSV electrode has passed the discarding limit but also has already been repaired 50 times, it
must be discarded rather than sent for repair. The other three triggers (inspection limit, process error or
product quality error) can lead to either simply an inspection and cleaning of the tool, an inspection and
local/Norma repair of the tool or an inspection and discarding of the tool. TPE and GPE electrodes are
repaired locally only occasionally, while PSV electrodes are damaged irreparably only very sparsely. This is
summarized in Figure 9. In any case, once a tool is removed from a machine immediately a new tool is
installed in the machine to minimize machine downtime. If a tool is discarded or sent to Norma for repair,
it must first be disassembled from its flushing house.

Current Inventory Policy
The current inventory policy for the tooling of the ECM lines is relatively straightforward. It is based on
past experience, production schedules and the target that OTD has set for themselves to have a service
level of 100%. Due to this objective the inventory levels are likely far higher than would be reasonable
from a cost-minimization perspective. Inventory of the considered tool types is stocked in four separate
locations, with varying inventory policies. Tools are stored in drawers next to the ECM lines, at OTD
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(‘normal’ buffer inventory and an ‘extra’ buffer inventory) and in a warehouse. The lines each have an own
tool drawer. All locations are within walking distance of one another. The inventory policies are the same
per location for the GPE, TPE and PSV electrodes.
Tools that are in the machines and in the drawer inventories have been assembled into a flushing house.
Once tools are discarded or sent for repair, the flushing house is disassembled. If tools are taken out of a
machine and require cleaning or minor repair, the flushing house is left on and the tool is returned to the
drawer inventories afterwards.
Inventory levels in the drawers are inspected daily and then filled up to the maximum capacity of the stock
points. The required electrodes for the drawer stock points are collected from the normal buffer inventory
stock point at OTD if possible, and otherwise the extra buffer inventory stock point. These electrodes must
first be assembled into flushing houses. The normal buffer inventory stocking points at OTD are
replenished on a weekly basis, up to the maximum capacity of the stock points. The electrodes for the
normal buffer inventory OTD stock points are collected from the extra buffer inventory OTD stock points.
We therefore have an inventory policy with periodic review period and a varying replenishment size at
these stock locations. This is a (R,S) inventory policy, where R stands for review period and S for the
maximum inventory (or order-up-to) level.
The extra buffer inventory stocking points at OTD are also replenished periodically, but not always up to
the maximum capacity of the stock points. These stock points are simply replenished by electrodes coming
from repair (local or Norma). If there are still electrodes in the process of being repaired, the extra buffer
inventory stocking point at OTD will not be filled to maximum capacity until these electrodes are repaired
and returned. The total amount of electrodes in the ECM machines, the drawer inventories, at repair
(internal and Norma) and in both OTD inventories should therefore be constant. Should an electrode be
discarded, the extra buffer inventory is replenished with an electrode from the warehouse. This possible
replenishment from the warehouse happens once per week.
The inventory levels at the warehouse are inspected every Wednesday. If the inventory levels drop below
a pre-specified level an order is placed for new tools up to (or over) a pre-specified level. It is much cheaper
to order electrodes in batches and therefore orders are typically placed in multiples of a minimum batch
size (TPE and GPE electrodes) or at least in a minimum batch size (PSV electrodes). This is a (R,s,nQ)
inventory policy, where s stands for reorder level, Q is the batch order quantity and n is a positive integer.
The prices of ordering and repairing the tools are summarized in Table 6. Note that TPE and GPE electrodes
have a significant salvage value, as the holder part can be re-used by Norma.
Price/pc
(8 pcs)

Price/pc
(12 pcs)

Price/pc
(16 pcs)

Lead
time

5 wk
5 wk
5 wk
Table 6.Tool prices, repair prices, lead times & salvage value

PSV
TPE
GPE

Repair
price/pc
(8 pcs)

Repair
price/pc
(12pcs)

Repair
price/pc
(16pcs)

Lead
time
repair

Salvage
value

1 wk
-

In the following figure inventory levels of the TPE, GPE and PSV electrodes over the past two years have
been visualized. This includes the electrodes that are installed in the machines on the two EK lines.
Generally there are always electrodes in these machines and therefore these amounts were taken to be
constant. As mentioned earlier, OTD maintains a constant total of electrodes. The cause of variation in the
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total inventory levels is therefore solely due to changes in the inventory level at the warehouse. Over the
past two years, only two PSV electrodes have been discarded after being too damaged to repair. Therefore
no new orders have had to been placed for these tools so far and the inventory level for these tools has
remained very stable.

Figure 10. Average inventory level per electrode

Figure 10 shows that there are very high safety stocks currently for all three electrode types. There are in
total 9 PSV machines on the two ECM lines but there are on average around 42 additional PSV electrodes
on stock or being repaired by Norma. Similarly there are on average 32 and 30 TPE and GPE electrodes on
stock for 13 and 15 machines respectively. In Table 7 an overview of the average inventory levels of tools
per stock location over the past two years is given.
Avg. PSV (St. Dev.)

Avg. TPE (St. Dev.)

5 (0)
7 (0)
4 (0)
6 (0)
4 (0)
3 (0)
3 (0)
3 (0)
7.5 (1.3)
4 (0)
3.9 (3.3)
4 (0)
4.7 (4.1)
N/A
18.7 (0.7)
17.5 (5.6)
41.7 (0.7)
31.5 (5.6)
Table 7. Average tools per production line & inventory point

EK01 Machines
EK03 Machines
EK01 Drawer Stock
EK03 Drawer Stock
Normal Buffer Stock OTD
Extra Buffer Stock OTD
Norma
Warehouse
Stocks + Norma

Avg. GPE (St. Dev.)
8 (0)
7 (0)
3 (0)
4 (0)
4 (0)
4 (0)
N/A
15.4 (7.4)
30.4 (7.4)

A BSc thesis by Hoefnagels (2016) was conducted at PCL in the beginning of 2016 to analyze the inventory
levels of certain ECM tools and propose a more cost-efficient inventory policy. He analyzes the optimal
stocking policy for the PSV and TPE electrodes and the PSV, TPE and GPE supports. The majority of the
report focuses specifically on the PSV electrodes however. An analysis of the demand for tools was first
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made. Based on this demand pattern, and a number of additional constraints and assumptions, a tool was
delivered that returns the optimal inventory policy for each of these specific tools. Hoefnagels (2016)
assumes the four different stocking points to be one stock point and proposes a (R,s,S) inventory policy.
This is an inventory policy with a periodic review period (one week), where an order is placed once the
inventory level reaches or becomes lower than the reorder level ‘s’. The order size up to the maximum
stock level ‘S’ is then the production batch size or higher. Using this policy and setting the inputs to the
tool at desirable levels to PCL leads to cost savings of around 39% per tool type. Most of these savings
come from ordering less tools. Savings in annual holding costs are also approximately 39%. On average the
proposed inventory levels are between 16% - 54% lower than what is currently in place.

Tool Demand
For the design of the model, but also for validation at a later stage, it is useful to understand the
approximate (weekly) demand for the tools currently. For this two data sources are available. Firstly there
is the SAP system and secondly there are maintenance logs from the maintenance department (OTD). On
a weekly basis, the amount of scrapped electrodes and the electrodes that are sent for repair are recorded
in SAP. The maintenance logs are logged immediately once any maintenance action is performed on an
electrode (i.e. when an OTD reaction is triggered by the EK lines). This includes the action where OTD
decides to discard a tool or send it for repair to Norma. As this is on a continuous rather than a weekly
basis, this provides a more accurate picture than the SAP system in general. The approximate amount of
tools that failed per week in the period between 01/01/15 – 26/02/17 are presented in Figure 11.

Figure 11. (a) Failed GPE electrodes/week (b) Failed TPE electrodes/week

(c) Failed PSV electrodes/week

For PSV electrodes there is large discrepancy between the weekly demand extracted through SAP and
through the maintenance logs. The reason is the minimum batch size for repair of 4 electrodes. SAP solely
records when tools are sent for repair to Norma (and when the tools are returned). In many weeks fewer
than 4 tools failed, meaning that these tools were only sent for repair one or two weeks later. The
maintenance logs hence paint a more accurate picture of the amount of PSV electrodes that fail per week.
The average weekly demand (and standard deviation) of the tools based on the historical data is
summarized in Table 8.
Avg. Failures/Week SAP (St. Dev.) Avg. Failures/Week Maintenance Logs (St. Dev.)
GPE
TPE
PSV

1.106 (1.676)

0.982 (1.224)

0.894 (1.312)

0.982 (1.363)

4.664 (4.120)

4.602 (3.517)

Table 8. Average failures per week per tool type
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Data Availability
There is an abundance of data available on the EK lines and the inventory and maintenance of the ECM
tooling. The monitored data can be sorted into three main categories, namely process data, product
quality data and the actual tooling data. There is also some general data which links the shaver caps (or
product IDs) to time periods and the specific machines that processed them.
There are numerous process attributes that are measured continuously during the processing of each
individual shaver cap at each machine. The number of process attributes that are measured varies per
process type. These variables are mostly measured by sensors. Examples of such variables include the
electrical current, the voltage supplied and the electrolyte flow. There are approximately 36 individual
attributes that are recorded on a continuous basis with regard to the GPE and TPE process parameters.
The quality of the raw materials that enter the lines (i.e. the punched but unprocessed shaver caps) is also
sampled by the internal supplier because the material is not always able to provide unprocessed caps with
the same specifications. The quality is checked through geometric measurements. Aggregations of these
individual geometric measurements are made and stored. Around 0.1% of the material quality is checked
(20 out of a batch of 20.000). The sampling is done before the delivery of a new batch of unprocessed
shaver caps. Additionally data is available from the central electrolyte facility, which produces electrolyte
for the ECM process. Information such as the conductivity and temperature of the electrolyte is recorded.
These measurements are done in various frequencies, but are stored approximately every 15 minutes.
Secondly there is data on the quality of products coming from each machine. Every four hours a sample of
shaver caps is taken to check if any of the machines are producing faulty products. One or two caps per
machine are labelled and collected for the sample. The caps undergo a visual inspection and multiple
geometrical characteristics are measured with a microscope and compared to predefined specification
limits. A number of these characteristics are aggregated. Different geometrical aspects are measured for
the shaver caps, depending on the process type of the machine that the caps were collected from. These
geometrical characteristics or aggregations are recorded and if one of the shaver caps is not up to standard
it is checked from which machine it came. The tooling on this machine is then removed for inspection.
The geometrics of the tools are only measured once, at arrival from the supplier to check whether the
delivered tools are within specifications. At this measurement around 35 individual attributes are
recorded. Some of these attributes are aggregations of a number of measurements. Information on tooling
is furthermore also recorded through maintenance logs. Unfortunately the majority of the tooling data is
currently qualitative. It only describes the reason that caused tools to be removed from the ECM lines and
the corresponding reaction by OTD. In these logs it is possible to see how many shaver caps have been
processed by the tool before it was removed from the machine for any reason. Additionally there is data
available on the daily tooling inventory levels at each of the four stocking points. This data can be used to
analyze when orders are placed for new tools and how and to which extent tools are moved around
between the four separate stock points.
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# Attributes
PSV

# Attributes
TPE

# Attributes
GPE

Examples

Measuring
Frequency

General Data

3

3

3

Product ID, machine label
& time stamp
Composition, temperature
& conductivity

Every cap

Electrolyte
Data
Material Data

9

9

9

41

41

41

Geometric information

36

36

35

35

35

Quality Data

46

15

18

Electrical current,
electrolyte flow & voltage
supplied
Run length & geometric
information
Geometric information

0.1% of caps (20/20000
caps)
Every cap

Process Data

45

Tooling Data

Maintenance
Logs

22

22

22

Toolpart ID, maintenance
trigger & action

Per 15 minutes

Once (geometrics) &
every cap (run length)
1-2 caps every 4 hrs
----Every maintenance
activity

Table 9. Data availability per tool type

In Table 9 the amount of attributes that are recorded for the ECM process and its tooling is summarized,
together with the measuring frequency. Note that these amounts of attributes are approximations, as the
extracting of some attributes can be tricky. Multiple attributes also appear to always be constant and
therefore have no predictive value. Some attributes are aggregations of 10-20 individual measurements,
which are stored separately in different databases again. The measuring frequencies are also
approximations. This gives an idea of the sheer size of the available data. For example, in total around 201
attributes are recorded for the PSV electrodes. All these attributes can potentially be used to predict tool
failures. In addition many of these attributes are again aggregations of other individual measurements.

3.2 Current Status of Imperfect Failure Predictions
A number of researchers have investigated the potential of failure prediction of the tooling in the EK lines
in the past year. Most of this research was aimed specifically on GPE electrodes. In this research some
interesting results and insights were obtained which can be taken as a starting point for the design phase.
A number of problems were identified as well, mainly related to the data of the ECM process that was
available to them during their research. The following section gives an overview of this past research. At
the time of this thesis project, the same problems were still assumed to be applicable as no major changes
have been made to the ECM process and its data collection in the meantime.

Analyzing Machine Data for Predictive Maintenance of Electro Chemical Machining Electrodes
The first research paper had the objective to investigate the prediction of maintenance actions for the GPE
electrodes through remaining useful life (RUL) estimations and classification methods (Wang, 2016). By
predicting potential tool failures it is possible to minimize unplanned downtime costs and the production
of unsatisfactory products. A prediction horizon of at least 8 hours is aimed for. Methods such as the
Hilbert-Huang transform and moving average method are used to find trend information and the key
features from all available attributes. Different classes are identified for various tool statuses. Then
classification models are trained with a random forest algorithm and a regression model is created with
the same algorithm to estimate the tooling RUL.
Wang (2016) initially considers 131 attributes, including the various general, electrolyte, tooling, material,
process and quality attributes that are monitored for the ECM lines. She identifies a number of data issues
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that hinder the research in failure prediction of tooling. First of all the degradation of tooling is not
recorded in a quantitative manner at inspection moments. Only the taken maintenance actions are
recorded in qualitative maintenance logs. Secondly there is no calibration in the process data. All machines
can be assumed to be slightly unique with respect to their process parameters and thus their effect on
tooling degradation patterns. If a tool successfully undergoes a number of inspections throughout its
lifetime (i.e. without any found damage), an electrode may have been placed in various machines and thus
process environments. Lastly the process parameters are non-stationary.
Wang (2016) finds no relation between the occurrence of the most commonly occurring error codes and
the life length of GPE electrodes. Hence this information is not used as indicator for the prediction models.
Both the Hilbert-Huang transform and moving average method are tested for feature extraction, but the
moving average method is preferred. Four feature subsets are identified and taken as predictors for the
classification and regression models. These features are either process data, quality data or derived from
process data. Additionally the number of caps made by a tool since its last inspection is taken as feature.
A total of 10 different classes are initially defined by Wang (2016), based on some of the trigger and
operations codes that the maintenance department uses in their maintenance logs. After discarding
irrelevant classes and investigating the similarities and differences between the various classes, a total of
3 classes remain: a damage (E), middle (M) and normal (N) class. These classes are determined by
calculating how distinguishable the various classes are from one another by classification.
The random forest algorithm is chosen as preferred method due to a number of advantages such as added
robustness, easier implementation and their capability of indicating relative significance of parameters
(relative to decision trees, support vector machines and artificial neural networks respectively). Also this
method is relatively computationally efficient.

Table 10. Classification results on distinguishing {N,E} (Wang, 2016)

Table 11. Classification results on distinguishing {N,M,E} (Wang, 2016)

After applying the random forest algorithm, Wang (2016) achieves a precision of higher than 70% when
classifying the damage class relative to the normal class. However the recall is lower than 70% for these
feature subsets. Therefore most of the predicted positives (damage class) that are classified by the
algorithm turn out to be actual damage class in the test set (precision) and that most of the actual damage
classes were predicted correctly as well (recall). Adding the middle class to the classification model
decreases the predictive performance significantly for all feature subsets. The ‘number of caps made by
the tool since the last inspection’ feature is the feature that ranks highest in importance, followed by a
process voltage feature. It should be noted however that her classification model takes a prediction
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horizon of only one shaver cap, rather than 8 hours. Data from the past 8 hours is used to make a prediction
on the tool status after processing the next shaver cap. Wang (2016) concludes that with the current data
availability RUL estimation is non-feasible.

A Preliminary Study on Predicting Remaining Useful Life of Electro Chemical Machining Electrodes
A research paper by Zhang and Wouters (2016) has a very similar objective to the paper by Wang (2016).
In this paper another attempt is made at RUL estimation of the GPE electrodes based on the available data.
By predicting the remaining lifetime of the tooling it is possible to plan suitable maintenance actions and
thus reduce costs. They distinguish between five different reasons for tool replacement: geometrical tool
deviation, an irreparably damaged tip, recurring errors for a tool, no specific reason and the tool reaching
the discarding limit.
Just like Wang (2016), Zhang and Wouters (2016) consider the available data for the GPE process. This
adds up to 131 attributes that are recorded per shaver cap. This includes the general, electrolyte, tooling,
material, process and quality attributes that are monitored at various intervals for the ECM lines. Zhang
and Wouters (2016) also encounter some challenges. Namely the limited availability of (usable) data in
general and the absence of cases where the tip has failed beyond reaching the discarding limit.
Only 12 GPE process attributes are selected as features after checking the availability of data per attribute
and receiving advice from domain experts. These are the same process attributes as the ones selected by
Wang (2016). An additional 14 attributes are derived from each of these 12 GPE process attributes, leading
to a total of 180 considered process features. These additional attributes are the mean and standard
deviation of the 12 initial process attributes over various timeframes. Also 7 aggregated maintenance
attributes are selected for modeling to consider the impact of past maintenance activities on an electrode.
At this point, a decision was made to create a classification rather than a regression model due to the
characteristics of the available data set. This leads to a richer set of training data, it is easier to apply in
real time and it allows for various resolutions of accuracy. Zhang and Wouters (2016) try to classify each
instance (shaver cap) on whether or not the GPE electrode it is processed by will fail within various time
horizons. Wang (2016) only attempted to classify the tool status after the next shaver cap.
Zhang and Wouters (2016) classify tools that are replaced due to a geometrical deviation or an irreparably
damaged tip as end-of-life status. Tools that are replaced due to a recurring error, for no specific reason
or due to reaching the discarding limit are classified as normal status. All shaver caps that were produced
within the last period before replacement of a GPE electrode are classified as negative if the electrode was
end-of-life status at replacement. The period in this case is the length of the classification time horizon
under consideration. All other shaver caps are classified as positive.
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Table 12. Experimental results (Zhang & Wouters, 2016)

In this paper the random forest algorithm is also used to classify whether a tool will reach end-of-life within
the following classification time horizon. Additionally the SMOTE (Synthetic Minority Over-sampling
Technique) method is considered to create more balance in the dataset. The most promising model
considers all the selected features (the 180 process attributes and 7 maintenance log attributes) rather
than only a feature subset. The lowest considered classification time horizon of 4 hours gives the best
accuracy and specificity (around 88%). The highest considered classification time horizon of 7 days gives
the best precision and F1 score (around 17% and 23% respectively). It is difficult to achieve better
performance due to the great imbalance in the data set. It appears that applying the SMOTE method has
no beneficial influence. Again electrical supply features are found to have predictive power for tool
failures, just as features related to the process accuracy.
Additionally Wouters is currently still continuing this research on RUL estimation and classification of tool
failures with colleagues from Philips Research.

Research in Progress
Besides the two mentioned research projects on tooling failure prediction, there are also a number of
other research projects on similar topics.
A MSc thesis by a TU/e student investigates and compares the performance of a number of neural
networks on GPE process error prediction. The process data from a variable number of previously
processed shaver caps (i.e. the history length) is used to predict if certain process errors will occur while
processing the next cap. The prediction horizon is therefore one shaver cap. It is found that Convolutional
Neural Networks (CNNs) perform best when considering all possible error codes and Recurrent Neural
Networks (RNNs) when only relevant error codes are included. These relevant error codes were selected
based on advice from domain experts and on their occurrence frequency. A CNN classifies based on image
data while a RNN classifies based on time series data. The CNN model achieves over 70% accuracy and
around 60% recall performance if all error codes are considered during training. The RNN model achieves
80% accuracy and recall of over 70% if only the relevant error codes are considered. In general both models
perform better if irrelevant error codes are excluded. In addition an increase in history length improves
model performance. This is at the expense of drastically increasing training times, especially for the RNN
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models. This research is focused on predicting process errors rather than predicting tool failures however.
Some of the process error codes that can be predicted do not necessarily instigate a tool failure.
Furthermore a PhD candidate at the RuG is investigating the potential of analyzing tool images and then
classifying the degradation status of the tool. He considers three labels, namely damage, wear and
contamination. These labels can be classified with an integer value between 1 and 7. Per image of a GPE
tool an estimation of the class for each of the three labels is given. Such a classifier model could allow for
more efficient decision-making at maintenance. Although the research is currently still staged around
estimating the current tool status based on a picture, this research could be a promising start for prediction
of tool status via classification methods.

Conclusion
After analyzing the current and recent research on failure predictions for the ECM process at PCL, there is
still a lot of room for improvement. RUL estimation of the tooling through regression analysis is attempted
twice, without success. The main reason is the characteristics of the available data (i.e. not enough data
on the physical degradation status of tools and not enough examples of actually failed tools). There is more
success with classification methods, although the results are still far from desirable. It seems that in the
foreseeable future the prediction method that is most likely to achieve reasonable results is a classification
method. Hence a classification method is assumed as the predictive input to the joint predictive
maintenance and inventory control policy in the remainder of this thesis. To achieve usable results with
such a classification method still seems to require significant investments and resources however.

Recommendations
In the previously conducted research on failure prediction of the ECM tooling, a number of issues emerged.
The issues were mainly with the available data for predictive modeling. Some recommendations are given
to PCL to potentially improve tooling failure predictions in the future. Below a summary is provided.
-

It would be useful to register data on the physical tooling status. This could be done for example
during inspections when tools have been taken from the machine due to one of the possible
triggers. Currently geometric measurements of tools are only taken once by the supplier before
delivery. At inspections some geometric measurements are already taken and compared with
predefined specifications to check whether the tools are still up to standard. These measurements
are not registered anywhere however.

-

Another measure to enrich the available data for tool failure prediction is to increase the
discarding limits or abolish them altogether for a significant period. This reduces or even
completely eliminates the amounts of tools that are discarded while still in an acceptable
condition. Hence it will become possible to get a better idea on the average lifetime of a tool and
possibly also on at which point what types of failures become more probable.

-

Some of the research already looked into which attributes were most discriminative for tool
failures. Further research on finding the most discriminative features for tool failures could prove
insightful. This includes looking at features that are not recorded for the ECM process (yet).
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3.3 Tool Error Codes
During this study the maintenance logs for the period January 2015 – February 2017 were available. As
mentioned in section 3.1, sub-section ‘Data Availability’, the maintenance logs record the reason of each
tool removal from the ECM machines and the corresponding reaction on the tool by OTD. The reason for
tool removal is logged in code-form under STORCODE and the reaction is logged in code-form under
REPCODE (see Table 13). Additionally the logs include a shaver cap counter that indicates how many shaver
caps the tool processed from its last installation up till the moment that a STORCODE was emitted.
From these logs it is theoretically possible to investigate which errors occur more frequently as the tool
ages and processes more shaver caps. However for each electrode type there are different error codes
(STORCODES) that occur most frequently, while most error codes have occurred only very occasionally (0
– 20 times). Because of this it is difficult to find correlations between the tool life and each error code. The
few error codes that are logged in abundance generally occur in the early life phase of tools. It is more
feasible to find a correlation between the final tool lifetimes and the reason of discarding. Therefore we
only make a distinction between tools that were discarded due to a damage or error of any kind (REPCODE
= “ELBE”, “ELMT” and “EL2X”) and tools that were simply discarded after having produced the maximum
amount of shaver caps (REPCODE = “ELST”). There is also a REPCODE “ELSL” which indicates tools that had
to be discarded due to wear. This REPCODE has hardly/not been used over the past two years however.
REPCODE
SCCO
ELBY
ELBE
ELST
ELMT
EL2X
ELSL
HABY
O-SP
PERT
PREN
RRNG
SPSP
ZOPM

Explanation

Tool is cleaned & inspected
Tool is repaired
End-of-life (tool is damaged)
End-of-life (tool passed discarding limit)
End-of-life (tool has size error)
End-of-life (tool caused same error twice)
End-of-life (tool is worn out)
Tool is repaired
Replace O-ring in flushing house
Perthometer track measurement OK
Engineering test
Replace restriction ring
Remove oars
See comment
Table 13. Explanation of REPCODEs in maintenance logs

3.4 Tool Lifetime Distributions
As mentioned before, the maintenance logs register all the maintenance activities that were performed
on electrodes as a reaction to the error codes, together with the shaver cap counter. One possible reaction
by the maintenance department is to define a tool as end-of-life. Then the REPCODE that is given is “ELBE”,
“ELMT”, “EL2X”, “ELSL” or “ELST”. For the TPE and GPE electrodes, this means that the flushing house, tip
and holder are disassembled and the tip is discarded. For the PSV electrodes the electrode is disassembled
from the flushing house and the tip and holder are sent for repair.
From the logs it is thus possible to find how many caps each tool has produced before being defined as
end-of-life. Furthermore it can be distinguished whether this reaction was because the tool reached the
discarding limit or because it was damaged. Histograms that visualize the distribution in lifetimes of the
electrodes can be created from the maintenance logs (see Figure 12, Figure 14 and Figure 16). By making
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a rough distinction between tools that are discarded due to a defect (“ELBE”, “ELMT” and “EL2X”) and
tools that are discarded due to passing the discarding limit (“ELST”), an interesting pattern emerges. For
each electrode type, it appears that tools failing due to passing the discarding limit follow a left-skewed or
normal distribution around the actual discarding limit. This distribution around the discarding limit is
partially deformed by the discarding limit that is altered occassionaly by the maintenance department
(appendix B). It is also apparent that for each of these electrode types many get damaged irreparably
relatively early (at the first ----- caps).
The total lifetimes of tools that were discarded with REPCODE “ELST” are (partially) right-censored. This
makes it difficult to get a conclusive idea on what type of distribution tools that fail due to wear actually
follow. It is a reasonable assumption that many of these tools could have processed more shaver caps
before being actually physically worn out. Some of the tools that were discarded due to having produced
the maximum amount of caps may have been discarded because these tools were actually (almost) worn
out and thus indeed ‘end-of-life’. For others it was purely because the tools had passed the discarding limit
(e.g. STORCODE = “MASB” in logs) while having shown zero signs of wear yet. It is difficult to distinguish
between these differences however, due to (possible) inconsistencies in the logs. For example, there are
some occasions of tools that had a relatively short life (<----- caps) where the STORCODE was “MASB” and
the REPCODE was “ELST”. This is not consistent with the maintained discarding limits over the years (for
GPE and TPE electrodes).The lifetime distributions of electrodes that eventually were discarded or sent for
repair to Norma due to a defect are analyzed further in the following sections.
First the lifetime of tools is converted from being measured in shaver caps to being measured in 8-hour
shifts. Currently the two EK lines have high overcapacity, making the EK03 line obsolete for a large part.
The EK01 line is able to process around ----- shaver caps per week. With 8 GPE machines, 7 TPE machines
and 5 PSV machines on the EK01 line, this implies that an 8-hour shift of tool life is equal to approximately
processing -----, ----- and ----- shaver caps respectively.
PSV Electrode Lifetime Distribution
Relatively much data is available on PSV tools that reach end-of-life status, as their lifetime is generally
much lower than that of GPE and TPE electrodes. PSV electrodes on average process around ----- shaver
caps before being sent to Norma for repair. GPE and TPE electrodes are discarded after processing on
average ----- and ----- caps respectively. From Figure 12, many PSV electrodes get damaged quickly after
installment. The more caps the electrode produces flawlessly, the smaller the likelihood becomes of the
tool being discarded due to damage. A Cullen and Frey graph indicates that a Lognormal, Gamma or
Weibull distribution might be a good fit for tools that are discarded due to damage (appendix C).
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Figure 12. PSV time until failure (in caps)

Testing the goodness-of-fit of these three distributions in R (using the ‘fitdistrplus’ package) leads to the
following results. Distributions are fitted through maximum likelihood estimation (MLE). It appears that
both the Gamma and Weibull distributions could be a good fit with the lifetimes of PSV electrodes (ignoring
electrodes that were discarded due to passing the discarding limit). Additionally the goodness-of-fit graph
for the best fitting distribution (Gamma) is provided in Figure 13. Note that for Gamma, 𝛼 and 𝜆 are the
shape and rate parameters. For Weibull, 𝛽 and 𝜂 are the shape and scale parameters respectively.
Lognormal

Gamma

𝜇 = 1.800, 𝜎 = 1.732 𝛼 = 0.823, 𝜆 = 0.066
0.177
0.101
4.147
1.195
23.905
7.150
2777.586
2584.439
2785.402
2592.255
Table 14. Distributions of lifetimes of PSV tools failing due to defect

Parameters
Kolmogorov – Smirnov statistic
Cramer – von Mises statistic
Anderson – Darling statistic
Akaike’s Information Criterion
Bayesian Information Criterion

Weibull
𝛽 = 0.928, 𝜂 = 12.056
0.089
0.960
6.771
2591.103
2598.919

Figure 13. Goodness-of-fit graphs of best fitting distribution for PSV
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GPE Electrode Lifetime Distribution
For GPE and TPE electrodes the tip must actually be discarded as it is not possible to repair them. Just like
with the PSV electrodes, a large share of electrodes gets damaged irreparably after having only processed
----- shaver caps. For the GPE electrodes a far larger portion of the tools discarded in total is defined as
being end-of-life because they processed the maximum amount of shaver caps compared to the PSV
electrodes. In fact, 50 out of 99 GPE electrodes were discarded due to passing the discarding limit while
for PSV electrodes this was only 152 out of 520 electrodes. A Cullen and Frey graph indicates that a
Lognormal, Gamma, Weibull, Normal or Uniform distribution might be a good fit for tools that are
discarded due to damage (see appendix C).

Figure 14. GPE time until failure (in caps)

It appears that Gamma and Weibull distributions are again the best fit with the lifetimes of the GPE
electrodes that fail due to a defect. Distributions are fitted through MLE. Electrodes that were discarded
because they had passed the discarding limit are ignored while fitting these distributions. The goodnessof-fit graph for the best fitting distribution (Weibull) is provided in Figure 15.
Lognormal

Gamma

Weibull

𝜇 = 4.059,
𝛼 = 1.299, 𝛽 = 1.211,
𝜎 = 1.055
𝜆 = 0.015 𝜂 = 94.936
0.149
0.126
0.136
Kolmogorov – Smirnov statistic
0.215
0.162
0.163
Cramer – von Mises statistic
1.227
0.916
0.935
Anderson – Darling statistic
546.135
540.186
539.642
Akaike’s Information Criterion
549.918
543.970
543.425
Bayesian Information Criterion
Table 15. Distributions of lifetimes of GPE tools failing due to defect

Parameters

Normal

Uniform

𝜇 = 89.212,
𝜎 = 68.969
0.156
0.227
1.480
557.955
561.739

𝑎 = 3.511,
𝑏 = 249.989
0.246
1.355
∞
N/A
N/A
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Figure 15. Goodness-of-fit graphs of best fitting distribution for GPE

TPE Electrode Lifetime Distribution
The lifetimes of TPE electrodes are similar to those of GPE electrodes. This is not surprising, as both tools
perform similar operations and are made from the same material. Again relatively many electrodes get
damaged irreparably in an early phase. A Cullen and Frey graph shows that a Normal, Lognormal, Gamma
or Weibull distribution might be a good fit for tools that are discarded due to damage (appendix C).

Figure 16. TPE time until failure (in caps)

From the goodness-of-fit tests in R, it once again appears that Gamma and Weibull distributions are the
best fit to characterize the distribution in lifetimes of TPE electrodes that experience a defect. Distributions
are fitted through MLE. Again electrodes that were discarded because they had passed the discarding limit
are ignored. The goodness-of-fit graph for the best fitting distribution (Gamma) is provided in Figure 17.
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Lognormal

Gamma

Weibull

𝜇 = 3.502,
𝛼 = 0.729, 𝛽 = 0.857,
𝜎 = 1.839
𝜆 = 0.010 𝜂 = 71.002
0.186
0.116
0.110
Kolmogorov – Smirnov statistic
0.549
0.139
0.116
Cramer – von Mises statistic
3.430
0.944
1.046
Anderson – Darling statistic
634.436
606.936
609.131
Akaike’s Information Criterion
638.522
611.022
613.217
Bayesian Information Criterion
Table 16. Distributions of lifetimes of TPE tools failing due to defect

Parameters

Normal
𝜇 = 75.660,
𝜎 = 69.157
0.148
0.342
2.198
648.706
652.792

Figure 17. Goodness-of-fit graphs of best fitting distribution for TPE

Conclusion on Tool Lifetime Distributions
For lifetimes of each of the electrode types failing due to a tool defect, either a Gamma or Weibull
distribution is the best fitting distribution out of the considered distributions. Based on the lower AIC and
BIC scores of the Gamma distribution for the PSV and TPE electrodes and the Weibull distribution for the
GPE electrodes, these distributions were selected to characterize the randomness in lifetimes of tools
eventually failing due to defect in the simulations.
As mentioned earlier, the lifetimes of tools that were discarded because they passed the discarding limit
are (partially) right-censored. It is not possible to distinguish with certainty between censored and noncensored. In other words, from the maintenance logs one cannot conclusively say which of the tools with
final “REPCODE” equal to “ELST” were (almost) worn out and which were still in perfect shape. Therefore
a more appropriate approach is to first consider these logged electrode lifetimes as a ‘lower bound’ on the
actual distribution of tools that fail because of wear. The lower bound distribution is fitted by taking all the
final lifetimes of tools that were discarded with REPCODE = “ELST” to be non-censored. An ‘upper bound’
distribution is fitted by considering all of them to be censored. These distributions can be used as starting
point for estimating the typical wear behavior of electrodes. First the lower bound distribution is
determined. Following the same procedure as for the tools that failed because of a defect, the following
best-fitting distributions for tools that produced the maximum amount of caps are distinguished.
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PSV (All non-censored)

GPE (All non-censored)

TPE (All non-censored)

Normal
Weibull
Weibull
𝜇 = 49.415, 𝜎 = 25.153
𝛽 = 4.297, 𝜂 = 264.325
𝛽 = 2.871, 𝜂 = 261.604
0.121
0.266
0.203
0.578
0.672
0.420
3.442
3.928
2.558
1415.750
572.035
496.196
1421.797
575.856
499.623
Table 17. Best-fitting ‘lower bound’ distributions of lifetimes of tools failing due to passing discarding limit (all non-censored)

Distribution
Parameters
Kolmogorov – Smirnov statistic
Cramer – von Mises statistic
Anderson – Darling statistic
Akaike’s Information Criterion
Bayesian Information Criterion

Secondly the best fitting distribution (MLE) is estimated for tools that fail due to wear if all available data
is considered to be right-censored. This is taken as upper bound of the actual distribution of tools failing
due to wear. Obviously goodness-of-fit statistics are less important if all data is censored. As expected,
considering all the data to be censored leads to distributions with an extremely high mean tool lifetime
compared to the mean of the distributions for the lower bound (Table 17). The actual distribution of
lifetimes of tools failing because of wear is likely (much) closer to the ‘lower bound distribution’ than the
‘upper bound distribution’.
PSV (All censored)

GPE (All censored)

TPE (All censored)

Normal
Weibull
Weibull
𝜇 = 1108.696,
𝛽 = 214.74,
𝛽 = 151.471,
𝜎 = 41.995
𝜂 = 1109.525
𝜂 = 1026.341
4
4
4
Akaike’s Information Criterion
10.048
7.824
7.427
Bayesian Information Criterion
Table 18. Best-fitting ‘upper bound’ distributions of lifetimes of tools failing due to passing discarding limit (all right-censored)

Distribution
Parameters

Clearly, considering all the tool lifetimes to be censored leads to a distribution that is very unlikely. Hence
a third approach is taken to estimate a more realistic distribution of tools that fail due to wear. Again only
the tools that were discarded because they had produced the maximum amount of caps (REPCODE =
“ELST”) are considered, but now a distinction is made between tools that had as final STORCODE either
“NDEF” or “MASB” and all the other STORCODEs. These other STORCODEs are more related to quality or
process errors and therefore more likely to be caused by tool wear. The “NDEF” and “MASB” STORCODEs
are solely related to non-quality related issues (NDEF) and passing the inspection/discarding limits (MASB).
It is therefore reasonable to assume that these tools were still fine at the time of discarding and these tool
lifetimes are thus definitely right-censored. Only taking a part of the ‘limit’ tools as right-censored (tools
with final STORCODEs “NDEF” and “MASB”) led to the wear distributions in Table 19. In comparison with
the all-censored results (Table 18), these best fitting distributions already seem far more reasonable. This
third approach is supported by PCL domain experts.
PSV (Partially censored)

GPE (Partially censored)

TPE (Partially censored)

Normal
Weibull
Gamma
𝜇 = 52.645, 𝜎 = 27.337
𝛽 = 4.257, 𝜂 = 335.816
𝛼 = 22.379, 𝜆 = 0.063
1261.865
245.591
98.873
1267.912
249.415
102.301
Table 19. Best-fitting distributions of lifetimes of tools failing due to passing discarding limit (partially right-censored)

Distribution
Parameters
Akaike’s Information Criterion
Bayesian Information Criterion
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4. Design & Modeling
Now that the current situation is accurately outlined, it is time to model a joint predictive maintenance
and inventory control policy that is suitable for the ECM tooling. In section 4.1 a description of classification
and how it can be used to predict tool failures is given. In section 4.2 a literature review is provided for
background information on other research in this area. Next all relevant cost parameters in this case are
discussed, and subsequently the designed model is described in section 4.4. This includes an explanation
of the general model, objective function, decision variables, simulation procedure and the assumptions it
is based on. Lastly the preliminary results from the model are evaluated as a means to validate the
simulation model and make adjustments to both the model itself and the used simulation approach.

4.1 Imperfect Failure Prediction by Classification
From the analysis of the research undertaken at PCL on failure prediction of tooling for the ECM lines it is
apparent that in the nearby future predictions through classification methods are most feasible. Therefore
a classification method is assumed as predictive input of the model. A classification method tries to classify
a data instance based on a number of criteria (Kiang, 2003). In the following section we elaborate in further
detail how a classification method works in general and most importantly, how its performance is
evaluated. A common approach to creating an effective classification model is the CRISP-DM (CrossIndustry Standard Process for Data Mining) cycle, which is shown in Figure 18 (Wirth & Hipp, 2000).

Figure 18. CRISP-DM cycle (Wirth & Hipp, 2000)

A classification model is trained or modeled on a training data set after preparation of the data set. This
data set contains instances (or observations) that are classified into one of the possible categories, the
classes, and features that might help in predicting this class per instance. For example, the class can be if
a tool has failed within 8 hours or not. Training means that an algorithm tries to search for patterns in the
data set between the features and the class variable. Examples of such algorithms are neural networks
and Naïve Bayes classifiers. The performance of the classification algorithm is highly dependent on the
specific scenario under consideration and the data characteristics (Kiang, 2003). After training the
classification model, a test data set is inputted to the model. This test data set also contains instances with
the same features as the training data set. For the test data set the classes per instance are known but are
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not entered into the model. The trained classification model then classifies the instances of the test data
set solely based on their features. The predicted classes per instance can then be compared to the actual
classes for each test instance, to evaluate the performance of the trained classification model.
Performance is often visualized in a confusion matrix, as exemplified in Figure 19 (Sokolova & Lapalme,
2009). The confusion matrix shows how many instances were correctly predicted to be a certain class (true
positives & negatives) and how many instances were wrongly predicted (false positives & negatives). It can
also be used to visualize the performance of a model that classifies more than two classes. We limit
ourselves to a case with only binary classification however. This means that there are two possible classes,
either the tool fails (positive) or it does not (negative).
From such a confusion matrix, a number of performance indicators can be extracted. The most common
performance indicator is the accuracy, which is simply the percentage of instances in the test set that were
predicted correctly. However this figure can be misleading, especially if there is a very imbalanced data set
(Kubat, Holte & Matwin, 1998). For example, consider a case where 95% of the instances in a test set are
positive class and the other 5% are negative class. If the classification model predicts every instance to be
positive class, the accuracy is still 95% while it failed to correctly classify any negative instance. This is
applicable to the considered case study at PCL, as tool failures happen relatively sparse compared to the
amount of shaver caps that are processed (Zhang & Wouters, 2016).
Data Class
Actual Positive

Predicted Positive

Predicted Negative

True Positive (TP)

False Negative (FN)

Actual Negative

False Positive (FP)

True Negative (TN)

Figure 19. Confusion matrix (Sokolova & Lapalme, 2009)

A second well-known performance indicator is the precision (positive predictive value), which represents
how many of the predicted positives were actually true positives. The recall rate or sensitivity (true positive
rate) indicates the proportion of actual positives that were indeed predicted to be positive. Lastly there is
the F1-score, which is the weighted average of the precision and the recall. The values of all of these
performance indicators range between 0-1, where a value of 1 indicates perfect performance. Based on
the abbreviations from Figure 19, these performance indicators are calculated as shown in Table 20.
Performance Indicators
Accuracy

Formula

Precision (PPV)
Recall (TPR)
F1-Score
Fall-out (FPR)
Specificity
False Omission Rate (FOR)

𝑇𝑃 + 𝑇𝑁
𝑇𝑃 + 𝐹𝑃 + 𝑇𝑁 + 𝐹𝑁
𝑇𝑃
𝑇𝑃 + 𝐹𝑃
𝑇𝑃
𝑇𝑃 + 𝐹𝑁
2 ∗ 𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑟𝑒𝑐𝑎𝑙𝑙
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑟𝑒𝑐𝑎𝑙𝑙
𝐹𝑃
𝑇𝑁 + 𝐹𝑃
𝑇𝑁
𝑇𝑁 + 𝐹𝑃
𝐹𝑁
𝐹𝑁 + 𝑇𝑁

Table 20. Performance indicators for classification models
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Other performance indicators are the specificity (true negative rate) and the fall-out rate (false positive
rate). The specificity is the proportion of negative classes that were correctly classified while the fall-out
rate is the proportion of actual negative classes that were wrongly predicted to be the positive class (false
positives). Hence the fall-out rate is the probability of a false-alarm. Another performance indicator is the
false omission rate (FOR), which is the ratio of false negatives to all the predicted negatives.
For this study, especially the recall and fall-out will be relevant for randomly generating the imperfectness
in predictions. Fall-out indicates the amount of false positives (or false alarms) to be expected while the
recall indicates the percentage of actual positives that are expected to be detected (predicted tool failures
or true positives). The recall implicitly also indicates the rate of actual positives that are expected to be
missed. If the classification model only distinguishes between tools that will or will not fail in the nearby
future, these two performance indicators will hence provide enough information to simulate the amount
of wrong predictions and their type. Based on the recall, fall-out and the imbalance between actual
negative and positive classes, the precision (PPV) and false omission rate (FOR) can also be extracted. This
is further elaborated on in section 4.4, subsection ‘Model’. We assume that the decision-maker knows the
approximate performance of the classification model. Therefore the PPV and FOR are also required for the
decision-maker to have a realistic interpretation of the predictions that are available. The PPV represents
the probability that a prediction of an upcoming tool failure indeed turns out to be correct. The FOR is the
probability that a prediction of non-tool failure turns out to be incorrect (actually a tool failure occurs).
An additional important characteristic of the classification model will be the prediction horizon or window.
This is the time interval where the classification model predicts for. For example, it is possible that the
classification model can predict if a tool will fail within the coming 8 hours, from 8 hours onwards, or
perhaps between 8 and 16 hours from now. Especially in cases with lead times, the ability of a prediction
model to look further ahead (than the lead time) significantly adds to its potential value (Topan, Tan, van
Houtum & Dekker, 2016). As for the PCL case, a classification method that only predicts the tool status for
the coming 8 hours (one shift) provides little to no useful information for the tool ordering policy if the
order lead time of tools is at least 5 weeks. It can only be helpful in the scheduling of coming maintenance
activities to prevent the producing of faulty shaver caps.
It is important to realize that the chosen prediction horizon has an influence on the performance (and
usefulness) of a classification model. This influence is again dependent on a number of facets such as how
balanced the dataset is, what the review period or lead time is and what the length of one time period is.

4.2 Literature Review
A number of researchers have already looked at the topic of joint predictive maintenance and inventory
policies, but generally the research in this area is still sparse. One of the first and most famous papers on
joint predictive maintenance and inventory control is written by Elwany and Gebraeel (2008), who employ
a nonlinear programming method. They consider an already existing single-unit system with a periodic
ordering policy and find that it is advantageous to consider individual remaining lifetime distributions
rather than simply general lifetime distributions. In the same year Xie and Wang (2008) jointly optimize a
predictive maintenance and simple (s,S) inventory policy for a multi-unit system through a combination of
discrete event simulation and genetic algorithms. They also report the advantageous effects of jointly
optimizing these policies rather than separately. Li and Ryan (2010) consider a system similar to the one
from Elwany and Gebraeel (2008) and take a Bayesian approach. Li and Ryan (2010) find that a dynamic
base-stock policy that is partially based on sensor information is optimal. Van Horenbeek and Pintelon
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(2015) combine the inventory policy from Elwany & Gebraeel (2008) with their own predictive
maintenance policy. As an addition to the literature, van Horenbeek and Pintelon (2015) consider a multiunit system with non-identical tools and component interdependencies. They find that a joint policy
reduces long term total costs, especially as the interdependencies increase.
Rausch and Liao (2010) go even further by optimizing the predictive maintenance and inventory control
under multiple objectives (minimize inventory and total operating cost) and constraints (e.g. production
lot size and due date). This is done via a two-step heuristic method where first the base-stock level required
to achieve a certain service level is calculated, followed by the determination of the optimal maintenance
threshold. Very recently a paper by Olde Keizer, Teunter and Veldman (2017) investigates the added value
of a joint policy where the condition information of tools is used to find unique ordering and replacement
moments for spare parts. This in comparison with a traditional (s,S) inventory policy, where the ordering
moment is still fixed despite the available condition information. It is concluded that their joint policy is
more cost-effective than a joint predictive maintenance and (s,S) inventory policy.
A number of articles also take the tool condition in account for the inventory policy, but combine this
policy with a reactive maintenance policy where the tool is simply replaced once it fails and if there are
spare parts available (Lin, Basten, Kranenburg & van Houtum, 2017; Louit, Pascual, Banjevic & Jardine,
2011). Louit et al. (2011) use a proportional hazards model to estimate the remaining useful life of tools
while Lin et al. (2017) model the tool deterioration as a discrete-time Markov chain. The article by Lin et
al. (2017) also differs from Louit et al. (2011) by considering a multi-component system and allowing for
emergency orders.
The majority of these papers assume the tool life to either follow a specific distribution pattern or they
model it as a Wiener process or a Markov chain. Many allow for the possibility to estimate remaining useful
life. The most popular distribution patterns for tool life that are chosen are Gamma and Weibull
distributions (van Horenbeek & Pintelon, 2015; Rausch & Liao, 2010; Xie & Wang, 2008). This is consistent
with the analysis of the lifetime distributions of the ECM electrodes, where Gamma and Weibull
distributions also appeared to fit relatively well compared to other well-known distributions.
What separates this thesis from the existing literature is that the majority of available literature on joint
predictive maintenance and inventory control assumes perfect information (no false positives or false
negatives). Most authors either know exactly which state of deterioration the tools are in at any period,
or correct information is available on approximately at what period the tool will fail. Thus the majority of
these articles also assume the status of deterioration per tool to be visible. However in reality it may be
very difficult to estimate the actual real-time degradation status of the tool while predictions may turn out
to be wrong. Both these problems apply to the PCL case. The only found exception that considers imperfect
information is an article by Topan, Tan, van Houtum and Dekker (2016), but they consider a single-unit
system. In the article a sort of predictive classification model is taken as an input to determine the demand
for tools both with respect to ordering and maintenance. One of the outcomes is that using imperfect
advance demand information (ADI) can lead to significant savings, and that the ratio of predicted demand
over total demand (recall) is more important than precision. Also savings are higher if the lead time is
lower than the lower bound of the prediction window. In fact, one conclusion is that the delivery time (or
prediction horizon) is more influential on the value of imperfect ADI than the precision and sensitivity of
the demand information (Topan et al., 2016).
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4.3 Costs
During the analysis phase a number of cost parameters were distinguished. These costs are incurred when
certain actions or situations take place (e.g. a tool inspection or machine downtime). In the following
section these costs are described in detail, together with their valuation. Most of these valuations were
estimated in collaboration with engineers from the maintenance and cost engineering departments.

Holding Cost
In academic literature it is common to assign a cost to the holding of inventory of products or materials.
The same applies to the holding of inventory of tooling spare parts. For ECM tooling, the main cost is in
the opportunity cost. Money that is spent on tools which are not used (yet) could theoretically have been
invested in other areas of the organization to improve overall profitability. PCL considers the annual
holding cost to be the weighted average cost of capital, which is equal to 7.25% of the value of the tool.

Order Cost
The ordering costs per tool are straightforward and summarized in Table 21. For PSV electrodes the costs
per tool are slightly lower if ordered in bigger batches. Norma produces tools in batches and hence the
costs per tool are lower if orders are placed in (multiples of) these batch sizes. There are no significant
additional fixed costs per placed order that need to be considered with the ordering of ECM tools.
Batch Size (tools)
8

PSV (price/tool)

TPE (price/tool)

GPE (price/tool)

12
16
Table 21. Prices per tool

Besides the ordering costs of the tools there is also a salvage value for some of the tools. When a TPE or
GPE electrode is discarded, in 90% of the cases the holder can be recycled and used again by Norma.
PSV

TPE

GPE

Salvage Value
Table 22. Salvage value per tool

Assembly Cost
Whenever a new electrode has been repaired or received from Norma, the electrode (tip and holder) must
be assembled into a flushing house. This is done before the electrode is placed in one of the drawer
inventories at the EK lines. This requires resources and thus represents a cost. When a tool is discarded or
sent for repair to Norma the holder, tip and flushing house must be disassembled from one another. This
requires resources (a maintenance engineer) and takes approximately 15-30 minutes for a disassembly
and another 15-30 minutes for an assembly. PCL assumes €---- per hour of (indirect) labor for a
maintenance engineer. The cost of an assembly plus a disassembly operation is thus estimated at €----.

Penalty Cost of Downtime Due to No Available Tools
With the high current inventory levels of tools there have been no downtimes due to no spare parts being
available so far. However with a new policy this might change and thus such a cost must be accounted for.
Currently the line has significant overcapacity, implicating that a shortage of one or two tools for a few
shifts will not have drastic consequences with respect to meeting consumer demand. Costs of a downtime
will mainly lie in an extra operator that needs to catch up with the demand in an extra shift. PCL assumes
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€---- per hour of labor for an operator. The cost of a downtime due to a tool not being available for an
entire shift is therefore estimated at €---- (8 * €---- + €---- to account for potential sales losses or backlogs).

Downtime Cost
Every time a machine is stopped to take out a tool for either inspection, repair or discarding there is some
machine downtime. First a tool must be removed (either reactively or predictively) and then a new tool (if
available) must be installed in its place. Both operations are done by a line operator and typically take
around 15-30 minutes. Downtime can be either planned (predictively) or unplanned (reactive). The costs
of (predictively) removing and installing a new tool are therefore both estimated at €---- per operation.
The costs of a reactive tool removal are higher, as in this case someone from the Quality department needs
to check caps that have been processed by this defect tool since the last product quality inspection.
Possibly then a batch of shaver caps needs to be scrapped (see sub-section ‘Penalty Cost Due to Invisible
Failure).

Inspection Cost
If a tool is removed due to a trigger (STORCODE) other than the discarding limit that has been reached,
the tool is inspected for damage. This inspection is a standard procedure and is done by one engineer. It
typically takes around 30 minutes. The costs per inspection are therefore €---- per operation.

Maintenance Cost
Sporadically the maintenance department can perform small reparative actions on the TPE or GPE
electrodes, after which the tool is ready for operation again. Mostly this involves cleaning the electrode.
This repair is done by one engineer typically. The time that this repair takes falls within the 30 minutes
that are assigned to an inspection. Therefore this cost is already included in the inspection cost for the GPE
and TPE electrodes. For the PSV tools the repair is done by Norma. These tools are sent for repair to Norma
in batches on a weekly basis, with a minimum batch size of 4. The cost for repair are €---- per tool.

Penalty Cost Due to (Invisible) Tool Failure
In some cases a tool failure is not recognized immediately. This failed tool then potentially produces, or
has already produced, shaver caps that are not up to quality standards. A reactive tool removal is then
required. Defect shaver caps must all be scrapped and therefore represent a cost. Additionally there is a
cost in finding out which shaver caps were processed by this failed tool and thus require inspecting and
potentially even scrapping. For this case study, this is the most important factor that causes a reactive
replacement to be more expensive than a predictive replacement. The cost estimation of a reactive tool
removal is not straightforward however.
The value per 100 shaver caps is around €----. Over the years 2015 and 2016, 126 so-called ‘red cards’ were
given on shaver caps coming from either two lines, with an average of circa 800 shaver caps needing to be
discarded consequently. A reactive replacement can therefore become very costly, and is estimated at
around €---- (8 * €---- + €---- to account for removing the defect tool and tracing and inspecting the
potentially defect shaver caps).
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4.4 Model Design
Decision Variables
We propose a (R,s,Q,I) joint predictive maintenance and inventory control policy, where we optimize for
four decision variables. The decision variables in the model are the review period, the reorder level, the
batch size and the inspection threshold. A description of the decision variables is provided below.
R – Review Period
The review period describes how often the inventory position is compared to the reorder level and
consequently a decision on whether to order a new batch of tools is made. The review period for ECM
tools is currently set at a week (7 days). It is preferable to have a short review period in order to be flexible
and able to react quickly on demand. It however adds to the complexity of planning while it is also common
to make contractual agreements with suppliers on when to place orders.
s – Reorder Level
The reorder level signifies the inventory position (IP) at which an order for new tools is placed. Normally
the IP does not include expected demand but only the tools currently on hand (IOH), on order (IO), at
repair (IR) and the backordered tools (B). Then a comparison between IP and the distribution of demand
during replenishment lead time determines the optimal reorder level. However in that approach only the
general distribution of demand is known, while now on top of that an imperfect prediction model is
assumed to be available for predicting actual upcoming tool demands. These predictions alter the
expected demand in the coming replenishment lead time and thus can be used to postpone orders relative
to the conventional approach. For example sometimes the conventional IP might be (slightly) lower than
the optimal reorder level. If at that point all tools are still in an excellent state and predicted to remain so
up till the next review period at least, it may not be necessary to order at this point already. It might then
be fine to rather postpone the ordering decision till the next review period.
In this model an additional factor is added to the IP to incorporate this information coming from failure
predictions. This factor is the amount of tools currently in operation that are expected to still be
operational up till at least the next review period (E[OK]). The inventory position thus becomes:
𝐼𝑃 = 𝐼𝑂𝐻 + 𝐼𝑂 + 𝐼𝑅 − 𝐵 + 𝐸[𝑂𝐾]
If it is a review period and the IP is equal to or lower than the reorder level, an order is placed. In section
4.4, sub-section ‘Procedure’ the calculation of E[OK] is explained.
Q – Batch Size
The batch size describes how many tools are ordered once the IP is lower than the reorder level at a review
period. Norma currently produces electrodes in batches of 8 and therefore a batch size of 8 is preferable.
I – Inspection Threshold
The inspection threshold indicates when a tool, based on recent failure predictions, must be inspected to
see if it is indeed likely to fail soon. As these predictions originate from a binary classification method,
these predictions are a collection of 1’s (tool will fail in prediction window) and 0’s (tool will not fail in
prediction window). Depending on the imperfectness of the predictions, there are certain probabilities
that each prediction turns out to be true or false. The inspection threshold is a value between 0 – 1. This
threshold is compared to the aggregate of the failure predictions (all the 1’s and 0’s) for the relevant,
upcoming, time period and if the aggregate is equal to or higher than the threshold, an inspection takes
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place. By optimizing this threshold, the probability of failure predictions being true or false is indirectly
considered. For example if FPR ≈ 0% but TPR is also low. Then tool failures are often not detected but the
sparse predictions of tool failure (prediction = 1) in most cases turn out to be correct. The optimal
inspection threshold will then be low. The lower the inspection threshold, the more sensitive the
maintenance department responds to individual failure predictions.

Figure 20. Explanatory figure on inspection threshold

Model
The model that we consider is as follows. There are 𝑚 parallel machines that all contain an identical critical
component, which is either the GPE, TPE or PSV electrode. The tools have a lifetime (i.e. time until failure)
that follows a distribution that is consistent with the analysis of the tool lifetime distributions. Tools either
fail due to a process related defect with probability 𝑃𝑑 or due to wear with probability 𝑃𝑤 . That is, 𝑃𝑑 of
the tools ultimately fail due to a process related defect and are generated with a random time until failure
that follows a 𝐷𝑑 distribution. The other 𝑃𝑤 of the tools will fail due to wear and are generated with a
random total lifetime that follows a 𝐷𝑤 distribution. Using the distributions from the analysis on tool
lifetime distributions means that many tools are randomly generated with a short time until failure (see
figures 13, 15 and 17). It also facilitates the assumption that tools that have not been damaged early on
become increasingly susceptible to wear as the tools age. This is based on expert knowledge, as there is
no data available on tool degradation behavior beyond the discarding limit.
The model is formulated as a discrete simulation model that runs in steps of 𝑡, where 𝑡 = 1, … , 𝑇. Here 𝑇
is the simulation horizon. Every time period 𝑡, a classification method predicts whether or not the tools in
operation will fail within a future prediction window. This future prediction window is represented by a
time interval [𝜏𝑙 , 𝜏𝑢 ]. If tools are predicted to fail anywhere within this time interval, tools are classified as
a 1, otherwise as a 0. The prediction made at time 𝑡 therefore predicts if a tool will fail in the time interval
between lower bound 𝑡 + 𝜏𝑙 and upper bound 𝑡 + 𝜏𝑢 . Hence 0 ≤ 𝜏𝑙 < 𝜏𝑢 . The prediction window has a
length of 𝑥 time periods (i.e. 𝜏𝑢 − 𝜏𝑙 ). This classification method thus looks 𝜏𝑙 time periods ahead in time.
This prediction is based on process and product quality attributes, and therefore can be done without
stopping the machine to inspect the tool. However, this prediction can be imperfect. It has a fall-out (false
positive rate) 𝐹𝑃𝑅 and a recall (true positive rate) 𝑇𝑃𝑅. These variables must be in the range of 0 – 1. If
fall-out is higher than 0 or recall is lower than 1, the predictions are imperfect. The fall-out is the proportion
of false positives to all negative conditions (probability of a false alarm). The recall is the proportion of true
positives to all positive conditions (probability of a detection).
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Figure 21. Explanatory figure on classification of upcoming tool failure

Additionally, based on the fall-out, recall and the estimated imbalance in observations (actual positives
versus actual negatives) an approximate expectation of the precision (positive predictive value) 𝑃𝑃𝑉 and
false omission rate 𝐹𝑂𝑅 can be derived. The precision is the proportion of predicted positives (i.e. failure
predictions) that are correct in predicting a failure within the prediction window (true positives). The false
omission rate is the proportion of predicted negatives (i.e. non-failure predictions) that are incorrect in
predicting no failure within the prediction window (false negatives). The estimated imbalance in
observations refers to the proportion of observations that should theoretically be positive (𝛿𝑝𝑜𝑠 ) or
negative (𝛿𝑛𝑒𝑔 ) with the considered 𝜏𝑢 , 𝜏𝑙 and average tool life. For example, consider a case where tools
have an average life of 1095 8-hour shifts (≈ 1 year). If the prediction window is the next 2 periods (𝑥 = 2)
and there are 6 machines (𝑚 = 6), you would expect on average 12 positive observations per year and
6558 (= 6 * 1095 – 12) negative observations per year. Then the estimated imbalance in observations is
0.2%-99.8% (𝛿𝑝𝑜𝑠 and 𝛿𝑛𝑒𝑔 respectively). The expected 𝑃𝑃𝑉 and 𝐹𝑂𝑅 are then calculated as follows:
𝑃𝑃𝑉 =
𝐹𝑂𝑅 =

𝑚∗𝛿𝑝𝑜𝑠 ∗𝑇𝑃𝑅
(𝑚∗𝛿𝑝𝑜𝑠 ∗𝑇𝑃𝑅)+(𝑚∗𝛿𝑛𝑒𝑔 ∗𝐹𝑃𝑅)
𝑚∗𝛿𝑝𝑜𝑠 ∗(1−𝑇𝑃𝑅)

(𝑚∗𝛿𝑝𝑜𝑠 ∗(1−𝑇𝑃𝑅))+(𝑚∗𝛿𝑛𝑒𝑔 ∗(1−𝐹𝑃𝑅))

=
=

𝛿𝑝𝑜𝑠 ∗𝑇𝑃𝑅
(𝛿𝑝𝑜𝑠 ∗𝑇𝑃𝑅)+(𝛿𝑛𝑒𝑔 ∗𝐹𝑃𝑅)
𝛿𝑝𝑜𝑠 ∗(1−𝑇𝑃𝑅)
(𝛿𝑝𝑜𝑠 ∗(1−𝑇𝑃𝑅))+(𝛿𝑛𝑒𝑔 ∗(1−𝐹𝑃𝑅))

Based on the inventory position and the predictions and their expected 𝑃𝑃𝑉 and 𝐹𝑂𝑅, a decision on when
to order and when to inspect a tool is made. An order is placed in batch size 𝑄𝑜 at the tool supplier. Once
an order is placed an order cost 𝑐𝑜 (= price per tool) multiplied with batch size 𝑄𝑜 is incurred. The order
then takes a constant lead time of 𝐿𝑜 to arrive at PCL, where it is assumed to be immediately ready for
operation. A holding cost 𝑐ℎ must be paid for every spare tool that lies in stock for one time period. If a
tool is required but is not available, a penalty cost 𝑐𝑤 is incurred for every period that it is not available.
The penalty cost per period is significantly higher than the holding cost per period (𝑐𝑤 ≫ 𝑐ℎ ).
Every time a tool has to be replaced predictively, the machine it was installed in needs to be stopped and
an operator must take out the tool and install a new tool (if there are any available). Thus a predictive tool
replacement cost 𝑐𝑑 is incurred. The cost of installing a new tool on the machine, 𝑐𝑛 , is incurred once it is
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installed. Also an inspection takes place with inspection cost 𝑐𝑖 . If the tool is damaged or indeed will be
damaged within 𝑤𝑙𝑖𝑚 periods, it is discarded. Then a cost of disassembly plus a cost of assembly is incurred,
as the discarded electrode must be disassembled from the flushing house while an on-stock (or
backordered) electrode must be assembled to the now free flushing house. This cost is defined as 𝑐𝑎𝑑 .
Discarding the tool returns a salvage value of 𝑐𝑠 . If it appears after inspection that the tool was wrongly
predicted to fail and is still fine, it is returned to the stock. The next time that this tool gets installed in a
machine, its tool life will start again from the age at which it was previously removed.
If a tool is replaced reactively (it is damaged but this was not predicted), a tool replacement cost is incurred
as well. This cost includes the cost of inspection. There are additional costs however, as the quality of
products that have been processed by this tool must be inspected and potentially a batch of shaver caps
needs to be discarded. For simplification, the reactive tool replacement cost 𝑐𝑞 is assumed to be constant.
This cost is significantly higher than the cost of predictive tool replacement 𝑐𝑑 (𝑐𝑞 ≫ 𝑐𝑑 + 𝑐𝑖 ). The other
costs related to tool replacement and discarding (𝑐𝑛 , 𝑐𝑎𝑑 and 𝑐𝑠 ) also apply to a reactive tool replacement.
For the PSV electrodes there is a subtle difference. Instead of discarding the tool if it is considered damaged
after inspection, the tool is sent for repair periodically (review period is 𝑅𝑟 ). A repair cost 𝑐𝑟 is incurred per
tool. The minimum batch size for repair is 𝑏𝑟 . The tools are returned to stock after the repair lead time 𝐿𝑟
has passed. It is returned in a new state. The tool can be repaired for a constant amount of cycles, 𝑟𝑐𝑚𝑎𝑥 .
After the final repair the tool is discarded if it gets damaged.
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In the following table, all the relevant parameters are summarized.
Description

Parameters

Amount of total machines
Length of one time period
Simulation horizon
Tool life distribution defect tools
Distribution parameters defect tools
Tool life distribution wear tools
Distribution parameters wear tools
% of tools following defect tool life distribution
% of tools following wear tool life distribution
Lower bound of prediction window
Upper bound of prediction window
Length of prediction horizon (in time periods)
Fall-out
Recall
Expected proportion of failure predictions
Expected proportion of non-failure predictions
Precision
False Omission Rate
Wear limit
Inspection threshold
Order review period (in time periods)
Reorder level
Order batch size
Ordering cost per tool
Order lead time (in time periods)
Cost of holding inventory per tool per yr
Cost of backordered tool per time period
Cost of predictive tool replacement
Cost of reactive tool replacement
Cost of inspection
Cost of installing tool
Cost of assembly + disassembly
Cost of repair per tool
Salvage value per tool
Repair review period (in time periods)
Minimum repair batch size
Repair lead time (in time periods)
Maximum amount of repair cycles

𝑚
𝑡
𝑇
𝐷𝑑
Dependent on distribution
𝐷𝑤
Dependent on distribution
𝑃𝑑
𝑃𝑤
𝜏𝑙
𝜏𝑢
𝑥
𝐹𝑃𝑅
𝑇𝑃𝑅
𝛿𝑝𝑜𝑠
𝛿𝑛𝑒𝑔
𝑃𝑃𝑉
𝐹𝑂𝑅
𝑤𝑙𝑖𝑚
𝐼
𝑅𝑜
𝑠
𝑄𝑜
𝑐𝑜
𝐿𝑜
𝑐ℎ
𝑐𝑤
𝑐𝑑
𝑐𝑞
𝑐𝑖
𝑐𝑛
𝑐𝑎𝑑
𝑐𝑟
𝑐𝑠
𝑅𝑟
𝑏𝑟
𝐿𝑟
𝑟𝑐𝑚𝑎𝑥

Table 23. Description of model parameters
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Objective Function
The objective in this model is to minimize annual costs while maintaining a (very) high service level. As
there is a relatively high penalty cost 𝑐𝑤 assigned to a tool shortage at PCL, this service level constraint is
implicitly included in the objective function. The total annual cost in the model is calculated as follows:
𝑇𝑜𝑡𝑎𝑙 𝐴𝑛𝑛𝑢𝑎𝑙 𝐶𝑜𝑠𝑡𝑠 = 𝒄𝒉 ∗ 𝐴𝑣𝑔. 𝑆𝑡𝑜𝑐𝑘 + 𝒄𝒐 ∗ 𝑂𝑟𝑑𝑒𝑟𝑒𝑑 + 𝒄𝒘 ∗ 𝑆ℎ𝑜𝑟𝑡𝑎𝑔𝑒𝑠 + 𝒄𝒂𝒅 ∗ (𝐷𝑖𝑠)𝑎𝑠𝑠𝑒𝑚𝑏𝑙𝑖𝑒𝑠 + 𝒄𝒅 ∗ 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑣𝑒 +
𝒄𝒒 ∗ 𝑅𝑒𝑎𝑐𝑡𝑖𝑣𝑒 + 𝒄𝒏 ∗ 𝐼𝑛𝑠𝑡𝑎𝑙𝑙𝑎𝑡𝑖𝑜𝑛𝑠 + 𝒄𝒊 ∗ 𝐼𝑛𝑠𝑝𝑒𝑐𝑡𝑖𝑜𝑛𝑠 + 𝒄𝒓 ∗ 𝑅𝑒𝑝𝑎𝑖𝑟𝑠 − 𝒄𝒔 ∗ 𝐷𝑖𝑠𝑐𝑎𝑟𝑑𝑒𝑑
Where: Avg.Stock
Ordered
Shortages
(Dis)assemblies
Predictive
Reactive
Installations
Inspection
Repairs
Discarded

= Average IOH per year
= Nr. of ordered tools per year
= Nr. of tool shortages per year
= Nr. of assemblies (& disassemblies) per year
= Nr. of predictive replacements per year
= Nr. of reactive replacements per year
= Nr. of tool installations per year
= Nr. of tool inspections per year
= Nr. of tool repairs per year
= Nr. of discarded tools per year

In the final simulation model the ordering costs and salvage value are not included in the total annual
cost calculation, as the simulation has a finite horizon. The costs of tools represents a very large share of
the total annual costs and therefore the effect of the last order in the simulation being received just
before or after the simulation horizon must be neglected when finding the policy that leads to the
minimum maintenance and inventory costs. Thus for finding the optimal policy, the final simulation
model will search for the policy that minimizes the following objective function:
𝑇𝑜𝑡𝑎𝑙 𝐴𝑛𝑛𝑢𝑎𝑙 𝐶𝑜𝑠𝑡𝑠 = 𝒄𝒉 ∗ 𝐴𝑣𝑔. 𝑆𝑡𝑜𝑐𝑘 + 𝒄𝒘 ∗ 𝑆ℎ𝑜𝑟𝑡𝑎𝑔𝑒𝑠 + 𝒄𝒂𝒅 ∗ (𝐷𝑖𝑠)𝑎𝑠𝑠𝑒𝑚𝑏𝑙𝑖𝑒𝑠 + 𝒄𝒅 ∗ 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑣𝑒 +
𝒄𝒒 ∗ 𝑅𝑒𝑎𝑐𝑡𝑖𝑣𝑒 + 𝒄𝒏 ∗ 𝐼𝑛𝑠𝑡𝑎𝑙𝑙𝑎𝑡𝑖𝑜𝑛𝑠 + 𝒄𝒊 ∗ 𝐼𝑛𝑠𝑝𝑒𝑐𝑡𝑖𝑜𝑛𝑠 + 𝒄𝒓 ∗ 𝑅𝑒𝑝𝑎𝑖𝑟𝑠

Procedure
The simulation model will, based on the description above, make decisions based on a set of rules that are
followed in a predefined procedure. These rules are summarized in the following section.
1. At the start of each period 𝑡, first a prediction is made on tool status of the tools in operation for
a prediction window in the future. This prediction is made by first looking which of the operational
tools will actually fail in the considered prediction window (between 𝑡 + 𝜏𝑙 and 𝑡 + 𝜏𝑢 ) and which
will not. Thus a perfect prediction is first made, where a 1 is assigned to tools that will fail within
the prediction window and a 0 to tools that will not. Based on this information and the desired
𝐹𝑃𝑅 and 𝑇𝑃𝑅, which are input parameters, randomly some perfect predictions are modified to
become a false prediction of either type (i.e. false positive or false negative), so that on average
the imperfect classification prediction will have the required 𝐹𝑃𝑅 and 𝑇𝑃𝑅 performance.
2. Next it is checked whether this period 𝑡 is a period where the inventory level is reviewed.
3. If so, a decision on whether to order must be made. This decision is based on the inventory position
(IP). If the IP is equal to or lower than the reorder level 𝑠, an order of size 𝑄𝑜 is placed. Again, the
IP in this case consists of the inventory on hand (IOH) plus inventory on order (IO) plus inventory
at repair (IR) minus machines waiting for a new tool to be installed (B). Also the expectation of
remaining useful life of the tools currently in operation (𝐸[𝑂𝐾]𝑡+𝑅𝑜 ) is added to the IP.
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𝑡+𝐿𝑜

𝑡+𝐿𝑟

𝐼𝑃𝑡 = 𝐼𝑂𝐻𝑡 + ∑ 𝐼𝑂𝑖 + ∑ 𝐼𝑅𝑖 − 𝐵𝑡 + 𝐸[𝑂𝐾]𝑡+𝑅𝑜
𝑡

𝑡

Predictions of remaining useful life of tools can only be used if the prediction window predicts far
enough into the future. So the prediction window upper bound must be higher than the review
period (𝜏𝑢 > 𝑅𝑜 ). The amount of tools expected to fail (𝐸[𝐹𝐴𝐼𝐿]𝑡+𝑅𝑜 ) before the following review
period consists of two components. It consists of the amount of tools predicted to fail before the
following review period (𝑃̂𝐹𝐴𝐼𝐿(𝑡+𝑅𝑜) ) multiplied with the expected 𝑃𝑃𝑉, plus the amount of tools
predicted to not fail before the following review period (𝑃̂𝑂𝐾(𝑡+𝑅𝑜) ) multiplied with the expected
𝐹𝑂𝑅. 𝑃̂𝐹𝐴𝐼𝐿(𝑡+𝑅𝑜) and 𝑃̂𝑂𝐾(𝑡+𝑅𝑜) are calculated as follows:
𝑚

𝑃̂𝐹𝐴𝐼𝐿(𝑡+𝑅𝑜) = ∑
𝑗=1

{𝜏𝑙 −𝑅𝑜 ,0)
∑𝑡−max
𝑖=𝑡−(𝜏 −𝑅 )+1 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑗,𝑖
𝑢

𝑜

𝜏𝑢 − 𝑅𝑜 − max{𝜏𝑙 − 𝑅𝑜 , 0}

𝑃̂𝑂𝐾(𝑡+𝑅𝑜) = 𝑚𝑡𝑜𝑡𝑎𝑙,𝑡 − 𝑚𝑒𝑚𝑝𝑡𝑦,𝑡 − 𝑃̂𝐹𝐴𝐼𝐿(𝑡+𝑅𝑜)
Where 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑗,𝑖 is the prediction made at the begin of period 𝑖 for machine 𝑗. It has a value
of either 1 (tool will fail) or 0 (tool will not fail). The amount of machines waiting for a tool at period
𝑡 is 𝑚𝑒𝑚𝑝𝑡𝑦,𝑡 (= 𝐵𝑡 ). The total number of parallel machines minus 𝑚𝑒𝑚𝑝𝑡𝑦,𝑡 and minus
𝐸[𝐹𝐴𝐼𝐿]𝑡+𝑅𝑜 is then equal to the amount of machines expected to still be operational at the
following review period, 𝐸[𝑂𝐾]𝑡+𝑅𝑜 . That is:
𝐸[𝐹𝐴𝐼𝐿]𝑡+𝑅𝑜 = 𝑃𝑃𝑉 ∗ 𝑃̂𝐹𝐴𝐼𝐿(𝑡+𝑅𝑜) + 𝐹𝑂𝑅 ∗ 𝑃̂𝑂𝐾(𝑡+𝑅𝑜)
𝐸[𝑂𝐾]𝑡+𝑅𝑜 = 𝑚𝑡𝑜𝑡𝑎𝑙,𝑡 − 𝑚𝑒𝑚𝑝𝑡𝑦,𝑡 − 𝐸[𝐹𝐴𝐼𝐿]𝑡+𝑅𝑜
This 𝐸[𝑂𝐾]𝑡+𝑅𝑜 is added to the inventory position. Ordered tools are received in 𝑡 + 𝐿𝑜 periods.
4. If an order is due in period 𝑡 it is received and added to the stock.
5. Next, it is checked whether period 𝑡 is a period where the amount of tools waiting for repair by
Norma is reviewed.
6. If so, tools are sent for repair to Norma if there are enough tools waiting for repair (minimum
batch size for repair is 𝑏𝑟 ). The tools will be returned to stock in 𝑡 + 𝐿𝑟 periods in a new state.
7. If a batch of repaired tools is due in period 𝑡 it is added to the stock again. Of course steps 5,6 and
7 are only relevant for the PSV electrodes, as the GPE and TPE electrodes are not reparable.
8. Then tools from the stock are installed in machines that are empty at the start of period 𝑡. If a
machine is waiting for a tool but there is no stock, there is a tool shortage for 1 complete period.
9. For tools that are already operational the predictions on tool failures are used to decide on which
tools to inspect. If an aggregate of the predictions for period 𝑡 for a tool in operation is equal to or
higher than the inspection threshold 𝐼, the tool is taken from the machine and inspected (see
Figure 20). Thus an inspection of the tool on machine 𝑚 is made if 𝑃̂𝐴𝐺𝐺(𝑚,𝑡) is equal to or higher
than 𝐼, where:
𝑙
∑𝑡−𝜏
𝑖=𝑡−𝜏𝑙 −𝜏𝑢 +1 𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑚,𝑖
̂
𝑃𝐴𝐺𝐺(𝑚,𝑡) =
𝜏𝑢 − 𝜏𝑙
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10.

11.
12.
13.

Note that this equation implicates that tools that fail very early (𝑡𝑜𝑜𝑙 𝑙𝑖𝑓𝑒𝑡𝑖𝑚𝑒 < 𝑥) are more
likely to be replaced reactively. For example, consider a tool that will fail within 5 time periods
after placement already, while 𝑥 = 𝜏𝑢 − 𝜏𝑙 = 22 and all the predictions immediately indicate a
failure (Prediction = 1) within the prediction window. This equation will still only output 0.045,
0.091, 0.136 and 0.182 in the first 4 predictions after placement (the first prediction is made after
the tool has been in operation one full period). The reasons for defining 𝑃̂𝐴𝐺𝐺(𝑚,𝑡) like this are
explained in section 4.4, sub-section ‘Assumptions’ (assumption V).
Tools that are inspected are either discarded or sent for repair because the tools are indeed likely
to almost fail (within 𝑤𝑙𝑖𝑚 time periods), or are placed back immediately (in the same period) into
the machine when the tools are in fact still in fine shape.
Once all the inspections and (re-)installations have been performed, a time period of tool life is
subtracted from each of the tools in operation.
If there are tools that have no more remaining life after this subtraction and thus at the start of
period 𝑡 + 1, these tool failures were not predicted and a reactive replacement must be done.
A step of one time period is made (i.e. 𝑡 becomes 𝑡 + 1) and the simulation returns to step 1.

Assumptions
A number of assumptions are implicitly and explicitly made with the constructing of the model. In this
section the most important ones are mentioned and elaborated on.
I.

One period 𝑡 is the time equivalent of one production shift or 8 hours. After consulting key
stakeholders at PCL regarding maintenance of the EK lines a prediction horizon of minimum 8
hours appeared to be desirable. In this way the maintenance department can use the
predictions to schedule maintenance activities for the coming shift. We thus consider a
discrete simulation model. However as there is a minimum order lead time of 5 weeks for all
electrodes, the prediction horizon will need to be significantly higher than 8 hours in order to
provide valuable information for the ordering policy.

II.

The distributions 𝐷𝑑 and 𝐷𝑤 that characterize the lifetimes of tools that fail due to either
process errors or wear behavior are assumed to be the best-fitting distributions from the
section that analyzes the tool lifetime distributions. Each tool will have a tool life that follows
either of these two distributions with a certain probability (𝑃𝑑 and 𝑃𝑤 ). This probability is
determined by calculating the percentage of the total amount of discarded electrodes that
were either discarded due to a defect or passing the discarding limit (from the maintenance
logs). The randomly generated lifetime of each tool is independent of potential inspections
that were done on it. This implies that if an unnecessary inspection takes place on a tool, this
does not affect the remaining useful life of the tool.

III.

The classification model is able to predict tool failures that occur due to either a process error
or wear behavior. In practice it is always possible that a completely unpredictable process
error occurs that damages the electrode irreparably. This sort of error should not be included
in a predictive maintenance policy due to its unpredictability. It must be considered in a
predictive inventory control policy however, as unpredictable tool failures still affect the
overall demand for tools.
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IV.

The classification model is only able to make a first prediction of the status of tools once the
tool has been operational in the machine for one time period. This is because the model is
data-driven and therefore first needs observations before it can start making predictions.

V.

The model implicitly gives less weight to the first (𝑥 − 1) predictions. That is, the sum of the
relevant predictions is always divided by 𝑥 (or 𝜏𝑢 − 𝜏𝑙 ), even if there are still less than 𝑥
relevant predictions available. Relevant predictions are predictions where the current time
period was within the prediction window (see Figure 20). There are two main reasons for this.
First of all for tools that fail (very) early there is always a bigger chance that these tools need
to be replaced reactively, as maintenance has less time to anticipate this failure and is often
not inclined to already inspect tools only a couple of days after the first installation. Secondly
it facilitates the assumption that as more data becomes available on a tool after installment,
the performance of the predictions improves. The first (𝑥 − 1) time periods then act as a
‘learning period’ for the model.

VI.

The average demand for shaver caps is assumed to be relatively stable at around ----- caps per
week. Only the EK01 line is considered to be operational, as in the past years the EK03 line
was only used very occasionally and future sales projections indicate that this will remain the
case and potentially even worsen.

VII.

The stocking of tools is done on only one location, with one inventory control policy. This
simplifies the model but is also a reasonable assumption as currently all various stock points
are within walking distance from each other.

VIII.

If a tool breaks down in a period and there are no spare parts available in that period, it is
assumed that there was a shortage for the entire period.

IX.

Tools that return from repair are moved to the last places of the current tool stock. Hence
other tools, not returning from the latest repair, will be earlier in line to be placed in an idle
machine. Thus all tools should be in each stage (in operation, stock and at Norma) occasionally.

X.

If a tool is removed from a machine reactively or predictively in period 𝑡, a new tool from the
stock is installed on this machine only in the beginning of period 𝑡 + 1. This assumption is
made because such tool removals will generally occur dispersed in time, depending on
operator availability and the exact tool life (in shaver caps) before an error occurs.

XI.

Engineers either discard a tool (or send it for repair) after an inspection or it is immediately
installed back in the machine if after inspection it still appears fine. In reality engineers
instantly replace tools that require inspecting/replacing with a new tool from stock. The times
for removing, inspecting and installing a new tool are relatively small (15-30 minutes each)
compared to the timespan of one period 𝑡 (8 hours), so for simplicity this assumption is made.
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XII.

It is possible for an engineer to recognize during an inspection whether a tool is already
significantly worn out and will fail within 𝑤𝑙𝑖𝑚 time periods. This assumption is in line with
current research on status classification of tools based on photos.

4.5 Preliminary Results – Naïve Case
The first simulations were performed only for GPE electrodes, to obtain preliminary results and find
possible errors in the simulation model. Thus it is validated whether the designed model behaves as it
should. The review period 𝑅𝑜 was kept at 7 days and the order batch size 𝑄𝑜 was fixed at 8. This is because
PCL currently maintains a review period of one week while the tool supplier produces the tools in batches
of 8. These decision variables are fixed contractually with the supplier and therefore unlikely to change in
the nearby future. The reorder level was varied between 10 and 30 in steps of 1, while the inspection
threshold was varied between 0 and 1 in steps of 0.1. Per combination of reorder level and inspection
threshold (𝑅𝑜 period and 𝑄𝑜 are constant), 100 simulations of 1095 time periods (i.e. one year) were ran.
The program then returned the policy that achieved the lowest average total annual costs. Ergo the
optimal solution was found through an exhaustive enumeration method. This program was ran for each
combination of fall-out (FPR) and recall (TPR) performance, where both were varied between 0 and 1 in
steps of 0.2. Thus the simulation program was ran 36 times. The runtime per simulation was 1 hour.
In appendix E the optimal policy per TPE and FPR combination is given together with the average annual
costs and various average maintenance actions. The confidence levels in appendix E are set at 95%. Also
the approximate fill rate is indicated. Because there are multiple machines per tool type and there is
overcapacity due to the EK03 line, the fill rate is deemed more important than the cycle service level for
the PCL case study. The fill rate is the fraction of (tool) demand that can immediately be met from stock
while the cycle service level is the probability of not having a stock-out in tooling (van Donselaar &
Broekmeulen, 2013; Eruguz, Jemai, Sahin & Dallery, 2013). The most important preliminary results are
given in Figure 22, Table 24 and Table 25. Figure 22 visualizes the average total annual cost that was
achieved by the optimal policy per combination of FPR and TPR. Annual maintenance costs start increasing
greatly if the FPR performance becomes very bad (more than 80%) and there are thus many false alarms.
Table 24 indicates the optimal (R,s,Q,I) policy per classification performance.

Figure 22. Total costs under optimal policy per degree of prediction imperfectness
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(7,13,8,1)

20%

(7,18,8,0.5)

(7,16,8,0.8)

(7,20,8,1)

(7,19,8,1)

(7,12,8,1)

(7,11,8,1)

40%

(7,18,8,0.4)

(7,16,8,0.8)

(7,15,8,1)

(7,14,8,1)

(7,16,8,1)

(7,14,8,1)

60%

(7,26,8,0.5)

(7,20,8,0.7)

(7,15,8,0.8)

(7,19,8,1)

(7,15,8,1)

(7,11,8,1)

80%

(7,25,8,0.7)

(7,15,8,0.8)

(7,18,8,0.8)

(7,13,8,0.9)

(7,25,8,1)

(7,13,8,1)

100%

(7,17,8,0.9)

(7,18,8,1)

(7,16,8,1)

(7,15,8,1)

(7,11,8,1)

(7,11,8,1)

Table 24. Optimal (R,s,Q,I) policy per degree of prediction imperfectness

Note that in this preliminary simulation the tools predicted to not fail within the next review period
(𝑃̂𝑂𝐾(𝑡+𝑅𝑜) ) was directly taken for 𝐸[𝑂𝐾]𝑡+𝑅𝑜 . Without consideration of the known PPV and FOR
classification performance by the decision-maker. This is therefore classed as a naïve policy, where the
decision to order is partially based on the actual predictions, even though the decision-maker knows that
in reality the PPV and FOR of the predictions may be far from perfect. For the final results the known PPV
and FOR is taken into account by the decision-maker of course. This should lead to a more stable optimal
reorder level as TPR and FPR change. In Table 25 the proportion of average predictive replacements
(relative to reactive replacements) under the optimal policy is summarized. As expected, it becomes more
cost-effective to neglect the predictions and simply replace tools reactively as the performance of the
predictor becomes too poor (low recall and/or high fall-out).
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0%
0%
0%
71.3 % 15.6 % 3.2 %
0%
0%
0%
80.0 % 50.8 % 52.2 % 16.0 % 0.8 %
1.0 %
91.7% 91.2 % 91.6 % 90.9 % 90.7 % 90.7 %
Table 25. Proportion of predictive replacements under optimal policy

The results show that there is still much variance in the simulation model. Although a pattern emerges in
the average total costs of the optimal policy per combination of TPR and FPR, there is still no strong pattern
yet in the optimal policies themselves. In each simulation program a lot of policies had very similar
averages of total costs after 100 simulations each. In combination with the already substantial run time of
the simulation program, this necessitates more sophisticated optimization and simulation variance control
methods for obtaining better final results.
Another important learning point from the preliminary results is that the costs of ordering tools and their
salvage value should not be included in the objective function. These costs represent a very large portion
of the total annual costs (>75%). Not only does this distort the perceived effect of a different classification
performance on the total annual maintenance and inventory costs, but it also decreases the probability of
finding the actual optimal solution. The reason being that with some policies on average more tools are
ordered with a simulation runtime of 1 year than with others. In other words, on average the last tool
order might be received just before or just after the total runtime of the simulation per policy. The policies
where the last order is generally received just after the runtime then have (much) lower total annual costs
while the average maintenance plus inventory costs may actually be higher for these policies. For the final
results the ordering costs and the salvage value of discarded tools are therefore not considered. In this
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way purely the effect of the policy on the maintenance and inventory costs can be examined (see section
4.4, sub-section ‘Objective Function’).

Simulation Optimization & Variance Control
To obtain final simulation results that are better than the preliminary results, some adjustments need to
be made to the simulation program. First of all, for user-friendliness and overall effectiveness of the
simulation model, the program must get a significantly lower runtime. A more efficient method than
simply evaluating all reasonable policies is needed. Secondly the variance in the results (and thus also the
confidence intervals) is relatively high. This issue must also be addressed.
Over the years various methods for optimization through simulation over discrete decision variables have
been designed (Nelson, 2010). One of these algorithms for transient simulation optimization is the random
balanced explorative and exploitative search with estimation (R-BEESE) algorithm and it is developed by
Andradóttir and Prudius (2009). This is a relatively efficient algorithm that, depending on the simulation
settings, is able to always find the global optimum and searches both globally and locally (Nelson, 2010).
It is thus a globally convergent adaptive random search (ARS) algorithm. In general lines, it samples a
potential optimal solution with a certain probability within the global feasible solution space and otherwise
within the local feasible solution space (local to the current best solution). It then runs this sample solution
for a number of replications. Depending on the output, this solution then becomes (or remains) the current
best solution or not. This algorithm can return an optimal solution much more efficiently than an
exhaustive enumeration method and it is relatively straightforward in its implementation.
The single greatest cause of the variance in the preliminary results was that a new set of random tool lives
was randomly generated at each replication in the simulation. To reduce variance the R-BEESE algorithm
saves the sets of random tool lives it generates per replication. It only generates new sets of random tool
lives at initialization and when it will simulate the solution that has been simulated the highest amount of
replications so far. Otherwise it takes as an input a set of random tool lives that were already generated
and used for all the other solutions simulated for the same amount of replications at least. Hence the same
randomly generated tool lives are used for each unique simulated solution.
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5. Results Analysis
In the previous chapter the model was designed and solved. Based on the output (preliminary results)
some adjustments were made to the model. In the following chapter the model is solved again and the
final results from the model are presented and analyzed. First in section 5.1 a base case is considered for
each of the three electrode types within the scope. This base case is compared to the current policy at
PCL. In section 5.2 a number of extensions are explored. Each of these extensions only considers one
electrode type (mostly GPE). In section 5.3 the sensitivity of the most important parameters is studied.

5.1 Final Results – Base Case
Parameter Settings
The base case was simulated for all three types of electrodes. The base case was simulated twice per tool,
each with a different 𝐷𝑤 distribution. The first 𝐷𝑤 distributions are from Table 17, where all lifetimes of
the tools were considered non-censored. This essentially is a very conservative (low) estimation of the
actual distribution of tool lifetimes if the tools would all be kept in operation until failure. The second 𝐷𝑤
distributions are from Table 19, where some of the lifetimes of tools were considered right-censored. Here
a more optimistic (high) estimation of the actual distribution of tool lifetimes is taken. Using these second
𝐷𝑤 distributions makes it possible to emulate how a predictive maintenance policy can prolong the
average lifetime of tools. The 𝐷𝑑 distributions are the best-fitting ones from Table 14, Table 15 and Table
16. In Table 26 the settings of the simulation parameters are summarized per tool. For the base case the
batch size and review period decision variables are constant for the same reasons as in the naïve case.
Description

Parameters

GPE

TPE

PSV

Amount of total machines
Length of one time period
Simulation horizon (in time periods)
Lifetime distr. defect tools
Distr. parameters defect tools

𝑚
𝑡
𝑇
𝐷𝑑
Dependent on
distribution
𝐷𝑤
Dependent on
distribution
𝐷𝑤
Dependent on
distribution
𝑃𝑑
𝑃𝑤
𝜏𝑙
𝜏𝑢
𝑥
𝐹𝑃𝑅

8
8 hours (1 shift)
1095
Weibull
Scale: 94.936
Shape: 1.211
Weibull
Scale: 264.325
Shape: 4.297
Weibull
Scale: 335.816
Shape: 4.257
49%
51%
0
22
22
0.0, 0.1, 0.2, 0.4, 0.6,
0.8, 0.9
0.1, 0.2, 0.4, 0.6, 0.8,
0.9, 1.0
3
0 : 0.05 : 1
21
5 : 1 : 35
8

7
8 hours (1 shift)
1095
Gamma
Shape: 0.729
Rate: 0.010
Weibull
Scale: 261.604
Shape: 2.871
Gamma
Shape: 22.379
Rate: 0.063
56%
44%
0
22
22
0.0 : 0.2 : 0.8

5
8 hours (1 shift)
1095
Gamma
Shape: 0.823
Rate: 0.066
Normal
Mean: 49.415
St. Dev.: 25.153
Normal
Mean: 52.645
St. Dev.: 27.337
71%
29%
0
22
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0.0 : 0.2 : 0.8

0.2 : 0.2 : 1.0

0.2 : 0.2 : 1.0

3
0 : 0.05 : 1
21
5 : 1 : 25
8

3
0 : 0.05 : 1
21
5 : 1 : 25
8

Lifetime distr. wear tools (Cons.)
Distr. parameters wear tools (Cons.)
Lifetime distr. wear tools (Opt.)
Distr. parameters wear tools (Opt.)
% tools with defect lifetime distr.
% tools with wear lifetime distr.
Lower bound prediction horizon
Upper bound prediction horizon
Prediction horizon (in time periods)
Fall-out
Recall

𝑇𝑃𝑅

Wear limit
Inspection threshold
Order review period (in time periods)
Reorder level
Order batch size
Ordering cost per tool

𝑤𝑙𝑖𝑚
𝐼
𝑅𝑜
𝑠
𝑄𝑜
𝑐𝑜
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𝐿𝑜
𝑐ℎ
𝑐𝑤
𝑐𝑑
𝑐𝑞
𝑐𝑖
𝑐𝑛
𝑐𝑎𝑑
𝑐𝑟
𝑐𝑠
𝑅𝑟
𝑏𝑟
𝐿𝑟
𝑟𝑐𝑚𝑎𝑥
Table 26. Assigned parameter values in base case per tool

Order lead time (in time periods)
Cost of holding inventory per tool per yr
Cost of tool shortage per time period
Cost of predictive tool replacement
Cost of reactive tool replacement
Cost of inspection
Cost of installing tool
Cost of assembly + disassembly
Cost of repair per tool
Salvage value per tool
Repair review period (in time periods)
Minimum repair batch size
Repair lead time (in time periods)
Maximum amount of repair cycles

105

105

105

N/A
N/A
N/A
N/A

N/A
N/A
N/A
N/A

21
4
15
50

Each simulation was initialized with 𝑚 empty machines (𝐵0 = 𝑚), 𝐼𝑂0 = 0, 𝐼𝑅0 = 0 and an initial spare
parts stock of 𝐼𝑂𝐻0 = 𝑠 + 𝑚 tools. The optimal policy was first found by using the R-BEESE algorithm
(Andradóttir & Prudius, 2009). The settings of this algorithm were set at:
𝛼=0
𝑝 = 0.5
𝑅𝑒𝑝𝑙𝑖𝑐𝑎𝑡𝑖𝑜𝑛𝑠 𝑝𝑒𝑟 𝐼𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛: 5
𝑆𝑡𝑜𝑝𝑝𝑖𝑛𝑔 𝐶𝑟𝑖𝑡𝑒𝑟𝑖𝑜𝑛: 100 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑛𝑠 𝑤𝑖𝑡ℎ𝑜𝑢𝑡 𝑖𝑚𝑝𝑟𝑜𝑣𝑒𝑚𝑒𝑛𝑡

The local distribution was the 4 feasible solutions closest to the current best solution plus the current best
solution itself, per decision variable. The 𝛼 was set equal to zero because the randomly sampled solution
from a local distribution could also sample the current best solution already. The stopping criterion was
set at 100 iterations without improvement. After testing this criterion proved to lead to a good balance
between simulation run time and the ability of the algorithm to find the global optimal solution.
After finding the approximate optimal solution, this single solution was simulated 1000 times to estimate
average values and confidence intervals (95%) for all the key performance indicators. This procedure (RBEESE + Optimal solution) was undergone for 49 different combinations of recall and fall-out for the GPE
electrodes and 25 different combinations for the TPE and PSV electrodes. Simulations are done for both
conservatively and optimistically estimated tool lives. This led to the results summarized in the following
sub-sections. The results are reported in more detail in appendix F, with the 95% confidence intervals. The
confidence intervals are calculated according to Law (2015). An explanation is given in appendix D.
Also, the R-BEESE algorithm generally only simulates a limited number of replications (max. 200) per
randomly generated solution before it finds the best solution. With the large difference between holding
costs 𝑐ℎ and the costs of a tool shortage 𝑐𝑤 , the algorithm generally returns the minimal reorder level
where no shortages occurred for this limited amount of replications. However, if this policy is then
simulated for a 1000 replications, the probability of shortages occurring in some of these replications is of
course large. Due to this, the big difference between 𝑐ℎ and 𝑐𝑤 , and the high variance in times until failure
between tools, the algorithm tends to underestimate the actual optimal reorder level. Nelson (2010, p.
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205) refers to this phenomenon, that optimization methods such as R-BEESE face, as “a natural bias toward
solutions that, by chance, received favorable simulation estimates”.

GPE Electrodes – Base
Conservative
Table 27 gives the optimal reorder level for the GPE electrode in the conservative base case per
combination of recall and fall-out performance is given. The optimal reorder level is now more stable than
in the preliminary results as the classification performance changes (Table 24). This is because the
predictions of either tool failures or non-failures before the next review period are now interpreted while
also taking into account the PPV and FOR. The average optimal reorder level 𝑠 is equal to circa 18.
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0%

10%

20%

40%

60%

80%

90%

10%

17

16

18

18

19

18

18

20%

16

17

18

17

18

17

18

40%

19

17

19

19

18

19

20

60%

18

18

19

16

18

18

19

80%

18

16

17

17

16

18

21

90%

18

17

17

18

19

17

19

100%

18

17

17

17

18

19

19

Average (St. Dev.)

17.857 (1.080)

Table 27. Optimal reorder level for GPE (conservative)

From Figure 23(b) it can be seen that the optimal inspection threshold becomes lower as TPR and/or FPR
decreases. That is, the optimal policy becomes more sensitive to single failure predictions as the
classification model becomes less capable in signaling errors and/or is less likely to give false alarms. When
the TPR is relatively high, it is best to not be too responsive immediately to only a few consecutive failure
predictions. The prediction horizon is an entire week, so to replace the tool as close as possible to its actual
failure time, it is optimal to wait until a relatively large portion of the past predictions indicated an
upcoming failure. Due to the high imbalance between actual failures and non-failures (failures do not
happen very often annually) it quite quickly becomes preferable to ignore the predictions and just replace
tools reactively (or use another maintenance policy) as the FPR increases. When the FPR becomes very
high (80%-90%), there will be so many false alarms triggering unnecessary inspections that the
maintenance costs start increasing drastically (Figure 23(a)).
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Figure 23. (a) Maintenance & inventory costs GPE (conservative)

(b) Optimal inspection threshold GPE (conservative)

Optimistic
For the optimistic case, on average the tools last longer without a failure. This leads to a lower demand for
electrodes, and therefore it is not surprising that the optimal reorder level is lowered to 𝑠 = 17.
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Average (St. Dev.)
Recommended s (EK01 + EK03)

16.918 (1.057)
24

Table 28. Optimal reorder level GPE (optimistic)

If the proposed policy would be in place, the recommended reorder level for PCL would be 24 however.
The 7 additional electrodes in stock could then be placed in the EK03 GPE machines as a buffer stock for
the EK01 machines and could be used by the EK03 machines in the sparse moments that capacity of this
second line is required. This is similar to the recommendations by Hoefnagels (2016). In appendix I (Figure
69) a simulation of the tool IOH over a 1-year horizon under the proposed policy with 𝑠 = 24 is shown.
The same pattern can be found as in the conservative case for the inspection threshold of the optimal
policies (see Figure 23(b) and Figure 24(b)). As expected, average total annual costs are significantly lower
in the optimistic case. This is because an on average longer tool life decreases overall demand for tools,
the necessity for all the considered maintenance actions while also reducing the required average
inventory level. In Figure 23(a) and Figure 24(a) the costs of ordering tools (and their salvage value) are
not included, but doing so would make the difference in total annual costs even larger of course.
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Figure 24. (a) Maintenance & inventory costs GPE (optimistic)

(b) Optimal inspection threshold GPE (optimistic)

TPE Electrodes – Base
Conservative
The TPE electrodes are similar to the GPE electrodes, and thus the TPE results are unsurprisingly similar to
the GPE results. The optimal reorder level 𝑠 is between 18 and 19, with a standard deviation of 1.
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Average (St. Dev.)

18.200 (1.118)

Table 29. Optimal reorder level TPE (conservative)

With regard to the optimal inspection threshold and total annual costs at the optimal policy, the same
pattern emerges as for the GPE electrodes as the prediction imperfectness changes. Costs start increasing
drastically, due to many unnecessary inspections, when the probability of false alarms (FPR) starts
becoming too high (>60%). It is also visible that the FPR can be relatively high and still costs will not increase
too drastically relative to perfect predictive performance (TPR = 100% & FPR = 0%). In fact, with TPR =
100% and FPR = 40% the precision is only 21% but the costs are almost the same as with a precision of
100%. The costs increase relatively more when the TPR becomes lower. Thus, it is more valuable to have
a high TPR than a low FPR.
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Figure 25. (a) Maintenance & inventory costs TPE (conservative)

(b) Optimal inspection threshold TPE (conservative)

Optimistic
From the conservative to the optimistic case, there is a relatively larger decrease in the optimal reorder
level than for the GPE electrodes. This is because for the TPE tools a larger proportion of the logged times
to failure of tools turned out to be right-censored than for the GPE tools. Therefore there is a bigger
difference for TPE tools in the average of the 𝐷𝑤 distributions between the conservative and optimistic
case compared to GPE tools. This causes a bigger change in average demand for tools between the
conservative and optimistic cases for the TPE electrodes.
Recall/Fall-out
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Recommended s (EK01 + EK03)

23

Table 30. Optimal reorder level TPE (optimistic)

Just like for the GPE electrodes, the recommended optimal reorder level for TPE electrodes under the
proposed policy is the average optimal reorder level plus the amount of TPE machines in the EK03 line. In
appendix I (Figure 70) a simulation over a horizon of 1 year is shown. It appears that a reorder level of 23
should be more than enough to prevent any tool stock-outs. The optimal inspection thresholds again
shows a similar pattern while it again appears that the ability to predict actual failures (recall) is more
important than the ability to avoid false alarms (fall-out). Figure 26(a) also shows a good example of how
the R-BEESE algorithm tends to underestimate the optimal reorder level. At TPR = 40% and FPR = 80%,
there appears to be a sudden jump in total annual costs under the optimal policy. This is because the RBEESE algorithm in this case returned an optimal reorder level of 14 after simulating this policy for a limited
amount of iterations. Once this policy was simulated 1000 times, it appeared that still a lot of tool
shortages can occur with such a low reorder level however.
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Figure 26. (a) Maintenance & inventory costs TPE (optimistic)

(b) Optimal inspection threshold TPE (optimistic).

PSV Electrodes – Base
Conservative
As explained before the PSV electrodes are significantly different from the GPE and TPE electrodes, not in
the least because PSV electrodes are reparable (circa 50 times) and have a much lower average tool
lifetime. Therefore the results differ significantly in some areas from the GPE/TPE results. The optimal
reorder level is found to be rather similar, at 17 in the conservative case. But this gives a bit of a distorted
comparison with the other two electrodes, as the starting inventory in the PSV case was also 𝐼𝑂0 = 𝑠 +
𝑚. Because PSV tools on average experience failures much earlier than TPE and GPE electrodes, an order
for new tools is often immediately placed at the first review period. In fact, on average two orders of batch
size 𝑄𝑜 = 8 are placed in 1-year simulation under the proposed policy (appendix F). The average inventory
level therefore eventually becomes significantly higher than the optimal reorder level as rather than being
discarded, the PSV tools can be repaired and are returned to the stock after a couple of days. This can be
seen clearly in Figure 71 (appendix I). For GPE and TPE, the average inventory level is significantly lower
than the reorder level with the proposed policy.
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17.040 (1.767)

Table 31. Optimal reorder level PSV (conservative)

The optimal inspection thresholds appear to still be rather similar to the ones for the GPE and TPE
electrodes. This is rather surprising, with the imbalance between actual failures and non-failures being
significantly different for PSV electrodes because of their much lower average tool lifetime. The total
annual maintenance and inventory costs are much higher than for the other electrodes. This is on one
hand due to the lower average tool lifetime (requires more maintenance actions per year) but also because
the costs of repair by Norma are included now.
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Figure 27. (a) Maintenance & inventory costs PSV (conservative)

(b) Optimal inspection threshold PSV (conservative)

Optimistic
For the optimistic case the optimal reorder level is slightly lower but it does not change a lot. This is mainly
because the PSV tools are currently already facing a lot of defects. The majority is already replaced and
sent for repair due to a defect before the tools pass the discarding limit. Only few final PSV tool lifetimes
were indicated as being right-censored while fitting 𝐷𝑤 distributions. Thus the 𝐷𝑤 distribution for the
optimistic case is hardly different from the conservative case 𝐷𝑤 distribution.
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Table 32. Optimal reorder level PSV (optimistic)

The recommended reorder level is derived in a similar manner to Hoefnagels (2016) again (16.440 is
rounded up to 17, plus the amount of PSV machines on EK03). As was explained earlier already, the
recommended reorder level gives a bit of a distorted image relative to the recommended reorder levels
for GPE and TPE electrodes. This distorted image can be recognized in appendix I (Figure 71). Due to
proposed ordering policy and the way the starting inventory 𝐼𝑂0 was initialized for each simulation, for
the PSV electrodes a number of tool orders will still be placed in the beginning stages of the simulation.
Even though the tools that fail in the beginning stages still return to the stock after repair. From Figure 71
it is clear that maintaining an average 𝐼𝑂𝐻 level of circa 30 PSV tools should lead to a more than high
enough safety stock for both the EK lines. With a reorder level of 22 the probability of a tool shortage will
be extremely small but for the PSV case a better inventory control policy might be to also take into account
the remaining available repair cycles per tool in stock (as Hoefnagels (2016) proposes).
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Another interesting insight can be deduced from Figure 71. It appears that the proposed policy with
reorder level equal to 22 (and thus around 38 available tools after a couple of months into the simulation)
should be able to last around 9 years before all the tools start to become irreparable and need to be
legitimately discarded. In the simulation all the available stock is constantly rotated, causing all tools to no
longer be reparable at the same period. To prevent such a dip in inventory on-hand in that period, it is
advisable to try to use the same portion of tools from the available stock as much as possible, until this
portion fails. Then the remaining portion can be used until new tools arrive from Norma to fill up the stock
again. This is already done currently at the maintenance department.
Because the average time to failure appears to not be extensible by too much compared to the
conservative case, the reduction in costs percentage-wise is also limited compared to the GPE and TPE
electrodes (approximately 4% versus 13% and 23% respectively). Again, good performance in TPR seems
to be more important in reducing costs than good performance in FPR. The optimal inspection threshold
has circa the same pattern as the conservative case as well.

Figure 28. (a) Maintenance & inventory costs PSV (optimistic)

(b) Optimal inspection threshold PSV (optimistic)
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5.2 Comparison with Current Policy
To understand the potential added value of the recommended policy that uses an (im)perfect classification
model, it is compared to the policy that is currently in place. In Table 33 the approximate total annual costs
under the current policy are broken down, only considering data from the EK01 line. Only the costs of the
EK01 line are considered for a more fair comparison to the performance of the simulation model.

Inventory On Hand
Ordered/yr
Discarded/yr
(Dis)Assemblies/yr
Installations/yr
Inspections/yr
Reactive/yr
Preventive/yr
Shortage/yr
Repairs/yr
Est. Annual Total
Est. Annual Total
(Maint. + Inv. Only)
Est. Annual Maint.
Est. Annual Inv.

PSV Average/yr
Absolute Costs
Nr.

TPE Average/yr
Absolute Costs
Nr.

GPE Average/yr
Absolute Costs
Nr.

38,49
0
0
228,58
235,08
225,88
160,88
67,71
0
228,58

31,53
43,33
43,33
43,33
127,29
111,58
24,92
18,42
0
0

30,23
48,21
48,21
48,21
126,75
112,67
24,92
23,29
0
0

Table 33. Cost estimate of current policy (only EK01)

The above table is based on approximations that could be derived from the maintenance logs and also the
ordering history on SAP. To make the comparison more equal, the absolute numbers derived from the
maintenance logs have been divided by 0.923 (48/52) in Table 33. The reason for this is that in the
simulation model the production line is assumed to run an entire year (3 * 365 shifts) while in reality there
are circa 4 weeks of planned downtime per year (at least).
Only approximations are possible because the maintenance logs are prone to human errors while every
now and then there were also situations at the EK01 (and EK03) lines that are not clearly accounted for in
the maintenance logs and the ordering history. The best example of this is a situation where a small design
change was made for the GPE electrodes to be able to produce shaver caps of a better quality. Due to this
design change all of the ‘old’ GPE electrodes had to gradually be replaced by ‘new’ GPE electrodes over
the course of a couple of months. This logically led to a spike in the amount of discarded and incoming
tools in that specific period. In Table 33 the tools discarded for this reason are neglected, but it is not
straightforward to distinguish from the SAP system which GPE electrodes were ordered extra for this
specific reason. Therefore the amount of ordered tools annually is taken to be equal to the amount of
tools discarded annually, as this is what you would expect on the long run.
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Inventory On Hand
Ordered/yr
Discarded/yr
(Dis)Assemblies/yr
Installations/yr
Inspections/yr
Reactive/yr
Predictive/yr
Shortage/yr
Repairs/yr
Est. Annual Total
Est. Annual Total
(Maint. + Inv. Only)

PSV Average/yr
Absolute Costs
Nr.

TPE Average/yr
Absolute
Costs
Nr.

GPE Average/yr
Absolute Nr. Costs

28,03
0
0
226,71
226,71
82,34
144,37
82,34
0
226,71

17,59
37,76
37,76
37,76
37,76
29,76
8
29,76
0
0

17,49
41,96
41,96
41,96
41,96
38,28
3,68
38,28
0
0

8.8%
8.1%
27.2%
8.8%

Total Savings
Maintenance Savings
Inventory Savings
Savings (Maint. + Inv.
Only)
One-Time
Investment Savings
Annual Savings

22.0%
57.4%
44.2%
53.9%

20.6%
60.7%
42.1%
55.4%

Table 34. Cost and savings estimate of proposed (R,s,Q,I) policy with perfect predictions
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-24,1%
-24,0%
-24,0%
-34,5%
-58,8%

-24,0%
-24,9%
-24,0%
-23,4%
-54,7%

-11,7%
-11,6%
-11,6%
-11,9%
-25,1%
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40%
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PSV Electrode

Fall-out
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80%

-27,7%
-31,9%
-40,1%
-38,3%
-57,5%

-27,4%
-22,5%
-32,2%
-40,6%
-55,7%

-25,6%
-28,0%
-28,3%
-35,5%
-54,6%

-25,9%
-26,8%
-25,9%
-28,8%
-52,8%

-15,9%
-2,0%
-15,6%
-13,7%
-27,1%

Recall

GPE Electrode

Recall

Recall

In Table 34, the approximate total annual costs are summarized under the optimal policy, given that there
is a perfectly predicting classification model (i.e. TPR = 1.0 and FPR = 0.0). The reorder level was set at the
recommended levels rather than the optimal reorder levels from the simulations with the R-BEESE
algorithms. From Table 34, it is clear that the proposed joint predictive maintenance and inventory control
policy can have significant cost advantages compared to the current policy. Especially for the TPE and GPE
electrodes, significant annual savings can be achieved of more than 20% in total, while if only the
maintenance and inventory holding costs are considered the cost savings can be higher than 50%. Of
course, this is assuming that the classification model can predict perfectly, which is a rather unrealistic
scenario. There are also one-time savings in investments in tool as the current inventory level (or starting
inventory) can be lowered. In the following figure, the devaluation of the added value of the proposed
policy for all three electrodes is shown as the performance of the classification model deteriorates. Note
that in this table the reorder levels were taken at the optimal levels (from the simulations).
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Figure 29. Effect of prediction imperfectness on inventory & maintenance costs
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The current maintenance and inventory control policy was already found to be far from optimal however
(e.g. see the report by Hoefnagels (2016)). Without using predictions, significant savings can already be
made to the current maintenance and inventory policies. This is visible in Figure 29, where the proposed
predictive maintenance policy achieves lower costs than the current policy, even when the performance
of the classification model is very poor. Hence the next step is to see what value the predictive features of
the proposed policy add compared to policies that do not consider tool failure predictions in any form.

5.3 Extensions
For the extensions and the sensitivity analysis, the simulations are mainly done for the GPE electrodes to
simplify comparisons and reduce the amount of required simulations. One exception is an extension for
the PSV electrodes. In all extensions and in the sensitivity analysis, the best-fit distributions for tool
lifetimes that eventually fail due to wear are taken from the case where part of the data was considered
to be right-censored (Table 19).

Proposed Predictive Maintenance Policy in Combination With Current PCL (R,s,Q) Policy
The first extension we consider is a case where the inventory policy is kept as it is now at PCL, in
combination with the designed predictive maintenance policy (with inspection threshold). As outlined in
the section 3.1, the current inventory policy can be simplified to a (R,s,Q) policy, where 𝑅 = 7, 𝑠 = 32 and
𝑄 = 8. Simulating such a combination of policies leads to the results in appendix G. To be clear, in this
case the predictions are not considered for the ordering decision, only for the maintenance scheduling.
The other parameters are kept the same as in the base case for the GPE electrodes. Because the
maintenance policy has not changed w.r.t. the base case, the total annual costs mainly change in the
inventory holding aspect. The differences in total annual costs are summarized in Figure 30. The majority
of the costs are still lower than the policy current in place, but the differences are already significantly
smaller compared to Figure 29. These differences indicate the added value of solely introducing a
predictive maintenance policy relative to the current maintenance policy (not including the price and
salvage value of tools). It is profitable to introduce the predictive maintenance policy even when the
classification method has a fall-out of more than 60%.
GPE Electrode
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20%

20% €----- (-8.0%) €----- (-5.4%)
40% €----- (-14.6%) €----- (-6.3%)
60% €----- (-20.8%) €----- (-14.1%)
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100% €----- (-41.2%) €----- (-40.8%) €----- (-40.0%) €----- (-36.0%) €----- (-7.7%)
Figure 30. Annual maintenance & inventory costs for predictive maintenance policy plus current PCL (R,s,Q) policy

As an extension to these results, the effect of incorporating the predictions in the ordering decision is also
analyzed. In the results in appendix G the reorder level is still kept the same (=32), but now the predictions
of tool failure (i.e. 𝐸[𝑂𝐾]𝑡+𝑅𝑜 ) are again added to the inventory position 𝐼𝑃𝑡 . As expected this mainly leads
to a lower average inventory level. The average inventory level is approximately 6.5 tools lower by adding
predictions in the ordering decision. For both of the cases no shortages have occurred at all.
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Optimal Policy Without Data-Driven Component in Inventory Control Policy
In this extension the added value of incorporating a data-driven component into the ordering decision is
evaluated. This is done by also finding the optimal reorder level when there is no data-driven component
𝐸[𝑂𝐾]𝑡+𝑅𝑜 in the 𝐼𝑃𝑡 . The predictive maintenance policy remains in place. When this is done, the average
optimal reorder level drops from 16.918 to 10.200 (and 𝜎=1.224, see appendix G). It turns out that on the
long run this results to an approximately equal optimal average inventory level. As can be seen in Figure
31 and Table 35, by including the data-driven component into the inventory ordering decision, less
shortages (and thus higher fill rate) can be achieved at the same average inventory on-hand. At reorder
levels of 17 and 10 respectively, the policy with data-driven component can achieve circa 30% less
shortages over a 4-year span. A simulation of 4 years was taken here to diminish the effect of the starting
inventory (𝐼𝑂0 ) on the average overall inventory level. With a simulation horizon of 1 year this effect can
still be quite significant. Predictive performance was taken to be perfect.

Figure 31. Added value of data-driven component in inventory control policy

This means that a (R,s,Q) policy with a data-driven component can allow for a (slightly) lower average
inventory level, while still having the same amount of average shortages as a (R,s,Q) policy with no datadriven component. In this case study the savings are not too drastic, being somewhere between 4.0% 6.8%. The predictive component can lower the optimal average inventory level because it allows to
postpone an order to the next review period depending on the number of tools that are predicted to still
be in operation by then. A traditional (R,s,Q) policy only considers how many tools are currently
demanded/backordered, in stock and are underway. The data-driven component thus makes the ordering
process more “Just-In-Time”.

No Data-driven Component in IP
Policy
Avg. Shortages Avg. IOH
(7,9,8,0.95)
(7,10,8,0.95)
(7,11,8,0.95)
(7,12,8,0.95)
(7,13,8,0.95)
(7,14,8,0.95

5.32 +/- 0.81
1.57 +/- 0.45
0.44 +/- 0.27
0.05 +/- 0.05
0.03 +/- 0.04
0

8.89 +/- 0.02
9.88 +/- 0.02
10.89 +/- 0.02
11.88 +/- 0.02
12.89 +/- 0.02
13.89 +/- 0.02

Data-driven Component in IP
Policy
Avg. Shortages Avg. IOH
(7,16,8,0.95)
(7,17,8,0.95)
(7,18,8,0.95)
(7,19,8,0.95)
(7,20,8,0.95)
(7,21,8,0.95)

3.35 +/- 0.66
1.07 +/- 0.54
0.32 +/- 0.18
0.04 +/- 0.04
0
0

8.96 +/- 0.02
9.94 +/- 0.02
10.95 +/- 0.02
11.96 +/- 0.01
12.94 +/- 0.01
13.95 +/- 0.01

Table 35. Added value of data-driven component in inventory control policy (95% CI)
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From these results it can be concluded that adding a predictive, data-driven, component to a traditional
(R,s,Q) reordering policy definitely can add value. In this case study the benefits are limited however,
primarily because of the relatively low holding costs for tools and the relatively high order lead time.
There are two additional advantages that the data-driven inventory policy offers, besides a lower average
inventory level (with equal fill rate). First of all there can be a one-time investment saving on tools. In this
case circa 1 tool less can be purchased with the data-driven policy within the simulation horizon to
maintain the same average inventory level as the non-data-driven (R,s,Q) policy. The data-driven policy
starts off with an 𝐼𝑂0 that is 7 tools higher than the optimal (R,s,Q) policy, but the traditional (R,s,Q) policy
places one additional tool order with batch size 𝑄𝑜 = 8 in the first months of the simulation. Secondly
there is a financial advantage of using a more data-driven policy as on average orders will be placed later
than with the traditional policy. This means that payments for new orders can be made later on average,
which is advantageous from a financial perspective. This is based on the perception of time value of money,
where an euro today is worth more than an euro tomorrow.

Optimal Policy with Lower Review Period
In the base case, the review period was set at 7 days (or 21 8-hour shifts), as this is currently contractually
agreed with Norma. As an extension, the effect of a lower review period is investigated, with the review
period 𝑅𝑜 being changed to 1 day. Additionally the prediction horizon upper bound 𝜏𝑢 was set to be 4 for
this extension. Because of this, the predictions can be used to decide on whether or not to postpone an
order to the next review period (day) at least. Lowering the review period allows the maintenance
department to react faster to unexpectedly high demand for tools and therefore could lower the required
amount of safety stock. However, the average optimal reorder level from running the R-BEESE algorithm
is still the same compared to the GPE base case (17.200 vs. 16.918). This is likely due to the high order lead
time 𝐿𝑜 and the big difference between 𝑐ℎ and 𝑐𝑤 .
If the extension case is simulated with 𝑠 = 17 and a runtime of 4 years, a similar average inventory level
and average amount of shortages is achieved as the (7,17,8,0.95) policy with data-driven component (base
case). This is summarized in Table 36. Hence lowering the review period by almost 6 days and the 𝜏𝑢 to 4
shifts has approximately the same effect on inventory as the optimal policy for the base case. Intuitively
this appears to be reasonable, as in both cases the 𝐿𝑜 + 𝑅𝑜 period is effectively reduced by almost a week.
The optimal average inventory level should in theory account for the expected demand in the next 𝐿𝑜 + 𝑅𝑜
periods, plus safety stock depending on the contrast between holding cost and tools shortage costs. In the
base case the predictions look 1 week ahead, while in this extension the predictions only look 1 day ahead
but the 𝑅𝑜 gets reduced by 6 days altogether. Reducing the 𝑅𝑜 will however cause relatively less shortages
at the same average IOH as the predictions in the base case become (more) imperfect.

Review = 3 shifts & τu = 4 shifts
Policy
Avg. Shortages Avg. IOH
(1,16,8,0.95)
(1,17,8,0.95)
(1,18,8,0.95)
(1,19,8,0.95)
(1,20,8,0.95)
(1,21,8,0.95)

3.97 +/- 0.81
1.08 +/- 0.38
0.17 +/- 0.12
0.04 +/- 0.08
0
0

8.95 +/- 0.02
9.96 +/- 0.02
10.95 +/- 0.02
11.95 +/- 0.02
12.94 +/- 0.02
13.95 +/- 0.02

Review = 21 shifts & τu = 22 shifts
Policy
Avg. Shortages Avg. IOH
(7,16,8,0.95)
(7,17,8,0.95)
(7,18,8,0.95)
(7,19,8,0.95)
(7,20,8,0.95)
(7,21,8,0.95)

3.35 +/- 0.66
1.07 +/- 0.54
0.32 +/- 0.18
0.04 +/- 0.04
0
0

8.96 +/- 0.02
9.94 +/- 0.02
10.95 +/- 0.02
11.96 +/- 0.01
12.94 +/- 0.01
13.95 +/- 0.01

Table 36. Added value of lower review period (95% CI)
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Because the 𝜏𝑢 is lowered from 22 to 4, there are less predictions made of each individual time period.
Hence the proposed joint policy becomes more sensitive to single predictions of tool failures. This (and
assumption V. in section 4.4, sub-section ‘Assumptions’) causes the policy to be better in predicting all tool
failures timely (i.e. only within 𝑤𝑙𝑖𝑚 shifts before the tool breaks) when the classification performance is
good. Better in this case means lower total annual costs. On the downside, as performance worsens the
total annual costs under the optimal policy increase quite drastically due to great increases in the amount
of unnecessary inspections that must be performed. The results of this extension can be found in appendix
G. The same effects can be seen in the following extension.

Optimal Policy with Shorter Prediction Horizon
Next the potential benefit of considering a shorter prediction horizon is considered. We take 𝜏𝑢 = 11, or
a prediction horizon of approximately half a week and half of the base case 𝜏𝑢 . A shorter prediction horizon
means that the predictions can no longer be used for the ordering decision as it is no longer possible to
predict tool status at the next review period. However it may allow for better timing of inspection
moments as the predictions give an indication of when failures might occur within smaller timeframes.
This extension was performed for the PSV electrodes rather than the GPE electrodes. The reason being
that PSV tools have a relatively short time until failure, meaning on average more replacements per year.
Perfect timing of maintenance inspections (and replacements) therefore has the highest potential cost
savings for this tool type. The results of this extension are in appendix G. In Figure 32 the total annual
maintenance and inventory costs under the optimal joint predictive policy with 𝜏𝑢 = 11 are summarized.
Also the cost advantages relative to the current PCL policy are added (percentage-wise). Comparing this
figure to Table 34 and Figure 29, it can be seen that for the PSV electrodes it can indeed be beneficial to
have a shorter prediction horizon. The predictions can be more imperfect than in the base case for the
proposed policy to remain profitable over the current PCL policy.

PSV Electrode
0%

Recall

20%
40%
60%
80%
100%

20%

Fall-out
40%

60%

80%

€----- (1.9%)
€----- (7.2%)
€----- (7.4%)
€----- (7.5%)
€----- (-3.3%)
€----- (4.9%)
€----- (7.1%)
€----- (7.4%)
€----- (-7.0%) €----- (-0.8%)
€----- (5.7%)
€----- (7.7%)
€----- (-11.2%) €----- (-7.9%) €----- (-2.0%)
€----- (5.7%)
€----- (-16.7%) €----- (-16.1%) €----- (-15.0%) €----- (-11.5%)

€----- (17.9%)
€----- (17.9%)
€----- (18.7%)
€----- (18.9%)
€----- (8.1%)

Figure 32. Effect of prediction imperfectness on potential savings with shorter prediction horizon

However, the extension policy also leads to (much) higher costs under the optimal policy than the base
case when the predictive performance becomes very poor (especially with a high fall-out). The same was
seen in the previous extension, and it is caused because the policy becomes more sensitive to failure
predictions if the prediction horizon becomes smaller. If false alarms are scarce (or the classifier is good in
predicting actual failures) this can allow for better timing of replacements but if there are many false
alarms this will lead to very much unnecessary inspections. This is apparent in appendix G as well.
This extension hence shows that for the ECM tools (and the PSV tools in particular) more costs can likely
be saved by optimizing the prediction horizon solely for maintenance inspections. The second extension
showed that it does add value to add a data-driven component into the ordering decision. However the
cost advantages are very limited compared to the cost advantages of having a shorter prediction horizon
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at the expense of no more data-driven component in the ordering decision. Of course this is also highly
dependent on the overall performance of the classification model.

Optimal Policy with Smaller Batch Size
The potential cost savings of using smaller batch sizes is looked into for this extension, by simulating for a
batch size of 4 instead of 8 tools. Just like the review period, a batch size of 8 tools is contractually agreed
upon with Norma. From simulations, the smaller batch size does not affect the maintenance actions, but
it does allow for a lower average inventory level without affecting the fill rate. These simulation results
can be found in appendix G. The GPE base case with batch size of 8 tools has an average optimal reorder
level of 16.918, an average optimal IOH of 11.145 and on average 0.641 shortages per year. In contrast,
the extension with batch size of 4 tools has an average optimal reorder level of 17.240, an average optimal
IOH of 9.488 and on average 0.544 shortages per year. With a smaller batch size of 4, the average IOH
under the optimal policy can therefore be reduced by up to 15% while preserving a similar fill rate. This
amounts to an annual saving of €---- on inventory holding costs for the GPE electrodes.
In this case no information is available on if and how much the price per tool would change if the batch
size would become smaller. It is not uncommon in practice to see discounts in price if orders are placed in
larger batches (economies of scale). There is also no fixed order cost as the batch size is simply agreed
upon contractually with Norma. In the traditional theory on the economic order quantity (EOQ), there is
generally an assumed fixed order cost that acts as a counterweight to the holding costs. From a holding
cost perspective a smaller batch size is favorable, but fixed ordering costs can increase the optimal batch
size. Changing the batch size (and thus the contract with Norma) can cause price changes. These are
unknown and kept out of scope in this report. Even if it appears to be profitable to have a smaller batch
size, it may therefore turn out otherwise as Norma might charge different, higher, rates in this scenario.

5.4 Sensitivity Analysis
In the sensitivity analysis the effect on the optimal policy and total costs of changing a number of the most
important and/or uncertain parameters is analyzed. The analyzed parameters are: 𝑚, 𝑐𝑞 , 𝑐ℎ , 𝑐𝑤 , 𝐿𝑜 and
𝑤𝑙𝑖𝑚 . The elaborate simulation results for the sensitivity analysis can be found in appendix H.

Parallel Machines In Operation
One of the greatest influences in the model on the total annual costs is the amount of parallel machines
𝑚 that are in operation. In the base case we assume that only the EK01 line is running constantly and the
EK03 is hardly used. This is in line with recent and predicted future capacity assignments. If demand for
shaver caps would drastically increase for a longer period of time and capacity of both the EK lines is
required, the optimal policy would of course change. In fact, the optimal average reorder level would
increase from around 17 to 30. The total annual maintenance costs increase relatively proportionally as
more parallel machines are assumed, and similarly decrease proportionally if less are assumed. What is
interesting to see is that the average IOH under the optimal policy does not increase by too much
compared to the base case with 8 machines (from 10.58 to 14.68 tools). The inventory costs stay relatively
more stable (than the maintenance costs) as the amount of machines is varied, due to the interplay
between the optimal safety stock and variability pooling effects.
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m = 15

m=4

Fall-out

Fall-out
40%

0%

40%

80%

(7,29,8,0.3)

(7,30,8,1)

(7,33,8,1)

(7,30,8,0.55)

(7,29,8,0.8)

(7,28,8,1)

0%

20%
Recall

80%

(7,9,8,0.25)

(7,10,8,0.8)

(7,9,8,1)

(7,8,8,0.55)

(7,9,8,0.75)

(7,9,8,1)

(7,9,8,0.9)

(7,9,8,1)

(7,9,8,1)

20%

60%
(7,30,8,1)

(7,30,8,1)

Recall

60%

(7,29,8,1)

100%

100%

Figure 33. Effect of m on optimal (R,s,Q,I) policy and annual maintenance & inventory costs

Reactive Maintenance Costs
As expected, changing the costs of a reactive replacement, 𝑐𝑞 , has great effect on how the sensitive the
optimal predictive maintenance policy reacts to failure predictions. When 𝑐𝑞 becomes higher it becomes
more cost-effective to predictively replace tools. Thus it is more profitable to already inspect tools after
fewer consecutive failure predictions, even if this is at the expense of more unnecessary or too early
inspections. If 𝑐𝑞 becomes lower on the other hand, the advantage of replacing tools predictively rather
than reactively diminishes. Hence simply having a reactive maintenance policy quickly becomes preferable
as the performance of the classification model diminishes and as 𝑐𝑞 moves towards 𝑐𝑑 .
Higher Cq

Lower Cq

Fall-out
0%
Recall

20%
60%
100%

0,15
0,5
0,95

40%
0,85
0,7
1

80%
1
1
1

0%
Recall

20%
60%
100%

0,3
0,6
1

Fall-out
40%
1
1
1

80%
1
1
1

Figure 34. Effect of Cq on optimal inspection threshold

With the annual maintenance costs being much higher overall than the annual inventory holding costs, it
is no surprise that a change in 𝑐𝑞 has great effect on the profitability of the proposed joint predictive policy
over the current policy. With a high(er) 𝑐𝑞 and good predictive performance the proposed policy can be
even more profitable than the base case is over the current PCL policy. However as the ability to make
correct predictions decreases, the profitability quickly becomes lower than the base case. This is because
𝑐𝑞 has a relatively large influence on the total annual maintenance and inventory holding costs (it is one
of the higher costs). The preventive maintenance policy that is currently used is always able to replace a
significant proportion of the tools preventively. For the proposed predictive policy this is not necessarily
the case if the used prediction method has poor performance. Lowering the 𝑐𝑞 relative to the base case
has an opposite effect to an increase in 𝑐𝑞 . There is then a lower profitability at good predictive
performance and higher profitability as performance decreases.
Higher Cq

Lower Cq

Fall-out
0%
Recall

20%
60%
100%

-21,3%
-41,5%
-65,3%

40%
-4,0%
-7,8%
-65,1%

80%
7,2%
5,8%
-38,3%

0%
Recall

20%
60%
100%

-39,1%
-41,3%
-56,2%

Fall-out
40%
-40,2%
-38,2%
-54,3%

80%
-24,2%
-25,6%
-15,3%

Figure 35. Effect of Cq on potential savings proposed (R,s,Q,I) policy w.r.t. current PCL policy
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Tool Shortage & Holding Costs
It was already clear from the base case that for this case study at PCL the difference between the penalty
costs of a tool shortage and the holding costs of tools are so large that the optimal reorder level is one
that guarantees a fill rate higher than 99.99%. Also, the holding costs 𝑐ℎ are simply not very high. Doubling
the weighted average cost of capital (WACC) and thus the cost of holding inventory however does cause a
slight decrease in the average optimal reorder level from 16.918 to 16.444. Similarly, doubling 𝑐𝑤 causes
a slight increase in the average optimal reorder level to 18.111.
Higher Ch (WACC = 15%)

Higher Cw

Fall-out
0%
Recall

20%
60%
100%

17
16
16

40%
17
16
17
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Average (St. Dev.)

80%
17
16
16

0%
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20%
60%
100%
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18
16
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17
19
18.111 (1.054)

Average (St. Dev.)

80%
18
19
18

Figure 36. Effect of Ch & Cw on optimal reorder level in (R,s,Q,I) policy

Order Lead Time
It was already discussed in a number of the extensions that the relatively long order lead time has a large
influence on the optimal reorder level. This is not only the case for a traditional R,s,Q policy but even more
for the proposed predictive (R,s,Q,I) policy. Mainly because it becomes difficult to use predictions when
the prediction horizon must be further away. It is more reasonable to use predictions with a horizon of up
to circa 1 week for an ECM process. The reason is that in such a volatile process a lot of factors can greatly
influence the machine conditions on a relatively short-term base (< 1 – 2 weeks). In the simulations up till
now, the order lead time 𝐿𝑜 was taken to be 5 weeks. However at the OTD department the 𝐿𝑜 for
electrodes can be up to 12 weeks. As can be seen in Figure 37, for such a lead time the optimal reorder
level would increase up to 23.556 and the average IOH to 12.936. On the contrary, optimal 𝑠 and average
IOH could be reduced to 12.889 and 8.593 if PCL could contractually agree to a 𝐿𝑜 of 2 weeks with Norma.
This is an approximate annual 18.7% saving on inventory holding costs. Again, the average IOH changes
relatively little compared to the changes in the optimal 𝑠.
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Lo = 42 periods
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13.54 +/- 0.06
(7,26,8,1)
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20%
Recall

60%
100%

(7,13,8,0.25)
8.94 +/- 0.03
(7,13,8,0.55)
8.33 +/- 0.03
(7,12,8,1)
7.63 +/- 0.03
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40%
(7,13,8,1)
8.81 +/- 0.03
(7,13,8,0.8)
8.79 +/- 0.03
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9.68 +/- 0.03
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8.79 +/- 0.03
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7.77 +/- 0.03

Figure 37. Effect of Lo on optimal (R,s,Q,I) policy and average IOH

Wear Limit
In the model one of the key determinants on how many tools are replaced predictively is the 𝑤𝑙𝑖𝑚
parameter. If an inspection is triggered because 𝑃̂𝐴𝐺𝐺(𝑚,𝑡) ≥ 𝐼, at inspection it must be decided whether
the tool must be discarded or if it can still be used (i.e. too early inspection). This parameter represents
the boundary of tool degradation at which it is decided to either discard/repair tools or rather keep them.
In all the simulations this parameter was set at 3 periods (1 day). Tools are only discarded or repaired if at
inspection the maintenance engineer sees that the tool will fail within three 8-hour shifts. If 𝑤𝑙𝑖𝑚 is
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increased to 12 periods (half week), the portion of tools that is replaced predictively increases (Figure 38).
Also the portion of inspections that results in the discarding of a GPE electrode increases. In other words,
there are less too early inspections. From this perspective, it seems preferable to have a 𝑤𝑙𝑖𝑚 as high as
possible. There are a number of downsides to this however. If the 𝑤𝑙𝑖𝑚 is increased, this means that on
average tools are replaced earlier before actual failure. So the policy starts moving from a predictive
maintenance policy to a preventive one. Furthermore, it is likely that it is easier to determine at an
inspection whether a tool will almost (within a couple of shifts) fail as opposed to within a week or more.
Wlim = 3 periods (Base Case)

Wlim = 12 periods
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Figure 38. Effect of Wlim on portion of tools replaced predictively (top) and portion of inspections leading to replacement (bottom)
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6. Discussion
Analysis of the results from the designed joint predictive maintenance and inventory control policy leads
to numerous insights. In this chapter the final results are discussed and reflected upon. In section 6.1 the
most important insights are highlighted, as well as the conclusions that can be drawn from this research
and the recommendations that can be given to PCL. In section 6.2 the thesis is finalized with a reflection
on the scientific contributions of the report, as well as its limitations and directions for further research.

6.1 Conclusion and Recommendations
General Insights
From the results analysis a number of insights can be derived. Here the main ones are highlighted.













A longer prediction window leads to lower imbalance between actual observations of failures and
non-failures. High imbalance can complicate the training of usable prediction models (Zhang &
Wouters, 2016). It also leads to more predictions per individual period and hence more
information to base the decision to inspect on (i.e. more robustness). On the other hand, shorter
predictions horizons make it easier to schedule maintenance just a couple of periods before the
tool will actually fail. The predictions then give warnings for failures in a smaller timeframe.
The ability to predict actual upcoming failures is more valuable than the ability to minimize the
amount of false alarms. Therefore high recall (TPR) is more valuable than low fall-out (FPR).
However if the FPR becomes very high, the amount of unnecessary inspections starts increasing
drastically, pushing up total costs. The proposed policy is not suitable in this case. At which FPR
costs start increasing drastically is dependent on the average time until failure of tools and the
selected prediction window (and thus the imbalance in observations).
There is limited usefulness of using predictions for the tool ordering policy, as order lead time plus
review period (𝐿𝑜 + 𝑅𝑜 ) is so much higher than the maximum realistic prediction horizon for ECM
tooling. The largest part of savings in inventory holding cost can also be achieved without using
predictions but rather a simple inventory model based on a theoretical approach. This approach
can either be based on the desired service level and/or an analysis of the costs of holding tools
versus the costs of a tool shortage. It is likely easier to decrease the optimal reorder level by
reducing the review period and/or order lead time in cooperation with Norma.
In this case study the annual maintenance-related costs are much higher than annual costs related
to holding inventory. Due to this and the previous point, the prediction model should not have a
longer production horizon only to facilitate using it for ordering decisions. The prediction model
that is chosen for implementation must be optimal for scheduling maintenance actions above all.
For GPE and TPE electrodes the biggest savings are potentially in less tool demand per year due to
a longer time until failure on average. For PSV electrodes the biggest savings are potentially in
more tools that can be repaired on time (i.e. predictively).
Significant savings can be achieved with predicting tool failures through classification. However
still a lot of time, resources and investments are needed to create these prediction models.
It is important to get better insight and/or documentation of the various cost parameters and
implications related to certain actions and decisions. This particularly applies to the cost difference
between reactive and predictive replacements. It appears that all the types of preventive
maintenance actions that are currently performed might not warrant the cost advantages in timely
replacing a portion of the tools.
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Conclusion
Based on the results, it can definitely be worthwhile to invest in a classification method to introduce a
predictive maintenance policy. In fact, even at high degrees of imperfection in failure predictions the
proposed joint predictive maintenance and inventory control policy can still be profitable over the policy
currently in place at PCL (Figure 29). Savings can be made in a number of areas. On the maintenance side
there are savings due to less (unnecessary) inspections and reactive replacements and instead more
predictive replacements. Inventory savings can be made on holding costs and less orders for tools in
general. Furthermore the average demand for tools can be lowered by only discarding tools that are (close
to) end-of-life status. This prolongs the ‘lifetime’ of a portion of tools relative to the current situation.
For PCL the majority of the savings can be made in maintenance costs and a prolongation of average time
until failure of electrodes (Table 37). A large portion of the GPE and TPE electrodes are currently being
discarded while still in good shape. A predictive maintenance policy could lower the annual demand for
GPE and TPE electrodes by 10-15% (6-7 tools) and 10-15% (5-6 tools) respectively. The potential
prolongation of time until failure for a portion of the tools was derived through maximum-likelihood
estimation. The PSV electrodes often (>70%) break down before reaching the discarding limit while PSV
tools are also reparable. Hence for PSV electrodes relatively little savings can be made through
prolongation of times until failure (0-5% less annual repairs). However, for GPE and TPE electrodes only
40-50 tools fail irreparably annually. For PSV tools, more than 200 tools are sent to Norma for a repair
annually and most are currently replaced reactively. Therefore applying a predictive maintenance policy
could lead to a much stronger decrease in absolute numbers of reactive replacements for PSV electrodes.
Annual Inventory Saving (Abs.)
Inventory Saving (%)
Annual Maintenance Saving (Abs.)
Maintenance Saving (%)
Annual Decrease in Tools Ordered/Discarded (Abs.)
Decrease in Tools Ordered/Discarded (%)
Total Annual Savings
One-time Investment Saving

GPE

TPE

PSV

63.8%

60.9%

36.0%

60.7%

57.4%

8.1%

13.0%

12.9%

0.0%

Table 37. Potential savings from proposed joint predictive maintenance & inventory control policy

The prolongation of tool lifetime directly leads to (relatively high) savings because it lowers the annual
demand for tools. However, it also indirectly leads to lower optimal reorder levels (and average IOH) and
less maintenance actions. In Figure 29 it appears that the proposed predictive maintenance policy is
profitable for GPE and TPE electrodes no matter the performance of the classification model. A portion of
these savings is then of course due to the prolongation of the tool lifetimes. Consequently part of these
savings could likely also be achieved by a preventive policy that takes it more into account that many tools
(for GPE & TPE) are currently still fine at discarding. This can be done through higher discarding limits.
The savings through more predictive instead of reactive tool replacements are very dependent on the
classification imperfectness. The proposed joint predictive policy quickly becomes less profitable than the
current PCL policy for the PSV electrodes as the TPR and/or FPR worsens (see Figure 29). The proposed
predictive policy is only profitable for PSV tools if the classification model achieves a TPR and FPR
approximately between 80-100% and 0-60%. For all electrodes, a high TPR performance (> 80%) can
permit a poor FPR performance (up to 60-80%) without much change in costs under the optimal policy. In
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fact, at TPR = 100% and FPR = 40% the precision (PPV) is only around 20%, yet the total costs are almost
the same as when PPV = 100%. However as the TPR decreases further it is quite rapidly more optimal to
replace most tools reactively if the classification model also returns false alarms occasionally (FPR > 20%).
It is disadvantageous to use predictions with a very high FPR (> 60-80%) as it triggers many unnecessary
inspections. In Figure 29 the total maximum (i.e. with perfect predictions) savings under the proposed
policy per tool type are once again summarized. Figure 29 and appendix F (optimistic cases) can give an
idea of the savings at more realistic degrees of imperfection in predictions.
Significant savings can also be made percentage-wise (>60%) in inventory holding costs. The absolute cost
savings are relatively low compared to the maintenance costs however. Also, the majority of these savings
can also be achieved without using predictions and rather by using simpler inventory models such as the
ones by Hoefnagels (2016). The potential cost advantage of incorporating predictive maintenance
methods with stocking decisions is hence relatively low for the PCL case study. Adding a data-driven
component to the traditional (R,s,Q) inventory policy adds relatively little value for the PCL case study,
with such a high lead time and big difference between holding costs and tool shortage costs. Nevertheless,
inventory levels can be lowered. Not only does this lead to lower annual holding costs, but it also reaps a
one-time saving in tool orders as the spare parts inventory level is lowered. The addition of predictions is
promising for cases with lower lead times and higher holding costs and/or penalty costs of a tool shortage.

Recommendations
There are a number of recommendations for PCL to improve their maintenance operations, both shortterm and long-term.
Currently many tools (especially GPE and TPE) are discarded unnecessarily early because of the discarding
limits that OTD maintains. Hence it is firstly advisable to get a better understanding of the degradation
behavior of ECM tools and what their average lifetime is. This includes an analysis on when certain types
of tool failures/errors are more likely to occur and when tools start to show signs of wear. To facilitate
such an analysis it would be very valuable to increase the discarding limit and/or simply keep tools in
operation until failure for a significant time period. Another option is to keep tools in operation until failure
in a testing environment after the tools have passed the discarding limit on the actual EK lines. Such a
method can provide valuable observations for the training of prediction models, which can then be used
to design and introduce a predictive maintenance policy. If eventually it is not possible to create a
prediction model with acceptable performance, the information can at least be used to design a more
effective preventive maintenance policy. For the GPE and TPE electrodes these cost savings in the ordering
of tools represent the biggest share in total cost savings.
At the moment no data is available on the physical status of tools before and/or after any maintenance
action. Only maintenance logs (i.e. qualitative data) are maintained for each tool. This complicates the
training of classification (or RUL estimation) models significantly. Such information is crucial for being able
to classify, or at least recognize, how degraded a tool is at an inspection and more importantly, how close
(in time periods) it is to end-of-life status. As a solution, PCL should identify which sections and dimensions
of the tools must be immaculate to guarantee shaver caps of the right quality. Then, based on cost and
practicality considerations, a number of these sections and dimensions are selected to be registered
during inspections through for example measurements and/or pictures. A final, ideal, step could be the
introduction of a method to track tool status while it is in operation. This reduces the necessity for
inspections.
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There is little visibility on what the exact values are of the various cost parameters. Currently, relatively
simple rules are used to estimate the costs of for example a tool inspection and a tool shortage. The
sensitivity analysis showed that the difference between costs of a reactive and predictive replacement can
have large effects on the optimal predictive maintenance policy and the corresponding cost savings. In the
base case the estimated cost difference between a reactive and predictive replacement causes the optimal
policy to be to simply replace all tools reactively at quite mediocre levels of prediction imperfectness
already. It was already mentioned in section 4.3 that a reactive replacement is primarily more expensive
because it requires a quality inspection (of shaver caps) and sometimes the scrapping of a product batch.
It is therefore advisable to keep track of how often (and how many) products must be scrapped after
reactive replacements. Not for all cost parameters a highly accurate estimation is required however. The
estimated difference in holding costs and tool shortage costs is so large that a fill rate higher than 99.99%
is always optimal. For these cost parameters exact values are thus of lesser importance.
For this specific case study it was found that the largest part of the savings in inventory control of spare
parts can be achieved already through an inventory policy without a data-driven (predictive) component.
Considering the (imperfect) predictions for the ordering decision leads to almost the same optimal average
IOH, but with a slightly lower probability of tool shortages. The optimal and recommended average IOH
for the current PCL policy is therefore almost the same as for the proposed policy. The optimal and
recommended average IOH levels are given in Table 38. The difference between the optimal and
recommended levels is that the latter acknowledges that every now and then (<15%) the EK03 line is used
while the former is optimal if only the EK01 line is used. Additionally it is also recommended to always give
priority to PSV tools in stock that have been repaired most often when a PSV electrode must be installed,
to prevent a lot of tools failing in the same period. The ordering decision for PSV tools should consider the
amount of remaining repair cycles for the tools still in operation and stock, as Hoefnagels (2016) proposes.
GPE

TPE

30.23 31.53
10.53 11.57
17.49 17.59
Table 38. Optimal and recommended IOH for proposed predictive policy

Current policy
Proposed policy (Optimal)
Proposed policy if EK03 is included (Recommended)

PSV
38.49
23.00
28.03

Due to the limited impact of the data-driven component on the optimal average IOH, PCL should focus on
creating a prediction method that gives results that are most useful for scheduling maintenance activities.
If this leads to a prediction method with a prediction horizon that allows for integration of predictions in
the inventory policy as well, this is a plus. However if the classification performance shows an
improvement in (especially) TPR or FPR of only a couple percent for a prediction horizon significantly lower
than a week, it is already beneficial to use this prediction method instead and simply retain a (R,s,Q)
inventory control policy.
PCL must carefully consider, per tool type, which performance metrics are most important when training
prediction models for upcoming tool failures. For this case study, the results indicate that during the
development of prediction models it is (much) more important to have a good true positive rate than a
good false positive rate. The model should therefore be as good as possible in predicting actual tool failures
and this can be at the expense of moderately lesser performance in avoiding false alarms. Especially for a
multi-period prediction horizon, and thus multiple predictions per period, a false alarm every now and
then is not a big problem. Additionally a false alarm has less expensive consequences than not detecting
an upcoming tool failure (unnecessary inspection vs. reactive replacement). Actually, at a precision of only
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20% the costs under the optimal policy are almost identical to the costs at a precision of 100% for the GPE
and TPE electrodes. The approximate imbalance between observations of failures and non-failures is also
important however. In the PCL case there are generally far more observations of non-failures than failures.
Thus if the FPR becomes higher than 60-80% the amount of false alarms starts increasing drastically, and
with it the amount of unnecessary inspections (and costs).
Although the absolute savings in this specific case are not that significant, while required investments in
training, testing and validating the required prediction models can be high, the proposed model is very
generalizable. PCL can use similar predictive polices or at least a similar approach for a variety of
manufacturing tools in a variety of processes (e.g. injection molding and EDM). As such, this study provides
a blueprint on how to determine the potential of using predictions of tool failures for many tool types. For
PCL it is thus useful to use the taken approach (including the steps taken in chapter 3) and simulation
model to map potential cost savings per tool type. Then PCL can determine for which tools it is most
profitable to create prediction models, to experiment with more data-driven tooling policies. It is also
advised to collect examples of best and worst practices as multiple models are trained and tested. Such
examples must include a thorough explanation of the available data (observations and features) and its
specific characteristics. Then returns on investments can become very significant.
Lastly recommendations have already been given by Wang (2016) and Zhang and Wouters (2016) on how
to enable the training of better prediction models. Their recommendations are still applicable.

6.2 Reflection
Scientific contributions
This thesis adds to the literature in a number of ways. First of all it adds to the overall literature on joint
predictive maintenance and inventory control of spare parts. As mentioned in the literature review, this is
a relatively new area of research. This paper looks how the same available predictions can be used for
both scheduling maintenance actions and orders for new tools. The added value is shown, although in this
case study the value is mainly added on the maintenance aspect. It should be noted that the parameter
values (especially order lead time) make the PCL case study less appropriate to use information on
incoming tool orders for scheduling maintenance. The information on upcoming tool failures (and thus
maintenance) is used for scheduling orders however.
Secondly it adds to the literature on imperfect ADI. The majority of existing literature on joint predictive
maintenance and inventory control assumes perfect knowledge and visibility on how the degradation of
tools evolves over time. Based on this degradation pattern, predictions are made on when tools will fail or
pass a certain failure threshold. In this case study the degradation of tools is not completely visible. There
is only visible data on various process and product quality parameters. These parameters are used to
estimate and/or predict the degradation status of the tool itself. This prediction can be wrong (imperfect)
however and in this report we look at how this imperfectness affects the optimal policy and the total costs.
Lastly, the thesis shows how adding a data-driven component to conventional, theory-driven, policies can
add value. Here the tools expected to still be operational at the next review period, 𝐸[𝑂𝐾]𝑡+𝑅𝑜 , is added
to the inventory position, 𝐼𝑃𝑡 , which is compared to the reorder level 𝑠. By adding this data-driven or
predictive component, orders for new tools can be postponed depending on the estimated degradation
status of tools currently in operation. Thus the arrival of tools can be made more just-in-time. The same
approach could maybe have similar advantages in many other areas in operations research.
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Business contributions
In this study a policy is designed to use imperfect predictions to schedule both maintenance actions and
tool orders. More importantly to PCL however, an approach is provided on how to determine the potential
of using predictions of tool failures for both maintenance and inventory control polices. PCL is actively
seeking to implement predictive maintenance and more data-driven policies, but still a lot of steps need
to be taken. This includes deciding on for which tool types it makes most sense to implement predictive
maintenance policies. The approach and simulation model is quite general and can easily be adapted to
other tool types. PCL uses a vast array of manufacturing tools and with the provided simulation model PCL
can efficiently determine for which tools the potential is highest. It also indicates which types of
data/information is necessary to introduce a predictive maintenance policy. Lastly this study gives an
overview of the issues that must be addressed when moving from preventive to predictive maintenance.

Limitations
To be able to interpret the results and conclusions from this report justly, the limitations must be kept into
account. The most important limitations in this case are in the model itself and its assumptions. One of the
limitations is that in this model we do not distinguish between different types of tool failure (e.g. wear or
a short-circuit) in the predictions. All types of tool failures are considered to be equally predictable. It is
more likely that in reality some types of failures may be very predictable while others are completely
unpredictable. There was currently too little information to incorporate it in the model. It does however
mean that the way that we characterize the imperfectness in predictions in the simulation model is not
exactly compatible with the practical case.
As mentioned a number of times, a number of the cost parameters were estimated with moderate to high
uncertainty. Although the sensitivity of the most important and uncertain cost parameters was analyzed,
the actual savings in especially maintenance actions can still only be estimated to a limited extent. The
same goes for some other parameters, such as 𝑤𝑙𝑖𝑚 . In reality it is likely that it is not always possible to
detect at an inspection that the tool will fail within a number of time periods.
The model optimization method also has a limitation, as simulation does not necessarily return the optimal
solution. Especially with so many randomly generated variables. It can only give some sense of statistical
significance through confidence intervals. Simulation also does not provide error bounds on how close the
solution from the simulation is maximally from the actual optimal solution. Additionally methods for
transient simulation optimization, in this case the R-BEESE algorithm, tend to have some bias leading them
to under or overestimate some of the decision variables (Nelson, 2010).
Furthermore, there is also a limitation in the taken approach. Both the current PCL inventory control and
preventive maintenance policies appear to be far from optimal already. Significant savings can already be
achieved by maintaining the current policies but (re-)optimizing the decision variables (e.g. the reorder
levels and inspection/discarding limits). To take this into account, the inventory control aspect of the
proposed data-driven policy is also compared to the current (R,s,Q) inventory policy with optimized
decision variables (in extension 2). The maintenance aspect of the proposed policy is only compared to the
current preventive maintenance policy at PCL however. Hence it is possible that the savings in
maintenance costs are not solely due to the added value of the predictions, but also partially because the
inspection/discarding limits are not set optimally in the current preventive maintenance policy.
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Future Research
For future research, first of all a number of the mentioned limitations could be addressed. Of these, it
could especially be interesting to see how the optimal policy changes when a portion of tool failure types
is less predictable than other tool failure types. This is likely more realistic. It would also be very useful to
compare the maintenance aspects of the proposed policy to the optimal solutions of other preventive
maintenance policies. An example of this could be the current preventive maintenance policy but then
with optimized inspection and discarding limits. In this way the added value of the predictive component
in the maintenance policy relative to a preventive maintenance policy can be analyzed more fairly.
The results suggest that adding a predictive or data-driven component to a theory-driven inventory policy
such as the (R,s,Q) policy can lead to lower costs. The parameters of the case study are not ideal however
for maximizing these cost savings. It would be interesting to see how much value the data-driven
component can add when the order lead time is close to, equal to or even lower than the prediction
horizon (𝜏𝑢 ). Because of this high order lead time and the large difference between the holding costs and
penalty costs for a tool shortage, there is also no apparent pattern between the optimal reorder level and
the imperfectness in predictions (see for example Table 28). Some interesting insights might be gained
with a (much) lower order lead time and smaller difference between holding and shortage penalty costs.
Perhaps the optimal reorder level then turns out to be dependent on the degree of imperfectness.
Lastly it would also be interesting to see how including the known PPV and FOR probabilities in the
aggregate of predictions, 𝑃̂𝐴𝐺𝐺(𝑚,𝑡) , can improve the savings in maintenance costs at higher levels of
prediction imperfectness. Under the currently proposed setup, only the value of imperfect predictions of
tool failures (𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑚,𝑖 = 1) is acknowledged. Also utilizing the information that comes from
imperfect predictions of non-tool failures (𝑃𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛𝑚,𝑖 = 0) should add extra value. This can be done
by presenting each prediction as a probability of upcoming tool failure (based on PPV and FOR) rather than
only a 1 or 0. A similar approach is taken for calculating 𝐸[𝑂𝐾]𝑡+𝑅𝑜 , which is included in the IP.

71

7. Bibliography
van Aken, J. E. (1994). De bedrijfskunde als ontwerpwetenschap - de regulatieve en de reflectieve cyclus.
Bedrijfskunde : Tijdschrift voor Modern Management, 66(1), 16-26.
van Aken, J.E., Berends, H. & van der Bij, H. (2007). Problem-solving in Organizations (1st ed.). Cambridge,
UK: Cambridge University Press.
Andradóttir, S., & Prudius, A. (2009). Balanced Explorative and Exploitative Search with Estimation for
Simulation
Optimization.
INFORMS
Journal
On
Computing,
21(2),
193-208.
http://dx.doi.org/10.1287/ijoc.1080.0309
Bertrand, J., & Fransoo, J. (2002). Operations management research methodologies using quantitative
modeling. International Journal Of Operations & Production Management, 22(2), 241-264.
http://dx.doi.org/10.1108/01443570210414338
van Donselaar, K., & Broekmeulen, R. (2013). Determination of safety stocks in a lost sales inventory
system with periodic review, positive lead-time, lot-sizing and a target fill rate. International Journal Of
Production Economics, 143(2), 440-448. http://dx.doi.org/10.1016/j.ijpe.2011.05.020
Elwany, A., & Gebraeel, N. (2008). Sensor-driven prognostic models for equipment replacement and spare
parts inventory. IIE Transactions, 40(7), 629-639. http://dx.doi.org/10.1080/07408170701730818
Eruguz, A., Jemai, Z., Sahin, E., & Dallery, Y. (2013). Cycle-Service-Level in Guaranteed-Service supply
chains. 2013 5Th International Conference On Modeling, Simulation And Applied Optimization (ICMSAO).
http://dx.doi.org/10.1109/icmsao.2013.6552572
Hoefnagels, R. (2016). Defining The Optimal Inventory Policy for Tools in the ECM Production Line of Philips
Consumer Lifestyle (Bachelor of Science). Technical University of Eindhoven.
van Horenbeek, A., Buré, J., Cattrysse, D., Pintelon, L., & Vansteenwegen, P. (2013). Joint maintenance and
inventory optimization systems: A review. International Journal Of Production Economics, 143(2), 499-508.
http://dx.doi.org/10.1016/j.ijpe.2012.04.001
van Horenbeek, A., & Pintelon, L. (2015). A Joint Predictive Maintenance and Inventory Policy. Lecture
Notes In Mechanical Engineering, 387-399. http://dx.doi.org/10.1007/978-3-319-09507-3_34
van Horenbeek, A., Pintelon, L., Scarf, P., & Cavalcante, C. (2013). On the use of predictive information in
a joint maintenance and inventory policy. Safety, Reliability And Risk Analysis, 983-990.
http://dx.doi.org/10.1201/b15938-144
Kiang, M. (2003). A comparative assessment of classification methods. Decision Support Systems, 35(4),
441-454. http://dx.doi.org/10.1016/s0167-9236(02)00110-0
Kubat, M., Holte, R., & Matwin, S.
http://dx.doi.org/10.1023/a:1007452223027

(1998).

Machine

Learning,

30(2/3),

195-215.

Law, A. (2015). Simulation modeling and analysis (5th ed.). New York, NY: McGraw-Hill Education.
Li, R. & Ryan, J. (2010). A Bayesian Inventory Model Using Real-Time Condition Monitoring Information.
Production And Operations Management, 20(5), 754-771. http://dx.doi.org/10.1111/j.19375956.2010.01200.x
72

Lin, X., Basten, R., Kranenburg, A., & van Houtum, G. (2017). Condition based spare parts supply.
Reliability Engineering & System Safety. http://dx.doi.org/10.1016/j.ress.2017.05.035
Louit, D., Pascual, R., Banjevic, D., & Jardine, A. (2011). Condition-based spares ordering for critical
components. Mechanical Systems And Signal Processing, 25(5), 1837-1848.
http://dx.doi.org/10.1016/j.ymssp.2011.01.004
Mitroff, I., Betz, F., Pondy, L., & Sagasti, F. (1974). On Managing Science in the Systems Age: Two
Schemas for the Study of Science as a Whole Systems Phenomenon. Interfaces, 4(3), 46-58.
http://dx.doi.org/10.1287/inte.4.3.46
Nelson, B. (2010). Optimization via Simulation Over Discrete Decision Variables. Risk And Optimization In
An Uncertain World, 193-207. http://dx.doi.org/10.1287/educ.1100.0069
Olde Keizer, M., Teunter, R., & Veldman, J. (2017). Joint condition-based maintenance and inventory
optimization for systems with multiple components. European Journal Of Operational Research, 257(1),
209-222. http://dx.doi.org/10.1016/j.ejor.2016.07.047
Papa, G., Zurutuza, U., & Uribeetxeberria, R. (2016). Cyber Physical System based proactive Collaborative
Maintenance. 2016 International Conference On Smart Systems And Technologies (SST).
http://dx.doi.org/10.1109/sst.2016.7765654
Sokolova, M., & Lapalme, G. (2009). A systematic analysis of performance measures for classification tasks.
Information Processing & Management, 45(4), 427-437. http://dx.doi.org/10.1016/j.ipm.2009.03.002
van Strien, P. J. (1997). Towards a methodology of psychological practice - The regulative cycle. Theory &
Psychology, 7(5), 683-700.
Topan, E., Tan, T., van Houtum, G. J. J. A. N., & Dekker, R. (2016). Using imperfect advance demand
information in lost-sales inventory systems. (BETA publication: working papers; Vol. 512). Eindhoven:
Technical University Eindhoven.
Wang, F. (2016). Analyzing Machine Data for Predictive Maintenance of Electro Chemical Machining
Electrodes (Master of Science). Technical University of Eindhoven.
Wirth, R., & Hipp, J. (2000). CRISP-DM: Towards a standard process model for data mining. Proceedings of
the 4th International Conference on the Practical Applications of Knowledge Discovery and Data Mining,
29–39.
Xie, J., & Wang, H. (2008). Joint Optimization of Condition-Based Preventive Maintenance and Spare
Ordering Policy. 2008 4Th International Conference On Wireless Communications, Networking And
Mobile Computing. http://dx.doi.org/10.1109/wicom.2008.1468
Zhang, L., & Wouters, K. (2016). An Preliminary Study on Predicting Remaining Useful Life of Electro
Chemical Machining Electrodes.

73

8. Appendices
Appendix A – Methodologies from literature

Figure 39. Regulative cycle by van Strien (1997)

Figure 40. Operations research methodology by Mitroff et al. (1974)
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Appendix B – Discarding limits
Appendix B summarizes the overall discarding limits over the whole of 2015 and 2016 for the EK lines.
The discarding limit that was set as target (t) by the maintenance department, as well as the average
actual (a) amount of caps that tools produced before failure, are indicated.

Figure 41. Actual & target discarding limits for electrodes (2015)

Figure 42. Actual & target discarding limits for electrodes (2016)
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Appendix C – Cullen & Frey graphs for tool life distributions
In appendix C the Cullen and Frey graphs are presented. These were obtained while searching for the
distribution that fitted times until failures of the various tools best. The graphs were generated in R using
the ‘fitdistrplus’ package.

TPE Electrodes

Figure 43. (a) Cullen & Frey graph TPE 'Defect' distribution

(b) Cullen & Grey graph TPE 'Limit' distribution

GPE Electrodes

Figure 44. (a) Cullen & Frey graph GPE 'Defect' distribution

(b) Cullen & Grey graph GPE 'Limit' distribution
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PSV Electrodes

Figure 45. (a) Cullen & Frey graph PSV 'Defect' distribution

(b) Cullen & Grey graph PSV 'Limit' distribution
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Appendix D – Results legend
All the preliminary and final results are summarized in a similar fashion. Also the extensions and the results
from the sensitivity analysis. The simulation results are presented in the format in Figure 46, per different
combination of recall and fall-out performance that was considered. First the approximate optimal policy
was derived by using the R-BEESE algorithm. This optimal policy was then simulated 1000 times to get
estimates of the population mean for the most important outputs (avg. total cost, orders, inspections,
predictive replacements, reactive replacements and repairs) with 95% confidence intervals. A fill rate of
>99% means that the fill rate is higher than 99.9%, >>99% means that it is higher than 99.99% and with
100% there was no shortage at all in 1000 simulations with a 1-year simulation horizon.

Legend
Optimal Policy (R,s,Q,I)
Avg. Total Cost
Fill Rate
Avg. Inventory-On-Hand
Avg. Total Ordered
Avg. Total Inspections
Avg. Total Predictive Replacements
Avg. Total Reactive Replacements
Avg. Total Repaired
Figure 46. Legend for results interpretation

A 95% confidence interval was calculated to estimate the population mean for each relevant simulation
output. This population mean 𝜇 (and confidence interval) was calculated as follows (Law, 2015):
𝜇 = 𝑥̅ ± 𝑡𝑛−1,1−𝛼/2

𝑠
√𝑛

Here 𝑥̅ is the sample mean of the variable, 𝑠 is the sample standard deviation and 𝑛 is the amount of
replications. The amount of replications was equal to 1000 in each simulation, while 𝑡𝑛−1,1−𝛼/2 is equal to
1.96 with 𝛼 = 0.05. In the results the sample means and the 95% confidence intervals are indicated.
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Appendix E – Preliminary results
See appendix D for an explanation on how to read the results.
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Figure 47. Preliminary results

79

Appendix F – Final results base case
See appendix D for an explanation on how to read the results.
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Figure 48. GPE conservative base case
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Figure 49. GPE optimistic base case
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Figure 50. TPE conservative base case
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Figure 51. TPE optimistic base case
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Figure 52. PSV conservative base case
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Figure 53. PSV optimistic base case
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Appendix G – Extensions
See appendix D for an explanation on how to read the results.
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Figure 54. Predictive maintenance policy with current PCL inventory control policy (GPE)
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Figure 55. Proposed (R,s,Q,I) policy with s = 32 (GPE)
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Figure 56. Optimal (R,s,Q) policy without data-driven component (GPE)
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Figure 57. Proposed (R,s,Q,I) policy with R = 3 shifts (GPE)

85

20%

40%

Recall

60%

80%

100%

0%

20%

Fallout
40%

60%

80%

(7,15,8,0.25)

(7,16,8,0.65)

(7,15,8,0.85)

(7,17,8,0.95)

(7,16,8,0.95)

>99%
22.56 +/- 0.05
>>99%
23.55 +/- 0.06
>99%
22.61 +/- 0.05
>>99%
24.62 +/- 0.06
>99%
23.60 +/- 0.06
16.15 +/- 0.07 125.50 +/- 1.22 16.14 +/- 0.06
0.83 +/- 0.10
16.12 +/- 0.06
1.92 +/- 0.15
16.18 +/- 0.07
9.33 +/- 0.35
16.22 +/- 0.08 218.71 +/- 2.27
54.22 +/- 0.40 175.93 +/- 0.83 0.06 +/- 0.02 226.66 +/- 0.89
0 +/- 0
226.83 +/- 0.87
0
226.51 +/- 0.91
0
226.87 +/- 0.84
230.16 +/- 0.87
226.72 +/- 0.89
226.83 +/- 0.87
226.51 +/- 0.91
226.87 +/- 0.84
(7,17,8,0.35)
(7,17,8,0.5)
(7,15,8,0.9)
(7,16,8,0.95)
(7,18,8,0.95)
>99%
24.48 +/- 0.06
>>99%
24.59 +/- 0.06
>99%
22.54 +/- 0.05
>>99%
23.57 +/- 0.06
>>99%
25.55 +/- 0.05
16.18 +/- 0.07 229.88 +/- 1.42 16.18 +/- 0.07 122.09 +/- 1.37 16.15 +/- 0.07
2.67 +/- 0.16
16.10 +/- 0.06
9.85 +/- 0.37
16.10 +/- 0.06 223.56 +/- 2.29
100.58 +/- 0.49 132.19 +/- 0.80 36.54 +/- 0.35 191.55 +/- 0.90 0.16 +/- 0.02 226.18 +/- 0.90 0.02 +/- 0.01 226.24 +/- 0.87 0.02 +/- 0.01 226.33 +/- 0.89
232.77 +/- 0.91
228.09 +/- 0.90
226.35 +/- 0.91
226.26 +/- 0.87
226.34 +/- 0.89
(7,15,8,0.5)
(7,13,8,0.55)
(7,16,8,0.8)
(7,20,8,0.95)
(7,20,8,1)
>99%
22.50 +/- 0.06
>99%
20.56 +/- 0.05
>99%
23.57 +/- 0.05
>>99%
27.54 +/- 0.05
>>99%
27.53 +/- 0.05
16.19 +/- 0.08 168.91 +/- 0.95 16.19 +/- 0.08 148.17 +/- 1.06 16.14 +/- 0.06 55.52 +/- 0.83 16.18 +/- 0.07 12.66 +/- 0.44 16.20 +/- 0.08 240.17 +/- 2.39
102.96 +/- 0.48 129.24 +/- 0.81 73.82 +/- 0.41 156.74 +/- 0.85 18.38 +/- 0.25 209.01 +/- 0.88 0.73 +/- 0.05 225.67 +/- 0.87 1.00 +/- 0.06 225.36 +/- 0.86
232.20 +/- 0.91
230.56 +/- 0.89
227.39 +/- 0.88
226.41 +/- 0.87
226.36 +/- 0.86
(7,17,8,0.65)
(7,18,8,0.65)
(7,19,8,0.75)
(7,16,8,1)
(7,14,8,1)
>99%
24.53 +/- 0.06
>>99%
25.51 +/- 0.05
>>99%
26.56 +/- 0.06
>99%
23.59 +/- 0.06
>99%
21.55 +/- 0.05
16.18 +/- 0.07 132.05 +/- 0.59 16.22 +/- 0.08 196.51 +/- 1.07 16.23 +/- 0.08 179.27 +/- 1.28 16.17 +/- 0.07 35.26 +/- 0.64 16.10 +/- 0.06 296.76 +/- 2.62
111.18 +/- 0.45 120.55 +/- 0.78 113.07 +/- 0.45 120.00 +/- 0.80 83.13 +/- 0.42 148.57 +/- 0.83 12.92 +/- 0.22 213.76 +/- 0.90 14.22 +/- 0.23 212.73 +/- 0.89
231.72 +/- 0.89
233.06 +/- 0.92
231.70 +/- 0.90
226.68 +/- 0.90
226.95 +/- 0.89
(7,16,8,0.95)
(7,16,8,0.95)
(7,17,8,1)
(7,18,8,1)
(7,18,8,1)
>>99%
23.54 +/- 0.06
>>99%
23.57 +/- 0.06
>>99%
24.56 +/- 0.05
>>99%
25.51 +/- 0.05
>>99%
25.51 +/- 0.05
16.14 +/- 0.06 120.86 +/- 0.39 16.17 +/- 0.07 122.64 +/- 0.40 16.14 +/- 0.07 133.55 +/- 0.51 16.13 +/- 0.06 188.82 +/- 1.01 16.18 +/- 0.07 568.05 +/- 3.01
120.86 +/- 0.39 105.53 +/- 0.77 121.53 +/- 0.39 106.30 +/- 0.80 122.15 +/- 0.38 107.17 +/- 0.80 123.43 +/- 0.40 108.01 +/- 0.77 125.18 +/- 0.41 109.50 +/- 0.77
226.39 +/- 0.90
227.83 +/- 0.92
229.32 +/- 0.90
231.44 +/- 0.89
234.67 +/- 0.89

Figure 58. Proposed (R,s,Q,I) policy with shorter prediction horizon (PSV)
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Figure 59. Proposed (R,s,Q,I) policy with Q = 4 (GPE)
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Appendix H – Sensitivity analysis
See appendix D for an explanation on how to read the results.
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Figure 60. More parallel machines m (GPE)
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Figure 61. Less parallel machines m (GPE)
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Figure 62. High reactive maintenance cost Cq (GPE)

87

20%

0%

Fallout
40%

80%

(7,17,8,0.3)

(7,17,8,1)

(7,16,8,1)

>99%
34.80 +/- 0.28
5.11 +/- 0.13

10.87 +/- 0.03
13.88 +/- 0.47
36.52 +/- 0.25

>>99%
34.77 +/- 0.28
0

(7,16,8,0.6)

Recall

60%

>99%
34.57 +/- 0.28
0

(7,16,8,1)

9.56 +/- 0.03
50.33 +/- 1.27
41.59 +/- 0.25

(7,16,8,1)

>99%

9.32 +/- 0.03

>99%

9.76 +/- 0.03

>99%

9.75 +/- 0.03

34.31 +/- 0.28
17.45 +/- 0.21

30.16 +/- 0.47
24.32 +/- 0.24

34.72 +/- 0.28
0 +/- 0

0 +/- 0
41.50 +/- 0.24

34.63 +/- 0.28
0 +/- 0

51.76 +/- 1.32
41.56 +/- 0.23

(7,17,8,1)

100%

10.72 +/- 0.03
0
41.55 +/- 0.24

>>99%
34.66 +/- 0.27
37.73 +/- 0.21

10.61 +/- 0.03
37.73 +/- 0.21
3.88 +/- 0.12

(7,18,8,1)
>>99%
34.75 +/- 0.27
37.89 +/- 0.21

11.60 +/- 0.03
41.85 +/- 0.30
3.90 +/- 0.12

(7,18,8,1)
>>99%
11.67 +/- 0.03
35.08 +/- 0.28 182.23 +/- 2.08
38.06 +/- 0.21
3.87 +/- 0.12

Figure 63. Low reactive maintenance cost Cq (GPE)
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Figure 64. High holding cost Ch (GPE)
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Figure 65. High tool shortage cost Cw (GPE)
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Figure 66. High order lead time Lo (GPE)
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Figure 67. Low order lead time Lo (GPE)
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Figure 68. High wear limit Wlim (GPE)
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Appendix I – Typical IOH levels per tool under recommended reorder level

Figure 69. Simulation GPE with recommended (R,s,Q,I) policy (optimistic)

Figure 70. Simulation TPE with recommended (R,s,Q,I) policy (optimistic)

Figure 71. Simulation PSV with recommended (R,s,Q,I) policy (optimistic), (Left: T = 1095, Right: T = 21900)
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