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Abstract
E-tail is characterized by a wide assortment including slow moving items, causing intermittent demand.
An ARIMAX model to estimate future demand of an e-tailer is developed. The demand prediction method
automatically selects the required external features per product, after which an estimation of future
demand is made based on the estimated historic demand and the selected features. Using a simulation
tool the performance of the developed method in terms of operational costs is tested on the data of a
mid-sized e-tailer. The ARIMAX model is found to reduce inventory holding- and ordering costs while the
costs of lost sales remain stable, resulting in a reduction of operational costs for the e-tailer. Based on the
simulation results, the ARIMAX model outperforms a simple ARIMA model, an ELM-ARIMAX hybrid model
and an ELM-ARIMA hybrid model that uses Loess decomposition.
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Management summary
In this master thesis report the findings on demand prediction for a lost-sales inventory system in ecommerce are presented. A case study is performed using the data of Company B, one of the customers
of IMSCorp, the supervising company of this thesis.
Problem statement
Due to the efficient data sharing customers are able to access worldwide e-tail markets, providing e-tailers
with a diverse customer base. Typically an e-tailer fulfills orders from a central warehouse using a shipper,
resulting in a large customer base. This diverse and large customer base presents the opportunity for a
wider assortment and lead to different cost contributions than for a classical retailer. Furthermore it
enables e-tailers to introduce slow-moving items with an intermittent demand pattern in their
assortment, making future demand hard to forecast (Kumar, Tiffany, & Vaidya, 2016; A. A. Syntetos &
Boylan, 2001; Willemain, Smart, & Schwarz, 2004).
IMSCorp is an inventory management software company specialized in inventory optimization in the ecommerce industry. IMSCorp provides its customers, e-tailers in the business-to-consumer segment, with
a forecasting and supply management tool to improve their inventory management decisions. The
IMSCorp algorithm uses the data from the warehouse management system of an e-tailer to generate
automated purchasing advices based on assortment analysis and demand prediction. IMSCorp generates
advices without human interaction and intends to extend its service to automated ordering at suppliers
in the near future. To be able to make this next step, the demand prediction in the algorithm has to be
accurate and robust for all scenarios encountered by e-tailers. Therefore, the following research objective
is defined:
Develop a demand prediction model that is able to handle all demand characteristics encountered in e-tail
to improve the IMSCorp algorithm such that operational results of their customers will be enhanced.
External data collection
A tool to collect external data is built as part of this project. Both general external data and product specific
external data is collected, product specific data is linked to products based on the EAN code retrieved
from the warehouse management system of Company B. Based on interviews with multiple e-tailers and
input from IMSCorp, the following types of external data are considered:
• Competitor actions
• Review information
• Product categories
• Weather information
• Weekend and weekdays
• Pageviews on the e-tailer’s website
From the collected data, combined with data retrieved from the warehouse management system, 13
features are constructed based on expert judgement of IMSCorp.
Model development
Three different methods to predict future demand are proposed, for the proposed methods two options
are available to handle unobserved lost sales. After introducing the different methods the options to
handle lost sales are discussed.
III

Method A is an ARIMAX model:
A1. Apply feature selection with demand data as target
A2. Select order of ARIMAX model resulting in minimum AIC
A3. Use resulting ARIMAX model to predict future demand
Method B is a hybrid ELM external – ARIMAX model:
B1. Apply feature selection with demand data as target
B2. Split data in train- and test set, where the test set consists of the last 7 days observed
B3. ELM (with 20 repeats) to predict test days using train set
B4. Calculate MASE of obtained ELM
B5. If MASE < 𝜃𝑀𝐴𝑆𝐸 : use ELM model from B3 to obtain demand prediction
If MASE ≥ 𝜃𝑀𝐴𝑆𝐸 : use ARIMAX model (A2) to predict future demand
Method C is a hybrid ELM external – ARIMA based on Loess decomposition:
C1. Decompose demand information in season, trend and remainder using Loess
C2. Apply feature selection with the remainder as target
C3. Predict future trend and season using the ARIMA model that minimizes AIC
C4. Split the remainder in a train- and test set, where the test set consists of the last 7 days
C5. ELM (with 20 repeats) to predict test days of remainder using train set
C6. Evaluate C5 model by calculating MASE, if MASE ≥ 1 repeat C5, if MASE still exceeds 1, select
model with lowest MASE from the two models generated
C7. Predict remainder using resulting ELM model
C8. Find total demand prediction by: predicted season + predicted trend + predicted remainder
The first option to handle unobserved lost sales is currently used in the IMSCorp algorithm. In case a stockout occurs, and thus historic demand for that day is unobserved, the demand is estimated using the
impute demand function. This function imputes estimated demand by imputing the demand on the day
for which the stock-out occurred with the mean observed demand in the previous and coming days. This
estimated historic demand is used as input for the three proposed methods.
The second option to handle lost sales is to directly estimate future demand based on historic (observed)
sales and stock-out information. In this case the historic sales are used as input for the demand prediction
model, a binary variable indicating whether a stock-out occurred is included in the model. To directly
estimate the future demand, the future value of this binary is set to 0 (no stock-out). This approach is
suitable for method A and B. However, it is not useful for method C due to the decomposition.
To test the performance of the different methods, the effect on the operational costs and the fill rate is
compared. The operational costs are given by:
Operational costs = ordering costs + inventory holding costs + lost sales costs
Case study
A case study on the data of Company B, an e-tailer that sells a wide range of products from a central
warehouse, is performed. A simulation over a 64-day interval is used to test the performance of the
proposed methods. In order to know the real demand during the simulation all products that faced a
stock-out during the simulation period are removed, resulting in a set of 595 products out of the 864 that
are in scope of the project. Since filtering products that faced a stock-out in reality reduces the probability
of lost sales in the simulation, and thus reduces the costs of lost sales, the simulation results are validated
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using the full set of 864 products. In this validation the demand, on which the sales and lost sales are
based, is estimated using the impute demand function.
The case study results show that the operational results barely change in case all future demand is
assumed to be known (perfect forecast) in the tactical model. Therefore, only the demand prediction
method in the operational model is considered.
Method A, using the estimated historic demand as input, outperforms all other methods in terms of
operational costs. Further, none of the proposed methods outperforms method A in terms of fill rate.
Using sales- and stock-out data to directly estimate future demand is only tested for method A, since this
method outperformed the other methods when estimated demand is used as input. From the results it is
concluded that using the impute demand function to estimate historic demand results in better
performance than directly estimating demand based on sales- and stock-out information for method A.
Due to long computation times method C was first tested using estimated demand as input for the first
16 days of the simulation. Based on extreme ordering behavior in these 16 days method C is considered
inferior to method A and is not further investigated.
The validation confirms the results of the simulation. While the costs of lost sales remain stable under the
different methods, method A results in the highest decrease in ordering- and inventory holding costs.
A summary of the case study results is presented in Table 1.
Table 1: results case study

Benchmark (current)
Perfect tact. & operat.
Perfect operational
Method A – est. demand
Method B – est. demand
Method B – est. demand
ARIMAX – sales/stock-out

Costs (€)
Rel. to
Fill rate
benchm.
(%)
lost sales inventory ordering
total
36.29
2733.78
380.81
3150.88
99.05
155.93
2627.29
203.52
2986.74
-5.21%
98.09
151.78
2631.49
213.10
2996.37
-4.90%
98.23
29.81
2664.59
388.30
3082.70
-2.16%
99.18
29.81
3737.20
1816.35
5583.36
+77.20%
99.18
241.17
2833.81
772.52
3847.50
+22.11%
97.41
241.17
2654.22
721.66
3617.05
+14.79%
97.41

Conclusion
Method A, using estimated demand as input, results in a reduction in ordering- and inventory holding
costs of about 50% of the possible reduction by only changing the demand prediction method. While
operational costs could be reduced further by reducing the cost of lost sales, the validation shows all
proposed methods result in comparable costs of lost sales as the benchmark method.
To implement demand prediction method A, it is recommended to IMSCorp to start external data
collection for all customers using the data collection tool. After data collection, method A is easily
implemented in the algorithm. When more than a year of external data is available, it is recommended to
reconsider method B and C.
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1. Introduction
Since the first application of e-business in the early 1970’s, it became accessible for more and more
organizations. With the introduction of the World Wide Web in the 1990’s the term e-commerce was
introduced (Turban, King, Lee, Liang, & Turban, 2015). Due to the increased accessibility of the internet
for consumers in the last decade companies started to conduct business-to-consumer transactions
through e-commerce, marking the emerge of electronic retail (e-tail).
Nowadays e-tail is a big market, with a revenue of $322 billion in 2016 in the U.S. alone. With forecasted
revenues of $459 billion in 2020 the e-tail market is only expected to grow (Statista, 2017a). The European
B2C e-commerce turnover increased with 16.5% to €530 billion in 2016. For 2017 an increase of 13.5% is
forecasted, resulting in an estimated turnover of €602 billion(Ecommerce Europe, 2017). This growth
expectation also holds for the worldwide e-tail market, with a revenue that grew with 23.7% to $1,915 in
2016. Following this trend the Global e-tail sales are expected to grow to $4,058 billion in 2020 (Statista,
2017b).
According to Deloitte (2017) this continuing growth of e-commerce is one of the main retail trends of
2017. By providing businesses with new channels for the marketing and sales of goods and services, this
growth will have a continuing effect on the traditional offline market (Deloitte, 2017; Gunasekaran, Marri,
McGaughey, & Nebhwani, 2002). Qin (2009) speaks of e-commerce as the most significant revolution of
the last few years, because of the opportunities it provides to business to achieve more economical results
and its impact on everyday life. This relatively new online channel provides businesses with new
challenges, due to the impact of e-commerce on the supply chains of many products (Johnson & Whang,
2002; Kumar et al., 2016). Access to worldwide customers combined with central warehouses instead of
retail stores, gives e-tailers the opportunity for a wider assortment and it leads to a different cost
structure, logistical requirements and profit contributions. Another result of the wider assortment is the
introduction of more slow-moving products with an intermittent demand pattern, causing new challenges
in predicting future demand (A. Syntetos, Boylan, & Croston, 2005; Willemain et al., 2004).

1.1 Company description
This project is conducted at an Inventory Management Software company, IMSCorp, specialized in
inventory optimization for the e-commerce industry. Current customers of IMSCorp are e-tailers in the
business-to-consumer segment. IMSCorp provides its customers with a forecasting and supply
management tool tailored to the characteristics encountered in e-tail to improve their inventory
management decisions.
The in-house developed algorithm automatically determines the required inventory levels and provides
customers with daily purchasing advises to reach these inventory levels efficiently. The module created
by IMSCorp connects to the warehouse management system (WMS) used by the e-tailer and collects the
data that is needed. A forecast and assortment analysis are used to generate an automated purchasing
advice, further a dashboard is provided to display different key performance indicators (KPI’s) to the etailer. The decision making tool helps e-tailers to reduce inventory and at the same time reduce the
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number of lost sales. Lower inventory levels result in lower inventory costs and less lost sales will result
in a higher revenue, both effects directly influence the operating income of an e-tailer.
IMSCorp sells the decision making tool in multiple service packages including implementation and
support, dependent on the package chosen. Customers pay a monthly fee to use IMSCorp’s services. The
customer base of IMSCorp mainly consists of e-tailers with one central warehouse that delivers products
for their entire service area, which consists of the Netherlands in most of the cases.
Company B
For the case study performed in this project the data of Company B is used, one of IMSCorp’s customers.
Company B is an e-tail company that sells products through over 300 web shops from one central
warehouse. The assortment of Company B’s web shops consist of a wide range of products consisting of
tools, household appliances, beauty products, fitness gear, electronics and gadgets. These products are
being sold in the Netherlands, Germany and Belgium, Company B’s main market however is the
Netherlands. All orders are fulfilled from a single warehouse located in the Netherlands.
The data of Company B is available at IMSCorp through a connection to Company B’s WMS, Picqer. The
WMS helps managing the sales and warehouse information of Company B. Since the introduction of Picqer
on 21-10-2015 the sales-, and stock data of Company B are stored and available to IMSCorp.

1.2 Motivation of project
Due to the fast, still continuing growth in the past decades e-tail is now a serious competitor to traditional
retail channels (Gunasekaran et al., 2002). The competition e-tailers face, however, is not decreasing.
While existing e-tailers keep on growing, for example Coolblue’s revenue grew with 54% in 2016
(Financieel Dagblad, 2016), traditional retailers move towards e-tail too. In this competitive market where
customers can easily compare prices, customers demand high service levels and low prices. The
characteristics of e-tail on the other hand, such as a broader assortment including slow-moving items,
make it harder to predict future demand accurately.
To be able to make a profit while selling thousands of product from stock, a certain level of automated
inventory control is needed. And while a large e-tailer could decide to build an inventory control tool inhouse, one of the unique selling points of IMSCorp is that their algorithm is continuously being improved.
Furthermore, especially for mid-size e-tailers the in-house development of such a tool is infeasible due to
the high costs.
The future demand of an item is the basis for decisions in a replenishment system, thus future demand
forecasting plays a crucial role in supply chain management (Aburto & Weber, 2007). An effective forecast
is important for understanding the market situation and the competition, production planning and
distribution (Ren & Choi, 2016). In the algorithm of IMSCorp demand prediction, combined with factors
as the required service level, ordering costs, inventory costs and opportunity cost of capital, is the basis
of the purchasing advice. In the tactical model the demand prediction is used to determine the order
quantity time, review periods and safety times, which affect the inventory control decisions and thus
operating income in multiple ways. These values, combined with a daily forecast, are used as input in the
operational model to generate the purchase advice. IMSCorp generates their advices without human
interaction and intends to include automated ordering at suppliers into their module in the near future,
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removing all human interaction from the ordering process. For this step to be successful, the predicted
demand has to be accurate and robust for all scenarios an e-tailer encounters.
The quality of the demand prediction affects the operational income in multiple ways:
The demand prediction in the tactical level determines the economic order quantity (EOQ), the order
quantity that minimizes the operational costs, review periods and safety times, through which operational
income is affected in multiple ways. First, an EOQ that is set too high causes higher inventory costs, while
an EOQ that is set low will lead to higher ordering costs or lost sales costs. The review period determines
the number of ordering possibilities, thus effects the holding cost, the ordering cost and possible decrease
in profit due to lost sales. Since the safety time is used to determine the safety stock in the operational
level, a safety time that is off can either cause extra inventory costs and possible extra ordering costs or
can lead to lost sales.
Similar to the tactical model, operating income is directly affected by the demand forecast in the
operational model. Combined with the output of the tactical model, the demand forecast is used to
determine the order-up-to level. When actual demand is lower than the forecasted demand the orderup-to level will be set too high, resulting in higher inventory costs. A demand prediction that is lower than
the actual demand on the other hand will result in extra ordering costs or loss of profit due to lost sales.
The goal of this project is to improve the demand prediction in the IMSCorp algorithm by getting insight
in:
• The performance of the current demand prediction method
• The effect of the demand prediction on operational income
• The possible overall improvement by a more accurate demand prediction
Based on these insights a new demand prediction model is proposed. Using a simulation tool the effect of
the new demand prediction model on inventory control and the resulting costs are determined.

1.3 Thesis outline
In this introduction chapter a general introduction, an introduction of IMSCorp and Company B and the
motivation of this project are presented. Chapter 2 focusses on the research design followed, including a
literature review, the research objective and the scope of the project. The current situation at IMSCorp is
analyzed in chapter 3. After elaborating on the algorithm of IMSCorp and the current demand prediction
method used, the tool to collect external data is discussed in chapter 4. Furthermore, the collected
external data is analyzed. In chapter 5 the proposed demand prediction methods, the proposed
performance measure and the features constructed using the collected data are introduced. To test the
performance of the proposed methods, a case study is performed in chapter 6. The conclusion of this
research, including the limitations and recommendations to IMSCorp, is presented in chapter 7.
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2. Research design
This chapter elaborates on the design of this project. A review of relevant literature on demand prediction
in e-commerce is provided, followed by the research questions, the deliverables and the scope of this
thesis. The methodology on which this research is based is discussed in section 2.4.

2.1 Literature review
In this section an overview of the literature on demand prediction in e-commerce is presented. First the
characteristics of e-tail that are relevant for demand prediction are discussed. Taking into account these
relevant characteristics, multiple demand forecasting techniques are considered. Besides introducing
several key concepts and summarizing the current research on these topics, this section also supports the
positioning of the contributions made to demand prediction in e-commerce in this project.

2.1.1 E-commerce environment
Electronic retail (e-tail) is characterized by fast and efficient data sharing. Due to the fast and efficient
communication suppliers and vendors are better integrated, which can shorten procurement cycles and
reduce inventory and related inventory costs by making the supply chain more efficient (Gunasekaran et
al., 2002; Qin, Chang, Li, & Li, 2014). Customers are able to access worldwide markets, providing them
access to a wider range of products and more information while their search costs are reduced. The ease
of accessing information and buying products in a worldwide market lead to a different type of customers
for e-tailers (Burt & Sparks, 2003; Grewal, Iyer, & Levy, 2004; Kumar et al., 2016). In e-tail orders are
fulfilled from a central warehouse, by either shipping a product from the e-tailer’s warehouse to the
customer or by drop shipping an order from the e-tailer’s
supplier directly to the customer (Ayanso, Diaby, & Nair,
2006; Kumar et al., 2016).

Figure 1: Demand classification (adjusted
from Syntetos, Boylan, & Croston, 2005)

Due to the involvement of the shipper in this process an etailer has a larger service area than a classic retail store,
resulting in a larger and more diverse potential customer
base for the e-tailer. However, the access to worldwide
customers combined with central warehouses instead of
retail stores for an e-tailer presents the opportunity for a
wider assortment, lead to a different cost structure,
logistical requirements and profit contributions. Another
result of the wider assortment is the introduction of more
slow-moving products with an intermittent demand pattern
(Burt & Sparks, 2003; Grewal et al., 2004; Kumar et al.,
2016).

Many challenges in the supply chain and in inventory control for e-tailers arise from the uncertainty in
customer demand (Turban et al., 2015). Demand types can be classified based on their coefficient of
variation and the interarrival times of demand. By doing so Syntetos, Boylan, & Croston (2005) define four
demand categories, as depicted in Figure 1. All demand categories are observed in e-tail, but especially
intermittent demand is hard to forecast (A. A. Syntetos & Boylan, 2001; Willemain et al., 2004).
4

2.1.2 Handling lost sales
In lost sales systems where backorders are not allowed all demand that exceeds inventory on hand, the
physical inventory available in the warehouse, is lost and usually unobserved (Jain, Rudi, & Wang, 2015;
Sachs & Minner, 2014; Silver, Pyke, & Peterson, 1998). Due to unobserved lost sales actual demand is
censored and thus unknown, since only sales are observed. Often historic demand is used as input for
demand prediction models. In a lost sales system this would imply that historic lost sales should be
estimated in order to find historic demand by adding historic sales to the estimated lost sales.
Multiple authors suggest using timing of stock-out events combined with sales data to directly estimate
demand. Jain et al. (2015) successfully use demand arrival times while no stock-outs occur combined with
data on stock-out events to estimate demand in a newsvendor setting. Sachs & Minner (2014) use hourly
sales data to find daily sales patterns combined with stock-out occurrences to directly estimate future
demand by extrapolating the censored observations from uncensored sales observations. Their approach
is successfully tested on retail data, while taking into account external variables.

2.1.3 Demand prediction
The Croston (1972) method predicts intermittent demand by both estimating the interarrival times of
future demand and the demand size separately. While the original method uses single exponential
smoothing to forecast these estimates, many authors considered other options. In this section different
forecasting methods that can both be integrated in this methodology and can be used to predict other
types of demand faced in e-tail are listed. Note that for this project the algorithm of IMSCorp is used,
which relies on an adapted version of the Croston method for intermittent demand.
Traditional models
Hopp & Spearman (2000) define that “time series models predict a future parameter (e.g. demand for a
product) as a function of past values of that parameter (e.g. historical demand)”. Time series models are
frequently used to forecast future behavior for which past results are a good indicator and a strong causal
relationship is not available. Product demand is a common application for time series models (Hopp &
Spearman, 2000).
Exponential smoothing (ES) uses smoothed data and a coefficient from the previous time period to predict
future demand, a trend coefficient and a seasonal component can be added to handle trends and
seasonality. Both Silver et al. (1998) and Thomopoulos (2015) show ES is able to accurately estimate future
demand when demand follows a steady trend. Other authors conclude that ES is not useful to forecast
demand in a retail environment due to its inability to model nonlinear behavior or handle short product
lifecycles (Choi, Hui, & Yu, 2014; Di Pillo, Latorre, Lucidi, & Procacci, 2013).
An autoregressive integrated moving average (ARIMA) model combines moving average with
autoregressive models and uses a difference of order to transform non-stationary data to stationary (Choi
et al., 2014). Several authors conclude that the inability of ARIMA models to capture nonlinear patterns
and outlying observations are problematic in forecasting fashion retail demand (Choi et al., 2014; Wong
& Guo, 2010). Other authors show that variants of ARIMA models that are modified to handle seasonality
are outperformed by machine-learning based models in forecasting demand in environments with noisy
and random demand (Au, Choi, & Yu, 2008; Liu, Choi, Hui, & Ng, 2013). Vagropoulos, Chouliaras, Kardakos,
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Simoglou, & Bakirtzis (2016) show that adding external regressors to an ARIMA model increases demand
prediction accuracy.
Machine learning models
Machine learning is a form of Artificial Intelligence which infers structures from a given data set by using
algorithms (Claveria, Torra, & Monte, 2016). A main advantage of machine learning techniques is their
ability to derive nonlinear approximation functions directly from the data in an efficient way to model
irregular demand more precisely (Di Pillo, Latorre, Lucidi, & Procacci, 2016; Liu et al., 2013).
Neural networks (NN) are self-adaptive data driven models that are capable of performing pattern
recognition tasks for problems that require knowledge that is hard to specify but where enough data
observations are available. The nonlinear nature of neural networks, their data-driven approach and their
ability to infer unseen parts of noisy population data, make them very general and flexible and thus highly
useable in forecasting (G. Zhang, Patuwo, & Hu, 1998). An extreme learning machine (ELM) computes a
model by taking the average outcome of multiple NNs with random threshold values and input weights
to overcome problems as stopping criteria and learning rate that are usually faced when using neural
networks. Liu et al. (2013) and Sun, Choi, Au, & Yu (2008) successfully predict demand in the fashion retail
industry using an ELM.
Kourentzes (2013) successfully uses neural networks to forecast intermittent demand by predicting both
the interarrival times of orders and the order size. In terms of inventory cost, this method outperforms
traditional time series models and the Croston (1972) method.
Hybrid methods
Using a combination of traditional- and machine-learning based models, the limitations of both methods
can be eliminated while using the advantages of both methods.
Aburto & Weber (2007) propose a combination of ARIMA to forecast the original time series and NN to
estimate the error, resulting in a forecast of retailer demand that outperforms traditional time series
models. Other authors conclude that a similar hybrid ARIMA-NN model outperforms both traditional time
series models and machine-learning based models (Khashei & Bijari, 2011; G. P. Zhang, 2003).

2.2 Research objective
The goal of this project is to develop a method to predict future demand in an e-tail environment. By
getting insight in the characteristics of demand in e-tail, multiple prediction methods will be tested. Based
on a literature study, multiple research gaps are identified:
•

•

•

Multiple demand prediction methods are tested in environments that have some characteristics
similar to e-tail. However, no literature is found on the comparison of demand prediction methods
in an e-tail environment.
To measure the accuracy of a demand prediction literature suggests many different standard
forecast measures, which all measure the distance between real- and forecasted demand. None
of them are able to measure the effects on operational income for an e-tailer, while these
implications on operational income are most important to an e-tailer.
Adding relevant external information to the demand prediction method might result in an
increased quality of the demand prediction. The effects of sentiment data such as reviews in
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•

demand prediction are considered in literature (Fan, Che, & Chen, 2017). Other authors consider
using external variables to predict demand in a retail setting (Sachs & Minner, 2014). However,
no literature is found on using product specific external data (e.g. competitor actions) in
combination with general external data (e.g. weather data) in an e-commerce environment.
Directly estimating demand using stock-out information combined with sales data is investigated
in multiple environments including retail. However, no literature is found on this approach in an
e-commerce environment where intermittent demand is often observed.

Based on these research gaps and the motivation of this project, the following research objective is
defined:
Develop a demand prediction model that is able to handle all demand characteristics
encountered in e-tail to improve the IMSCorp algorithm such that operational results of their
customers will be enhanced.
To achieve this objective, the following research questions and sub-questions are defined:
1. How does the demand prediction affect company results through inventory control decisions?
a. What is the performance of the current demand prediction method of IMSCorp?
b. What would the company results be under a perfect demand prediction?
2. What method results in the best demand prediction?
a. What is the best way to take unobserved lost sales into account?
b. What external data should be added to improve prediction performance?
c. What is the resulting performance of the new demand prediction method?
These research questions will be answered throughout this project. Answering the questions requires
understanding the current processes at IMSCorp, constructing a demand prediction method for e-tail that
can be implemented in the existing algorithm of IMSCorp and testing the new and existing demand
prediction methods. The tested demand prediction methods will be evaluated based on the effects on
service levels and operational income instead of standard forecast measures. Moreover, answering these
questions will address the research gaps identified in the literature study.

2.3 Scope
This project is limited to demand prediction in e-tail, therefore other parts of the IMSCorp algorithm are
beyond the scope. Consequently, no demand prediction will be made for immature products1. Including
external information in the demand prediction method is in the scope of the project. Since external
information is not available, collecting this information is included in the project.
For testing the effects of different demand predictions on inventory levels and operational costs user
input parameters will not be optimized, the currently used parameters will be considered fixed. Based on
these settings the best demand prediction method out of the tested options is determined, note
optimizing settings for the proposed demand prediction methods is not within the scope of this project.
Only the tactical and operational model are taken into account in this project, exceptions made in the
emergency model are not in scope of the project. Furthermore, backorders and reverse logistics2 will not
1
2

A product is considered immature as long as it has less than 5 sales points
The process when a customer returns an item (Patil & Divekar, 2014)
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be considered. An important factor of this project is the effect of demand prediction on inventory levels,
therefore drop shipping will be considered out of scope. To be able to collect external data, a standardized
identifier for products is needed. In this project the EAN code of products is used as identifier, therefore
products without a valid 3 EAN code will be removed from the data. In this project a case study is
performed for one of the customers of IMSCorp, Company B. The rest of this project is limited to this
particular customer.

2.4 Methodology
Van Aken (2005) distinguishes academic management research in descriptive and prescriptive research.
Descriptive research generally is theory driven whereas prescriptive research usually is more problem
driven and working towards a solution. Typically a technological rule, the solution concept for a certain
problem, is presented as the result of prescriptive research. This project is of a prescriptive nature and
has the objective to develop a set of solution concepts. Due to the nature of this project, the reflective
cycle with the regulative cycle included as proposed by Heusinkveld & Reijers (2009) presented in Figure
2 will be used in this project. In this cycle a solution design for the selected case will be created using the
regulative cycle first. This solution design encompasses a mini-theory that is suitable for the individual
selected case (Van Strien, 1997). By studying and applying this solution design successfully to multiple
individual cases, the theory might be generalized to be applicable in a wider context (Heusinkveld &
Reijers, 2009). Within this project a solution design will be provided for the selected case, the mini-theory
that this solution design entails can be generalized in future research.

Figure 2: Regulative cycle in reflective cycle (Heusinkveld & Reijers,
2009)

In the quantitative part of this project, the design- and implementation phase in the regulative cycle, the
operations research model of Mitroff et al. proposed by Bertrand & Fransoo (2002) presented in Figure
3 is used.

3

An EAN code is considered invalid when it consists of less than 9 or more than 13 characters or when it includes
non-numeric characters.
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In this operational research model, four phases are identified (Bertrand & Fransoo, 2002):
1. Conceptualization – In this phase a conceptual model of the problem is made. Decisions regarding
the variables to include in the model, the model itself and the scope of the project will be made.
2. Modeling – By defining the causal relationships between variables the quantitative model is made
in this phase.
3. Model solving – In this phase the quantitative model is solved for the situations described in the
scope of the project.
4. Implementation – Finally the model that is built can be implemented. For this implementation
recommendations towards IMSCorp are made.
Other steps in the model are feedback, where the conceptual model and the obtained solution are
compared and validation, where the real problem situation is compared to the scientific model.

Figure 3: Operational research model (Bertrand &
Fransoo, 2002)
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3. Detailed analysis
In this chapter the current situation at IMSCorp is analyzed. First an overview of the algorithm of IMSCorp
is presented to explain the influence of demand prediction on the operational results, subsequently the
data retrieved from the warehouse management system of Company B is analyzed. The demand
prediction method that is currently used in the IMSCorp algorithm is described in section 3.3. Finally
section 3.4 elaborates on the performance measure used to evaluate the performance of the demand
predictions made. Note that the May 2017 version of the IMSCorp algorithm is used, although the new
methodology to replace outliers in historic sales that is created as part of this project and that is already
implemented is included in the description of the demand prediction method. A list of variables used in
this section is included in Appendix I – Variables used.

3.1 Algorithm description
The inventory control model developed by IMSCorp consists of a tactical and an operational model, both
based on a statistical approximation algorithm derived from the work of de Kok (1991). Furthermore a
cache level, emergency model and a savings model exist where different KPI’s are calculated, extra
tactical runs can be triggered and possible savings can be determined respectively. Only the tactical and
operational model are within the scope of this project, therefore this section is limited to the tactical and
the operational model. The IMSCorp algorithm is written and implemented in R, an open source system
for statistical computation based on programming languages as C, C++ and S. Due to the open source
character, many people have contributed to R by writing code packages (Hornik, 2016).
This section elaborates on the methodologies used for mature products in both models in order to
describe the effects of demand prediction on operational results. IMSCorp considers a product mature
when it has five of more salespoints, where a salespoint can consist of a customer ordering one or more
items of the same product. The algorithm handles calculations for one e-tailer at a time.
Tactical model
In the tactical model multiple values are calculated and updated every 90 days as input for the operational
model. The order quantity times (𝑜𝑞𝑡𝑖 ), safety times (𝑠𝑡𝑖 ) and review periods (𝑅𝑖 ) per product 𝑖 that is
part of the set of all included products 𝐼 are calculated based on the input of the customer of IMSCorp
and on the data that is collected from the customer’s warehouse management system (WMS). From the
WMS the observed sales (𝑊𝑖 ), inventory on hand (𝑋𝑖 ), inventory position (the inventory on hand plus the
outstanding orders at suppliers) and minimal order quantity (𝑀𝑂𝑄𝑖 ) per product and supplier information
such as lead times (𝐿𝛿 ) and the minimal order value (𝑀𝑂𝑉𝛿 ). Customer input consists of inventory holding
costs (ℎ), fixed order costs per supplier 𝛿 (𝐾𝛿 ), required service levels (𝑃2 ) and multiple threshold values.
To determine the required service level per product, products are classified into A-,B- or C-class products
based on their contribution to the total profit margin during the last year. Typically the set of A-class
products includes the most important products for an e-tailer, where C-class products only represent a
small part of the turnover of a company (Silver et al., 1998). The cumulative percentage contributed to
the total margin per product is determined, in descending order of profit. Based on the threshold values
set for the A-, B- and C category the products are classified.
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The demand prediction part in the tactical model, explained in section 3.3, forecasts an expected average
daily demand (𝜇̂ 𝐷𝑖 ) over the next 90 days per product. Based on the predicted demand over the next 90
days and the historic interarrival times between orders, the expected future interarrival time of orders is
determined. The expected future order-size per product is assumed to be equal to the historic average
order size. The predicted daily demand per product is determined by combining the expected future
interarrival time between orders and the average order size.
The review period is determined per supplier, since ordering costs are assumed to be independent of the
amount of products ordered. Products are assigned to one preferred supplier from which they can be
ordered, ordering from a different supplier is not considered. The review period for a supplier is calculated
using the fixed ordering costs, the inventory holding costs and the expected daily demand of the products
that are ordered from this supplier. The algorithm calculates a daily purchase advice, for that reason the
review period is rounded to the nearest integer. In case a 𝑀𝑂𝑉𝛿 is set for supplier 𝛿, the review period
will be adjusted such that the expected order value will at least be equal to 𝑀𝑂𝑉𝛿 .
Using the forecasted future demand and the review period of the preferred supplier the economic order
quantity (𝐸𝑂𝑄𝑖 ), the order quantity that minimizes the combined holding- and ordering costs, per product
is calculated. In case a MOQ larger than the EOQ is set for a product, the review period for the preferred
supplier of that product is increased with the minimal number of days such that the EOQ meets or exceeds
the MOQ. Based on the new review period the EOQ is updated.
To determine the order quantity time and the safety time, the expected standard deviation of the
interarrival time and order size are calculated per product. Based on the review period of the assigned
supplier for the product, the expected future demand and the expected standard deviation of the
interarrival time of orders and the order size the safety time and order quantity time per product are
determined.
Operational model
The calculations that result in the purchase advice for the e-tailer are performed in the operational model,
these calculations are updated daily. Input for the operational model is the output of the tactical model,
user input and data from the customer’s warehouse management system.
The reorder level (𝑠𝑖 ) and order-up-to level (𝑆𝑖 ) per product are the basis of the purchase advice. By setting
the reorder level equal to the order-up-to level (𝑠𝑖 = 𝑆𝑖 ) IMSCorp adjusted the (𝑅, 𝑠, 𝑆) model that was
previously used to an (𝑅, 𝑆) model in the algorithm. When an (𝑅, 𝑠, 𝑆) model is used, every review period
the inventory position is checked. In case the inventory position is below reorder level 𝑠, enough products
are ordered such that the inventory position reaches order-up-to level 𝑆. Under an (𝑅, 𝑆) model the
inventory position is checked every review period. If the inventory position is below order-up-to level 𝑆,
enough products are ordered such that the inventory position reaches the order-up-to level (Silver et al.,
1998).
Using the demand prediction methodology, explained in section 3.3, the expected daily demand during
the next order quantity time after the lead time and review period is calculated. This expected daily
demand is converted to the order-up-to level by multiplying the daily demand with the sum of the order
quantity time and the safety time. Now the reorder level is set equal to the order-up-to level, unless a
MOQ is specified for the product. In order to always reach the MOQ the reorder level is set to the orderup-to level minus the MOQ, such that an order with a size of at least MOQ is placed.
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The purchase advice per product is calculated using the (𝑅, 𝑠, 𝑆) methodology, however the reorder level
is equal to the order-up-to level as long as no MOQ is set.

3.2 Data analysis
In this section the data used in the IMSCorp algorithm relevant for this project is described. This data
consists of user input parameters and input from the warehouse management system of Company B.
Further the WMS input data is cleaned and analyzed.
User input parameters
The user input parameters for the user considered in this project, Company B, are listed in Table 2 below.
Table 2: User input parameters Company B

Description
Annual inventory holding cost (𝒉)
Threshold value for category A products
Threshold value for category B products
Threshold value for category C products
Required 𝑷𝟐 service level for category A products
Required 𝑷𝟐 service level for category B products
Required 𝑷𝟐 service level for category C products
Fixed ordering costs for supplier 𝜹 (𝑲𝜹 )

Input value
20%
85%
10%
5%
99%
95%
90%

The fixed ordering costs include all costs faced when an order is placed at a supplier, including costs
incurred by administration, accepting the delivery, placing items on the shelves in the warehouse and any
delivery fees. A boxplot of the fixed ordering costs for the 61 suppliers of Company B is presented in Figure
4. Note that fixed ordering costs are determined on a supplier level.
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Figure 4: Boxplot fixed ordering costs Company B (€)

Warehouse management system data
Relevant data retrieved from the WMS of Company B consists of Sales- and Stock data and Supplier- and
Product information.
Sales data consists of the product index 𝑖, point of sale4 (POS) data and the amount sold. The sum of the
daily sales is used to change the POS data to daily sales per product 𝑊𝑖 (𝑡). In total 2290 products are

4

In POS data the exact transaction time of the sale is known (Croson & Donohue, 2003)
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included in the WMS of Company B of which 1265 products are immature5, since they have less than 5
salespoints. Thus 1025 mature products remain, with salespoints ranging from 5 to 105,940 and a mean
of 158.5 salespoints.
Stock data includes the inventory on hand, the physical inventory available at the warehouse, and
inventory position, the inventory on hand plus the outstanding orders at suppliers, after every stock
change. A stock change can be a sale, causing the inventory on hand and inventory position to decrease.
In case an order gets delivered from a supplier, the inventory on hand increases with the delivered
amount. Ordering a product at a supplier causes the inventory position to increase with the ordered
amount. Further, inventory changes can be explained by inventory write-offs or manual adjustments of
errors in inventory levels. After every inventory change an updated version of both the inventory on hand
and inventory position is stored in the WMS as a new inventory level. The stock data is converted to daily
inventory on hand (𝑋𝑖 ) and inventory position by using the last observation of these levels per day. The
stock data in the WMS of Company B includes inventory levels for 2218 products, which indicates that 72
of the products found in sales data either did never have an inventory level or these levels are deleted
from the WMS. Selling products without having them in inventory indicates drop shipping, which is out of
scope of this project. Further, 151 products (of which 132 are mature) with either negative inventory on
hand or a negative inventory position are found. A negative inventory position implies that backorders
are allowed for these products, negative inventory on hand is physically impossible and indicates an error
in the stock- or sales data. Both backordered products, which are not in the scope of the project, and
products with incorrect stock- or sales data will not be taken into account. Furthermore, one product with
an extreme inventory on hand of over 2 million is removed. For this value no logical explanation in the
form of a delivery is found, in addition the second largest inventory on hand for this product is found to
be 43,515 while the difference of both levels cannot be explained.
Supplier information in the WMS of Company B encompasses the supplier id’s (𝛿) and the minimal order
value per supplier (𝑀𝑂𝑉𝛿 ). For 3 out of the 61 suppliers of Company B a MOV is specified, two times at
€500 and once at €150. An agreed lead time per supplier is included in the supplier information, however
in the algorithm the observed historic lead times per product (𝐿′𝑖 ) are used. The observed lead times often
differ from the agreed lead times.
In the product information the sell price (𝑝𝑖 ), the cost (buy price) (𝑐𝑖 ), the EAN code and the preferred
supplier (𝛿 | 𝑖 ∈ 𝐼𝛿 ) per product are found. Further the minimal order quantity per product (𝑀𝑂𝑄𝑖 ) is
specified, however no MOQ larger than zero is found for Company B. As described in section 2.3 a valid
EAN code is needed to couple external data to products, thus products without a valid EAN code are not
in the scope of this project. In the WMS of Company B 110 products either have less than 9 or more than
13 characters or have non-numeric characters in their EAN code. Therefore these products do not meet
the criterium of a valid EAN code and are removed from the data.
After filtering all mature products within the WMS of Company B following all steps described above, 864
products remain. The inventory levels of these products range from 0 to 841. This level of 841 can be
explained by an order placed at a supplier, further the inventory levels of this product after this
observation are aligned with the sales data. Sell prices range from €2.07 to €425.58, buy prices spread
from €0.13 to €221.54. The set of resulting products has salespoints ranging from 5 to 415 with a mean
5

This includes products that did never become mature, but are not sold anymore
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value of 24.9, further statistics on the salespoints are provided the boxplot presented in Figure 5. Note
that salespoints consist of one customer buying one or more items of the product at once.

Figure 5: Boxplot salespoints resulting set of products

A further analysis of the sales and product information shows that Company B has a very broad
assormtent. The set of resulting products includes tools, kitchen appliances, home appliances, ecigarettes, beaty products and so on. The Pareto chart displayed in Figure 6 shows the long-tail that is
typically observed for an e-commerce environment. In this case about 25% of the products accounts for
75% of the profit6 in the year ending on June 20th 2017. Before filtering the products of Company B an
extreme long-tail is observed, since one fast-moving product accounts for 76.5% of the profit (see
Appendix II – Analysis Company B data).
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Figure 6: Pareto chart products in scope of project

3.3 Demand prediction method
The input of the demand prediction function consists of estimated historic demand (𝐷𝑖′ ). Backorders are
outside the scope of this project, thus a lost sales inventory model is assumed. Since lost sales are
unobserved, they will be estimated and added to historic sales to find estimated historic demand. Before
adding estimated lost sales to historic sales, first the outliers are replaced. All observations above the 99th
quantile are considered outliers and replaced with the maximum of 1 and the mean of all sales
6

Only the gross margin of a product (𝑝𝑖 - 𝑐𝑖 ) is taken into account to calculate the profit
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observations7 that are not marked outlier. Note that this methodology to replace outliers is developed as
part of this project. Since the new methodology is implemented at the start of the project, it is included
in the description of the current situation.
Second the estimated lost sales are added to the historic sales by imputing the mean of all positive sales
of the previous 15 and next 15 days to calculate imputed demand (𝐷𝑖′′). However, this is only done if at
least 10 of these days have positive sales or when at least two of these days have positive sales and the
total sales in these days exceed 10. Note that a binary variable (𝑊𝑖+ (𝑡)) is introduced to indicate whether
sales are observed (1) for product 𝑖 on day 𝑡 or not (0). The mean sales of product 𝑖 over the time period
ranging from time 𝑡 to time 𝑡 + 1 are represented by 𝜇𝑊𝑖 [𝑡, 𝑡 + 1].
The methodology of the impute demand function is given below:
𝐷 ′′ (𝑡)
𝐷𝑖′ (𝑡) = { 𝑖
𝑊𝑖 (𝑡)

𝑖𝑓 𝑊𝑖 (𝑡) = 0 𝑎𝑛𝑑 𝑋𝑖 (𝑡) = 0
𝑒𝑙𝑠𝑒

Where
𝐷𝑖′′ (𝑡)
𝜇𝑊𝑖 [𝑡 − 15, 𝑡 + 15] | 𝑊𝑖+ (𝑡) = 1
=

𝑡+15

𝑖𝑓 ∑

𝑊𝑖+ (𝑡) > 10

𝑡=𝑡−15
𝑡+15

𝑜𝑟 (∑
𝑡=𝑡−15

{0

𝑊𝑖+ (𝑡) > 2 𝑎𝑛𝑑 ∑

𝑡+15

𝑊𝑖 (𝑡) > 10 )

𝑡=𝑡−15

𝑒𝑙𝑠𝑒

The demand predictions in the IMSCorp algorithm are made using the ETS function from the forecast
package in R, which returns an exponential smoothing state space model (R. J. Hyndman & Khandakar,
2008). Following the notation of Hyndman (2002), the possible combinations of trend and seasonal
component in the ETS function are given in Table 3 below.
Table 3: Trend and seasonal components

Trend component
None (N)
Additive (A)
Multiplicative (M)
Damped (D)

Seasonal component
None (N)
Additive (A)
NN
NA
AN
AA
MN
MA
DN
DA

Multiplicative (M)
NM
AM
MM
DM

For each of these 12 combinations of trend and seasonal components, both a model with an additional
error term and one with a multiplicative error term exist. Both the model with an additional error term as
the one with a multiplicative error term give the same point forecast, however the prediction intervals
are different (R. J. Hyndman, 2002). Since only the point forecasts are used in the IMSCorp algorithm, 12
relevant combinations are available. For instance, a model with no trend and no seasonality would give a
simple exponential smoothing. A multiplicative Holt-Winters method is obtained by selecting an additive
trend and a multiplicative season (R. J. Hyndman, Akram, & Archibald, 2008; R. Hyndman, O’Hara-Wild,
Bergmeir, Razbash, & Wang, 2017).
7

Sales are only observed if they exceed 0, thus outliers will only be replaced with values ≥ 1
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The forecast function in the IMSCorp algorithm automatically determines the optimal exponential
smoothing method for the time series data provided (Hyndman et al., 2017). The model that minimizes
the Akaike’s Information Criterion (AIC) is selected. AIC penalizes the use of extra parameters and is based
on likelihood where other forecast measures are based on point forecasts (R. J. Hyndman, 2002; R. J.
Hyndman & Athanasopoulos, 2014). In the algorithm only point forecasts are used, thus while a distinction
between multiplicative and additive errors is made in the ETS function this does not have any effect on
the point forecast used in the algorithm.
The demand predictions used in both the tactical and operational model are obtained using the point
forecasts resulting from the ETS function. For the time periods for which the average demand is predicted,
̂𝑖 (𝑡)) of this period is used to find the expected average daily demand
the average of the point forecasts (𝐷
̂
(𝜇𝐷𝑖 ). However, a minimum value is set to 1/90. In order to observe demand, IMSCorp aims to always
have at least one product in stock. The demand horizon is set to 90 days in the tactical model, the
minimum value corresponds with having a demand of one product every demand horizon causing a
positive stock if demand is indeed less than one in the same period.
The demand prediction of the tactical model, as used in section 3.1 is given by:
̂𝑖 (𝑡, 𝑡 + 90] =
𝜇𝐷

̂
∑𝑡+90
𝑡=𝑡+1 𝐷𝑖 (𝑡)
90

Following a similar approach the demand prediction used in the operational model is obtained, where 𝑟𝑖
is the number of days until the next review for product 𝑖:
̂𝑖 [ (𝑡 + 𝐿′𝑖 + 𝑟𝑖 ), (𝑡 + 𝐿′𝑖 + 𝑟𝑖 + 𝑜𝑞𝑡𝑖 )] =
𝜇𝐷

𝑖 +𝑟𝑖 +𝑜𝑞𝑡𝑖 ̂
∑𝑡+𝐿′
𝐷𝑖 (𝑡)
𝑡=𝑡+𝐿′ +𝑟
𝑖

𝑖

𝑜𝑞𝑡𝑖

For both demand predictions the minimum value is taken into account:
1
̂𝑖 = { 90
𝜇𝐷
̂𝑖
𝜇𝐷

̂𝑖 <
𝑖𝑓 𝜇𝐷

1
90

𝑒𝑙𝑠𝑒

3.4 Performance measure
As described in section 3.3 the preferred model out of the different options of ETS is selected using AIC.
Further, the quality of the obtained forecast is measured using the mean absolute scaled error (MASE).
The MASE is saved for all new demand predictions, so that IMSCorp can monitor the quality of these
predictions. However, no actions are triggered in the algorithm in case the MASE indicates a bad quality
of demand predictions.
The MASE is introduced by R. J. Hyndman & Koehler (2006) to overcome disadvantages of scale dependent
or percentage based measures. Disadvantages of these measures include the inability to compare
methods applied to sets of data with a different scale and not being able to measure the error if zero
demand observations occur, which is often the case in e-tail due to intermittent demand. The MASE
overcomes these disadvantages by using the mean absolute error (MAE) of the in-sample naïve
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forecasting method8 to scale the forecast error. Therefore, a value smaller than one indicates that the
tested method gives on average smaller errors than the naïve forecast. Similar, when comparing two
forecasts the one with the lowest MASE is preferred (Choi et al., 2014; R. J. Hyndman & Koehler, 2006).

4. Data collection
This chapter elaborates on the external data collection tools, furthermore the collected data is analyzed.
One of the objectives of this project is to examine the effect of adding external information from multiple
external sources to demand prediction methods. Since no external data is available at IMSCorp at the start
of this project, the collection of this data is part of the project.
Based on an interview with multiple e-tailers (including Company B), input from IMSCorp and data
availability multiple types of external data are considered:
o
o
o
o
o
o

Competitor actions
Review information
Product categories
Weather information
Weekend and weekdays
Pageviews on Company B’s websites

4.1 External data sources
To get a reasonable overview of competitor actions data is collected from Bol.com and Beslist.nl, two
Dutch e-tail hubs. Bol.com sells close to 15 million products in the Netherlands and Belgium. Besides
products sold from stock, Bol.com operates as a hub for other e-tailers and retailers. Over 17,000 sellers
use the Bol.com website to offer their products (Bol.com, 2017). Beslist.nl is a price comparison website
that also acts as a hub by linking customers to e-tailers, but does not sell products from inventory. Over
10,000 e-tailers offer over 25 million different products on Beslist.nl (Beslist.nl, 2017).
Since no category information is available at Company B, the category information of Bol.com and
Beslist.nl is used to form groups of products sold at Company B. Up to five sub-categories are collected,
as far as available.
Review information is collected from Bol.com, where reviews of products are generated by customers
who ordered the product from one of the many sellers on Bol.com. Besides overall product reviews,
reviews of the seller that is marked top seller by Bol.com are collected. This seller is assumed to be the
main competitor of other sellers of the same product.
Information on the weather is compiled from DarkSky. A main benefit of using DarkSky is that it allows
requests of multiple days at once, including historic days.

8

In the naïve forecast method the forecast for the next period equals the observation of the current period (R. J.
Hyndman & Koehler, 2006)
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Weekend and weekdays can easily be computed using a basic calendar.
In order to have insight in the pageviews per product page on Company B’s website, Google Analytics
data is used. Google Analytics provides daily pageviews for all pages on the domains owned by Company
B.

4.2 External data collected
External data is collected starting from 03-04-2017, no external data was available at IMSCorp before this
date. Data collected until 21-06-2017 is used, resulting in a time period of 79 days. To collect the external
data from the different sources, multiple data collection tools are built. While different methodologies
are used all tools are programmed in R, the same language used for the implementation of the IMSCorp
algorithm.
Bol.com data is collected in two ways. First, the application programming interface (API) provided by
Bol.com is used to search for a product. An API allows a computer program to communicate with another
computer program or a website. The data collection tool sends an EAN code to Bol.com through the API
and collects the data of the product linked to the EAN code if a match is found. However, in case a product
is out-of-stock at Bol.com or when the webpage is protected (which is the case for e.g. adult toys) no
result is returned. Therefore the tool tries to collect data for products without result from the API using
web-scraping. In this case the tool imitates the behavior of a normal user that is looking for a product on
the Bol.com website. If a match is found (based on the EAN code), the unstructured HTML-code that forms
the basis of a webpage is translated to structured product data.
The Bol.com data collection tool returned product information for 491 out of the 864 products considered
in this project on at least one of the days for which the data is collected. Data from 144 different suppliers
and from 16 different main categories is collected. Prices for these products on Bol.com range from €5 to
€494.
Since Beslist.nl does not have an API, data is collected from Beslist.nl through web-scraping similar to the
second step of the Bol.com data collection tool.
Beslist.nl data is successfully collected for 212 products included in this research. However, Beslist.nl
introduced a reCAPTCHA9 on their website at 17-04-2017 which makes it close to impossible for data
collection tools to search for products based by EAN code. Therefore, the tool was unable to collect data
for products without any result before this date (other products could still be found based on the web
address of the webpage stored in old search results).
Data from DarkSky and Google Analytics is gathered using the API’s provided by both applications. The
request provided to the DarkSky API consists of a day and a location. Since the main market of Company
B is the Netherlands the location is set to Utrecht, being a location in the middle of the Netherlands. Input
parameters for the Google Analytics are a date and a specification of the requested information, in this
case the views per page. The information returned by the Google Analytics API consists of the name of
the webpage and the views per page for a day. Company B does not have a direct link between their
webpages and the products in the WMS, therefore the webpages are linked to products based on
similarities in webpage name and product name. To ensure that links between webpages and products
9

A tool that detects automated programs and blocks them from a specific website
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are correct, the exact product name should be found in the webpage name. While weekend and weekdays
can easily be found on a basic calendar, MS Excel is used to compute a binary variable indicating whether
a day is a weekday or not.
The results from the Google Analytics tool were successfully linked to 332 of the products that resulted
after filtering.
Whereas data from Beslist.nl and Bol.com can only be collected for the specific day on which it is collected
and Google Analytics data could not be collected for dates before 03-04-2017 due to search limits, it is
possible to acquire weather- and weekend information for many days back. Furthermore both weatherand weekend information is not linked to a specific product, enabling the collection of data from a longer
time period since only one value per variable has to be stored for every day. Data on weekdays and the
weather are collected starting from 18-04-2015 until 20-06-2017. DarkSky is able to provide a 30 day
weather forecast, this forecast for 30 days ahead is stored for all days from 18-04-2017 until 20-06-2017.
A list of all variables collected per external data source is presented in Appendix III – External data
variables.

5. Model development
This chapter defines the models proposed in this project. First, the features created from combinations of
internal and external data and assumptions made to obtain future- and historic values of features are
discussed. The second section elaborates on the performance measures used to value the proposed
methods. After introducing the three proposed demand prediction methods, two options to take
unobserved lost sales into account in demand prediction are covered.

5.1 Feature engineering
Collection of external data started on 03-04-2017, therefore no observations before this date are present
for multiple variables. For the first day simulated (18-04-2017) this would mean external information of
only 15 days can be used to predict future demand for up to 90 days ahead. In two of the three demand
prediction methods suggested in section 5.3.2, where the number of days of external information should
be equal to the number of days of internal observations used, this would result in only using historic
demand or sales observations of 15 days. While as far as observed no seasonality is found in the data, this
is problematic in detecting trends in the data. To overcome this restriction, assumptions are made on
historic observations of a selection of external variables for the last year. In this section the process of
generating historic values of variables and the construction of features by combining variables is
discussed. Finally the prediction of future values of features is discussed since multiple demand prediction
methods considered rely on future values of the external features used, while these are not available for
all features selected.
Based on the expert judgement as discussed in section 4.1, the most relevant variables from the different
sources are selected. This selection will either be used as direct input for the demand prediction models
or to construct new variables. The variables selected are listed in Table 4.
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Table 4: Selected external variables

Source Variable name
DarkSky sunRise
sunSet
minApparent
maxApparent
Bol.com StandardPrice
ListPrice
AllPositiveRating
AllNegativeRating
AllTotalRating
CategoryID0
CategoryName0
Beslist.nl Beslist_ListPrice
Beslist_PromoPrice
Google views
Analytics
Calendar Weekend
Using the selected variables, combined
following features are constructed:

Description
The time of sun rise (hh:mm:ss)
The time of sunset (hh:mm:ss)
The minimum daily apparent (‘feels like’) temperature (°C)
The maximum daily apparent (‘feels like’) temperature (°C)
Bol.com standard price (€)
Current price (listed) (€)
Number of positive ratings
Number of negative ratings
Total number of ratings
ID code for the main category of the product
Name of the main category of the product
Listed price of the product (€)
Promo price of the product (€)
Number of views on the product page
Binary indicating whether it is weekend (1) or not (0)
with internal information from the WMS of Company B, the

CategorySales is found as the sum of all daily sales within the same main category:
𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝑆𝑎𝑙𝑒𝑠𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝐼𝐷0 (𝑡) =

∑

𝑊𝑖 (𝑡)

𝑖 ∈𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝐼𝐷0

ShopSales, the sum of daily sales of a specific seller is calculated using:
𝑆ℎ𝑜𝑝𝑆𝑎𝑙𝑒𝑠𝑠ℎ𝑜𝑝 (𝑡) = ∑ 𝑊𝑖 (𝑡)
𝑖 ∈𝑠ℎ𝑜𝑝

Bol_available is a binary variable indicating if products is available at Bol.com. A product is considered
available at Bol.com if a result is found by the Bol.com data collection tool.
1
𝐵𝑜𝑙_𝑎𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒𝑖 (𝑡) = {
0

𝑖𝑓 𝑟𝑒𝑠𝑢𝑙𝑡 𝑓𝑜𝑢𝑛𝑑 𝑓𝑜𝑟 𝑝𝑟𝑜𝑑𝑢𝑐𝑡 𝑖 𝑜𝑛 𝑑𝑎𝑦 𝑡
𝑒𝑙𝑠𝑒

Beslist_available indicates whether a product is found on Beslist.nl, using a binary variable:
1
𝐵𝑒𝑠𝑙𝑖𝑠𝑡_𝑎𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒𝑖 (𝑡) = {
0

𝑖𝑓 𝑟𝑒𝑠𝑢𝑙𝑡 𝑓𝑜𝑢𝑛𝑑 𝑓𝑜𝑟 𝑝𝑟𝑜𝑑𝑢𝑐𝑡 𝑖 𝑜𝑛 𝑑𝑎𝑦 𝑡
𝑒𝑙𝑠𝑒

Part_positive_ratings is computed as the part of positive reviews out of all reviews for a product:
𝑃𝑎𝑟𝑡_𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒_𝑟𝑎𝑡𝑖𝑛𝑔𝑠𝑖 (𝑡) =

𝐴𝑙𝑙𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑅𝑎𝑡𝑖𝑛𝑔𝑖 (𝑡)
𝐴𝑙𝑙𝑇𝑜𝑡𝑎𝑙𝑅𝑎𝑡𝑖𝑛𝑔𝑖 (𝑡)

Part_negative_ratings is found by dividing the number of negative reviews by the total reviews of a
product:
𝑃𝑎𝑟𝑡_𝑛𝑒𝑔𝑎𝑡𝑖𝑣𝑒_𝑟𝑎𝑡𝑖𝑛𝑔𝑠𝑖 (𝑡) =
20

𝐴𝑙𝑙𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒𝑅𝑎𝑡𝑖𝑛𝑔𝑖 (𝑡)
𝐴𝑙𝑙𝑇𝑜𝑡𝑎𝑙𝑅𝑎𝑡𝑖𝑛𝑔𝑖 (𝑡)

Margin_sell is defined as the gross margin on a product as a fraction of the sell price by:
𝑀𝑎𝑟𝑔𝑖𝑛_𝑠𝑒𝑙𝑙𝑖 (𝑡) =

𝑝𝑖 (𝑡) − 𝑐𝑖 (𝑡)
𝑝𝑖 (𝑡)

Lowest_price is a binary variable indicating whether the sell price is lower than the lowest price found at
Bol.com and Beslist.nl:
1
𝐿𝑜𝑤𝑒𝑠𝑡_𝑝𝑟𝑖𝑐𝑒𝑖 (𝑡) = {
0

𝑖𝑓 𝑝𝑖 (𝑡) < min(𝑆𝑡𝑎𝑛𝑑𝑎𝑟𝑑𝑃𝑟𝑖𝑐𝑒𝑖 (𝑡),
𝐿𝑖𝑠𝑡𝑃𝑟𝑖𝑐𝑒𝑖 (𝑡),
𝐵𝑒𝑠𝑙𝑖𝑠𝑡_𝐿𝑖𝑠𝑡𝑃𝑟𝑖𝑐𝑒𝑖 (𝑡),
𝐵𝑒𝑠𝑙𝑖𝑠𝑡_𝑃𝑟𝑜𝑚𝑜𝑃𝑟𝑖𝑐𝑒𝑖 (𝑡))
𝑒𝑙𝑠𝑒

Daylength is defined as the difference between sunset and sunrise in hours:
𝐷𝑎𝑦𝑙𝑒𝑛𝑔𝑡ℎ(𝑡) = 𝑠𝑢𝑛𝑆𝑒𝑡(𝑡) − 𝑠𝑢𝑛𝑅𝑖𝑠𝑒(𝑡)
Furthermore, 𝑚𝑖𝑛𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 , 𝑚𝑎𝑥𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 , 𝑊𝑒𝑒𝑘𝑒𝑛𝑑 and 𝑉𝑖𝑒𝑤𝑠 will be considered in demand
prediction, other variables in Table 4 will not be considered.
For the resulting variables without a year of historic observations assumptions are made to obtain values
for the last year, such that at least a year of data can be used for demand prediction. 𝐷𝑎𝑦𝐿𝑒𝑛𝑔𝑡ℎ and
𝑊𝑒𝑒𝑘𝑒𝑛𝑑 are known for the last year ending on 18-04-2017. Differences in sales per seller due to changes
in the assortment are considered to be neglectable, thus the 𝑆ℎ𝑜𝑝𝑆𝑎𝑙𝑒𝑠 are not adjusted. Furthermore
product Categories are considered to be fixed, therefore 𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝑆𝑎𝑙𝑒𝑠 are computed based on the
𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝐼𝐷0 observed. For the remaining features the historic values are assumed to be equal to the
mean of the observations between 03-04-2017 and 18-04-2017, since the rest (after 18-04-2017) of the
observations would in reality not be available on the first simulation day. The resulting mean value is
rounded to the nearest integer for binary variables 𝐵𝑜𝑙_𝐴𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒 , 𝐵𝑒𝑠𝑙𝑖𝑠𝑡_𝐴𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒 and
𝐿𝑜𝑤𝑒𝑠𝑡_𝑝𝑟𝑖𝑐𝑒.
Multiple demand prediction methods discussed in section 5.3 rely on future values of the selected
features. If future values are not available, similar assumptions as used for historic values are used to
obtain them. In case the demand horizon exceeds 30 days, the number of days for which a weather
forecast is available, the 𝐷𝑎𝑦𝐿𝑒𝑛𝑔𝑡ℎ, 𝑚𝑖𝑛𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 and 𝑚𝑎𝑥𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 of a day are assumed to be
equal to the observed value for the same date in the previous year. Future values of features are assumed
to be equal to the mean of the 30 most recent days or the total number of days since 03-04-2017 in case
this does not exceed 30. Since future sales are not known, this assumption is used for 𝑆ℎ𝑜𝑝𝑆𝑎𝑙𝑒𝑠 and
𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝑆𝑎𝑙𝑒𝑠 as well as the other remaining features.

5.2 Performance measure
The performance of different demand prediction methods is evaluated by comparing the resulting
operational costs and service levels. Based on Silver et al. (1998) and input from IMSCorp, the operational
cost factors that are influenced by the demand prediction are identified as the ordering costs, inventory
holding costs and the costs of lost sales. The generated purchase advice is an indirect result of the demand
prediction, linking the demand prediction with the ordering behavior. Through the ordering behavior the
ordering costs ( 𝐶𝑜𝑟𝑑𝑒𝑟𝑖𝑛𝑔 (𝑡) ), inventory holding costs ( 𝐶𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦 (𝑡) ) and the cost of lost sales
(𝐶𝑙𝑜𝑠𝑡 𝑠𝑎𝑙𝑒𝑠 (𝑡)) are influenced. The total operational cost on day 𝑡 (𝐶(𝑡)) is given by the sum of all costs:
𝐶(𝑡) = 𝐶𝑜𝑟𝑑𝑒𝑟𝑖𝑛𝑔 (𝑡) + 𝐶𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦 (𝑡) + 𝐶𝑙𝑜𝑠𝑡 𝑠𝑎𝑙𝑒𝑠 (𝑡)
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Ordering costs are made for every order that is placed at a supplier, independent of the number of
(different) products ordered. Therefore ordering costs are equal to the sum of the fixed ordering costs for
the set off suppliers from which at least one product is ordered on day 𝑡 (∆(𝑡)). To calculate the inventory
holding costs the average inventory level per product on day 𝑡 (𝑋̅𝑖 (𝑡)) is multiplied with the daily holding
cost of the product (ℎ1𝑖 ). The costs of lost sales are determined using the gross margin of the product
(𝑝𝑖 (𝑡) − 𝑐𝑖 (𝑡)) minus a cost factor (𝜑𝑖 ) that includes the cost of fulfillment and all other costs faced when
a sale is made. This factor is set to €3.50, based on rates applied at multiple order fulfillment companies10.
A fulfillment cost higher than the product margin in considered unrealistic, therefore 50% of the gross
margin is used as fulfillment cost when the gross margin does not exceed €3.50.
Costs for lost sales are made when demand exceeds inventory on hand ([𝐷𝑖 − 𝑋𝑖 ]+ ), resulting in a cost
function defined by:
𝐶(𝑡) =

∑ 𝐾𝛿 + ∑ 𝑋̅𝑖 (𝑡) ∗ ℎ1𝑖 + ∑[𝐷𝑖 (𝑡) − 𝑋𝑖 (𝑡)]+ ∗ (𝑝𝑖 (𝑡) − 𝑐𝑖 (𝑡) − 𝜑𝑖 (𝑡))
𝛿 ∈ Δ(t)

𝑖∈𝐼

𝑖 ∈𝐼

Where
3.50
𝑖𝑓
𝜑𝑖 (𝑡) = { 𝑝𝑖(𝑡)− 𝑐𝑖(𝑡)
2

𝑝𝑖 (𝑡) − 𝑐𝑖 (𝑡) > 3.5
𝑒𝑙𝑠𝑒

However, for different strategies of an e-tailer the costs of lost sales might differ. Therefore, besides the
cost function, the resulting fill rates are compared for multiple demand prediction methods. The fill rate,
or P2 service level, is the fraction of demand (𝐷𝑖 (𝑡)) that is directly met from inventory (Silver et al., 1998).
Since backorders are not considered in this project, and thus the sales equal the part of demand met from
inventory, the fill rate is calculated by:
𝑃2 (𝑡) =

∑ 𝑖∈ 𝐼 𝑊𝑖 (𝑡)
∑𝑖 ∈ 𝐼 𝐷𝑖 (𝑡)

5.3 Demand prediction method
In this section the proposed demand prediction methods are introduced. First the demand prediction
models are explained in general, followed by the feature selection method that is used. Subsequently the
suggested methods including the application of the demand prediction- and feature selection models, are
described.

5.3.1 General models
ARIMA
An autoregressive moving average (ARMA) model estimates demand by a weighted sum of historic
demand observations and white noise (Silver et al., 1998). To obtain an autoregressive integrated moving
average (ARIMA) model a difference is introduced to transform a non-stationary time series into a
stationary one (Choi et al., 2014). An extension of the ARIMA model, with the ability to integrate

10
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exogenous variables is called ARIMA exogenous (ARIMAX). The selection of terms used in an ARIMAX
model is usually based on a certain information criterion (Vagropoulos et al., 2016).
Neural network
A neural network (NN) consists of multiple neurons or
nodes, simple interconnected processing elements. A node
receives information from other nodes or, in case of a node
in the input layer, from external input. After transforming
this information, a node produces an output signal that is
sent to other nodes or, in case of a node in the output layer,
to external outputs. The transformation of the data
conducted by each node is done by processing it through a
local activation function (G. Zhang et al., 1998). A
feedforward NN with a single hidden layer network with
four hidden nodes and four input nodes is presented in
Figure 7.
Figure 7: Feedforward NN (G. Zhang et al.,
1998)

A multi-layer perceptron (MLP) has the same structure as a
multilayer feed-forward network, although the number of hidden layers, hidden nodes and input layers
can vary. The structure of a network has a high influence on its performance, too many connections and
nodes may lead to overfitting11 the model while a network with too little connections and nodes may not
be able to effectively perform the assigned task (Yao, 1999). After the model is selected an MLP should
be trained using supervised learning by providing the model with an input pattern and corresponding
target values to determine the weights per node. The data set is split in a train and a test subset. The train
set is used to estimate the model, i.e. the weights, such that the predefined error measure is minimized.
After training the test set is used to find the performance of the estimated model (G. Zhang et al., 1998).
A way to avoid the weight tuning problem of a NN is provided by the extreme learning machine (ELM)
algorithm. ELM uses a single hidden layer feedforward neural network with a predetermined number of
hidden nodes. However, instead of determining the weights using a search algorithm, they are
determined randomly. Multiple models with random weights are built, the demand prediction is found by
taking the average of the output of all models (Chen & Ou, 2011; Huang, Zhu, & Siew, 2006; Sun et al.,
2008).
minimum Redundancy Maximum Relevancy feature selection
The proposed feature selection method, minimum Redundancy Maximum Relevancy (mRMR), identifies
variables that are relevant for demand prediction based on a mutual information criterion. A trade-off
between relevancy, measured using an F-statistic, and mutual redundancy, measured by correlations
between variables, is established. The features resulting in maximum relevancy with minimum
redundancy are found using a greedy search algorithm (Ding & Peng, 2005).

11

Overfitting occurs when a model describes the random errors or noise instead of only the underlying structure of
the data, creating a model that is only useful to describe the dataset on which it was trained.
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5.3.2 Methodology
This section elaborates on the methodologies used in the proposed demand prediction algorithms. Three
demand prediction methods based on the models described in section 5.3.1 are suggested. The
methodology for feature selection, that is similar for all three methods, is discussed first. Subsequently
the demand prediction methods are discussed.
Feature selection
To select the most relevant variables from the variables considered, mRMR feature selection based on
the 15 most recently observed days is used. For the first day simulated 15 days of observed values for the
external variables are available, thus using 15 days for feature selection ensures features are selected
based on real observations instead of values obtained under the assumptions discussed in section 5.1.
Input for the feature selection consists of a target variable and multiple considered variables, output are
the mRMR scores based on the relevancy and redundancy of considered variables while explaining the
target variable. A threshold (𝜃𝑓𝑠 ) is used to ensure only features that are explain the target variable to a
certain amount are included, based on simple testing the initial value of 0.05 is determined. If a high
number of features is selected, the possibility that no suitable model is found by the proposed demand
prediction models increases. To limit the number of features selected (in addition to setting the
threshold), a maximum of three features with the highest scores from all features with a mRMR score that
exceeds this threshold are selected. The feature selection methodology is defined by:
1. Apply mRMR on 15 most recent observations of considered variables
2. Remove variables with a score lower than the threshold
3. Select most relevant variables, with a maximum of three
Method A – ARIMAX
The first method is based on an ARIMAX model. Whereas ARIMA models are used to predict demand in
an fashion environment by many authors (e.g. Choi et al., 2014; Wong & Guo, 2010), no application for
ARIMAX models in an e-commerce environment are found. Features are selected using the demand data
as target variable. Input of the ARIMAX model consists of historic (estimated) demand or sales, values of
the selected features from the most recent 365 days and constructed future values of the selected
features for the number of days for which a demand prediction is required. The order of the ARIMAX
model is selected using the search algorithm for ARIMA models introduced by R. J. Hyndman & Khandakar
(2008) with a minimum AIC as objective. Method A is represented by:
A1. Apply feature selection with demand data as target
A2. Select order of ARIMAX model resulting in minimum AIC
A3. Use resulting ARIMAX model to predict future demand
Method B – ELM external-ARIMAX
For the second method a combination between an ELM and an ARIMAX model is proposed. An ELM model
is tried first, in case the ELM model is considered to perform poor it is replaced with an ARIMAX model.
For this method the external features should be available (or constructed) for the last year and for the
number of future days for which a demand prediction is required. After selecting features with demand
information as target in a similar way as for method A, the input data is split in a train- and test set to
evaluate be able to evaluate the performance of the ELM. The test set consists of data from the last 7 days
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observed, such that the train set includes at least 8 days of observed external data12. The train set consists
of the 365 most recent observations except for the last 7 days. Based on data in the train set a demand
prediction for the days that are in the test set is created using an ELM that incorporates the selected
features. The demand prediction is obtained by averaging 20 fitted feed-forward neural networks with a
single hidden layer and random input weights. The number of hidden nodes is set to half the number of
input nodes plus 1 as suggested by R. J. Hyndman (2017) and R. J. Hyndman & Khandakar (2008). The
MASE is determined by testing the model fitted on the train set on the test set. In case the MASE exceeds
1 (𝜃𝑀𝐴𝑆𝐸 = 1), indicating a poorer performance than the naïve forecast, the obtained model is rejected.
When the model is rejected, the ARIMAX model introduced in method A is used to predict demand. If the
model is accepted, the final demand prediction is obtained by providing data from both train- and test set
to the ELM model obtained using only the train set.
B1. Apply feature selection with demand data as target
B2. Split data in train [t-365, t-7) – and test [t-7, t) set
B3. ELM(20) to predict test days using train set
B4. Calculate MASE of obtained ELM model
B5. If MASE < 1: apply ELM model from B3 to train- and test set to obtain demand prediction
If MASE ≥ 1: use A2 to predict future demand
Method C – ELM external – ARIMA decomposed
In the third method the demand information is decomposed into trend, season and remainder using a
seasonal trend decomposition procedure based on Loess (Cleveland, Cleveland, McRae, & Terpenning,
1990). Due to this composition it is possible to only use external feature observations for a few days, since
the features are only used to predict the remainder. Constructed future values of features for the number
of days for which a prediction is made are required. The remainder is used as the target for the mRMR
feature selection algorithm. Following the approach of Aburto & Weber (2007), the trend and season are
predicted using an ARIMA model. Using the search algorithm for ARIMA models proposed by R. J.
Hyndman & Khandakar (2008) the model order that minimizes the AIC is found. The remainder is predicted
using an ELM, using the same approach as in method B step B3. The model obtained using the train set is
evaluated using MASE and used to predict the remainder using both the train- and test set. If the MASE
exceeds 1, indicating the naïve forecast outperforms the ELM, the previous step is repeated. In case the
second model also has a poor performance, the model with the lowest MASE is selected out of the two
models generated. The total demand prediction is found by adding the predicted trend, season and
remainder:
C1. Decompose demand information in season, trend and remainder using Loess
C2. Apply feature selection with the remainder as target
C3. Predict future trend and season using the ARIMA model that minimizes AIC
C4. Split the remainder in a train [t-365, t-7) – and test [t-7, t) set
C5. ELM(20) to predict test days of remainder using train set
12

On the first day simulated (18-04-2017) external data is observed (instead of constructed) for the previous 15
days. With a test set of 7 days, 8 of these days remain for training.
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C6. Evaluate C5 model by calculating MASE during test days, if MASE ≥ 1, repeat C5, if MASE still
exceeds 1, select model with lowest MASE from the two models generated.
C7. Predict future remainder using C5 model with train- and test set as input
C8. Find total demand prediction by: predicted season + predicted trend + predicted remainder

5.4 Handling lost sales
Because demand data is censored in case of unobserved lost sales, the imputed demand function is used
in the IMSCorp algorithm to estimate historic demand. The estimated historic demand is used as input for
the demand prediction method, thus future demand is predicted based on estimated historic demand.
Following the approach of Jain et al. (2015) and Sachs & Minner (2014), a method is proposed where
demand is directly estimated based on a combination of sales- and stock-out information. A binary
variable that indicates whether a stock-out occurred on a specific day, combined with historic observed
daily sales, is used as input for the demand prediction model. The target for the feature selection in
method A and B will in this case be the historic sales instead of historic estimated demand. Based on
historic sales and the binary variable indicating a stock-out, and possibly on added external variables, the
applied model will extrapolate the sales during periods where no stock-outs occur which is assumed to be
equal to the real demand. Due to the combination of at least two variables, a demand prediction model
that is able to handle multiple input variables is required for this method.
For methods A and B proposed in section 5.3.2 this method, directly predicting demand based on salesand stock-out information, is applicable. Due to the decomposition into season, trend and remainder
using stock-out information is not usable for method C, since external data can only be used to predict
the remainder. Therefore, in total five approaches are possible; method A and B combined with either the
impute demand function explained in section 3.3 or with the method proposed in this section and method
C combined with the impute demand function.

26

6. Case study
A case study is performed to test the effectiveness of the demand prediction models developed in section
5.3.2 compared to the model that is used in the IMSCorp algorithm. This case study is performed on a 64day interval of filtered data of Company B from 18-04-2017 until 20-06-2017.

6.1 Simulation tool
To test different demand prediction methods and their effect on the operational results of Company B, a
simulation tool is built. The simulation is created by adjusting the input data for the algorithm,
furthermore some small adjustments to the algorithm are made. By supplying the IMSCorp algorithm with
the data that would normally be available on the date that is simulated, the behavior of the algorithm on
that specific date is replicated. In order to do so, a database is created that includes all relevant data that
would be available in the WMS of Company B at the start of the period that is simulated. The effects of
using the IMSCorp algorithm for multiple days, in this case from 18-04-2016 until 20-06-2017, is replicated
by adding the extra information that in reality would become available to the database for every new day
that is simulated. Similarly, an extra day of collected external information is made available for every new
simulated day. Unless mentioned otherwise, settings used in the simulation are similar to the real case
described in chapter 3.
The historic sales data, future demand, supplier information and product information of Company B are
obtained directly from the WMS data. Data that is influenced by the purchasing advices generated by the
algorithm, the stock- and sales data during the period that is simulated, is generated within the simulation
tool and updated in the database. Where historic sales and demand during the simulation are obtained
from the database, the sales during the simulation are dependent on the inventory on hand during the
different days in the simulation. The data that is available in the simulation is displayed in Figure 8.

Figure 8: Data available in simulation

On the first simulation day the tactical model is completed at the start of the day. After this, every iteration
over a simulation day five steps are completed. First the operational model is ran based on the output of
the tactical model completed on the first simulation day. The next step is that daily deliveries of products
ordered on the previous days are added to inventory on hand. Orders are placed according to the
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purchase advice and will be delivered in the exact delivery time that is agreed on with the supplier. After
this process is completed the daily sales are calculated and stored in the database using the updated
inventory levels and daily demand, where sales consist of the demand that could be met from inventory
on hand and lost sales is the part of demand that could not be fulfilled. Finally, the daily costs and fill
rates are determined using the performance measure proposed in section 5.2 and stored. The daily
sequence of processes is given by:
1.
2.
3.
4.
5.
6.

Tactical run (only on simulation day 1)
Operational run
Daily deliveries added to inventory on hand
New orders are placed and added to inventory position
Daily sales are processed
Daily operational costs calculated

The simulation tool is built using the May 2017 version of the IMSCorp algorithm, R version 3.3.3 and
pgAdmin III version 1.22.2. All proposed demand prediction methods are programmed in R.
Several assumptions are made in the simulation tool:
•
•
•
•
•
•
•
•
•

If inventory on hand is positive, demand will never exceed the inventory on hand (thus all demand
will be observed as long as inventory on hand is positive).
The tactical computations are only ran on the first simulation day
The cost of lost sales are equal to the gross margin of a product minus a fulfillment cost
For missing buy or sell prices, the mean over all other products is used
All purchase advices are exactly followed
Inventory costs are based on the average inventory per day
Delivery times are always equal to the agreed delivery times
Supplier information is unchanged
Suppliers are able to deliver the exact ordered amount (taking into account MOV and MOQ)

6.1.1 Simulation data
Input data for the simulation tool consists of the resulting data of Company B as described in section 3.2,
that is pre-processed once more, and the external information listed in section 5.1 to obtain:
•
•
•
•
•

Historic sales until 17-04-2017
Demand from 18-04-2017 until 20-06-2017
Stock data until 17-04-2017
Product information of products in the WMS on 20-06-2017
External data

For the simulated period sales are assumed to be equal to the demand in case the inventory on hand is
larger than zero, thus the real demand is assumed not to exceed the inventory on hand except for the
case where inventory on hand is zero. In order to know demand in the period for which the simulation is
performed, all products for which the inventory on hand equals zero once or more during this time period
are removed from the set of 864 products. This results in removing 269 products, thus 595 products
remain for simulation.
While these 595 are all mature products at the end of the simulation, this is not the case for all products
at the start of the simulation. Immature products are withheld from the algorithm in the simulation tool
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per day, therefore products that become mature during the simulation period can still be included in the
simulation. On 18-04-2017 563 mature products are included in the simulation set, the remaining 32
products become mature during the simulation period.
To test whether the selected 595 products are a fair representation of the 864 products of Company B
that are in scope of this project, a short analysis is performed to find the differences between the selected
products and all products included in the scope of the project. While the range of inventory levels, buyprices and sell-prices are similar to the ranges found for the set of 864 products, slight differences are
found in the distribution of the number of salespoints per product. Slight changes are inevitable when
removing 269 products, thus the change of mean number of salespoints from 24.9 to 22.71 due to
removing products is considered not to have a large impact on the simulation results. A boxplot, that
shows similarities with the boxplot in Figure 5, is presented in Figure 9. To test if the relative contributions
of products to the overall profit is similar to the set of 864 products, a Pareto Chart for the products in the
simulation is created. Where Figure 6 shows a long tail where 25% of the products accounts for about 75%
of the profit, a similar distribution is shown in the Pareto Curve for the 595 selected products in Figure 10.
Therefore, the set of products selected for simulation is considered to give a fair representation of all
products of Company B in scope of this project. However, due to removing all products that were out-ofstock during the period that is simulated, the probability of lost sales decreases. To test if the results of
the case study are valid when the probability of lost sales is higher, the case study results are validated in
section 6.5.

Figure 9: Boxplot salespoints of products in simulation
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Figure 10: Pareto Chart of products included in
simulation
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6.1.2 Validation of simulation tool
The simulation tool is validated by comparing the results of a simulation with the actual results of the
same time period. If the settings of the simulation are similar to the settings used in reality, simulation
results should be equal or close to the results found in the WMS of the case company. To compare results
from the WMS of Company B with the simulation results, the cost of inventory is calculated for both.
Besides the inventory cost, the similarity between the output of the simulation tool and the WMS data is
measured using the number of lost sales. Both inventory holding costs and lost sales are measured on a
product level, where the ordering costs are determined on a supplier level. Since the set of products that
is ordered from a supplier might be changed due to removing the 269 products, a comparison of ordering
costs is not adequate for validating the simulation tool.
In order to run a simulation under similar settings as the settings used for Company B in reality, input data
for the simulation tool is adjusted towards reality:
The classification into A-, B- and C-products is dependent upon the contribution of a product to
the overall profit. Therefore, all products that are observed in the WMS of Company B are taken
into account in the classification process to get similar classification results.
In reality the tactical model is calculated at different times than assumed in the simulation.
Whereas the tactical output is calculated on the first simulation day, 18-04-2017, tactical output
from five different computations is used in reality. Since only the last tactical output calculated
on 09-06-2017 can be restored, this output will be used for the entire simulation window to
validate the tool.
Using these adjusted settings with the rest of the settings as described in section 3.2, a simulation over
the 64-day interval is completed. To compare results of the simulation with reality, the inventory holding
costs are determined using a part of the cost function introduced in section 5.2:
𝐶𝑖𝑛𝑣𝑒𝑛𝑡𝑜𝑟𝑦 (𝑡) = ∑ 𝑋̅𝑖 (𝑡) ∗ ℎ1𝑖
𝑖∈𝐼

The inventory holding costs of the simulation and reality are compared in Figure 11. In the same Figure
the lost sales in the simulation are displayed, whereas the lost sales in reality are assumed to be zero.
Table 14 which presents the full validation results is included in Appendix IV – Simulation validation.
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Figure 11: Simulation validation

Under a perfect simulation the inventory holding costs should equal the inventory holding costs in reality.
The lost sales observed in the simulation should be zero, since all products for which a stock-out occurs
during the simulation are removed. Figure 11 shows differences in inventory holding costs between the
simulation and real WMS data. Further, a total of 11 lost sales is observed in the simulation results.
Differences between validation output and the output of a perfect simulation tool, where inventory
holding costs should be equal to the observed costs in reality and lost sales in simulation would be zero,
are explained by multiple reasons:
While the result of five different computations of the tactical run are used in reality, only the last
computed values can be restored. These restored values are used for the entire simulation
window, causing differences in results. Note that only the filtered set of products is included in
the simulation tool, making it impossible to replicate tactical results using the tool.
Emergency runs are not taken into account in this project, and thus omitted in the simulation. In
reality 183 emergency runs are performed during the simulation window, causing adjusted
tactical output for those products. These emergency runs enlarge the effect caused by different
tactical outputs used.
In the simulation delivery times are assumed to be satisfied, in reality this is not always the case.
Differences in delivery times affect both the inventory costs and the lost sales.
Daily data is used in the simulation, therefore a fixed sequence of daily processes is assumed. In
reality processes are not sequentially, causing differences in results. These differences are caused
by both different occurring (parts of) processes and the actions taken by the user based on
(partially) completed processes.
Human interaction itself can also explain differences. Where the simulation tool assumes all
purchase advices are exactly and directly followed, this is not always the case in reality.
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Even though the results of the simulation are not exactly similar to the results calculated from the WMS
data of Company B, the simulation tool is considered to give a conclusive representation of reality and
therefore can be used to test the effects of different demand prediction methods.

6.2 Benchmark
To find the performance of the demand prediction methods currently used in the IMSCorp algorithm, a
simulation is completed under the settings currently used at IMSCorp while setting the input parameters
to the input used by Company B. The settings for this simulation run are discussed in section 3.2, the preprocessed dataset as described in section 6.1.1 is used. The results of this simulation represent the cost
under the assumptions made in the simulation tool and will be used as a benchmark when testing other
demand prediction methods.
While the May 2017 version of the IMSCorp is used for the simulation the proposed function used to
replace outliers in sales data described in section 3.3, which is already implemented, is used. The old
replace outlier function uses a similar process, aside from the value with which an outlier is replaced. In
the old version of the function an outlier is replaced with the mean of all other days including days without
demand, which can cause all observations to be replaced with the (extremely low) mean sales over the
selected days in case of intermittent demand. This behavior is unintended and therefore as part of this
project a new version of this function is developed in consultation with IMSCorp, which is implemented
in July 2017. The effect of this new outlier replacement function on the demand prediction method is
considerable. To ensure that the results of this project are applicable to the IMSCorp algorithm, the new
version of the replace outlier function described in section 3.3 is used.
To test the result of the new replace outlier function on the operational results compared to the old
version, a simulation is completed for both replace outlier functions. The simulation results, from which
the results using the new replace outlier function will serve as a benchmark for other demand prediction
methods, are presented in Table 5.
The results show that the new replace outlier function results in slightly inferior results both in terms of
costs and fill rate using the ETS forecasting method, however the new replace outlier function avoids the
unintended replacement of outliers with extremely low mean values making it the preferred function for
IMSCorp. In the remainder of the case study the new function will be used in order to make the project
more relevant for IMSCorp. Example output of the benchmark method compared to the lower-bound13
used for demand predictions of two typical products is presented in Figure 12 and Figure 13.
Table 5: Results case study - benchmark

Outlier
New =benchmark
Old

13

Costs (€)
Fill rate (%)
lost
inventory ordering total
A
B
C
total
sales
(weighted)
36.29
2733.78
380.81 3150.88
99.22 98.75 98.96
99.05
29.81
2689.88
355.82 3075.51 100.00 98.75 98.96
99.18

Lower-bound is set to 1/90 by IMSCorp. See section 3.3
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Figure 12: Benchmark product 2925

Figure 13: Benchmark product 2623

6.3 Optimal case
Before testing the demand prediction methods proposed in section 5.3.2, the operational results under a
perfect demand prediction are investigated. By assuming all future demand is known, the best case
scenario that can be obtained by only changing the demand prediction methodology is found. These
results under a perfect demand prediction will help in evaluating the performance of the proposed
demand prediction methods.
Due to limitations in the availability of demand data, only future demand during the simulation window
is known, the period after the simulation window is not taken into account. In the tactical model this
results in ignoring the remaining 26 days after the 64-day interval simulated, whereas usually the next 90
days of (predicted) demand is taken into account. Similar, in the operational model only the known
demand is taken into account, while the demand horizon 14 which is usually taken into account might
exceed the period for which demand is known. This means the results of this optimal case do not take
into account demand of the period after the simulation window, while this is the case for both the
benchmark and the proposed demand prediction methods. As a result less inventory has to be kept and,
14

The demand horizon is a result of the tactical model, future demand until 𝑡 + 𝑜𝑞𝑡𝑖 + 𝑠𝑡𝑖 + 𝐿′𝑖 is taken into
account on day 𝑡.
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especially at the end of the simulation window, less orders will be placed while this does not necessarily
influence the fill rate and cost of lost sales. Therefore the results found are below the real optimal case if
future demand of the entire demand horizon is taken into account.
To test the effect of demand prediction in both the tactical model and the operational model, multiple
combinations are tested. Both the benchmark method (B) and the perfect case (P), when future demand
is known, are tested for the tactical model. For the operational model the perfect case is tested using
perfect standard (PS) and perfect average (PA). In the case of perfect standard the actual demand during
the demand horizon indicated by the operational results is taken into account. Perfect average takes the
average over all remaining future days in the simulation window to ensure a more stable demand
prediction.
The results in Table 6 show that changing the demand prediction method in the tactical model from
benchmark to known demand for the next 64 days has very little influence on the results, both when the
benchmark method and when the perfect average is used in the operational model. Furthermore using
known demand in both the tactical- and operational (PS) model results in an increase of costs compared
to the benchmark with similar fill rates, where a decrease was expected, and lost sales do still occur. A
reason for lost sales might be caused by decisions taken before the simulation window, which is based on
the benchmark method. Further, lost sales could be explained by a changing demand pattern during the
simulation window. In this case the output of the tactical level, which is based on the entire simulation
window, might be off for a period within the simulation window causing lost sales. Whereas ordering costs
increase, the cost of lost sales decreases. The resulting increase in total costs might be caused by filtering
the data in order to know the demand during simulation as described in section 6.1.1. To get further
insight in this behavior, the results for the filtered dataset will be validated later in this report.
For the filtered dataset the decrease in costs of 5.21% in case the average demand over the remaining
simulation days is used (PA) compared to the benchmark indicates that the algorithm shows a better
performance when the demand prediction in the operational model is stable, due to lower inventory
holding costs and lower ordering costs. This might be caused by less responding to noise in case the
demand prediction is stable. Similar as described in the previous paragraph the increase of lost sales being
smaller than the decrease in inventory holding- and ordering costs might be caused by filtering products
that faced a stock-out in reality during the simulated period.
While the lowest costs are found when future demand is known in both the tactical and operation model,
the savings compared to using the benchmark method in the tactical run are very small. Due to the small
cost difference, where the actual difference is even smaller because demand after the simulation window
is not taken into account, the focus of the rest of this project is on improving the demand prediction
method in the operational model, changing the demand prediction of the tactical model will not be
included.
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Table 6: Results case study - optimal case

Tactical

Operational

Benchm
Perfect
Perfect
Perfect
Benchm

Benchmark
Perfect Std
Perfect Avg
Benchmark
Perfect Avg

Costs (€)
lost sales

inventory ordering

total

Fill rate (%)
A
B

C

Total
(weighted)

36.29
25.87
155.93
29.81
151.78

2733.78
2824.49
2627.29
2731.05
2631.49

380.81
580.93
203.52
382.27
213.10

3150.88
3431.29
2986.74
3143.13
2996.37

99.22
99.00
98.59
100.00
98.67

98.75
98.75
97.97
98.75
97.97

98.96
99.48
98.96
98.96
98.96

99.05
99.05
98.09
99.18
98.23

6.4 New demand prediction methodology
In this section the performance of the models proposed in section 5.3.2 is evaluated using the cost
function and fill rate discussed in section 5.2. Note that only the demand prediction method in the
operational model is considered. All three methods are first evaluated using the settings introduced in
section 5.3.2, based on the results some of the settings are varied to improve the performance of the
models.

6.4.1 Method A: ARIMAX
First demand prediction method A is tested, the resulting costs and service levels of the investigated
options are presented in Table 7.
Using method A with the feature selection threshold of 0.05 proposed in section 5.3.2, the total
operational costs decrease with 0.97% while the service level increases. The cost decrease is caused by a
lower inventory holding costs, which indicates that on average less inventory (measured in value) is held
while the resulting service level is higher.
To test the added value of including external features, the performance of an ARIMA model without
external features is tested. The resulting costs are lower than for the ARIMAX model with a feature
selection threshold of 0.05. The lower costs are mainly a result of the lower ordering costs, indicating that
less orders (to different suppliers) are placed. The cost of lost sales is almost twice as high as the cost
when external features are taken into account, although the difference is lower than the difference in
ordering costs for the filtered dataset. Further, the resulting service level is lower for the ARIMA model.
Based on the cost function, the performance of the ARIMA model is better than the ARIMAX model. A
user of the algorithm could however still prefer the output of the ARIMAX model, for instance when a
high service level is part of its strategy. Furthermore, if the costs of lost sales increase the ARIMAX model
might result in lower costs than the ARIMA model.
An explanation for placing more orders at different suppliers, and thus higher ordering costs, when the
selected features are taken into account might be that including these features results in overreacting to
small changes in external features. Overreacting could occur when a feature is selected while it only shows
a very small change during the 15 days for which feature selection is performed. In case a larger change
is found in the future, this might lead to overestimating future demand and thus unnecessarily placing
orders. To investigate whether this effect can be reduced by only including more relevant features, the
future selection threshold is varied. A higher feature selection threshold results in less features being
selected for most products. However, the higher mRMR score of the selected features indicates a higher
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relevancy while adjusting for redundancy. Three extra threshold values for feature selection are tested;
0.075, 0.1 and 0.125. Figure 14 displays the results in terms of number of features selected, number of
products for which external features are selected and resulting operational costs. The service levels are
equal for all four threshold values tested, therefore the threshold resulting in the lowest operational costs
will be preferred by all users independent from the strategy pursued. The lowest costs are found at a
feature selection threshold of 0.1, resulting in a decrease in costs of 2.21% compared to the benchmark
while reaching higher service levels. The difference with an ARIMA model without external features in
terms of costs is small, however higher service levels are reached under comparable costs. Therefore, the
ARIMAX model with a feature selection threshold of 0.1 is considered the optimal model for all strategies
used by Company B.

Figure 14: Feature selection and operational costs

The frequency of selection for all considered features on both the first and the last simulated day for all
threshold values tested is listed in Table 17 in Appendix VII – Selected features. Example output of the
ARIMA model and the ARIMAX model with 𝜃𝑓𝑠 = 0.1 for two typical products is displayed in Figure 15 and
Figure 16.
Table 7: Results case study - method A

Costs (€)
Fill rate (%)
lost sales inventory ordering total
A
B
C
total
Benchmark
36.29
2733.78
380.81 3150.88 99.22 98.75 98.96 99.05
ARIMA
58.24
2673.86
353.30 3085.40 100.00 97.97 98.96 99.05
ARIMAX 𝜃𝑓𝑠 = 0.05
29.81
2674.00
416.63 3120.44 100.00 98.75 98.96 99.18
𝜃𝑓𝑠 = 0.075
29.81
2668.13
408.72 3106.66 100.00 98.75 98.96 99.18
𝜃𝑓𝑠 = 0.1
29.81
2664.59
388.30 3082.70 100.00 98.75 98.96 99.18
𝜃𝑓𝑠 = 0.125
29.81
2669.45
414.54 3113.80 100.00 98.75 98.96 99.18
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Figure 15: method A product 2925

Figure 16: method A product 2623

6.4.2 Method B: ELM external – ARIMAX
Method B, a combination between an ELM using external information and ARIMAX models, is first tested
using the settings described in section 5.3.2; external features are selected with a feature selection
threshold (𝜃𝑓𝑠 ) of 0.05 and an ARIMAX model is preferred over an ELM in case the MASE of the test data
exceeds model selection threshold (𝜃𝑀𝐴𝑆𝐸 ) 1. While the service levels under these settings are preferred
over the service levels in the benchmark setting, the operational costs are 77.2% higher than the costs
under benchmark settings. Note that the results of all settings tested are listed in Table 8 at the end of
this section.
In an attempt to improve the results of method B the feature selection threshold is set to 0.1, the value
with the best performance of the options tested for method A. This results in a decrease in costs, but costs
are still higher than the costs found using the benchmark method. At the same time service levels
decrease, making this option inferior to the benchmark for all strategies pursued.
To gain insight in the effect of using an ARIMAX model instead of an ELM when the performance of the
ELM is considered poor, a simulation using only ELM models (𝜃𝑀𝐴𝑆𝐸 = ∞) is completed. In case the ELM
model is never replaced by an ARIMAX model operational costs increase even more. While reaching
similar service levels as the model with 𝜃𝑀𝐴𝑆𝐸 = 1, the costs are 96.4% higher than the benchmark model.
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Therefore, replacing the ELM model with an ARIMAX model in case of poor performance is proven helpful
in reducing costs.
Besides changing the feature selection threshold, the effect of changing the model selection threshold is
investigated. Using a feature selection threshold of 0.1, the MASE of the test set exceeds 1 in 20.4% of the
demand predictions made. By providing a more strict model selection threshold of 0.75, the ELM model
is replaced with an ARIMAX model in 27.1% of the predictions made. Using this threshold of 0.75, the
operational costs are found to be slightly higher than with a threshold of 1 while service levels are equal.
Decreasing the threshold to 0.5 results in rejection of the ELM model in 47.1% of the demand predictions
made. Costs are reduced further while service levels remain stable, although this model still results in
higher costs than the benchmark model. In case the models selection threshold is reduced to 0.25, the
ELM model is replaced with an ARIMAX model in 78.3% of all predictions made. While service levels are
unchanged, costs are higher than in the case of a threshold of 0.5. Decreasing the model selection
threshold even further is not considered, since this will make the model converge towards method A.
Since the two feature selection thresholds tested (0.1 and 0.05) both score best in either terms of costs
or service level, all experiments conducted with a feature selection of 0.1 are repeated with a feature
selection threshold of 0.05.
Table 8 shows that, from all options tested, the model with feature selection threshold 0.1 and model
selection threshold 0.5 results in the lowest costs. Higher service levels are only reached under a 𝜃𝑓𝑠 of
0.05 when the model selection threshold is set to either 1 or ∞, where a model selection threshold of 1
has the lower costs of the two. Example output of method B is displayed in Figure 17 and Figure 18.
The results show that, for the data available in this project, using the proposed ELM external - ARIMAX
model has no added value over an ARIMAX model. While similar service levels can be reached, the
operational costs are higher. Even with lower service levels, operational costs of the proposed method B
are never found to be lower than the operational costs under proposed method A. Therefore, the
performance of method A is considered to be higher than the performance of method B. A reason for the
poor performance of the ELM might be the amount of data available, since the performance of neural
networks – and thus ELM’s – is highly dependent on having a large amount of data observations (G. Zhang
et al., 1998).
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Table 8: Results case study - method B

Costs (€)
𝜃𝑓𝑠 𝜃𝑀𝐴𝑆𝐸 lost
sales
Benchmark
36.29
ELM ext
0.05 ∞
29.81
ELM ext - 0.05
1
29.81
ARIMAX
0.1
1 241.17
0.1 0.75 241.17
0.1
0.5 241.17
0.1 0.25 241.17
0.05 0.75 241.17
0.05
0.5 241.17
0.05 0.25 241.17

Inv.

ordering

total

2733.78
3752.30
3737.20

380.81
2406.32
1816.35

3150.88
6188.43
5583.36

2982.95
2801.62
2787.80
2815.78
2840.23
2833.81
2914.81

813.15
1281.49
772.52
1260.85
767.72
772.52
1275.64

4037.27
4324.28
3801.49
4317.80
3849.12
3847.50
4431.62

Figure 17: Method B product 2925

Figure 18: Method B product 2623
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Fill rate (%)
A
B

C

99.22 98.75 98.96
100.00 98.75 98.96
100.00 98.75 98.96
97.37
97.37
97.37
97.37
97.37
97.37
97.37

97.97
97.97
97.97
97.97
97.97
97.97
97.97

98.96
98.96
98.96
98.96
98.96
98.96
98.96

total
99.05
99.18
99.18
97.41
97.41
97.41
97.41
97.41
97.41
97.41

6.4.3 Method C: ELM external – ARIMA decomposed

raw
seasonal
trend
remainder

-0.40.0 0.4 0.0 0.4 0.8
-0.20.2 0.6
-0.40.0 0.4

values

The results of method C, where the historic demand is decomposed into trend, season and remainder
using Loess, are discussed in this section. A feature selection threshold of 0.1 is used, where the remainder
is the target for the mRMR algorithm. First the historic demand is decomposed using the last year of
estimated historic demand. While multiple seasonal cycles should be available to find a season in data,
being at least two years of data in case of a yearly seasonal cycle, similar results are found using two years
of historic demand to decompose demand. The result of decomposition for product 2623 is presented in
Figure 19.

0

100

200

300

400

time

Figure 19: Decomposed historic demand product 2623

For both the seasonal and trend components an ARIMA model is used to predict historic instances. For
the remainder an ELM is used, in a similar way as in method B. A main disadvantage of this methodology
is the computation power needed, resulting in a computation time of around 60 times the computation
time needed for the benchmark method. Due to this long computation time, the results after 16 days are
first examined to determine the potential of this method. However, when the daily inventory holding
costs of this method are compared to the results of method A and the benchmark, the costs of method C
show a high increase of daily costs compared to both other methods. A graph of the daily inventory
holding costs during the first 16 simulated days for the three methods compared is presented in Figure 21
A, a comparison of all costs is presented in Appendix V – Cost comparison first 16 days. A further
investigation shows that method C results in an extreme ordering behavior, explaining the rising inventory
holding costs and indicating an continuing rise in holding costs when all ordered products are delivered.
Figure 21B shows the cumulative orders placed for the three methods compared. The extreme increase
in orders placed around 25-04-2017 can be caused by overpredicting demand of only a few products with
a long order quantity time or safety time. Besides the high inventory holding cost, ordering costs will rise
due to the extreme ordering behavior. Since inventory holding cost and ordering cost are this extreme,
no realistic solution is expected from method C. Due to both the long computation time and the poor
initial performance , method C is considered inferior to method A and will not be investigated any further.
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Figure 21 A: Comparison inventory holding costs first
16 days

Figure 21 B: Comparison cumulative orders placed
first 16 days

6.4.4 Handling lost sales
The alternative approach to handle lost sales is tested in this section. Whereas all earlier methods tested
rely on the impute demand function described in section 3.3, future demand will now be directly
estimated from historic (observed) sales and stock-out information as described in section 5.4. Since
method A shows the best performance so far, an ARIMAX model is used in combination with the binary
variable indicating weather a stock-out occurred (1) or not (0). To estimate future demand, the future
value for this binary indicator is set to 0. As discussed in section 6.1 future demand is assumed not to
exceed inventory on hand as long as no stock-out occurs, therefore the future demand can directly be
estimated by setting the future stock-out binary to 0. The results are presented in Table 9.
To investigate the influence of using the stock-out information in combination with historic sales (without
external information), the ARIMA model that estimates demand based on stock-out and sales information
is compared to the ARIMA model that estimates demand based on estimated historic demand presented
in 6.4.1. The results in Table 9 show higher operational costs while reaching lower service levels. Especially
the ordering costs are increased when using stock-out information, which indicates the stock-out
information combined with historic sales causes the ARIMA model to overestimate demand. Therefore,
an ARIMAX model using both stock-out and external information is tested. The new model (ARIMAX stockout) follows the same approach as the model in method A, although stock-out information in combination
with historic sales is used instead of estimated historic demand. In order to obtain a fair comparison
between both methods, the stock out model is tested using the same feature selection thresholds as
method A. The ordering costs decrease compared to the ARIMA stock-out model, which indicates
including additional features prevents the model from overestimating future demand. While the
operational costs are lower than for the case where no external features are taken into account, the best
performing model (𝜃𝑓𝑠 =0.125) still results in higher operational costs than the best performing model of
method A while reaching lower service levels. Therefore, using the impute demand function is concluded
to result in better performance than directly estimating future demand based on historic sales- and stockout information using the ARIMAX model of method A.
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Table 9: Results case study - using stock-out information

Benchmark
ARIMA
ARIMAX
ARIMA –
stock out
ARIMAX –
stock out

𝜃𝑓𝑠 = 0.1

Costs (€)
lost
inventory ordering total
sales
36.29
2733.78
380.81 3150.88
58.24
2673.86
353.30 3085.40
29.81
2664.59
388.30 3082.70
241.17
2655.04 1247.91 4144.12

Fill rate (%)
A
B

C

99.22
100.00
100.00
97.37

98.96
98.96
98.96
98.96

99.05
99.05
99.18
97.41

98.75
97.97
98.75
97.97

total

𝜃𝑓𝑠 =0.1

241.17

2661.17

726.66

3629.00

97.37

97.97 98.96

97.41

𝜃𝑓𝑠 =0.05
𝜃𝑓𝑠 =0.075
𝜃𝑓𝑠 =0.125

241.17
241.17
241.17

2660.86
2660.12
2654.22

731.04
726.87
721.66

3633.07
3628.16
3617.05

97.37
97.37
97.37

97.97 98.96
97.97 98.96
97.97 98.96

97.41
97.41
97.41

6.5 Validation of results
Due to filtering all products that faced a stock-out at least once during the period simulated, the
probability of lost sales in the simulation is smaller than it would be in reality. By reducing the probability
of lost sales, and therefore the resulting cost of lost sales, the ratio between the three parts of the cost
function – costs of lost sales, inventory holding costs and ordering costs – changes. In order to test the
influence of this filtering process, and to validate the results of section 6.4, the simulation results are
validated using the full set of 864 products that are in scope of the project.
In order to estimate the demand of products that do have a stock-out during the simulation, the impute
demand function described in section 3.3 is used. Due to the assumption that the impute demand function
perfectly estimates historic demand, it is meaningless to use this validation to compare the two methods
to handle lost sales. The results of this validation for the settings resulting in the lowest operational costs
and highest fill rates in the previous simulation, are presented in Table 10. The full validation results are
presented in Appendix VI – Validation simulation results.
Using the (estimated) real demand in the operational model (perfect standard) results in a cost decrease.
This difference with the simulation of all products without products that have a stock-out during the
simulation is explained by the costs of lost sales. It is obvious that the costs of lost sales are lower in case
products that have a stock-out during the simulation period are not included in the simulation. Due to the
higher costs of lost sales observed in this validation, an increase in fill rate will result in a decrease in the
costs of lost sales that is able to cancel out an increase in inventory- or ordering costs. Note that the
relative decrease in lost sales costs is similar for the simulation results in section 6.3 and this validation,
however the absolute decrease is a hundred times larger for this validation. For the same reason the
perfect average model tested in section 6.3 results in an increase of operational costs in this validation,
where a decrease of costs is found in the simulation.
Compared to the cost decrease found in section 6.4, the cost decrease in this validation is very small. The
higher proportion of lost sales costs, which barely varies for the different demand prediction methods,
dampens the relative effect of the decrease in inventory holding- and ordering costs. Furthermore it could
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be the case that the performance of the methods tested, which use the impute demand function to
estimate historic demand, is affected as a result of estimating the real demand to calculate sales and lost
sales based on the impute demand function. Besides the difference in costs decrease the resulting fill
rates are lower than in the simulation results, since the probability of lost sales is higher in this validation.
However, the resulting fill rates are deviating from the target fill rates specified in section 3.2, which could
be explained by the ABC-categorization of the products that is changed due to filtering the products that
are out of scope of this project.
The validation results show that, while including all products that are in scope of this project, the same
model results in the lowest operational costs. Method A with a feature selection threshold of 0.1
outperforms all other proposed methods in terms of costs and fill rate.
Table 10: Validation simulation results

benchmark
perfect average
operational
perfect std
operational
ARIMA
ARIMAX

Costs (€)
Rel. to
benchm
lost
inventory ordering total
sales
3085.36
3096.62
363.06 6545.04 3173.92
3134.53
346.80 6655.25 +1.68%

Fill rate (%)
A
B

C

total

76.40 92.45 96.48
78.60 87.24 93.62

83.86
83.74

2174.82

3129.12

350.55

5654.49

-13.61% 80.04 98.18 99.41

87.14

3085.36
3085.36

3097.03
3091.49

358.89
359.72

6541.28
6536.57

-0.06% 76.40 92.45 96.48
-0.13% 76.40 92.45 96.48

83.86
83.86

3085.36

3132.39

361.81

6579.56

+0.53% 76.40 92.45 96.48

83.86

3085.36

3133.93

365.98

6585.27

+0.61% 76.40 92.45 96.48

83.86

𝜽𝒇𝒔 = 𝟎. 𝟏

ELM ext ARIMA
𝜽𝒇𝒔 = 𝟎. 𝟎𝟓
𝜽𝑴𝑨𝑺𝑬 = 𝟏

ELM ext ARIMA
𝜽𝒇𝒔 = 𝟎. 𝟎𝟓
𝜽𝑴𝑨𝑺𝑬 = 𝟎. 𝟓

6.6 Summary case study results
An overview of the results of all demand prediction methods tested is presented in this section. For every
method considered, the settings resulting in the lowest operational costs and the settings resulting in the
highest overall service level are displayed in Table 11. A full overview of all tested models is presented in
Appendix VIII – Overview results. An overview of demand predictions for two typical products is presented
in Appendix IX – Examples demand predictions.
The best performance, both in terms of operational results and overall service level, of all methods tested
is found using an ARIMAX model with a feature selection threshold of 0.1 while using historic demand
estimated using the impute demand function as input. While the effect of using external features on
operational costs is very small, an ARIMA model results in slightly higher costs, taking into account
external features results in higher service levels. Therefore, the ARIMAX model will be preferred for both
e-tailer strategies aiming on high service levels or pursuing low operational costs. In the validation of the
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simulation, using all products in scope of this project, the fill rates are similar for the ARIMA and ARIMAX
model. The operational costs are lower for the ARIMAX model, making this the preferred model in the
validation.
While in the simulation the operational costs only decrease with 2.16% compared to the benchmark, the
maximum cost decrease that can be reached by only changing the demand prediction method should be
taken into account. Changing the demand prediction in the operational model to the perfect average
results in a cost decrease of 4.90%, although – as explained in section 6.3 – this perfect average does not
take into account the period after the simulation window resulting in lower costs than could actually be
reached. In the validation in section 6.5 the cost decrease is smaller, however in this validation the impute
demand function is used to find the demand used to calculate the sales and lost sales. Due to this
assumption the resulting costs might be affected. It is however clear that the fill rate barely varies
between the benchmark method and the ARIMAX model. Therefore the ARIMAX model is concluded to
reduce the costs of ordering and inventory with around 50% of the amount that can be saved; 2.16% is
saved while less than 4.90% could be saved. The effect on the total operational costs will be dampened
by the costs of lost sales, that are in reality higher than in the simulation.
Using the model proposed in method B similar service levels can be reached, however the corresponding
costs are extremely high. When settings of the method B model result in lower costs, which is still a lot
higher than the ARIMAX model, the service levels drop. Due to both long computation time and poor
initial results, the model proposed in method C is not expected to outperform the model of method A. In
case stock-out- and sales information are use, both costs are higher and service levels are lower than for
a similar model that uses estimated historic demand as input.
Table 11: Summary case study results

Costs (€)

Benchmark
Perfect average
operational
ARIMA
ARIMAX 𝜽𝒇𝒔 = 0.1
ELM ext – ARIMA
𝜽𝒇𝒔 = 0.05; 𝜽𝑴𝑨𝑺𝑬 = 1
ELM ext – ARIMA
𝜽𝒇𝒔 = 0.05
𝜽𝑴𝑨𝑺𝑬 = 0.5
ARIMAX – stock-out
𝜽𝒇𝒔 = 0.125

Rek, to
Fill rate (%)
benchm.

lost
inventory ordering total
sales
36.29
2733.78
380.81 3150.88
151.78
2631.49
213.10 2996.37

A

-4.90%

B

C

total

99.22 98.75 98.96 99.05
98.67 97.97 98.96 98.23

58.24
29.81
29.81

2673.86
2664.59
3737.20

353.30
388.30
1816.35

3085.40
3082.70
5583.36

-2.08% 100.00 97.97 98.96 99.05
-2.16% 100.00 98.75 98.96 99.18
+77.20% 100.00 98.75 98.96 99.18

241.17

2833.81

772.52

3847.50

+22.11%

97.37 97.97 98.96 97.41

241.17

2654.22

721.66

3617.05

+14.79%

97.37 97.97 98.96 97.41

The overall impact of using the external features discussed in section 5.1 is known. To get insight in the
contributions per feature, the selected features under the threshold leading to the best results for the
ARIMAX model with the highest performance are investigated. Since features are selected per product
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per day, the times a specific feature is selected on both the first- and last simulated day are considered to
get a reasonable overview of all features selected during the simulation. In Figure 22 all external features
considered are listed ordered from the least times selected (on both days combined) to the most times
selected.
Figure 22 shows that, on average over both days, 𝑚𝑎𝑥𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 is selected many times whereas
minApparent is rarely selected. This indicates that the 𝑚𝑎𝑥𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡 is more useful in predicting future
demand than the 𝑚𝑖𝑛𝐴𝑝𝑝𝑎𝑟𝑒𝑛𝑡, which can be explained by the fact that the maximum temperature is
often measured during the day where the minimum temperature often appears during the night. Further,
sales within the same parent category, 𝐶𝑎𝑡𝑒𝑔𝑜𝑟𝑦𝑆𝑎𝑙𝑒𝑠, appear to be a useful indicator. Features that
enable a correction for seasonality, 𝑑𝑎𝑦𝐿𝑒𝑛𝑔𝑡ℎ and weekend, are often selected. Price indicators and
features describing competitor information such as 𝑙𝑜𝑤𝑒𝑠𝑡_𝑝𝑟𝑖𝑐𝑒, 𝑏𝑜𝑙_𝑎𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒and 𝑏𝑒𝑠𝑙𝑖𝑠𝑡_𝑎𝑣𝑎𝑖𝑙𝑎𝑏𝑙𝑒
are rarely selected. This indicates either that the usefulness of competitor- and price information in
demand prediction is limited or that these indicators are not indicating competitor information
adequately. 𝑚𝑎𝑟𝑔𝑖𝑛_𝑠𝑒𝑙𝑙 is never selected, thus the profit margin is never successfully used to estimate
future demand.

Figure 22: Selected features
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7. Conclusion
In chapter 6 a case study is performed to gain insight in the performance of the demand prediction models
proposed in section 5.3. An overview of the effect of demand prediction on operational costs is presented
in chapter 3. Guided by the research questions, this chapter reflects upon the scientific contribution of
this project. Furthermore, recommendations for the implementation of the obtained demand prediction
model are presented. In section 7.3 the limitations of this project and recommendations for future
research are discussed.

7.1 Scientific contribution
The research gaps identified in section 2.2 are addressed by answering the research questions and subquestions.
1. How does the demand prediction affect company results through inventory control decisions?
As described in section 3.1, the demand prediction affects company results through both the tactical and
operational model. In the tactical model the demand prediction is used to calculate the economic order
quantity. Based on the economic order quantity and the expected future demand the safety time and
order quantity time are calculated.
The safety time and order quantity time serve as input for the operational model, based on which the
order-up-to level is calculated. Based on the order-up-to level and an order agenda the daily purchase
advice is generated. Every review period a purchase advice is generated such that the inventory position
of that specific product meets or exceeds the order-up-to level after ordering. While in the case study the
assumption is made that all advices are directly followed, this is not the case in reality. Therefore, the
effect of demand prediction on company results is also dependent on human interference. Furthermore
output from the cache model can cause a user to change input settings of the algorithm, which also might
have effect on company results through different purchase advices that will be generated.
a. What is the performance of the current demand prediction method of IMSCorp?
Based on the first part of the case study, described in section 6.2, the operational costs for the 595
products included out of the 864 products in scope of this project are found at €3150.88 for the 64-day
simulation window. The corresponding overall fill rate is 99.05%. These results are obtained using the
replace outlier function that is implemented in July 2017 as part of this project. The operational costs
under the old replace outlier function are €3075.51 with a corresponding fill rate of 99.18%, however the
new outlier replace function is preferred by IMSCorp since the replacement of outliers with extremely low
mean values is avoided. Due to the low probability of lost sales for the set of 595 products in the
simulation, the results are validated using all 864 products in scope of the project. The lost sales costs are
found to be a lot higher in case all products are included, however the lost sales costs are at similar levels
for the benchmark and the proposed methods and thus barely affect the (absolute) difference in costs
between different methods.
b. What would the company results be under a perfect demand prediction?
Three different cases are tested in section 6.3 to find the operational results of IMSCorp under a perfect
demand prediction (i.e. when future demand is known), however these cases do not take into account
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the period after the simulation window. Therefore, the results found are actually below the optimal
results that could be reached by only changing the demand prediction method. First, the effect of
changing the demand prediction in the tactical model is found to be neglectable. When actual demand
during the simulation window is known, costs can be barely decreased compared to the benchmark.
Therefore the focus is shifted towards changing the demand prediction in the operational model, changing
the demand prediction method in the tactical level is not considered.
For the demand prediction in the operational level two options are considered. The option where the
exact demand during the required horizon (according to the output of the tactical level) is known results
in an increase in ordering- and lost sales costs. Whereas the lost sales costs decrease, the small probability
of lost sales in the set of 595 products causes the total operational costs to rise. In case all 864 products
that are in scope are included, and the probability of lost sales is higher, the operational costs decrease
due to the decrease in lost sales costs.
By taking the average future demand over the entire simulation window, the operational costs are
reduced to €2996.37 (-4.90% compared to the benchmark) due to reduced ordering- and inventory
holding costs for the set of 595 products. Since changing the demand prediction in the tactical model is
not considered, this value is considered to be (slightly below) the optimum that can be reached by
changing the demand prediction method for this set of products. While the costs of lost sales could still
be reduced, the validation of simulation results shows that the cost of lost sales is comparable for the
proposed methods and the benchmark method. Therefore, it is concluded that the ordering- and
inventory holding costs can be reduced by less than 4.90% by only changing the demand prediction
method in the operational model.
2. What method results in the best demand prediction?
From the methods tested in this project, the best operational results are achieved using an ARIMAX model
as described in section 5.3.2 method A.
a. What is the best way to take unobserved lost sales into account?
The two different approaches to take into account lost sales, estimating the historic demand and using
stock-out- and sales information to directly estimate future demand, are described in section 3.3 and 5.4
respectively. Since the operational performance of method A described in section 5.3.2 outperforms all
other methods tested when estimated historic demand is used to predict future demand, the model that
predicts future demand directly from sales- and stock-out information is based on this method.
In section 6.4.4 of the case study, the results of an ARIMAX model using the estimated historic demand
are found to be never reached when using an ARIMAX model that directly estimated future demand using
stock-out- and sales information. Where the minimum operational costs found using the stock-out
information are higher than the costs when estimated demand is used, the resulting service levels are
lower for all settings tested. Therefore, using the estimated historic demand to predict the future demand
is concluded to outperform using sales- and stock-out information in terms of both operational costs and
service level for the ARIMAX model tested.
b. What external data should be added to improve prediction performance?
The selected data sources, based on expert input, are described in section 4.1. The features that are
constructed from these sources are listed in section 5.1. While feature selection is performed on product
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level for every simulated day, and thus different features can be selected per product per day, Figure 22
in section 6.6 shows an overview of the features selected on the first and last simulation day when the
threshold is set to 0.1. Figure 22 indicates that features linked to the type of product, such as the sales in
the product category or the views of the products webpage, are selected often. Price- or competitor
information features, such as indicators whether a product is available at competitors and if the offered
price is lower than the price of competitors, are rarely selected.
c. What is the resulting performance of the new demand prediction method?
When the feature selection threshold for the ARIMAX model described in section 5.3.2 method A is set to
0.1 the operational costs are found at €3082.70 for the 595 products considered in the case study for the
64-day simulation window. Compared to the benchmark, this is a decrease in operational costs of 2.16%.
Taking into account that the lower-bound that can be reached by adjusting the demand prediction method
in the operational model is above €2996.37, the proposed method is assumed to reduce inventory
holding- and ordering costs with about 50% of the amount that could be saved. Note that more could be
saved in terms of total operational costs by reducing the cost of lost sales, however validation of
simulation results shows that the lost sales costs are barely affected by replacing the benchmark with the
proposed methods.

7.2 Recommendations IMSCorp
Based on this project, multiple recommendations towards IMSCorp are provided:
First, the implementation of the ARIMAX model of method A in the algorithm is recommended.
Implementing the model into the algorithm is fairly simple, however the necessary external data is
currently only available for Company B. Therefore it is recommended to start data collection for all
customers, the approach described in section 4.2 can be used. Using the settings for the ARIMAX model
used in this project, the recommended demand prediction method can be implemented 15 days after the
start of the data collection. Until that time, it is recommended to implement a simple ARIMA model. Since
no external data is necessary, this model can be implemented by only changing the demand prediction
function used in the algorithm. When external data is collected for more customers (thus more products)
for a longer period of time, it is recommended to re-evaluate the performance of method B and C. While
the performance of both methods was poor this might be due to the small amount of data available at
the time of this project, since the performance of neural network based methods is highly dependent on
the availability of a large number of observations (G. Zhang et al., 1998). In order to implement the findings
of this project into the IMSCorp algorithm, the following steps should be followed:
1. Start collection of external data using the data collection tool for all customer companies
a. Construct external features as described in section 5.1
2. Implement an ARIMA model in the operational model
3. After 15 days of data collection: implement the ARIMAX model described in method A in the
operational model
a. Use a feature selection threshold of 0.1 and estimated historic demand as input
4. After 1 year of data collection: reevaluate the performance of method B and C using the
simulation tool
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For this project a simulation tool is created to simulate the tactical- and operational model of the IMSCorp
algorithm. While the tool, described in section 6.1, is only used to test the effect of different demand
prediction models in this project, it can be used to test other adjustments to the algorithm. Furthermore,
the tool can for instance be used to, in combination with the proposed performance measure, optimize
the input service levels in terms of operational costs. Thus, it is recommended to IMSCorp to use the
simulation tool and the proposed performance measure for both testing the effect of new features
included in the algorithm or to optimize input values of the algorithm.
The replace outlier function developed as part of this project, described in section 3.3, is already
implemented in the algorithm. Whereas the old function unintendedly replaced outliers with extremely
low mean values, the new function overcomes this problem.

7.3 Limitations and future research
The proposed ARIMAX model with mRMR feature selection based on a threshold of 0.1 performs well in
the simulation tool under the assumptions made. However, due to the assumptions, several limitations
to the project are identified:
Due to the small amount of external data available a simulation window of 64 days is created, while
forecast horizons for products can be over 365 days. Therefore, it is not clear if a cost reduction is caused
by the proposed demand prediction or that it is just a one time advantage (e.g. when ordering the product
is only delayed until after the simulation window). Further, the short simulation window combined with
the long forecast horizons causes not all products to be ordered at least once during the simulation. Both
problems can be avoided by either creating a longer simulation window, by artificially shortening the
forecast horizon (however, this might result in distorted results) or by only selecting products with a
shorter forecast horizon.
The simulation tool uses daily data, making the assumed order of processes on a day necessary. While the
order of processes described in section 6.1 is based on expert input, it is not an exact representation of
reality. Similar, assumptions made on lost sales costs, inventory costs, delivery times, supplier information
and other assumptions in the simulation tool are not exactly the same as in reality.
Demand is assumed not to exceed inventory on hand as long as inventory on hand is positive, thus as long
as no stock-out occurs all demand is assumed to be observed (and can be met). However, in case a
customer has a demand of two (while inventory on hand equals one), sales might still be lost. Further
assumptions made during the product filtering process in section 6.1.1 are necessary to know the real
demand. Due to this filtering, the probability of stock-outs and lost sales during the simulation are low
(i.e. no stock-outs occurred during the simulation period in reality). Another effect of the filtering process
is an unintended distribution of A-, B- and C-class products. Since a few fast-moving products are removed,
the ABC-classification threshold values used cause a relatively large group of A-products. This can be
avoided by changing the input threshold values. In order to take a more realistic proportion of lost sales
into account, the simulation results are validated using all 864 products within the scope of the project.
In order to estimate real demand, to determine the number of sales and lost sales, the impute demand
function is used. While this validation provides insight in the lost sales costs, using estimated demand will
probably affect the validation results. Since both the simulation and the validation have their
shortcomings, it is impossible to know the real optimal cost that could be reached by changing the demand
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prediction method. Therefore, an interesting topic for future research is estimating lost sales during the
simulation, enabling a simulation for all products.
Multiple cases are found where the result of standard forecast performance measures, based on the
distance between a forecast and the real future demand, and the cost- and service level based measures
proposed in section 5.2 are inconsistent (i.e. a high forecast performance does not necessarily result in
low costs). Therefore, the comparison of standard forecast performance measures and company results
of an e-tailer in terms of operational costs and service levels proposed in section 5.2 should further be
investigated.
A more accurate estimation of the costs of lost sales on a product level is identified as an area for future
research.
Input levels for the demand prediction methods proposed are based on simple testing, however these
values can be optimized using the simulation tool. Similarly, optimizing the levels of the user input
parameters for minimal operational costs or in maximum service levels belongs to the possibilities of the
simulation tool, thus might be an interesting topic for future research. In case the costs of lost sales are
known, the user input parameters can be optimized to the strategy for a specific e-tailer resulting in a
maximum profit.
Furthermore, the simulation tool can be used to test the performance of other demand prediction
methods or other changes to the IMSCorp algorithm.
Note that the solutions presented in this report are part of a mini-theory for IMSCorp (and the data of
Company B), more research is needed to generalize the findings.
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Appendix I – Variables used
Table 12: List of variables

Variable Description
𝒊
product index with 𝑖 ∈ [ 1, 2, … , n ]
𝑰
Set of all products
supplier index with 𝛿 ∈ [ 1, 2, … , m]
𝜹
order quantity time of product 𝑖 (days)
𝒐𝒒𝒕𝒊
𝒔𝒕𝒊
safety time of product 𝑖 (days)
𝒑𝒊
sell price of product 𝑖 (€)
𝒄𝒊
cost (buy price) of product 𝑖 (€)
𝝋𝒊
Fulfillment cost for product 𝑖 (€)
𝑾𝒊 (𝒕)
sales of product 𝑖 on day 𝑡
Average daily sales of product 𝑖 in time period (𝑡1 , 𝑡2 ] = {𝑥 | 𝑡1 <
𝝁𝑾𝒊 (𝒕𝟏 , 𝒕𝟐 ]
𝑥 ≤ 𝑡2 }
+
indicator if sales of product 𝑖 at time 𝑡 are positive; binary
𝑾𝒊 (𝒕)
𝑫𝒊 (𝒕)
demand of product 𝑖 on day 𝑡
̂
expected demand of product 𝑖 on day 𝑡
𝑫𝒊 (𝒕)
𝑫′𝒊 (𝒕)
estimated demand of product 𝑖 on day 𝑡
′′
Imputed demand of product 𝑖 on day 𝑡
𝑫𝒊 (𝒕)
̂ 𝒊 (𝒕𝟏 , 𝒕𝟐 ]
Expected average daily demand of product 𝑖 in time period (𝑡1 , 𝑡2 ] =
𝝁𝑫
{𝑥 | 𝑡1 < 𝑥 ≤ 𝑡2 }
𝑹𝜹
review period for supplier 𝛿
𝑹𝒊
review period for product 𝑖, based on the preferred supplier of
product 𝑖 (𝑖 | 𝑖 ∈ Iδ )
𝑲𝜹
fixed ordering cost for supplier 𝛿
𝑰𝜹
set of products with preferred supplier 𝛿
𝒉
inventory holding cost (%/year)
𝟏
daily inventory holding cost of product 𝑖 (€)
𝒉𝟏𝒊 = 𝒄𝒊 ∗ ((𝟏 + 𝒉)𝟑𝟔𝟓 − 𝟏)
𝑬𝑶𝑸𝒊
economic order quantity of product 𝑖
𝑴𝑶𝑸𝒊
minimal order quantity of product 𝑖; the minimum number of
products that can be ordered
𝑴𝑶𝑽𝜹
minimal order value of supplier 𝛿; the minimal value of a total order
at this supplier
𝑳′𝒊
Observed historic lead time of product 𝑖
𝑳𝜹
agreed lead time of supplier 𝛿
𝒓𝒊 (𝒕)
number of days until next review for product 𝑖 on day 𝑡
𝒔𝒊
reorder level of product 𝑖
𝑺𝒊
order-up-to level of product 𝑖
inventory on hand of product 𝑖 on day 𝑡
𝑿𝒊 (𝒕)
̅
Average inventory on hand of product 𝑖 on day 𝑡
𝑿𝒊 (𝒕)
∆ (𝒕)
Set of all suppliers where an order is placed on day 𝑡
𝑷𝟐
Fill rate
𝑪𝒊𝒏𝒗𝒆𝒏𝒕𝒐𝒓𝒚 (𝒕)
Inventory holding costs on day 𝑡
𝑪𝒐𝒓𝒅𝒆𝒓𝒊𝒏𝒈 (𝒕)
Ordering costs on day 𝑡
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𝑪𝒍𝒐𝒔𝒕 𝒔𝒂𝒍𝒆𝒔 (𝒕)
𝑪(𝒕)
𝜽𝒇𝒔
𝜽𝑴𝑨𝑺𝑬

Lost sales costs on day 𝑡
Operational costs on day 𝑡
threshold for feature selection
threshold for method B, if MASE exceeds 𝜃𝑀𝐴𝑆𝐸 performance is
considered poor
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Appendix II – Analysis Company B data

Figure 23: Boxplot salespoints mature products Company B

Figure 24: Pareto chart Company B

Figure 25: Pareto chart Company B (excl. fastmover)
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Appendix III – External data variables
Table 13: Variables of collected external data

Source Variable name
DarkSky PrecipProbability
PrecipIntensity

maxTemp
minTemp
maxApparent
minApparent
sunRise
sunSet
humidity
windspeed
windbearing

cloudCover
Bol.com Rating
SoldByBol
SoldByNonProf
SoldByProf

StandardPrice
ListPrice
AvailabilityCode
SellerID
topSeller
SellerRating
ProductInfoRating

Description
The probability of precipitation
occurring on a given day
The intensity (in inches of liquid
water per hour) of precipitation
occurring at the given time,
conditional on probability
Maximum temperature of the day
(in degrees Celsius)
Minimum temperature of the day
(in degrees Celsius)
Maximum apparent temperature
of the day (in degrees Celsius)
Minimum apparent temperature
of the day (in degrees Celsius)
The time of sun rise (hh:mm:ss)
The time of sunset (hh:mm:ss)
Relative humidity
Wind speed in miles per hour
Direction that the wind is coming
from in degrees, with the true
north at 0 degrees and
progressing clockwise, not defined
if windspeed is zero
Fraction of sky occluded by clouds
Overall product rating on Bol.com
Binary, indicates the product is
sold by Bol
Binary, indicates the product is
sold by a non-professional seller
Binary, indicates the product is
sold by a professional seller other
than Bol
Bol.com standard price (€)
Current price (listed) (€)
Availability code
ID code for the seller of the
product
Binary variable to indicate
whether seller is top seller
The rating of the seller
The rating of the seller based on
his product information
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Value range
[0,1]
[0,∞)

[0,1]
[0,∞)
[0,360)

[0,1]
[0,50]
1 if true, 0 otherwise
1 if true, 0 otherwise
1 if true, 0 otherwise

1 if true, 0 otherwise
[0,10]
[0,10]

DeliveryTimeRating

The rating of the seller based on
his delivery time
ShippingRating
The rating of the seller based on
his shipping performance
ServiceRating
The rating of the seller based on
his service
RecentPositiveRating
Number of positive ratings in the
last three months
RecentNeutralRating
Number of neutral ratings in the
last three months
RecentNegativeRating
Number of negative ratings in the
last three months
RecentTotalRating
Number of ratings in the last three
months
AllPositiveRating
Number of positive ratings
AllNeutralRating
Number of neutral ratings
AllNegativeRating
Number of negative ratings
AllTotalRating
Total number of ratings
BestOffer
Indicates when the offer is the
best available offer
CategoryID0
ID code for the parent category of
the product
CategoryName0
Name of the parent category of
the product
CategoryID1-5
ID code for first (until the 5th)
sub-category of the product
CategoryName1-5
Name of the first (until the 5th)
sub-category of the product
Beslist.nl Beslist_ListPrice
Listed price of the product (€)
Beslist_PriceInclDelivery Current price including delivery
fee (€)
Beslist_PromoPrice
Promo price of the product (€)
Beslist_CategoryName0 Name of the parent category of
the product
Beslist_CategoryName1- Name of the first (until the 5th)
5
sub-category of the product
Google views
Number of views on the product
Analytics
page
Calendar Weekend
Binary indicating whether it is
weekend
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[0,10]
[0,10]
[0,10]

1 if true, 0 otherwise

1 if true, 0 otherwise

Appendix IV – Simulation validation
Table 14: Validation results

Date
Demand
18-04-17
11
19-04-17
11
20-04-17
12
21-04-17
9
22-04-17
10
23-04-17
11
24-04-17
15
25-04-17
17
26-04-17
11
27-04-17
10
28-04-17
8
29-04-17
6
30-04-17
7
01-05-17
19
02-05-17
10
03-05-17
10
04-05-17
19
05-05-17
6
06-05-17
3
07-05-17
13
08-05-17
11
09-05-17
19
10-05-17
5
11-05-17
17
12-05-17
17
13-05-17
2
14-05-17
10
15-05-17
17
16-05-17
12
17-05-17
12
18-05-17
14
19-05-17
7
20-05-17
10
21-05-17
10
22-05-17
25
23-05-17
17
24-05-17
9
25-05-17
9

Inventory holding cost (€)
Simulation Real
Difference
43.49 43.46
0.02
43.37 43.41
-0.04
43.29 43.35
-0.06
43.56 43.07
0.49
43.51 42.47
1.03
43.47 42.43
1.04
43.41 42.31
1.10
43.20 42.04
1.15
43.11 41.93
1.18
43.02 41.82
1.20
42.97 41.71
1.26
42.96 41.21
1.75
42.95 40.77
2.19
42.81 40.58
2.23
42.71 40.44
2.27
42.67 39.85
2.82
42.66 39.31
3.35
42.64 39.31
3.33
42.60 39.27
3.33
42.50 39.19
3.30
42.33 39.06
3.26
42.24 39.01
3.22
42.16 38.97
3.19
42.07 38.93
3.14
41.93 38.84
3.09
41.87 38.79
3.08
41.83 38.73
3.09
41.52 38.36
3.15
41.45 38.25
3.20
41.37 38.18
3.19
41.24 38.06
3.18
41.11 38.03
3.08
40.97 37.99
2.97
40.90 37.92
2.98
40.83 37.82
3.00
40.65 37.64
3.00
40.49 37.50
2.99
40.38 37.38
3.00
59

0.05%
-0.10%
-0.14%
1.14%
2.44%
2.46%
2.60%
2.75%
2.82%
2.87%
3.02%
4.26%
5.36%
5.49%
5.62%
7.07%
8.52%
8.47%
8.47%
8.43%
8.35%
8.27%
8.19%
8.08%
7.97%
7.94%
7.98%
8.21%
8.37%
8.34%
8.36%
8.10%
7.82%
7.85%
7.94%
7.98%
7.98%
8.02%

Lost sales cost(€)
Simulation Real Difference
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
3.71
0
3.71
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
5.85
0
5.85
0
0
0
5.85
0
5.85
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

26-05-17
27-05-17
28-05-17
29-05-17
30-05-17
31-05-17
01-06-17
02-06-17
03-06-17
04-06-17
05-06-17
06-06-17
07-06-17
08-06-17
09-06-17
10-06-17
11-06-17
12-06-17
13-06-17
14-06-17
15-06-17
16-06-17
17-06-17
18-06-17
19-06-17
20-06-17

6
7
11
22
13
13
15
10
7
12
13
16
5
5
8
5
8
18
14
15
15
8
11
12
15
13

40.33
40.30
40.28
40.28
40.23
40.13
40.03
39.91
39.76
39.68
39.63
39.59
39.52
39.52
39.68
39.81
39.78
39.65
39.48
39.38
39.26
39.24
39.15
38.99
38.94
38.96

36.54
35.73
35.69
35.66
35.65
35.60
35.64
35.65
35.48
35.37
35.27
35.17
35.14
35.24
35.38
35.43
35.36
35.20
34.78
34.46
34.32
34.23
34.10
33.94
33.85
33.79

3.78
4.57
4.59
4.62
4.58
4.53
4.39
4.26
4.28
4.31
4.36
4.42
4.39
4.28
4.29
4.39
4.42
4.45
4.70
4.91
4.94
5.01
5.05
5.05
5.09
5.17
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10.35%
12.80%
12.86%
12.95%
12.85%
12.74%
12.33%
11.94%
12.08%
12.17%
12.37%
12.56%
12.48%
12.14%
12.13%
12.39%
12.49%
12.64%
13.52%
14.26%
14.39%
14.62%
14.80%
14.86%
15.04%
15.31%

0
9.2
0
0
0
0
0
0
0
16.9
6.48
0
0
0
6.48
0
6.48
0
0
0
0
0
0
0
0
0

0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

0
9.2
0
0
0
0
0
0
0
16.9
6.48
0
0
0
6.48
0
6.48
0
0
0
0
0
0
0
0
0

Appendix V – Cost comparison first 16 days
Table 15: Cost comparison first 16 days
method C

method A

costs
simulation day

total:

Inv.

ordering

lost sales

orders

costs

products

Inv.

benchmark

ordering

lost sales

orders

costs

products

Inv.

orders
ordering

lost sales

products

18-04-17

43.49

8.55

0

17

43.52

9.8

0

8

43.49

9.8

0

8

19-04-17

43.44

24.79

0

281

43.43

20.41

0

33

43.39

20.41

0

43

20-04-17

43.75

21.66

0

69

43.40

9.58

0

5

43.35

1.25

0

2

21-04-17

44.37

10.83

0

59

43.38

8.33

0

1

43.62

0

0

0

22-04-17

44.33

1.25

0

6

43.36

1.25

0

1

43.57

1.25

0

3

23-04-17

44.3

23.33

0

80

43.32

12.5

0

40

43.53

15

0

36

24-04-17

44.55

24.58

3.71

240

43.48

6.67

3.71

12

43.47

5.42

3.71

12

25-04-17

45.13

13.33

0

26

42.16

0

0

0

43.28

1.25

0

11

26-04-17

45.92

13.13

0

2212

42.14

10.63

0

31

43.24

9.38

0

58

27-04-17

47.59

29.58

0

639

42.12

15

0

24

43.19

13.75

0

12

28-04-17

49.82

5

0

12

42.09

8.33

0

1

43.15

4.17

0

3

29-04-17

53.2

9.58

0

15

42.10

0

0

0

43.21

0

0

0

30-04-17

56.51

0

0

0

42.10

0

0

0

43.32

0

0

0

01-05-17

57.23

10.83

0

9

42.03

17.91

0

7

43.24

9.58

0

7

02-05-17

57.25

16.25

0

434

41.94

1.25

0

1

43.13

1.25

0

1

03-05-17

58.03

13.75

0

35

41.90

0

0

0

43.10

0

0

0

778.91

226.44

3.71

4134

682.46

121.66

3.71

164

693.28

92.51

3.71

196
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Appendix VI – Validation simulation results
Table 16: Validation simulation results
Costs (€)
lost
sales
Benchmark

optimal
case

new repl.
outlier
old repl.
outlier
B - PS
B - PA

method
A

method
B

Inv.

Order.

total

Rel. to
bench.
(%)

Fill rate (%)
A

B

C

total

3085.36

3096.62

363.06

6545.04

-

76.40

92.45

96.48

83.86

3059.89

3097.32

357.64

6514.85

76.40

94.01

98.83

84.22

2174.82

3129.12

350.55

5654.49

-0.46%
13.61%

80.04

98.18

99.41

87.14

3173.92

3134.53

346.80

6655.25

+1.68%

78.60

87.24

93.62

83.74

𝜃𝑓𝑠 = ∞
3085.36

3097.03

358.89

6541.28

-0.06%

76.40

92.45

96.48

83.86

𝜃𝑓𝑠 = 0.05

3085.36

3091.76

383.89

6561.01

+0.24%

76.40

92.45

96.48

83.86

𝜃𝑓𝑠 = 0.075

3085.36

3091.51

363.89

6540.76

-0.07%

76.40

92.45

96.48

83.86

𝜃𝑓𝑠 = 0.1

3085.36

3091.49

359.72

6536.57

-0.13%

76.40

92.45

96.48

83.86

𝜃𝑓𝑠 = 0.125

3085.36

3091.66

363.89

6540.91

-0.06%

76.40

92.45

96.48

83.86

3085.36

3132.39

361.81

6579.56

+0.53%

76.40

92.45

96.48

83.86

3085.36

3113.37

361.81

6560.54

+0.24%

76.40

92.45

96.48

83.86

3085.36

3109.19

361.81

6556.36

+0.17%

76.40

92.45

96.48

83.86

3137.86

3110.98

381.82

6630.66

+1.31%

76.01

92.45

96.48

83.74

3085.36

3118.12

368.06

6571.54

+0.40%

76.40

92.45

96.48

83.86

3085.36

3134.84

365.98

6586.18

+0.63%

76.40

92.45

96.48

83.86

3085.36

3133.93

365.98

6585.27

+0.61%

76.40

92.45

96.48

83.86

3085.36

3106.77

383.89

6576.02

+0.47%

76.40

92.45

96.48

83.86

𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 1
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 1
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.75
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.5
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.25
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.75
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.5
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.25
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Appendix VII – Selected features
Table 17: Features selected

selection threshold (𝜽𝒇𝒔 )
CategorySales
maxApparent
dayLength
views
weekend
part_positive_ratings
ShopSales
part_negative_ratings
beslist_available
bol_available
lowest_price
minApparent
margin_sell
TOTAL
Products for which features
are selected
Selected features per
product

18-04-17
0.05
24
14
33
18
17
18
17
20
2
2
3
28
0
196
88

0.075
23
15
17
15
10
13
18
12
2
2
2
26
0
155
72

0.1
22
19
17
11
10
9
7
6
4
2
2
2
0
111
62

2.23

2.15

1.79

63

0.125
20
7
6
8
0
7
6
6
4
1
1
2
0
68
47

20-06-17
0.05
31
24
22
15
23
20
31
15
0
1
1
20
0
203
92

0.075
26
24
15
13
21
6
22
6
0
1
1
18
0
153
81

0.1
24
23
8
10
20
4
12
4
0
0
1
11
0
117
78

0.125
16
8
7
9
1
3
2
3
0
0
1
10
0
60
45

1.45

2.21

1.89

1.50

1.33

Appendix VIII – Overview results
Table 18: Overview results
Costs (€)
lost
sales
Benchmark

optimal
case

method A

method B

Stock-out

new repl.
outlier
old repl.
outlier
P - PS

Inv.

Order.

total

Rel. to
bench.
(%)
-

Fill rate (%)
A

B

C

total

99.22

98.75

98.96

99.05

36.29

2733.78

380.81

3150.88

29.81

2689.88

355.82

3075.51

-2.39%

100.00

98.75

98.96

99.18

25.87

2824.49

580.93

3431.29

+8.90%

99.00

98.75

99.48

99.05

P - PA

155.93

2627.29

203.52

2986.74

-5.21%

98.59

97.97

98.96

98.09

P-B

29.81

2731.05

382.27

3143.13

-0.25%

100.00

98.75

98.96

99.18

B - PA

151.78

2631.49

213.10

2996.37

-4.90%

98.67

97.97

98.96

98.23

B–
lower-bound
𝜃𝑓𝑠 = ∞

254.13

2611.95

217.50

3083.58

-2.14%

96.37

97.97

98.96

97.14

58.24

2673.86

353.30

3085.40

-2.08%

100.00

97.97

98.96

99.05

𝜃𝑓𝑠 = 0.05

29.81

2674.00

416.63

3120.44

-0.97%

100.00

98.75

98.96

99.18

𝜃𝑓𝑠 = 0.05
No repl. Outl.
𝜃𝑓𝑠 = 0.075

29.81

2681.78

439.55

3151.14

+0.01%

100.00

98.75

98.96

99.18

29.81

2668.13

408.72

3106.66

-1.40%

100.00

98.75

98.96

99.18

𝜃𝑓𝑠 = 0.1

29.81

2664.59

388.30

3082.70

-2.16%

100.00

98.75

98.96

99.18

𝜃𝑓𝑠 = 0.125

29.81

2669.45

414.54

3113.80

-1.18%

100.00

98.75

98.96

99.18

𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = ∞
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 1
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 1
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.75
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.5
𝜃𝑓𝑠 = 0.1
𝜃𝑀𝐴𝑆𝐸 = 0.25
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.75
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.5
𝜃𝑓𝑠 = 0.05
𝜃𝑀𝐴𝑆𝐸 = 0.25
𝜃𝑓𝑠 = ∞

29.81

3752.30

2406.32

6188.43

+96.40%

100.00

98.75

98.96

99.18

29.81

3737.20

1816.35

5583.36

+77.20%

100.00

98.75

98.96

99.18

241.17

2982.95

813.15

4037.27

+28.13%

97.37

97.97

98.96

97.41

241.17

2801.62

1281.49

4324.28

+37.24%

97.37

97.97

98.96

97.41

241.17

2787.80

772.52

3801.49

+20.65%

97.37

97.97

98.96

97.41

241.17

2815.78

1260.85

4317.80

+37.03%

97.37

97.97

98.96

97.41

241.17

2840.23

767.72

3849.12

+22.16%

97.37

97.97

98.96

97.41

241.17

2833.81

772.52

3847.50

+22.11%

97.37

97.97

98.96

97.41

241.17

2914.81

1275.64

4431.62

+40.65%

97.37

97.97

98.96

97.41

241.17

2655.04

1247.91

4144.12

+31.52%

97.37

97.97

98.96

97.41

𝜃𝑓𝑠 = 0.1

241.17

2661.17

726.66

3629.00

+15.17%

97.37

97.97

98.96

97.41

𝜃𝑓𝑠 = 0.05

241.17

2660.86

731.04

3633.07

+15.30%

97.37

97.97

98.96

97.41

𝜃𝑓𝑠 = 0.075

241.17

2660.12

726.87

3628.16

+15.15%

97.37

97.97

98.96

97.41

𝜃𝑓𝑠 = 0.125

241.17

2654.22

721.66

3617.05

+14.79%

97.37

97.97

98.96

97.41
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Appendix IX – Examples demand predictions

Figure 26: Overview product 2925

Figure 27: Overview product 2623
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