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1
Introduction
Everything and everyone is connected, in the modern world even more so than ever before.
Cities are connected via road networks, and everyone in these cities is connected to an
electricity network and a sewer system. But aside from such physical connections, there
are also more intangible connections, like those provided by communication networks. A
few centuries ago the postal service was the main mode of communication over longer
distances. At the start of the 20th century the telephone started to become more common
and nowadays there is the Internet. It is arguably one of the most impactful inventions of
the last century as it allows us to almost instantaneously interact with people across the
globe. In this thesis we consider some of the problems related to an important category of
networks: geographic networks.
In mathematics we refer to (the abstraction of) networks as graphs. Graphs consist of a
set of vertices (also called nodes or points) and a set of edges representing the connections
between these vertices. In this thesis we focus on geographic graphs. In a geographic
graph the vertices are associated with locations. This can be through the use of coordinates
but vertices may also be labeled with less precise locations such as cities, or countries.
Often weights are associated with vertices to encode geo-referenced data, that is, data
related to the geography. In other graphs edges may be weighted to quantify a relation
between the two locations it connects.
Examples of geographic graphs include those modelling physical networks such as
road networks. Here edges represent roads and vertices correspond with intersections and
their associated coordinates in the real world. Another example would be graphs which
convey information in a geographic context, like countries in a trading network. Such a
graph might encode information on the import and export of a certain product. An edge
between two vertices implies that the product is being exported from one country to another. These edges might be assigned weights representing the total value of the exported
products. In this thesis we investigate efficient methods for constructing, visualizing, and
analyzing such geographic graphs.
Big geographic graphs, such as those modelling a transportation network, have been
around for millennia. The late Roman empire’s 113 provinces were interconnected by
372 great roads with a total length of over 400,000 kilometers [60]. When constructing
such complex road networks a balance needs to be made between the expenses of adding
more connections and the benefit in terms of travel times that these new roads offer. A
proper analysis of the efficiency of the underlying geographic graph can give necessary
insights to help decide where new roads give the biggest benefit to the connectivity of the
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network. Whereas the Romans had to rely on hand drawn maps of the current network to
make decisions about its expansion, nowadays computers can help us in various ways to
deal with such complexity.
In this thesis we explore three problems related to geographic graphs. We first investigate how to construct such graphs automatically. We are motivated by the construction
of transportation networks and as such consider low detours an important criterion. Spanners are a category of graphs characterized by their low detours. In Part I we analyze a
specific spanner construction algorithm which is well suited for the construction of geographic networks. Through our analysis we identify a common structure in the output of
this algorithm when it is executed on different inputs. We use this structure to develop a
new construction algorithm with greatly improved performance, allowing it to be used on
much larger data sets.
The second and third problem are in the field of visualization. Many problems can
not be solved by computers alone and need human intervention. A good visualization can
summarize a large amount of data in an easily comprehensible package. This allows the
users to make informed decisions about the data.
In Part II we consider two types of geographic graph visualization. In Chapters 4 and 5
we study contact representations. Contact representations use various shapes to represent vertices and the adjacencies between these shapes
to represent the edges. In particular we investigate two questions related to the automatic generation of area cartograms. Area cartograms are
a type of thematic map where the regions of the
map are scaled such that their areas correspond
to the underlying data. Figure 1.1 shows an ex- Figure 1.1: A cartogram from the New
ample of an area cartogram used to convey the York Times showing the result of a poll for
results of a poll for the 2012 US election. The the 2012 US elections [109].
size of the states in this cartogram is proportional to the number of electors. We investigate complexity measures for a specific type of area cartogram as well as algorithms for
drawing the different regions of the cartogram.
In Chapter 6 we again consider maps, but now we use deformation to visualize their
underlying graphs more explicitly. We look at graphs which have weights associated with
their edges. These weights can represent many different kinds of data but can generally
be interpreted as a “distance” (either literal or figurative) between the two connected vertices. As such, we investigate how we can deform the map—and hence change the relative
positions of the different locations on it—such that the edge lengths in the deformed map
correspond to their weights. The resulting type of maps is called linear cartograms.
Linear cartograms allow the user to compare distances between multiple locations
(and hence the associated data) concurrently. Our method can compute these cartograms
at interactive speeds making it well suited for exploratory research. We conclude with two
case studies where we use our method as a tool to analyse complex real-world multivariate
data (socioeconomic data from the UK) and to convey the structure of a dynamic weighted
geographic network (a power-grid from Australia).
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1.1 Constructing Geographic Graphs
In Part I we investigate how to construct a “good” graph that connects a given set of points.
We say a graph connects a set of points if there is a path in the graph between every pair
of points. We are motivated by the construction of transportation networks and hence
consider the special case of Euclidean graphs. A Euclidean graph is a weighted graph
whose vertices have coordinates in the plane and whose edges use geometric distances as
weights. In other words, the weight of an edge corresponds to its length.
The question of how to construct a good connected Euclidean graph is still rather
vague, as “good” can mean many things depending on the context. Often a good network
has a combination of different properties. Some examples of properties which have been
considered in the context of graph construction problems include:
Size The number of edges in a graph is referred to as the size. For almost all problems
having a small number of edges is considered a good property. We say a graph is
sparse if the number of edges is linear in the number of vertices.
Weight The total weight of a (weighted) graph is the sum of the weight of the edges. In
the context of a Euclidean graph this is the sum of all edge lengths. When edges
model roads, cables, pipes or other physical connections in the real world, having a
low weight often translates to low construction costs.
Dilation The dilation or stretch factor of a graph is a measure of the maximum detour one
must take when travelling along edges of the graph compared to the direct “as the
crow flies” distance.
Diameter The maximum number of edges on the shortest path between any two vertices
in a graph is called the diameter. Low diameter graphs are more compact and guarantee that any vertex can be reached in only a few hops. In communication networks
each hop translates to retransmitting the message and hence impacts both latency
and network load.
Degree The degree of a vertex is defined as the number of edges connected to that vertex.
Often limits are placed on the maximum degree of vertices in a graph. Graphs with
a low maximum vertex degree may be used in wireless network design [62], where a
high number of connections to a single node (graph vertex) may lead to interference.
Fault tolerance Real world networks are not impervious to failure, a cell phone tower
may be damaged in a storm or a road could get flooded. The fault tolerance is a
measure of how many edges or vertices can be safely removed before the graph
becomes disconnected or passes a certain dilation threshold. Questions like, “if an
accident blocks a major highway, is the detour between cities still bounded by a
certain factor?” are related to the fault tolerance of the graph.
A simple way to connect a set of points is via a spanning tree: a graph in which any two
vertices are connected by exactly one path. As a spanning tree uses only 𝑛 − 1 edges it has
optimal size. If we choose our tree such that the total weight of the edges is minimized we
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get a minimum spanning tree (MST) which also has optimal weight. The dilation of an
MST can be arbitrarily bad however. When the points are evenly distributed on a circle,
the MST will connect them in a single path. Even though the geometric distance between
the endpoints of the path is small, the only path through the graph goes around the entire
circle. As the number of points on the circle increases the ratio of the detour worsens.
In transportation networks a low dilation is important, as this limits the maximum
detour. Clearly we need more than just a spanning tree to connect a set of points in such a
network. Given that only trees have an optimal size we can also see that we have to make
a compromise between small size (which often translates to low costs) and low dilation.
The graph with the best possible dilation is the complete graph, where every vertex is
connected to every other vertex. There are no detours in this graph but its size is quadratic
in the number of vertices.
Another example of conflicting properties are the diameter and weight. Graphs that
have a diameter that is at most logarithmic in the number of vertices must have a weight at
least a logarithmic factor larger than the weight of the MST of that graph. Furthermore, this
lower bound holds regardless of the dilation or the degree of the graph [3, 49]. Recently
this lower bound was proven to be tight by Elkin et al. [54].
1.1.1 The Greedy Spanner
As we are motivated by the construction of transportation networks our main requirements
are low dilation, weight and size. To formalize our initial problem we first introduce the
notion of a 𝑡-path: A 𝑡-path is a path of total length at most 𝑡 times the euclidean distance
between its endpoints.
Definition 1 (Spanner). Given a set of points 𝑃 in the Euclidean plane. A 𝑡-spanner on
𝑃 for 𝑡 > 1, is a connected Euclidean graph on 𝑃 such that there is a 𝑡-path between any
pair of points (𝑢, 𝑣) ∈ 𝑃.
Problem: Let 𝑃 be a set of 𝑛 points, how do we construct a sparse 𝑡-spanner on 𝑃 for
arbitrary 𝑡 > 1?
A considerable amount of research has been done on this question [68, 90] since spanners were introduced in network design [93] and in geometry [38]. It has been shown that
sparse spanners exist for any 𝑡 > 1. In fact, as we restrict ourselves to Euclidean graphs
we can efficiently find a 𝑡-spanner with 𝑂 (
) edges in 𝑂(𝑛 log 𝑛) time [90]. Many
different construction methods exist, each having different advantages and disadvantages.
One of the earliest algorithms is by Keil [81] which uses a greedy approach. It first
sorts all pairs of points based on their distance to each other from short to long. It then
goes through this list, considering each pair for the addition of an edge. For each potential
edge it checks if its end points are already connected by a 𝑡-path. If this is not the case, it
adds the edge to the graph. If they are already connected by a 𝑡-path, it skips the edge and
checks the next pair of points. Clearly the algorithm constructs a 𝑡-spanner as it inspects
every pair of points and adds an edge if there is no 𝑡-path. The resulting graph is called
the greedy 𝑡-spanner (or just the greedy spanner, with the parameter 𝑡 implied).
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(b)

.

, 245 edges

(c)

, 134 edges

Figure 1.2: The greedy spanner computed on 100 uniformly distributed points using different values
for the dilation parameter .

Keil also showed that the resulting spanner contains 𝑂(𝑛) edges and is hence sparse.
Since the original paper on the Greedy spanner a lot of research has been done on the properties and faster construction of this graph. The greedy spanner is proven to be asymptotically optimal with respect to the size, weight, and degree criteria mentioned above.
Furthermore it also outperforms other spanners with similar asymptotic bounds in practice. Figure 1.2 shows the greedy spanner computed on a generated data set of 100 points
for different values of 𝑡.
The main disadvantage of the greedy spanner lies in its computational cost. A straightforward implementation of the greedy spanner has a running time of 𝑂(𝑛 ) and space
usage of 𝑂(𝑛 ). In this analysis we assume 𝑡 to be a constant, as is common practice,
when analyzing the performance of spanners. In Part I we propose a new algorithm for
constructing the greedy spanner more efficiently.
Different spanner algorithms. There are several different spanner algorithms which can
be constructed significantly faster than the greedy spanner. The Θ-graph is the closest
well-known competitor to the greedy spanner with respect to size, degree and weight. This
spanner was discovered independently by Clarkson [41] and Keil [81]. The Θ-graph is a
cone based spanner and as such uniformly divides the area around every point into 𝑘 cones,
for fixed 𝑘. For each cone exactly one outgoing edge is chosen. The Θ-graph projects the
points in a cone onto its bisector and then adds an edge to the point whose projection is
closest. This is illustrated in Figure 1.3a. The graph can be calculated efficiently using a
sweepline approach as all bisectors have the same 𝑘 orientations. By using 𝑘 sweep lines
orthogonal to the bisectors, the graph can be constructed in 𝑂(𝑛 log 𝑛) time.
Figure 1.4 shows both the Θ-graph and the Greedy spanner computed on the same uniformly generated set of points. It is immediately clear that the greedy spanner is superior
in practice. When analyzing the properties of the Θ-graph we find that the limit on the degree of nodes can grow to 𝑛. Furthermore, the weight can be as high as Ω(𝑛 ⋅ 𝑤(𝑀𝑆𝑇)),
where 𝑤(𝑀𝑆𝑇) denotes the weight of the minimal spanning tree [90]. Clearly the fast
computation comes at a cost.
Another closely related cone spanner is the Yao-graph [116]. Like the Θ-graph it divides the area around each point into cones, however, instead of projecting points on their
bisectors it simply adds an edge to the closest point in each cone (See Figure 1.3b). While
this does make fast construction of the Yao graph more complex, it makes it very useful
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𝑎

𝑣

𝑏

𝑎

𝑣

𝑏

(a)

(b)

Figure 1.3: Construction of the -graph (a) and the Yao-graph (b). One outgoing edge is added for
each cone. The -graph measures distance to the projection on the bisector and adds
( , ). The Yao-graph measures direct distance and adds ( , ).

(a)

(b)

Figure 1.4: The greedy spanner on 100 points distributed uniformly in a square with
(a) and
the -graph on the same points (b) computed with
, which gives the same dilation
guarantee.

in the setting of wireless and ad-hoc networks [114]. In these distributed settings vertices
correspond to physical ‘nodes’, each of which have transmitters and receivers. Efficient
routing graphs are constructed in a distributed fashion where each node connects to the
strongest signal (shortest distances) detected from each of the 𝑘 directions. In other words,
the distributed construction of a Yao graph.
For both the Θ and Yao-graphs the number of cones determines the bound on the dilation. Due to this indirect way of influencing the dilation there have been several papers
dedicated to proving better bounds for specific 𝑘. For example, it was only recently shown
by Barba et al. that the Yao graph with 𝑘 = 5 and 𝑘 = 6 has bounded dilation [15]. A
similar line of research exists for the Θ-graph [18, 21, 99].
Another well-established spanner construction method that is worth mentioning is the
WSPD-spanner. This spanner uses a hierarchical decomposition of the point set, called
the well-separated pair decomposition, or WSPD [34]. The WSPD divides the points
into pairs of subsets called well-separated pairs. The WSPD-spanner picks exactly one
edge for each of these pairs. The separation parameter used when constructing the WSPD
directly influences the bound on the dilation just like the number of cones did for the Yao
and Θ-graph.
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In theory the WSPD-spanner can be considered an improvement over the Θ-graph as
its weight is bounded by 𝑂(log 𝑛⋅𝑤(𝑀𝑆𝑇)). In practice however the WSPD spanner tends
to perform poorly compared to the Θ-graph. Although the WSPD gives a linear number
of pairs, a big constant factor results in about 10 times as many edges than the Θ-graph
on uniformly distributed point sets. Furthermore, the high number of pairs causes the
algorithm to run out of memory well before the asymptotically better bound on the weight
becomes useful in practice. For a detailed experimental study comparing the WSPDspanner, Θ-graph, greedy-spanner and some less known spanners we refer to [58].
We will revisit the WSPD in more detail in Section 2.1 as it will be an important part of
our algorithm. Many more spanner algorithms exist, but enumerating them goes beyond
the scope of this thesis. For an in-depth treatise of the major algorithms we recommend
the book by Narasimhan and Smid [90].
Back to the greedy spanner. As mentioned, a naive algorithm to construct the greedy
spanner requires 𝑂(𝑛 ) time and 𝑂(𝑛 ) space. In the last decade several new algorithms
have been proposed to compute the greedy spanner more efficiently.
By undoing and redoing parts of Dijkstra computations Bose et al. [20] managed to
bring down the cost of the 𝑡-path checks resulting in the asymptotically fastest computation
time of 𝑂(𝑛 log 𝑛). A different approach was taken by Farshi and Gudmundsson [58]
who used efficient caching mechanisms to speed up computation. This algorithm became
known as FG-Greedy and although a Θ(𝑛 log 𝑛) bound was proven for the algorithm,
experiments show that it tends to have near-quadratic behaviour in practice. Recently,
it was shown that a bound of 𝑂(𝑛 log 𝑛) on the running time can be achieved when
restricted to point sets with polynomial spread [30], explaining this good performance in
practice.
Computing the greedy spanner in linear space. With the near-quadratic performance of
these new algorithms the bottleneck is now the space usage. While computing the greedy
spanner on a moderately large set of 𝑛=10,000 points only takes a few minutes, the sorting
of 𝑂(𝑛 ) pairs of points already requires gigabytes of memory.
In Chapter 2 we introduce a new algorithm to compute the greedy spanner in linear
space. The method used to achieve this consists of two parts: a framework, based on
the well-separated pair decomposition, that uses linear space and near-linear time, and a
subroutine using linear space and (amortized) near-linear time, which is called a linear
number of times by the framework. The subroutine solves the bichromatic closest pair
with dilation larger than 𝑡 problem. If there is an algorithm with a sub-linear running
time for this subproblem (possibly tailored to our specific scenario), then our framework
immediately gives an asymptotically faster algorithm than is currently known. This situation is reminiscent to that of the minimum spanning tree, for which it is known that it is
essentially equivalent to the bichromatic closest pair problem.
In Chapter 3 we push this new algorithm even further and improve its expected running
time to near linear. We observed that on real-world examples the greedy spanner contains
mostly ‘short’ edges with at most a few longer edges. Whether an edge is included in the
greedy spanner depends only on the points and edges in an ellipse with its endpoints as
foci and with eccentricity 1/𝑡. For pairs of points close to each other, this is a small area
that tends to contain few other points. We will show that one can easily find these short
edges using a bucketing scheme, giving a speedup on such real-world point sets.
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In parallel to the research discussed in Part I we developed another linear space algorithm called Lazy-Greedy [30]. We do not discuss this algorithm in detail in this thesis, but
will briefly explain how it is related to results of Chapters 2 and 3 here. The Lazy-Greedy
algorithm does not use the well-separated pair decomposition, but instead achieves linear
space by only storing the nearest neighbor without 𝑡-path for every point. As maintaining
this information throughout the construction of the spanner would require too much time,
the algorithm only updates the nearest neighbor of specific points when it is needed to
guarantee its correctness. As such, the algorithm operates on a combination of updated
and outdated information during its execution.
Many of the speed improvements discussed in Chapter 3 are not directly applicable
to the Lazy-Greedy algorithm. Hence the algorithm discussed in this thesis is a better
choice for most inputs. However, when a very low dilation is required or little memory is
available, Lazy-Greedy can be a better choice. We provide experimental results comparing
the algorithm from chapter 2, its improved version from chapter 3 and the Lazy-Greedy
algorithm in Section 3.5.
Contributions. In Chapter 2 we propose a new algorithm for constructing the greedy
spanner which uses linear memory and has a running time of 𝑂(𝑛 log 𝑛). This makes the
algorithm just a logarithmic factor slower than the fastest known algorithm by Bose et al.,
which requires quadratic space. As such, it greatly increases the applicability of the greedy
spanner in practice.
We continue to improve upon this new algorithm in Chapter 3: by analyzing the structure of the greedy spanner on uniformly distributed point sets, we are able to achieve a
𝑂(𝑛(log 𝑛) log log 𝑛) expected running time while maintaining the same worst case
running time. In Section 3.5 we present experimental results comparing the algorithm
from Chapter 2, its improved version from Chapter 3, and the Lazy-Greedy algorithm.
Part I is based on joint work with Sander Alewijnse, Alex ten Brink and Kevin Buchin.
The work appeared in two parts in Algorithmica volume 73 issue 3 and volume 78 issue
1 [7, 8].

1.2 Visualizing Geographic Graphs
Not all problems related to geographic graphs can be solved by computers alone. A good
example is the case of exploratory analysis, when one is still forming hypotheses. In this
case humans are working with the data and computers offer a supporting role. Given the
ever growing complexity of the networks around us, a good visualization can prove to
be invaluable in the analysis. When dealing with geographic graphs, vertices often have
predefined positions and a geographic context. Hence it makes sense to look into graph
representations on or as maps.
Automated cartography. Cartography is the study of making maps. Many decisions are
made in the process of designing a map. Basic questions such as what data to visualize and
how to project the terrain onto a flat medium need to be answered, but also specific details
about appropriate glyphs and symbols can greatly influence the usability of the resulting
map.
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Figure 1.5: Part of the Tabula Puetingeriana, a 5th century map of the Roman road network. Rome
is shown on the far left with Italy stretching out to the right. Africa is shown at the
bottom and the rest of Europe at the top. Source: Wikimedia Commons

Cartographers may choose to eliminate characteristics of the mapped area which are
irrelevant to the message. These decisions relate to the generalization of the map. Instead
of eliminating irrelevant information one may also choose to partially retain it through
schematization. Properly schematized features still provide context but do not distract
from the main message of the map.
Figure 1.5 shows a fifth century visualization of a section of the Roman empire’s road
network. Although the map is far from geographically accurate, it works well to communicate the different roads leading to the different cities. The roads are schematized using
only a few straight segments each. This makes them easier to label and to follow when
navigating.
While the romans made their maps by hand, computers have been involved in the
creation of most of the maps we use every day. Cartographers use software to collect data
and to assist them in the construction of maps. However, the rate at which data is generated
keeps increasing as we are mapping the entire globe with sophisticated scanning devices
on planes and satellites. With such vast amounts of data, automating the map creation
process is vital.
The automatic generation of maps poses all kinds of algorithmic problems. In Part II
of this thesis we explore some of the problems related to the representation of geographic
graphs using maps.
Thematic maps. There are two types of maps: general-reference maps and thematic
maps. General-reference maps try to display a representation of the real world as accurately as possible. Hence these maps contain information on many different features of a
region. Geographic information such as mountains and forests is displayed next to manmade structures such as the road network and the houses that make up a city.
Thematic maps are specifically designed to show a single theme or attribute connected
with a geographic area. Common themes include population density, income, or climate
related information such as the number of hours of sun or rain in a certain period.
We distinguish two types of thematic maps: qualitative and quantitative maps. Qualitative maps indicate the distribution or location of the given attributes. They focus on the
“where” question. Quantitative maps focus on the “how many” question and are used for
visualizing numerical information.
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Figure 1.6: Different thematic maps showing information about the population of the US. A choropleth map showing population per square mile per state (a). A dot distribution map
showing the Hispanic population using one dot per 100,000 people (b). A proportional
symbol map using differently sized disks to encode population (c). The disks are subdivided into pie-charts to encode the Hispanic population as a percentage of the total
population. Sources: Wikimedia Commons (a) and [48] Chapter 3 (b,c).

For example, a qualitative map might indicate the location of outbreaks of the Avian
Flu using a dot distribution map. The quantitative version might use a choropleth map
which colors provinces to indicate the number of outbreaks. Another quantitative version
could be a proportional symbol map which uses symbols of different sizes for each of
the provinces. By summarizing the outbreaks per province, information on the separate
locations is lost, but quantitative information can now be seen at a glance. Figure 1.6
shows examples of the different types of thematic maps mentioned above.
1.2.1 Area cartograms
Area cartograms are a type of thematic map where regions are scaled to represent the
quantitative data associated with the region. There are many types of area cartograms.
One of the most common cartograms are contiguous area cartograms. In these cartograms
the regions are deformed in such a way that the original adjacencies are maintained. A well
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Figure 1.7: Rectangular cartogram showing US population [33].

known example is the cartograms computed using the diffusion-based method of Gastner
and Newman [63], shown on the left of Figure 1.8.
Since contiguous area cartograms use deformation they have a strong resemblance
to the original geography. This has both advantages and disadvantages. The resemblance
can help with the recognisability—assuming the distortion is not too extreme—but it might
make estimating and comparing the size of regions quite hard.
A different category of area cartograms uses simple geometric shapes for its regions.
In certain settings the shapes are fixed: for example circles [50] or rectangles [98, 111].
Figure 1.7 shows an example of the latter. The simple shapes give a very structured look
and make it easy to estimate and compare the sizes of regions which in turn translates to
the underlying data.
A disadvantage of these fixed shape cartograms is the limited recognisability of the
regions as only their relative positions and adjacencies can be used to identify them. This
can be alleviated by adding labels.
In other scenarios there is a certain variability in the shapes: for example, when using
rectilinear polygons for rectilinear cartograms [5, 43]. Variable shape cartograms offer a
nice balance between the shape preservation of contiguous cartograms and the ease of size
estimation that fixed shapes offer.
We examine a specific type of cartogram fitting into the latter category, so called mosaic cartograms [36]. In these cartograms regions are represented as connected sets of tiles.
We focus on mosaic cartograms using square tiles (see Figure 1.8). These cartograms were
popularized by the New York Times and are often used to show election results [107, 108].
The tiles help to make the area of regions countable while retaining the flexibility to create
recognisable configurations for the different regions.
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Figure 1.8: A diffusion cartogram [63] (left) and a mosaic cartogram [36] (right) showing the votes
for the US election of 2012.

Cartograms as contact representations. The field of Graph Drawing focusses on the
problems related to the visualization of graphs. The most common representations are in
the form of node-link drawings where vertices are drawn as symbols such as points or
squares, and edges are drawn as lines connecting them.
Graph Drawing uses a well established set of complexity measures to determine the
quality of a drawing (see, for example, the overview by Purchase [97]). For node-link
drawings of planar graphs the arguably most prominent measures are the area of the drawing and the complexity (number of bends) of the edges. Often vertices are placed at integer
coordinates allowing the area of the diagrams to be defined by the area of its bounding
box. In addition to the classic node-link drawings, there are also other well-established
drawings styles, most notably contact representations. Here the vertices of a graph are
represented by a variety of possible shapes and the edges are implied by point or side
contacts between these shapes.
Area cartograms can be considered as a contact representation of their dual graph.
Hence we consider the complexity measures for contact representations for our analysis
of mosaic cartograms.
Contact representations do not draw edges explicitly but convey them implicitly using
the adjacencies of the regions representing the vertices. As such, the complexity of the
edges is not a suitable quality measure. However, for variable shape representations such
as those used in rectilinear or mosaic cartograms, the complexity of these shapes clearly
contributes to the visual quality of the drawing. This complexity is usually measured as
the number of straight segments in the shape. There are several sequences of papers which
strive to represent (weighted) planar triangulated graphs with rectilinear polygons of the
lowest possible complexity, which is 8 in both the weighted [5] and in the unweighted
case [39].
Contact representations are said to be proper if the shapes corresponding to vertices
form a partition of the bounding shape. For example, a rectangular dual [85] is a proper
contact representation, since it consists of a partition of a rectangle into rectangles. Similarly, certain outerplanar graphs have a proper touching triangle representation [59], which
consists of a partition of a triangle into triangles. If a contact representation is not proper,
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Figure 1.9: A mosaic drawing with complex channels (left) of an outerplanar graph (middle). The
same graph drawn with straight channels (right).

then the complexity of its complement with respect to an appropriate bounding shape is
also visually salient.
The complexity of a mosaic drawing. For the first problem in Part II we study the complexity of contact representations with variable shapes. Specifically, we focus on mosaic
drawings, as introduced by Cano et al. [36]. The same drawing style was independently
described by Alam et al. [6] as pixel and voxel (in 3D) drawings. Mosaic drawings are
drawn on a tiling of the plane and represent vertices by so-called configurations: simplyconnected sets of tiles (see Figure 1.9). The complement of a simple mosaic drawing with
respect to its bounding rectangle is also a set of simply-connected tiles, which we call
channels. Figure 1.9 shows two different mosaic drawings of an outerplanar graph. In
both cases the vertices have complexity 6 (rectangles and L-shapes), but the complexity
of the channels differs substantially. We would like to argue that a higher complexity of
the channels increases the visual complexity of the drawing and hence is likely to be an
impediment to the user. However, more complex channels allow us to significantly reduce
the area of a drawing. We hence investigate the trade-offs between these two competing
quality measures.
Recognisability of regions. To effectively communicate the underlying data of a cartogram it is important that the regions are displayed in a recognisable manner. As mosaic
drawings are made on the grid we investigate how to represent region outlines (simple
polygons) as a configuration on the grid which is similar to the original outline.
Transforming the representation of objects from the real plane onto a grid has been
studied for decades due to its applications in computer graphics, computer vision, and
finite-precision computational geometry [67]. Two interpretations of the grid are possible: (i) the grid graph, consisting of vertices at all points with integer coordinates, and
horizontal and vertical edges between vertices at unit distance; (ii) the pixel grid, where the
only elements are pixels (square tiles). In the latter, one can choose between 4-neighbor
or 8-neighbor grid topology.
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Figure 1.10: From left to right: input; symmetric-difference optimal result is not a simple configuration; the configuration computed by our Fréchet algorithm; the configuration
computed by our Hausdorff algorithm.

The issues involved when moving from the real plane to a grid begin with the definition
of a line segment on a grid, known as a digital straight segment [83]. For example, it is
already difficult to represent line segments such that the intersection between any pair is a
connected set (or empty). In general, the challenge is to represent objects on a grid in such
a way that certain properties of those objects in the real plane transfer to related properties
on the grid; connectedness of the intersection of two line segments is an example of this.
While most of the research related to digital geometry has the graphics or vision perspective [82, 83], the field of computational geometry has made a number of contributions as well. Besides finite-precision computational geometry [45, 67] , these include
snap rounding [42, 65, 74], the integer hull [13, 70], and consistent digital rays with small
Hausdorff distance [40].
Mapping polygons. We consider the problem of representing a simple polygon 𝑃 as
a similar simple configuration 𝐶 on the grid (see Figure 1.10). The boundary 𝜕𝐶 of a
simple configuration 𝐶 is a simple cycle of edges and vertices of the grid graph.
Aside from our motivation of drawing regions in mosaic maps, applications in several
other schematic maps come to mind. Metro maps are probably the most well-known form
of cartographic schematization. In these maps metro lines are shown in an abstract manner
by polygonal lines whose edges typically have only four orientations. It is common to
also depict region outlines with these orientations on such maps. Another cartographic
application of configurations lies in the schematization of building outlines [87].
Considering the above, our work also relates to image downscaling (e.g. [84]), though
this usually starts from a raster image instead of continuous geometric objects. Kopf et
al. [84] introduce a technique that can also be applied to vector images, stating that the
outline remains connected where possible. In contrast to our work, the quality is not measured as the geometric similarity and the conditions necessary to guarantee a connected
outline remain unexplored.
Similarity. There are at least three common ways of defining the similarity of two simple
polygons: the symmetric difference, the Hausdorff distance [10], and the Fréchet distance [11]. The symmetric difference between two sets 𝐴 and 𝐵 is defined as the set
(𝐴 ⧵ 𝐵) ∪ (𝐵 ⧵ 𝐴). When using symmetric difference as a quality measure, we actually
mean the area of the symmetric difference.
The Hausdorff distance between polygon interiors and between polygon boundaries
both exist and are different measures; this distance can be directed or undirected. Let 𝑋
and 𝑌 be two closed subsets of a metric space. The (directed) Hausdorff distance 𝑑 (𝑋, 𝑌)
from 𝑋 to 𝑌 is defined as the maximum distance from any point in 𝑋 to its closest point
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in 𝑌. The undirected version is the maximum of the two directed versions, 𝑑 (𝑋, 𝑌) and
𝑑 (𝑌, 𝑋).
To define the Fréchet distance, let 𝑋 and 𝑌 be two curves in the plane. The Fréchet
distance 𝑑 (𝑋, 𝑌) is the minimum leash length needed to let a man walk over 𝑋 and a dog
over 𝑌, where neither may walk backwards (we give a formal definition in Section 5.4).
Whereas the symmetric difference does not consider similarity of the polygon boundaries,
the Fréchet distance usually applies to boundaries only.
Contributions. In Chapter 4 we investigate the trade-offs between two complexity measures for mosaic drawings of outerplanar graphs: compactness and area. We define the
first measure in terms of the complement of a mosaic drawing with respect to its bounding
rectangle. These connected sets of “unused” tiles are called channels. We prove that a
mosaic drawing without channels may require Ω(𝑛 ) area. This bound is tight. If we use
only straight channels, then outerplanar graphs with 𝑘 ears may require Ω(min(𝑛𝑘, 𝑛 /𝑘))
area. This bound is partially tight: we show how to draw outerplanar graphs with 𝑘 ears
in 𝑂(𝑛𝑘) area with L-shaped vertex configurations and straight channels. Finally, we argue that L-shaped channels are strictly more powerful than straight channels, but may still
require Ω(𝑛 / ) area.
The chapter is based on joint work with Bettina Speckmann and Kevin Verbeek. This
work appeared in the proceedings of the 11th International Conference and Workshops on
Algorithms and Computation [29].
In Chapter 5 we consider the problem of creating recognisable configurations. Given
an input polygon 𝑃, we introduce two algorithms to create configurations with low Hausdorff and Fréchet distance to 𝑃. We show that any simple polygon 𝑃 admits a configuration
𝐶 with 𝑑 (𝑃, 𝐶) ≤ √2 and 𝑑 (𝐶, 𝑃) ≤ √2 on the unit grid (here 𝑑 (𝑃, 𝐶) indicates
the directed Hausdorff distance from 𝑃 to 𝐶).
Unlike the Hausdorff distance, however, not every polygon boundary can be represented as a configuration with constant Fréchet distance. Hence we present a condition
on the input polygon boundary related to fatness and show that it allows a configuration
whose Fréchet distance is constant with respect to the fatness of the input.
The chapter is based on joint work with Irina Kostitsyna, Marc van Kreveld, Wouter
Meulemans, Willem Sonke and Kevin Verbeek. This work appeared in the proceedings
of the 24th European Symposium on Algorithms [27].

1.2.2 Linear Cartograms
Area cartograms use the size of regions to convey their associated weights. Contiguous area cartograms do this through the use of deformation. In Chapter 6 we present
a map deformation technique which—like contiguous cartograms—preserves topology
and balances preserving geographic shape with conveying data. However, while area
cartograms represent simple scalar values associated with regions (essentially a vertexweighted graph), our method takes a complete edge-weighted graph between geographic
locations as input and computes what is known as a linear cartogram. It moves the locations such that the distance between them corresponds as closely as possible to the weights
associated with the edges of the graph. In particular, we encode the dissimilarity between
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Figure 1.11: House prices in Australia: (a) geographic input map with glyphs showing significant
dissimilarity errors (full dissimilarities are a complete graph); (b) deformed map with
mesh overlay; (c) deformed map without mesh where all but one edge length are well
realised.

the given locations as weights in the complete graph and hence the distance of the locations in the deformed map is related to data dissimilarity (see Figure 1.11). This allows us
to compare distances between multiple locations and data attributes concurrently.
The currently most frequently used method for creating contiguous area cartograms
was proposed by Gastner and Newman. As mentioned before this method is based on
diffusion models. Another family of solutions—conceptually closer to our method—is
based on the “rubber-sheet” paradigm (see e.g. Sun et al. [106]) where a continuous transformation function from base map to area-optimized cartogram is iteratively inferred. The
technique is made efficient through a quadtree decomposition that gives more detail in
complex geographical regions. In contrast to these types of techniques, which derive a
continuous transformation function, in Chapter 6 we describe an approach based on deformation of a tessellated image that is then easily applied using hardware accelerated
affine texture mapping operations.
Our input is a complete weighted graph between geographic locations. Deforming
a map such that the edge weights can be realized as edge lengths has extensively been
studied in the special case that all locations are nodes of a transportation network and
edge weights correspond to travel times. The resulting maps are often called space-time
maps or travel time maps, but are also referred to as distance cartograms. Solutions exist
for the case that the whole graph is realized (e.g. [4]), or only a planar subset (e.g. [103]),
or only a star subgraph, i.e. travel times from one source only (e.g. [16]).
In the single source case another variant are so-called isochrones which deform maps
such that the Euclidean distance on the map corresponds to travel time (e.g. [76], which
also includes a user study). In all cases it is important to preserve the topology of the
map and keep as strong a resemblance to the input as possible. Many methods are able
to (mostly) avoid topology violations and, in particular for single source scenarios, some
resemblance to the original map can be kept. However, this usually comes at comparatively high computational costs. Furthermore, transportation networks usually align comparatively well with the underlying geography and exhibit some sort of transitivity. We
consider arbitrary geographic input graphs, possibly with very high and unequally dis-
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tributed weights and still guarantee topology preservation. In addition, by combining fast
multidimensional scaling and texture mapping we achieve interactive speeds.
Another geographic deformation method is offered by Böttger et al. [23]. They deform the map so that a schematized metro-map can be overlaid such that the locations
of the stations in the metro map correspond precisely to the appropriate locations in the
deformed geography. Their grid-warping method does guarantee to deform the map such
that topology is preserved; (i.e. that there are no folds or discontinuities in the deformed
geography) however, their figures take hours to produce. Furthermore, their target metro
map configuration is both static and topologically fairly consistent with the original geography.
Haunert and Sering [71] suggest drawing road networks with focus regions such that
deformation of detailed parts of the map is minimized. This is achieved by overlaying the
map on a regular grid and generating constraints to prevent the grid topology from being
violated. Although the details are quite different, their method is related to our approach,
in that they use sequential quadratic programming with the constraints generated between
iterations. However, the nature of the constraint model and the use of a standard solver
(CPlex) mean that their method requires several seconds to solve a single instance prohibiting any interactivity. While their application is quite different and arguably simpler than
our goal of deforming the map to better show arbitrary dissimilarity relationships between
geographic points, we are inspired by Haunert and Sering to employ sequential quadratic
programming techniques to achieve impermeable topological boundary constraints.
The method introduced in Chapter 6 can be thought of as an application of mesh deformation techniques to deformation of a map to optimize a point-to-point dissimilarity
measure while preserving topology. In contrast to other image warping techniques our
method warps subject to constraints that minimize stress for dissimilarity data. Thus, it is
a new combination of multi-dimensional scaling techniques and mesh deformation.
Contributions. We introduce a topology preserving method for map deformation. We
use this technique to deform maps based on dissimilarity graphs. The algorithm is fast
enough to allow the deformation to be computed in response to interaction. This allows
the composition of the dissimilarity metric or the data source itself to be modified in real
time.
We conclude Chapter 6 with two case studies where we use our deformation to analyse
complex real-world multivariate data (socioeconomic data from the UK) and to convey
the structure of a dynamic weighted geographic network (a power-grid from Australia).
Chapter 6 is based on joint work with Tim Dwyer, Jason Dykes, Bettina Speckmann,
Nathalie Henry Riche, Sheelagh Carpendale, Sarah Goodwin and Arial Liebman. The
work appeared in IEEE Transactions on Visualization and Computer Graphics volume 2,
issue 9 [25].
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Part I
Construction

2
Computing the Greedy
Spanner in Linear Space
In Part I we consider the construction of geographic graphs. That is, we investigate algorithms that given a set of points compute a set of edges which connect these points into
a single graph. As we are motivated by transportation networks, we want to limit the
maximum detour between any pair of points in these graphs. As such we investigate a
particular class of graphs characterized by low detours: spanners.
A Euclidean graph on a set 𝑃 of 𝑛 points in the Euclidean plane is a weighted graph
with geometric distances as edge weights. If a shortest route in the graph is at most 𝑡 times
longer than the direct geometric distance between its endpoints, we say these endpoints
have a 𝑡-path. A Euclidean graph is a 𝑡-spanner if all pairs of points have 𝑡-paths. For any
𝑡 > 1, we can efficiently find a 𝑡-spanner with 𝑂 (
) edges in the Euclidean plane [90].
These ‘approximations’ thus have very few edges compared to the complete Euclidean
graph, while approximately maintaining distances. This makes them a useful tool in many
areas.
In this chapter we focus on the greedy spanner. The greedy spanner is the highest
quality spanner (in e.g. edge count and weight, both in theory and practice) known to be
computable in polynomial time. The original algorithm is shown below. The algorithm
first sorts all pairs of points in ascending order of distance. It then considers each pair for
the addition of an edge. The edge is added if the pair does not have a 𝑡-path.
Algorithm GreedySpanner(𝑃, 𝑡)
1. 𝐸 ← ∅
2. for every pair of distinct points (𝑢, 𝑣) in ascending order of |𝑢𝑣| do
3.
if shortest path distance from 𝑢 to 𝑣 > 𝑡 ⋅ |𝑢𝑣|
4.
then add (𝑢, 𝑣) to 𝐸
5. return 𝐸
A simple implementation of Algorithm GreedySpanner runs in 𝑂(𝑛 ) time as a
quadratic number of shortest path queries are made in a sparse graph. Furthermore, it
also requires 𝑂(𝑛 ) space for the sorting step. This makes the algorithm unsuitable for
many real world applications where data sets quickly become too large.
In the last decade several new algorithms have been proposed to compute the greedy
spanner more efficiently. These algorithms rely on caching the results of shortest path
queries [58] or undoing and redoing parts of the shortest path computation [20]. Though
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these new algorithms have opened up the possibility to compute the greedy spanner on
medium sized inputs they still require Ω(𝑛 ) time, limiting their applicability on large data
sets. Furthermore, these algorithms all start by sorting all pairs of points and are hence
also subject to the Ω(𝑛 ) space requirement which has proven to be the most restricting
factor in practice.
Notation and preliminaries. Let 𝑃 be a set of points in ℝ , and let 𝑡 ∈ ℝ be the intended
dilation (𝑡 > 1). Let 𝐺 = (𝑃, 𝐸) be a graph on 𝑃. For two points 𝑢, 𝑣 ∈ 𝑃, we denote
the Euclidean distance between 𝑢 and 𝑣 by |𝑢𝑣|, and the shortest path distance in 𝐺 by
𝛿 (𝑢, 𝑣). If the graph 𝐺 is clear from the context we simply write 𝛿(𝑢, 𝑣). The dilation
of a pair of points is 𝑡 if 𝛿(𝑢, 𝑣) ≤ 𝑡 ⋅ |𝑢𝑣| (i.e. when they have a 𝑡-path). A graph 𝐺 has
dilation 𝑡 if 𝑡 is an upper bound for the dilations of all pairs of points. As mentioned in
the introduction, such graphs are called 𝑡-spanners. To simplify the analysis, we assume
without loss of generality that 𝑡 < 2.
When we say a pair of points (𝑢, 𝑣) is the closest or shortest pair among some set of
points, we mean that |𝑢𝑣| is minimal among this set. We talk about a Dijkstra computation
from a point 𝑣 by which we mean a single execution of the single-source shortest path
algorithm known as Dijkstra’s algorithm from 𝑣.
Results and organization. We improve upon the state of the art in two ways. In this
chapter we first address the space issue. We present an algorithm whose space usage is
Θ(𝑛) whereas existing algorithms use Θ(𝑛 ) space. With a running time of 𝑂(𝑛 log 𝑛),
this new algorithm is only a logarithmic factor slower than the fastest known algorithm,
thus answering a question left open in [20]. In Chapter 3 we target the running time. We
improve upon the results from this chapter by modifying the algorithm such that it achieves
near-linear expected running time on unformly distributed point sets.
As mentioned in Chapter 1, the method used to achieve linear space consists of two
parts: a framework, based on the Well-separated pair decomposition (WSPD) [34], that
uses linear space and near-linear time, and a subroutine using linear space and (amortized)
near-linear time, which is called a linear number of times by the framework. The subroutine solves the bichromatic closest pair with dilation larger than 𝑡 problem. In this chapter
we introduce this framework and propose a concrete subroutine.
We present experimental results showing that (with regards to running time) the algorithm is competitive with the FG-Greedy algorithm, which is considered the fastest
quadratic space algorithm in practice. We also demonstrate the utility of the reduced space
usage in practice by computing the greedy spanner on point sets up to one million points.

2.1 The Well-separated Pair Decomposition
One of the main components of our algorithm is the well-separated pair decomposition,
or WSPD for short, as introduced by Callahan and Kosaraju in [34, 35]. A WSPD is
parameterized with a separation constant 𝑠 ∈ ℝ with 𝑠 > 0. This decomposition is a set
of pairs of nonempty subsets of 𝑃. Let 𝑚 be the number of pairs in a decomposition. We
can enumerate the pairs, and denote every pair as {𝐴 , 𝐵 } with 1 ≤ 𝑖 ≤ 𝑚. Let 𝑢 and 𝑣
be distinct points, then we say that (𝑢, 𝑣) is ‘in’ a well-separated pair {𝐴 , 𝐵 } if 𝑢 ∈ 𝐴
and 𝑣 ∈ 𝐵 or 𝑣 ∈ 𝐴 and 𝑢 ∈ 𝐵 . A decomposition has the property that for every pair of
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Figure 2.1: A well-separated pair for
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distinct points 𝑢 and 𝑣, there is exactly one 𝑖 such that (𝑢, 𝑣) is in {𝐴 , 𝐵 }.
For two nonempty subsets 𝑋 and 𝑋 of 𝑃, we define min(𝑋 , 𝑋 ) to be the shortest distance between the two circles (or balls in higher dimensions) around the bounding boxes of 𝑋 and 𝑋 and max(𝑋 , 𝑋 ) to be the longest distance between these two
circles. Let 𝑑𝑖𝑎𝑚(𝑋 ) be the diameter of the circle around the bounding box of 𝑋 .
Let ℓ(𝑋 , 𝑋 ) be the distance between the centers of these two circles, also named the
length of this pair. For a given separation constant 𝑠 ∈ ℝ with 𝑠 > 0 as parameter for the WSPD, we require that all pairs in a WSPD are 𝑠-well-separated, that is,
min(𝐴 , 𝐵 ) ≥ 𝑠 ⋅ max(𝑑𝑖𝑎𝑚(𝐴 ), 𝑑𝑖𝑎𝑚(𝐵 )) for all 𝑖 with 1 ≤ 𝑖 ≤ 𝑚. Figure 2.1
illustrates this property and the related definitions.
It is easy to see that max(𝑋 , 𝑋 ) ≤ min(𝑋 , 𝑋 ) + 𝑑𝑖𝑎𝑚(𝑋 ) + 𝑑𝑖𝑎𝑚(𝑋 ) ≤
later on, we have 𝑠 > 4,
(1 + 2/𝑠) min(𝑋 , 𝑋 ). As 𝑡 < 2 and as we will pick 𝑠 =
and hence max(𝑋 , 𝑋 ) ≤ 3/2 min(𝑋 , 𝑋 ). Similarly, ℓ(𝑋 , 𝑋 ) ≤ min(𝑋 , 𝑋 ) +
𝑑𝑖𝑎𝑚(𝑋 )/2 + 𝑑𝑖𝑎𝑚(𝑋 )/2 ≤ (1 + 1/𝑠) min(𝑋 , 𝑋 ) and hence ℓ(𝑋 , 𝑋 ) ≤
5/4 min(𝑋 , 𝑋 ).
For any 𝑃 and any 𝑠 > 0, there exists a WSPD of size 𝑚 = 𝑂(𝑠 𝑛) that can be
computed in 𝑂(𝑛 log 𝑛 + 𝑠 𝑛) time and can be represented in 𝑂(𝑠 𝑛) space [34]. Note
that the above four values (min, max, 𝑑𝑖𝑎𝑚 and ℓ) can easily be precomputed for all pairs
with no additional asymptotic overhead during the WSPD construction.

2.2 Properties of the Greedy Spanner and the WSPD
In this section we show how the WSPD can be used to reduce the space required for
computing the greedy spanner to 𝑂(𝑛). We assume we have a set of points 𝑃 of size 𝑛,
, for
an intended dilation 𝑡 with 1 < 𝑡 < 2 and a WSPD with separation factor 𝑠 =
which the pairs are numbered {𝐴 , 𝐵 } with 1 ≤ 𝑖 ≤ 𝑚, where 𝑚 = 𝑂(𝑠 𝑛) is the number
of pairs in the WSPD.
Similar to the original greedy spanner algorithm, other algorithms used to compute
this spanner consider all possible edges in ascending order and focus on reducing the
amount of work done in the shortest path computations. We use a completely different
approach, instead of working on edges, we change the original greedy algorithm to work
on well-separated pairs. We will end up adding the edges in the same order as the greedy
spanner. To achieve this, we maintain a set of ’candidate’ edges. Every well-separated
pair has at most one candidate. The candidates are maintained such that the shortest of
these candidates is the next edge that needs to be added. We then recompute a candidate
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for some of these well-separated pairs to maintain this property. We use two requirements
to decide on which pairs we perform a recomputation, that together ensure that we do
not do too many recomputations, but also that we do not fail to update pairs which need
updating. Later, in Chapter 3, we show that on realistic input most of the long pairs never
contribute an edge and improve the speed of the algorithm by finding and discounting
them beforehand to achieve near linear expected running time.
The relation between the greedy spanner and the WSPD. We now give the properties
which allow our algorithm to work on well-separated pairs and achieve linear space.
Observation 2.1. Let 𝐸 be some edge set for 𝑃. Let (𝑎, 𝑏) ∈ 𝐸. Let 𝑐 ∈ 𝑃 and 𝑑 ∈ 𝑃 be
points such that |𝑎𝑐|, |𝑎𝑑|, |𝑏𝑐|, |𝑏𝑑| > 𝑡|𝑐𝑑|. Then any 𝑡-path between 𝑐 and 𝑑 will not
use the edge (𝑎, 𝑏).
Proof. This directly follows from the fact that 𝑐 and 𝑑 are so far away from 𝑎 and 𝑏 that
just getting to 𝑎 or 𝑏 is already longer than allowed for a 𝑡-path.
Let 𝐵𝑜𝑥(𝑆) denote the bounding box of the points in 𝑆. To prove our next lemma we first
quote a Lemma from [90] about Dumbbells. Dumbbells are the same as well-separated
pairs with a single exception: dumbbels use the radius (instead of the diameter) for their
definition of well-separatedness. In the Lemma they use an elaborate packing argument
to show the following (slightly paraphrased to use our notation).
Fact 2.1 (Narasimhan and Smid [90, Lemma 11.3.4]). Let 𝛾 and ℓ be positive real numbers, and let 𝐷(𝑈, 𝑃) be a dumbbell whose length is in the interval [ℓ, 2ℓ]. The number
of dumbbells 𝐷(𝑎, 𝑏) such that
1. the length of 𝐷(𝐴, 𝐵) is in the interval [ℓ, 2ℓ] and
2. at least one of 𝐵𝑜𝑥(𝐴) and 𝐵𝑜𝑥(𝐵) is within distance 𝛾ℓ of either 𝐵𝑜𝑥(𝑈) or
𝐵𝑜𝑥(𝑃).
is less than or equal to 𝑐 𝑦 ∶= 𝑂(𝑠 (1 + 𝛾𝑠) ).
We use Fact 2.1 to prove a similar lemma about our well-separated pairs.
Lemma 2.1. Let 𝛾 and ℓ be positive real numbers, and let {𝐴 , 𝐵 } be a well-separated
pair in the WSPD with length ℓ(𝐴 , 𝐵 ) = ℓ. The number of well-separated pairs {𝐴 , 𝐵 }
such that
1. the length of the pair is in the interval [ℓ/2, 2ℓ] and
2. at least one of 𝐵𝑜𝑥(𝐴 ) and 𝐵𝑜𝑥(𝐵 ) is within distance 𝛾ℓ of either 𝐵𝑜𝑥(𝐴 ) or
𝐵𝑜𝑥(𝐵 )
is less than or equal to 𝑐

= 𝑂 (𝑠 (1 + 𝛾𝑠) ).

Proof. This follows easily from the very similar Fact 2.1 which we paraphrased from
Lemma 11.3.4 of [90]. Their statement involves dumbbells which use the radius for their
definition of well-separatedness, while we use the diameter. We can easily amend this by
observing that a WSPD with separation factor 𝑠 using our definitions is identical to their
dumbbell WSPD with separation factor 2𝑠. This means our constant 𝑐 is larger than
their constant because our 𝑠 is doubled, but this is asymptotically irrelevant.
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In Fact 2.1 the interval for values of 𝐷(𝐴, 𝐵) is [ℓ, 2ℓ], but our interval for lengths
of pairs is [ℓ/2, 2ℓ]. Let ℓ = ℓ(𝐴 , 𝐵 ), we can obtain our lemma by invoking Fact 2.1
twice, first by setting ℓ = ℓ (resulting in an upper bound on the number such pairs 𝑛 )
and then by setting ℓ = ℓ /2 (resulting in an upper bound on the number of such pairs 𝑛 ).
This counts the number of pairs with lengths in the interval [ℓ/2, 2ℓ]. These are exactly
the pairs we are interested in, and hence the constant we obtain is 𝑛 + 𝑛 , thus proving
the lemma.
Observation 2.2 (Bose et al. [20, Observation 1]). For every 𝑖 with 1 ≤ 𝑖 ≤ 𝑚, the
greedy spanner includes at most one edge (𝑢, 𝑣) with (𝑢, 𝑣) in {𝐴 , 𝐵 }.
Proof. In [20] this is proven by assuming that there are two edges in a well-separated
pair and then considering the edge which was added last. According to the definition
of the greedy spanner this edge could only be added if there was no 𝑡-path between its
endpoints. They continue by showing that there is actually a valid 𝑡-path via the first
edge and can hence derive a contradiction. It is important to note that our observation is
not fully identical to the one from [20] as our definition of well-separatedness is slightly
different than theirs. However, their proof uses only properties of their Lemma 2, which
still holds true using our definitions.
An immediate corollary is:
Observation 2.3 (Bose et al. [20, Corollary 1]). The greedy spanner contains at most
𝑂(

(

)

𝑛) edges.

Lemma 2.2. Let 𝐸 be some edge set for 𝑃. For every 𝑖 with 1 ≤ 𝑖 ≤ 𝑚, we can compute
the closest pair of points (𝑢, 𝑣) ∈ 𝐴 × 𝐵 among the pairs of points with dilation larger
than 𝑡 in 𝐺 = (𝑃, 𝐸) in 𝑂(min(|𝐴 |, |𝐵 |)(|𝑃| log |𝑃| + |𝐸|)) time and 𝑂(|𝑃|) space.
Proof. Assume without loss of generality that |𝐴 | ≤ |𝐵 |. We perform a Dijkstra computation for every point 𝑎 ∈ 𝐴 , maintaining the closest point in |𝐵 | such that its dilation
with respect to 𝑎 is larger than 𝑡 over all these computations. To check whether a point
that is considered by the Dijkstra computation is in |𝐵 |, we precompute a boolean array
of size |𝑃|, in which points in |𝐵 | are marked as true and the rest as false. This costs
𝑂(|𝑃|) space, 𝑂(|𝑃|) time and achieves a constant lookup time. A Dijkstra computation
takes 𝑂(|𝑃| log |𝑃| + |𝐸|) time and 𝑂(|𝑃|) space, but this space can be reused between
computations.
Fact 2.2 (Callahan [34, Chapter 4.5]). ∑

min(|𝐴 |, |𝐵 |) = 𝑂(𝑠 𝑛 log 𝑛)

Proof. This is not stated explicitly in [34], but it is a direct consequence of the construction
of what they call the one-to-many realization, a special variant of the WSPD where all
pairs are of the form {{𝑎}, 𝐵}. It is proven that this one-to-many realization consists of
𝑂(𝑠 𝑛 log 𝑛) pairs, and the construction splits every pair in the canonical realization into
min(|𝐴 |, |𝐵 |) pairs, hence the lemma follows.
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2.3 The Linear Space Algorithm
We now describe our algorithm in detail. It first computes the WSPD for 𝑃 with 𝑠 =
and sorts the resulting pairs according to their smallest distance min(𝐴 , 𝐵 ). Then
it alternates between calling the FillQueue procedure that attempts to add well-separated
pairs to a priority queue 𝑄, and removing an element from 𝑄 and adding a corresponding
edge to 𝐸. If 𝑄 is empty after a call to FillQueue, the algorithm terminates and returns 𝐸.
We assume we have a procedure ClosestPair(𝑖) that for the 𝑖th well-separated pair
computes the closest pair of points without 𝑡-path in the graph computed so far, as presented in Lemma 2.2, and returns this pair, or returns nil if no such pair exists. Let min(𝑄)
denote the value of the key of the minimum of priority queue 𝑄. Recall that 𝑚 = 𝑂(𝑠 𝑛)
denotes the number of well-separated pairs in the WSPD used by the algorithm.
We maintain an index 𝑖 into the sorted list of well-separated pairs. It points to the smallest untreated well-separated pair—we treat the pairs in ascending order of min(𝐴 , 𝐵 ) in
the FillQueue procedure. When we treat a pair {𝐴 , 𝐵 }, we call ClosestPair(𝑖) on it, and
if it returns a pair (𝑢, 𝑣), we add it to 𝑄 with key |𝑢𝑣|. We link entries in the queue,
its corresponding pair {𝐴 , 𝐵 } and (𝑢, 𝑣) together so they can quickly be requested. We
stop treating pairs and return from the procedure if we have either treated all pairs, or if
min(𝐴 , 𝐵 ) is larger than the key of the minimal entry in 𝑄 (if it exists).
Algorithm FillQueue(𝑄, 𝑖)
1. while 𝑖 ≤ 𝑚, and either min(𝐴 𝐵 ) ≤ min(𝑄) or 𝑄 is empty do
2.
𝑝 ← ClosestPair(𝑖)
3.
if 𝑝 is not nil, but a pair (𝑢, 𝑣)
4.
then add (𝑢, 𝑣) to 𝑄 with key |𝑢𝑣|, and associate this entry with {𝐴 , 𝐵 }
5.
𝑖 ←𝑖+1
Algorithm WSPD-Greedy(𝑃, 𝑡)
1. Compute the WSPD 𝑊 for 𝑃 with 𝑠 =
, and let {𝐴 , 𝐵 } be the resulting pairs,
1≤𝑖≤𝑚
2. Sort the pairs {𝐴 , 𝐵 } according to min(𝐴 , 𝐵 )
3. 𝐸 ← ∅
4. 𝑄 ← an empty priority queue
5. 𝑖 ← 1
6. FillQueue(𝑄, 𝑖)
7. while 𝑄 is not empty do
8.
extract the minimum from Q, let this be (𝑢, 𝑣)
9.
add (𝑢, 𝑣) to 𝐸
10.
for all pairs {𝐴 , 𝐵 } with an entry in 𝑄 for which either bounding box is at most
𝑡 ⋅ min(𝐴 , 𝐵 ) away from either 𝑢 or 𝑣 do
11.
𝑝 ← ClosestPair(𝑗)
12.
if 𝑝 is nil, remove the entry in 𝑄 associated with {𝐴 , 𝐵 } from 𝑄
13.
if 𝑝 is a pair (𝑢 , 𝑣 ), update the entry in 𝑄 associated with {𝐴 , 𝐵 } to contain
(𝑢 , 𝑣 ) and increase its key to |𝑢 𝑣 |
14.
FillQueue(𝑄, 𝑖)
15. return 𝐸
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After extracting a pair of points (𝑢, 𝑣) from 𝑄, we add it to 𝐸. Then, we update the
information in 𝑄: for every pair {𝐴 , 𝐵 } having an entry in 𝑄 for which either bounding
box is at most 𝑡|𝑢𝑣| away from {𝐴 , 𝐵 }, we recompute ClosestPair(𝑗) and update its entry
in 𝑄 as follows. If the recomputation returns nil, we remove its entry from 𝑄. If it returns
a pair (𝑢 , 𝑣 ), we link the entry of 𝑗 in 𝑄 with this new pair and we increase the key of its
entry to |𝑢 𝑣 |.
Theorem 2.3. Algorithm WSPD-Greedy computes the greedy spanner for dilation 𝑡.
Proof. We prove that if the algorithm adds (𝑢, 𝑣) to 𝐸 on line 9, then (𝑢, 𝑣) is the closest
pair of points without a 𝑡-path in the graph computed so far. The greedy spanner consists
of exactly these edges and hence this is sufficient to prove the theorem.
It is obvious that if we call ClosestPair(𝑖) on every well-separated pair and take the
closest pair of the non-nil results, then that would be the closest pair of points without a
𝑡-path between them. However this would lead to a cubic running time. To achieve the
same results without the performance impact we employ some optimizations: we do not
recalculate ClosestPair(𝑖) for every pair after every added edge, but only for specific pairs.
We argue that the calls which are not made due to these optimizations do not change the
values in 𝑄. Our first optimization is that if a call ClosestPair(𝑖) returns nil it will always
return nil, so we need not call ClosestPair(𝑖) again, which is therefore a valid optimization.
The restriction ‘for which either bounding box is at most 𝑡 ⋅ min(𝐴 , 𝐵 ) away from
either 𝑢 or 𝑣’ from the for-loop on line 10 is the second optimization. Its validity is a
direct consequence of Observation 2.1: all pairs of points in well-separated pairs more
than 𝑡 min(𝐴 , 𝐵 ) away from either 𝑢 or 𝑣 are too far away to use the newly-added edge
to gain a 𝑡-path. Therefore re-running ClosestPair(𝑖) and performing lines 12 and 13 will
not change any entries in 𝑄 as claimed.
As min(𝐴 𝐵 ) is a lower bound on the minimal distance between any two points
(𝑎, 𝑏) in {𝐴 , 𝐵 }, it immediately follows that calling FillQueue(𝑄, 𝑖) on a pair {𝐴 , 𝐵 }
with min(𝐴 𝐵 ) > min(𝑄) cannot possibly yield a pair that can cause min(𝑄) to become smaller. As the pairs are treated in order of min(𝐴 𝐵 ), this means the optimization
that is the condition on line 1 in FillQueue(𝑄, 𝑖) is a valid optimization. This proves the
theorem.
We now analyze the running time and space usage using the observations in Section 2.2
to bound the amount of work done by the algorithm.
Lemma 2.3. For any well-separated pair {𝐴 , 𝐵 } (1 ≤ 𝑖 ≤ 𝑚), the number of times
ClosestPair(𝑖) is called is at most 1 + 𝑐 .
Proof. ClosestPair(𝑖) is called once for every 𝑖 in the FillQueue procedure. ClosestPair(𝑖)
may also be called after an edge is added to the graph. We will show that if a well-separated
pair {𝐴 , 𝐵 } causes ClosestPair(𝑖) to be called, then ℓ(𝐴 , 𝐵 ) ∈ [ℓ(𝐴 , 𝐵 )/2, 2ℓ(𝐴 , 𝐵 )].
Then, by the condition of line 10, the collection of pairs that call ClosestPair(𝑖) satisfy the
requirements of Lemma 2.1 by setting 𝛾 = 𝑡, so we can conclude this happens only 𝑐
times. The lemma follows.
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We now show that ℓ(𝐴 , 𝐵 ) ∈ [ℓ(𝐴 , 𝐵 )/2, 2ℓ(𝐴 , 𝐵 )]. Recall the following from Section 2.1:
3
max(𝐴 , 𝐵 ) ≤ min(𝐴 , 𝐵 )
2
3
max(𝐴 , 𝐵 ) ≤ min(𝐴 , 𝐵 )
2
5
min(𝐴 , 𝐵 ) ≤ ℓ(𝐴 , 𝐵 ) ≤ min(𝐴 , 𝐵 )
4
5
min(𝐴 , 𝐵 ) ≤ ℓ(𝐴 , 𝐵 ) ≤ min(𝐴 , 𝐵 )
4
The algorithm ensures the following:
min(𝐴 , 𝐵 ) ≤ min(𝑄) ≤ max(𝐴 , 𝐵 )
min(𝐴 , 𝐵 ) ≤ min(𝑄) ≤ max(𝐴 , 𝐵 )
Combining these we have:
5
53
min(𝐴 , 𝐵 ) ≤
min(𝐴 , 𝐵 ) < 2ℓ(𝐴 , 𝐵 )
4
42
ℓ(𝐴 , 𝐵 ) ≤ 2ℓ(𝐴 , 𝐵 )
5
53
ℓ(𝐴 , 𝐵 ) ≤ min(𝐴 , 𝐵 ) ≤
min(𝐴 , 𝐵 ) < 2ℓ(𝐴 , 𝐵 )
4
42
ℓ(𝐴 , 𝐵 )/2 ≤ ℓ(𝐴 , 𝐵 )
ℓ(𝐴 , 𝐵 ) ≤

It follows that ℓ(𝐴 , 𝐵 ) ∈ [ℓ(𝐴 , 𝐵 )/2, 2ℓ(𝐴 , 𝐵 )].
Theorem 2.4. Algorithm WSPD-Greedy computes the greedy spanner for dilation 𝑡 in
𝑂 (𝑛 log 𝑛

(

)

+ 𝑛 log 𝑛

(

)

) time and 𝑂 ( (

)

𝑛) space.

Proof. We can easily precompute which well-separated pairs are close to a particular wellseparated pair as needed in line 10 in 𝑂(𝑚 ) time, without affecting the running time. By
Lemma 2.1 there are at most 𝑐 such well-separated pairs per well-separated pair, so this
uses 𝑂 (
𝑛) space.
(
)
Combining Observation 2.3 with Lemma 2.2 we conclude that we can compute ClosestPair(𝑖) in
𝑂 (min(|𝐴 |, |𝐵 |) (𝑛 log 𝑛 +

1
𝑛))
(𝑡 − 1)

time and 𝑂(𝑛) space. By Lemma 2.3 the time taken by all ClosestPair(𝑖) calls is therefore
𝑂 (∑(1 + 𝑐 ) min(|𝐴 |, |𝐵 |) (𝑛 log 𝑛 +

1
𝑛))
(𝑡 − 1)
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and its space usage is 𝑂(𝑛) by reusing the space for the calls. Using Fact 2.2, this is at
most
𝑂(

1
𝑡
1
1
(1 +
)
𝑛 log 𝑛 (𝑛 log 𝑛 +
𝑛))
(𝑡 − 1)
𝑡 − 1 (𝑡 − 1)
(𝑡 − 1)

which simplifies to
𝑂 (𝑛 log 𝑛

1
(𝑡 − 1)

+ 𝑛 log 𝑛

1
(𝑡 − 1)

) .

The time taken by all other steps of the algorithm is insignificant compared to the time
used by ClosestPair(𝑖) calls. These other steps are: computing the WSPD and all actions
with regard to the queue. All these other actions use 𝑂 (

(

)

𝑛) space. Combining this

with Theorem 2.3, the theorem follows.

2.4 Optimizations
Preliminary experiments suggested that implementing the above algorithm as-is does not
yield a practical algorithm. With the four optimizations described in the following sections, the algorithm attains running times that are a small constant slower than the algorithm introduced in [58] called FG-Greedy, which is considered the fastest quadratic space
algorithm known in literature.
Finding close-by pairs. The algorithm needs to know which well-separated pairs are
‘close’ to the pair for which we are currently adding an edge. In our proof above, we
suggested that these pairs can be precomputed in 𝑂(𝑚 ) time. Unfortunately, this precomputation step turns out to take much longer than the rest of the algorithm. If 𝑛 = 100,
then (on a uniformly distributed point set) 𝑚 ≈ 2000 and 𝑚 ≈ 4000000 while the
number of edges 𝑒 in the greedy spanner is about 135. Our solution is to simply find
them using a linear search every time we need to know this information. This only takes
𝑂(𝑒 ⋅ 𝑚) time, which is significantly faster.
Reducing the number of Dijkstra computations. After decreasing the time taken by
preprocessing, the next part that takes the most time is the Dijkstra computations. They
currently take significantly more time to perform than the rest of the operations combined.
We therefore aim to optimize this part of the algorithm. For every well-separated pair, we
save the length of the shortest path found by any Dijkstra computation performed on it, that
is, its source 𝑠, target 𝑡 and distance 𝛿(𝑠, 𝑡). Then, if we are about to perform a Dijkstra
computation on a vertex 𝑢, we first check if the saved path is already good enough to
‘cover’ all nodes in 𝐵 . Let 𝑐 be the center of the circle around the bounding box of 𝐵 and
𝑟 its radius. We check if 𝑡 ⋅ |𝑢𝑠| + 𝛿(𝑠, 𝑡) + 𝑡 ⋅ (|𝑡𝑐| + 𝑟) ≤ 𝑡 ⋅ (|𝑢𝑐| − 𝑟) and mark it as
‘irrelevant for the rest of the algorithm’. This optimization roughly improves the running
time by a factor three.
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Sharpening the bound of Observation 2.1. The bound given in Observation 2.1 can
be improved. Let {𝐴 , 𝐵 } be the well-separated pair for which we just added an edge
and let {𝐴 , 𝐵 } be the well-separated pair under consideration in our linear search. Let
ℓ = ℓ(𝐴 , 𝐵 ). We can then replace the condition of Lemma 2.1 by the sharper condition
min(𝐴 , 𝐴 ) + ℓ + min(𝐵 , 𝐵 ) ≤ 𝑡 ⋅ max(𝐴 , 𝐵 ) ∨ min(𝐴 , 𝐵 ) + ℓ + min(𝐴 , 𝐵 ) ≤ 𝑡 ⋅
max(𝐵 , 𝐴 ) The converse of the condition implies that the edge just added cannot be part
of a 𝑡-path between a node in {𝐴 , 𝐵 }, so the correctness of the algorithm is maintained.
This leads to a significant speed increase.
Miscellaneous optimizations. There are two further small optimizations which we have
added to our implementation.
Firstly, rather than using the implicit linear space representation of the WSPD, we use
the explicit representation where every node in the split tree stores the points associated
with that node. For point sets where the ratio of the longest and the shortest distance is
bounded by some polynomial in 𝑛, this uses 𝑂(𝑛 log 𝑛) space rather than 𝑂(𝑛) space.
This is true for all practical cases, which is why we used it in our implementation. For
arbitrary point sets, this representation uses 𝑂(𝑛 ) space. In practice, this extra space
usage is hardly noticeable and it speeds up access to the points significantly.
Secondly, rather than performing Dijkstra’s algorithm, we use the 𝐴∗ algorithm. This
algorithm uses geometric estimates to the target to guide the computation to its goal, thus
reducing the search space of the algorithm [64].
We have tried a number of additional optimizations, but none of them resulted in a
speed increase. We describe them here.
We have tried to replace 𝐴∗ by 𝐴𝐿𝑇, a shortest path algorithm that uses landmarks
(see [64] for details), which gives better lower bounds than the geometric estimates used
in 𝐴∗ . However, this did not speed up the computations at all, while incurring some amount
of overhead.
We have also tried to further cut down on the number of Dijkstra computations. We
again used the fact that we store the lengths of the shortest paths found so far per wellseparated pair. Every time after calling ClosestPair(𝑖) we checked if the newly found path
is ‘good enough’ for other well-separated pairs, that is, if the path combined with 𝑡-paths
from the endpoints of the well-separated pairs would give 𝑡-paths for all pairs of points
in the other well-separated pair. This decreased the number of Dijkstra computations performed considerably, but the overhead from doing this for all pairs was greater than its
gain.
We tried to speed up the finding of close-by pairs by employing range trees. We also
tried using the same range trees to perform the optimization of the previous paragraph
only to well-separated pairs ‘close by’ our current well-separated pair. Both optimizations turned out to give a speed increase and in particular the second retained most of its
effectiveness even though we only tried it on close-by pairs, but the overhead of range
trees was vastly greater than the gain: in particular the space usage of range trees made
the algorithm use about as much space as the original greedy algorithms.
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2.5 Experimental Results
We have run our algorithm on point sets whose size ranged from 100 to 1,000,000 vertices
on several distributions. If the set contained at most 10,000 points, we have also run
the FG-Greedy algorithm to compare the two algorithms. We have recorded both space
usage and running time (wall clock time). We have also performed a number of tests with
decreasing values of 𝑡 on datasets of size 10,000 and 50,000. Finally, we have compared
it to the Θ-graph and the WSPD-based spanner algorithm on large instances. Note that
the construction of this WSPD-based spanner is unrelated to our use of the WSPD. Their
approach simply chooses the separation constant to be sufficiently high to guarantee the
desired dilation when adding a single edge per well-separated pair. Although this approach
also results in a linear number of edges, their constants are much bigger.
Similar to [58] we have used three kinds of distributions from which we draw our
points: a uniform distribution, a gamma distribution with shape parameter 0.75, and a
distribution consisting of √𝑛 uniformly distributed point sets of √𝑛 uniformly distributed
points. The results from the gamma distribution were nearly identical to those of the
uniform distribution, so we did not include them. All our point sets are two-dimensional.
Environment. The algorithms have been implemented in C++. We have implemented
all data structures not already in the std. The random generator used was the Mersenne
Twister PRNG—we have used a C++ port by J. Bedaux of the C code by the designers of
the algorithm, M. Matsumoto and T. Nishimura.
We have used two servers for the experiments. Most experiments have been run on the
first server, which uses an Intel Core i5-3470 (3.20GHz) and 4GB (1600 MHz) RAM. It
runs the Debian 6.0.7 OS and we compiled for 32 bits using G++ 4.7.2 with the -O3 option.
For some tests we needed more memory, so we have used a second server. This server
uses an Intel Core i7-3770k (3.50GHz) and 32 GB RAM. It runs Windows 8 Enterprise
and we have compiled for 64 bits using the Microsoft C++ compiler (17.00.51106.1) with
optimizations turned on.
Dependence on instance size. Our first set of tests compared FG-Greedy and our algorithm for different values of 𝑛. The results are plotted in Figure 2.2. As FG-Greedy could
only run on relatively small instances (due to its quadratic space usage), its data points are
difficult to see in the graph, so we added a zoomed-in plot for the bottom-left part of the
plot.
We have used standard fitting methods to our data points: the running time of all
algorithms involved fits a quadratic curve well, the memory usage of our algorithm is
linear and the memory usage of FG-Greedy is quadratic. This nicely fits our theoretical
analysis. In fact, the constant factors seem to be much smaller than the bound we gave
in our proof. We do note a lack of ‘bumps’ that often occur when instance sizes start
exceeding caches: this is probably due to the cache-unfriendly behavior of our algorithm
and the still significant constant factor in our memory usage that fills up caches quite
quickly.
Comparing our algorithm to FG-Greedy, it is clear that the memory usage of our algorithm is vastly superior. The plot puts into perspective just how much larger the instances
are that we are able to deal with using our new algorithm compared to the old algorithms.
Furthermore, our algorithm is about twice as fast as FG-Greedy on the clustered datasets,
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Figure 2.2: The left plot shows the running time of our algorithm on uniform and clustered data for
variously sized instances. The right plot shows the memory usage of our algorithm on
the same data. The lines are fitted quadratic (left) and linear (right) curves. The outlier
at the right side was from an experiment performed on a different server. Results for FGGreedy are also shown in the main plots but are near-impossible to see, so a zoomed-in
view of the leftmost corner of both plots is included in the top-left of each plot. The
memory usage explosion of FG-Greedy is visible in the zoomed-out part of the right
plot.

and only about twice as slow on uniform datasets. On clustered datasets the number of
computed well-separated pairs is much smaller than on uniform datasets which explains
this difference. These plots suggest that our aim—roughly equal running times at vastly
reduced space usage—is reached with this algorithm.
Dependence on 𝑡. We have tested our algorithm on datasets of 10,000 and 50,000 points,
setting 𝑡 to 1.1, 1.2, 1.4, 1.6, 1.8 and 2.0 to test the effect of this parameter. The effects of
the parameter ended up being rather different between the uniform and clustered datasets.
On uniform point sets, see Figures 2.3 and 2.4, our algorithm is about as fast as FGGreedy when 𝑡 = 2, but its performance degrades quite rapidly as 𝑡 decreases compared
to FG-Greedy. A hint to this behavior is given by the memory usage of our algorithm:
it starts vastly better but as 𝑡 decreases it becomes only twice as good as FG-Greedy.
This suggests that the number of well-separated pairs grows rapidly as 𝑡 decreases, which
explains the running time decrease.
On clustered point sets, see Figures 2.5 and 2.6, the algorithms compare very differently. FG-Greedy starts out twice as slow as our algorithm when 𝑡 = 2 and when 𝑡 = 1.1,
our algorithm is only slightly faster than FG-Greedy. The memory usage of our algorithm
is much less dramatic than in the uniform point case: it hardly grows with 𝑡 and therefore
stays much smaller than FG-Greedy. The memory usage of FG-Greedy only depends on
the number of points and not on 𝑡 or the distribution of the points, so its memory usage is
the same.
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Figure 2.3: The left plot shows the running time of our algorithm on a dataset of 10,000 uniformly
distributed points for various values of . The right plot shows the memory usage of
our algorithm for the same settings.
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Figure 2.4: The left plot shows the running time of our algorithm on a dataset of 50,000 uniformly
distributed points for various values of . The right plot shows the memory usage of
our algorithm for the same settings. The outlier at the left side was from an experiment
performed on a different server. Note that we could not run the FG-Greedy algorithm
on this dataset because it uses too much memory.

Comparison with other spanners. We have compared the greedy spanner, the WSPDspanner and the Θ−graph on three big data sets for a dilation of 2. The first set contains
geographical data from the USA, it contains 115,475 points and is partly shown in Figure 2.7. The other two sets contain synthetic data. The first set consists of 500,000 uniformly distributed points and the second set contains 1,000,000 clustered points. Both
synthetic sets are generated using the method discussed at the start of Section 2.5. We
compared the number of edges, the maximum degree and the total weight of the spanners computed by these methods. We were unable to compute the WSPD-spanner on the
synthetic sets since our PC ran out of memory. The results are shown in Table 2.1.
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Figure 2.5: The left plot shows the running time of our algorithm on a dataset of 10,000 clustered
points for various values of . The right plot shows the memory usage of our algorithm
for the same settings.
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Figure 2.6: The left plot shows the running time of our algorithm on a dataset of 50,000 clustered
points for various values of . The right plot shows the memory usage of our algorithm
for the same settings. Note that we could not run the FG-Greedy algorithm on this
dataset because it uses too much memory.

We have also compared the performance of these three spanners when 𝑡 is small.
Specifically we have computed the greedy spanner on a point set of 50,000 uniformly
distributed points with 𝑡 = 1.1. On this instance the greedy spanner has 225,705 edges,
a maximum degree of 18 and a weight of 15,862,195. On the same instance, the Θgraph with 𝑘 = 73 (which, to our knowledge, is the smallest 𝑘 for which a guarantee
of 𝑡 = 1.1 has been proven) has 2,396,361 edges, a maximum degree of 146 and a weight
of 495,332,746. We were unable to run the WSPD-based spanner algorithm on this point
set with 𝑡 = 1.1 due to its memory usage.
These results show that the greedy spanner really is an excellent spanner, even on large
instances and for low 𝑡, as predicted by its theoretical properties.
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Figure 2.7: The left rendering shows the greedy spanner on the USA, zoomed in on Florida, with
. The dataset has 115,475 vertices, so it was infeasible to compute this graph
before. The right rendering shows the -graph on the same set, with
for which
it was proven that it achieves a dilation of 2.

Spanner
Greedy
Θ−graph
WSPD
Greedy
Θ−graph
WSPD
Greedy
Θ−graph
WSPD

Dataset
USA
USA
USA
uniform
uniform
uniform
clustered
clustered
clustered

|𝑃|
115,475
115,475
115,475
500,000
500,000
500,000
1,000,000
1,000,000
1,000,000

|𝐸|
171,456
465,230
16,636,489
720,850
2,063,164
1,409,946
4,157,016
-

max degree
5
62
1,271
6
22
6
135
-

weight
11,086,417
53,341,205
20,330,193,426
9,104,690
39,153,380
4,236,016
59,643,264
-

Table 2.1: We computed 2-spanners using different algorithms on big data sets, the WSPD-spanner
ran out of memory on the last two sets.
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2.6 Conclusion
In this chapter we have presented an algorithm that computes the greedy spanner in Euclidean space in 𝑂(𝑛 log 𝑛) time and 𝑂(𝑛) space for any fixed dilation and dimension.
Our algorithm avoids computing all distances by considering well-separated pairs instead.
It consists of a framework that computes the greedy spanner given a subroutine for a
bichromatic closest pair problem. We give such a subroutine which leads to the desired
result.
We have presented several optimizations to the algorithm. Our experimental results
show that these optimizations make our algorithm have a running time close to the fastest
known algorithms for the greedy spanner, while massively decreasing space usage. It
allowed us to compute the greedy spanner on very large instances of a million points,
compared to the earlier instances of at most 13,000 points. Hence we have shown that the
idea of working on well-separated pairs is not only feasible in theory, but also competitive
in practice.

3
Distribution-Sensitive
Construction of the Greedy
Spanner
In the previous chapter we showed how to reduce the space usage of a greedy spanner
computation from 𝑂(𝑛 ) to 𝑂(𝑛) by working on well-separated pairs. We now improve
upon this algorithm by also reducing the running time significantly. We observed that
in practice the greedy spanner has mostly short edges. Indeed when one analyses the
performance of the WSPD-Greedy algorithm, almost all edges are found in the first part
of the computation where short well-separated pairs are considered. Hence we split the
computation of the algorithm in two phases. In phase one short pairs are considered and
in phase two we compute the edges represented by the long pairs. We continue to improve
the expected running time of both phases. In the first phase we achieve our performance
boost by limiting the Dijkstra computations to a local area and in the second phase we
discount the majority of the long pairs by searching for certificates showing that they
can not contain a greedy spanner edge. These optimizations are discussed in Section 3.4.
As a result our improved algorithm has near-linear behavior in practice. We explain this
running time by analyzing the algorithm on uniformly distributed point sets.

3.1 Uniformly Distributed Point Sets
Euclidean graphs are frequently analyzed on uniformly distributed point sets, both concerning theoretical properties and experimental evaluation of structures and algorithms.
One can find examples in computational geometry [32, 88], combinatorial optimization [105,
117] and the analysis of ad-hoc networks [100, 115].
Various spanner constructions have been analyzed on uniformly distributed point
sets [1, 22, 47, 102, 113]. Some of these constructions are a 𝑡-spanner for fixed 𝑡 (like
the Delaunay triangulation), others are parameterizable with arbitrary 𝑡 > 1 (like the various spanners discussed in Section 1.1). Several bounds have been obtained on various
properties of these spanners. This gives insight into the behavior of these constructions in
situations arguably closer to realistic point sets than worst case settings.
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The spanner constructions studied in these analyses have a ‘local’ characterization: for
example, the Gabriel graph has an edge (𝑢, 𝑣) if and only if the closed disk of which line
segment 𝑢𝑣 is a diameter contains no other points. It can be shown that the Gabriel graph
always has a dilation of √𝑛 [22]. For graphs with such a local characterization there are
well-developed techniques to analyze them on uniformly distributed points [46]. In this
chapter we consider the global property ‘𝑡-spannerness’ and the greedy spanner, a graph
for which the existence of an edge may depend on all other points. Previous analysis
techniques do not directly apply on such properties.
We consider points distributed uniformly and independently at random in a √𝑛 × √𝑛
square. We use a √𝑛 × √𝑛 scale for our square so that if a part of this square has area
𝐴, then 𝑂(𝐴) points lie in it in expectation. We only consider the case of the Euclidean
plane—our results may generalize to higher dimensions, but we did not explore this.
We prove that such uniformly distributed point sets are, with high probability, configured in such a way that for any edge set 𝐸, if there are 𝑡-paths between points at most
𝑂(log 𝑛) away from each other, then there are 𝑡-paths between all points. In particular,
we show that we can construct a ‘witness’ of this configuration in 𝑂(𝑛 log 𝑛 log log 𝑛)
expected time if it exists, thus allowing our algorithm to always give the correct answer.
This result easily implies that with high probability the greedy spanner has no long
edges (longer than 𝑂(log 𝑛)) and furthermore that the ‘proof’ phase of our algorithm will
find the witnesses for this if they exists. As the grid strategy works well on uniformly
distributed point sets, we obtain a 𝑂(𝑛 log 𝑛 log log 𝑛) expected time bound on our algorithm, thus giving the first sub-quadratic algorithm to compute the greedy spanner on
any interesting class of point sets.
Another application of our result is a method to test whether a Euclidean graph 𝐺 =
(𝑃, 𝐸) is a 𝑡-spanner on uniformly distributed points running in 𝑂((𝑛+|𝐸|) log 𝑛 log log 𝑛)
expected time. This gives us the first sub-quadratic time algorithm for testing t-spannerness
on this class of point sets. Various algorithms are known for specific graphs on arbitrary
points, but not for arbitrary graphs on specific sets of points. Hellweg et al. [73] give a
Monte Carlo algorithm for bounded degree graphs that distinguishes between being a 𝑡spanner and being far away from a spanner. For specific graph classes the minimum 𝑡 can
be computed [2, 55], and for general graphs this 𝑡 can be approximated [89].

3.2 Bridging Points
In this section we introduce the concept of 𝜆-bridgedness for point sets. We later use this
concept in our characterization of 𝑡-spanners on uniformly distributed point sets. We first
prove two geometric lemmas that will be needed when proving this characterization.
Let 𝑃 be a finite set of points in ℝ , let 𝑛 = |𝑃|, and let 𝑡 ∈ ℝ be the intended dilation
(𝑡 > 1). Let 𝐺 = (𝑃, 𝐸) be a graph on 𝑃 whose edges are weighted with the Euclidean
distance between its endpoints. For two points 𝑢, 𝑣 ∈ 𝑃, we denote the Euclidean distance
between 𝑢 and 𝑣 by |𝑢𝑣|, and the network distance in 𝐺 by 𝛿 (𝑢, 𝑣) (or just 𝛿(𝑢, 𝑣) if 𝐺
is clear from the context). We say a pair of points (𝑢, 𝑣) has a 𝑡-path if 𝛿(𝑢, 𝑣) ≤ 𝑡 ⋅ |𝑢𝑣|.
If all pairs of points have a 𝑡-path, the graph is called a 𝑡-spanner.
Let 𝑎, 𝑏, 𝑝, 𝑞 ∈ 𝑃 be pairwise different points. We say that the pair (𝑝, 𝑞) bridges the
pair (𝑎, 𝑏) if 𝑡 ⋅ |𝑎𝑝| + |𝑝𝑞| + 𝑡 ⋅ |𝑞𝑏| ≤ 𝑡 ⋅ |𝑎𝑏|. Bridging points guarantee a 𝑡-path for
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(𝑎, 𝑏) if (𝑝, 𝑞) is an edge and the pairs (𝑎, 𝑝) and (𝑞, 𝑏) already have 𝑡-paths. Note that
|𝑎𝑝|, |𝑞𝑏| < |𝑎𝑏| as a consequence.
We say that (𝑝, 𝑞) is mandatory if the ellipse with foci 𝑝 and 𝑞 and eccentricity 1/𝑡
including its border contains no points in 𝑃 other than 𝑝 and 𝑞. Any 𝑡-path between 𝑝 and
𝑞 must fully lie within this ellipse, so a mandatory (𝑝, 𝑞) will be in 𝐸 for any 𝑡-spanner 𝐸.
Let 𝜆 ∈ ℝ . We say that a point 𝑎 ∈ 𝑃 is 𝜆-bridged if for all 𝑏 ∈ 𝑃 with |𝑎𝑏| > 𝜆,
there exist some mandatory pair of points (𝑝, 𝑞), 𝑝, 𝑞 ∈ 𝑃, bridging (𝑎, 𝑏). We say that the
point set 𝑃 is 𝜆-bridged if all points in 𝑃 are 𝜆-bridged. We say a point 𝑎 ∈ 𝑃 is locally𝜆-bridged if it is 𝜆-bridged using only mandatory bridging pairs of points with distance
most 𝜆 from 𝑎. A point set 𝑃 is locally-𝜆-bridged if all points in 𝑃 are locally-𝜆-bridged.
Lemma 3.1 shows the usefulness of this concept.
Lemma 3.1. Let 𝑃 be a set of points that is 𝜆-bridged. For any Euclidean graph 𝐺 =
(𝑃, 𝐸) it holds that 𝐺 is a 𝑡-spanner if and only if all pairs of points (𝑎, 𝑏), 𝑎, 𝑏 ∈ 𝑃, with
|𝑎𝑏| ≤ 𝜆 have a 𝑡-path in 𝐺.
Proof. Follows by induction over all pairs of points (𝑎, 𝑏) with |𝑎𝑏| ascending and earlier
observations.
We now give a sufficient geometric condition for bridging pairs of points.
Lemma 3.2. Given points 𝑎, 𝑏 ∈ 𝑃, rectangles 𝑅 and 𝑅 and 𝑡 > 1, such that (as per
Figure 3.1): 𝑅 and 𝑅 lie in between 𝑎 and 𝑏, have a side parallel to 𝑎𝑏, have their
ℎ
centers on line segment 𝑎𝑏, both have width 𝑤 and height ℎ, are separated by 𝑠 ≥
and 𝑅 lies closer to 𝑎 than 𝑅 .
Then, for any 𝑝, 𝑞 ∈ 𝑃 with 𝑝 lying in 𝑅 and 𝑞 lying in 𝑅 , (𝑝, 𝑞) bridges (𝑎, 𝑏).
𝑝

𝑎

𝑅

𝑠

𝑤
𝑅

ℎ

𝑏

𝑞

Figure 3.1: ( , ) bridges ( , )

Proof. Let 𝑢 be the projection of 𝑝 onto the line segment 𝑎𝑏, and 𝑣 the same for 𝑞. We
have |𝑢𝑣| ≥ 𝑠 ≥
ℎ, so ℎ ≤
|𝑢𝑣|, which leads to the lemma using the triangle
inequality as follows:
𝑡|𝑎𝑝| + |𝑝𝑞| + 𝑡|𝑞𝑏|

𝑡 (|𝑎𝑢| + |𝑢𝑝|) + |𝑝𝑞| + 𝑡 (|𝑞𝑣| + |𝑣𝑏|)
1
1
≤ 𝑡 (|𝑎𝑢| + ℎ) + (|𝑢𝑣| + ℎ) + 𝑡 ( ℎ + |𝑣𝑏|)
2
2
= 𝑡(|𝑎𝑢| + |𝑣𝑏|) + (𝑡 + 1)ℎ + |𝑢𝑣|
𝑡−1
≤ 𝑡(|𝑎𝑢| + |𝑣𝑏|) + (𝑡 + 1)
|𝑢𝑣| + |𝑢𝑣|
𝑡+1
= 𝑡(|𝑎𝑢| + |𝑢𝑣| + |𝑣𝑏|)
= 𝑡|𝑎𝑏|

≤
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We now prove a stronger statement than Lemma 3.2 (albeit with a slightly stricter bound on
𝑠) using a similar proof method. We will use this statement to prove the main Theorem 3.1.
̸ We say
Let 𝑎, 𝑝, 𝑞 ∈ 𝑃 be pairwise different points and let region 𝐴 ⊆ ℝ with 𝑎, 𝑝, 𝑞 ∈𝐴.
that the pair (𝑝, 𝑞) bridges (𝑎, 𝐴) if for every point 𝑏 ∈ 𝑃 with 𝑏 ∈ 𝐴 we have that (𝑝, 𝑞)
bridges (𝑎, 𝑏).

𝑏
𝑎𝑏

⟂

𝑣
𝑐

𝑢
𝑎

𝑝

𝛼 𝛽

𝐴

𝑅

𝑐

ℓ
𝑔

𝑅
𝑑

𝑓
𝑠

𝑞

ℎ

𝑒
𝑤

𝑐

Figure 3.2: The situation of Lemma 3.3

Lemma 3.3. Assume we are given 𝑎 ∈ 𝑃, a line ℓ through 𝑎, an angle 𝛼 ≤ 𝜋/4, rectangles
𝑅 and 𝑅 and 𝑡 > 1, such that (as per Figure 3.2): 𝑅 and 𝑅 have width 𝑤 and height
ℎ, are separated by 𝑠, have a side parallel to ℓ, have their centers on ℓ, 𝑅 lies between
𝑎 on the left and 𝑅 on the right and 𝑏 lies to the right of the right side of 𝑅 .
Define 𝑐 as the distance from 𝑎 to the right side of 𝑅 . For the cone with apex 𝑎,
angle 2𝛼 and bisector ℓ, we define 𝐴 as the area that is at least 𝑐
= 𝑐 + ℎ/2 away
from 𝑎 and 𝑐 as the length of the line segment perpendicular to ℓ going through the right
side of 𝑅 that starts and ends at the border of the cone. If 𝑠 sin (arctan ( ) − 𝛼) ≥
√

√

(𝑐 + ℎ), then for any 𝑝, 𝑞 ∈ 𝑃 with 𝑝 lying in 𝑅 and 𝑞 lying in 𝑅 , (𝑝, 𝑞) bridges
(𝑎, 𝐴). Note that this is true, regardless of whether 𝑅 and 𝑅 lie fully within the cone.
Proof. We first give some definitions, then prove two bounds, and then use these to make
the final derivation.
We now give some definitions resulting in the situation found in Figure 3.2. Let 𝑏 ∈ 𝐴
and 𝑏 ∈ 𝑃. Let 𝑢 be the projection of 𝑝 onto the line segment 𝑎𝑏, and 𝑣 the same for 𝑞.
Let 𝑐 be the corner of 𝑅 lying closest to 𝑏. Let 𝑑 be the corner of 𝑅 that is the mirror of
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𝑐 in ℓ, and let 𝑒 be the corner of 𝑅 closest to 𝑑. Let 𝑎𝑏⟂ be the line going through 𝑐 that
is perpendicular to the line 𝑎𝑏. Let 𝑓 be the projection of 𝑒 onto 𝑎𝑏⟂ .
We continue to prove two bounds: we wish to show that (𝑡 + 1)√2(𝑐 + ℎ) ≤ (𝑡 −
1)|𝑢𝑣| and that |𝑢𝑝|, |𝑣𝑞| ≤ √ (ℎ + 𝑐 ).
We first bound |𝑢𝑣| from below, by using that |𝑢𝑣| ≥ |𝑒𝑓|. Note that |𝑐𝑑| = ℎ,
|𝑑𝑒| = 𝑠, so ∠𝑑𝑐𝑒 = arctan ( ). Define 𝛽 = ∠𝑓𝑐𝑑 (note that 𝛽 is the angle between 𝑎𝑏
and ℓ). We therefore have ∠𝑓𝑐𝑒 = arctan ( ) − 𝛽. Using that |𝑐𝑒| = √ℎ + 𝑠 , we get
|𝑒𝑓| = |𝑐𝑒| sin(∠𝑓𝑐𝑒) = √ℎ + 𝑠 sin (arctan ( ) − 𝛽).
We therefore have |𝑢𝑣| ≥ √ℎ + 𝑠 sin (arctan ( ) − 𝛽) ≥ 𝑠 sin (arctan ( ) − 𝛼).
By the assumption in the lemma, we get |𝑢𝑣| ≥ √ √ (𝑐 + ℎ), which implies (𝑡 +
1)√2(𝑐 + ℎ) ≤ (𝑡 − 1)|𝑢𝑣|. This proves our first bound.
Next, we prove that |𝑢𝑝|, |𝑣𝑞| ≤ √ (ℎ + 𝑐 ): we prove the case for |𝑣𝑞|, the case for
|𝑢𝑝| is analogous. Let 𝑔 be the point on the line perpendicular to ℓ going through 𝑣 which
is placed such that ∠𝑣𝑔𝑞 is right. As 𝑣 lies inside the cone and within distance 𝑐
from
𝑎, its distance to ℓ is at most 𝑐 /2. Combined with the fact that 𝑔 lies at most ℎ/2 from
ℓ we have |𝑣𝑔| ≤
. Next we observe that |𝑣𝑞| cos(𝛽) = |𝑣𝑔|, and since 𝛽 ≤ 𝜋/4
and therefore cos(𝛽) ≥
we get |𝑣𝑞| ≤
. Dividing both sides by
gives us
√
√
√
our second bound. Using these bounds we can prove the lemma as follows.
𝑡|𝑎𝑝| + |𝑝𝑞| + 𝑡|𝑞𝑏|

≤
=

𝑡(|𝑎𝑢| + |𝑢𝑝|) + |𝑝𝑞| + 𝑡(|𝑞𝑣| + |𝑣𝑏|)
𝑡(|𝑎𝑢| + |𝑣𝑏|) + |𝑝𝑞| + 𝑡(|𝑞𝑣| + |𝑢𝑝|)

≤
=

𝑡(|𝑎𝑢| + |𝑣𝑏|) + |𝑝𝑢| + |𝑢𝑣| + |𝑣𝑞| + 𝑡(|𝑢𝑝| + |𝑞𝑣|)
𝑡(|𝑎𝑢| + |𝑣𝑏|) + |𝑢𝑣| + (𝑡 + 1)(|𝑢𝑝| + |𝑞𝑣|)

≤ 𝑡(|𝑎𝑢| + |𝑣𝑏|) + |𝑢𝑣| + (𝑡 + 1)√2(ℎ + 𝑐 )
≤ 𝑡(|𝑎𝑢| + |𝑣𝑏|) + |𝑢𝑣| + (𝑡 − 1)|𝑢𝑣|
= 𝑡(|𝑎𝑢| + |𝑣𝑏|) + 𝑡|𝑢𝑣|
=

𝑡|𝑎𝑏|

We now have the tool needed for the main result.
Theorem 3.1. There exists 𝑐 dependent only on 𝑡 such that for every 𝑐 > 0, if 𝑃 is a set
of points uniformly and independently distributed at random in a √𝑛 × √𝑛 square and 𝑛
is large enough, then with probability at least 1 − 𝑛 , 𝑃 is locally-(𝑐 ⋅ 𝑐 log 𝑛)-bridged.

3.3 The Greedy Spanner is Locally Bridged
In this section we present our main result. We first give a high level overview of the proof.
We need to prove that every point in 𝑃 is locally-(𝑐 ⋅𝑐 log 𝑛)-bridged simultaneously with
high probability. We show that every point individually is locally-(𝑐 ⋅ 𝑐 log 𝑛)-bridged
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𝑎

𝑎
2𝛼

(a)

(b)

Figure 3.3: We divide the area around each point into cones (a). In each cone the ellipses are placed
along the bisector (b). The illustrations are not to scale.

with sufficiently high probability that a simple union bound shows that it will happen to
all points simultaneously with high probability. We use Lemma 3.3 to achieve this. For
ease of presentation, we assume 𝑡 is a constant in this proof sketch.
The rectangles in Lemma 3.3 can be chosen to have a roughly constant chance of
containing a point and, as we will show, we can fulfill the other requirements of this lemma,
the resulting pair of points bridges a relatively large part of ℝ . In fact, we need only ⌈𝜋/𝛼⌉
cones to cover the area we wish to cover, as depicted in Figure 3.3a. We show the likely
existence of a pair of mandatory points that bridges a single cone and use a union bound
to show such pairs are likely to exist for all cones simultaneously. Note that this union
bound allows us to ignore all dependency issues between cones.
We place 𝑂(log 𝑛) pairs of rectangles in every cone as depicted in Figure 3.3b. If any
pair of boxes ends up containing a point per box, these two points will satisfy the requirements for Lemma 3.3. We just need this pair of points to be mandatory, and therefore
consider an ellipse around such a pair of boxes (defined in terms of the boxes, not the
points, for easy analysis), such that if this ellipse is empty apart from these two points,
these points must be mandatory. Using careful analysis, the chance that a pair of boxes
contains one point per box and the ellipse contains no more points (an event which we
will call a ‘success’) is at least some constant 𝑝 (dependent only on 𝑡). We need only one
success per cone and the events are nearly independent (the ellipses do not overlap), so
)
the chance that we get at least one success is at least (roughly) 𝑝 (
= 𝑛 ( ( )) (with
𝑓(𝑡) a function depending only on 𝑡), which then shows the theorem.
The full proof. Note that we often introduce a constant (say, the height ℎ of 𝑅 ), give it
a value (say ℎ = 1) but still refer to the name of the variable later for clarity.
Positioning the cones. Let 𝑐 be given as per the theorem. Let 𝑘 = (𝑐 + 2)

𝑒(

)

.

Let 𝑆
= ( ) (we derive this number later). Let 𝑐
be the space needed to put
all ellipses in a cone next to each other, i.e. 𝑐
= 𝑘 log 𝑛 ⋅ 𝑆
. We partition the
disk with radius 𝑐
=𝑐
+ 1/2 around every point 𝑎 into 𝑚 cones, as depicted in
Figure 3.3a. We choose 𝑚 and then 𝛼 = such that the height of the cone at the start of
the grey area as per Lemma 3.3 is 1. Because 𝑘 is so large, we have that 𝑚 ≥ 19 - we do
not need any more specifics on 𝑚 or 𝛼 other than this bound.
We prove that 𝑃 is very likely to be locally-2𝑐
-bridged, as per the theorem. We do
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this by showing that every cone contains a mandatory pair of points that together bridge
the gray area in Figure 3.3a. This gives us the following bound:

2𝑐

= 1 + 2𝑘 log 𝑛 ⋅ 𝑆

= 1 + 2(𝑐 + 2)

32
𝑒(
10

)

log 𝑛

9𝑡 + 4𝑡
2(𝑡 − 1)

Recall that we place rectangles and ellipses in the area of cones colored white in Figure 3.3a. We first note that if a point lies very close to the edge of the √𝑛 × √𝑛 square in
which our points lie, then for some of the cones we place, this white area may end up lying
partially outside of this square, and so it is less likely that points end up in the rectangles
we place there. We will deal with these cones now, and assume for the rest of the proof
that these white areas lie fully within the square.
We divide the area around the origin 𝑎 of such a boundary cone in three regions: 𝐴
,
𝐴
and 𝐴
based on their distance to 𝑎. 𝐴
is the white area with distance at
most 𝑐
from 𝑎 that partially overlaps the square. 𝐴
is the area more than 2𝑐
away from 𝑎 and 𝐴
lies between 𝐴
and 𝐴 . We want to show that 𝐴
is
bridged by some local pair of points. Note that the angle of the cones will end up being
small (at most 𝜋 / 19). We consider the (part of the) boundary between 𝐴
and 𝐴
that is outside the square. There are three cases: this part of the boundary consists of two
pieces (the cone then points to a corner of the square), the part of the boundary is a single
piece that touches a cone edge or the part is a single piece that does not touch the cone
edge. For most of these cases, it is easy to see that 𝐴
is completely outside the square:
if the boundary has two pieces, the cone points to the corner of the square and so 𝐴
is
outside the square. If it has a single piece not touching the cone edge, it must be pointing
(almost) perpendicularly to a square edge, and then 𝐴
is outside the square again.
Now consider the case of the boundary touching the cone edge: in this case, the cone is
(somewhat) parallel to a square edge, and we attempt to rotate the cone around its origin
away from the square edge, until 𝐴
(defined the same as 𝐴
but for the rotated
cone) is completely within the square. There are again two cases: if the cone hits a different
square edge during this rotation, then we note that we again must be near a corner of a
square and again that 𝐴
is not within the square. If it does not, then we note that 𝐴
(defined the same as 𝐴
but for the rotated cone) now encompasses the part of 𝐴
that
is fully inside the square, and that 𝐴
is fully inside the square. We therefore simply
assume we use this rotated cone for the rest of the proof, as this will obtain the same result.
Boxes in cones. We first describe the rectangle and ellipse placement and show that this
geometric setup will indeed allow us to invoke Lemma 3.3, which is needed to achieve
local bridgedness. We also analyze the areas of the rectangles and ellipses involved, which
will be useful later.
We place 𝑘 log 𝑛 rectangles 𝑅 and 𝑅 in every cone as per Lemma 3.3 and as depicted
in Figure 3.3b. Every rectangle has width 𝑤 = 1, height ℎ = 1, and 𝑅 and 𝑅 are placed
𝑠 = max (3
, 6) apart. The rectangles are aligned with the bisector ℓ of the cones.
(so two neighboring left
Neighboring pairs of rectangles are placed at a pitch of 𝑆
rectangles have a distance of 𝑆
between their centers). Let 𝐴 = 𝑤 ⋅ ℎ = 1 be the
area of 𝑅 and 𝑅 .
We surround the rectangles by an ellipse ℰ with foci 𝑑 and 𝑒 and eccentricity 1/𝑡 such
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that the centers of 𝑅 and 𝑅 lie on 𝑑𝑒 and 𝑑 and 𝑒 are placed at a distance 𝑋 =
(

)

(

)

=

from 𝑅 and 𝑅 respectively.

We first show that both rectangles lie entirely in ℰ. Clearly, if the top left corner of
𝑅 (which we will call 𝑎 for this proof) is in ℰ then both rectangles lie in ℰ due to their
symmetric placement. Hence all we have to argue is that |𝑑𝑎| + |𝑎𝑒| ≤ 𝑡|𝑑𝑒|. Using the
triangle inequality we have |𝑑𝑎| ≤ 𝑋 + 0.5ℎ and |𝑎𝑒| ≤ 0.5ℎ + 𝑤 + 𝑠 + 𝑤 + 𝑋 which
leads us to ℎ + 2𝑤 + 2𝑋 + 𝑠 ≤ 𝑡|𝑑𝑒|. As |𝑑𝑒| = 2𝑋 + 𝑠 + 2𝑤 this clearly holds for
our 𝑤 = ℎ = 1 if 𝑡 ≥ 1.5. To see why this holds for any 𝑡 > 1 we rewrite the inequality
to (2𝑤 + 2𝑋 + 𝑠) + ℎ ≤ (𝑡2𝑤 + 2𝑡𝑋 + 𝑠) + (𝑡 − 1)𝑠. Clearly this inequality holds if
ℎ ≤ (𝑡 − 1)𝑠. Recall that 𝑠 = max (3
, 6), which (for 𝑡 < 1.5) we can simplify to
𝑠=3
. Let 𝑡 = 1+𝜖, with 0 < 𝜖 < 0.5, we have (𝑡−1)𝑠 = 𝜖𝑠 = 𝜖3 (( )) = 6+3𝜖.
Since we picked ℎ = 1 the inequality holds which proves that 𝑅 lies in ℰ.
We now show that if our ellipse ℰ is empty apart from two points (one inside 𝑅 and
the other in 𝑅 ), then this pair of points is mandatory. We note that if 𝑎 ∈ 𝑅 and 𝑏 ∈ 𝑅 ,
then any point 𝑓 lying in the ellipse with foci 𝑎 and 𝑏 and eccentricity 1/𝑡 also lies in ℰ
as follows: from |𝑎𝑓| + |𝑓𝑏| ≤ 𝑡|𝑎𝑏| ≤ 𝑡(ℎ + 2𝑤 + 𝑠) we conclude |𝑑𝑓| + |𝑓𝑒| ≤
|𝑑𝑎| + |𝑎𝑓| + |𝑓𝑏| + |𝑏𝑒| ≤ 2𝑋 + ℎ + 2𝑤 + 𝑡(ℎ + 2𝑤 + 𝑠) = 𝑡(2𝑋 + 2𝑤 + 𝑠) = 𝑡|𝑑𝑒|
(by filling in 𝑋 and simplifying), and so 𝑓 ∈ ℰ. However, we assumed that the ellipse
was empty apart from 𝑎 and 𝑏, hence such an 𝑓 does not exist implying that (𝑎, 𝑏) is
mandatory.
The semi-major axis of the ellipse is given by:

𝑆

𝑡(2𝑋 + 2𝑤 + 𝑠)
𝑡|𝑑𝑒|
=
2
2
𝑡(
+ 2 + max (3
, 6))
=
2
3𝑡 + 3
3+𝑡
+ 1 + max (
, 3))
= 𝑡(
2(𝑡 − 1)
2(𝑡 − 1)
=

= 𝑡 (max (

3𝑡 + 3
3+𝑡
3+𝑡
+
+ 1,
+ 4))
2(𝑡 − 1) 2(𝑡 − 1)
2(𝑡 − 1)

= 𝑡 (max (

6𝑡 + 4 9𝑡 − 5
,
))
2(𝑡 − 1) 2(𝑡 − 1)

= max (
≤

6𝑡 + 4𝑡 9𝑡 − 5𝑡
,
)
2(𝑡 − 1) 2(𝑡 − 1)

9𝑡 + 4𝑡
=𝑆
2(𝑡 − 1)
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The semi-minor axis can be expressed in terms of 𝑆

𝑆

and the eccentricity:

=𝑆

1
√1 − ( )
𝑡

≤𝑆

1
√1 − ( )
𝑡

This allows us to calculate the area of the ellipse:
|ℰ| = 𝜋𝑆

𝑆

≤ 𝜋𝑆

𝑆

= 𝜋(

9𝑡 + 4𝑡
1
) √1 − ( )
2(𝑡 − 1)
𝑡

≤ 𝜋(

9𝑡 + 4𝑡
)
2(𝑡 − 1)

= 𝜋(

81𝑡 + 72𝑡 + 16𝑡
)
4(𝑡 − 1)

≤

𝜋 (81 + 72 + 16)𝑡
(
)
4
(𝑡 − 1)

≤

133𝑡
(𝑡 − 1)

If exactly one point ends up in 𝑅 , and exactly one point ends up in 𝑅 and no other
point ends up in ℰ (making the pair of points mandatory), then we say that this pair of rectangles is a success. We now show that the pair of points corresponding to a success would
fit the conditions of Lemma 3.3 and would therefore bridge the cone we are considering.
First, consider the requirement 𝑠 sin (arctan ( ) − 𝛼) ≥ √ √ (𝑐 + ℎ). Filling
in known values, we get 𝑠 sin (arctan(𝑠) − 𝛼) ≥ 2 √ √ . Now, by 𝑚 ≥ 19, we get
𝛼 = 𝜋/𝑚 ≤ 1/6. Also, 𝑠 ≥ 6 by definition, so we get sin(arctan(6) − 1/6) ≥ 0.943.
= 2√2 . Given that 0.943 ≥ 2√2 (≈ 0.9428), we find
Finally, 2 √ √ = 2√2
that the requirement is met. The Lemma also requires that the angle of the cones is at most
𝜋/4, which follows from 𝑚 ≥ 8.
We have now shown that our geometric setup is able to prove local bridgedness by
fulfilling the conditions of Lemma 3.3.
Probability of success. Next we show that we have at least one success for a given cone
with high probability. Using the union bound we can then ignore all dependency issues
between cones, such as ellipses overlapping with neighboring cones, and yet still obtain
that all cones will simultaneously have at least one success.
We consider the chance that no ellipses yield a success for a given cone. Unfortunately,
the chance that a given ellipse is a failure or not is dependent on whether other ellipses
are failures or not, so we cannot simply consider every ellipse in isolation. For example,
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an ellipse can be a failure because all 𝑛 points ended up in that ellipse, thus making the
chance that any other ellipse is a success equal to 0.
We first narrow down the number of points that end up in an ellipse. The expected
number of points ending up in an ellipse is 𝜇 = |ℰ|. By a Chernoff bound, the chance that
|ℰ|

.
we have more than 𝜇(1 + 𝛿) points in an ellipse is (with high probability) at most 𝑒
We fill in 𝛿 = ln 𝑛 |ℰ| , giving at most |ℰ| + ln 𝑛(3𝑘 + 3) points in an ellipse. Since we
eventually want this to happen for all ellipses simultaneously, we apply the union bound
and multiply by 𝑘 log 𝑛 (and using that 𝑘 log 𝑛 ≥ 𝑛 for sufficiently large 𝑛), giving:

𝑘 log 𝑛𝑒

|ℰ|

|ℰ|

|ℰ|

= 𝑘 log 𝑛𝑒
= 𝑘 log 𝑛𝑒

(

)

= 𝑘 log 𝑛𝑛

(

)

≤𝑛
At the ‘cost’ of an extra factor 𝑛 , we will now assume any ellipse in the cone contains
at most |ℰ|+ln 𝑛(3𝑘+3) points, regardless of whether any ellipse in that cone is a success
or not.
We number the ellipses from 1 to 𝑘 log 𝑛 and consider the chance 𝑃(ellipses 1 through
𝑘 log 𝑛 are failures). By definition of conditional probability, this equals 𝑃(ellipse 𝑘 log 𝑛
is a failure | ellipses 1 through 𝑘 log 𝑛−1 are failures)⋅𝑃(ellipses 1 through 𝑘 log 𝑛−1 are
failures). Applying this definition 𝑘 log 𝑛 times in total, this chance equals Π
𝑃(ellipse
𝑖 is a failure | ellipses 1 through 𝑖 are failures). Let 𝑝 = 𝑃(ellipse 𝑖 is a failure | ellipses
1 through 𝑖 are failures). We are effectively interested in the chance Π
𝑝.
We now look to the 1 − 𝑝 chances (so the chance of a success). We will be able to
give a lower bound for all these chances with a similar formula structure, which we use
to obtain a single lower bound for all these chances by filling in the ’worst case’ value for
every variation point in these lower bounds, to get a simple end result. First we calculate
𝑝 ; the chance that the first ellipse is a failure regardless of whether the other ellipses are
failures. Since both rectangles lie entirely in ℰ, we have the following:
𝑛 |𝐴|
|ℰ|
1 − 𝑝 = ( )(
) (1 −
)
2
𝑛
𝑛
This equation is a straightforward application of probability theory. For a success, we
must have exactly one point end up in both rectangles, and all other points must end up
outside the ellipse. Since the locations of the points are independent (as opposed to the
number of points falling in particular areas), we obtain a factor ( | | ) for the chance that
two points end up in the square, and a factor (1 − |ℰ| )
for the chance that all other
points end up outside the ellipse. The factor ( ) = 𝑛(𝑛 − 1)/2 accounts for the number
of ways we can pick two points to land in the rectangles.
Now, to bound 1 − 𝑝 , we take the same basic formula, but we now consider the more
general 1−𝑝 case in which all ellipses before it have produced failures, and limit ourselves
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to an upper bound. In particular, we essentially consider the ‘worst case’ for every factor
in the 1 − 𝑝 formula.
(|ℰ|
(
))
The factor ( ) now becomes (
) since the reason that all the
𝑘 log 𝑛 previous ellipses (actually at most 𝑖−1 ellipses, but we bound it for simplicity) have
produced a failure may be that they were filled with the maximum of |ℰ| + ln 𝑛(3𝑘 + 3)
points.

The factor ( | | ) stays the same. Although the factor here can conceivably be larger
(a failure in another ellipse may have been caused by an empty rectangle, which would
imply that the chance that a point falls into a different rectangle increases a tiny bit because
it can no longer fall in that empty rectangle), it will definitely not be smaller for any 1 − 𝑝
and any reason for the failure of the previous ellipses.
|ℰ|
|ℰ|
We change the factor (1 − |ℰ| )
. As (1 −
< 1,
to (1 −
|ℰ| )
|ℰ| )
setting the exponent to 𝑛 only decreases the chance, which is allowed. The nominator in
the fraction becomes smaller, as we may be in the case where the reason that all previous
ellipses failed is that they were all empty, which influences where these points may end
up instead.

Using the previous arguments and using the well-known inequality (1+ ) ≥ 𝑒 (1−

√

), we now bound our expression bounding 𝑝 . We use that 𝑛 −
− |ℰ| ≥ 𝑛/2 for sufficiently large 𝑛.
+ 1 and

1−𝑝 ≥(

(|ℰ|

(

))

𝑛 − 𝑘 log 𝑛(|ℰ| + ln 𝑛(3𝑘 + 3)) |𝐴|
|ℰ|
)(
) (1 −
)
2
𝑛
𝑛 − 𝑘 log 𝑛|ℰ|

≥ (√

+1
2

)(

|𝐴|
|ℰ|
) (1 −
)
𝑛
𝑛 − 𝑘 log 𝑛|ℰ|

≥

𝑛 |𝐴|
|ℰ|
(
) (1 −
)
4
𝑛
𝑛 − 𝑘 log 𝑛|ℰ|

=

|𝐴|
|ℰ|
(1 −
)
4
𝑛 − 𝑘 log 𝑛|ℰ|

=

|𝐴|
|ℰ|
(1 −
)
4
𝑛 − 𝑘 log 𝑛|ℰ|

≥

|𝐴|
𝑒
4

|ℰ|

(1 +

|ℰ|

(1 −

|ℰ|

|ℰ|
)
𝑛 − 𝑘 log 𝑛|ℰ|

|ℰ|
|ℰ|
) (1 −
)
𝑛 − 𝑘 log 𝑛|ℰ|
𝑛 − 𝑘 log 𝑛|ℰ|

|ℰ|

≥
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|ℰ|
As (
goes to 0 and we can bound (1 −
|ℰ| )
enough 𝑛 we have

|𝐴|
1−𝑝 ≥
𝑒
4

|ℰ|

|ℰ|

|ℰ|

|ℰ| )

≥

for large

|ℰ|

|ℰ|
(1 −
)
𝑛 − 𝑘 log 𝑛|ℰ|

|𝐴|
1
𝑒 |ℰ|
4
2
1
≥ |𝐴| 𝑒 |ℰ|
8
Using the union bound to couple the 𝑝 chances with the events that not too many
points end up in ellipses, we get that the chance that all ellipses in a cone produce failures
is at most
≥

𝑛

+𝑝

≤𝑛

+ (1 −

=𝑛

+𝑛

1
|𝐴| 𝑒
8
(

|ℰ|

)

|ℰ| )

| |

We concentrate on the logarithm, and fill in the values for |𝐴| and |ℰ|:

log (1 −

1
𝑒
8

(

)

(

)

1
)≤− 𝑒
8

(

)

Going back to the bound:

𝑛

+𝑛

≤𝑛

(

)

Concluding the proof. We now apply the union bound again, to ensure that we have a
success for all cones simultaneously. Using that 𝑚 log 𝑛 ≤ 𝑛 holds for sufficiently large
𝑛, we have that the chance that one of the cones of any point produces only failures is
therefore at most the following:
(𝑚𝑛 log 𝑛)𝑛

(

)

≤𝑛
≤𝑛

(

)

The last step follows from our definition of 𝑘. The theorem is now proven.

□

3.4 Algorithms
Using the concept of bridgedness as introduced in the previous section we can improve
running time of the WSPD-Greedy algorithm (see Section 2.3). Recall that this algorithm
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is able to compute the greedy spanner in linear space by initially working on well-separated
pairs instead of single edges. It first computes the well-separated pair decomposition and
sorts the linear number of pairs instead of the quadratic number of edges. It then considers
the well-separated pairs by length sorting the small set of edges in similar sized pairs to
ensure that the correct edge is added. For our improvement we consider the first and the
second part of the algorithm execution separately. Here we define the first part as the
computations done to find the “short” edges of length at most 𝜆 and second part as those
to find the remaining “long” edges. Using our analysis of the bridgedness of uniform point
sets we later define 𝜆 more precisely. Throughout the rest of this section, let 𝑐 and 𝑐 be
as in Theorem 3.1.
Phase I. In expectation almost all edges are short and hence will be found in the first
phase. By changing the shortest path computations performed by the WSPD-Greedy algorithm to work locally, we can significantly speed up this phase. We use a ‘local’ Dijkstra computation. To effectively do these computations we divide the input points into
a ⋅ √
× ⋅ √
grid in 𝑂(𝑛 log 𝑛) time, where every cell in expectation contains
𝑂((𝑐 ⋅ 𝑐 log 𝑛) ) points. The local Dijkstra computation now determines for all points
at most 𝜆 away from a source point 𝑠 whether it has a 𝑡-path to 𝑠 and if so, their network
distance. It differs from the standard Dijkstra algorithm in that it only adds the points to
the queue if they are at most 𝜆𝑡 away from the source 𝑠 and only considers the edges 𝐸
that have such a point as either endpoint. Using the grid, these points can be found in
𝑂((𝜆 + |𝐸 |) log 𝜆) expected time. For a well-separated pair {𝐴 , 𝐵 } we use min(𝐴 , 𝐵 )
and to denote the distance between the closest pair of points 𝑎, 𝑏 with 𝑎 ∈ 𝐴 and 𝑏 ∈ 𝐵 .
For the well-separated pairs {𝐴 , 𝐵 } with min(𝐴 , 𝐵 ) ≤ 𝜆 we use our local Dijkstra algorithm instead of a normal Dijkstra computation.
Using the analysis in Section 2.3 and that the greedy spanner has degree 𝑂(1), we
conclude that if 𝑚 is the number of considered well-separated pairs, the running time
of phase I of our improved algorithm is 𝑂(𝑛 log 𝑛 + 𝜆 log 𝜆 ∑ min(|𝐴 |, |𝐵 |)). We
therefore need to bound
∑ min(|𝐴 |, |𝐵 |) ≤ ∑ (|𝐴 | + |𝐵 |) = ∑ ∈ |{{𝐴 , 𝐵 } ∣ 𝑎 ∈ 𝐴 ∨ 𝑎 ∈ 𝐵 }|.
For any 𝑙 ∈ ℝ, a point 𝑝 can only be in 𝑂(1) well-separated pairs of length at most a
constant factor higher or lower than 𝑙 [34, Lemma 4.6.1]. We can therefore partition the
well-separated pairs containing 𝑝 into 𝑂(1)-sized sets of similar length. As the minimal
length per set differs by at least a constant factor, we conclude |{{𝐴 , 𝐵 } ∣ 𝑎 ∈ 𝐴 ∨ 𝑎 ∈
{ , }
𝐵 }| = 𝑂 (log
(here min({𝐴 , 𝐵 }) and max({𝐴 , 𝐵 }) denote the minimum
{ , })
and maximum distance respectively between a pair of points in the set {𝐴 , 𝐵 }).This last
expression is 𝑂(log 𝜆) in expectation on uniform point sets, giving an expected running
time of 𝑂(𝑛 log 𝑛 + 𝑛𝜆 log 𝜆) for phase I.
Phase II. To improve the second phase of the WSPD-Greedy algorithm we use the concept
of path-hyperbola. These hyperbola describe the area given by an origin point 𝑢 ∈ 𝑃, a
focus 𝑣 ∈ 𝑃 and an edge set 𝐸. When using 𝐺 to denote the graph 𝐺 = (𝑃, 𝐸) we define
the path hyperbola as 𝑃𝐻(𝑢, 𝑣, 𝐸) = {𝑎 ∈ ℝ ∣ 𝛿 (𝑢, 𝑣) + 𝑡 ⋅ |𝑣𝑎| ≤ 𝑡 ⋅ |𝑢𝑎|}. Obviously,
if (𝑝, 𝑞) bridges (𝑎, 𝑏), then 𝑏 ∈ 𝑃𝐻(𝑎, 𝑞, 𝐸) for every edge set 𝐸 with 𝑡-paths for pairs
of points (𝑢, 𝑣) with |𝑢𝑣| ≤ |𝑎𝑏|, making path-hyperbola at least as powerful as bridging
points for guaranteeing 𝑡-paths.
To significantly reduce the computations made in phase two, we construct these path-
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hyperbola to prune well-separated pairs. When we perform a local Dijkstra computation
on 𝑠, we either find pairs of points without 𝑡-path, or we find a set of network distances
that induce a set of path-hyperbola. If 𝑠 is locally-𝜆-bridged, the union of path-hyperbola
will be a superset of the area more than 𝜆 away from 𝑠. This union can be computed
in 𝑂(𝜆 log 𝜆) expected time: using polar coordinates, the union corresponds to a lower
envelope. Since the hyperbolas pairwise intersect at most twice, this envelope has linear
complexity and can be computed in 𝑂(𝑛 log 𝑛) time [14, 101]. This gives an efficient test
of 𝑡-paths from 𝑠 to all other points as least as accurate as local-𝜆-bridgedness.
If for a point 𝑢 ∈ 𝐴 , the bounding box 𝐵 is covered by the union of path-hyperbola
computed for 𝑢 (testing this takes 𝑂(log 𝑛) time), then we say 𝑢 is discounted with respect
to {𝐴 , 𝐵 }. If all 𝑢 ∈ 𝐴 are discounted, then {𝐴 , 𝐵 } will not contain a greedy spanner
edge and we say {𝐴 , 𝐵 } is discounted. This can be computed in 𝑂(log 𝑛 ∑ (|𝐴 | +
|𝐵 |)) = 𝑂(𝑛 log 𝑛 log 𝜆) expected time (The log 𝜆 factor follows from the same argument
as used in the analysis of phase I above).
We ignore pairs that have been discounted and we do not perform a Dijkstra computation on points which have been discounted with respect to that pair as well. By Theorem 3.1, all pairs are discounted with high probability and hence this phase takes constant
time in expectation on uniform point sets.
In practice, using a 𝜆 lower than predicted by Theorem 3.1 will suffice and be faster.
is the ‘right’ bound for the length of
From experiments we observe that 𝜆 =
√

the longest edge in the greedy spanner. Using 1.1 ⋅ 𝜆 the initial phase nearly always finds
all edges, with the second phase usually discounting 99.7% of the pairs and 95% of the
points in non-discounted pairs, with the second phase taking about 20% of the time of the
first. Using 1.5 ⋅ 𝜆, all pairs are typically discounted.
Theorem 3.2. There is an algorithm that, given 𝑡 and a point set 𝑃 whose points are
uniformly distributed in a √𝑛 × √𝑛 square, computes in 𝑂(𝑛(𝑐 log 𝑛) log (𝑐 log 𝑛))
expected time its greedy spanner, with 𝑐 a constant dependent only on 𝑡. The algorithm
uses 𝑂(𝑛 log 𝑛) time on arbitrary 𝑃.
Testing 𝑡-spanners. Another application of Theorem 3.1 and our path hyperbolas is a
faster algorithm to test if a Euclidean graph is a 𝑡-spanner on uniformly distributed point
sets. To the best of our knowledge, this leads to the first subquadratic algorithm for this
problem on any interesting class of point sets not making assumptions on 𝐸.
Theorem 3.3. There is an algorithm that, given a point set 𝑃 whose points are uniformly
distributed in a √𝑛 × √𝑛 square and a Euclidean graph 𝐺 = (𝑃, 𝐸) on 𝑃, checks if 𝐺
is a 𝑡-spanner using 𝑂((𝑛 + |𝐸|)(𝑐 log 𝑛) log(𝑐 log 𝑛)) expected time, where 𝑐 is a
constant dependent only on 𝑡.
Proof. Applying our three tools with 𝜆 = 𝑐 ⋅ 𝑐 log 𝑛 almost immediately gives us the desired result: we run a local Dijkstra computation for every point, maintaining the union of
the path hyperbola. If we find any pair of points without 𝑡-path, we return that the input is
not a 𝑡-spanner. If some union of path-hyperbola for a point 𝑠 does not cover the area more
than 𝜆 away from 𝑠, we perform a 𝑂(𝑛 log 𝑛) test for 𝑡-spannerness, and otherwise we
return that the input is a 𝑡-spanner, which happens with high probability by Theorem 3.1.
This algorithm therefore uses 𝑂((𝑛 + |𝐸|)(𝑐 log 𝑛) log(𝑐 log 𝑛)) expected time.
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3.5 Experimental Results
We have experimentally compared the performance of our improved algorithm to the
WSPD-Greedy algorithm from Chapter 2 and the Lazy-Greedy algorithm [30], which is
the only other linear space algorithm. For the comparison we used point sets whose size
ranged from 500 to 128,000 points. On small point sets the WSPD-Greedy algorithm
has a running time comparable to the major quadratic space algorithms (see Section 2.5
and [30]). Since running these quadratic space algorithms on more then 10,000 points
quickly becomes unfeasible we did not include them in our experiments. The output of
all implemented algorithms has been verified to produce the exact same graph.
Throughout this section we refer to our algorithm as “Bucketing” in the graphs. We
generated point sets according to several distributions. We have recorded space usage and
running time (wall clock time). The results are averages over several runs where new
point sets were generated each time. We included graphs for the uniform point set and
for a clustered point set as these represent the best and worst cases respectively for our
algorithm (with respect to our set of tests). To generate the clustered point set we used
the same method as Chapter 2 and [30], that is, for 𝑛 points, it consists of √𝑛 uniformly
distributed point sets of √𝑛 uniformly distributed points.
Environment. The algorithms have been implemented in C++. The random generator
used was the Mersenne Twister PRNG. We used a C++ port by J. Bedaux of the C code by
the designers of the algorithm, M. Matsumoto and T. Nishimura. We have implemented
all other necessary data structures and algorithms not already in the std ourselves. The
implementations do not use parallelism and run on a single thread.
Our experiments have been run on a server using an Intel Xeon E5530 CPU (2.40GHz)
and 8GB (1600 MHz) RAM. It runs the Debian 7 OS and we compiled for 64 bits using
G++ 4.7.2 with the -O3 option.
Dependence on instance size. We have compared running time and space usage of the
different linear space algorithms for different values of 𝑛. We plotted the results using
𝑡 = 2 on both uniform (Figure 3.4) and clustered points (Figure 3.5).
The space usage of our algorithm appears to be a constant factor less than that of
WSPD-Greedy. Its running time on uniformly distributed points is (nearly) linear, making
it a massive improvement over WSPD-Greedy. This allows us to calculate greedy spanners
on such point sets in a matter of minutes where WSPD-Greedy would need hours or even
days for bigger instances. When comparing to Lazy-Greedy we see that our memory
requirements are bigger. The reduced memory requirements of Lazy-Greedy come at a
cost of a significant performance hit, making the gap in running times even more extreme.
The clustered point set is a bad case for our algorithm since the greedy spanner will
contain a considerable amount of very long edges between clusters. Nevertheless, the algorithm still beats both other algorithms by quite a margin. Our experiments on clustered
data with smaller 𝑡 values (up to 𝑡 = 1.1, as plotted in Figure 3.7) show that the performance of the algorithms gets more similar as 𝑡 decreases. On point sets drawn using either
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Figure 3.4: The left plot shows the running time of our algorithm (Bucketing) and the other linear
space algorithms for
on variously sized uniformly distributed instances. The
right plot shows the memory usage on the same data
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Figure 3.5: The left plot shows the running time of our algorithm (Bucketing) and the other linear
space algorithms for
on variously sized clustered instances. The right plot shows
the memory usage on the same data

a uniform or normal distribution our algorithm massively outperforms both algorithms for
both small and large 𝑡. Since the performance on point sets drawn from a normal distribution was very similar to the performance on uniform point sets we only plotted the latter
(Figure 3.6 and 3.4). Interestingly, the Lazy-Greedy algorithm becomes our closest competitor in the low 𝑡 case on the non-clustered point sets. This is a result of the huge number
of well-separated pairs on such point sets which are all processed by the WSPD-Greedy
algorithm.
Real data. Aside from generated instances we also experimented on some real point
sets from the TSPLIB [110]. The performance of our algorithm on these real datasets
seems to be close to the uniform point sets. Figure 3.8 shows two point sets and their
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Figure 3.7: The left plot shows the running time of our algorithm (Bucketing) and the other linear
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greedy spanners. For the PCB the computation using our algorithm took on average about
2 seconds for 𝑡 = 2 and 11 seconds for 𝑡 = 1.1. The same computations using WSPDGreedy took 12 and 203 seconds respectively and Lazy-Greedy needed 8.4 and 28 seconds.
The bigger Germany instance took 21 and 147 seconds to compute using our algorithm
while WSPD-Greedy needed 274 and 7486 seconds and Lazy-Greedy needed 255 and
795 seconds for 𝑡 = 2 and 𝑡 = 1.1. This is a factor 50 improvement for the low 𝑡 case
over WSPD-Greedy which suffers from the huge number of well-separated pairs at these
low 𝑡 values. The different approach taken by Lazy-Greedy makes it more efficient than
WSPD-Greedy for low 𝑡, but it is still more than a factor 5 slower than our algorithm.
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Figure 3.8: Real point sets from the TSPLIB and their greedy spanners using
: A PCB instance
of 3.038 points (left) and cities in Germany with 15.112 points (right).

3.6 Conclusion
By considering the WSPD-Greedy algorithm as a two phase algorithm we were able to
create a distribution-sensitive algorithm for computing the greedy spanner. Experiments
show large improvements in both time and space for most data sets, while results are never
worse than the state-of-the-art. The performance gap in many cases increases further for
lower 𝑡. To explain these results, we have analyzed the algorithm on uniformly distributed
point sets.
To this end, we have introduced the concept of bridgedness and have shown that point
sets that are uniformly distributed in a √𝑛 × √𝑛 square are 𝑂(log 𝑛)-bridged with high
probability. This implies that ‘𝑡-spannerness’ is a ‘local’ property on these point sets: a
Euclidean graph is a 𝑡-spanner if and only if all pairs of ‘close-by’ points have 𝑡-paths.
This locality shows that our algorithm runs in near-linear expected time on these point sets
and yields a near-linear time algorithm for testing whether an edge set is a 𝑡-spanner on
these point sets.

Part II
Visualization

4
Complexity Measures for
Mosaic Drawings
In Part I we considered some of the algorithmic challenges involved in the automatic
construction of geographic graphs. In this part we look at some visualizations which give
insight into the structure of a geographic graph.
In Chapters 4 and 5 we look into two problems related to the automatic generation
of area cartograms. Area cartograms are a type of thematic map that is well suited for
communicating geo-referenced data to a wide audience. As explained in Chapter 1 we
can use area cartograms to visualize vertex-weighted geographic graphs. In Chapter 6 we
investigate a method for generating linear cartograms which are used to visualize edgeweighted graphs.
Area cartograms. The dual of a map can be seen as a geographic graph. When the
different regions of a map have quantitative data associated with them, these can be translated into vertex weights on this dual graph. Figure 4.1a illustrates this for a map of the
Netherlands with associated population data.
Aside from the classic node-link diagram, another common way of visualizing graphs
is through contact representations. In a contact representation vertices are represented
using shapes and edges are implied by the contacts between those shapes. In this chapter
we focus on a specific type of contact representation: mosaic drawings. Mosaic drawings
were originally introduced by Cano et al. [36]. The same drawing style was independently
described by Alam et al. [6] as pixel and voxel (in 3D) drawings. Mosaic drawings are
drawn on a tiling of the plane and represent vertices by so-called configurations: simplyconnected sets of tiles (see Figure 4.1b).
Our motivation for studying mosaic drawings is the creation of mosaic cartograms.
Mosaic cartograms are a type of area cartogram based on (weighted) mosaic drawings. As
such, they are also contact representations of a vertex-weighted graphs. However, they
often have additional requirements on the shapes and relative positions of configurations.
In general one aims to draw the configurations in such a way that they resemble the geographic regions they represent (see Figure 4.1c).
In this chapter we investigate how creating a mosaic drawing with correct configuration adjacencies imposes restrictions on the size and shape of the drawing. As such, we
focus on unweighted mosaic drawings: we are only concerned with correctly encoding the
topology of the input graph. In Chapter 5 we consider the problems related to representing
a region as a configuration that resembles its original geography.
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Figure 4.1: A map of the Netherlands with its dual graph drawn on top (a). The vertex weights
correspond to population in thousands of inhabitants. The same dual graph represented
as a (weighted) mosaic drawing (b). Edges are represented by adjacencies between
the configurations and vertex weights are encoded using one tile per 100,000 people. A
mosaic cartogram (c) representing the same data. Configurations are drawn to resemble
the geography of the different provinces.

The complexity of contact representations. Graph Drawing uses a well established set of
complexity measures to determine the quality of a contact representation, most notably the
area of the drawing and the complexity of the shapes representing vertices. More complex
vertex shapes clearly contribute to the complexity of the drawing. Contact representations
are said to be proper if the shapes corresponding to vertices form a partition of the bounding shape. If a contact representation does not fill its bounding shape completely, then
also the complexity of its complement is visually salient.
The complement of a simple mosaic drawing with respect to its bounding rectangle is
a set of simply-connected tiles, which we call channels. Figure 4.2 shows two different
representations of an outerplanar graph. In both cases the vertices have complexity 6 (rectangles and L-shapes), but the complexity of the channels differs substantially. We would
like to argue that a higher complexity of the channels increases the visual complexity of
the drawing and hence is likely to be an impediment to the user. However, more complex
channels allow us to significantly reduce the area of a drawing. We hence investigate the
trade-offs between these two competing quality measures.
Mosaic drawings. Following Cano et al. [36] we define mosaic drawings for planar
triangulated graphs. Mosaic drawings are drawn on a tiling 𝒯 of the plane. For a given
set 𝑆 ⊆ 𝒯 of tiles we define the tile dual of 𝑆 to be the graph which has a vertex for each tile
in 𝑆 and an edge connecting two vertices if and only if the two corresponding tiles share
a side. A configuration is a set of tiles with a connected tile dual. A configuration 𝐶 is
simple if the tiles in 𝐶 are simply connected. The boundary of a simple configuration 𝐶 is a
simple rectilinear polygon and the complexity of a configuration is the number of vertices
of its boundary (see, for example, Figure 4.3 which consists of complexity 4 rectangular
and complexity 6 L-shaped configurations).
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Figure 4.2: A mosaic drawing with straight channels (left) of an outerplanar graph (middle). The
same graph drawn with complex channels (right).

Two configurations 𝐶 and 𝐶 are adjacent if and only if they contain tiles 𝑡 ∈ 𝐶 and
𝑡 ∈ 𝐶 such that 𝑡 and 𝑡 share a side. A mosaic drawing 𝐷𝒯 (𝐺) of a planar triangulated
graph 𝐺 = (𝑉, 𝐸) on 𝒯 represents every vertex 𝑣 ∈ 𝑉 by a simple configuration 𝐶(𝑣) of
tiles from 𝒯. Two configuration 𝐶(𝑢) and 𝐶(𝑣) representing vertices 𝑢 and 𝑣 are adjacent
if and only if (𝑢, 𝑣) ∈ 𝐸.
Simple mosaic drawings. Cano et al. [36] define a mosaic drawing to be simple if (𝑖) the
union of its configurations is simply connected (there are no holes in the interior of the
mosaic drawing). Here we extend this definition by requiring in addition that in a simple
mosaic drawing (𝑖𝑖) two adjacent configurations share exactly one contiguous piece of
boundary (two configurations do not touch two or more times) and (𝑖𝑖𝑖) whenever four
tiles meet in a point at least two adjacent tiles belong to the same configuration (this might
be the outer configuration).
We focus on regular tilings, and specifically, the
square tiling and hence denote mosaic drawings simply by
𝐷(𝐺). We construct mosaic drawings within a bounding
rectangle 𝑅. The area of a drawing 𝐷(𝐺) is the number of
tiles inside 𝑅. The complement of a drawing 𝐷(𝐺) with
respect to 𝑅 is a set of simple configurations, which we
Figure 4.3: Simple mosaic
call channels (see Figure 4.3). The boundary of a simple
drawing ( ) with one straight
mosaic drawing 𝐷(𝐺) is a simple rectilinear polygon as channel (hatched).
well. The boundary of 𝐷(𝐺) naturally divides into maximal straight segments, which we refer to as the boundary segments of 𝐷(𝐺). Finally, note
that a simple mosaic drawing 𝐷(𝐺) induces an embedding of 𝐺.
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Maximal outerplanar graphs. A graph is (1-)outerplanar if it admits an embedding
where all vertices are adjacent to the outer plane. Such an embedding is called
(1)-outerplane. An embedding is 𝑘-outerplane if removing all vertices on the outer face
results in a (𝑘-1)-outerplane embedding. A graph is said to be 𝑘-outerplanar if it admits
a 𝑘-outerplane embedding but no 𝑘 -outerplane embedding for 𝑘 < 𝑘.
Alam et al. [6] prove that there are 𝑘-outerplanar graphs such that any mosaic drawing
of these graphs requires Ω(𝑘𝑛) area. Given this relation between 𝑘 and the minimum area,
we fix 𝑘 to 𝑘 = 1, in order to properly investigate the influence of channel restrictions on
the minimum area of a drawing. In particular, we focus on maximal outerplanar graphs,
as these admit simple mosaic drawings. An outerplanar graph is maximal if it contains a
maximal number of edges: adding more edges will violate the outerplanarity of the graph.
Results and organization. In Section 4.1 we first introduce some additional definitions
and notation. Then we argue that any simple mosaic drawing of a maximal outerplanar
graph is natural, that is, it follows the unique outerplanar embedding of an outerplanar
graph. Hence, in the remainder of this chapter, we assume that the embedding of each
outerplanar graph is fixed to be outerplanar.
If we allow general channels of arbitrary complexity, then Alam et al. [6] show that
each triangulated outerplanar graph has a simple mosaic drawing in 𝑂(𝑛) area, which is
trivially tight. Note that they make no assumptions on the existence or absence of channels.
In Section 4.2 we consider mosaic drawings without channels, that is, mosaic drawings
which are proper contact representations of a given triangulated graph 𝐺 with 𝑛 vertices.
We show that there are outerplanar graphs such that any mosaic drawing of these graphs
without channels requires Ω(𝑛 ) area. More specifically, there exist outerplanar graphs
with 𝑘 ears, such that any mosaic drawing of these graphs has either Ω(𝑛 /𝑘 ) area or total
channel complexity Ω(𝑘). This bound is tight, since the algorithm by Chiang et al. [39]
can be used to construct mosaic drawings without channels in 𝑂(𝑛 ) area.
In Section 4.3 we consider straight channels. In this setting we prove that outerplanar
graphs with 𝑘 ears may require Ω(min(𝑛𝑘, 𝑛 /𝑘)) area. This bound is partially tight: we
show how to draw outerplanar graphs with 𝑘 ears in 𝑂(𝑛𝑘) area with L-shaped vertex configurations and straight channels. Finally, in Section 4.4 we show that L-shaped channels
are strictly more powerful than straight channels, but may still require Ω(𝑛 / ) area.

4.1 Preliminaries
Outer-path. Let 𝐺 be a maximal outerplanar graph and let 𝐺 ∗ be its weak dual. If 𝐺 ∗ is
a path then we call 𝐺 an outerpath. The length of an outerpath is the number of vertices
of 𝐺 ∗ . A so-called ear of 𝐺 is a triangle which is dual to a vertex of degree 1 in 𝐺 ∗ . Each
ear has exactly one vertex of degree 2, its so-called tip. Every outerpath has exactly two
vertices of degree 2, the tips of its two ears. These two tips naturally divide the vertices
of 𝐺 into two consecutive sequences of vertices, the upper and the lower sequence of
the outerpath 𝐺. In our lower bound constructions we use a particular type of outerpath,
namely a so-called outerzigzag, which is also known as a triangle strip. Its vertices have
degree 4 at most. The number of vertices in the upper and the lower sequence of an
outerzigzag differ by at most one.
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Natural mosaic drawings. A mosaic drawing is natural if it follows the unique outerplanar embedding of a maximal outerplanar graph, where each configuration is adjacent to
the outer face in the same order as in the outerplane embedding (or its reverse). We prove
below that we can restrict ourselves to natural mosaic drawings of maximal outerplanar
graphs.
Lemma 4.1. In any simple mosaic drawing 𝐷(𝐺) of a maximal outerplanar graph 𝐺,
every configuration must be adjacent to the outer face.
Proof. For the sake of contradiction, assume that
𝑤
a configuration 𝐶(𝑣) is not adjacent to the outer
𝑢
𝑢
face. We perform a case analysis on the degree 𝐵
𝑤
𝑤
𝑣 𝑢
of 𝑣 in 𝐺. Since 𝐺 is maximally outerplanar, the
𝑣
degree of 𝑣 is at least two. If 𝑣 has at least 3
𝑢
𝑢
neighbors 𝑢 , 𝑢 , and 𝑢 , then the boundary of
𝐶(𝑣) contains three parts: the shared boundaries
𝐵 = 𝐶(𝑣)∩𝐶(𝑢 ) for 𝑖 = 1, 2, 3. Now consider the part of the boundary of 𝐶(𝑣) between
𝐵 and 𝐵 (see figure left). Since 𝐷(𝐺) has no point contacts and 𝐶(𝑣) is not adjacent to
the outer face, there must be a sequence of vertices 𝑢 = 𝑤 , 𝑤 , … , 𝑤 = 𝑢 such that
𝐶(𝑤 ) is adjacent to 𝐶(𝑤 ) for 1 ≤ 𝑖 < 𝑘. The same holds for the parts of the boundary
of 𝐶(𝑣) between 𝐵 and 𝐵 , and 𝐵 and 𝐵 . Hence 𝐺 contains a 𝐾 {𝑣, 𝑢 , 𝑢 , 𝑢 } as a
minor, which contradicts the outerplanarity of 𝐺.
If 𝑣 has two neighbors 𝑢 and 𝑢 , then the boundary of 𝐶(𝑣) can be partitioned into
two parts 𝐵 = 𝐶(𝑣) ∩ 𝐶(𝑢 ) and 𝐵 = 𝐶(𝑣) ∩ 𝐶(𝑢 ). This directly implies that 𝐷(𝐺)
has a point contact or that 𝐶(𝑢 ) ∩ 𝐶(𝑢 ) is not contiguous (see figure right). This is not
allowed in a simple mosaic drawing.
Lemma 4.2. Every simple mosaic drawing 𝐷(𝐺) of a maximal outerplanar graph 𝐺 is
natural.
Proof. Lemma 4.1 shows that every configuration 𝐶(𝑣) must be adjacent to the outer face.
Furthermore, the shared boundary between a configuration 𝐶(𝑣) and the outer face must
be contiguous, since otherwise 𝐶(𝑣) forms a cut of 𝐷(𝐺), implying that 𝑣 is a cut vertex of
𝐺. Now let 𝑣 , … , 𝑣 be the order of vertices implied by the unique outerplane embedding
of 𝐺. Furthermore, let 𝐵 be the shared boundary between 𝐶(𝑣 ) and the outer face. Note
that, by definition, a set of consecutive vertices {𝑣 , 𝑣 } cannot be a cut of 𝐺. If 𝐵 and
𝐵 are not consecutive along the boundary of 𝐷(𝐺), then 𝐶(𝑣 ) ∪ 𝐶(𝑣 ) forms a cut
of 𝐷(𝐺). Thus, 𝐷(𝐺) must be natural.

4.2 Mosaic Drawings without Channels
In this section we construct a family of maximal outerplanar graphs that require Ω(𝑛 ) area
to be drawn if we do not allow channels. More precisely we prove: to obtain sub-quadratic
area, the number of boundary segments on the boundary of 𝐷(𝐺) must be proportional to
the number of ears of 𝐺.
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𝑣
Figure 4.4:

/

( ) requires ( ) width and ( ) height since the horizontal and vertical lines must
be crossed ( ) times. The dashed lines indicate the adjacencies which need to be
satisfied to complete the drawing.

Lemma 4.3. Any mosaic drawing 𝐷(𝐺) of an outerzigzag 𝐺 of size 𝑛, where all vertex
configurations are adjacent to the same or two consecutive boundary segments, requires
Ω(𝑛) width and Ω(𝑛) height.
Proof. Let 𝑣 , … , 𝑣 be the vertices of 𝐺 in order along the outer face, and let 𝑣 / be the
tip of an ear of 𝐺. Now consider a horizontal and a vertical ray starting anywhere in
𝐶(𝑣 / ) and pointing away from the respective boundary segment(s). As illustrated in
Figure 4.4, these lines must both cross all Ω(𝑛) (disjoint) regions of the form 𝐶(𝑣 ) ∪
𝐶(𝑣 ) (1 ≤ 𝑖 < 𝑛/2) before leaving 𝐷(𝐺). Thus, 𝐷(𝐺) must have Ω(𝑛) width and
Ω(𝑛) height.

A 𝑘-comb (𝑘 ≥ 3) is an outerplanar graph with 𝑛
vertices and 𝑘 ears, where each outerpath incident to
an ear (a leg) is an outerzigzag with Θ(𝑛/𝑘) vertices,
and all legs are on the same side with respect to the
remaining part of the graph (see Figure 4.5).
Lemma 4.4. Any mosaic drawing of a 𝑘-comb 𝐺 with
𝑛 vertices requires 2𝑘 boundary segments or Ω(𝑛/𝑘)
width and Ω(𝑛/𝑘) height.

Figure 4.5: A -comb with
(blue)

legs.

Proof. If all the vertex configurations of one of the legs are adjacent to the same or two
consecutive boundary segments of 𝐷(𝐺), then 𝐷(𝐺) requires Ω(𝑛/𝑘) height and Ω(𝑛/𝑘)
width by Lemma 4.3. Otherwise, the vertex configurations of a single leg must be adjacent
to at least 3 consecutive (the embedding is fixed) boundary segments of 𝐷(𝐺). Since
two consecutive legs can share at most one of the boundary segments, we need at least 2
boundary segments for each leg, resulting in a total of 2𝑘 boundary segments.

Corollary 4.1. Any mosaic drawing without channels of a 3-comb with 𝑛 vertices requires
Ω(𝑛 ) area.
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4.3 Straight Channels
We now consider mosaic drawings with straight channels. We first argue that outerplanar
graphs with 𝑘 ears may require Ω(min(𝑛𝑘, 𝑛 /𝑘)) area. To prove this lower bound, we
consider one-sided mosaic drawings: every channel must have a tile adjacent to the bottom
of 𝑅, and every vertex configuration must have a tile adjacent to a channel or the bottom
of 𝑅. These restrictions apply only to the bottom of 𝑅. One-sided mosaic drawings can
otherwise have an arbitrary boundary.
Lemma 4.5. Let 𝐺 be an outerplanar graph with 𝑛 vertices and 𝑘 ears such that a onesided mosaic drawing 𝐷(𝐺) of 𝐺 with certain channel restrictions requires Ω(𝑓(𝑛, 𝑘))
area. Then there exists an outerplanar graph 𝐺 with 𝑂(𝑛) vertices and 𝑂(𝑘) ears such
that a mosaic drawing 𝐷(𝐺 ) of 𝐺 with the same channel restrictions also requires
Ω(𝑓(𝑛, 𝑘)) area.
Proof. We construct 𝐺 by combining 5 copies of 𝐺, attaching
them to a triangulated pentagon as illustrated in the figure. Since
𝑅 has only 4 sides, there must be a copy of 𝐺 such that all corresponding vertex configuration have a tile adjacent to the same
side of 𝑅 in 𝐷(𝐺 ). These vertex configurations thus form a
one-sided mosaic drawing of 𝐺, possibly by rotating the drawing.
Lemma 4.6. There exists an outerplanar graph 𝐺 with 𝑛 vertices and 𝑘 ears such that any
one-sided mosaic drawing 𝐷(𝐺) with only straight channels requires Ω(min(𝑛𝑘, 𝑛 /𝑘))
area.
Proof. Let 𝐺 be the graph obtained by attaching another leg (outerzigzag) of size 𝑛/2 to
a (𝑘 − 1)-comb with 𝑛/2 vertices. Note that the other legs have size Θ(𝑛/𝑘). We will
argue that any one-sided drawing 𝐷(𝐺) of 𝐺 has width Ω(min(𝑘, 𝑛/𝑘)) and height Ω(𝑛).
Consider the leg of size 𝑛/2. Let 𝑣 , … , 𝑣 / be the vertices of the leg in order along
the outer face and assume w.l.o.g. that the corresponding configurations occur counterclockwise along the boundary of 𝐷(𝐺). Since the drawing has only straight channels, the
tiles of 𝐶(𝑣 ), … , 𝐶(𝑣 / ) adjacent to the boundary of 𝐷(𝐺) must have non-decreasing
𝑥-coordinates. Let 𝑣 / be the tip of the ear of the long leg, and let 𝑡 be the last tile of
𝐶(𝑣 / ) adjacent to the boundary (see Figure 4.6). If we draw a vertical line segment up
from 𝑡, then this line segment must be crossed by all Ω(𝑛) (disjoint) regions of the form
𝐶(𝑣 ) ∪ 𝐶(𝑣 / ). This directly implies that 𝐷(𝐺) must have height Ω(𝑛).
Next we consider the other legs. Lemma 4.3 implies that we need Ω(𝑘) boundary
segments, or 𝐷(𝐺) has a width of at least Ω(𝑛/𝑘). Since every channel can add at most 4
boundary segments, we need at least Ω(𝑘) channels in the first case, which require a tile
at the bottom of 𝐷(𝐺) each. Thus the width of 𝐷(𝐺) is at least Ω(min(𝑘, 𝑛/𝑘)), implying
a total area of at least Ω(min(𝑛𝑘, 𝑛 /𝑘)).
Drawing algorithm. We now show how to draw outerplanar graphs with 𝑘 ears in 𝑂(𝑛𝑘)
area with L-shaped vertex configurations and straight channels. Our algorithm is incremental. It starts with a single edge on the boundary of 𝐺 and repeatedly draws a vertex
attached to the endpoints of an existing edge.
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Figure 4.6: The red line segment has to be crossed

𝑎

𝑏
𝑐
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(𝑖)
(𝑖𝑖)

(𝑖𝑖𝑖)

(𝑖𝑣)

Figure 4.7: The cases of the incremental drawing algorithm.

An edge in this construction is called open if we still need to add a vertex to it. That
is, an edge is open if and only if it is the initial edge or an internal edge of 𝐺. In every step
we arbitrarily choose an open edge to extend with a vertex.
An open edge (𝑎, 𝑏) is represented in 𝐷(𝐺) in two possible ways, as shown at the top
of Figure 4.7: one of the two vertex configurations is an L-shape and either touches the
other configuration from the side (Case (𝐼)) or lies on top of the other configuration (Case
(𝐼𝐼)). The horizontally mirrored case, where 𝐶(𝑏) is an L-shape instead of 𝐶(𝑎), is also
possible, but completely symmetric. Therefore we will consider only the cases shown
in the figure. Furthermore note that the vertex configurations can still extend further as
indicated by the open borders in the figure. In particular, both 𝐶(𝑎) and 𝐶(𝑏) can be
L-shapes. However, such extensions are not relevant for the different cases.
We now show how to extend the drawing when a vertex 𝑐 is added to an open edge
(𝑎, 𝑏). There are four cases (see Figure 4.7):
(𝑖): (𝐚, 𝐜) and (𝐜, 𝐛) are not open. In both Case (𝐼) and (𝐼𝐼) we simply fill up the remaining hole with 𝐶(𝑐).
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(𝑖𝑖): (𝐚, 𝐜) is open and (𝐜, 𝐛) is not open. In Case (𝐼) we place 𝐶(𝑐) below 𝐶(𝑏) and
shift 𝐶(𝑎) down such that it forms a new Case (𝐼) with 𝐶(𝑐). In Case (𝐼𝐼) we
extend 𝐶(𝑏) into the hole and place 𝐶(𝑐) below it as an L-shape pointing to the left.
The open edge (𝑎, 𝑐) then forms the symmetric version of Case (𝐼).
(𝑖𝑖𝑖): (𝐚, 𝐜) is not open and (𝐜, 𝐛) is open. In both Case (𝐼) and (𝐼𝐼) we extend 𝐶(𝑎)
into the hole and place 𝐶(𝑐) below it as an L-shape pointing to the right. The open
edge (𝑐, 𝑏) then forms a new Case (𝐼).
(𝑖𝑣): (𝐚, 𝐜) and (𝐜, 𝐛) are open. In both Case (𝐼) and (𝐼𝐼) we put 𝐶(𝑐) in the hole as an
L-shape pointing to the right. Then the open edge (𝑎, 𝑐) forms a new Case (𝐼𝐼) and
the open edge (𝑐, 𝑏) forms a new Case (𝐼).
In the above construction Case (𝑖𝑣) is a special case. We call a vertex 𝑐 in Case (𝑖𝑣) a
splitter. The configuration of a splitter can and sometimes must extend a channel downwards. It must do so before it is no longer part of an open edge. Therefore, some cases
must be handled slightly differently when 𝑎 or 𝑏 is a splitter. This is shown on the right
side of each case in Figure 4.7 whenever this is relevant. Furthermore, splitters are part
of two open edges simultaneously. Thus, in the independent construction of the two open
edges, its configuration may get a different height. This can be fixed by extending the
construction of one of the open edges vertically until the height of the configuration of the
splitter matches. This way the configuration of the splitter will not have any additional
complexity or incorrect adjacencies.
Lemma 4.7. The above algorithm computes a simple mosaic drawing 𝐷(𝐺) that correctly
represents 𝐺.
Proof. By construction the drawing 𝐷(𝐺) contains all adjacencies in 𝐺. Thus, we need to
argue that 𝐷(𝐺) does not have any adjacencies not in 𝐺. We use the following invariant:
for every open edge (𝑎, 𝑏) the left side of the configuration of 𝑎 is on the boundary of 𝐷(𝐺)
or 𝑎 is a splitter. The same holds for 𝑏 and the right side. This invariant is maintained
throughout all cases and hence no unwanted adjacencies are introduced when adding a
vertex 𝑐. Therefore, 𝐷(𝐺) correctly represents 𝐺.
Theorem 4.1. For every maximal outerplanar graph 𝐺 with 𝑛 vertices and 𝑘 ears there
is a mosaic drawing 𝐷(𝐺) with the following properties:
1. 𝐷(𝐺) has 𝑂(𝑘) straight channels.
2. 𝐷(𝐺) has 𝑂(𝑛𝑘) area.
3. All vertex configurations of 𝐷(𝐺) are L-shaped or rectangular.
Proof. First note that only splitters introduce (straight) channels (one each). Since every
open edge must correspond to a unique ear, and the number of open edges increases for
every splitter (Case (𝑖𝑣)), there can be at most 𝑘 channels. For the complexity of the vertex
configurations, note that the complexity of the configurations never increases when adding
a vertex. Therefore the complexity of a configuration can be at most its initial complexity:
rectangular or L-shaped. To argue the area of 𝐷(𝐺), we show that 𝐷(𝐺) has 𝑂(𝑘) width
and 𝑂(𝑛) height. The width only increases in Case (𝑖𝑣) (by 2 columns) or when a channel
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is introduced (by 1 column), which both involves a splitter. Every splitter is involved in
exactly one Case (𝑖𝑣) and can introduce a channel only once. Therefore, the width of
𝐷(𝐺) is linear in the number of splitters, which is 𝑂(𝑘). To argue the height we use a
compaction argument. Consider two rows of 𝐷(𝐺) such that no vertex configuration has
a horizontal boundary on the horizontal line separating the two rows. Then we can replace
these two rows by a single row without changing adjacencies and without increasing the
complexities of the vertex configurations. Now, since every line separating two rows must
contain a horizontal boundary of a vertex configuration, and there are at most 3𝑛 such
horizontal boundaries (vertex configurations are at most L-shapes), the height of 𝐷(𝐺) is
𝑂(𝑛).

4.4 L-Shaped Channels
In this section we prove a lower bound on the area of mosaic drawings with L-shaped
channels. We first show that the lower bound construction for straight channels cannot
directly be extended to L-shaped channels. For this we define generalized 𝑘-combs: 𝑘combs where legs can have different sizes. Note that the example used for the lower bound
in Lemma 4.6 is a generalized 𝑘-comb.
Lemma 4.8. Every generalized 𝑘-comb 𝐺 with 𝑛 vertices allows a one-sided mosaic
drawing 𝐷(𝐺) with L-shaped channels of 𝑂(𝑛) area.
Proof. By using one L-shaped channel per leg which almost immediately bends to the
left, a complete leg can be drawn with 𝑂(1) height (see Figure 4.8). We can then draw all
legs next to each other to obtain a mosaic drawing of 𝑂(𝑛) width. Care has to be taken
when drawing the first and last leg of the comb to ensure that all vertex configurations
are adjacent to a channel originating from the bottom. Finally, one big L-shaped channel spanning the entire drawing is used to border the “spine” of the generalized 𝑘-comb,
resulting in a drawing of 𝑂(𝑛) area.
We now give a more general result on mosaic drawings with channels of constant
complexity, using the following trivial observation.
Observation 4.1. A channel of complexity 𝑐 adds 𝑐 boundary segments to a drawing
𝐷(𝐺).

Figure 4.8: One-sided drawing of a generalized -comb in linear space.

L-Shaped Channels
To prove the following lower bounds, we need a special type
of outerplanar graph: a (𝑘, 𝑟)-signpost. A (𝑘, 𝑟)-signpost is
like a 𝑘-comb, but with two important differences: (1) the
legs are connected on alternating sides of the “spine”, and (2)
every leg is an 𝑟-comb. The graph dual of a (𝑘, 𝑟)-signpost
is shown in Figure 4.9.
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Lemma 4.9. There exists some constant 𝑟 such that any onesided mosaic drawing 𝐷(𝐺) with constant complexity channels of a (𝑘, 𝑟)-signpost 𝐺 with 𝑛 vertices must have width Figure 4.9: The graph dual
of a ( , )-signpost.
and height Ω(min(𝑘, 𝑛/𝑘)).
Proof. If the channels of 𝐷(𝐺) can have complexity 𝑐, then we require that 𝑟 > 𝑐/2. Since
𝑟 is constant, the legs of the 𝑟-combs in a (𝑘, 𝑟)-signpost have size Ω(𝑛/𝑘). By Lemma 4.4
we know that each 𝑟-comb either requires width and height Ω(𝑛/𝑘), or is adjacent to
2𝑟 boundary segments of 𝐷(𝐺). In the latter case, since 2𝑟 > 𝑐, every representation
of an 𝑟-comb must contain a tile adjacent to the bottom of 𝑅. Therefore, the union of
the configurations of two consecutive 𝑟-combs on opposite sides of the “spine” of the
(𝑘, 𝑟)-signpost separates 𝐷(𝐺) into two parts (see Figure 4.9). Since a (𝑘, 𝑟)-signpost
contains Ω(𝑘) of such pairs of consecutive 𝑟-combs, 𝐷(𝐺) must have width and height
Ω(𝑘). Combining both cases results in the claimed lower bound of Ω(min(𝑘, 𝑛/𝑘)) for
the width and height of 𝐷(𝐺).

We can now prove lower bounds for mosaic drawings with L-shaped channels. In the
following, let the 𝑥-coordinate of an L-shaped channel be the 𝑥-coordinate of its vertical
leg.
Lemma 4.10. Let 𝐷(𝐺) be a one-sided mosaic drawing of an outerzigzag 𝐺 on 𝑛 vertices
with 𝑚 L-shaped channels, width 𝑤, and height ℎ. Then 𝑑𝑚 + 𝑤 + ℎ = Ω(𝑛), where 𝑑
is the difference between the 𝑥-coordinates of the rightmost and leftmost channels.
Proof. Let 𝑣 , … , 𝑣 be the vertices of 𝐺 in order
𝑃
along the outer face, and let 𝑣 / be the tip of an ear
of 𝐺. Starting from a tile of 𝐶(𝑣 / ) we draw a 𝑦monotone rectilinear path 𝑃 in 𝐷(𝐺) until it escapes
𝐷(𝐺) using as few horizontal segments as possible
(see figure). Note that such a path exists and can
have at most 𝑚 horizontal segments. Further, 𝑃
𝑣
must be crossed by all Ω(𝑛) (disjoint) regions of
the form 𝐶(𝑣 ) ∪ 𝐶(𝑣 ), which implies that the
length of 𝑃 is Ω(𝑛). The sum of the lengths of the vertical segments of 𝑃 is at most ℎ.
The horizontal segments of 𝑃 have length at most 𝑑, except the highest segment, which
can have length 𝑤. We directly obtain that 𝑑𝑚 + 𝑤 + ℎ = Ω(𝑛).
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Lemma 4.11. Any one-sided mosaic drawing 𝐷(𝐺) with only L-shaped channels of a
𝑘-comb 𝐺 with 𝑘 = 𝑛 / requires Ω(𝑛 / ) width or height.
Proof. Let 𝑤 and ℎ be the width and height of 𝐷(𝐺), respectively. For the 𝑖 leg of 𝐺,
let 𝐿 be the set of channels adjacent to the configurations of leg 𝑖. Note that the set 𝐿
must be consecutive along the boundary of 𝐷(𝐺). Furthermore, let 𝑚 = |𝐿 | and let 𝑑 be
the difference between the 𝑥-coordinates of the rightmost and leftmost channels in 𝐿 . By
Lemma 4.10 we have that 𝑑 𝑚 + 𝑤 + ℎ = Ω(𝑛 / ) for each leg. Furthermore, 𝑑 ≥ 𝑚
and ∑ 𝑑 ≤ 𝑤, since 𝐷(𝐺) is one-sided. If 𝑑 𝑚 = Ω(𝑛 / ) for all 𝑖, then 𝑑 = Ω(𝑛 / )
for all 𝑖. As a result, 𝑤 ≥ ∑ 𝑑 = 𝑛 / Ω(𝑛 / ) = Ω(𝑛 / ). Otherwise we obtain that
𝑤 + ℎ = Ω(𝑛 / ), which directly implies the claimed result.
Theorem 4.2. There exists an outerplanar graph 𝐺 with 𝑛 vertices such that any mosaic
drawing 𝐷(𝐺) with only L-shaped channels requires Ω(𝑛 / ) area.
Proof. Let 𝐺 be a (√𝑛, 3)-signpost with 𝑛/2 vertices, and let 𝐺 be a (𝑛 / )-comb
with 𝑛/2 vertices. We construct 𝐺 by attaching 𝐺 to 𝐺 similarly to the construction
in Lemma 4.5. Lemma 4.9 implies that the width and height of 𝐷(𝐺) are both Ω(√𝑛).
Furthermore, Lemma 4.11 implies that the width or height of 𝐷(𝐺) is Ω(𝑛 / ). As a result, 𝐷(𝐺) has area Ω(𝑛 / ). Although we have only argued this for a one-sided mosaic
drawing now, this result also holds for a general mosaic drawing with L-shaped channels
due to Lemma 4.5.

4.5 Conclusions and Open Problems
We investigated the trade-offs between two complexity measures for mosaic drawings of
outerplanar graphs: channel complexity and area. Both measures clearly contribute to the
quality of mosaic drawings. Several intriguing open questions remain, such as: is there
a non-trivial upper bound for the area of simple mosaic drawings using only L-shaped
channels? And do more complex channels allow for drawings with linear area?

5
Mapping polygons to the grid
To effectively communicate the underlying data of a cartogram it is important that the regions are displayed in a recognisable manner. Figure 5.1a shows a geographic graph as
an unweighted mosaic drawing: the only requirements on the drawing are correct configuration adjacencies. As such, the geographic locations associated with the graphs vertices
are not represented. Figure 5.1b shows this same graph, with the same configuration adjacencies, but as a mosaic cartogram. The same drawing style is used, but regions are
drawn to resemble the geography and the number of tiles per configuration is chosen to
represent vertex weights. Because of the recognisable configuration shapes the cartogram
conveys the associated geographic locations at a glance, without the use of labels, making
it a much more effective communication medium.
As mosaic drawings are made on the grid, we investigate how to represent region
outlines (simple polygons) as a configuration on the grid which is similar to the original
outline. By scaling the input polygon, a configuration with (close to) the correct number of
tiles can be found to encode both the vertex weight and—indirectly, through its shape—the
associated geographic location.
It is important to note that this aspect of creating a mosaic cartogram is only a subproblem, to that of having all regions in the cartogram resemble the original geography:
as we only focus on a single region, we are not restricted by adjacency requirements.
Such requirements might otherwise prevent us from using certain tiles as they would incur incorrect configuration adjacencies. Similarly, when trying to add a perfectly shaped

(a)

(b)

Figure 5.1: An unweighted mosaic drawing (a) encodes only the topology of the input graph. When
the same graph is encoded as a mosaic cartogram (b) it becomes clear that it represents
the US. Vertex weights correspond to area and are encoded using one tile ≈ 5000km .
(a) and (b) where computed in different stages of the method introduced in [36].
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Figure 5.2: From left to right: input; symmetric-difference optimal result is not a simple configuration; the configuration computed by our Fréchet algorithm; the configuration computed
by our Hausdorff algorithm.
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configuration to a partially drawn cartogram, one may find that additional tiles are needed
to get the correct adjacencies, which influences the configuration shapes. In Chapter 7
we briefly discuss directions for future research into these problems and how they might
build upon the results from this chapter.
Mapping polygons. Two interpretations of the grid are possible: (i) the grid graph, consisting of vertices at all points with integer coordinates, and horizontal and vertical edges
between vertices at unit distance; (ii) the pixel grid, where the only elements are pixels
(square tiles). Our mosaic drawings are defined on the latter. The grid graph interpretation is needed for certain similarity measures which consider the boundary of a mosaic
drawing.
We consider the problem of representing a simple polygon 𝑃 as a similar simple configuration 𝐶 on the grid (see Figure 5.2). As explained in Chapter 4, a configuration is a
simply connected set of tiles. The boundary 𝜕𝐶 of a simple configuration 𝐶 is a simple
cycle of edges and vertices of the grid graph.
Similarity. In Chapter 1 we introduced three common ways of defining the similarity
of two simple polygons: the symmetric difference, the Hausdorff distance [10], and the
Fréchet distance. The symmetric difference does not consider similarity of the polygon
boundaries, the Hausdorff distance can be used for both interior and boundary, and the
Fréchet distance usually applies to boundaries only.
Results and organization. In Section 5.1 we show that any simple polygon 𝑃 admits a
configuration 𝐶 with (directed) Hausdorff distance 𝑑 (𝑃, 𝐶) ≤ √2 and 𝑑 (𝐶, 𝑃) ≤ √2
on the unit grid. Furthermore, the constructed configuration satisfies the same bounds between the boundaries 𝜕𝑃 and 𝜕𝐶. This is not equivalent, since the point that realizes the
maximum smallest distance to the other polygon may lie in the interior (Figure 5.3). Our
proof is constructive, but the construction often does not give intuitive results (Figure 5.3,
𝑃 and 𝐶 ). Therefore, we extend our construction with heuristics that reduce the symmetric difference whilst keeping the Hausdorff distance within √2. The Fréchet distance
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𝑑 [11] between two polygon boundaries is often considered to be a better measure for
similarity. Unlike the Hausdorff distance, however, not every polygon boundary 𝜕𝑃 can
be represented by a configuration whose boundary has constant Fréchet distance to 𝜕𝑃.
In Section 5.4 we present a condition on the input polygon boundary related to fatness (in
fact, to 𝜅-straightness [12]) and show that it allows a configuration with constant Fréchet
distance. Finally, in Section 5.5 we evaluate how our algorithms perform on realistic input
polygons.

5.1 Hausdorff distance
We consider the problem of constructing a configuration 𝐶 with small Hausdorff distance
to 𝑃. We present an algorithm that achieves low, constant Hausdorff distance between both
the boundaries and the interiors of the input polygon 𝑃 and the resulting configuration 𝐶.
We first show how to construct such a configuration. Then, in Section 5.2, we provide an
efficient algorithm to compute 𝐶. We continue to introduce heuristics that can be used to
improve the results in practice. Finally we show that minimizing the Hausdorff distance
is NP-hard.
Construction. The configuration 𝐶 consists of a set of tiles (or grid cells / pixels). We
say that two tiles are adjacent if they share a segment. If two tiles share only a point, then
they are point-adjacent. If two tiles 𝑡 ∈ 𝐶 and 𝑡 ∈ 𝐶 are point-adjacent, and there is
no tile 𝑡 ∈ 𝐶 that is adjacent to both 𝑡 and 𝑡 , then 𝑡 and 𝑡 share a point-contact. We
construct 𝐶 as the union of four sets 𝐶 , 𝐶 , 𝐶 , 𝐶 (not necessarily disjoint). To define
these sets, we define the module ℳ(𝑡) of a tile 𝑡 as the 2 × 2-region centered at the center
of 𝑡 (see Figure 5.4a). Furthermore, we assume the rows and columns are numbered, so
we can speak of even-even tiles, odd-odd tiles, odd-even tiles, and even-odd tiles. The
four sets are defined as follows; see also Figure 5.4b.
𝑃

ℳ(𝑡)

𝐶

𝑡

(a)

(b)

Figure 5.4: Module ℳ( ) (dashed) of a tile (a) as used in the construction of the different sets by
the Hausdorff algorithm (b). The input and output for the algorithm are shown on the
right. Colors:
,
,
,
.
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𝐶 : All tiles 𝑡 for which ℳ(𝑡) ⊆ 𝑃.
𝐶 : All even-even tiles 𝑡 for which ℳ(𝑡) ∩ 𝑃 ≠ ∅.
𝐶 : For all tiles 𝑡 , 𝑡 ∈ 𝐶 ∪ 𝐶 that share a point-contact, the two tiles that are adjacent
to both 𝑡 and 𝑡 are in 𝐶 .
𝐶 : A minimal set of tiles that makes 𝐶 connected, and where each tile 𝑡 ∈ 𝐶 is adjacent
to two tiles in 𝐶 and ℳ(𝑡) ∩ 𝑃 ≠ ∅.
Set 𝐶 ∪ 𝐶 is sufficient to achieve the desired Hausdorff distance. We add 𝐶 to resolve
point-contacts, and 𝐶 to make the set 𝐶 connected (a configuration without holes). The
lemmas below show that 𝐶 is indeed a simple configuration.
Lemma 5.1. The set 𝐶 ∪ 𝐶 is hole-free, even when including point-adjacencies.
proof. For the sake of contradiction, let 𝐻 be a maximal
set of tiles comprising a hole. Let set 𝐵 contain all tiles
in 𝐶 ∪ 𝐶 that surround 𝐻 and are adjacent to a tile in
𝐻
𝐻. Since 𝐶 contains only even-even tiles, every tile in
𝐶 ∩ 𝐵 is (point-)adjacent to two tiles in 𝐶 ∩ 𝐵 (see Fig𝐴
ure 5.5). Hence, the boundary of the union of all modules
of tiles in 𝐶 ∩ 𝐵 is a single closed curve 𝐴; if this union Figure 5.5: A hole in . Colors:
contains a hole, 𝑃 would contain a hole as well. Since
∩ ;
∩ .
𝐴 ⊂ 𝑃 due to the definition of 𝐶 , the interior of 𝐴 must
also be in 𝑃. Since the module of every tile in 𝐻 lies completely inside 𝐴, they are also in
𝑃, so the tiles in 𝐻 must all be in 𝐶 . This contradicts that 𝐻 is a hole.
Lemma 5.2. The set 𝐶 is simply connected and does not contain point-contacts.
Proof. Consider a point-contact between two tiles 𝑡 , 𝑡 ∈ 𝐶 ∪ 𝐶 and a tile 𝑡 ∉ 𝐶 ∪ 𝐶
that is adjacent to both 𝑡 and 𝑡 (so 𝑡 ∈ 𝐶 ). Since 𝐶 contains only even-even tiles, we
may assume that 𝑡 ∈ 𝐶 . Recall that ℳ(𝑡 ) ⊆ 𝑃 by definition. We may further assume
that 𝑡 is an odd-odd tile, for otherwise a tile in 𝐶 would eliminate the point-contact.
Hence, all tiles point-adjacent to 𝑡 are in 𝐶 ∪ 𝐶 , and thus 𝑡 has three adjacent tiles in
𝐶 ∪ 𝐶 . This implies that adding 𝑡 ∈ 𝐶 to 𝐶 ∪ 𝐶 cannot introduce point-contacts or
holes. Similarly, tiles in 𝐶 connect two oppositely adjacent tiles in 𝐶 , and thus cannot
introduce point-contacts (or holes, by definition). Combining this with Lemma 5.1 implies
that 𝐶 is hole-free and does not contain point-contacts.
It remains to show that 𝐶 is connected, that is, the set 𝐶 exists. Consider two tiles
𝑡 , 𝑡 ∈ 𝐶. We show that 𝑡 and 𝑡 are connected in 𝐶. We may further assume that
𝑡 , 𝑡 ∈ 𝐶 , as tiles in 𝐶 ∪ 𝐶 ∪ 𝐶 must be adjacent or point-adjacent to a tile in 𝐶 .
Let 𝑝 ∈ ℳ(𝑡 ) ∩ 𝑃, 𝑞 ∈ ℳ(𝑡 ) ∩ 𝑃 and consider a path 𝜋 between 𝑝 and 𝑞 inside 𝑃.
Every even-even tile 𝑡 with ℳ(𝑡) ∩ 𝜋 ≠ ∅ must be in 𝐶 . Furthermore, the modules
of even-even tiles cover the plane. Every tile connecting a consecutive pair of even-even
tiles intersecting 𝜋 satisfies the conditions of 𝐶 , and thus can be added to make 𝑡 and 𝑡
connected in 𝐶.
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Figure 5.6: A polygon that does not admit a configuration with Hausdorff distance smaller than
/ . The dark red line signifies an infinitesimally thin polygon.

Upper bounds. To prove our bounds, note that ℳ(𝑡) ∩ 𝑃 ≠ ∅ for every tile 𝑡 ∈ 𝐶. This
is explicit for tiles in 𝐶 , 𝐶 , and 𝐶 . For tiles in 𝐶 , note that these tiles must be adjacent
to a tile in 𝐶 , and thus contain a point in 𝑃.
Lemma 5.3. 𝑑 (𝑃, 𝐶), 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ √2.
Proof. Let 𝑝 ∈ 𝑃 and consider the even-even tile 𝑡 such that 𝑝 ∈ ℳ(𝑡). Since 𝑡 ∈ 𝐶 , the
distance 𝑑 (𝑝, 𝐶) ≤ 𝑑 (𝑝, 𝑐) ≤ √2. Now consider a point 𝑝 ∈ 𝜕𝑃. There is a 2 × 2-set
of tiles whose modules contain 𝑝. This set contains an even-even tile 𝑡 ∈ 𝐶 and an oddodd tile 𝑡 ∉ 𝐶. The latter is true, because odd-odd tiles in 𝐶 must be in 𝐶 . Therefore,
the point 𝑞 shared by 𝑡 and 𝑡 must be in 𝜕𝐶. Thus, 𝑑 (𝑝, 𝜕𝐶) ≤ 𝑑 (𝑝, 𝑞) ≤ √2.
Lemma 5.4. 𝑑 (𝐶, 𝑃), 𝑑 (𝜕𝐶, 𝜕𝑃) ≤ √2.
Proof. Let 𝑞 be a point in 𝐶 and let 𝑡 ∈ 𝐶 be the tile that contains 𝑞. Since ℳ(𝑡) ∩ 𝑃 ≠ ∅,
we can choose a point 𝑝 ∈ ℳ(𝑡)∩𝑃. It directly follows that 𝑑 (𝑞, 𝑃) ≤ 𝑑 (𝑞, 𝑝) ≤ √2.
Now consider a point 𝑞 ∈ 𝜕𝐶, and let 𝑡 ∈ 𝐶 and 𝑡 ∉ 𝐶 be two adjacent tiles such that
𝑞 ∈ 𝜕𝑐 ∩ 𝜕𝑐 . We claim that (ℳ(𝑡) ∪ ℳ(𝑐 )) ∩ 𝜕𝑃 ≠ ∅. If 𝑡 ∉ 𝐶 , then ℳ(𝑡) ⊈ 𝑃.
As furthermore ℳ(𝑡) ∩ 𝑃 ≠ ∅, we have that ℳ(𝑡) ∩ 𝜕𝑃 ≠ ∅. On the other hand, if
𝑡 ∈ 𝐶 , then ℳ(𝑡) ⊆ 𝑃, so ℳ(𝑐 ) ∩ 𝑃 ≠ ∅. As furthermore ℳ(𝑐 ) ⊈ 𝑃 (otherwise
𝑡 ∈ 𝐶 ), we have that ℳ(𝑐 ) ∩ 𝜕𝑃 ≠ ∅. Let 𝑝 ∈ (ℳ(𝑡) ∪ ℳ(𝑐 )) ∩ 𝜕𝑃. Then
𝑑 (𝑞, 𝜕𝑃) ≤ 𝑑 (𝑞, 𝑝) ≤ √2.
Theorem 5.1. For every simple polygon 𝑃 a simply connected configuration 𝐶 without
point-contacts exists such that 𝑑 (𝑃, 𝐶), 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ √2 and 𝑑 (𝐶, 𝑃), 𝑑 (𝜕𝐶, 𝜕𝑃) ≤
√2.
Lower bound. Figure 5.6 illustrates a polygon 𝑃 for which no configuration 𝐶 exists
with low 𝑑(𝐶, 𝑃). A naive construction results in a non-simple polygon (left). To make
it simple, we can either remove a tile (center) or add a tile (right). Both methods result in
𝑑 (𝐶, 𝑃) ≥ 3/2 − 𝜖. Alternatively, we can fill the entire upper-right part of the configuration (not shown), resulting in a high 𝑑 (𝐶, 𝑃). This leads to the following theorem.
Theorem 5.2. For any 𝜖 > 0, there exists a polygon 𝑃 for which no configuration 𝐶 exists
with 𝑑(𝐶, 𝑃) < 3/2 − 𝜖.
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𝑃

Figure 5.7: A simple polygon

𝑃

𝑃

with its vertical decomposition, and the construction of

and

.

In the 𝐿 metric, the lower bound of 3/2 − 𝜖 given in Figure 5.6 also holds. A straightforward modification of the upper-bound proofs can be used to show that the Hausdorff
distance is at most 3/2 in the 𝐿 metric. In other words, our bounds are tight under the
𝐿 metric.

5.2 The Hausdorff Algorithm
To compute a configuration for a given polygon 𝑃 with 𝑛 edges, we need to determine the
tiles in the sets 𝐶 –𝐶 . This is easy once we know which tiles intersect 𝜕𝑃. One way to do
this is to trace the edges of 𝑃 in the grid. The time this takes is proportional to the number
of crossings between tiles and 𝜕𝑃. Let us denote the number of tiles that intersect 𝜕𝑃 by
𝑏. Clearly, there are simple polygons with Θ(𝑛𝑏) polygon boundary-to-tile crossings. We
show how to achieve a time bound of 𝑂(𝑛 + 𝐵), where 𝐵 is the number of tiles in the
output. The key idea is to first compute the Minkowski sum of 𝜕𝑃 with a square of side
length 2 and use that to quickly find the tiles intersecting 𝜕𝑃.
To compute this Minkowski sum we first compute the vertical decomposition of 𝜕𝑃,
see Figure 5.7. For every of the 𝑂(𝑛) quadrilaterals, determine the parts that are within
vertical distance 1 from the bounding edges. The result 𝑃 is a simple polygon with holes
with a total of 𝑂(𝑛) edges, and 𝜕𝑃 ⊂ 𝑃 . We compute the horizontal decomposition of
every hole and the exterior of 𝑃 and determine all parts that are within horizontal distance
1 from the bounding edges. We add this to 𝑃 , giving 𝑃 . These steps take 𝑂(𝑛) time if
we use Chazelle’s triangulation algorithm [37]. Essentially, the above steps constitute
computing the Minkowski sum of 𝜕𝑃 with a square of side length 2, centered at the origin
and axis-parallel.
Lemma 5.5. For any tile 𝑡, at most four edges of 𝑃 intersect its boundary twice.
Proof. For any edge of 𝑃 , by construction, the whole part vertically above or below it
over distance at least 2 is inside 𝑃 , and the same is true for left or right. For any edge
𝑒 that intersects the boundary of 𝑡 twice, one side of that edge is fully in the interior of
𝑃 , and hence, cannot contain other edges of 𝑃 . Hence, 𝑒 can be charged uniquely to a
corner of 𝑡.
Corollary 5.1. The number of polygon boundary-to-tile crossings of 𝑃 is 𝑂(𝑛 + 𝑏),
where 𝑏 is the number of tiles intersecting 𝜕𝑃.
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By tracing the boundary of 𝑃 , we can identify all tiles that intersect it. Then we can
determine all tiles that intersect the boundary of 𝑃, because these are the tiles that lie
fully inside 𝑃 . The modifications needed to find all tiles whose module lies inside 𝑃 are
straightforward. In particular, we can find all tiles whose module lies inside 𝑃, but have a
neighbor for which this is not the case in 𝑂(𝑛 + 𝑏) time. This allows us to find the 𝑂(𝐵)
tiles selected in step 𝐶 in 𝑂(𝑛 + 𝐵) time. Steps 𝐶 and 𝐶 are now straightforward as
well.
We now have a number of connected components of chosen tiles. No component has
holes, and if there are 𝑘 components, we can connect them into one with only 𝑘 − 1 extra
tiles. We walk around the perimeter of some component and mark all non-chosen tiles adjacent to it. If a tile is marked twice, it is immediately removed from consideration. Tiles
that are marked once but are adjacent to two chosen tiles will merge two different components. We choose one of them, then walk around the perimeter of the new part and mark
the adjacent tiles. Again, tiles that are marked twice (possibly, both times from the new
part, or once from the old and once from the new part) are removed from consideration.
Continuing this process unites all components without creating holes.
Theorem 5.3. For any simple polygon 𝑃 with 𝑛 edges, we can determine a set of 𝐵 tiles
that together form a configuration 𝐶 in 𝑂(𝑛 + 𝐵) time, such that 𝑑 (𝑃, 𝐶), 𝑑 (𝜕𝑃, 𝜕𝐶) ≤
√2 and 𝑑 (𝐶, 𝑃), 𝑑 (𝜕𝐶, 𝜕𝑃) ≤ √2.
Heuristic improvements. The configuration 𝐶 constructed in Section 5.1 does not follow
the shape of 𝑃 closely (see Figure 5.4b). Although the boundary of 𝐶 remains close to the
boundary of 𝑃, it tends to zigzag around it due to the way it is constructed. As a result, the
symmetric difference between 𝑃 and 𝐶 is relatively high. We consider two modifications
of our algorithm to reduce the symmetric difference between 𝑃 and 𝐶 while maintaining
a small Hausdorff distance:
1. We construct 𝐶 with symmetric difference in mind.
2. We post-process the resulting polygon 𝐶 by adding, removing, or shifting tiles.
Construction of 𝐶 . Instead of picking tiles arbitrarily when constructing 𝐶 we improve
the construction with two goals in mind: (1) to directly reduce the symmetric difference
between 𝑃 and 𝐶, and (2) to enable the post-processing to be more effective. To that end,
we construct 𝐶 by repeatedly adding the tile 𝑡 (not introducing holes) that has the largest
overlap with 𝑃. These tiles are the ones that reduce the symmetric difference between 𝑃
and 𝐶 the most.
Post-processing. After computing the configuration 𝐶, we allow three operations to reduce the symmetric difference: (1) adding a tile, (2) removing a tile, and (3) shifting a
tile to a neighboring position. These operations are applied iteratively until there is no
operation that can reduce the symmetric difference. Every operation must maintain the
following conditions: (1) 𝐶 is simply connected, and (2) the Hausdorff distance between
𝑃 (𝜕𝑃) and 𝐶 (𝜕𝐶) is small. For the second condition we allow a slight relaxation with
regard to the bounds of Lemma 5.3: 𝑑 (𝑃, 𝐶) and 𝑑 (𝜕𝑃, 𝜕𝐶) can be at most √2 (like
𝑑 (𝐶, 𝑃) and 𝑑 (𝜕𝐶, 𝜕𝑃)). This relaxation gives the post-processing more room to reduce the symmetric difference.
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5.3 Minimizing Hausdorff Distance is NP-hard
Using the algorithm described above we can construct a configuration with a small constant Hausdorff distance. A possible follow-up question might be whether we can do even
better? In particular is it possible to find a configuration which minimizes the Hausdorff
distance? This, however, is NP-hard.
Theorem 5.4. Given a polygon 𝑃, it is NP-hard to decide whether there exists a configuration 𝐶 such that both 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ and 𝑑 (𝜕𝐶, 𝜕𝑃) ≤ .
Proof. We reduce from the problem of finding a Hamiltonian cycle in a (“partial”) grid
graph [78]. Given such a grid graph 𝐺, we construct a polygon 𝑃 such that a Hamiltonian
cycle in 𝐺 exists if and only if there exists a configuration 𝐶 such that both 𝑑 (𝜕𝑃, 𝜕𝐶) ≤
1/2 and 𝑑 (𝜕𝐶, 𝜕𝑃) ≤ 1/2.
To construct 𝑃 from 𝐺, we replace the edges of 𝐺 with edge gadgets (see Figure 5.8)
and vertices of 𝐺 with vertex gadgets (see Figure 5.9).
Edge gadget. The edge gadget consists of two “zigzag” polygonal chains following the
grid that are placed 𝜖-close to each other for a small constant 𝜖. The area between these
chains will eventually become the interior of polygon 𝑃. In the middle of the zigzag, we
cut off two corners, as illustrated. As a result, a closest point on the zigzag chain to the
middle of the red segment in Figure 5.8 (top) is 1/√2 distance away, and thus the boundary
of the configuration 𝐶 cannot pass through this segment. Moreover, the distance from any
of the red points in figure to the chain is larger than 1/2. By construction there will be no

Figure 5.8: Edge gadget (top): the red segment cannot lie on
because the Hausdorff
distance from the middle point to the chain is
/√
/ . There are two ways of covering
the edge construction with a grid chain with the
Hausdorff distance / (middle and bottom).

Figure 5.9: Vertex gadget (top) can be connected with up to four edges. There are two
ways of covering the vertex gadget with a
polygonal chain within the Hausdorff distance
/ (bottom). Dashed edges can be extended
to cover a half of an adjacent edge.
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other parts of 𝑃 closer than 1/2 to any of the red points. Therefore, 𝜕𝐶 cannot pass through
them. Furthermore, 𝜕𝐶 must pass through all the green points, otherwise the Hausdorff
distance from 𝜕𝑃 to 𝜕𝐶 would be too large. Hence there are only two ways of covering
the edge with 𝜕𝐶 shown in Figure 5.8 (middle and bottom).
Vertex gadget. The vertex gadget consists of four pieces of polygonal chains forming a
cross-like pattern such that along every branch of the cross there are two polygonal chains
that are placed 𝜖-close to each other. This is schematically illustrated in Figure 5.9 (left).
To obtain the 1/2 bound, we must be careful with this construction: by moving the edges
inward as shown in Figure 5.10, we ensure that all connections are possible within the
desired Hausdorff distance. The area between these parts of chains will also eventually
become the interior of polygon 𝑃. There are nine grid points in the vertex gadget that need
to be traversed by the boundary of the configuration 𝐶 to achieve a Hausdorff distance of
1/2. Consider an example of a degree-3 vertex gadget connected to three edge gadgets
in Figure 5.11. Similarly to the edge gadget case we can argue that 𝜕𝐶 must pass through
all green points and cannot pass through any of the red points to achieve the Hausdorff
distance of 1/2. Considering this case, and also the cases of 1-, 2-, and 4-degree vertices,
we can observe the following: a chain of 𝜕𝐶 must enter the vertex along one of the adjacent
edges following the “zigzag” pattern from Figure 5.8 (middle), cover the nine grid points,
and leave along another adjacent edge following the same “zigzag” pattern. If the vertex
has more adjacent edges, those edges can only be partially covered with the U-turn pattern
from Figure 5.8 (bottom); the cut-off corners ensure that the U-turn cannot pass the middle
of the edge-construction. A vertex gadget can be entered by 𝜕𝐶 only once. The two ways
for 𝜕𝐶 to enter and exit the vertex gadget are shown at the bottom of Figure 5.9.
Putting the gadgets together. Now, given a grid graph 𝐺, replace its vertices with vertex
gadgets, and replace its edges with edge gadgets, and connect their corresponding pairs
of polygonal chains. This construction leads to a polygon 𝑃 that may have holes. To
make a simple polygon 𝑃 out of 𝑃 , we cut some of the edges of 𝐺 to break all the cycles
(see Figure 5.12 (top left)). We introduce small cuts in the corresponding edge gadgets
and reconnect the pairs of polygonal chains (see Figure 5.12 (top right)). Thus, all the

Figure 5.10: The precise construction of the
vertex gadget, to ensure a Hausdorff distance
of / with constant .

Figure 5.11: An example of a degree-3 vertex
gadget connected to three edge gadgets.
must pass through all green points and cannot
pass through red points.
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Figure 5.12: Given a grid graph (top left), we construct a simple polygon (top right), such
that if and only if there exists a Hamiltonian cycle in (bottom left), there exists a
configuration with both
( , )
and
( , )
(bottom right).

polygonal chains are connected in a cycle now forming a simple polygon 𝑃. The small
cuts in the edge gadgets do not affect the way that it can be covered with 𝜕𝐶.
Suppose there is a Hamiltonian cycle in 𝐺 (see Figure 5.12 (bottom left)). It is straightforward to construct a configuration 𝐶 with the Hausdorff distance 1/2 from its boundary
to 𝜕𝑃 and vice versa. The edge gadgets corresponding to the edges in 𝐺 that belong to the
Hamiltonian cycle are covered by 𝜕𝐶 following a “zigzag” pattern, and the edge gadgets
corresponding to the edges in 𝐺 that do not belong to the Hamiltonian cycle are covered
by two pieces of 𝜕𝐶 following a U-turn pattern coming from the two adjacent vertices (see
Figure 5.12 (bottom right)).
Now, suppose there is a configuration 𝐶 such that 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ 1/2 and
𝑑 (𝜕𝐶, 𝜕𝑃) ≤ 1/2. 𝜕𝐶 can only pass through the grid points marked with green dots
in Figure 5.8 (top) and Figure 5.9 (left), otherwise the Hausdorff distance to the input
polygon is too large. Thus, every vertex gadget must have two adjacent edge gadgets covered by 𝜕𝐶 following the “zigzag” pattern. The edges of the grid graph 𝐺 corresponding
to these edge gadgets form a Hamiltonian cycle, because the configuration 𝐶 is simple.
Therefore, a Hamiltonian cycle in 𝐺 exists if and only if there exists a configuration 𝐶
such that both 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ 1/2 and 𝑑 (𝜕𝐶, 𝜕𝑃) ≤ 1/2.
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5.4 Fréchet distance
The Fréchet distance [11] between two curves is generally considered a better measure
for similarity than the Hausdorff distance. Let 𝑆 be a metric space with distance function
𝑑. A curve 𝐴 in 𝑆 is a continuous map from the unit interval into 𝑆, i.e. 𝐴 ∶ [0, 1] → 𝑆.
A reparameterization 𝛼 of [0,1] is a continuous non-decreasing, surjection 𝛼 ∶ [0, 1] →
[0, 1]. Let 𝐴 and 𝐵 be two curves in 𝑆. Then 𝑑 (𝐴, 𝐵) denotes their Fréchet distance,
defined as
𝑑 (𝐴, 𝐵) = inf max {𝑑(𝐴(𝛼(𝑡)), 𝐵(𝛽(𝑡)))}
,

∈[ , ]

Similar to the Hausdorff distance, optimizing the Fréchet distance is also NP-hard [86].
Hence, for an input polygon 𝑃, we consider computing a configuration 𝐶 such that
𝑑 (𝜕𝑃, 𝜕𝐶) is bounded by a small constant. We study under what conditions on 𝜕𝑃 this
is possible and prove an upper and lower bound. However, if 𝜕𝑃 zigzags back and forth
within a single row of tiles such as in Figure 5.13, any configuration must have a large
Fréchet distance: the grid is too coarse to follow 𝜕𝑃 closely. To account for this in our
analysis, we introduce a realistic input model, as explained below.
Narrow polygons. For 𝑎, 𝑏 ∈ 𝜕𝑃, we use |𝑎𝑏| to denote the perimeter distance, i.e.,
the shortest distance from 𝑎 to 𝑏 along 𝜕𝑃. We define narrowness as follows.
Definition 2. A polygon 𝑃 is (𝛼, 𝛽)-narrow, if for any two points 𝑎, 𝑏 ∈ 𝜕𝑃 with |𝑎𝑏| ≤ 𝛼,
|𝑎𝑏| ≤ 𝛽.
Given a value for 𝛼, we refer to the minimal 𝛽 as the 𝛼-narrowness of a polygon. We
assume 𝛼 < 𝛽, to avoid degenerately small polygons. We note that narrowness is a more
forgiving model than straightness [12]. A polygon 𝑃 is 𝜅-straight if for any two points
𝑎, 𝑏 ∈ 𝜕𝑃, |𝑎𝑏| ≤ 𝜅 ⋅ ‖𝑎 − 𝑏‖. A 𝜅-straight polygon is (𝛼, 𝜅𝛼)-narrow for any 𝛼, but
not the other way around. In particular, a finite polygon that intersects itself (or comes
infinitesimally close to doing so) has a bounded narrowness, whereas its straightness becomes unbounded.

Figure 5.13: An input polygon on a coarse grid and two possible configurations. Both configurations have a large Fréchet distance to the input.
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(a)

(b)

(c)

(d)

Figure 5.14: Constructing for the upper bound on the Fréchet distance. (a) Input polygon on the
grid and the squares it visits (shaded); initial state of with revisited vertices slightly
offset for legibility. (b) Initial mapping (white triangles) between the vertices of
and
. (c) Removal of duplicate vertices in
, and its effect on . (d) Resulting
cycle
forms the boundary of a simple configuration.

An upper bound. With our realistic input model in place, we can bound the Fréchet
distance needed for a configuration from above. In particular, we prove the following
theorem.
Theorem 5.5. Given a (√2, 𝛽)-narrow polygon 𝑃 with 𝛽 ≥ √2, there exists a configuration 𝐶 such that 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ (𝛽 + √2)/2.
Proof. To prove the claimed upper bound, we construct 𝐶 via the grid cycle 𝜕𝐶 that defines
its boundary. The construction is illustrated in Figure 5.14. We define the square of a gridgraph vertex 𝑣 to be the 1 × 1-square centered on 𝑣. Let 𝜕𝐶 be the cyclic chain of vertices
whose square is intersected by 𝜕𝑃, in the order in which 𝜕𝑃 visits them. We define a
mapping 𝜇 between the vertices of 𝜕𝐶 and 𝜕𝑃. In particular, for each 𝑐 ∈ 𝜕𝐶, let 𝜇(𝑐) be
the “visit” of 𝜕𝑃 that led to 𝑐’s existence in 𝜕𝐶, that is, the part of 𝜕𝑃 within the square
of 𝑐. By construction, we have that ‖𝑐 − 𝑝 ‖ ≤ √2/2 for all 𝑐 ∈ 𝜕𝐶 and 𝑝 ∈ 𝜇(𝑐). The
visits 𝜇(𝑐) and 𝜇(𝑐 ) for two consecutive vertices, 𝑐 and 𝑐 , in 𝜕𝐶 intersect in a point (or,
in degenerate cases, in a line segment) that lies on the common boundary of the squares
of 𝑐 and 𝑐 ; let 𝑝 denote such a point. For any point 𝜎 on the line segment between 𝑐 and
𝑐 , we have that ‖𝜎 − 𝑝‖ ≤ max{‖𝑐 − 𝑝‖, ‖𝑐 − 𝑝‖} ≤ √2/2, as the Euclidean distance
is convex (i.e., its unit disk is a convex set). Hence, 𝜇 describes a continuous mapping on
𝜕𝑃 and acts as a witness for 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ √2/2.
However, 𝜕𝐶 may contain duplicates and thus not describe a configuration 𝐶. We
argue here that we can remove the duplicates and maintain 𝜇 in such a way that it remains
a witness to prove that 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ (𝛽 + √2)/2. Let 𝑐 and 𝑐 be two occurrences in 𝜕𝐶
of the same vertex 𝑣. Let 𝑝 ∈ 𝜇(𝑐) and 𝑝 ∈ 𝜇(𝑐 ), both in the square of 𝑣. As they lie
within the same square, ‖𝑝 − 𝑝 ‖ ≤ √2 and hence we know that |𝑝𝑝 | ≤ 𝛽. Hence, at
least one of the two subsequences of 𝜕𝐶 strictly in between 𝑐 and 𝑐 maps via 𝜇 to a part
of 𝜕𝑃 that has length at most 𝛽. We pick one such subsequence and remove it as well as 𝑐
from 𝜕𝐶. We concatenate to 𝜇(𝑐) the mapped parts of 𝜕𝑃 from the removed vertices. As
the length of the mapped parts is bounded by 𝛽, the maximal distance between any point
on these mapped parts is 𝛽/2 + √2/2. Hence, after removing all duplicates, we are left
with a cycle 𝜕𝐶, with 𝜇 as a witness to testify that 𝑑 (𝜕𝑃, 𝜕𝐶) ≤ (𝛽 + √2)/2.
If 𝜕𝐶 contains at least three vertices, it describes a configuration and we are done.
However, if 𝜕𝐶 consists of at most two vertices, then it does not describe a configuration.
In this case we can extend 𝜕𝐶 into a 4-cycle for which the bound still holds as follows:
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If 𝜕𝐶 is one vertex 𝑣, we make it into a simple 4-cycle, picking the direction of extension such that at least one point of 𝜕𝑃 lies in that direction from 𝑣 as well. We can map
the entire extension onto this point, which has distance at most √2 ≤ (𝛽 + √2)/2 by our
assumption on 𝛽; mapping 𝑣 to the entire 𝜕𝑃 then proves the necessary bound.
If 𝜕𝐶 contains two vertices, 𝑢 and 𝑣, we first observe that 𝜇(𝑣) starts and ends on the
boundary of the square of 𝑣, as this holds initially and is maintained during the removal of
duplicates. In particular, that means that there is a point on the common boundary between
the squares of 𝑢 and 𝑣 and 𝜇(𝑢) and 𝜇(𝑣) end there. As with the single-vertex case, we
extend into a simple 4-cycle in the direction of this point, and map the extension onto it
(causing distance at most √2). Together with 𝜇(𝑢) and 𝜇(𝑣), this acts as a witness for the
necessary bound on the Fréchet-distance.
The proof of the theorem readily leads to a straightforward algorithm to compute such
a configuration. The construction poses no restrictions on the order in which to remove
duplicates and the decisions are based solely on the lengths of 𝜇(𝑣). Hence, the algorithm
runs in linear time by walking over 𝑃 to find 𝜕𝐶 and handling duplicates as they arise.
Lower bound. To show a lower bound, we construct a (√2, 𝛽)-narrow polygon 𝑃 for
which there is no configuration with Fréchet distance smaller than √𝛽 − 2 to 𝑃, for any
𝛽 > √2. First, construct a polygonal line 𝐿 = (𝑝 , … , 𝑝 ), where 𝑛 = 2 ⌈ √𝛽 − 2 ⌉ + 1.
Vertex 𝑝 is (0, 𝑖/2) if 𝑖 is odd and ( √𝛽 − 2, 𝑖/√2) otherwise. Now, consider a regular
𝑘-gon with side length (𝑛 − 1)/√2 and 𝑘 ≥ 4 such that its interior angles are at least
𝜑 = arccos (1 − 4/𝛽 ). Assume the 𝑘-gon has a vertical edge on the right-hand side.
We replace this edge by 𝐿 to construct our polygon 𝑃. Figure 5.15 shows a polygon for
𝑘 = 4 (𝛽 ≥ 2) and for 𝑘 = 7 (𝛽 < 2).
The two lemmas below readily imply our lower bound on the Fréchet distance.
Lemma 5.6. The constructed polygon 𝑃 described above is (√2, 𝛽)-narrow.
Proof. We must show that |𝑎𝑏| ≤ 𝛽 holds for any two points 𝑎, 𝑏 ∈ 𝜕𝑃 with ‖𝑎 −𝑏‖ ≤
√2. Note that 𝑎 and 𝑏 either lie on the same boundary segment of 𝜕𝑃, on two consecutive
segments, or on two consecutive parallel segments of 𝐿 (i.e., on 𝑝 𝑝 and 𝑝 𝑝
for
some 1 < 𝑖 < 𝑛): otherwise the Euclidean distance between 𝑎 and 𝑏 would be larger than
√2. If the two points lie on the same segment, then the distance between 𝑎 and 𝑏 along
the polygon boundary |𝑎𝑏| = ||𝑎 − 𝑏|| ≤ √2 < 𝛽.
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Figure 5.15: Polygon
polygon

(left) for which any configuration will have high Fréchet distance (center);
for
(right).
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Now assume that 𝑎 and 𝑏 lie on two consecutive segments of the boundary of 𝑃. Denote the common point of the two segments to which 𝑎 and 𝑏 belong as 𝑝. By construction,
∠𝑎𝑝𝑏 ∈ [𝜑, 𝜋) where 𝜑 = arccos (1 − ). As the Euclidean distance is convex, symmetry implies that the value of ‖𝑎 − 𝑝‖ + ‖𝑝 − 𝑏‖ is maximized when ‖𝑎 − 𝑝‖ = ‖𝑝 − 𝑏‖
and ‖𝑎 − 𝑏‖ = √2 (see also Lemma 5.9). Therefore, using the law of cosines, we can
conclude that |𝑎𝑏| = ‖𝑎 − 𝑝‖ + ‖𝑝 − 𝑏‖ ≤
= 𝛽.
√

Finally, assume that 𝑎 and 𝑏 lie on two consecutive parallel segments 𝑝 𝑝 and
𝑝𝑝
for some 1 < 𝑖 < 𝑛. W.l.o.g., let 𝑎 lie on segment 𝑝 𝑝 and let 𝑖 be even.
Then observe that the 𝑥-coordinate of 𝑏 is not greater than the 𝑥-coordinate of 𝑎, otherwise the Euclidean distance between 𝑎 and 𝑏 would be larger than √2. Therefore, the
distance between 𝑎 and 𝑏 along 𝜕𝑃 is not greater than the length of two boundary edges
forming a spike, i.e., |𝑎𝑏| ≤ 𝛽.
Lemma 5.7. For constructed polygon 𝑃 and any configuration 𝐶, 𝑑 (𝜕𝑃, 𝜕𝐶) ≥
√𝛽 − 2.
Proof. We show this by contradiction: assume that a configuration 𝐶 exists with
𝑑 (𝜕𝑃, 𝜕𝐶) = 𝜀 < √𝛽 − 2. For any vertex 𝑝 of 𝑃, there must be a point 𝑞 ∈ 𝜕𝐶 (not
necessarily a vertex) such that ‖𝑝 − 𝑞 ‖ < 𝜀. Moreover, these points 𝑞 , … , 𝑞 need to
appear on 𝜕𝐶 in order. Equivalently, if we draw disks with radius 𝜀 centered at 𝑝 , … , 𝑝 ,
curve 𝜕𝐶 needs to visit these disks in order.
The disks centered at 𝑝 , 𝑝 , … , 𝑝 never intersect the disks centered at 𝑝 , 𝑝 , … , 𝑝 .
In particular, the disks centered at 𝑝 , 𝑝 , … , 𝑝 are all to the left of the vertical line 𝑣 ∶ 𝑥 =
√𝛽 − 2, and all disks centered at 𝑝 , 𝑝 , … , 𝑝
are all to the right of this line. Hence,
between 𝑞 and 𝑞 , 𝜕𝐶 must contain at least one horizontal line segment crossing line 𝑣 to
the right, and between 𝑞 and 𝑞 there must be at least one horizontal segment crossing 𝑣
to the left, and so on until we reach 𝑞 . Since 𝐶 is simple, this requires that the difference
between the maximum and the minimum 𝑦-coordinate of the these horizontal segments on
𝜕𝐶 is at least 𝑛 − 1. The 𝑦-difference between 𝑝 and 𝑝 is only (𝑛 − 1)/√2. This implies
𝑑 (𝜕𝑃, 𝜕𝐶) ≥ 𝑛−1−(𝑛−1)/√2 > √𝛽 − 2 and thus contradicts our assumption.
Theorem 5.6. For any 𝛽 > √2, there exists a (√2, 𝛽)-narrow polygon 𝑃 such that
𝑑 (𝜕𝑃, 𝜕𝐶) ≥ √𝛽 − 2 holds for any configuration 𝐶.
Measuring narrowness. We established theoretical upper and lower bounds for the Fréchet
distance with respect to the narrowness of the input polygon. However, to compute these
bounds for a specific input polygon one first needs to calculate its narrowness. We briefly
describe how to compute the 𝛼-narrowness of a polygon 𝑃 in quadratic time. To this end,
we must find the pair of points 𝑝, 𝑞 on 𝜕𝑃 with ‖𝑝 − 𝑞‖ ≤ 𝛼 such that |𝑝𝑞| is maximized; we call such a pair an (𝛼-narrow) witness. If we consider |𝑝𝑞| for some fixed
𝑝, then we see that this function has a single maximum with value |𝑃|/2. In particular,
this implies the observation below, and inspires the two subsequent lemmas. From these
statements, the algorithm readily follows.
Observation 5.1. An 𝛼-narrow witness (𝑝, 𝑞) of 𝑃 satisfies ‖𝑝 − 𝑞‖ = 𝛼 or |𝑝𝑞|
|𝑃|/2.

=
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Lemma 5.8. Let 𝑒 = (𝑡, 𝑢) and 𝑒 = (𝑣, 𝑤) be two edges of 𝑃, and assume |𝑢𝑣| is
known. We can determine in constant time whether there is a 𝑝 ∈ 𝑒 and 𝑞 ∈ 𝑒 such that
‖𝑝 − 𝑞‖ ≤ 𝛼 and |𝑝𝑞| = |𝑃|/2.
Proof. We express 𝑝 ∈ 𝑒 as a function of 𝜆 ∈ [0, 1]: 𝑝 = 𝑡(1 − 𝜆 ) + 𝑢𝜆 . Analogously,
for 𝜆 ∈ [0, 1] we have 𝑞 = 𝑣(1 − 𝜆 ) + 𝑤𝜆 .
The condition |𝑝𝑞| = |𝑃|/2 can now be written as ‖𝑝 − 𝑢‖ + |𝑢𝑣| + ‖𝑣 − 𝑞‖ =
|𝑃|/2, which, using the above expressions leads us to (1 − 𝜆 )‖𝑡 − 𝑢‖ + |𝑢𝑣| + 𝜆 ‖𝑣 −
𝑤‖ = |𝑃|/2. We may rewrite this to 𝜆 = (|𝑃|/2−(1−𝜆 )‖𝑡−𝑢‖−|𝑢𝑣| )/‖𝑣−𝑤‖ =
(|𝑃|/2 − ‖𝑡 − 𝑢‖ − |𝑢𝑣| )/‖𝑣 − 𝑤‖ + 𝜆 ‖𝑡 − 𝑢‖/‖𝑣 − 𝑤‖. To make this expression
simpler, we introduce 𝑅 = ‖𝑡−𝑢‖/‖𝑣−𝑤‖ and 𝐶 = (|𝑃|/2−‖𝑡−𝑢‖−|𝑢𝑣| )/‖𝑣−𝑤‖.
Then, we find 𝜆 = 𝐶 + 𝑅𝜆 .
As above, we can write ‖𝑝 − 𝑞‖ ≤ 𝛼 to ‖𝑡(1 − 𝜆 ) + 𝑢𝜆 − (𝑣(1 − 𝜆 ) + 𝑤𝜆 )‖ ≤ 𝛼.
Substituting the expression for 𝜆 , we obtain ‖𝑡(1 − 𝜆 ) + 𝑢𝜆 − (𝑣(1 − 𝐶 − 𝑅𝜆 ) +
𝑤(𝐶 + 𝑅𝜆 ))‖ = ‖(𝑡 − 𝑣 + 𝑣𝐶 − 𝑤𝐶) + (𝑢 + 𝑣𝑅 − 𝑡 − 𝑤𝑅)𝜆 ‖ ≤ 𝛼. Introducing
𝑡 = 𝑡 − 𝑣 + 𝑣𝐶 − 𝑤𝐶 and 𝑟 = 𝑢 + 𝑣𝑅 − 𝑡 − 𝑤𝑅, we get ‖𝑐 + 𝑟𝜆 ‖ ≤ 𝛼. Writing out the
Euclidean distance, this becomes (𝑐 + 𝑟 𝜆 ) + (𝑐 + 𝑟 𝜆 ) ≤ 𝛼 which is a quadratic
equation: (𝑟 + 𝑟 )𝜆 + 2(𝑐 𝑟 + 𝑐 𝑟 )𝜆 + (𝑐 + 𝑐 − 𝛼 ) ≤ 0.
Solving this quadratic equation, yields us an interval describing the points on the line
spanned by 𝑒 that satisfy the two conditions. If this interval does not overlap [0, 1], then
there are no solutions. Otherwise, let [𝜆 , , 𝜆 , ] denote the intersection of the computed
interval with [0, 1]. Via 𝜆 = 𝐶 + 𝑅𝜆 , this projects an interval on the line spanned by 𝑒
containing the points corresponding to the points described by [𝜆 , , 𝜆 , ]. There is now
a solution satisfying both equations if this projected interval intersects [0, 1].
Lemma 5.9. Let 𝑃 be a (𝛼, 𝛽)-narrow polygon with 𝛽 < |𝑃|/2. 𝑃 has an 𝛼-narrow
witness (𝑝, 𝑞) such that ‖𝑝 − 𝑞‖ = 𝛼 and at least one of the following holds: (1) 𝑝 is
a vertex of 𝑃; (2) 𝑝 and 𝑞 lie on nonparallel edges of 𝑃 and are equidistant from the
intersection of the lines spanned by these edges.
Proof. Observation 5.1 implies that a witness satisfies ‖𝑝 − 𝑞‖ = 𝛼. Consider such
a witness (𝑝, 𝑞) that does not adhere to either (1) or (2). Without reducing |𝑝𝑞| we
transform the witness into one that does (refer to Figure 5.16). Let ℓ and ℓ denote the
lines spanned by the edges containing 𝑝 and 𝑞 respectively; let 𝑡 denote their intersection.
Both 𝑝 and 𝑞 have a direction along their respective lines for which |𝑝𝑞| increases if we
keep the other fixed. Note that if the direction would change at any point, we would have
a maximum value and thus a witness showing that 𝑃 is (𝛼, |𝑃|/2)-narrow, contradicting
the assumption.
If at least one direction points to 𝑡 or if the lines are parallel, we simultaneously slide
𝑝 and 𝑞 (at the same speed) into that direction without increasing ‖𝑝 − 𝑞‖ or decreasing
|𝑝𝑞| . At some point, a vertex of 𝑃 must be found and thus we have a witness that
adheres to (1).
If the lines are not parallel and both directions point away from 𝑡, we argue as follows.
Consider the inverse case (𝑝 , 𝑞 ), where we place 𝑝 on ℓ such that ‖𝑝 − 𝑐‖ = ‖𝑞 − 𝑐‖
and 𝑞 on ℓ such that ‖𝑞 −𝑐‖ = ‖𝑝−𝑐‖. Since ‖𝑝 −𝑝‖ = ‖𝑞 −𝑞‖, ‖𝑝 −𝑞 ‖ ≤ 𝛼; note
that 𝑝 and 𝑞 need not lie on the edges containing 𝑝 and 𝑞. Convexity of the Euclidean
distance implies that, as we move 𝑝 to 𝑝 and 𝑞 to 𝑞 simultaneously at the same speed the
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𝑝

ℓ

𝑝

ℓ
𝑐

𝑐
ℓ

𝑞
(a)

𝑝 𝑝∗ 𝑝

ℓ

𝑞
(b)

𝑐
ℓ

𝑞 𝑞∗ 𝑞
(c)

Figure 5.16: (a,b) Moving and towards does not decrease | | nor increase ‖
‖; we
can do so until we hit a vertex. (c) Inverse case ( , ) has distance at most ; the
midpoint ( ∗ , ∗ ) thus defines an equidistant witness.

points remain within distance 𝛼 and |𝑝𝑞| does not change. In particular, halfway, we
find a witness (𝑝∗ , 𝑞 ∗ ) that is equidistant to 𝑡. If either 𝑝 or 𝑞 hits before reaching (𝑝∗ , 𝑞 ∗ ),
we are done and found a witness adhering to (1). Otherwise, if ‖𝑝∗ − 𝑞 ∗ ‖ < 𝛼, we may
move them again simultaneously away from 𝑡 (thus increasing |𝑝∗ 𝑞 ∗ | ), until we either
hit a vertex—adhering to (1)—or until the distance is exactly 𝛼—adhering to (2).

5.5 Experiments
In this section we apply our algorithms to a set of polygons that can be encountered in
practice. We investigate the performance of the Hausdorff algorithm and its heuristics as
well as the Fréchet algorithm. Moreover, we consider the effects of grid resolution and
the placement of the input.
Data set. We use a set of 34 polygons: 14 territorial outlines (countries, provinces, islands), 11 building
footprints and 9 animal silhouettes (see Figure 5.17 for
six examples). We scale all input polygons such that
their bounding box has area 𝑟; we call 𝑟 the resolution.
Unless stated otherwise, we use 𝑟 = 100. This scaling
is used to eliminate any bias introduced from comparing
different resolutions.
Symmetric difference. We start our investigation by
measuring the symmetric difference between the input
and output polygon. If the symmetric difference is
small, this indicates that the output is similar to the inFigure 5.17: Input categories.
put. We normalize the symmetric difference by dividing
it by the area of the input polygon. The results of our algorithms depend on the position of the input polygon relative to the grid. Hence, for every
input polygon we computed the average normalized symmetric difference over 20 random
placements.
Computing a (simply connected) configuration that minimizes symmetric difference
is NP-hard [86]. Hence, as a baseline for our comparison, we compute the set of tiles
with the best possible symmetric difference by simply taking all tiles that are covered by
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Optimal

Hausdorff

postproc.

None

𝐶 heur.
Maps
Buildings
Animals

0.223
0.257
0.333

A/R

A/R/S

7

3

7

3

7

3

+ 316 %
+ 270 %
+ 246 %

+ 238 %
+ 197 %
+ 188 %

+ 39 %
+ 47 %
+ 60 %

+3%
+9%
+ 12 %

+ 11 %
+ 21 %
+ 29 %

+3%
+8%
+ 11 %

Table 5.1: Normalized symmetric difference, as an increase percentage w.r.t. optimal, of the algorithms. Note that “optimal” here means optimal for the symmetric difference when not
insisting on a connected set of tiles. For the Hausdorff algorithm, results for the various
heuristic improvements are shown. In the second row, None means that no postprocessing heuristic was used; A, R and S mean additions, removals and shifts, respectively.
In the third row, 3 and 7 indicate whether
was chosen arbitrarily (7) or using the
symmetric difference heuristic (3).

Maps
Buildings
Animals

Optimal

Hausdorff

Fréchet

0.223
0.257
0.333

+3%
+8%
+ 11 %

+ 23 %
+ 17 %
+8%

Table 5.2: Normalized symmetric difference, as an increase percentage w.r.t. optimal, of the Hausdorff algorithm with all heuristics on and the Fréchet algorithm. Note that “optimal”
here means optimal for the symmetric difference when not insisting on a connected set
of tiles.

the input polygon for at least 50 %. This set of tiles is optimal with respect to symmetric
difference but may not be simply connected. It can hence be thought of as a lower bound.
Overview. In Table 5.1 and 5.2, we compare the Fréchet algorithm and the various instantiations of the Hausdorff algorithm in terms of the (normalized) symmetric difference.
The second column of both tables lists the average symmetric difference of the symmetricdifference optimal solution, calculated as described above. The other columns are hence
given as a percentage representing the increase with respect to the optimal value. We
aggregated the results per input type.
The tables tell us that, with the use of heuristics, the Hausdorff algorithm gets quite
close to the optimal symmetric difference, while still bounding the Hausdorff distance as
well as guaranteeing a configuration. The Fréchet algorithm is performing more poorly in
comparison, though interestingly performs better on the animal contours.
Figure 5.18 shows three solutions for one of the input polygons: symmetric-difference
optimal, Fréchet algorithm and Hausdorff algorithm with heuristics. The symmetricdifference optimal solution looks like the input, but consists of multiple disconnected configurations. The result of the Fréchet algorithm is a single configuration, but the algorithm
cuts off narrow parts. The result of the Hausdorff algorithm is also a single configuration,
but does not have to cut off parts when input is narrow.
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Figure 5.18: Example outputs for the symmetric-difference optimal algorithm (left), the Fréchet
algorithm (center) and the Hausdorff algorithm (right). Note that the first does not
yield a configuration.

𝑡

Figure 5.19: Without the heuristic for the
construction (a), the algorithm gets stuck in the post
processing phase (b). The smart
construction gives a better starting point (c) resulting in the desired shape (d).

Below, we examine the effect of the different heuristics for the Hausdorff algorithm to
explain their success. Moreover, we show that the performance of the Fréchet algorithm
is highly dependent on the grid resolution.
Hausdorff heuristics. Table 5.1 shows that using the heuristic for 𝐶 makes a tremendous
difference, especially if a postprocessing heuristic is used as well. Figure 5.19 illustrates
this finding with four results on the same input. In (a–b) 𝐶 is chosen arbitrarily and
the resulting shape does not look like the input—even after postprocessing. In particular,
the postprocessing heuristic cannot progress further: the tile marked 𝑡 cannot be added
to 𝐶 since that would increase the symmetric difference. In (c–d) 𝐶 is chosen using the
heuristic; it provides a better initial solution which allows the postprocessing to create a
nice result.
In the postprocessing heuristic, allowing or disallowing shifts can influence the result.
See for example Figure 5.20. Without shifts, the heuristic cannot move the connection
between the two ends of the input polygon to the correct location as it would first need to
increase the symmetric difference. With a series of diagonal shifts this can be achieved.
Our experiments show that in practice allowing shifts indeed decreases the symmetric
difference. However, the effect is only marginal if we use the heuristic for the 𝐶 construction. Hence, we conclude that shifts only significantly improve the result if 𝐶 is
chosen badly.
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no post-processing

additions / removals

shifts

Figure 5.20: Without allowing shifts, the post-processing phase cannot move the tiles in the middle
to coincide with the input polygon. With shifts, this is possible.

Resolution and placement. While developing our algorithm we noticed that not just
the grid resolution but also the placement of the input polygon effected the symmetric
difference. Hence we set up experiments to investigate these factors. First we tested
how much the resolution influences the symmetric differences. In Table 5.3, the results
are shown, averaged over all 34 inputs. As expected, for all algorithms, the normalized
symmetric difference decreases when the resolution increases.
To investigate how much the results of our algorithms depend on the input placement,
we compared the minimal, maximal and average symmetric difference over 20 runs of the
algorithms. The polygons were placed randomly for each run, but per polygon the same
20 positions were used for all three algorithms. We found that the difference between
the minimum and the maximum symmetric difference for each algorithm / polygon combination is rather large. We hence concluded that placement can have a significant effect
on the achieved symmetric difference. Hence, if the application permits us to choose the
placement, it is advisable to do so to obtain the best possible result. This leads to an interesting open question of whether we can algorithmically optimize the placement, to avoid
the need to find a good placement with trial and error. In the upcoming analysis, we also
consider the effect of resolution and placement, with respect to the Fréchet distance.
Fréchet analysis. Theorem 5.5 predicts an upper bound on the Fréchet distance based
on √2-narrowness. However, if the points defining the narrowness lie within different
squares of grid vertices, this bound may be naive. Moreover, it assumes a worst-case
detour, going away in a thin triangle to maximize the distance between the detour and a
doubly-visited tile. Hence, the algorithm has the potential to perform better, depending
on the actual geometry and its placement with respect to the grid. Here, we discuss our
investigation of these effects.
Procedure. We use all 34 polygons for our experiments. As we may expect the grid
resolution to significantly affect results, we use 20 different resolutions. In particular, we
use resolutions varying from 10 000 to 25, using (100/𝑠) with scale 𝑠 ∈ {1, … , 20}.
Table 5.3: Normalized symmetric difference for the various algorithms on five resolutions.

Optimal
Hausdorff
Fréchet

𝑟 = 100

𝑟 = 225

𝑟 = 400

𝑟 = 625

𝑟 = 900

0.263
0.282
0.306

0.188
0.201
0.227

0.147
0.155
0.184

0.119
0.123
0.148

0.101
0.103
0.122
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For each resolution-polygon combination (case), we measure its √2-narrowness (using
the algorithm described above) and derive the predicted upper bound. Then, we run the
Fréchet algorithm, using the 25 possible offsets in {0, 0.2, 0.4, 0.6, 0.8} , and measure
the precise Fréchet distance between input and output. We keep track of three summary
statistics for each case: the minimum (best), average (“expected”) and maximum (worst)
measured Fréchet distance.
Effect of placement. We consider placement with respect to the grid (offset) to have a significant effect on the result computed for a polygon, if the difference between the maximal
and minimal Fréchet distance over the 25 offsets is at least 2. Almost 30 % of cases exhibit such a significant effect, with the animal contours being particularly affected (35 %
significant). Again, this raises the question of whether we can algorithmically determine
a good placement.
Upper bound quality. We define the performance as the measured Fréchet distance as
a percentage of the upper bound. We consider the algorithm’s performance significantly
better than the upper bound, if it is less than 40 %. Using the best placement, over 95 %
of cases perform significantly better. Averaging performance over placement, we still find
such a majority (over 81 %). Interestingly, this drop is mostly due to the animal contours,
of which only 63 % now perform significantly better. Thus, although we have a provable
upper bound, we may typically expect our simple algorithm to perform significantly better
than the upper bound. This holds even without any postprocessing to further optimize the
result and when taking a random offset.
Effect of resolution. The influence of the resolution on the above results does not seem
to exhibit a clear pattern. Nonetheless, resolution likely plays an important role in these
results, but not as straightforward as either low or high resolution being more problematic. Instead, it is likely that the most problematic resolutions are those at which the √2narrowness of the polygon jumps as a new pair of edges comes within distance √2 of each
other. However, an in-depth investigation of this is beyond the scope of this chapter.
Heuristic improvement. In contrast to the Hausdorff algorithm, the Fréchet algorithm
needs no heuristic improvement on inputs that are not too narrow. However, badly placed
narrow polygons can be problematic: large parts of the polygon
may be cut, greatly diminishing similarity. A solution may be
to select an appropriate resolution (if our application permits us
to). In our experiments the algorithm tends to perform well at
resolutions where the symmetric-difference optimal solution is
a single configuration. The advantage of our Fréchet algorithm
is that it guarantees a configuration on all outputs and bounds
the Fréchet distance.
Figure 5.21: Red tiles
Nonetheless, we may want to consider heuristic postpro- cause a cut-off and have
cessing to obtain a locally-optimal result. If we want to do this high symmetric
in terms of the symmetric difference, we may use similar tech- difference.
niques as for the Hausdorff algorithm. However, this does not
perform well: the narrow strip that causes the Fréchet algorithm to perform badly tends to
effect a high symmetric difference for the nearby tiles (Figure 5.21). As such, the result
is already (close to) a local optimum in terms of the symmetric difference.
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5.6 Conclusion
We presented two algorithms to map simple polygons to configurations that capture the
shape of the polygon well. For measuring the distance between the input and the output,
we considered the Hausdorff and the Fréchet distance. We achieved a constant bound on
the Hausdorff distance; for the Fréchet distance we require a realistic input assumption
to achieve a constant bound. We also evaluated our algorithms in practice. Although the
Hausdorff algorithm does not produce great results directly, the algorithm achieves good
results when combined with heuristic improvements. The Fréchet algorithm, on the other
hand, struggles with narrow polygons, and it is not clear how to improve the results using
heuristics. Designing an algorithm for the Fréchet distance that also works well in practice
remains an interesting open problem.

6
Visual Encoding of
Dissimilarity Data using Map
Deformation
In Chapters 4 and 5 we investigated two problems related to the generation of mosaic
cartograms. Mosaic cartograms are a type of area cartogram and can as such be used to
represent vertex-weighted geographic graphs. In this chapter we discuss a technique for
generating linear cartograms which can be used to represent edge-weighted geographic
graphs.
Whereas area cartograms scale the regions of a map such that their areas correspond to
their data values, linear cartograms deform the map such that distances between locations
correspond to edge weights. The most well-known use case for linear cartograms are
travel time maps or time-space maps (see Figure 6.1a). These maps usually change the
distances from a specific start point to multiple destinations to correspond to travel times.
As such they represent edge-weighted star graphs.
In contrast to most travel time maps, our method takes a complete weighted graph
between geographic locations as input. It then uses map deformation to move the locations
such that the distance between them corresponds as closely as possible to the weights
associated with the edges of the graph (see Figure 6.1b).
We compute the dissimilarity between the different locations based on geo-referenced
data and assign these dissimilarities as the weights for our input graph. Hence the distance
between locations in the deformed map corresponds to their dissimilarity. The deformation is computed on a mesh using a combination of fast multidimensional scaling and
texture mapping. By adding additional topology preservation constraints we ensure that
the recognizability of the deformed map is maintained. The result is a technique which
can compute deformations at interactive speeds making it well suited for the exploration
of complex multivariate data. We investigate this application using case studies at the end
of the chapter.
Results and organization. In Section 6.1 we describe how multidimensional scaling can
be combined with topology preservation constraints to compute a smooth map deformation.
In Section 6.2 we evaluate the speed of computation and the quality of the resulting deformations. We find that the algorithm is fast enough to allow the deformation to
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(a)

(b)

Figure 6.1: A travel time map of the Netherlands (a) computed using the method introducted in [16].
The deformation is based on distances from a single source. A travel time map of the
UK (b) computed on a complete graph using our method: all pair-wise distances are
taken into account for the deformation.

be computed in response to interaction. This allows the composition of the dissimilarity
metric or the data source itself to be modified in real time. In Section 6.3 we acknowledge the limitations of attempting to show complex dissimilarity data through deformation
alone, and explore the design space of augmenting deformed maps with visual overlays to
overcome these limitations.
In Section 6.5 we describe three case studies where we use our deformation. Next to
the conventional travel time setting we also use it to analyse complex real-world multivariate data (socioeconomic data from the UK) and to convey the structure of a dynamic
weighted network (a power-grid from Australia). One of our observations in developing
these techniques is that map deformation is most useful in an interactive context. So please
see the accompanying video for real-time captures of our interactive system [26].

6.1 Topology Preserving Multidimensional Scaling
Multidimensional Scaling (MDS) [19, Chap. 8] is a method for obtaining two-dimensional
plots representing a set of high-dimensional data points. This is achieved by minimizing a
stress function over positions of the data points. A plot with minimal stress has its points
arranged such that the distance between them is (as much as possible) proportional to the
dissimilarity between corresponding data elements in their parameter space. Minimizing stress subject to rigid constraints that, for example, require a theoretical model to be
satisfied by the geometry of the plot, is also fairly well known [19, pp. 230–236].

Topology Preserving Multidimensional Scaling
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Darwin (6.0)

Melbourne (6.8)

Darwin (6.0)
Brisbane (4.1)

Perth (8.6)

Canberra (0.6)
Adelaide (1.0)
Hobart (1.1)

Brisbane (4.1)
Sydney (11.4)

Perth (8.6)

Sydney (11.4)

Adelaide (1.0)

Canberra (0.6)

Melbourne (6.8)
Hobart (1.1)

(a)

(b)

Figure 6.2: A simple univariate example using MDS to visualize dissimilarities between geographic
locations. Here the dissimilarities are simply defined as the difference between the data
values at each location. The data is percentage increase in house prices in Australian
capital cities in 2013 (http://www.abs.gov.au/). Australian capital cities (a). In the
MDS plot (b), two distinct clusters and one outlier become clear. There are distinct
differences between this “data landscape” and the original geography.

More recently, Dwyer et al.[52, 53] explored constrained stress minimization in the
presence of geometric constraints useful in interactive graph-drawing and diagramming
applications. In this chapter, we develop techniques that extend these concepts to provide
multidimensional scaling of data points in a deformable mesh onto which the original map
imagery is mapped through piecewise-affine transformations. We allow the mesh to be
deformed, but use constraints to require that mesh and data vertices cannot pass through
mesh edges.
Given a set of 𝑛 data elements and a measure 𝑑 indicating the dissimilarity between
any two elements 𝑖, 𝑗 ≤ 𝑛, the goal of multidimensional scaling is to find a visualizable
(2- or 3-dimensional) arrangement of points (corresponding to data elements) which minimizes the stress function:
∑ ∑ 𝑤 (𝑑 − dist(𝑖, 𝑗))

(6.1)

where dist(𝑖, 𝑗) is the Euclidean distance between points 𝑖 and 𝑗 in the 2D arrangement
and 𝑤 is a weight which can be used to control the influence of a particular dissimilarity.
As an illustrative example, consider Figure 6.2. We mark the Australian capital cities
on the map and (in parentheses) the average percentage increase in house prices in those
cities in 2013. We analyse the similarity of these changes using MDS by choosing the ideal
distance (𝑑 ) between a pair of cities to be the difference between these values. Since the
ideal distance between Melbourne and Darwin is 6.8 − 6.0 = 0.8 while between Sydney
and Canberra we have 11.4 − 0.6 = 10.8, we would expect an MDS plot to place Sydney
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and Canberra much further apart than Melbourne and Darwin. As we see in Figure 6.2b
this is exactly what happens.
This is a trivial univariate example but we could just as easily derive ideal distances
between high-dimensional data elements. That is, we could define the ideal distance to
be inversely proportional to correlation between a series of price increases over multiple
time periods. Section 6.5 describes more complex multivariate data applications.
Using our techniques we try to combine the views in Figures 6.2a and 6.2b. The first
challenge is to deform the map to follow points as we move them to show dissimilarities.
In the next section we show how stress can serve as a quality measure for fitting points to
dissimilarities and also to model an approximation of elastic “stress” in a rubber-sheet-like
mesh.
The resulting method is very fast compared to existing deformation techniques used
in contiguous cartogram techniques (see Section 1.2.1) and it is also the first topologypreserving technique applied to multi-source dissimilarities. It is fast enough to support
real-time changes in the underlying data or choice of dissimilarity metric and see the resulting deformation immediately (a fraction of a second).
Decomposing map imagery with a mesh and modelling deformation with MDS. In
Figure 6.3a we overlay an image containing a topographic map of Australia with a triangular mesh. The vertices of the mesh are a combination of geographic locations (the
capital cities of Australia) and “helper points” chosen to provide a reasonable coverage of
the map. A Delaunay triangulation over these vertices gives us the edges of the mesh.
The vertices should be sufficiently distributed such that the resulting mesh can be deformed reasonably freely without individual triangles becoming too angular and introducing noticeable discontinuities. The helper points not only add bendpoints to the mesh but
the stress their edges contribute when the mesh is deformed acts as a regularizer and helps
to preserve the geography. Many strategies are possible for placing the helper points. We
considered both uniform (grid) and non-uniform placement of points. In practice we find
that a regular grid of helper points works quite well. Placing points intelligently with respect to geographic features might give better results but this only works if their geometry
is known. A disadvantage of non-uniformly placed points is that due to the quadratic nature of the stress function the optimal position of the data points can change if many helper
points with short edges surround it. This makes the relation between the dissimilarity of
geographic locations and the deformation of the mesh less clear.
Conceptually, our “rubber-sheet” model is achieved by treating mesh edges as springs
whose relaxed length is the same as in the starting mesh. Our goal is that any forced
displacement of a vertex will be evenly interpolated by displacements of vertices in the
surrounding mesh. This is achieved in the stress model of Eq. 6.1 by including our helper
points. Then, for any pair of points 𝑖, 𝑗 connected by a mesh edge, we set the ideal separation 𝑑 to the length of that edge in the undeformed map.
These mesh-edge separation terms, together with the usual stress over data points,
give us a stress function that models both the degree of fit of the data points to their ideal
separation and the degree of deformation of the mesh. We can set different weights (𝑤 )
for the mesh-edge terms versus the data-dissimilarity terms. Assigning higher weights to
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Figure 6.3: Segmenting map imagery with a triangular mesh allows us to deform the mesh and use
affine texture mapping to have the image follow. Triangular mesh over Australia (a),
data points are capital cities. The blue mesh vertices are forced apart manually (b).
Moving the surrounding vertices to minimize stress across edges spreads the deformation evenly. Using dissimilarity weights between locations in addition to stress (c).
Minimizing stress reproduces the MDS arrangement from Fig 6.2 and folds the map
almost beyond recognition. Using topology preserving constraints, which prevent the
outlier Sydney from migrating to the West Coast (d). Clusters are still able to move
together. We add isolines to highlight areas with similar house-price increase.

the geographic data points gives a better fit to the dissimilarities whereas higher weights on
the mesh edges imposed by the helper points gives less distortion of the original geography.
A minimal stress result of the house-price data used earlier is shown in Figure 6.3c.
Since the arrangement of the points is very different from the geographic topology, the
map is distorted beyond recognition. In the next section we show how to minimize stress
subject to a topology preserving constraint to better preserve the geography.
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𝑐

𝑏

𝑐
𝑎

𝑏
𝑎

Figure 6.4: A triangle is uninverted through minimal displacement of its vertices by projecting them
to their orthogonal regression line: Precisely, for the triangle
we find the points
, , such that |
|
|
|
| | is minimized and , , lie on a line.

Preserving mesh topology. The intuition behind our topology preservation constraint is
simple. We require that the orientation of triangles in the mesh is preserved. Stress is a
function of variables corresponding to positions of the data and helper points in our mesh.
At each iteration we reduce stress by altering these variables according to gradient-related
descent steps. When a constraint is violated by such a descent step we satisfy the constraint
by altering variables as little as possible end hence ensure that the system eventually converges to a configuration that satisfies the Karush-Kuhn-Tucker conditions [31, p. 224]
for the stress function and hence, is a local minimum.
In practice, this means that after taking an unconstrained descent step, if we find an
inverted triangle then we must solve a least-squares problem to find the minimal movement vectors that correct the triangle’s orientation. It is easy to show that the points that
minimally correct an inverted triangle lie along the orthogonal line of best fit for its vertices (see Figure 6.4). We can also require minimum height triangles by projection of the
triangle of the same base length by solving a simple procrustes problem on the three vertices, following [53]. When using a positive constraint on the minimum triangle height
we not only prevent triangles from inverting, but also from collapsing. In the resulting
mesh and piecewise-linear mapped image the (local) topology is preserved in the sense
that every point on the map has the same neighborhood. More formally, we have a bijective map between the original and transformed map image. When only triangle inversions
are prevented—and hence triangles are allowed to collapse—we have an injective map.
The high-level flow of this method is given below:
Algorithm DynamicConstraintMDS
1. do
2.
Compute gradient info for stress at current config.
⃗ ←descent vector from gradient info
3.
4.
←optimal unconstrained step-size for ⃗
5.
foreach Point 𝐩 in current config. do
⃗𝐩 ←component of ⃗ for point 𝐩
6.
7.
←limiting factor for faces adjacent to 𝐩
8.
𝐩 ←𝐩
( , ) ⃗𝐩
9.
foreach Triangle( , , ) do
10.
if Constraint Violated
11.
then ( , , )←ProcrustesProject( , , )[53]
12.
foreach Edge under stress do
13.
if Flipping topologically safe
14.
then Flip Edge
15. while StressReduction epsilon
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The algorithm is essentially a constrained steepest-descent method. Details for computation of gradient information, unconstrained descent vector 𝑑⃗ and optimal step size 𝛼
(lines 2–8) for a function similar to stress are described in [52].
We project triangles that are inverted or violate their minimum-height iteratively
(DynamicConstraintMDS lines 9-11) following a procedure that was shown to be reasonably convergent in [51]. By “reasonably” we mean that the mesh is generally able to
flatten itself, but if the movement deltas at each iteration are too large, the mesh can become tangled such that the iterative projection merely cycles the inversions. To prevent
this we limit movement deltas of each vertex relative to the minimum size of its adjacent
faces (DynamicConstraintMDS line 7). The result of the Australian Houseprice MDS
subject to the topology constraints is shown in Figure 6.3d.
Dynamically modifying the mesh. Because of the triangle height constraint picking the
“correct” mesh can greatly influence the stress reduction achieved. Since it is very hard or,
in an interactive setting, even impossible to predict where points will move we considered
updating the mesh while the algorithm is running.
We considered two ways of modifying the mesh, modifying edges and adding or removing points. We found that changing the edges was sufficient to improve the results
without complicating the method or introducing instability.
Edge flipping is a standard remeshing trick [77] which is often used to improve angles
or change the local configuration to allow different operations. In algorithm DynamicConstraintMDS (lines 13–15) we use flips to allow points to move more freely. An edge
flip is defined on two adjacent triangles, i.e. two triangles sharing an edge. By flipping
this edge so that its endpoints become its opposing points, we change the direction in
which minimal triangle height is measured resulting in more freedom of movement in the
direction of the new edge. We illustrate a flip and its influence on vertex movement in
Figure 6.5.
To preserve the topology of the map we impose some restrictions on our flips (DynamicConstraintMDS line 13). Let 𝑡 = (𝑎, 𝑏, 𝑐), 𝑡 = (𝑎, 𝑏, 𝑑) be triangles with 𝑎 , 𝑏 , 𝑐 and
𝑑 the map-coordinates of vertices 𝑎, 𝑏, 𝑐 and 𝑑. If (𝑎 , 𝑐 , 𝑑 ) encloses 𝑏 or (𝑐 , 𝑑 , 𝑏 )
encloses 𝑎 we can not flip 𝑎𝑏.
An advantage of allowing edge flips is that one may be able to get closer to an optimal
solution, but care should be taken not to create thin, very stretched triangles as these limit
recognizability. A caveat in the interactive setting is that the flips can result in sudden
changes in the deformation which may be distracting or hard to follow by the user.

𝑣

𝑣

𝑣

Figure 6.5: Initially is not able to move to the left because of the minimal height constraint (dotted
line) imposed by the red edge in the left figure. By flipping the edge (middle figure)
can now move further to the left (right figure)
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6.2 Stress Reduction: Efficacy and Efficiency
In this results section we compare the three dissimilarity deformation techniques described
above:
Unconstrained MDS of the dissimilarity edges between data points (data edges) and
mesh edges without any guarantee of topology preservation;
Constrained As above but we introduce triangle projection to guarantee topology preservation;
Constrained Dynamic Mesh Topology preservation and mesh modification (edge flips)
to allow more movement.
We evaluate these techniques on data sets described in this chapter and at various grid
resolutions in terms of:
Efficacy in reducing stress of both data edges and mesh edges. To assess this we define:
Data Stress to be the sum of stress terms across data edges and Geographic Stress the sum
across mesh edges. Efficiency comparing running times for a fixed number of iterations
to indicate responsiveness of interactive usage but also—as we will discuss—a variable
number of iterations may be needed in a batch process.
Our experiments are shown in Table 6.2. The data sets (see Table 6.1) have different
numbers of data points. It should be noted that these data sets are quite small (at most
30 data points). Computationally larger sets can be handled, but unless the dissimilarities
conform to the topology to some degree, they will be hard to overlay in a meaningful way.
We discuss this limitation in more detail in our case studies in Section 6.5.
Figure 6.6 charts the data and geographic stress by iteration in each of the three approaches tested. It is clear that introducing constraints slows data stress reduction. Essentially, less movement is possible at each step, however the geographic stress is introduced
in a much more controlled way. With a static mesh the stress decay is still quite monotonic
and predictable. The dynamic mesh allows data points to move past each other more easily which leads to a strange stress curve that even backtracks noticeably before reaching
a lower data-stress than is possible with the static mesh.
The effect of increasing grid-size (see Table 6.2) is also interesting. Increasing mesh
resolution increases running time only linearly since we use sparse matrix operations in
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Figure 6.6: Data and geographic stress levels for the Australian house price data across 100 iterations using different deformation methods.
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Data Set
Australian
House Prices
Power Grid

UK
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Initial Stress
40044

Data Points
7

Data Weight
5

1355

30

3

18462

10

30

Grid
20x20
30x30
40x40
20x20
30x30
40x40
20x20
30x30
40x40

Vertices
407
907
1607
430
930
1630
410
910
1610

Table 6.1: The different data sets used in our experiments with their initial stress.

Data Set
(Initial Stress)
Australian
House Prices
(40044)
Power Grid
(1355)
UK
(18462)

Grid
20x20
30x30
40x40
20x20
30x30
40x40
20x20
30x30
40x40

Unconstrained
Run
Stress
Time
Data
440
328
1000
426
1876
563
569
706
1143
758
1974
887
467
2429
1075
2805
1998
3150

Geo
262
379
486
125
152
131
619
855
1068

Constrained
Run
Stress
Time
Data
718
4202
1549
3771
2660
10502
788
819
1632
986
2787
973
765
3767
1603
7626
2876
7898

Geo
388
556
246
101
123
104
551
166
358

Constrained Dyn. Mesh
Run
Stress
Time
Data
Geo
676
2615
469
1489
5432
436
2596
17077
443
785
754
108
1584
791
145
2732
944
107
736
3066
630
1558
7152
139
2834
9951
82

Table 6.2: Running times and stress levels for the data sets described in Table 6.1, using different
deformation methods and different grid sizes. We run 100 iterations of each method. All
times are in milliseconds and are averages over 5 runs. Running time for a fixed number
of iterations is quadratic in the number of data points and linear in the number of grid
vertices. Increasing grid resolution does not necessarily lead to lower stress solutions
while edge-flipping is worthwhile in this regard. See Section 6.2.

our stress minimization and our mesh is planar and thus sparse. Hence it is possible to
obtain “smooth” continuous looking deformations quickly. However, larger grids do not
lead to lower data stress. Rather the additional stress terms increase the contribution of
geographic stress to the model. By increasing the data weight one can achieve similar
visual results but this makes the numbers impossible to compare.
We find that using a dynamic mesh is a more effective way to achieve lower stress
and improves performance since it reduces the number of triangle inversions and hence
the number of projections required. However, it does not perform as well on large grid
resolutions. This is because with smaller triangles the effect of flipping is less pronounced.
In summary, the relatively low-resolution grids work best to reduce data stress. We
recommend that if a very smooth deformation is required that the grid resolution be increased later to allow improvements to proceed from gross to fine scale. Our default grid
resolution is 20x20 which we adjust for non-square images to keep each grid cell square.
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6.3 Visual Design
Use of deformation to convey data can be important because of its strong visual and perhaps emotional impact. However, we acknowledge that such a deformed map is an incomplete (approximate) representation of complex dissimilarities. In this section, we explore
the design space of combining map deformation with overlays to give the user a more precise representation. We realized that this design space is rather large and contains many
fruitful directions to pursue. The high-level scope of our initial exploration of this space
is illustrated in Figure 6.7. The dimensions we chose to explore are: from the regular
undeformed map (left side) to the data deformed map (right side). The top row shows
dissimilarities as visual links whose thickness encodes the data. The bottom shows the
error in map distance using error glyphs.
Visual links. To convey both dissimilarity and geographical data a straight-forward visual
encoding is to overlay visual links on a map. We can think of dissimilarities between
locations on the map as a complete weighted graph, where the nodes are locations and the
edges between them are weighted by similarity (according to an arbitrary metric). Nodes
are located in their geographical context and linked with lines where a visual variable of
the link—such as opacity or thickness—indicates the edge weight (and possibly the edge
directionality). However, since maps are visually dense representations, integrating this

Figure 6.7: Images on the left use distance to encode the geography; right images use distance
to encode graph information. Top images use visual links to encode weighted graph
information; bottom images use glyphs to encode the difference (error) between the
distance on the map and actual distances required to accurately convey dissimilarity.
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(a) Links
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(b) Continuous Error Glyphs

(d) Final Glyphs

(c) Discrete Error Glyphs

(e) Maps

Figure 6.8: Visual encoding variations: first two sets are undirected and directed link encodings
varying in weight (a); the next 6 sets (b,c,d) are variations of error glyphs we experimented with for conveying positive and negative errors (i.e. points should be further
away or closer apart). Hollow circle indicates a selection. Glyphs in (b) encode error
with a continuous scale, (c) with a discrete scale, using the direct metaphor of ridges and
bridges in cartography, and (d) is the final encoding we selected to convey error with a
discrete scale, inspired from the chevrons used to depict roads with steep gradients in
(e) the Ordnance Survey 1:50,000 series.©Crown Copyright/database right 2014. An
Ordnance Survey/EDINA supplied service.

additional layer of information needs to be done carefully. We formulate a set of design
goals for these overlaid visual links, stating that they should:
G1 be distinguishable from the background map,
G2 limit clutter of the background map,
G3 encode a weight (magnitude of (dis)similarity),
G4 and possibly encode directionality (e.g. flow as in Section 6.5),
Edges as visual links. We selected a grayscale palette as the background map may use
many colors and visual encodings. To minimize clutter we opted for thin lines and pencillike marks. For directed links we followed the recommendations of the directed graph
visualization study [75], opting for a tapered encoding. To convey edge weight, we took
inspiration from the glyphs introduced in Spacetree [95], varying the thickness of the nontapered link ending. Figure 6.8a shows the link encodings we selected. While these encodings satisfied the experts involved in our case studies, more empirical studies are needed
to understand how they may complement or interfere with each other.
Using this additional layer we can encode both geographical and (un)directed weighted
graph data.This makes it well suited for the sparse power-grid network which we explore
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in Section 6.5 as it allows us to show the full network. As graphs become more dense
many link crossings occur, making it hard to decode edge weight information or read map
data. Clutter could be reduced by filtering links, but does one filter out high- or low-weight
links? Instead, we found it was preferable to show edges that are furthest from their desired
distance and so next we develop a different visual encoding that highlights this error.
Edge as distance adjustment glyph. Figure 6.8bcd shows glyphs that highlight the relative differences between data dissimilarity and spatial separation in a map. For a given
edge this difference (or error) corresponds directly to the magnitude of the stress described
in Section 6.1. Based on a user defined threshold we show glyphs for the most significant
errors as showing the complete graph would create too much clutter. For a given threshold, as map deformation reduces stress the glyphs disappear giving useful feedback to the
user on the quality of the deformation.
We added a fifth design goal for these glyphs:
G5 Glyphs should be additive to convey regions under a lot of stress (with conflicting
edge weights).
We considered several variations to convey the concept of deformation plus overlays
while giving the look and feel of error bars. Experiments during case studies with visualization experts led to two major decisions about these variations. First, representing
errors in a discrete manner (e.g. employing three bins as in Figure 6.8cd instead of continuous scale as in Figure 6.8b) improves readability. Second, utilizing variations of symbols
that exist in published cartography (e.g. Figure 6.8d instead of metaphorical glyphs in Figure 6.8c) causes marginally less clutter while still providing an easy-to-remember symbol.

6.4 Deforming the Map
Over the centuries, designers have used map deformation as a compelling communication tool for conveying data impact and trends. These deformation techniques rely on the
viewer’s knowledge of and emotional attachment to the geographical data, as well as the
context conveyed by the texture or symbols on the map. Deforming the map to reflect
dissimilarity between nodes allows us to represent this information with fewer overlays
as described above. However, both geographical knowledge and spatial memory is imperfect in most people, so we find it necessary to modify the design of the map to convey
deformation.
Visual design. We experimented with augmenting the deformed map with a visual reference structure. We show the result of the deformation of a regular grid as is common in
geographical map projections (e.g. [79]). Since grids have a regular structure, they can be
used as a reference to understand what was deformed and how (See Figures 6.10 to 6.14).
As the map deforms grid cells are enlarged or shrunk helping viewers gain a coarse
understanding of the deformation. To perceive finer deformation (where points were beforehand) we show the displacement vector, linking current positions to some previous
state—such as the original locations—as a simple black line (See Figures 6.9, 6.10b and
6.12).
In our analysis in Section 6.5 we discovered animation to be another important tool in
analysis based on map deformation. The iterative nature of our algorithm makes it easy

Application Case Studies

105

to animate simply by redrawing after every iteration. By smoothly transitioning between
true geography and deformation based on data, the viewer can switch back and forth,
experiencing the impact of the graph data on the geography. While our algorithm does
not ensure the reversibility of each deformation, we achieve this by enabling the viewer to
save states of the deformed map during the exploration and allowing smooth transitions
between them.
Interaction. Our system offers standard interactions such as selection of nodes and filtering of links. Selection allows the viewer to switch from the general deformed view
to one centered on a few selected points. To convey that the current deformations only
consider edges from the focus points, we designed a variation of the adjustment glyphs
(Figure 6.11). Filtering allows the viewer to experiment with the granularity of the displayed adjustments like ignoring those of less than 10%.
Since graph and geographical data may be encoded by different means, our system also
provides a configuration panel to experiment with different combination of encodings.
Combinations that support comparisons are perhaps the most interesting ones. For example, in the UK case study, we relied on animation between deformations to experience the
change in data, displacement vectors also quantify these differences (see Figure 6.10b).
By experimenting with the system our analysis also discovered that link adjustment glyphs
are a compelling way to prepare the viewer before applying map deformations (see Figure 6.10a). Offering this preview helps to guide the viewer’s attention to most or least
salient deformations.

6.5 Application Case Studies
In Section 6.1 we discussed a simple univariate application intended to illustrate the concepts behind our technique. In this section we offer three case studies in which we explore
the use of map deformations and our overlay design in real-world applications. The first
explores an application where it is common in practice to distort geography to better show
the network structure. Our technique is unique in being able to perform this distortion at
interactive speeds without introducing folds in the underlying map (topology violations).
Among the authors are visualization and domain experts who participated in a collaborative design process whose results are represented in the second and third case-studies.
Travel-times in the UK. Our initial case study utilises a data set typically used in deforming map examples. In this example we show major locations in Great Britain on a base
map of the railway network (Figure 6.9a). We deform the map based on travel time between each of the 35 locations. We first use a standard MDS approach. In Figure 6.9b the
map topology is not preserved; folds appear in the map, stations fall off the edge and the
topology around the South and East of the map becomes barely recognisable. Figure 6.9c
illustrates how our topology preserving method deforms the map based on the data, but
also ensures that the topological features are not eroded. In Figure 6.9c the degree of
displacement of the locations is less compared to Figure 6.9b, but it is still clear that the
remote towns at Thurso, Pembroke and Penzance are pushed outward and hence are not as
well serviced in terms of train-travel time as population centres such as Liverpool (pulled
inwards).
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Figure 6.9: Deformation based on time duration of rail travel between 35 locations in Great Britain
Map of the Stations and Rail Network (a), a deformed version using MDS (b) and using
our topology preserving method (c). Degree of displacement from original geographic
positions is shown by the vectors. Data courtesy Matt Griffin.

Socioeconomic data in the UK. Classifying the places where people live into geodemographic groups [69] based on similar multivariate characteristics is popular in the case of
the UK census. The OAC output area classification [112] for example uses 41 variables to
generate a hierarchy of 7 widely-used clusters that sub-divide into two higher resolution
sub-sets. Geodemographics are often used to inform and support policy, investment and
service provision [69].
To ensure that the combined data sets produce discriminating profiles, the selection
of the variables used and the consequent effects of this choice are important considerations. Suitable selections may vary geographically [94] or according to the domain [104].
The effects associated with the inclusion of individual variables may be either global or
geographically focussed. We are working to provide visualization support to assess such
effects of geography and scale for geodemographic variable selection [66]. We focus on
the energy domain, where consumer profiles may help to understand energy use and perhaps influence behavior. There is an opportunity to use topology preserving map distortion
in our work. We offer three reasons.
(1) The degree of similarity between places—which may inform understanding and policy—
maps naturally to distance: “people believe closer things to be more similar than distant
things” [57].
(2) Comparing distorted maps that show similarities determined by different combinations
of variables may allow us to evaluate the effects of these combinations synoptically—in
multiple places concurrently. This approach has potential for comparing the effects of
individual variables and their weightings or groups of variables from particular domains.
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Figure 6.10: Regions of England and Wales. The geographic context, with an overlay showing
the major stresses (a) that occur when distances relating to the 15 equally weighted
variables (b) are applied; A deformation that aims to resolve these differences (c,d)
with two different overlays: displacement vectors showing the original geography (c)
and glyphs showing the remaining stresses (d). London should be further from the
southern regions;

(3) Comparing such solutions using animated transitions [72] to show how these different
combinations of variables ‘nudge’ places closer together and further apart may emphasize
the nature of this change in a manner that is compelling.
In Figures 6.10, 6.11 and 6.12 we show points representing the ten high-level regions
used to aggregate the populations of England and Wales. Fifteen normalised variables
(listed in Figure 6.10d) are used to determine similarity between regions. Nine—relating
to demographics and housing—are from the 2011 UK Census of Population [92] and are
variables in OAC [56]. Six relate specifically to energy usage—four from the Census,
related to forms of central heating, and two measure gas and electricity consumption as
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(d)

CH = Central Heating
Data sources:
OAC Census (ONS)

Figure 6.11: A local solution (a) in which the deformation shows accurate distancesEnergy
from(DECC)
the West
Other Census (ONS)
Midlands (WMids). All 15 variables are equally weighted (as per b), with
displacement
vectors relating locations to the original geography and an overlay highlighting major
remaining stresses. The local stresses relating to the West Midlands (focussed) are in
a dark shade, showing that London is located closer than it should be given the dissimilarity distance; After adjusting the dimension weights to only consider the 6 energy
variables (as per e), the overlay shows stresses associated with this local solution (c).
London and SE are not as distant from WMids in terms of the energy variables; After
deformation for the 6 energy variables London has moved closer to the West Midlands
to reflect this (d). The overlay reveals that significant global stresses remain.

provided by the UK Department of Energy & Climate Change (DECC) [44].
Figure 6.10a shows a regular geographic map, projected to the British National Grid,
which ensures that distance measurements are accurate across the area shown. We use
our error glyph overlays (Section 6.3) to represent the differences between the distances
on the map and a dissimilarity measure calculated using the 15 attributes—a weighted
15 dimensional euclidean distance. Other possibilities exist, but we found this simple
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measure worked well in conjunction with a “mixing panel” of sliders to control the weights
on each dimension. The figures in this section include charts showing the relative weights
of the various dimensions.
In Figure 6.10a dissimilarities are shown using overlays only. In Figure 6.10b we also
deform the map, using displacement vectors to highlight the movement of each region
from its original position. This shows the considerable geodemographic differences between London and the other regions in a dramatic fashion. These differences are even
more significant than Figure 6.10b suggests, as is apparent when the stresses that remain
after computing a solution are added in a glyph overlay. Figure 6.10c shows that London
should be even further from its neighbours in a perfect solution.
Helping energy consumers consider their characteristics in relation to others locally
has proven to be effective in changing behaviour [9, 17]. The deformation algorithm
resolves very successfully to a local solution whereby stresses are only applied between a
single location and all others. This enables us to produce a local map in which the distances
between any selected point and all others relate very closely to attribute dissimilarity. A
local solution for the West Midlands (Figure 6.11a) shows this region to be more like its
northern neighbours and less like its southern neighbours than true geographic distances
might suggest. Once again our deformed map shows this dramatically.
We explore the effects of the variables used in calculating dissimilarities in this local
case. We recompute dissimilarities relative to the West Midlands in Figure 6.11b, but now
only the 6 energy variables are considered. The resulting stresses are shown in the overlay,
with those relating to the West Midlands emphasized in a dark shade. It is clear that there
are differences between the solutions according to the variables used. These are likely to be
especially acute when variables are selected or deselected according to a particular domain
as is the case here. But these differences also appear to be geographic, with regions to the
South East being ‘closer’ to the West Midlands in terms of their energy attributes than their
other characteristics, while most of the other regions are more dissimilar than is the case
with the 15 variable solution. London and SE ‘nudge’ towards the West Midlands when
these characteristics are the focus of the comparison. The local, energy-based, deformation
is implemented in Figure 6.11c. The distances between the focal location—WMids—and
all others are relatively accurate, but this accuracy comes at the expense of a poor global
solution. The glyphs in the overlay show significant stresses between locations other than
the West Midlands.
Producing a map with such strong distortion as that shown in Figure 6.11 is somewhat
questionable. But the visual effect achieved may be useful in helping individuals with a
focus on one place—their location—consider its attribute relationships with other places
concurrently and geographically as they move closer together and further apart. This is
not possible with more abstract and less spatial graphics. This idea of places moving in
relation to their dissimilarities with one another gives rise to a metaphor with behaviour
nudging, which has been shown to occur in response to visual stimuli [80] and is being
explored as a means of effecting behaviour change in the energy domain [9, 17, 24].
We can explore the effects of using different variables and changing the weights applied to them through the deformation. For example, Figure 6.12 shows a globally deformed map in which the six energy variables have twice the weight of the housing and
population characteristics in determining the dissimilarities. The displacement vectors
show how these locations differ from an alternative solution, one that uses the nine other
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Figure 6.12:
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Energy
(DECC)
Energy
Otheradditional
Census (ONS) energy variables, which are doubly weighted as per (a).
Other Remaining
Census (ONS) stresses
are shown with glyphs. Displacement vectors show the locations resulting from a
deformation when energy variables are not considered in calculating distances, as per
the weighting shown in (c).

variables in this case. Here we see deep differences between London and the other regions
in the energy-based solution to which we deform the map. But, through their dispersion
from locations associated with the nine variable solution, the displacement vectors show
that when energy data are emphasised in multivariate analyses at this resolution, better
differentiation between regions may be achieved. This finding supports our efforts to
develop energy based geodemographic profiles that are nationally discriminating.
We consider the global and local deformations presented here sufficiently persuasive
to demonstrate the communicative properties and affect of the deformations and subsequent ‘visual nudging’ through interaction and animated transition. The global deformation could also be applied at a neighbourhood level for nudging small numbers of locations
closer together and further apart under different conditions (as shown in Figure 6.12). This
would help us determine the influence of these variables over differing spatial scales. In
the behavioural context ‘local nudging’, in which energy consumers are compared to their
neighbours, is also known to be particularly effective in reducing energy usage in highconsuming households [9].
Scalable and more accurate dissimilarity deformation by clustering over data as well
as geography. Geodemographic profiles are usually developed at high resolutions (neighbourhood rather than region). In Figure 6.13 the control points for our map deformation
were the centres of the 10 “Territorial Units” (NUTS) of England and Wales mandated
by the European Office for Statistics [91]. The boundaries of these regions can be rather
arbitrary with respect to the underlying pair-wise similarities of a given dataset. To get a
more accurate picture of the underlying data one could attempt a deformation using control
points at the finest level of granularity, but in practice—as discussed in Section 6.2—one
runs into issues of both algorithmic complexity for the deformation, and severe clutter
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Figure 6.13: Scaling example using 348 Local Authority Units associated with the 10 NUTS regions of England and Wales (a) and a spatial clustering results in 9 clusters (b), labelled
1-9 as 30 regions. The deformation is based on the mean value for the 15 variables
for each of the 30 regions with the cluster base map (c) and with the topological map
(d), where remaining stresses are shown with glyphs. Displacement vectors show the
locations resulting from a deformation in (c) and (d).

with respect to the overlays. Instead, we can derive a different clustering of regions based
on both data similarity and geographic distance. By computing such a clustering as a preprocessing step, we can apply our map deformation and overlays efficiently and clearly to
any number of input data points.
We demonstrate this idea for recovering such local detail in Figure 6.13. Instead of the
10 NUTS regions (bold borders) we use the 348 local authority units (LAU) as shown in

112

Visual Encoding of Dissimilarity Data using Map Deformation

Figure 6.13a. For the dissimilarity matrix 𝐷 of the 15 data variables and the matrix 𝐸 of
the squared euclidean distances between each LAU centroid, we apply 𝑘-means clustering
to 𝐷 ∘ 𝐸. We chose 𝑘 = 9 such that the 348 data points are reduced to 9 clusters. Where
these clusters are geographically non-contiguous we split them again leaving 30 distinct
regions whose geographic centres become control points for our deformation (see points
and cluster labels in Figure 6.13b). The ideal-lengths of the edges between these points
are recomputed from the underlying data of their constituent LAU.
The subsequent deformation (Figures 6.13c and d) shows that where data points are
within the same cluster they are pulled together, whilst different clusters are pushed apart.
Comparing Figure 6.10c (equal weighted) to Figures 6.13c and d, we see that Central London, for instance, is in the same cluster (1) as five smaller areas on the south and south-east
coastline, all are densely populated regions. These areas are pulled together instead of all
regions being pushed away from London as noted previously from Figure 6.10c, indicating a truer extent of the homogeneous socio-economic region around London. Some
similarities are also noted, for example Cornwall to the southwest and the west of Wales
are combined in the same cluster (3) and are pulled together as Wales and SW are slightly in
Figure 6.10c. The difference in Figures 6.13c and d is that Wales is split into three distinct
clusters (3, 4 and 6) relating to the underlying data and each is morphed in different directions. Thus, more detail of the underlying data dissimilarity is revealed in deformation
based on this data-derived clustering compared to deformation using the arbitrary NUTS
region centres as control points.
Power grid data in Australia. Power systems are often referred to as the most complex
human-engineered systems ever built. A power-grid is a meshed network of transmission
lines connecting a relatively small number of power stations with a large number of consumer loads. Because electricity is not (or—to date—has not been) economically storable
in substantial amounts, the demand from consumers must be met instantaneously every
moment in time. The economics of the supply side of electricity results in power systems
being traditionally structured with a small number of very large power generators built
close to resources (typically lakes on large rivers or fossil fuel sources such as coal mines
and gas fields).
In Figure 6.14 we use deforming maps to show the dynamic behavior of a power-grid
(conforming to an IEEE 30-bus standard test system) modelling a hypothetical scenario
in-which conventional power-sources are augmented by renewables. In this scenario engineers need to study the dynamics of the system, with particular attention to parts of the
network at or near capacity at different times of the day. Our power network is a graph
with nodes corresponding to generators and consumption points and edges corresponding to physical transmission lines between those nodes. The graph with its undeformed
geographic embedding is shown in Figure 6.14a. Our intention is to deform this map to
better show the network structure and relative line flows at each point in time. We also
need to be able to dynamically morph the map to transition and compare between samples. To achieve this aim we set data edges in our two part MDS stress model as follows.
Data edges corresponding directly to power-grid network edges have their ideal distance
set proportionally to load. Data edges for which there is no source network edge have
their ideal distances set according to the sum of loads on edges across the shortest paths
between their source and target. This follows the Gansner et al. [61] model for adapting
stress-minimization to achieve clear graph layout.
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Figure 6.14: Power-grid network in its geographic context: undistorted for the baseline load at midnight (a) and deformed to highlight peak-load (b). Generator nodes are red. Tapering
of edges indicates direction of flow. Thickness of the edge indicates total flow on the
edge. Edges are coloured red when they are close to capacity.

To allow engineers to study the dynamic behavior of the system we allow them to
interactively switch between samples and hence between different sets of ideal distances
among nodes. Our deformation method is fast enough to morph the map in real time as
the engineer uses a slider to “scrub” through the data at all time samples. Figure 6.14
shows this slider being manipulated to compare loads between midnight and midday. A
histogram is coupled to the slider to show total network load over time.
In our initial design for this visualization we followed the MDS practice of trying to
place highly-linked (more-similar) data points more closely. That is, we set desired edgedistance to be proportional to the inverse load so that, as load increased across certain
edges, those edges would become shorter. Hence, geographic regions with heavily loaded
connections would be drawn together. When presenting this design to power engineers we
found that it was contrary to their needs and expectations. Rather, they wanted problem
areas of the map (those where load is high) to be enlarged both to attract more attention
and to support more detailed examination.
We can see this mapping of load to edge-length taking effect in the figures. In particular, at midday (Figure 6.14b) the load is significantly higher than at midnight (Figure 6.14a) and parts of the map are distinctly larger. Originally, our map was always
distorted to show absolute load. In our interviews with engineers, we realised that subtle
changes from one highly distorted figure to another were easily missed. Thus, our final
design for the system uses a baseline load for the undistorted map, for example in Figure 6.14a midnight is taken as the baseline. Then, distortion is based on difference deltas
from this baseline. Figure 6.14b shows the maximally distorted view when the load is
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peak at 4:30pm. The baseline can be reset to any time, thus allowing for small changes to
be examined in detail.
In our system (see accompanying video) the deformation is computed continuously in
a background thread leaving the UI (the slider) responsive at all times. We render each
iteration of the deformation to provide smooth animated transitions, typically in excess of
30 frames per second. When the slider is not manipulated the layout converges in about
half a second (see timings in Section 6.2). Thus, the technique is responsive enough to be
used to monitor data live as it is received during operation of a real power-grid system.

6.6 Limitations
It is difficult to say that the method scales to a particular number of data points. The
examples presented here, although they have limited numbers of data points, are embedded
in a mesh subdivision of the map with many hundreds of vertices as seen in Figure 6.3a.
In principal, we could have data encoded at each of these vertices. In Section 6.5 we
demonstrated a clustering over the combined data and geographical spaces that allows for
deformation showing high-level dissimilarities between any number of underlying data
points.
A much harder problem to deal with than making the algorithm scale to large numbers of data-points—and a much more pragmatic limitation to scalability—are complex
dissimilarities between those points. That is, when dissimilarities vary greatly and confoundingly from geographic distance, similar points may only be brought close together
through a complex folding of the map. As illustrated in Figures 6.3c and 6.3d, any subsequent deformation of the map is a compromise between faithfulness to the data and
faithfulness to geography while maintaining readability.
As with any visualisation technique where visualising every single data point may lead
to too much clutter or visual complexity, an alternative is to instead aggregate the data. In
our UK case study of Section 6.5 the underlying dataset included 15-dimensional data of
348 geographic regions.

6.7 Conclusion
In this chapter we have presented a fast algorithm for deforming a geographic map such
that distances more closely correspond to underlying data distances. We believe that this
is the first exploration of visualizing multivariate dissimilarity data between many geographic points through map deformation. Previous work on map deformation has looked
at single-variate data or deformation to show dissimilarity with respect to a single point (a
much simpler problem). Other techniques were used to show dissimilarities that are less
decoupled from geography, for example travel times or metro maps, which was done with
diffusion based methods much slower than ours.
In exploring the applications to real-world data we quickly came to realize that, when
the data topology is very different from its geography, there is a severe trade-off in terms
of how far you can distort the map before it becomes unrecognisable. As a result, the
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visualisations presented here double-encode dissimilarity with visual overlays in addition
to the map deformation.
We created an interactive system that uses this double encoding and presented
case studies showing its effectiveness when exploring complex multivariate datadissimilarities. The system gives domain experts an engaging way to interact with their
data and gain new insights into its structure.

7
Concluding Remarks
In this thesis we explored problems related to the construction and visualization of
geographic graphs. We defined a geographic graph as a graph which has locations associated with its vertices. In such graphs weights may be assigned to vertices to encode
geo-referenced data or to edges to quantify the relation between the locations it connects.
In part I we were motivated by the construction of transportation networks and proposed a technique for efficiently computing the greedy spanner on a set of points. A
spanner is a type of geographic graph where the length of any path between two vertices
is at most a small factor larger than their Euclidean distance. As these graphs guarantee a
bound on the maximum detour they are useful in the context of transportation networks.
Where previous algorithms to compute the greedy spanner worked on a sorted set of pairwise distances between points, we used a well-separated pair decomposition as the basis of
our algorithm. This fundamental change was instrumental in significantly reducing both
the space usage and running time of our computation.
In part II we considered the visualization of geographic graphs. We made the distinction between vertex-weighted and edge-weighted geographic graphs. To visualize
vertex-weighted graphs we studied area cartograms. In particular we looked at mosaic
cartograms: a type of area cartogram which uses simply connected sets of tiles to represent the regions of a map. The size of a region—which can be easily judged at a glance
by counting the tiles—is used to encode the vertex weights.
Aside from encoding the correct weight, one of the big challenges of making good
area cartograms is to ensure that the regions are recognisable. The two main strategies to
achieve this are: to ensure that region adjacencies are maintained and to use shapes which
resemble the geographic area for the different regions. We first considered the impact that
maintaining the correct topology (region adjacencies) has on the size and complexity of the
cartogram as a whole. We found that there is a trade-off between complex drawings which
can encode the correct adjacencies using a low number of tiles and simple, structured
looking drawings which need more tiles to ensure the correct topology.
Next we considered the shape of a single region. We considered how to represent
arbitrary polygons as a configuration of tiles such that the resulting shape is similar to the
original input. We developed two techniques targeting two different similarity measures:
the Hausdorff distance and the Fréchet distance.
In the last chapter of Part II we proposed a technique for the visualization of edgeweighted geographic graphs using linear cartograms. Whereas area cartograms use the
size of regions to convey their associated vertex weights, linear cartograms move locations
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on a map to encode edge weights as distances. We used map deformation techniques to
smoothly adjust the map as the locations are moved to ensure that the geography remains
recognisable.

7.1 Main findings
The greedy spanner. We proposed a new algorithm to compute the greedy spanner in
linear space. The fastest algorithm to compute the greedy spanner [20] requires quadratic
space and 𝑂(𝑛 log 𝑛) time. Our algorithm has a running time of 𝑂(𝑛 log 𝑛). At the
cost of a single log factor in the running time we reduced the space usage dramatically,
thereby removing the biggest obstacle in many practical applications.
Although a spanner is defined globally we found a local characterization which we
used to significantly improve the expected running time of our greedy spanner calculation. We observed that in practice the greedy spanner has many short edges, which can be
computed locally and quickly. Using our characterization the proposed algorithm searches
for certificates excluding most of the potential long edges from being part of the greedy
spanner. This allowed us to significantly reduce the number of computations needed, resulting in a 𝑂(𝑛 log 𝑛 log log 𝑛) expected running time on uniformly distributed point
sets. During our experiments we observed that this near linear running time is achieved
for most point sets encountered in practice.
Finally, we used our characterization to give a 𝑂((𝑛 + |𝐸|) log 𝑛 log log 𝑛) expected
time algorithm on uniformly distributed point sets that determines whether the edge set 𝐸
induces a 𝑡-spanner on the points, making it the first sub-quadratic time algorithm for this
problem that does not make assumptions on 𝐸.
Area cartograms. We defined a complexity measure for mosaic drawings expressing
the compactness of a drawing. This measure is defined in terms of the complement of
a mosaic drawing with respect to its bounding rectangle. This complement consists of a
number of simply connected sets of ‘unused’ tiles which we call channels. We define the
channel complexity of a mosaic drawing by the number and complexity of its channels.
A visually simple and structured drawing might have a few straight channels whereas a
complex drawing might have many channels with complex shapes.
We investigated the trade-offs between the channel complexity of mosaic drawings
of outerplanar graphs and their size (which is measured as the area of its bounding rectangle). We showed that outerplanar graphs drawn without channels may require 𝑂(𝑛 )
area. When restricted to the use of straight channels we proved that outerplanar graphs
with 𝑘 ears may require Ω(min(𝑛𝑘, 𝑛 /𝑘)) area. We also presented an algorithm to draw
outerplanar graphs with 𝑘 ears in 𝑂(𝑛𝑘) area with L-shaped vertex configurations and
straight channels. Finally we showed that L-shaped channels are strictly more powerful
than straight channels, but may still require Ω(𝑛 / ) area.
We also considered the problem of representing polygons as a configuration of tiles.
We investigated two similarity measures; the Hausdorff distance and the Fréchet distance.
The Hausdorff distance between polygon interiors and between polygon boundaries both
exist and are different measures. We showed that any simple polygon 𝑃 admits a configuration 𝐶 with 𝑑 (𝑃, 𝐶) ≤ √2 and 𝑑 (𝐶, 𝑃) ≤ √2 using unit tiles (with 𝑑 (𝑃, 𝐶)
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the directed Hausdorff distance from 𝑃 to 𝐶). Furthermore, the constructed configuration
satisfies the same bounds between the boundaries 𝜕𝑃 and 𝜕𝐶. As the resulting configurations are often not intuitive we extended our construction using heuristics which reduce
the symmetric difference without influencing the Hausdorff bound.
We also investigated a method to compute a configuration whose boundary has low
Fréchet distance to the input polygon boundary. We showed that not all polygons admit a
configuration of bounded Fréchet distance and proposed a fatness condition on the input
polygon. Finally, we presented an algorithm to compute a configuration whose Fréchet
distance is constant with respect to the fatness of the input.
Linear cartograms. To visualize edge-weighted geographic graphs we studied linear cartograms. In particular, we proposed a new technique for deforming a mesh using topologypreserving multidimensional scaling (MDS). We presented a method for computing a map
deformation at interactive speeds by combining this technique with hardware-accelerated
texture mapping. Using a complete dissimilarity graph as input, the method converges to
a low stress configuration where location distances correspond as close as possible to the
edge weights.
The method can be configured to limit the amount of deformation to ensure that the
map remains recognisable. This allows the user to balance a highly deformed map where
distances are closer to the edge weights with a less deformed, more recognizable version
where the edge lengths are less indicative of the weights.
We augmented the deformed map with various visual overlays including a reference
grid, displacement vectors (which help to preserve the mental map), and glyphs indicating
any remaining stress. Different case studies on real-world multivariate data were presented
to show the effectiveness of the method.
Where the dissimilarities correlate to the geography of the underlying map we found
that a simple reference grid was often sufficient to interpret the data. However, when the
dissimilarities are unrelated to the geography, our method is often not able to sufficiently
satisfy all distances without violating the map topology. It is in these cases that additional
visual overlays such as our glyphs become more important.
The interactive nature of the algorithm made it possible to adjust weights on the fly
while analyzing multivariate input data. This opened up the possibility to easily compare
different deformed maps based on different weight configurations. In such cases using
displacement vectors greatly helped to point out interesting changes.

7.2 Looking forward
The algorithms described in this thesis cover a variety of problems related to geographic
graphs. In each chapter we solve a new problem but each new insight also raises new
questions. Here we consider some of the open problems and extensions to the different
chapters.
The greedy spanner. The greedy spanner algorithm presented in Chapter 2 avoids computing all pairwise distances by first considering well-separated pairs. As a result it achieves
its linear space usage. The algorithm is set up as a framework which requires near-linear
time and linear space and a subroutine solving the bichromatic closest pair with dilation
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larger than 𝑡 problem. The subroutine is called a linear number of times by the framework.
We give such a subroutine which runs in near-linear time resulting in the 𝑂(𝑛 log 𝑛)
running time for the algorithm.
If there is a faster way to compute this bichromatic closest pair problem (possibly
tailored to a specific category of point sets), this would immediately lead to a faster way
to compute the greedy spanner using our framework. If an (amortized) sub-linear solution
can be found this would lead to a faster algorithm than is currently known.
In Chapter 3 we continued to improve upon the algorithm by modifying it to work in
two phases to target short and long edges separately. We showed that in expectation the
greedy spanner, computed on a uniformly distributed set of points in the Euclidean plane,
contains only short edges. Although we focussed on the plane we expect the argument to
hold for higher dimensions as well. Furthermore, the experiments suggest that in practice
most point sets consist almost solely of short edges. An interesting research direction
would be to characterize the types of point sets which have only short edges in their greedy
spanner. In such sets the edges connected to each point could be computed using only local
information.
Area cartograms. We investigated the trade-offs between two complexity measures for
mosaic drawings of outerplanar graphs: channel complexity and area. A straight forward
extension to our research would be the consideration of more complex graphs. One could
for example ask if straight channels are still sufficient to encode the correct adjacencies of
an 𝑚-outerplanar graph with 𝑘 ears within 𝑂(𝑛𝑘) area if 𝑚 is constant? Ideally the results
would be extended to arbitrary planar graphs.
However, there are also some intriguing open questions remaining for outerplanar
graphs. We already mentioned the question of finding a non-trivial upper bound for the
area of simple mosaic drawings using only L-shaped channels. The construction of our
lower bound for drawings with L-shaped channels consists of two parts: a subgraph which
requires Ω(𝑘, 𝑛/𝑘) width and height and a subgraph which requires Ω(𝑛 / ) width or
height. The first part applies to any mosaic drawing with constant complexity channels. It
would be interesting to investigate if the construction of the second graph can be modified
to generalize the lower bound to any channels of constant complexity.
We know that linear area can be achieved if there are no restrictions on channel complexity. A final question to answer for outerplanar graphs could be: how complex do
channels need to be to achieve linear area?
Next we considered the problem of representing polygons using a configuration of
tiles. Using heuristics we greatly improved the result of our Hausdorff algorithm, however,
the Fréchet algorithm still struggles with narrow polygons. What are good heuristics to
also improve the output of the Fréchet algorithm without compromising its bounds? We
also observed that the placement of the input polygon with respect to the grid on which our
tiles are placed can significantly influence the quality of the output configuration for both
algorithms. Can we algorithmically optimize this placement to achieve the best results?
Finally, the key question remains: can we use the insights gained from our investigation into these two subproblems to compute mosaic cartograms with correct topology,
minimal error, and configurations that are very similar to the geography?
Two general approaches come to mind. One can compute an unweighted mosaic drawing first to correctly encode the topology of the graph. By using local moves the configurations can then be grown or shrunk while molding them into shapes that resemble the
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geography. These moves have to be carefully applied to ensure no configuration adjacencies are added or removed. Such an approach was used by Cano et al. [36] and proved to
give good results in practice. Alternatively, one can construct the configurations first and
then try to piece them together into a cartogram while only changing a small number of
tiles. However, it seems harder to ensure that the correct topology is encoded with this
strategy.
Linear cartograms. The interactive performance of our method is particularly important because of the complexity of dissimilarity analysis. In the analysis tasks described
in Chapter 6, this interaction was crucial in finding interesting geographical anomalies.
There are many more possibilities for direct interaction with the mesh that defines geographic stress, for example the user could be allowed to create tears in the mesh to free
the map to “open up” in ways that permit a much lower data stress solution to be reached.
Another idea is to make the glyphs themselves interactively interrogable to allow, for example, the user to drill into details about the error it represents.
Currently our system only shows a single map view at a time. Much of the analyses
described in our case studies involved transitioning between various stored states in order
to visually compare them. Another option would be to use a small multiples display to
support static comparison, just as we have used side-by-side figures to support comparison
in Chapter 6.
We explored applications that attempted serious analysis using map deformation, but
perhaps another area of future exploration should be communication. That is, using these
kinds of techniques to tell the story of data’s place in the world. There are many other areas
of future work associated with the underlying technique. For example, investigation of
different mesh constructions including hexagonal meshes or meshes aware of underlying
geography such as coastlines, rivers, or county lines. Also, there are many optimizations
that are possible for the algorithm such as multilevel schemes to decrease algorithmic
complexity.

7.3 A Broader View
Aside from direct extensions to the different chapters there are also some broader research
directions which are worth exploring.
In part I we computed a graph on a set of points, but rarely are we in a situation when
a geographic network is constructed from scratch. Often existing networks are extended
or modified. In such networks not all points are equally important. Take a railway network for example: a big central station through which many trains pass every day is more
important than a small remote station. Similarly, certain routes are used more often than
others. How can we model all this additional data in our graph construction problem?
How do we incorporate the importance of locations into our optimization goals?
When optimizing such a railway network, we are faced with the problem that even
the addition of a single edge can completely change the load of the network as trains are
rerouted to use new and faster routes. Instead of using a maximum dilation for the whole
graph, one could define a limit on the dilation of a path with respect to the load on or
importance of the path.
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Many spanner algorithms compute graphs with a dilation far lower than the dilation
guaranteed by their theoretical properties. As a result they contain many unnecessary
edges. The greedy spanner is quite unique in this regard as all of its edges are required
and removing any of them would violate the dilation requirements of the spanner. Could
a similar greedy approach be used to construct a graph where dilation limits are based on
the load of a path? How can one decide if an edge is needed if the dilation requirement
of a path is only fixed once the entire graph is constructed and the load can be computed
accurately?
Such an algorithm could be used in many geographic graph construction problems,
but it could also be used for their visualization. Spanners have been used to draw links
in a structured manner when creating node-link diagrams [28, 96]. The ability to create
the underlying graph for such a drawing, while taking the links that will be drawn along
it into account, could greatly improve the visualizations.
In part II we investigated the use of mosaic drawings for visualizing vertex-weighted
geographic graphs. Having a low resolution is a desirable property for mosaic cartograms
as this makes it easier to estimate the areas of their configurations or quickly count their
tiles. However, at low resolutions it may be impossible to draw a mosaic cartogram with
correct configuration adjacencies.
This problem is not unique to mosaic cartograms but is shared by all drawing styles
which limit the resolution of regions. Area cartograms which do not limit their resolution,
such as diffusion cartograms [63], may be able to encode the correct adjacencies, however,
such cartograms quickly become unusable as regions are stretched beyond recognition.
However, when considering the area cartograms used in practice, the regions are often
easy to recognize. Many of these cartograms also have correct adjacencies and the areas of
regions are (close to) perfect. Clearly, real-world data is often correlated to the geographic
area of a region. An interesting question is how this could be captured in a realistic input
model?
A simple definition where vertex weights are restricted to be within a certain factor
of the geographic area appears insufficient. When constructing an area cartogram, the
restrictions to the shape of a region depend on the placement and shape of other regions.
As more regions are added, these restrictions may add up and constrain the shape of the
new region to such an extent that either recognisability or the correctness of adjacencies
has to be sacrificed. Perhaps a realistic input model which describes the relation between
weight and geographic area on a more global level—instead of a per-region level—can
prevent such shape restrictions from compounding.
When the data simply does not allow for an area cartogram which respects adjacencies and has recognisable regions, one of the two needs to be sacrificed. Fixed shape cartograms such as rectangular cartograms show that the recognisability of a region depends
on more than just shape. If the user is familiar with the geography, are correct adjacencies
and relative position sufficient to identify regions? Can we improve the recognisability by
drawing some landmarks or selectively labeling regions? How would we pick the regions
to label?
If we are able to answer the questions posed above we can use such a realistic input
model to analyze techniques that aim to preserve region shapes and give bounds using
different distance measures. Furthermore, the development of such a model might also
give insights which can be used to develop new types of area cartograms. When needed,
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such cartograms could be augmented with the addition of a small number of landmarks or
labels. The resulting visualizations would be an effective and compelling communication
tool that can reach a broad audience.
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Summary
Geographic Graph Construction and Visualization
A graph is the mathematical abstraction of a network. It consists of vertices and edges
connecting those vertices. A geographic graph is a graph where vertices are associated
with locations. An example of a geographic graph is one modelling a road network: the
vertices correspond to intersections and the edges to the roads connecting them. In this
thesis we consider several questions regarding the construction and visualization of such
geographic graphs.
Constructing Geographic Graphs
In the first part of this thesis we consider the efficient construction of geographic graphs.
That is, we consider the task of computing a set of edges to connect a given set of points.
In particular, we propose new algorithms for the computation of the greedy spanner on a
set of points. The greedy spanner is a specific graph resulting from repeatedly adding an
edge connecting the closest pair of points that fit a specific condition.
The greedy spanner has proven to have many good properties when used in the context
of geographic graph construction. It can connect vertices using very few edges while
guaranteeing that, between any pair of points, the shortest distance along the graph is small
compared to the geometric distance between those points. However, existing algorithms
to compute the greedy spanners are expensive in terms of computation time as well as
memory requirements.
By using the well-separated pair decomposition as the underlying structure for our
proposed algorithm, we significantly decrease the memory requirements of the computation. Furthermore, we identified a specific structure among greedy spanners computed on
different point sets. We used this structure to formulate a geometric property that can be
checked locally and quickly for each point. Using this property we can exclude the existence of large groups of potential edges connecting to that point in the greedy spanner. As
such, we can avoid most of the expensive computations needed to search for these edges,
leading to a big improvement of the running time of our algorithm.
Visualizing Geographic Graphs
Computers can perform a wide range of computations at amazing speeds, however, for
many decisions the insights of a human are still required. To make informed decisions
about geographic graphs it is important to understand their structure. A good visualization
can prove to be invaluable in conveying the properties and structure of these graphs to the
user.
When dealing with geographic graphs, vertices often have predefined positions and a
geographic context. Hence we explore graph representations on or as maps. We pursue
two different types of visualizations, targeting two categories of geographic graphs. For
vertex-weighted geographic graphs we consider area cartograms and for edge-weighted
cartograms we designed a system for visualizing them as linear cartograms.
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Area Cartograms. Area cartograms are a type of thematic map where the regions of the
map are scaled such that their areas correspond to the underlying data. In the context of
vertex-weighted graphs, the vertices are encoded as regions and their edges as adjacencies
between those regions: the cartogram is a contact representation of the graph. We consider a specific type of area cartogram: mosaic cartograms. Mosaic cartograms represent
their regions using a mosaic drawing. In a mosaic drawing, vertices are represented by
connected sets of tiles called configurations. One of the advantages of using this drawing
style to create a cartogram is that it makes the areas of configurations countable, and as
such allows the user to quickly and accurately determine the associated values.
We first consider a complexity measure for mosaic drawings of unweighted graphs, i.e.
drawings where there are no requirements on the number of tiles in each configuration.
This measure expresses the complexity of a drawing in terms of its complement. We
find that less complex drawings need more tiles to encode the correct graph. As such,
we investigate the trade-off between small, complex drawings and big well-structured
drawings.
Next, we consider the problem of creating mosaic drawings whose shape is similar to
a given input shape. In area cartograms it is important that the regions are easy to identify.
By using configurations which are similar to the geographic regions which they represent,
a mosaic cartogram can convey the structure of its underlying graph at a glance.
Using the region outline as the input for our algorithms, we compute a configuration
which is similar to the input with respect to specific similarity measures. We investigate
two of these measures: the Hausdorff distance and the Fréchet distance. We prove that
minimizing the Hausdorff distance is NP-hard and propose an algorithm that computes a
configuration with low Hausdorff distance to the input. We show that not all inputs admit
a configuration with low Fréchet distance and propose a fatness condition on the input.
Finally, we propose an algorithm which computes configurations whose Fréchet distance
is constant with respect to the fatness of the input.
Linear Cartograms. To visualize edge-weighted geographic graphs we considerer linear cartograms. Whereas area cartograms scale regions to encode vertex weights, linear
cartograms deform the map such that the distance between locations corresponds to edge
weights. We propose an algorithm that deforms a mesh using constraint multi-dimensional
scaling (MDS). Using hardware accelerated texture mapping the map is drawn onto the
mesh. In contrast to normal MDS our constraint version ensures that the topology of the
mesh, and hence the deformed map, is preserved.
We created a system to demonstrate and evaluate our algorithm in practice. By using
sparse matrix computation for our MDS we achieve interactive speeds, allowing the system to respond directly to user input. This makes it possible for the user to adjust weights
on the fly while analyzing multivariate input data. As complex weighted graphs can not
be encoded in the two dimensions of our deformed map, we augment our visualization
using several overlays. We introduce glyphs to show any remaining errors as well as a
reference grid and displacement vectors which both help to preserve the mental map, as
our algorithm deforms the geography.
We conclude with an experimental evaluation where we use our system to analyze
complex real-world multivariate data (socioeconomic data from the UK) and to convey
the structure of a dynamic weighted geographic network (a power-grid in Australia).
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