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Abstract
Process mining is the area in computer science engineering aiming
at discovering, monitoring and improving business processes. Comparative process mining focuses on finding differences between two
processes, often in terms of key performance indicators e.g. duration
of the process. This thesis presents a case study performed on logistic event data originating from Jan de Rijk Logistics. The thesis
provides an assessment of the usefulness of current process mining
techniques on comparative process mining tasks. The usefulness of
these techniques is tested by answering business questions defined in
collaboration with Jan de Rijk Logistics. We propose a tool, that offers the possibility to project geographical event logs on a map. The
tool supports various techniques to manipulate the data and the projection of the data. The tool is able to project geographically-enriched
events on a geographic map. In this way, the proposed tool highlights
the locations in which most of process events occur. Also, it allows
one to see the process geographic trajectories, namely the geographic
paths along which events occur.

1

Acknowledgments
First of all, I would like to thank my supervisor Massimiliano de Leoni for
guiding me during my graduation project. Your guidance and advice have
always been useful and helped me finishing my project, with this thesis as a
result. I also would like to thank Bas van Zelst, acting as my daily supervisor. Thank you for always being available to help me out when I got stuck.
Your tips and tricks helped me to improve each aspect of my project, from
presentations to programming and everything in between. Additionally, I
would like to thank Albert Veenstra for joining the assessment committee.
I want to thank the people at Jan de Rijk Logistics for helping me out
with any questions on the dataset. In particular, I want to thank Juma Al
Maskari. Thank you for your sincere interest in my project and for your
great, friendly attitude.
I also want to thank my parents for loving and supporting me throughout
my studies and for never giving up on me. I want to thank my brother and
sisters for being my brother and sisters. I am thankful for my friends which
have been around during all of my studies. Thank you for making this time
such an enjoyable time and for all the great memories.

2

List of Abbreviations
TU/e : Eindhoven University of Technology
BPMN : Business Process Model and Notation
JdR : Jan de Rijk Logistics

3

Contents
1 Introduction
6
1.1 Thesis Motivation . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.2 Project Goal . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8
1.3 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2 Related Work
2.1 Process Mining . . . . . . .
2.2 Comparative Process Mining
2.3 Feature Prediction . . . . .
2.4 Tools . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

3 Comparative Process Mining in Logistics, A Case Study
3.1 Case Study (Sub-)Research Questions . . . . . . . . . . . . .
3.2 Data Acquisition and Preparation . . . . . . . . . . . . . . .
3.2.1 Terminology . . . . . . . . . . . . . . . . . . . . . . .
3.2.2 Data Filtering . . . . . . . . . . . . . . . . . . . . . .
3.2.3 Data Manipulation . . . . . . . . . . . . . . . . . . .
3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.3.1 What behavioral differences can be found between fast
logistic executions and slow logistic executions? . . .
3.3.2 Is there a relationship between the starting time and
duration of a shipment? . . . . . . . . . . . . . . . .
3.3.3 What correlations can be found with respect to performance of the process? . . . . . . . . . . . . . . . . .
3.4 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.

11
11
13
14
16

.
.
.
.
.
.

17
17
18
19
19
21
25

. 26
. 34
. 36
. 38

4 Geographical Log Comparison: A Visual Tool for the Purpose of Comparative Process Mining
4.1 Requirements for a Geographical Visualization Tool . . . . . .
4.2 Use of the Geographical Vizualization Tool . . . . . . . . . . .
4.3 Application of the Tool to the Case Study . . . . . . . . . . .
4.3.1 Finding Most Occurring Trips . . . . . . . . . . . . . .
4.3.2 Finding Behavioral Differences in Trips Through Coloring . . . . . . . . . . . . . . . . . . . . . . . . . . . .
4.3.3 Finding Behavioral Differences in Routes . . . . . . . .
4

39
39
40
42
43
43
44

5 Conclusion
46
5.1 Main Findings . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
5.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
6 References

50

5

1

Introduction

Most companies nowadays store large amounts of data extracted from their
information systems. This data is stored in a so called event log. An event
log is a set of cases, where each case has an associated recorded trace of
events through the process [1]. By storing this information in event logs,
companies can keep track of the execution of their processes in great detail.
Think about a logistic company being able to track where a certain truck
currently is, and check whether a shipments arrives on time.
Process mining [2] is an area in computer science engineering aiming
at discovering, monitoring and improving business processes [3]. By using
process discovery techniques on event logs, a model representing the process
of a system can be extracted and visualized [4][5]. Process discovery can be
performed without having any knowledge of the process itself.
The discovery of processes gives the opportunity to get an insight in these
processes. One technique to gain insight of a process is by using conformance
checking. In conformance checking we compare a process model with input
data, like an event log [6][8]. The process model describes the behavior of the
process as it is intended or expected. The event log is actual data extracted
from information systems. The comparison shows us whether, and to what
extend, the process model and the event log are aligned. A process model and
an event log are aligned if all behavior in the event log is also described by the
process model. If the process model and the event log are not aligned, one
might consider to improve the process model. Alternatively, the execution of
the process might be changed.
Process mining also involves the improvement of processes and process
models. One benefit of optimizing processes can be the reduction of costs.
Optimization is a very broad term, however. A process can be optimized
in terms of costs, time, used resources and other factors. By analyzing the
process, shortcomings in the system can be found and improved. An example
of such an improvement is hiring more people in order to make a certain
activity complete faster. Processes models can also be improved by changing
a process model to more realistically describe the actual process.
Comparative process mining [13][14] is mainly aimed at the monitoring
part of process mining. In comparative process mining we compare event
logs representing underlying process with one or more event logs of similar
processes. The goal of such comparison is to find out why one process per-
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forms better than another. As an example, say we have two similar hospitals.
We could analyze how long it takes for a patient with a certain disease to get
cured in both hospitals. Say in hospital A it takes 10 days to be cured, while
in hospital B it takes up to 20 days. By comparing what happens between
the time a patient is being taken in and being cured, we aim to find where the
shortcomings are. Hence, the comparison of processes does not necessarily
require two different processes, i.e. multiple executions of the same process
can be compared as well. In case we aim at intra-process comparison, we
typically split the log on some comparison attribute like case duration or
costs. Now that two different event logs are created, we can find out what
causes the differences in execution times.
In this thesis we focus on comparative process mining in logistics. Logistics aims at moving resources from one place to another. These resources can
be material, personnel and information. What makes comparative process
mining in logistics interesting is that it deals with processes with a geographic
aspect. This means the geographical aspect can be exploited by projecting
events on a map and finding where the bottlenecks of a process lie.
This thesis is the result of a graduation project carried out at Eindhoven
University of Technology (TU/e). The project consists of two stages:
1. A case study, using real data originating from a logistics company’s
information system, towards the applicability of existing comparative
process mining techniques to the field of logistics.
2. The Development of a Tool that visualizes geographical-enriched
data from an event log. The tool aims at improving a user’s ability to
spot (significant) differences between similar executions of a geographical process.
This chapter introduces the context of the project in Section 1.1. The
project goal along with three research questions are introduced in Section 1.2.
At the end of this chapter, in Section 1.3, the structure of this thesis is
presented.

1.1

Thesis Motivation

One way to improve processes is finding out why some executions are faster
than others. Within a process, multiple factors can influence the execution
time. A bottleneck, e.g. a malfunctioning resource, can have a negative
7

impact on the execution time of a process. How “good” a process really
is, is not always defined by its execution times, however. There might be
other factors in a process which are more important than the execution time.
In some cases, costs or success of treatment of a patient might be more
important than the effective duration of a process. By using comparative
process mining techniques a comparison of event logs of similar processes can
be made. It also enables the possibility to discover what causes one process
execution to be “better” than another similar process execution. There might
be multiple factors that influence the behavior of a process. Comparative
process mining techniques aim at finding these differences, showing how a
process can potentially be improved.
In this thesis we explore the applicability of comparative process mining
techniques to logistic event data. Logistic event data is interesting in the
sense that it adds a geographic dimension to the event logs. As Alain de
Lille once said: “Omnes viae Romam ducunt”, all roads lead to Rome. In
logistics one might ask the following question in reaction: “Which road to
Rome is the most efficient one?”. With comparative process mining we try
to find this most efficient route, by comparing all trips from a given city
to Rome. Comparative process mining techniques might give us an insight
in what roads to take, which cities to skip or what vehicle to use on the
way to Rome. The geographic dimension of logistic event logs gives us the
opportunity to visualize a logistic process on a map.
Current process mining techniques take the location dimension as “just
another feature” of the event log. We want to exploit this geographical
feature to project it on a map. By doing so, we are able to make problematic
clusters like cities or connections easily visible. This allows companies to do
a quick analysis of their logistic processes.

1.2

Project Goal

This project aims to asses the applicability of comparative process mining
techniques to logistics. The goal is to asses how effective and applicable
existing (comparative) process mining techniques are for performing comparative process mining. We focus on the applicability of existing process
mining techniques on data originating from the field of logistics. While this
comparative approach might be applicable to non-logistic event logs as well,
this project focuses solely on logistic event logs. We assess the applicability
of existing comparative process mining techniques by means of a case study.
8

Based on the lessons learned from the case study a tool is devoloped which
takes the geographic dimension of logistic event logs into account. We want
to explore and try to exploit the geographic nature of these logistic event
logs. The goal of the tool is to be used as a management dashboard, showing
important data in an easy, fast and understandable way.
In this project logistic event logs are analyzed. In order to assess the applicability of existing comparative process mining techniques on logistic data,
the following research questions have been formulated:
1. How effective are existing comparative process mining techniques at finding significant differences in terms of performance of similar logistic process executions?
We want to assess how existing process mining techniques can help us
to find differences between the event logs of two (or more) processes.
Furthermore, we want to know if we can make meaningful statements
based on the results of existing process mining techniques.
2. How effective are existing comparative process mining techniques at finding correlations between data attributes of trips
and performance?
In order to improve a process we have to define what is considered the
performance variable of the process. Our focus will be at the duration
of a trip. We want to assess the effectiveness of existing process mining
techniques at finding correlations with respect to the performance of a
trip.
3. Is the geographical dimension of logistic data exploitable with
comparative process mining?
In existing process mining techniques a location is considered one of
the many features of a dataset. We try to exploit this geographical
dimension by using the location to visualize a dataset on a map.
The project consists of three stages; preparation, research and development
of a route visualization tool, see Figure 1. The preparation stage is aimed
at getting familiar with the data and getting a thorough understanding of
the tools to be used. The research stage is the core stage of this project.
During this stage the various data sets are analyzed based on the formulated
research questions as presented above. During this stage we often go back
9

Figure 1: Outline of this thesis
and forth between analysis, feedback and preprocessing as we learn about the
applicability of comparative process mining techniques. In the last phase of
the project we develop a route visualization tool which works on an arbitrary
data set containing geographic locations/coordinates.

1.3

Thesis Outline

In Figure 1 the outline of the remainder of this thesis is shown. First, our
work is put in context with related work in Section 2. Next, a discussion of the
analysis of the results of our research is presented in Section 3. This is where
we answer the research questions as formulated in Section 1.2. Section 3 is
part of the case study stage. Section 4 explains the need and realization of
a tool that visualizes routes on a map and is part of the development stage
of the project. Finally the main findings and conclusions are presented in
Section 5.
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Figure 2: A visual representation of process mining

2

Related Work

In this section an introduction of the field of process mining is given. An
explanation of its applications and an introduction of existing process mining techniques is given. Second, an introduction into comparative process
mining is given, explaining how it differs from non-comparative process mining. Lastly, existing process mining tools which helps us performing process
mining tasks on data sets are introduced.

2.1

Process Mining

Process mining is defined as the area of computer science aiming at discovering, monitoring and improving of processes [3]. In Figure 2 a visual
representation of process mining can be found. In the left-top corner, we see
a cloud representing the “real world”. The processes executions are taking
place in the real world and are recorded into event logs by various (software)
systems. From these event logs, a process model can be discovered, it is possible to check if the real world process executions conform to a given process
model, and existing process model can be extended and enhanced.
For the discovery of the model, no prior knowledge of the process is
needed. There exist various miners to extract a model from an event log.
11

Figure 3: Example of a trace in XES format
Most notable miners are: the alpha miner [19, 20, 21, 22, 23], heuristic miner
[24], Integer Linear Programming (ILP) Miner [25] and the inductive miner
[26, 27, 28]. All these miners are available as plug-ins in tools as the ProM
Framework [10, 11] or Apromore. The ProM Framework is an extensible
framework which supports various plug-ins. ProM allows users to import
files of different file types and perform analyses on these file types. Apromore
is similar in the sense that it allows users to import event logs and perform
various analyses on the data.
ProM converts event logs of any format (e.g. CSV) into event logs of the
eXtensible Event Stream (XES) format [29]. An example of a trace in XES
format can be seen in Figure 3. In the example there is one trace, which has
only one event. This is indicated by the fact that there is only one opening
tag (<trace >) and one closing tag (</trace >), and same holds for the event
tags. Then, within the event tags, there is a tag for each attribute indicating
the type (e.g. int, date, float), followed by the name of the attribute and its
value.
In order to perform conformance checking [7][6], both a process model
12

and an event log are needed. In conformance checking, we check if the real
world process (represented in the event logs) follow the process model. Conformance checking provides the possibility to check to what extend real world
process follow expected behavior. The ProM Framework has built-in plug-ins
for conformance checking available.
Process enhancement can be performed by changing an original process
model. Enhancements to a process model can be made by updating the
original process model in such a way that it better represents the real world,
for example. Another option is to change the original process so that it better
represents the model.

2.2

Comparative Process Mining

Whereas process mining focuses on discovering, monitoring and improving
of processes, comparative process aims at finding differences between two
process. These two processes can be taken from the event data from two
similar businesses, or can even be extracted from one event log. Extracting
two processes from one event log can be done by splitting them based on
predetermined features (e.g. case duration). One of the goals of comparative
process mining is to improve processes. When comparing two processes, the
aim is to find why one of the two processes performs better in terms of some
predetermined characteristic. There exist two variants of process comparison:
Model-based or Log-based comparison. The two variants are different in the
way that one uses a model as input, where the other takes an event log as
input.
Model-based comparison [30, 31, 32, 33] is based on control-flow comparison. This means that model-based comparison focuses on comparing the
similarity of the input models. Model-based comparison techniques can also
start by extracting a model from an event log through process discovery.
Model-based comparison techniques check what states and transitions are
present in all models, or absent in one of them. In model-based comparison,
often color coding or thickness of arcs and states is used to indicate (significant) differences. One downside of using model-based comparison is that this
comparison is based mostly on the structure of the input models. It is often
impossible to analyze other process metrics (like frequency or time statistics)
in model-based comparison.
This problem does not occur in log-based comparison [34]. The ProM
Framework contains a plug-in which provides the possibility to compare the
13

Figure 4: Left: Example of a transition system as created by the process
comparator tool with coloring based on frequency. Right: Color scale used
in the transition system.
event logs of two processes. This plug-in is called the process comparator
[13, 14]. The process comparator constructs an transition system based on
the two input event logs, as can be seen in Figure 4. From this event logs
process metrics like frequency and time statistics are extracted and visualized
in the transition system. In Figure 4 the metric of occurrence is used. A red
state or transition indicates the state or transition occurs significantly more
often in X2 than in X1 . This coloring allows a user to quickly see where the
differences of the two input event logs lie.

2.3

Feature Prediction

Process mining is not only concerned with automatically learning process
models from event data. Often, the discovery of process models is just the
first step, leading to other analyses on the event data. When an improvement
of a model is desired, it can be important to find out if there are any bottlenecks in the process. In order to solve these bottlenecks, it is important to
find out why these bottlenecks exist.
14

One way to find out why bottlenecks exist, is by finding correlations
between various process characteristics [15][16]. These correlations can be
based on various aspects:
• Control-flow: e.g. the order in which activities occur.
• Data-flow: e.g. the amount of the load of a truck.
• Time perspective: e.g. duration of a certain activity.
• Organization perspective: e.g.the resource responsible for performing an activity
• Conformance perspective: e.g. skipping a mandatory activity. There
has to be a process model available in order to consider the conformance
perspective.
Many authors have proposed techniques to find correlations within an
event log. Often these techniques are aimed at only one of the aspects
mentioned above. Several approaches focus on the prediction of remaining time of a process based on a partially executed trace [35][36][37]. Others
focus on using predetermined characteristics to predict business performance
[38][39][40]. Another approach focuses on predicting violations with respect
to business constraints [41]. Based on these approaches, a ProM plug-in is
developed. This plug-in is called feature prediction [15][16] and unifies these
ideas into one plug-in.
The feature prediction plug-in aims to predict the values of user specified
dependent variables, based on a number of independent variables. These
variables are taken from the imported event log, and can be taken from the
different perspectives mentioned above. A user specifies of which variables
the plug-in should predict the values. This variable is called the dependent variable. A user also specifies which independent variables to take into
consideration by the plug-in. The plug-in then tries to find correlations between the selected independent and dependent variables. Finally the plug-in
constructs either a regression or decision tree and calculates correlation coefficients.

15

2.4

Tools

With the ProM Framework and Apromore we already introduced two different open-source process mining tools. However, there are also plenty of
commercial tools available on the market which allow us to perform process
mining tasks on event data.
Disco [12] is a fast tool that allows a user to upload an event log and
transform it into a transition system. The tool is powerful enough to perform
basic process mining functions as discovery and basic analysis of a process.
Disco is not as powerful as other commercial process mining tools as
Celonis [42], ProcessGold [43] and Minit[44]. These tools are capable of generating different statistics of the various performance indicators of a process.
These tools are a powerful tool for each of the process mining functions, from
discovery to monitoring of processes.

16

3

Comparative Process Mining in Logistics,
A Case Study

In this section we discuss the case study performed on event data originating
from the logistics field. We apply existing process mining techniques on the
dataset to assess the applicability of these existing techniques on logistic data.
In Section 3.1, we give a short introduction in which we explain the goals of
the case study. Section 3.2 explains the steps taken in the preparation stage.
Here an explanation of the characteristics of the event data is given. Also
an explanation of the different filtering actions performed on the dataset is
given. The results of the case study are presented in Section 3.3.

3.1

Case Study (Sub-)Research Questions

In the case study various process mining techniques on real event data originating from the logistic company Jan de Rijk Logistics (JdR) are applied.
JdR owns a fleet consisting of over 550 motorized vehicles and 750 trailers
and semi-trailers. 1300 People work at Jan de Rijk Logistics at 27 locations
in 24 countries. JdR reports a yearly revenue of D220 million [9].
To answer the three main research questions, three sub-research questions
are defined, which are applicable on the data provided by JdR. The questions
defined below are business questions originating from JdR and generalized
for the case study.
I What behavioral differences can be found between fast logistic
executions and slow logistic executions?
This is the main question we try to answer in this thesis. We want
to know the behavior of fast and slow executions of the process of
significant routes. Finding out the bottlenecks in considered routes
might help a company improving their shipment process.
II Is there a relationship between the starting time and duration
of a shipment
This question is formulated on request of JdR and is aimed at the route
from Rotterdam to Amsterdam. By formulating this question, we try
to find an “optimal window” of trucks leaving Rotterdam. A window is
considered optimal if the total duration of the route is the shortest. We
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expect trucks leaving around rush hours to take longer for delivering
their shipments than trucks leaving outside rush hours.
III What correlations can be found with respect to performance
of the process?
Both too late and too early shipments shipments can influence the costs
of the shipment. The load index - the amount of load a truck has might have an influence on the lateness of a shipment. Finding an
correlation between load index and lateness of shipments might help
the company improve their shipment times. We also try to find if the
driving activity has certain features that influence behavior.
For sub-research question I, existing process mining techniques are applied
on the logistic dataset. If behavioral differences in the different executions
of the process in this dataset can be found, it will prove that current process
mining techniques are sufficient enough to compare similar processes. This
helps us answering main research question 1 (Section 1.2). In order to answer
this question mainly Disco [12] is used, along with various filtering methods
and the process comparator plug-in [13, 14].
Sub-research questions II and III are aimed at finding correlations between various data attributes within the dataset. We try to find a correlation between any attribute within the dataset with performance attributes
like duration of a trip. To find these correlations Microsoft Excel and the
feature prediction tool plug-in [15] are used. These sub-research questions
correspond with main research question 2.

3.2

Data Acquisition and Preparation

The raw dataset used in this case study consists of 116.473 traces and a
total number of 1.048.294 events. This dataset consists of logged events, i.e.
each of the activities have happened in the past, in the real world. In this
section we first introduce some terminology used to talk about the logistic
data. Next, we explain what filtering we applied on the raw data. Finally,
an explanation of the different manipulations that have been applied to the
event log are explained.
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3.2.1

Terminology

Two definitions are used throughout the remainder of this thesis. We introduce a definition for a route and a trip.
The dataset consists of various logistic connections from one city to another. We call these connections routes, and a route is defined as follows:
Definition 1. A route is an offered logistic service from a starting location
A to a destination location B.
In the event log, the offered logistic services do not always follow the same
paths from starting location to destination location. There are multiple ways
to move from a location A to a location B. We call these deviations on a
route trips, which are defined as follows:
Definition 2. A trip is the collection of activities performed between a starting city A and destination city B of a route.
Note that it is possible that two different trips both belong to the same
route. Suppose there is a trip that goes from Amsterdam directly to Frankfurt, and one that starts in Amsterdam, makes a stop in Swalmen and then
continues its road to Frankfurt. Both these trips start and end in Amsterdam
and Frankfurt respectively, however one of the two makes an extra stop. The
trips are different, yet they both belong to the Amsterdam - Frankfurt route.
3.2.2

Data Filtering

In this case study, we focus our analysis on normal behavior of the process.
All unexpected and infrequent behavior is filtered out. For this purpose,
we define a base model, describing normal behavior of the logistic process.
This base model is presented in Figure 5. Any trip that is not compliant
with this model is filtered out and not used in this case study (except for
comparison in Section 3.3.1.4). This model is validated by Jan de Rijk to
represent their logistic process. The model can roughly be divided in three
parts: pre-driving, driving and post-driving. The base model represents what
activities can happen in which order. In the base model, the occurrence of
any one activity does not prohibit the execution of any other activity. More
precisely; if there is a possible path from start to end of the base model, we
allow for that behavior to happen.
19

Figure 5: The black lines represent the BPMN Base model of the analyzed
data set, when we add the red transition, we obtain the extended model.
In most cases a trips starts with either mounting, charterbooking or loading. These events are followed by a driving activity after which various
activities can happen in the driving stage of the trip. Here, activities like
Fueling, resting, clearing, connection and via can happen. When we exit the
driving stage of the process, either a dismounting or unloading activity can
occur, potentially followed by a positioning activity.
A modification of the base model has been used during the case study
too. This modification allows a truck on a trip to dismount its load and (re-)
mount it back later, within one trip. This behavior was found during the
exploration phase of the case study. We presented JdR a trip in which the
trip with an extra stop was faster in terms of durations than a direct trip.
JdR explained that this had to do with drivers having to take a rest after
driving a certain amount of time. In the trips with the extra stops, one driver
20

Table 1: Number of Trips per sub-set of the original dataset
Dataset
Number of Trips
Full dataset
116473
Base Model Mb
24407
Extended Base Model Me
1090
would replace another at the stop. This way, the downtime of the truck was
kept low, shortening the total duration of the trip. We want to compare the
behavior of trips following the base model and those following the extended
model. The extended model is shown in Figure 5. It extends the base model
(the black lines), by adding an extra looping possibility, as indicated by the
red arrow. By doing so, we hope to find out if the duration of the trip is
indeed shorter for trips with a stop as opposed to those which do not have a
stop. As described earlier, a dismounting activity usually indicates the end
of a trip. By adding this extension to the model, a truck can follow the base
model one or multiple times.
By applying the filtering based on behavior of the base model (Figure 5),
we are left with roughly 22 percent of the original dataset, as we can see in
Table 1. Not only behavioral filtering is applied on the event log. For the
purpose of obtaining the most occurring routes, filtering based on these most
occurring routes is applied. The aim is to find commonalities (or differences)
between key performance indicators of the process on various highly occurring
routes.
3.2.3

Data Manipulation

Three types of manipulations have been performed on the original event log.
First of all, the original event log is split into smaller event logs representing
different, most occurring routes. The duration of each of the trips is calculated, as well as the first quartile, median and third quartile for each most
occurring route. The trips of each route are then divided in four quartiles
based on the duration of the trips. Quartile 1 (Qf ) contains the 25% fastest
trips, while quartile 4 (Qs ) contains the 25% slowest trips. This splitting is
shown in Figure 6. In the second type of manipulations, original event log is
transformed into an event log that presents time spent in various cities. The
last type of manipulations consist of adding or altering attributes to/of the
event log.
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Figure 6: Example of splitting of the original event log in smaller event logs.

Rank
1
2
3
4
5
6
7
8
9
10

Table 2: Top ten most occurring
Route
Amsterdam - Frankfurt
Brussels - Amsterdam
Frankfurt - Amsterdam
Amsterdam - London Heathrow
Amsterdam - Brussels
London Heathrow - Amsterdam
Charles de Gaulle - Amsterdam
Amsterdam - Charles de Gaulle
Rotterdam - Amsterdam
Dublin - London Heathrow

routes
Occurrences
2398
1921
1911
1757
1682
1671
1418
1384
912
817

The top ten most frequent trips can be found in Table 2. The rank
of the routes is determined by the occurrence of trips belonging to that
route. Initially, the three most occurring routes were selected for further
analysis: Amsterdam to Frankfurt, Brussels to Amsterdam and Frankfurt to
Amsterdam. The idea of choosing to analyze the most occurring routes, is
that resolving a potential bottleneck on these routes intuitively saves a larger
absolute amount of time/money, than resolving one for a very infrequent
route. Also, the goal of this analysis is not necessarily to improve only a few
routes. The goal is to find any behavior that is common within these routes,
so that a solution (i.e. a change within the process) may be applied to all
routes of JdR.
After discussing these routes with JdR, 2 more routes were added for
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Figure 7: Example of how a timestamp is constructed.
analysis, specifically from Amsterdam to London Heathrow and from London
Heathrow to Amsterdam. This does not invalidate the initial idea to consider
the most frequent routes. The routes that JdR proposed for inclusion are
ranked number four and six among the most occurring routes.
In order to apply comparative process mining techniques to the event logs,
two (different) event logs have to be obtained. For each event log partition
that is retained for analysis, we aim at a comparison of the behavior of the
shortest and longest trips to find the root-causes that yield the longer delivery
times. To this aim, four subsets (quartiles) are created for each route. The
first quartile, Qf , contains all events of the 25% fastest process executions,
while the fourth quartile, Qs , contains all events of the 25% slowest process
executions. By comparing the fastest and slowest 25% we aim to find rootcauses of slow process executions.
A script is created for the manipulation of the original event log into
an event log representing time spent in the different cities. In the original
event log multiple events can happen within one city. The proposed script
creates Start and End activities for each city a truck visits on the trip. Each
activity has one timestamp, representing the start time of the activity. In
the original event log, there is a separate column for the time and the date
of an event. The data value is overwritten, by appending the time. This
resuls in a timestamp in the format: dd-mm-yy HH:mm:ss. An example
of such a manipulation can be found in Figure 7.By converting the original
event log into this Start/End event log, easy to read graphs can be generated
when importing these Start/End logs in the process comparator. The process
comparator tool is able to perform time-based analysis, based on timestamps.
By splitting the event log up in Start and End timestamps for each city, these
time-based analysis techniques of the process comparator can be used.
In Algorithm 1 the creation of Start/End event logs is described in a
pseudo algorithm. First, a Start event for the first From city in the log is
created. For each of the events in the event log, the algorithm first checks
if the event belongs to a new trip. If this is the case, an End is created for
the To city of the previous event and a new Start event is created for the
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Algorithm 1 Algorithm describing how the Start/End event logs are created
event p ← first event from log
create new event log entry nf ← p
append p[From city] + “ Start” to nf
nf [Timestamp] ← p[Start date]
for each event e in event log do
if p[TripID] 6= e[TripID] then
create new event log entry ne ← p
append p[To city] + “ End” to ne
ne [Timestamp] ← p[End date]
create new event log entry ns ← e
append e[From city] + “ Start” to ns
ns [Timestamp] ← e[Start date]
if e[From city] 6= e[To city] then
create new event log entry ns ← e
append e[From city] + “ End” to ns
ns [Timestamp] ← e[Start date]
create new event log entry ne ← e
append e[To city] + “ Start” to ne
ne [Timestamp] ← e[End date]
end if
else
if e[From city] 6= e[To city] then
create new event log entry ns ← e
append e[From city] + “ End” to ns
ns [Timestamp] ← e[Start date]
create new event log entry ne ← e
append e[To city] + “ Start” to ne
ne [Timestamp] ← e[End date]
end if
end if
p←e
end for
create new event log entry ne ← p
append p[To city] + “ End” to ne
ne [Timestamp] ← p[End date]
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From city of the current event. If the From and To cities are not the same
city, End and Start events need to be created for the corresponding cities. If
the event does not belong to a new route, the algorithm only checks if the
From and To cities are the same city. If this is the case, the algorithm once
again creates corresponding End and Start events. After all events have been
processed, the algorithm creates one more End event for the last event in the
log.
A visual representation of how this algorithm works is given in Figure 8.
Say we start with the trip shown on the left. The first event of this trip starts
in KAIS, this means the algorithm creates an event KAIS Start, as depicted
by (1). As a timestamp, the start date from the first event from the original
log is used. The second event is a driving activity from KAIS to BASE. This
means we leave KAIS and enter BASE, which means corresponding end (2)
and start (3) events need to be added. The timestamp of KAIS End becomes
the start date of the driving activity, while the timestamp of BASE Start is
the end date of this activity. Because the next event does not change cities,
and the event after also starts in BASE, no events need to be added to the
Start/End event log. In the last event of the trip, a driving activity from
BASE to VENL occurs, which means corresponding end (4) and start (5)
events need to be added to the event log. Since this is also the last event, a
VENL End (6) event is added to the Start/End log. These timestamps are
used in the comparative study for finding out in what cities slow and fast
trips belonging to the same routes spend significantly more time compared
to other trips belonging to this route.
Data from the planning dataset in combination with the event logs is
used to calculate how late shipments arrived. This lateness is added as an
attribute to the event logs.

3.3

Results

In this section we present the results obtained from our case study. First
we assess if existing comparative process mining techniques can be used to
find behavioral differences between the executions of two event logs in Section 3.3.1. In Section 3.3.2, we analyze if there is a correlation between
the starting time and duration of a trip. Finally, we try to apply existing
comparative process mining techniques on the logistic data hoping to find
correlations between the attributes of the event logs in Section 3.3.3.
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Figure 8: Example of how the Start/End event logs are constructed.
3.3.1

What behavioral differences can be found between fast logistic executions and slow logistic executions?

First, all routes which are not conform to the base model (Figure 5) are
filtered out. The behavior of five most occurring routes is analyzed. Since
we are only interested in these five routes, we then continue by filtering
out these routes. Next, each of the event logs is split into four quartiles
of which the first quartile (Qf ), and the fourth quartile Qs are used. Qf
contains the 25% lowest trip durations, whereas Qs contains the 25% largest
durations. Quartiles 2 and 3 will be taken out of consideration entirely.
By comparing the fastest and slowest executions, we hope to find the most
significant differences in terms of trip behavior with respect to performance
(e.g. duration). Next, the timestamps are updated, so that it contains both
the date and time of an event in one attribute. Next, the split event logs
are transformed into event logs with start and end activities for each city.
Finally, the process comparator plug-in in ProM is used to manually analyze
each of the considered routes. Figure 9 shows a flowchart describing the steps
taken to perform the tasks to answer the first sub-research question.
The goal of the analysis for this sub-research question, is to find what
causes trips to fall into the slow or fast category. By finding what causes
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Figure 9: Flowchart showing the steps taken for answering the sub-research
question.
a trip to be slow, the trip can be improved. During the case study no
focus is put on how to improve the process/trip. The focus is solely on
finding the difference in behavior between fast and slow trips. This analysis
is done with trips that are compliant to the base model, as presented in
Figure 5. The analysis focuses on finding significant differences in terms of
occurrences of states and transitions, duration transitions and elapsed time.
The graphs that show these differences make use of colors and arc/state
thickness to indicate these differences. The meaning of these colors can be
found in Figure 4. For example, when the duration of a certain transition is
significantly shorter in fast trips (X1 ), than the duration of slow trips (X2 ),
the color of that transition is red. The comparison of the different quartiles
is presented in Section 3.3.1.1.
Based on the findings of these analyses, we dive a little deeper by finding
out why the found differences occur. This is done by analyzing the bottlenecks in the process and the results are presented in Section 3.3.1.2.
Finally, we try to find what behavioral differences there can be found
between trips following the base model (Mb ), and an extended model (Me )
in Section 3.3.1.3. We finish this section by comparing the behavior of trips
conforming one of our models (Mb & Me ), and trips not following these
models in Section 3.3.1.4.
3.3.1.1

Quartile Comparison of Routes Conform to the Base Model

The most occurring route in the data set is the route from Amsterdam to
Frankfurt, at 2398 occurrences. We want to perform comparative process
mining techniques in order to obtain significant differences in terms of occurrence, duration and elapsed time. These three metrics have been chosen,
as they give a clear insight in the differences in behavior of the fast and slow
routes. In Figure 10 the statistics as produced with the process comparator
are presented for the Amsterdam - Frankfurt route.
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Figure 10: Graphs for frequency (left), duration (middle) and elapsed time
(right) for the Amsterdam - Frankfurt route
In the left graph of Figure 10, no color differences can be seen for any of
the states and transitions, indicating that there is no significant difference
between the fast and slow routes in terms occurrence of paths taken. This
seems trivial, as there is only one path possible in the model. However, the
process comparator plug-in filters out traces beneath a certain threshold.
Initially, the process comparator automatically filters out transitions and
states occurring in less than five percent of the traces. This threshold is set
to 1% for the graphs in Figure 10. For each of the routes we have been playing
with the threshold so that we obtained graphs as detailed as possible. If the
threshold is set to 0%, the graphs obtained are large spaghetti-like transition
systems, which makes it hard to perform a decent manual analysis.
The middle graph shows the duration of states and transitions. Here a
significant difference can be found on each leg on the route, as indicated
by the orange transition between states AMS Start and AMS End, and red
transitions between AMS End, FRA Start and FRA End. These orange/red
arrows indicate that time spent in Amsterdam and Frankfurt is significantly
lower in fast routes compared to the slow routes. Also the duration of the
actual driving between Amsterdam and Frankfurt is significantly faster in
the fast routes.
On the right, the graph for elapsed time is shown. These graphs are
somewhat correlated to the duration graph. As can be seen in the graph in
Figure 10, from state AMS End until the end of the graph we see a red color
for all states. This corresponds to the red transition between AMS Start and
AMS End in the middle graph.
This analysis is repeated for each of the four other selected routes. The
difference between fast and slow executions of the process often is often
caused by time spent in the starting and/or destination city. Trips of Qs
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Figure 11: Graphs for occurrence of the AMS-LHR (left), and LHR-AMS
(right) trips
spend significantly more time in these cities than trips of Qf .
The route between Amsterdam and London Heathrow (and vice-versa)
contains a significance difference in terms of occurrence of trips belonging
to Qf and Qs . These findings can be found in Figure 11. Here we see that
trips of Qf move over Coquelles (COQU Start/End) and Folkstone (FOLK
Start/End) significantly more often than trips of Qs , as indicated by the
blue color. Similarly, we see that slow trips move over Harwich (HARW
Start/End) and Hoek van Holland (Hoek Start/End) significantly more often
in the event of the route from London Heathrow to Amsterdam. In these
graphs, the thickness of the transitions and states also indicate how often they
occur. As an example, the borders of AMS End are very think compared to
the borders of LGW Start.
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Figure 12: Graphs showing the activities happening in the starting cities,
with coloring based on duration of the events. Taken from routes compliant
to the base model. From left to right: AMS-FRA, FRA-AMS, BRU-AMS,
AMS-LHR and LHR-AMS
3.3.1.2

Cause of Bottlenecks in Routes

We found that the duration of trips is mostly caused by the time spent in
start and destination cities. To understand why these delays happen, we
take a look at what is happening in these cities. Starting with the logs as
created in Section 3.3.1.1, each event log is split into two new event logs:
one containing events happening in the start city and one containing events
happening in the end city.
When looking at the occurrence of events happening in the starting cities,
no significant differences are found. The graphs of the elapsed time give
more information about how the bottlenecks in starting cities are caused. In
Figure 12 the graphs for elapsed time of events happening in starting cities
are shown. From these graphs, it can be seen that both Charterbooking and
Loading cause delays in starting cities.
When looking at the events happening in destination cities, it immediately becomes clear that the main bottleneck here is the Positioning activity.
As can be seen in Figure 13, Positioning occurs significantly more often in 3
out of 5 routes. Futhermore, Figure 14 shows that Positioning takes significantly more time in 4 out of 5 of these routes. From these graphs we can
conclude that the main bottlenecks on slow routes are the Charterbooking
and Loading activities for starting cities, and the Positioning activity for the
destination cities.
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Figure 13: Graphs showing the activities happening in the destination cities,
with coloring based on occurrence. Taken from routes compliant to the base
model. From left to right: AMS-FRA, FRA-AMS, BRU-AMS, AMS-LHR
and LHR-AMS

Figure 14: Graphs showing the activities happening in the destination cities,
with coloring based on duration of the events. Taken from routes compliant
to the base model. From left to right: AMS-FRA, FRA-AMS, BRU-AMS,
AMS-LHR and LHR-AMS
3.3.1.3

Comparison of Routes Conform to Base Model and Extended Model

A similar analysis as in Section 3.3.1.1 is performed on the event logs containing trips conform to the base model (Mb ) and the extended model (Me ).
We are mainly interested to what degree trips conform to Mb differ from
those conform to Me in terms of duration. As explained earlier, during the
discovery phase, a trip that had a shorter duration while having an extra
stop was found. In this section, we try to find if this holds for all of the most
occurring routes. We start by filtering all trips from the original dataset into
two different sets: one set containing trips conform to Mb , and one containing
trips conform to Me . We then proceed by filtering the five trips we are interested in, resulting in 10 different event logs. We then continue to construct
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Figure 15: Flowchart showing what steps have been taken to perform the
analysis of Section 3.3.1.3
the timestamps and transform the event logs into event logs of the start/end
type.
The steps taken are shown in the flowchart in Figure 15. Dotted lines
can be seen coming from state Extended Model Routes, and the states for the
different routes (e.g. AMS-FRA). In order to keep the flowchart readable,
the paths after these states have been omitted from the flowchart. After
Extended Model Routes a route filtering is performed and after each of the
route splitting, Update Timestamps is being performed.
In terms of trip duration no significant differences between the two sets
are found. In Table 3 it can be seen that the durations of the trips conform to
the two models are similar. There is a significant difference in the duration of
the BRU-AMS trip. Furthermore, it is interesting to see that trips conform
to Me are faster in 4 out of 5 routes, while these trips take an extra stop.
Based on this finding we can conclude that having an extra stop on a route
improves the duration of a route.
These extra stops can be seen in the occurrence graphs constructed with
the process comparator plug-in. An example of such result can be seen in
Figure 16. Here a clear distinction between trips of Mb and Me can be seen.
Trips following Mb move from Amsterdam directly to Frankfurt, whereas
trips conform to Me make an extra stop in Swalmen. These extra stops are
found for each route in each of the comparisons of the two models.
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Figure 16: Graphs for occurrence of the AMS-FRA, comparing trips conform
to Mb and Me
Table 3: Durations of trips conform to Mb and Me
Route
Duration Mb Duration Me
AMS-FRA
10h 39m
10h 11m
BRU-AMS
4h 30m
7h 51m
FRA-AMS
11h 01m
10h 38m
AMS-LHR
19h 32m
18h 55m
LHR-AMS
15h 44m
14h 21m
3.3.1.4

Comparison of Routes Conform to Extended Model and
Routes not Conforming Model

The analysis of Section 3.3.1.3 is repeated, now looking at differences between
trips conform to Mb and Me and trips not conform to these models. These
two sets of routes are compared, because we want to find out if trips following
a model perform better than those not following a model. The base model
and extended model have been created to define expected, normal behavior.
Intuitively expected, normal behavior should perform better than unexpected
behavior. If unexpected behavior would outperform expected behavior, the
process might need to be changed.
As can be expected however, the duration of trips following a clear structure of our base models is much lower than those not conforming to our
models. The duration of trips not conform our models can be more than
three times as long, as can be seen in Table 4, for the BRU-AMS route.
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Table 4: Durations of trips conform to model, compared to those not conform
to the model
Route
Duration Mb + Me Duration trips not conform Mb + Me
AMS-FRA
10h 28m
1d 02h 12m
BRU-AMS
6h 05m
19h 54m
FRA-AMS
10h 52m
1d 03m
AMS-LHR
19h 29m
1d 08h 51m
LHR-AMS
15h 25m
1d 04h 36m
3.3.2

Is there a relationship between the starting time and duration of a shipment?

In the first of the two correlation research questions, we try to find a correlation between the starting time of a trip and its duration. If a logistic
company is aware of a time window in which departing time causes significantly lower trip durations, this knowledge can be used to improve delivery
times. In this section, we try to find if such time window exists for the JdR
trips.
Traffic in and around big cities can oppose a big problem for logistic companies. Traffic jams can greatly delay trucks from reaching their destinations.
What is the influence of the starting time of trips on the total duration of
the trips? In order to answer this question we define a new hypothesis:
Hypothesis 3: “trips starting at or around rush hour periods will more often belong
to the group of slow trips than to the group of fast trips”
The ANWB considers rush hour to be the period of time between 7:30 and
9:30 in the morning and between 15:30 and 19:00 in the afternoon/evening
[45]. This is the time most Dutch people go to and leave from their offices
during weekdays.
We want to check if trips starting in/around rush hours have a longer
duration than those starting outside rush hours. First, we calculate the
average duration of trips without discriminating between fast and slow trips.
Figure 17 shows the average duration of trips starting at the different time
intervals. The graph shows that trips starting during evening rush hours
(15:30-19:00) take longer than trips starting outside of rush hours. More
specifically, the three biggest average durations of trips can be found within
this time period. It is interesting to see that trips starting in the morning
rush hour have a relatively low duration.
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Figure 17: Bar chart showing the average duration in minutes of trips starting
at different time intervals
When testing hypothesis 3, fast trips are considered to be the 50 percent
fastest trips (quartile 1 and 2), and slow trips being the 50 percent slowest
trips (quartile 3 and 4). On request of Jan de Rijk Logistics, the Rotterdam
- Amsterdam route is taken to test the hypothesis.
In Figure 18 a bar chart is presented which shows the number of fast and
slow trips starting at a certain time interval. In the bar chart time intervals
of 30 minutes are taken to address starting intervals.
To answer the question of this subsection, all trips from Rotterdam to
Amsterdam are filtered out and the start time of each of the trips is calculated
(in minutes). This attribute was then added to the data set, so that it could
be used as a metric in both excel and the feature prediction tool (Section 2.3).
First, by using Excel a bar chart with departing times is constructed.
Looking at the bar chart in Figure 18, it can be seen that JdR trucks rarely
depart during rush hours. From the bar chart it can be clearly seen that
trucks on this trip often start late in the evening and during nightly hours. In
both rush hour periods only a few number of trips start. This low occurrence
of trips makes it impossible to either accept or reject the hypothesis.
Next, we try to find a correlation between the start time and duration
of a trip with the feature prediction plug-in in ProM. Unfortunately, we
were not able to find any correlation with the feature prediction tool either.
When all features of the dataset are taken into consideration no (meaningful)
correlations are found either. No correlations have been found using both the
manually constructed bar chart and the feature prediction tool. From this we
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Figure 18: Bar chart showing the number of trips starting at a certain time
for both fast and slow trips
conclude that there is no correlation between the start time and the duration
of a trip.
3.3.3

What correlations can be found with respect to performance
of the process?

In this section we try to find if there is a correlation between any attribute
and the lateness of trips. The lateness of trips is described in whole minutes.
A positive value of lateness indicates a shipment being late by that many
minutes. A negative value for lateness indicates a shipment being delivered
earlier than planned.
Lateness is calculated by taking the difference in date and time in minutes
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Figure 19: The result of running the feature prediction tool, constructing a
regression tree. Minimum number of instances per leaf is set on 2.
from the planning system and the actual log data. A script is used to add
the lateness to the event log. The feature prediction tool can build both a
decision tree and a regression tree. Decision trees tend to work best on data
which has a finite number of classes as the response variable [17]. Regression
trees on the other hand work very well when the response variable is numeric
or continuous. Since lateness is defined in minutes, we use the regression tree
for the analysis.
Both the constructed decision and regression trees suffered from overfitting and underfitting. Overfitting is when a tree has too many leaves/classes
for its instances. When a tree is overfitting, a separate leaf for each value is
created. This causes the tree to reflect the structure of the training data set
too closely [18]. Underfitting is when a tree classifies all instances to one (or
a small number of) class(es). This is a problem since classifying everything
as the same class does not give any information about any correlations.
The constructed regression tree is shown in Figure 19. The statistics
under the graph show that the correlation coefficient is only 0.0122. The
statistics also show that the root relative error is very high at 99.9935%. This
huge error indicates that there is no correlation between the load index and
the lateness. Using other attributes in combination showed no correlations
either. From this we conclude that there is no correlation between any of the
attributes within the event log and the lateness of shipments.
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3.4

Conclusion

Existing process mining techniques allow us to perform a comparative study
of two different event logs. By using the process comparator plug-in we
were able to find behavioral differences between fast and slow executions of
a logistic process. We were able to find differences in terms of occurrences
of different paths of most frequent routes. The difference in time spent in
different cities was also obtained by using existing process mining techniques.
Unfortunately, we were unable to find correlations in the logistic event
logs with existing process mining techniques. This might be caused by the
insufficient richness of the data, i.e. the amount of features of the dataset,
as many of the different features are related to each other. As an example,
if a certain driving or positioning activity has a positive load index, then the
value of the productivity attribute will be equal to the distance traveled (as
will the distance attribute). If the value of the load index is 0, then the value
of the empty running attribute will be equal to this distance traveled. This
means that, while the dataset seems to have many different attributes, the
number of useful attributes is actually quite low.
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4

Geographical Log Comparison: A Visual
Tool for the Purpose of Comparative Process Mining

The geographical comparison tool we developed aims to let a user perform
some of the steps we performed in the case study within one tool. We want
geographical datasets to be easily manipulated so that a user can do basic
analysis of geographical data within just a couple of minutes. The tool is able
to perform this basic analysis, by a couple of filtering and coloring techniques
we implemented. The tool implements the following features:
• Projection of routes on a map
• Filtering based on occurrence of trips
• Filtering based on selected trips
• Filtering based on selected routes
• Coloring trips based on performance indicators (e.g. relative duration)
In Section 4.1, we elaborate on the requirements for the geographical
visualization tool. Section 4.2 explains how to use the geographical tool. We
conclude this chapter by applying our tool to perform a simple analysis on
the case study data. The results of the application of the tool are presented
in Section 4.3.

4.1

Requirements for a Geographical Visualization Tool

From the lessons we learned from the case study, we can define requirements
for a geographical visualization tool. First of all, the graphs constructed by
the process comparator are too abstract for geographical data. The graphs
constructed by the process comparator show states with names like AMS
Start and AMS End, which does not feel intuitive for geographical data.
Geographical data is interesting, because the locations within these datasets
can be projected on a map.
When we project all routes of a dataset on a map, we might lose overview
of the different routes. For this reason we should be able to perform filtering
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on the routes. We propose two types of filtering, which resemble filtering used
in the case study. First, we want to be able filter based on the occurrence of
the trips. This way we can focus on the most occurring trips, when this is
desired. Second, we want to be able to have a closer look at specific routes.
A third requirement that is needed in a geographical visualization tool
is the option to color routes based on performance attributes i.e. (relative)
duration and standard deviation of durations. We can extend this idea even
further by adding an option to color the routes based on any attribute in the
event log.
Ideally, the visualization tool is implemented as a plug-in in an opensource framework like ProM. This way, a user can pre-process data with any
of the plug-ins ProM already supports. At the same time results obtained
from the visualization tool can then be further analyzed with other plug-ins
within ProM.

4.2

Use of the Geographical Vizualization Tool

The Vizualization tool is implemented as a plug-in in ProM (Section 2.1) and
can be found under the name Geographical Comparison in the ProM package
manager. In order to launch the tool we need an XES file, which contains at
least one latitude and longitude and two timestamps (start and end). Before
launching the tool, the user has to select which columns correspond to these
attributes, see Figure 20. In case the event log only contains one location per
activity, the same latitude and longitude can be selected for the from and to
fields. Ater clicking on Finish the tool is launched.
When the tool launches, a screen like in Figure 21 is seen, which is the
Explorative view of the tool. This view shows routes and cities, represented
by lines and circles, respectively. In order to filter on a specific route, a user
clicks on one of the circles he/she wants to be in the filtered route. After
clicking a circle a pop-up menu will show. This menu gives us three options to
mark the city. Each city can be marked as: a start city, an end/destination
city or a city that should be contained in the route. See the example of
Figure 22, where Amsterdam is clicked.
When a city is marked as a start city, the circle of the city will be colored
green, while an end/destination city is marked red. If we want to filter trips
moving through a certain city, this city should be marked by Contains City
and will be colored yellow. Clicking on a selected city will de-select it. Trips
moving through these specified cities can be filtered by clicking on Filter
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Figure 20: The dialog in ProM that appears when launching the visualization
tool.
Selected Routes. See Figure 23 for a closer look at the menu.
For this filtering, it is not necessary to select both the start and end city of
the route being considered. When no start city is selected, this filtering will
show all trips ending in the selected end city. When no end city is selected,
the filtering will show all trips starting in the selected city.
When both a start and end/destination city are selected however, the
Compare Selected Route button becomes enabled. Clicking this button will
change the view from explorative view to comparative view (see Figure 24).
The tool then automatically splits the trips of the selected route into a fast
quartile Qf and a slow quartile Qs . From the drop-down menu we can select
various attributes on which the different trips will be colored.
By clicking on the Explorative view tab, we can go back to the initial view.
A second type of filtering can be performed by using the slider. Initially
we draw the 100 percent most occurring trips. However, say we are only
interested in the top 5 percent trips. We can apply this filtering by moving
the slider until we have the desired percentage, or we can fill in the percentage
in the text-field.
Initially we use no coloring for the various routes on the map. We can
change the coloring based on performance attributes like (relative) duration,
average time per kilometer and standard deviation of the trips by selecting
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Figure 21: The Explorative view of the visualization tool.
the desired attribute from the drop-down menu. When selecting the Average
duration, the Show Distribution button becomes enabled. When we click on
this button we generate a graph showing the distribution of the number of
routes per class.

4.3

Application of the Tool to the Case Study

In this section we will use our tool to answer questions from the case study.
We show three functions of the tool. First, we show how to use filtering
based on occurrence in Section 4.3.1. Next, we explain how to find behavioral
differences in trips in Section 4.3.2. Finally, we show how to find behavioral
differences in a route we are interested in. This is explained in Section 4.3.3.
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Figure 22: Pop-up menu after selecting Amsterdam.
4.3.1

Finding Most Occurring Trips

First, we try to find out which of the trips in the data set are occurring most
often. Say we are interested in what the most occurring trips are. We use
the slider in the menu to filter out the top 1% trips. Alternatively, we can
type the percentage in the textbox above the slider. When we release the
slider, we get the result as shown in Figure 25. We see that the trips between
Amsterdam and Frankfurt happens most often, as indicated by the thicker
line between the two cities. The other trip that is shown is that one between
Amsterdam and Brussels. Looking back at Table 2 in Section 3.2.3, we see
that these two routes are the two most frequent routes in the case study
dataset.
4.3.2

Finding Behavioral Differences in Trips Through Coloring

The tool gives us the possibility to quickly assess some behavioral differences
or outliers. This can be accomplished by using the drop-down menu in the
bottom of the menu. Initially, no coloring is used. The current version of the
tool supplies three coloring methods in the explorative view. Say we filter the
top 5% and want to know if any of these trips has a high standard deviation
in terms of duration.
To do so, we start by applying filtering as explained in Section 4.3.1.
Next, we select stddev from the drop-down menu. In Figure 26, the result is
presented. Most of the trips are colored red, indicating that their standard
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Figure 23: The menu of the explorative view of the tool.
deviation is larger than 33% of the average duration of the trip. We can see
that from London to Dublin there is a trace colored blue, indicating a low
standard deviation. The same can be said about the route between London
and Roosendaal.
4.3.3

Finding Behavioral Differences in Routes

The last feature we want to highlight is the comparison of two routes. We
do so by selecting a start and an end city, indicating which route we are
interested in. Say we are interested in finding behavioral differences in the
route from Amsterdam to London Heathrow. First, we start by selecting
Amsterdam as a start city, and London Heathrow as the end city. When
clicking on the Filter Selected Route button, the tool filters out this route,
showing all different trips between these two cities. The result of using this
filter is shown in Figure 27.
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Figure 24: The Comparative view of the visualization tool.
Say we now are interested in finding out how the faster trips differ from
the slower trips. We select the cities as we did previously, and then click the
Compare Selected Route button. The tool then automatically calculates a fast
quartile and a slow quartile, as we did manually in the case study. We can
see that between the two pictures of Figure 27 some trips have disappeared.
This means that these trips did not occur in the fast or the slow quartile.
Initially, the tool uses occurrence as a metric. If a trip is colored blue, it
means that there are more occurrences of that trip in the fast quartile as
opposed to the slow quartile, and red if the opposite is true. A purple/pink
color means the occurrences are more or less equal.
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Figure 25: Resulting trips after using the occurrence filter at value 1.

5

Conclusion

By means of a case study and the development of a visualization tool we
tried to answer three main research questions:
1. How effective are existing comparative process mining techniques at finding significant differences in terms of performance of similar logistic process executions?
2. How effective are existing comparative process mining techniques at finding correlations between data attributes of trips
and performance?
3. Is the geographical dimension of logistic data exploitable with
comparative process mining?
In this section we will present the answers to these questions, as well as some
general findings. We finish this thesis by presenting future work.
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Figure 26: Result of using the stddev coloring option.

5.1

Main Findings

The conducted case study helped us to answer the first of the research questions. By using existing (comparative) process mining techniques, we were
able to find differences in performance of similar process executions. We were
able to obtain the differences in terms of occurrence and duration of similar
trips. The process comparator proved to be highly effective at performing
these comparative analyses. Using a similar analysis, we were also able to
drill-down even further into the data. This allowed us to identify the bottlenecks in slow executions of a given event log.This proves that there exist
comparative process mining techniques which are highly effective at finding
differences in terms of performance of similar logistic process executions.
Unfortunately the same cannot be said about the effectiveness of existing
process mining techniques on finding correlations between data attributes of
trips and performance. Using the feature prediction plug-in in ProM, we
were unable to obtain correlations between the various attributes.
With the development of the geographical visualization tool, we proved
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Figure 27: Left: Result of applying Filter Selected Route button. Right:
Application of Compare Selected Routes button.
that the geographical dimension of logistic data is exploitable with comparative process mining. In this project, we developed a tool that is able to
project the geographically-enriched events on a geographic map. The tool
highlights the locations in which most of process events occur. Also, it allows one to see the process geographic trajectories, namely the geographic
paths along which events occur. We applied the tool to logistic data to
show its practical relevance. The process geographic trajectories (i.e., the
delivery routes in the JdR case study) projected on geographic maps can be
manipulated by various filtering algorithms and coloring based on various
performance attributes (as explained in Section 4.2).

5.2

Future Work

We were unable to obtain correlations in the logistic event logs. This part of
the case study might be redone with either a richer dataset in combination
with the technique we used, or newer techniques.
In this project a tool is developed that is able to project geographicallyenriched event logs on a geographic map. Through coloring these projections
can be manipulated. The tool can be further improved by adding extra
functionality. The tool would greatly improve if it has to possibility to color
routes based on the various attributes of the imported event log. Performance
of the tool will improve if a clustering algorithm is used to group locations
lying close to each other. The tool becomes more intuitive if a user is able
to click on a route to select it, instead of selecting the corresponding cities.
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In the current version of the tool it can be hard to understand the direction
of the routes. Instead of drawing arc between cities, an upgrade to the tool
is the addition of arrows indicating direction of a route.

49

6

References

References
[1] J.A.J. van Mourik, : “Comparing business processes using event data a
visual approach”, University of Technology, 2015
[2] W.M.P. van der Aalst: “Process mining: data science in action” in
Springer-Verlag Berlin Heidelberg, 2016
[3] W.M.P. van der Aalst: “Process mining : discovery, conformance and
enhancement of business processes”, 2011
[4] W. v. d. Aalst, “Using Process Mining to Bridge the Gap between BI
and BPM,” in Computer, vol. 44, no. 12, pp. 77-80, Dec. 2011. doi:
10.1109/MC.2011.384
[5] van der Aalst, W.M.P., Weijters, A.J.M.M., Maruster, L.: “Workflow
mining: Discovering process models from event logs”, in IEEE Transactions on Knowledge and Data Engineering 16(9), 11281142 (2004)
[6] M. L. Sebu and H. Ciocrlie, “Optimizing business processes by learning
from monitoring results,” 2016 IEEE 11th International Symposium on
Applied Computational Intelligence and Informatics (SACI), Timisoara,
2016, pp. 43-50. doi: 10.1109/SACI.2016.7507417
[7] A. Adriansyah, B. F. van Dongen and W. M. P. van der Aalst, “Conformance Checking Using Cost-Based Fitness Analysis,” 2011 IEEE
15th International Enterprise Distributed Object Computing Conference, Helsinki, 2011, pp. 55-64. doi: 10.1109/EDOC.2011.12
[8] van der Aalst, W.M.P., Adriansyah, A., van Dongen, B.F.: Replaying
history on process models for conformance checking and performance
analysis. Wiley Interdisc. Rev. Data Min. Knowl. Discovery 2(2), 182192
(2012)
[9] www.janderijk.com
[10] http://www.promtools.org/

50

[11] Dongen, B.F., Medeiros, A.K.A., Verbeek, H.M.W., Weijters, A.J.M.M.,
van der Aalst, W.M.P.: “The ProM framework: a new era in process mining tool support”, in: Ciardo, G., Darondeau, P. (eds.)
ICATPN 2005. LNCS, vol. 3536, pp. 444454. Springer, Heidelberg
(2005). doi:10.1007/11494744 25
[12] C. W. Günther, A. Rozinat, “Disco discover your processes” in BPM,
2012 Disco discover your processes
[13] A. Bolt, M. de Leoni, and W. M. P. van der Aalst, “A Visual Approach to
Spot Statistically-SignificantDifferences in Event Logs Based on Process
Metrics
[14] A. Syamsiyah, A. Bolt, L. Cheng, B. F. A. Hompes, R. P. Jagadeesh
Chandra Bose, B. F. van Dongen, W. M. P. van der Aalst, “Business
Process Comparison: A Methodology and Case Study”, in Lecture Notes
in Business Information Processing, 2017
[15] M. de Leoni, W.M.P. van der Aalst, “The FeaturePrediction package in
ProM : correlating business process characteristics”. In L. Limonad &
B. Weber (Eds.), BPM Demo Sessions 2014 (co-located with BPM 2014,
Eindhoven, The Netherlands, September 20, 2014) (pp. 26-30). (CEUR
Workshop Proceedings, No. 1295), 2014
[16] M. de Leoni, W.M.P. van der Aalst, M. Dees, “A general process mining
framework for correlating, predicting and clustering dynamic behavior
based on event logs”, in Information Systems, 56, 235-257, 2016
[17] http://www.simafore.com/blog/bid/62482/2-main-differences-betweenclassification-and-regression-trees
[18] T. M. Khoshgoftaar, E. B. Allen and J. Deng, “Controlling overfitting
in software quality models: experiments with regression trees and classification,” Proceedings Seventh International Software Metrics Symposium, London, 2001, pp. 190-198. doi: 10.1109/METRIC.2001.915528
[19] W. van der Aalst, T. Weijters and L. Maruster, “Workflow mining:
discovering process models from event logs,” in IEEE Transactions on
Knowledge and Data Engineering, vol. 16, no. 9, pp. 1128-1142, Sept.
2004. doi: 10.1109/TKDE.2004.47
51

[20] A.K.A. de Medeiros, B.F. van Dongen, W.M.P. van der Aalst, A.J.M.M.
Weijters, “Process Mining for Ubiquitous Mobile Systems: An Overview
and a Concrete Algorithm”, 2004
[21] L. J. Wen, W. M. P. van der Aalst, J. M. Wang, J. G. Sun, “Mining
process models with non-free-choice constructs” in Data Mining and
Knowledge Discovery, 15(2), 145180, 2008
[22] L. Wen, J. Wang, W.M.P. van der Aalst, B. Huang, J, Sun, “Mining process models with prime invisible tasks” in Data Knowl Eng
69(10):9991021, 2010
[23] A.K.A. de Medeiros, B.F. van Dongen, W.M.P. van der Aalst, and
A.J.M.M. Weijters. “Process Mining: Extending the -algorithm to Mine
Short Loops” in BETA Working Paper Series, 2004.
[24] A.J.M.M. Weijters, W.M.P. van der Aalst, and A.K. Alves de
Medeiros, “Process Mining with the HeuristicsMiner Algorithm”, 2006.
doi:https://pure.tue.nl/ws/files/2388011/615595.pdf
[25] J. M. E. M. van der Werf, B. F. van Dongen, C. A. J. Hurkens, A. Serebrenik, “Process Discovery Using Integer Linear Programming”, 2009.
doi:http://dx.doi.org/10.3233/FI-2009-136
[26] Sander J.J. Leemans, Dirk Fahland, and Wil M.P. van der Aalst, “Exploring Processes and Deviations”, in BPM 2014: Business Process Management Workshops pp 304-316, 2015
[27] Sander J.J. Leemans, Dirk Fahland, and Wil M.P. van der Aalst, “Discovering Block-Structured Process Models From Event Logs Containing
Infrequent Behaviour” in BPM 2013: Business Process Management
Workshops pp 66-78, 2014
[28] Sander J.J. Leemans, Dirk Fahland, and Wil M.P. van der Aalst, “Using
Life Cycle Information in Process Discovery” in BPM 2015: Business
Process Management Workshops pp 204-217, 2016
[29] H.M.W. Verbeek, J.C.A.M. Buijs, B.F. van Dongen, and W.M.P. van der
Aalst: “XES Tools” doi:http://ceur-ws.org/Vol-592/PaperDemo07.pdf,
2010

52

[30] Kriglstein, S., Wallner, G., Rinderle-Ma, S.: “A visualization approach
for difference analysis of process models and instance traffic”. In: Daniel,
F., Wang, J., Weber, B. (eds.) BPM 2013. LNCS, vol. 8094, pp. 219226.
Springer, Heidelberg, 2013
[31] Cordes, C., Vogelgesang, T., Appelrath, H.-J.: “A generic approach for
calculating and visualizing differences between process models in multidimensional process mining.” In: Fournier, F., Mendling, J. (eds.) BPM
2014 Workshops. LNBIP, vol. 202, pp. 383394. Springer, Heidelberg,
2015
[32] La Rosa, M., Dumas, M., Uba, R., Dijkman, R.: “Business process
model merging: an approach to business process consolidation”. ACM
Trans. Softw. Eng. Methodol. 22(2), 11:111:42 (2013)
[33] Ivanov, S., Kalenkova, A., van der Aalst, W.M.P.: “BPMNDiffViz: a
tool for BPMN models comparison.” In: Proceedings of the BPM Demo
Session 2015 Co-located with the 13th International Conference on Business Process Management (BPM 2015), Innsbruck, Austria, 2 September
2015, pp. 3539, 2015
[34] van Beest, N., Dumas, M., Garca-Bauelos, L., La Rosa, M.: “Log delta
analysis: interpretable differencing of business process event logs.” In:
Proceedings of the 13th International Conference on Business Process
Management (BPM 2015), pp. 386405, 2015
[35] Folino, F., Guarascio, M., Pontieri, L.: “Discovering context-aware models for predicting business process performances.” In: On the Move
to Meaningful Internet Systems: OTM 2012. Volume 7565 of LNCS.
Springer Berlin Heidelberg 287304, 2012
[36] van der Aalst, W.M.P., Schonenberg, M.H., Song, M.: “Time prediction
based on process mining.” in: Information Systems 36(2) (2011) 450475
[37] Lakshmanan, G., Shamsi, D., Doganata, Y., Unuvar, M., Khalaf, R.:
“A markov prediction model for data-driven semi-structured business
processes.” in: Knowledge and Information Systems 130, 2013
[38] Ghattas, J., Soffer, P., Peleg, M.: Improving business process decision
making based on past experience. Decision Support Systems 59, 93 107,
2013
53

[39] Kim, A., Obregon, J., Jung, J.Y.: “Constructing decision trees from process logs for performer recommendation.” In: Proceedings of 2013 Business Process Management Workshops. Volume 171 of LNBIP., Springer,
224236, 2014
[40] Conforti, R., de Leoni, M., La Rosa, M., van der Aalst, W.M.P.: “Supporting risk-informed decisions during business process execution.” In:
Proceedings of the 25th International Conference on Advanced Information Systems Engineering (CAISE13). Volume 7908 of LNCS., SpringerVerlag, 116132, 2013
[41] Maggi, F.M., Francescomarino, C.D., Dumas, M., Ghidini, C.: “Predictive monitoring of business processes.” In: Proceedings of the 26th
International Conference on Advanced Information Systems Engineering
(CAiSE 2014). Volume 8484 of LNCS. 457472, 2014
[42] Celonis.“Discover Celonis Process Mining | Process Optimization &
Analysis.” Available: https://www.celonis.com/
[43] ProcessGold. “PROCESSGOLD - Professional Process Mining Software”. Available: www.processgold.com
[44] Minit. “Home - Minit Process Intelligence”. Available:www.minit.io
[45] ANWB.
“Verkeersinfo,
dagelijks
drukke
trajecten,
spits
Nederland
ANWB”,
Available:
https://www.anwb.nl/verkeer/nederland/verkeersinformatie/dagelijksedrukke-trajecten

54

