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Abstract
Active learning deals with incrementally obtaining more labelled data for supervised learning by
querying an oracle (e.g. a human annotator) to provide labels for unlabelled data instances. This
involves retraining a learning model many times, whenever newly labelled data is obtained, in
order to make new predictions that allow us to evaluate how informative certain unlabelled data
instances are if we were to obtain their label. For high-dimensional data such as images however,
models often take long to train, in particular (convolutional) neural networks. Thus, having to
retrain complex neural networks after each newly queried label is very slow, and often infeasible
in practice.
Although active learning deals with situations where labelled data is scarce, it often is possible
to obtain large amounts of unlabelled data. We propose an active learning scheme for image data
that fully utilises this pool of unlabelled data by first learning useful representations from it. We
use a (convolutional) variational autoencoder (VAE) to obtain latent space representations of all
the data. Such a VAE is trained under the assumption that the latent variables come from some
give prior distribution, which results in a latent space that provides a more structured and lowerdimensional representation of the data. These properties allow us to use a relatively simple and
fast classification neural network, a multilayer perceptron (MLP), in an active learning setting.
This way can perform much faster active learning iterations than if we would have to retrain a
more slow and complex neural network in every iteration.
Our experiments on the MNIST and SVHN image data sets show that it is possible to train
simple MLPs that achieve decent accuracy on latent space representations obtained by convolutional VAEs. We show that while performing active learning in latent space, querying labels
by means of a technique called uncertainty sampling can provide significant improvements over
passive learning (i.e. querying random samples from the unlabelled data). Moreover, the latent
space seems to make (active) learning more reliable in the sense that there are less fluctuations in
classification accuracy between different experiments.
We also investigate whether modelling representativeness explicitly can prevent uncertainty
sampling from querying outliers, but we observed no improvements in performance for the methods
we used.
To further speed up the active learning iterations, we query batches of informative instances
at once, rather than single instances, before retraining the classification model. We evaluate
some diversity techniques that aim to reduce redundancy in batches, which only leads to small
improvements in a limited number of situations.
Keywords: active learning, machine learning, deep learning, variational autoencoder (VAE),
latent space, uncertainty sampling
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Chapter 1

Introduction
Machine learning has allowed us to accurately approximate complicated functions by training
models on large amounts of data that exemplify the function that needs to be learned. In order
for machine learning to be successful we need a sufficient amount of labelled data, where each
data instance is associated with a label that describes the required output. Such an output
can for instance be one of a fixed amount of classes (classification), or some real-valued number
(regression). We refer to learning from such labelled data as supervised learning. When dealing
with high-dimensional data, such as image data, we tend to need particularly large amounts of
labelled data before machine learning models can learn well (this is sometimes referred to as the
Hughes phenomenon [23]).
In many real-life situations however, not much labelled data is available. It is often possible
though to obtain large amounts of unlabelled data, which can be labelled by e.g. human annotators. Annotating the data can be costly however, as it often requires human labour, possibly by
domain experts.
The field of active learning deals with obtaining labels in an efficient way, such that with
a relatively small amount of cleverly chosen labelled instances a high-performing model can be
trained. Many methods leverage the fact that lots of unlabelled data can usually freely (or cheaply)
be obtained, even if labelling it is expensive. This unlabelled data is used to e.g. perform realistic
sampling from the underlying data distribution, or to compute expected informativeness measures
for all available data instances. Such heuristics are generally computed before any learning takes
place; only when new data has been labelled will a new model be trained, and training is done
only with labelled data.
Many unsupervised learning techniques exist however that can learn meaningful features and
representations of unlabelled data, in particular for high-dimensional data such as images, where
standard (pixel) representations have no immediate link to the shapes and semantics of the image. The field that deals with such techniques is often called representation learning or feature
learning [6]. Such learned representations can bring more (semantic) structure to the data, and
can allow us to learn information from the unlabelled data that can later be useful for supervised
tasks such as classification or regression, in particular when labelled data is scarce [6].
These representations can then also provide information on the informativeness of unlabelled
samples, in the context of active learning. Representation learning models tend to group together
similar instances in its feature space. We can use these similarities in active learning strategies to
make predictions for unlabelled instances, based on our current labelled data. Thus, we can form
strategies for querying unlabelled data instances to be labelled by an annotator that are based
not only on a model trained on our currently available labelled data (which is often limited), but
also on representations learned from the usually much larger set of unlabelled data.
In this thesis we explore how a powerful recent representation learning technique, the variational autoencoder (VAE), can improve active learning strategies for classification of image data.
We choose the VAE because it has been shown to yield good representations for images in a latent
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space that is densely populated by the data, and where similar instances are often close together.
The main reason for these properties is that the VAE encodes data instances to distributions in the
latent space, rather than to single coordinates, and that it is trained under the assumption that
these distributions follow a certain predefined prior distribution. Moreover, the VAE is actually a
generative model, which can be used to generate new sensible data instances (images) from points
in its (learned) latent space. This provides interesting opportunities to extend the approach in
this thesis into a different active learning framework. Since we work with image data, we consider
VAEs that contain convolutional layers as well as fully connected layers.
We use VAEs on large sets of unlabelled image data to obtain latent space representations,
which we then use in an active learning setting. Figure 1.1 illustrates the main idea of our
approach. First we query a random batch to obtain a first set of labelled latent data. We then
train a fairly simple classification model, a multilayer perceptron (MLP), on the currently labelled
data (in latent space). With this MLP we can obtain predictions for the remaining unlabelled
data. Using these predictions we can evaluate the expected informativeness of unlabelled data
instances if we were to obtain their labels. We do this by evaluating the uncertainty of the model
about how to label an instance, where we query those instances for which the model is most
uncertain. We then obtain more labels for our data, which allows us to retrain an MLP in order
to obtain better predictions for the unlabelled data. This in turn allows us to re-evaluate the
informativeness of unlabelled instances if we would know their labels. Thus we can incrementally
obtain more labels in an effective way, such that our overall classification score is better than if
we would query random instances from the data instead.

Figure 1.1: The main workflow of the active learning strategy
Using uncertainty to evaluate informativeness in an active learning setting is a computationally
inexpensive method. A downside however is that it is prone to querying outliers; data instances
that are not representative of the underlying data distribution. By means of a VAE we can obtain
a latent space representation of the data in which all data is conditioned to be close to a given prior
distribution. This makes all data points more representative in this latent space representation,
such that querying outliers becomes less of a problem. We propose a number of ways to express the
representativeness of an instance in latent space, as well as in the original (pixel) space, in order
to compare how the data is distributed in each of these spaces. We can also use these measures
explicitly by only querying instances that score high on both uncertainty and representativeness.
Training a (convolutional) VAE first on all the unlabelled data allows us to learn much useful
information (in the form of powerful representations) right at the start, using all available data.
Having learned these representations already, we can then use simple and fast models such as
MLPs for active learning, where we are required to retrain a model often, whenever new labels
are available. This makes the active learning significantly faster. Having to retrain an MLP every
time we obtain a new label however is still rather slow. Therefore we query batches of instances
to be labelled at once, such that we only need to retrain the MLP for each new batch of labels.
This introduces a new challenge however. Similar instances are likely to have similar uncertainty.
Obtaining labels for two very similar instances that both have high uncertainty however seems
inefficient; as soon as we know the label for one of the two, we likely won’t need to label the other
one as well. Therefore it seems appropriate to construct batches of uncertain (and representative)
instances that contain diversity, i.e. we want low redundancy within batches. We propose a
2
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number of simple heuristics that encourage diversity in query batches, as well as greedy methods
that can construct batches with low diversity based on some distance measure in latent space.
Our experiments indicate that training on latent space representations obtained through a
(convolutional) VAE can improve the performance of a simple classification model such as an MLP.
It turns out that using uncertainty sampling to query data instances to be labelled can result in
significant performance improvements over querying random samples of data, when training in
latent space. Moreover, active learning in latent space shows more stable and reliable results than
active learning in the original image space.
We do not however observe any improvements when incorporating representativeness measures
to prevent the querying of outliers. Our techniques for encouraging diversity in query batches show
only very limited improvements for certain cases, and no improvement at all in other settings.
The remainder of this thesis is structured as follows. In Chapter 2, we provide an overview
of the fields of active learning and representation learning, and go into more detail about the
methods relevant for this thesis and the motivation for using these methods. We also refer to
some related work that also combines representation learning with active learning. In Chapter 3,
we describe in detail how we use VAEs to obtain latent space representations of the data, and how
we utilise these representations for active learning. Chapter 4 describes the experimental setup
for the evaluation of our proposed methods, as well as the benchmark image data sets on which
we ran our experiments. Chapter 5 contains the results and evaluations of our experiments. In
Chapter 6 we draw conclusions from our experiments and results. Finally, in Chapter 7, we lay
out opportunities for future work that spawn from the observations and conclusions in this thesis.
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Chapter 2

Background
This thesis focuses on combining techniques from representation learning and active learning for
artificial neural networks. In this chapter we will look into these domains, and elaborate on the
approaches most relevant to the work presented in this thesis. We will provide an overview of the
current state of art, and address areas of potential improvement.

2.1

Active Learning

Active learning [44] is a domain within machine learning that deals with situations where there
is a lack of labelled data. The main hypothesis is that if a learning algorithm is allowed to choose
the data to be labelled, it can achieve better performance with fewer labels. It is assumed that
there is some oracle (e.g. a human annotator) from which a label can be queried for a given
data point. Obtaining such a label comes at a cost, thus the goal is to achieve good performance
while querying few labels. B. Settles [44] provides an extensive literature survey of the various
approaches and frameworks that have been proposed in this field. Here we will give an overview
of the field, and discuss the aspects most relevant to our own approach.

2.1.1

Query Scenarios

Settles [44] recognises three scenarios that are mostly considered in active learning: membership
query synthesis, stream-based selective sampling, and pool-based sampling.
Membership Query Synthesis
In the membership query synthesis scenario [2], the learner may request labels for any instance in
the input space. This typically means that the learner can create queries on its own (fitting the
input space), not utilising any data source. An advantage of synthesising membership queries is
that it is often tractable and efficient for finite problem domains [3]. It can however be hard (or
impossible) for a human expert to label such arbitrary instances, as was e.g. seen by Lang and
Baum [5] when they tried membership query learning with human oracles to train a neural network
for handwritten character classification; many of the query images generated by the learner did
not resemble any known symbol. Another disadvantage is that such queries do not follow any
underlying natural distribution, risking training a learner that does not generalise well.
The approach of this thesis suggests interesting opportunities for addressing both these problems, while still remaining in the scenario of synthesising queries. We will however not investigate
this scenario further, mainly for the reason that it is difficult to objectively evaluate the performance of such methods. Possible applications of this scenario are discussed in Chapter 7. Here we
instead focus on sampling approaches, as explained in the next sections. In this way, we can use
a labelled test set to perform objective evaluation of our methods.
Active Learning in VAE Latent Space
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Stream-Based Selective Sampling
Selective sampling [4] is an alternative to synthesising queries that targets some of the limitations
described in the previous section. The main assumption here is that an unlabelled instance can be
freely (or cheaply) obtained, so it can be sampled from the actual data distribution. The learner
can then decide whether or not to request its label. Unlabelled instances are typically drawn one
at a time from a data source, thus this scenario is often referred to as stream-based or sequential
active learning.
If the input distribution is uniform, selective sampling can be expected to behave similar to
query synthesis. If the input distribution however is non-uniform and unknown, selective sampling
guarantees that queries are sensible and come from a real underlying distribution; a guarantee that
query synthesis does not provide.
This scenario is however still limited in the sense that it requires a decision based on seeing
a single data instance, ignoring any information from the rest of the data other than the fact
that the current instance is drawn from the actual data distribution. In this thesis we consider
situations where large amounts of unlabelled data are available, allowing us to evaluate an entire
pool of unlabelled instance at once (instead of sampling instances one by one). This allows for a
more powerful scenario that will be explained in the next section, and as such we do not consider
the stream-based selective sampling scenario in this thesis.
Pool-Based Sampling
In stream-based selective sampling, as described in the previous section, instances are obtained one
at a time. In many real-world learning problems however it is possible to gather large collections of
unlabelled data at once. This is the motivation for another scenario called pool-based sampling [32],
in which it is assumed that there is a small set L of labelled data available, as well as a big pool
U of unlabelled data. Queries are then selectively drawn from the pool U, typically in a greedy
fashion according to some informativeness measure used to evaluate all instances in (a subsample
of) the pool.
The pool-based sampling scenario is similar to the stream-based scenario described before,
with the main difference that stream-based sampling scans through the data sequentially and
makes query decisions on an individual basis, whereas pool-based sampling evaluates and ranks
the entire collection before selecting the best query. The pool-based scenario generally appears to
be more powerful, but in certain settings when e.g. memory or processing power may be limited
the stream-based scenario seems more appropriate.
In this thesis we consider the pool-based sampling scenario, since we are investigating scenarios
in which large amounts of unlabelled (image) data are available, and because it provides good
possibilities for objective performance evaluation.

2.1.2

Query Strategies

For all query scenarios some informativeness measure is necessary to determine which data instance
to query next. In the pool-based sampling scenario in particular this amounts to having some
measure to compute the (expected) informativeness for each unlabelled data instance in the pool U,
in order to query the highest-scoring instance for this measure. Settles [44] identifies a number of
strategies to formulate such a measure:
• Uncertainty sampling; query instances of which the learner is least certain about their correct
output.
• Query by committee (QBC); maintain a committee of learners, query instances on which the
committee disagrees most.
• Expected model change; query instances that would most change the current model.
6
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• Expected error reduction; query instances that would most reduce the model’s generalisation
error.
• Variance reduction; query instances that would minimise output variance.
• Density-weighted methods; query instances based on their representativeness of the input
data distribution, as well as a simple “base” strategy such as uncertainty sampling or QBC.
In this thesis we focus on uncertainty sampling, possibly extended through density-weighted methods, both of which will be described in the next sections. First, however, we briefly discuss the
other strategies, and point out why they are less suitable for our situation.
This thesis deals with active learning for (deep) neural networks. Particular challenges that
come with neural networks is that they are expensive to (re)train and that the model is often hard
to analyse. This poses challenges for many active learning query strategies.
Query by committee [48] requires multiple models to be trained simultaneously, to see on which
instances they disagree most. This however increases the time spent on training neural networks
during active learning by a factor equal to the number of models in the committee.
Methods based on expected model change [47] require the active learner to be able to analyse the
effect of labelling certain data instances with certain labels on the model, which is computationally
expensive to even approximate when working with neural networks.
Similarly, methods based on expected error reduction [39] require expensive computations or
approximations, rendering them less suitable for use with neural networks.
The expected future error of a model can however be decomposed into a noise, bias, and
variance term [17], where the noise and bias terms cannot be influenced given a fixed model
class. Thus, one can instead focus only on variance reduction. For this, closed-form solutions
or approximations for neural networks do exist in certain cases [13][35]. Such methods generally
come down to minimising certain properties of the inverse Fisher information matrix [42], such as
its trace, determinant, or maximum eigenvalue.
Uncertainty Sampling
This thesis focuses on uncertainty sampling [32], a common and fairly simple query framework in
which an active learner queries those instances for which it is least certain how to label them. Its
main advantages are that it is simple and computationally inexpensive.
The approach is generally quite straightforward for probabilistic learning models. For binary
classification for instance, if using a probabilistic model, then uncertainty sampling simply queries
the instance whose posterior probability of being positive is closest to 0.5 [32]. For multiclass
classification, one way to generalise this is to query the instance whose prediction is least confident,
i.e. query the instance x that minimises Pθ (ŷ|x), where ŷ is the class label with the highest posterior
probability under model θ. This uncertainty measure can be interpreted as the expected 0/1-loss;
the model’s belief that it will incorrectly label x. This type of strategy has been used with for
instance statistical sequence models in information extraction tasks [14].
This least confident strategy however only considers information on the most probable label,
thus disregarding information about the remaining label distribution. Margin sampling [40] is a
method that corrects for this; it queries the instance x that minimises Pθ (ŷ1 |x) − Pθ (ŷ2 |x), where
ŷ1 and ŷ2 are the first and second most probable class labels under the model θ, respectively.
An even more general uncertainty sampling strategy that takes into account the predictions
for all the possible classes is based on Shannon entropy
[49] as an uncertainty measure, i.e. it
P
queries the instance x that maximises the entropy − i Pθ (yi |x) log Pθ (yi |x) over all possible class
labels yi .
Empirical comparisons [27][41][46] of these three uncertainty measures have shown mixed results, which suggests that the best method may be application-dependent. We can for example see
that the entropy measure does not favour instances where most of the labels are highly unlikely,
since the model is fairly certain those are not the correct labels. The least confident and margin
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sampling measures on the other hand consider such instances useful if the model cannot distinguish between the remaining classes. Thus, intuitively, entropy seems more appropriate if we are
mainly interested in minimising log-loss, whereas the least confident measure and (particularly)
margin sampling seem more fit if we aim to reduce the classification error.
Density-Weighted Methods
The main motivation for the aforementioned expected error and variance reduction frameworks
is that they focus on the entire input space, rather than on individual instances. Therefore they
are less likely to query outliers than simpler query strategies such as uncertainty sampling, query
by committee, and expected model change. With uncertainty sampling for example, the least
certain instance may well be an outlier that doesn’t really represent the input distribution well.
The expected value and variance reduction strategies implicitly avoid such problems by utilising
the unlabelled pool U when estimating future errors and output variances. This tends to result
in much more computationally expensive methods however. Another strategy to overcome these
problems is to model the input distribution explicitly while selecting queries.
Settles and Craven [46] describe a general density-weighted method technique, the information
density framework. The main idea is that the informativeness of instances also depends on how
representative they are of the underlying distribution, i.e. whether they inhabit dense regions of
the input space. To this end they define the density of a particular point in the input space as
the average similarity to all data points, or possibly to all data points within the same cluster if
some clustering is available. Thus, we wish to query the instance x that maximises
φA (x) ·

!β
1 X
sim(x, xu ) ,
|U|
xu ∈U

where φA (x) represents the informativeness of x according to some “base” query strategy A such
as uncertainty sampling, and where the second term weights the informativeness of x by its average
similarity to all other instances in the input distribution (as approximated by the pool U), for
some similarity measure. The parameter β controls the relative importance of the density term.
What similarity measure to use may depend on the application. For bag of words representations in natural language processing for instance, cosine similarity is a common choice [46].
For image data, a simple straightforward measure is cross-entropy [53] between pixel values. This
measure often fails to qualify semantic similarity however, therefore deep learning techniques could
help to obtain more appropriate similarity measures that fit a particular data set. Representation
learning, as described in Section 2.2, can help with providing better representations of the image
data that support more suitable similarity measures.
The density can generally be precomputed for all data instances, as it will not change during the
active learning process, thus incorporating such a density-weighted method in e.g. an uncertainty
sampling approach essentially does not affect the time to select the next query.
In this thesis we will look into new methods to express the representativeness of data, as well
as methods to prevent the problem of instances not being representative of their data distribution
from occurring altogether.

2.1.3

Batch-Mode Active Learning

Traditionally, active learning methods involve querying instances one by one according to some
query strategy, where the model is retrained after each query in order to evaluate the next most
informative instance. For neural networks in particular however, retraining after each query is
computationally expensive and therefore slow. This can be improved upon by querying in batches,
labelling multiple instances at the same time before retraining the model. For batches of size k, a
naive method is to simply take the “top k” most informative instances. B. Settles [45] describes
why this approach doesn’t work well in practice however; it fails to recognise the “overlap” within
a batch, possibly introducing redundancy between instances in the batch. The best two queries
8

Active Learning in VAE Latent Space

CHAPTER 2. BACKGROUND

might for example be ranked high because they are virtually identical, meaning that labelling both
is likely unnecessary. Thus, instances in the batch need to be both informative and diverse to
prevent wasting labelling resources.
Settles [45] recognises a number of approaches to achieve diversity in batches for active learning.
The first is explicitly incorporating a diversity measure. Xu et al. [54] for instance incorporate a
diversity measure as well as a density measure for representativeness (as discussed in the previous
section) together with a base informativeness measure, for relevance feedback formulated as a
batch-mode active learning problem. The three measures, informativeness (relevancy), diversity,
and density, are combined into one informativeness measure by means of a weighted sum. This is
similar to the information density framework [46] described in the previous section, but instead
of combining two measures by means of a product, here three measures are combined by means
of a sum. Others, such as [9] and [25], use a similar approach, combining traditional active
learning measures with a diversity measure for querying in batches. Greedy techniques are used
to incrementally construct batches of informative queries with high diversity.
Another category views the task of finding diverse batches as a set optimisation problem, where
the utility function for a batch is the expected joint reduction in uncertainty of the model using
Bayesian design techniques [21][22].
Although these batch-mode active learning approaches generally seem to outperform passive
(random) query selection, which in turn usually works better than selecting the “top k” most
informative instances as a query batch, there are data sets for which random query selection can
still outperform active methods [18]. This indicates that there are still improvements to be made
in characterising the situations where batch-mode active learning is likely to help, and in pushing
the state of the art. Moreover, even though these approaches often involve greedy methods to
speed up the process, they still generally involve multiple passes over the full pool U of unlabelled
data, which makes them a lot slower than simply querying a batch of the “top k” most informative
instances.

2.2

Representation Learning

Although many active learning strategies leverage the existence of a large pool of unlabelled data,
this pool is generally only used to model the underlying data distribution and to compute some
informativeness heuristic over the instances in the pool. The actual machine learning is only done
after instances have been selected for querying, and their labels have been obtained. There is
however much to be learned from the unlabelled data alone, in particular for high-dimensional
data such as images. Image data is generally represented by pixel values, which hide most of
its semantics. We can use unsupervised learning methods to learn better representations of the
unlabelled data, before we even consider an active learning scenario to obtain labels for supervised
learning.
Representation learning is a domain within machine learning that aims at obtaining a (more)
useful representation of data. In a way this can be interpreted as learning meaningful features of
the data, as such it is also referred to as feature learning. The motivation behind such techniques
is often to find good data representations for use with classification or regression tasks, in an
automated and generalised manner. Deep neural networks for instance can in fact be viewed as
supervised representation learning; learning a hierarchy of distributed representations (the hidden
layers) that build from low level to high level representations towards the final supervised goal. It
is also possible however to perform unsupervised representation learning, allowing models to work
on (large) unlabelled data sets instead, which are often a lot easier to obtain.
Y. Bengio et al. [6] provide an extensive overview of representation learning background, motivations, applications, quality criteria, and techniques, up until the year 2013. Here we specifically focus however on a newer technique, which was first introduced in 2014, the variational
autoencoder (VAE) [26][38]. As such, we will first look at the general concept of autoencoders in
Section 2.2.1, before describing VAEs in Section 2.2.2.
In principle, any representation learning method could be used for our approach. We focus
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however on VAEs because they link representation learning to generative modelling; they provide
means to generate sensible data from scratch. First of all, it has been shown that this can
lead to good representations of image data in the form of latent variables that form a densely
populated region in the latent space, in which semantically similar data points are clustered
together (see e.g. [15] and [43]). We conjecture that the density of the data distribution in this
latent space can help to prevent the problem in active learning strategies where data is queried
that is not representative to the underlying data distribution, as described in Section 2.1.2. As we
will see in Section 2.2.2, a VAE tries to transform data to a latent representation that is close to
some given prior distribution, thus it tries to force data to be representative of this distribution.
The latent space also provides more meaningful similarity measures, which allows for better
diversity measures within a batch for batch-mode active learning as described in Section 2.1.3. A
latent space that clusters semantically similar instances also supports more efficient active learning
techniques.
Another advantage of the variational autoencoder is that the generative part provides interesting opportunities for active learning strategies that do not rely on the data set any more after a
VAE is trained. Instead, we can use the generative model to evaluate the expected informativeness
of any point in the latent space obtained through the VAE (see also Chapter 7).

2.2.1

Autoencoders

Autoencoders have been around for decades [55][8][20], and are traditionally used for dimensionality reduction or representation learning.

Figure 2.1: The general structure of an autoencoder
An autoencoder is an unsupervised (also referred to as self-supervised) neural network that is
trained to attempt to copy its input to its output. As illustrated in Figure 2.1, it consists of an
encoder and decoder part, each of which are neural networks themselves. The encoder takes a data
instance x as input, and transforms it into some code c that is meant to describe the input. The
decoder then takes this code c, and attempts to transform it back to the original input, resulting
in a reconstruction r. Thus, the objective function used to train an autoencoder is based on the
difference between the input x and the output r, according to some suitable difference measure.
The general goal of an autoencoder is to learn useful properties of the input x, and encode them
in the code c.
Although Figure 2.1 suggests that the code c must have lower dimensionality than the input
x, this is in fact not required. However, autoencoders with codes of higher dimensionality than
its inputs require some form of regularisation, generally by introducing an extra loss term into
its objective function, to prevent it from simply learning the identity function to reconstruct its
input.
In the simplest case, the encoder and decoder are simple fully connected feedforward networks,
each of which can have zero or more hidden layers. The entire autoencoder can then also be seen
as a fully connected feedforward network, and as such be trained using backpropagation and other
10
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standard deep learning methods. But in general, all types of architectures can be used, and many
variations exist.

2.2.2

Variational Autoencoder

Autoencoders were traditionally mainly used for dimensionality reduction and representation
learning. More recently however, theoretical connections to latent variable models have resulted in the variational autoencoder (VAE) [26][38], which is mainly used as a generative model
instead.
Problem Scenario
To understand the VAE well, we first need to define a clear problem scenario. We assume that
the data set X = {x(1) , . . . , x(N ) } consists of N i.i.d. samples from some continuous or discrete
variable x, and that the data is generated by some random process that involves a random variable
z, a latent variable. In this process, a latent value z (i) is generated from some prior distribution
pθ∗ (z). Then, a value x(i) is generated from some conditional distribution pθ∗ (x|z). We assume
that this prior pθ∗ (z) and likelihood pθ∗ (x|z) come from parametric families of distributions pθ (z)
and pθ (x|z), respectively, and that their probability density functions are differentiable almost
everywhere w.r.t. θ and z. The true parameters θ ∗ as well as the values of the latent variables
z (i) are unknown to us.
To describe the original data distribution
R and its relation to the latent variables, we are interested in the marginal likelihood pθ (x) = pθ (z)pθ (x|z) dz, as well as the true posterior density
pθ (z|x) = pθ (x|z)pθ (z)/pθ (x). This integral and posterior are intractable however for a likelihood function pθ (x|z) expressed by a neural network with a nonlinear hidden layer. Thus, we are
interested in efficient approximations for these distributions.
We now introduce a recognition model qφ (z|x), which is an approximation of the intractable
true posterior pθ (z|x). We then need a method to learn the recognition model parameters φ
together with the generative model parameters θ.
Autoencoder Architecture
In the context of an autoencoder, we can view the unobserved latent variables z as the code of the
autoencoder. The recognition model qφ (z|x) can then be seen as the probabilistic encoder ; given
a data point x it produces a distribution over the possible values of the code z from which x could
have been generated. Similarly, pθ (x|z) can be seen as a probabilistic decoder ; given a code z it
produces a distribution over the possible corresponding values of x. Note that the encoder in this
case doesn’t actually output a code value z, but rather a distribution for such values. In the flow
of the autoencoder we can sample a value z from this distribution however, which we can then
input into the decoder. The resulting variational autoencoder is illustrated in Figure 2.2.
The encoder and decoder network can generally be any type of neural network, but a common choice are multilayer perceptrons (MLPs), also referred to as fully connected feedforward
networks or networks with dense layers. Particularly for image data, it is also common to use convolutional [31] and transposed convolutional (also called deconvolutional) layers for the encoder
and decoder, respectively. Such a VAE we refer to as a convolutional variational autoencoder.
Variational Lower Bound
D. P. Kingma & M. Welling [26] describe how to obtain a suitable objective function to train
the variational autoencoder. We want to maximise the marginal likelihood log pθ (X) of the data
under the model, which consists of the sum over the marginal likelihoods of individual data points,
log pθ (x(1) , . . . , x(N ) ) =

N
X

log pθ (x(i) ).

i=1
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Figure 2.2: The general structure of a variational autoencoder
Each of the terms in this sum can be rewritten as


log pθ (x(i) ) = DKL qφ (z|x(i) )||pθ (z|x(i) ) + L(θ, φ; x(i) ).
The first term on the right-hand side is the KullbackLeibler (KL) Divergence [28] of the approximate posterior from the true posterior. This term is non-negative, therefore the second term is
called the variational lower bound on the marginal likelihood of data point x(i) . It can be written
as
h
i
(2.1)
L(θ, φ; x(i) ) = Eqφ (z|x) − log qφ (z|x) + log pθ (x, z)


h
i
= −DKL qφ (z|x(i) )||pθ (z) + Eqφ (z|x(i) ) log pθ (x(i) |z) .
(2.2)
We want to differentiate and maximise this lower bound w.r.t. both the variational parameters φ
and the generative parameters θ, as a tractable approximation of the total marginal likelihood of
the data under the model. Note that when phrasing this as a loss function, we wish to minimise
the negative lower bound −L(θ, φ; x(i) ).
Loss Function
If we first look at the second term of Equation 2.2, we see that it is in fact the probability density
of generated output given the inferred latent distribution over z, i.e. the (negative) expected
reconstruction error. The expected reconstruction error is a loss term used for training (almost)
every autoencoder, it describes how accurately the output replicates the input. A common metric
for this is binary cross-entropy, which we will use in this thesis, although this has a tendency of
producing blurry images [24][51] in generative models (such as the decoder part of the VAE). More
advanced similarity metrics have been proposed to target this problem, such as a metric that uses
learned representations obtained with a generative adversarial network (GAN) [29].
The first term of Equation 2.2 is the KL Divergence of the approximate posterior qφ (z|x(i) )
from the prior pθ (z). This can be seen as a measure of “surprise”; the extent to which the model
must update its parameters to accommodate new observations. This KL Divergence term in the
loss function encourages robustness to small perturbations along the latent manifold by inducing
the learned approximation qφ (z|x(i) ) (the encoder) to match some continuous chosen prior pθ (z).
By choosing a conjugate prior over z such that we can analytically integrate the KL Divergence,
we can obtain a closed-form equation for this loss term. A common choice is the spherical Gaussian
(or standard multivariate normal distribution), z ∼ N (0, I). As an approximate posterior we then
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use z|x ∼ N (µ, diag(σ)), for some parameters µ = (µ1 , . . . , µk ) and σ = (σ1 , . . . , σk ) (with latent
dimension k). For this prior and posterior, we find the closed form
k

 1X
−DKL qφ (z|x(i) )||pθ (z) =
(1 + log σi2 − µ2i − σi2 ).
2 i=1

Combining these two loss terms, we obtain a loss function that encourages a trade-off between
expressiveness and conciseness, pushing the model towards reconstructing its input well yet also
learning a simple latent space representation based on the chosen prior.
Training the Variational Autoencoder
If we impose a standard multivariate Gaussian distribution N (0, I) as the prior pθ (z), and approximate the posterior qφ (z|x(i) ) with a multivariate Gaussian distribution N (µ, diag(σ)) with
parameters µ = (µ1 , . . . , µk ) and σ = (σ1 , . . . , σk ), we can finally fully define the architecture of a
variational autoencoder, together with an associated loss function. This architecture is illustrated
in Figure 2.3.

Figure 2.3: A variational autoencoder with multivariate Guassian prior and posterior
The VAE takes a data point x as input, and transforms it through a neural network into
parameters µ and log σ that describe the (approximate) posterior qφ (z|x(i) ) (thus in this case,
φ = (µ, σ)). For convenience and numerical precision, we learn the logarithm of the parameter
σ instead of σ itself. Then, a latent value z is sampled from the distribution N (µ, diag(σ)).
Finally, this z is transformed through a decoder network (often with the inverse architecture of
the encoder) into a reconstruction xµ of the input x. This reconstruction represents the mean
value of the distribution pθ (x|z), which we use to evaluate the reconstruction error. We do not
need the covariance diagonal for this distribution, thus we do not learn it.
Parametrisation Trick
We have shown before that we can define a closed-form loss function under the chosen prior and
posterior, using binary cross-entropy as the reconstruction loss term. However, in order to train
the network by means of backpropagation with (stochastic) gradient descent, we need our model
to be differentiable w.r.t. its learned parameters. For this, the model needs to be deterministic,
such that only the inputs are stochastic. This is clearly not the case if we sample z based on a
probability distribution with parameters that come from inside the model.
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We can solve this problem with a simple parametrisation trick. We define auxiliary random
variables  ∼ N (0, I), which we treat as input. We then simulate sampling z from N (µ, diag(σ))
by computing z = µ + σ  (where signifies the element-wise product).
We thus have defined a deterministic model, with input x and , with a loss function that
can be automatically differentiated by tools such as Keras [12] or Tensorflow [1]. As such, we can
train this model using backpropagation with stochastic gradient descent, and related techniques
and optimisers.

2.3

Related Methods

In this thesis we use a variational autoencoder to obtain a latent space representation of (image)
data, which we use to perform active learning. To the best of our knowledge, this is the first work
that uses a VAE for active learning purposes.
M. Ducoffe et al. [16] do propose an active learning strategy for (convolutional) neural networks
that, like variational autoencoders, is based on variational inference. This approach however
involves variational inference only for the purpose of obtaining an informativeness measure for
unlabelled data. Our approach instead uses it to learn a representation for the entire data set,
and has the advantage that improvements in the field of VAEs may directly lead to better results
for our active learning strategy. Moreover, training a VAE on all unlabelled data first prevents us
from having to retrain low level features in every active learning iteration, which allows us to use
simpler and therefore faster models for active learning.
S. Berardo et al. [7] also use representation learning techniques for active learning. They
stack denoising autoencoders [52] as a means for extracting meaningful features of (image) data.
They then use a clustering algorithm to find clusters in the feature space. From these clusters they
query representatives, and label all points (or the most centric points) in the clusters with the same
label. They then use the labels obtained to train a neural network classifier. This neural network
is however still trained on the original pixel representations of the data; the clustering technique is
only used to obtain labels. In this thesis we will explore how the representations learned by VAEs
may allow us to directly use the learned latent space for training a neural network classifier.
Other methods exist that use pre-training methods that have been proposed for deep learning,
which could be interpreted as representation learning. S. Zhou et al. [56] e.g. use Restricted
Boltzman Machines (RBMs) to pre-train a deep neural network on unlabelled data, before finetuning it with the (limitedly available) supervised data. They then query new labels based on this
model. Similarly, P. Liu et al. [34] train a Deep Belief Network, which also uses (unsupervised)
RBM pre-training before fine-tuning the network in a supervised manner and querying more labels
based on uncertainty and data representativeness measures. Such methods however do not use
the full power of current representation learning technology; techniques such as the variational
autoencoder are capable of finding much better data representations, and can be tailored to work
well with the type of data (e.g. convolutional autoencoders for image data).
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Approach
In the previous chapters we described the motivation behind our approach, as well as the relevant
background that is necessary to understand the key elements. In this chapter we first provide a
general overview of our approach, after which we go into more detail about the various elements
of our method and the possibilities, variations, and considerations.

3.1

General Structure

Figure 3.1 illustrates the general structure of the active learning strategy we propose. The procedure can be summarised in a number of steps. We first execute the following steps once:
(a) We train a variational autoencoder (VAE, see Section 2.2.2) on the unlabelled data pool U.
(b) After the VAE is trained, we feed the unlabelled data U to the decoder to obtain a latent
space representation for all the data, i.e. we transform each data instance from U into
the mean value µ of its encoding. We thus obtain a latent space representation Uz of our
unlabelled data.
(c) We first randomly select a batch (of a given batch size) of unlabelled data, which we query
to the oracle to be labelled. This selection of data can be fully random, or partly based
on some strategy that supports diversity within the batch (see Section 3.4.3). Note that
although our data is in latent representation, we also still have access to the original (image)
data. Therefore we link each latent representation to its original image, such that an oracle
can provide a label based on the original image. In this way, a reliable label can be obtained
even if the decoder part of the autoencoder would not provide a good reconstruction. We
thus obtain a first small set Lz of labelled data.
Then, we repeatedly perform the following steps for a fixed number of iterations (which we
call the active learning iterations):
(d) We train a model on the current labelled latent data Lz . Here we use a multilayer perceptron
(MLP) that consists of one or more fully connected layers, followed by a softmax with
the desired number of output classes. In principle, any (probabilistic) supervised machine
learning algorithm could be used, but we chose an MLP because it is relatively inexpensive
to train, yet still powerful enough to learn well if a good latent representation is already
acquired through the VAE.
(e) Once the MLP has been trained, we use it to make predictions for the remaining unlabelled
data Uz . Since the MLP ends in a softmax, this gives us probabilities for all possible labels
for each data instance in Uz .
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Figure 3.1: The general structure of the active learning strategy

(f) Using these probabilities, we can compute the uncertainty (according to some uncertainty
measure, see Section 2.1.2) of the predictions for each data instance. We then use these
uncertainties, possibly in combination with some representativeness and/or diversity measure
(see Sections 3.4.1 and 3.4.3), to obtain a batch of instances to query to the oracle for
labelling. We add the newly labelled data to our set of labelled data Lz .
After a number of active learning iterations, when we have obtained the required number of
labels, we can train the MLP one last time with Lz to obtain our final classification model. In
order to then classify new data, we first need to use the VAE’s encoder to obtain a latent space
representation of this data, after which we can use the MLP to make predictions for the possible
labels.

3.2

Variational Autoencoder

In Section 2.2.1 we provided details about how to construct and train a variational autoencoder, in
particular when assuming a standard multivariate Gaussian distribution as prior, and a multivariate Gaussian with diagonal covariance matrix as posterior. This still leaves a number of choices
to be made before we have fully defined a VAE.
The first thing to consider is the architecture of the encoder and decoder. Here we consider
two types; VAEs with only fully connected layers, and VAEs with convolutional layers as well.
Fully connected layers are also referred to as dense layers, therefore we will call a VAE with
only fully connected layers a dense VAE. In a dense VAE, the encoder consists of one or more
dense hidden layers connecting the input layer to the (µ, log σ) layer (see Figure 2.3). The decoder
then consists of one or more dense hidden layers connecting the sampled z-value to the output
layer. We only consider symmetric VAEs here, meaning that dimensions of the hidden layers of
the decoder are the same as those of the encoder, but in reversed order. For the activations in all
the hidden units we will use rectified linear units (ReLUs) [19]. For the output units we will use
the sigmoid function, in order to retrieve greyscale pixel values between 0 and 1. All that remains
then to fully define the dense VAE is to choose the dimensions of the hidden layers of the encoder.
Since we are dealing with image data, it makes sense to also incorporate convolutional layers [31]
in our VAE, since models with convolutional layers have been shown to perform much better on
images than models with only dense layers. We refer to such a VAE as a convolutional VAE. The
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encoder will consist of one or more convolutional layers, followed by one or more dense layers,
which together connect the input layer to the (µ, log σ) layer. The decoder then consists of
one or more dense layers, followed by one or more transposed convolutional (or deconvolutional)
layers, connecting the sampled z-value to the output layer. We again only consider symmetrical
architectures for the dense hidden layers. For the architectures of the (de)convolutional layers,
things get a bit more complicated to ensure we get the right sizes to encode and reconstruct the
input. For each deconvolutional layer, we need to specify the number of filters (the depth of the
output), a kernel size (the size of the filter), the stride (the step size with which to slide the filter),
and the type of padding (either “valid” or “same”). As activations for all the hidden units we
again use ReLUs, whereas for the output units we use the sigmoid function to obtain greyscale
pixel values between 0 and 1.

3.3

Multilayer Perceptron

Once we have obtained a latent space representation of the unlabelled data through a VAE, we
randomly take a batch of instances from this latent data to train a first classification model.
Here we use a multilayer perceptron (MLP) with one or more fully connected hidden layers, with
dropout [50] to prevent overfitting. The final layer of the MLP is a (fully connected) softmax with
the desired number of output classes. Generally we do not posses validation data in an active
learning setting, since labels are expensive and therefore too valuable not to use for training, thus
we cannot use convergence of the validation accuracy to determine how long to train the MLP.
Therefore we train the MLP for a fixed number of epochs, paying attention that the training
accuracy does not converge long before we finish training. The dropout in the hidden layers helps
to prevent overfitting, thus a fixed amount of epochs (if not too few) can be expected to work
reasonably well.
After training, the MLP can give us predictions for the likelihood of each of the possible classes
for every unlabelled data instance. We can use these predictions to compute uncertainty, which
we then use in an active learning algorithm to obtain more labelled data. More details of this
active learning procedure are described in the next section.
In each next active learning iteration, i.e. when we have obtained more labels, we reinitialise
the weights of the MLP and train it again for a fixed number of epochs. We retrain the model
from scratch to prevent overfitting on labelled data that has been available for more iterations
already. In other words, we want to ensure that newly labelled data has the same influence as
“older” data. Since MLPs are quite fast to train (compared to e.g. convolutional networks), our
retraining procedure remains very fast even if the learned model is “forgotten” after each active
learning iteration. If we can combine this with a fast active learning query selection method, then
the entire procedure can be quite fast and fluent; annotators will hardly experience any downtime
while providing labels for the active learning procedure. Nevertheless we can utilise the power and
expressiveness of convolutional networks for image data, by having used a convolutional VAE to
produce the latent data.

3.4
3.4.1

Active Learning
Uncertainty Sampling

For our active learning strategy we use uncertainty sampling, as previously described in Section 2.1.2. We consider all three different uncertainty measures; least confident, margin sampling
and entropy. For reasons explained in the next section, we want to ensure that these uncertainty
measures are values between 0 and 1, where 0 implies no uncertainty (thus low informativeness),
whereas 1 means high uncertainty.
The least confident and margin sampling strategies already guarantee that uncertainty values
are between 0 and 1. All we need to do is reverse them by subtracting the value from 1, since
low confidence or small margins imply high uncertainty. The entropy uncertainty value does not
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need to be reversed, since high entropy corresponds to high uncertainty. But the entropy of a
prediction can in general be greater than 1. The entropy can however not exceed log n, where n
is the number of classes (this value is obtained when all classes are equally likely). Thus, we can
normalise entropy uncertainty by dividing by log n.

3.4.2

Representativeness

We are particularly interested in whether we can make the standard uncertainty sampling strategy
more efficient by utilising the latent space obtained through the VAE. As we have mentioned before,
a common problem in uncertainty sampling is that it is prone to querying outliers; instances that do
not represent the underlying data distribution well. Knowing the label of such instances generally
does not provide much useful information to the learner. To prevent querying outliers, we want
to formulate some representativeness measure, and prevent querying instances that score low on
this measure. For practical reasons we want to ensure this measure is a value between 0 and 1,
where 0 means bad representativeness (outliers) and 1 means good representative data.
There are several ways to express the representativeness of a data instance, based on the full
data distribution. In the density-weighted framework as described in Section 2.1.2, representativeness is defined as the average similarity of a data instance x to all other instances in the data
pool U,
1 X
sim(x, xu ),
repr(x) =
|U|
xu ∈U

according to some similarity measure. We consider a number of similarity measures for this
purpose.
Image Data
We consider greyscale image data, stored by their pixel intensities. Suppose we have two images
x and y of p pixels each, with pixel intensities (x1 , . . . , xp ) and (y1 , . . . , yp ) (with 0 ≤ xi , yi ≤ 1).
A possible similarity measure is the cosine similarity, which is then defined as
Pp
xi · yi
x·y
.
simcos (x, y) = pPp i=12 Pp
=
2
kxk2 · kyk2
i=1 xi ·
i=1 yi
The similarity between two images is then guaranteed to be a value between 0 and 1, since all
pixel intensities are non-negative.
We can also use a distance measure to obtain a density measure between 0 and 1. A given
distance measure d(x, y) can be used to express representativeness as
repr(x) = 1 −

1

1 X
d(x, xu ),
dmax |U|
xu ∈U

where dmax is either some upper bound of the distance measure (if such a bound exists), or the
maximum observed average distance for the given data.
One of the most common distance metrics is the Euclidean distance, which is defined in this
context as
v
u p
uX
dE (x, y) = t (xi − yi )2 .
i=1

Since we know that pixel intensities are values between 0 and 1, we can obtain a normalised
Euclidean distance as follows:
v
u p
u1 X
dN E (x, y) = t
(xi − yi )2 .
p i=1
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This measure always yields a measure between 0 and 1 (for pixel intensities between 0 and 1), and
can thus easily be transformed into a similarity measure by taking simN E (x, y) = 1 − dN E (x, y).
For our purposes we can also consider the squared Euclidean distance, which is given by
dSE (x, y) =

p
X
(xi − yi )2 .
i=1

This measure yields puts a progressively larger weight on bigger differences between pixel values.
Note that this is not a true metric, since it doesn’t satisfy the triangle equality. We can however
still use this measure for our purpose of expressing representativeness. We can also normalise this
measure by considering the mean squared Euclidean distance instead,
p

dM SE (x, y) =

1X
(xi − yi )2 ,
p i=1

which yields values between 0 and 1 (for pixel intensities between 0 and 1). Thus, it can be
transformed into a similarity measure in the same way as for the normalised Euclidean distance.
Latent Data
In the active learning scheme of this thesis we do not work with images directly however. Instead
we transform images (through a VAE) into a latent space representation, or more precisely into
Gaussian distributions N (µ, diag(σ)) in this latent space, characterised by parameters µ and σ.
Given two such distributions zx ∼ N (µx , diag(σx )) and zy ∼ N (µy , diag(σy )), we can consider
some other similarity and distance measures. Let d be the number of latent space dimensions.
The aforementioned cosine similarity also yields a valid similarity measure for latent data, if
used on the mean values of the distributions:
µx · µy
simcos (zx , zy ) =
.
kµx k2 · kµy k2
Since the µ-values in latent space can also be negative, this yields values between -1 and 1. We
can easily obtain values between 0 and 1 by adding 1 and then dividing by 2.
For the µ-values we can also use the Euclidean distance and the squared Euclidean distance
as before, however we cannot normalise these measures in the same way as before, since generally
the components of µ are not between 0 and 1. For a given data set however, we can normalise
average distances by dividing by the largest observed average distance.
Since the latent data represents distributions rather than single images, there are some other
plausible distance measures that can be considered. First of all there is the KL Divergence [28],
which we saw before in Section 2.2.2. For two multivariate Gaussian distributions with diagonal
covariance matrices N (µx , diag(σx )) and zy ∼ N (µy , diag(σy )), the KL Divergence can be
computed as
DKL (zx ||zy ) = −

d
2

(µx,i − µy,i )2 + σx,i
1 X
2
2
1−
+ log σx,i
− log σy,i
.
2
2 i=1
σy,i

This measure is not symmetric, i.e. in general DKL (zx ||zy ) 6= DKL (zy ||zx ), which is a quality that
may be sensible if we want to use the measure to compute the average distance of one data point
to all the others. To obtain a similar yet symmetric measure, we can use the J Divergence [33],
which is simply the sum of the KL Divergences both ways:
DJ (zx ||zy ) = DKL (zx ||zy ) + DKL (zy ||zx ).
In the case of multivariate Gaussian distributions with diagonal covariance matrices, we find
DJ (zx ||zy ) = −

d
2
2 
(µx,i − µy,i )2 + σx,i
(µy,i − µx,i )2 + σy,i
1 X
2−
−
.
2
2
2 i=1
σy,i
σx,i
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Other measures to quantify the difference between two probability distributions exist (see e.g. [33]),
but those are out of the scope of this thesis. Note that none of these measures guarantee to yield
values of at most 1, so to normalise we can again divide by the highest observed average distance
(divergence) in the data.
Computing the representativeness of a data instance as the average similarity is rather slow,
since we must evaluate some distance or similarity measure for all pairs of instances in the data set.
We know from the training procedure of the VAE that part of the loss function tried to produce
distributions that remain close to the chosen prior N (0, I), a standard multivariate Gaussian
distribution, by means of the KL Divergence. Therefore, we can also consider the KL Divergence
of a latent distribution to this prior as a way to express representativeness (where low divergence
means high representativeness). We can normalise this by dividing by the highest observed KL
Divergence to the prior in the data.
Similarly, we can also consider the Euclidean distance and squared Euclidean distance of a
distribution’s mean µ to the prior’s mean 0 as a measure of representativeness. Here we need to
normalise this (squared) distance by the highest observed (squared) distance and subtract it from
one, to obtain a representativeness measure.
Explicitly Incorporating the Representativeness Measures in Uncertainty Sampling
We can use the various representativeness measures mentioned above to evaluate whether data
can be considered “more representative” when transformed to latent space data. In other words:
are instances that were considered outliers in the original space mapped to dense areas in the
latent space? If this is the case, we can expect uncertainty sampling to function better in latent
space than in the original space.
We can also explicitly use these representativeness measures in combination with an uncertainty
measure to compute an informativeness measure for active learning as follows:
informativeness(x) = γ · uncertainty(x) + (1 − γ) · representativeness(x),
where 0 ≤ γ ≤ 1 is a constant that determines the relative importance of the uncertainty term
over the representativeness term. Setting γ = 1 is equivalent to using only standard uncertainty
sampling. This informativeness computation is the reason that we required uncertainty and representativeness measures to yield values between 0 and 1; in this way both measures are on a
similar scale, and we can combine them. This proposed informativeness measure is then also
always between 0 and 1. This approach is similar to the density-weighted framework proposed in
Section 2.1.2, but instead of a multiplication here we use a weighted sum to combine uncertainty
with representativeness, as is done in e.g. [54].

3.4.3

Batch-Mode Active Learning

The informativeness measures described in the previous section provide us with a strategy to select
a single instance to query next. As discussed in Section 2.1.3 however, it is desirable to be able to
query a full batch of k informative instances at once before retraining the classification model, in
such a way that we prevent redundancy among the instances in this batch. We consider a number
of strategies to query a batch of informative instances at once.
Top k
The simplest strategy is the top k strategy; we rank all unlabelled instances based on the informativeness measure, and select the k instances that score highest. This method generally introduces
high redundancy in the batch, as uncertain instances often group together, thus it is not very
suitable for this task.
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Random Partitions
A simple way to prevent some of this redundancy is a method we will call random partitions; we
randomly partition the unlabelled pool U in k equally sized parts, and query the instance with the
highest informativeness value from each partition. For every active learning iteration, we compute
new random partitions. This helps to prevent some redundancy, but if e.g. a large cluster of
many more than k very uncertain instances exists, it is still likely that we obtain many redundant
instances.

Greedy Method
We can also try to find a batch in which the distance between the instances is large. For this we can
use the distance measures described in the previous section for computing representativeness of
latent data. W. Xu et al. [54] e.g. describe a greedy method to find a query batch for active learning
that attempts to optimise for informativeness, representativeness, and diversity at the same time.
We can use a similar technique in our setting. We start by initialising the batch B = {x0 } to
contain only the instance x0 with the highest combined uncertainty and representativeness score
(computed as a weighted sum, see previous section). The idea is then to construct a batch by
incrementally adding the next instance x to B that maximises the following weighted sum:
α · uncertainty(x) + β · representativeness(x) + (1 − α − β) · d(x, B).
Here d(x, B) = miny∈B d(x, y) is the distance of x to the nearest element already in the batch
B, according to some distance measure d. The parameters 0 ≤ α, β ≤ 1 determine the relative
importance of each of the three terms, where we require that α + β ≤ 0. Since we have already
ensured that the uncertainty and representativeness values are between 0 and 1, we would like to
do the same for the distance d(x, B), such that all three measures are more or less on the same
scale.
For the distance d(x, y) we can use the same measures as discussed in the previous section, such
as (squared) Euclidean distance, J Divergence, or the reversed cosine similarity. The advantage of
cosine similarity is that it is always between -1 and 1, making it easy to obtain a distance measure
between 0 and 1. For the other measures, we can find the maximum observed distance in the
data, and divide each distance by that maximum. Finding this maximum is very slow however
(quadratic time in the number of instances, as it requires evaluating each pair of instances), so
even though this only has to be done once for each latent data set, we use a significantly faster
method to approximate this value. The VAE transforms data in such a way that it roughly forms
a sphere around the origin in latent space (see also Section 5.3.3). Thus, we instead find the data
instance x with the highest distance to the origin (in latent space), multiply its distance to the
origin by two, and use that as an approximation for the maximum distance. It follows directly
from the triangle inequality on x, the origin, and any other data point that this approximation
provides an upper bound for the highest observed distance, in case our distance is a true metric.
Some of our distance measures do not satisfy the triangle inequality however, but this simple
approach can nevertheless serve as a fast heuristic to normalise the distance measure. Since this
method only needs to check each data instance once (for its distance to the origin) it runs in linear
rather than quadratic time.
The greedy approach gives more guarantees that a batch will not contain instances that are
very similar to each other. A downside to this approach however is that it is quite computationally
expensive. For every new instance that we add during the greedy incremental batch construction,
we need to compute the minimum distance for all remaining unlabelled instances to any of the
instances already in the batch. A way to speed up this process is to perform subsampling; we
randomly select only a certain percentage of the data, and apply the greedy batch construction
algorithm on this subsample only. For every active learning iteration, we compute a different
subsample.
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Subsampling
Subsampling can also be used as a method to improve the diversity within a query batch. We can
take a small subsample of the data only, so that it likely contains fewer similar instances, and then
use either the top k strategy or the random partitions strategy to select a batch of informative
instances from this subsample. Although such methods are more heuristic in flavour and provide
less guarantees, they are significantly faster than the greedy approach described above, and often
still work well in practice.
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Chapter 4

Experimental Setup
In this chapter we provide details about the experiments we ran to evaluate the approach described
in Chapter 3. The results of these experiments will be discussed in Chapter 5. All coding was
done in Python, using the Keras [12] library with TensorFlow [1] back-end to implement neural
networks.

4.1

Data

To evaluate our approach, we used two benchmark image data sets, each containing small square
images of single digits, with labels 0 to 9. Each data set consists of a training and test set, both
fully labelled. From the training sets we take a small fixed portion apart as validation data.
We only use the training set (without the validation data) for training VAEs and in the active
learning procedure. The validation data is used to provide better indications about how well a
model (VAE or MLP) is learning, and the test data is only used to evaluate the final performance
of a classification model (an MLP) after all active learning iterations are done.

Figure 4.1: Examples of MNIST digits
Although active learning deals with situations where labels are scarce, in order to evaluate
an active learning scheme well we need labelled data to evaluate performance and to be able to
quickly simulate the querying for labels. When testing an active learning procedure, we hide all
labels at first, pretending that all data is unlabelled. Only when we decide to query a particular
instance of the training set will we reveal and use its label. The validation accuracies that we
obtain while training MLPs are only for evaluation purposes, and may not be used for decisions
during the active learning procedure, since in a normal setting labelled validation data would not
be available.
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4.1.1

MNIST

The first data set that we use is the MNIST [30] data set of handwritten digits. The data consists
of greyscale images of 28 by 28 pixels, each pixel given as a value between 0 (white) and 1 (black).
We obtain the data through the TensorFlow [1] library, which automatically splits it into a training
set of 55,000 images, a validation set of 5,000 images, and a test set of 10,000 images. Figure 4.1
shows an example of some images from MNIST.
MNIST is one of the most standard benchmark data sets for machine learning, and is generally
known to be quite easy to work with. As we will see in Chapter 5, it is easy to train a simple
model that already has a test set accuracy of over 98%.

4.1.2

SVHN

The next data set we consider is the SVHN [36] (Street View House Numbers) data set with
cropped digits. Just like MNIST it contains digits from 0 to 9, but instead of handwritten greyscale
images these are colour images obtained from pictures of house numbers in Google Street View.
We use the version of the data set in which images of full house numbers (as shown in Figure 4.2a)
have been cropped to the bounding box of a single digit (as in Figure 4.2b). This bounding box is
first extended to a square image, which results in some distracting digits to the sides of the digit
of interest. All cropped images are resized to 32 by 32 pixels.

(a) The original images with bounding boxes

(b) Cropped square images

Figure 4.2: Examples of the SVHN data set
The SVHN data set consists of a training set of 73,257 instances and a test set of 26,032. We
use the first 5,000 instances of the training set as validation data, and the remaining instances as
training data.
The images are given as RGB values for each pixel. To simplify the data and have it in a
similar format as MNIST, we transform the RGB values (where R, G, and B are integers from 0
to 255) to greyscale values between 0 and 1 with the following formula [37]:
Greyscale = 0.299 · R + 0.587 · G + 0.114 · B.
Since colour is usually not a relevant factor in digit recognition, this eliminates some unnecessary
complexity, while it still generally yields recognisable images. See Figure 4.3 for an example of
how RGB digits look when transformed to greyscale.
Because of the distracting digits that can occur on the sides of the images, other distracting
shapes in the background, and the fact that digits have different colours and intensities, classification tasks for this data set are notoriously harder than for a data set like MNIST where digits
are nicely black on white and with no distracting shapes in the image.
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(a) Digits in colour (RGB)

(b) Digits in greyscale

Figure 4.3: Transforming coloured SVHN digits to greyscale

4.2
4.2.1

Neural Networks
Variational Autoencoder

In Section 3.2 we discussed the types of VAEs that we use (dense and convolutional), and which hyperparameters we need to choose to determine their full architectures. Our VAE implementations
are based on the Keras [12] example implementations of a normal VAE [11] and a convolutional
VAE [10]. For each of the VAE types, we use a loss function based on variational inference as
described in Section 2.2.2 to train the model by means of stochastic gradient descent, with the
“rmsprop” optimizer as implemented in Keras. The batch size for training is 100.
For the dense VAE we used an encoder with two hidden layers of 512 and 256 hidden units
respectively, and a decoder with the same architecture but reversed. We used three different latent
space dimensions: 2, 30, and 50. The input dimension naturally depends on the input, and all
other aspects of the architecture have been explained in Sections 2.2.2 and 3.2. Thus, for each
data set we used three different dense VAEs.
The architecture of the convolutional VAE is shown in Table 4.1. For the parametrisation trick
(see Section 2.2.2) we need to generate random noise as input, therefore we need to set a batch
size for propagating data through the model in advance. Here we choose a batch size of 100.
Convolutional layers expect data instances to be given as three-dimensional arrays, of dimensions
width, height and number of channels, thus the input must be given in this format. Since we deal
with square images only, the width and height of the images are the same, equal to some value s.
Recall that for MNIST and SVHN we have s = 28 and s = 32, respectively. Since we only deal
with greyscale images, the number of channels is 1, which is also the depth (i.e. the number of
filters) of the first convolution layer.
The given kernel sizes for the (transposed) convolutional layers represent the size of a side of
the (square) convolution window, and the strides represent the step size of the convolution window
both horizontally and vertically. The padding method is either “same” (trailing 0’s at the edges
of the image to ensure that the output size is equal to the input size divided by the strides) or
“valid” (moving the convolution window only over real inputs, not adding any 0’s).
Between the convolutional and dense layers we need to reshape the data, since dense layers
expect data to be given in one dimension instead of three.
The middle part of the convolutional VAE has the same structure as that of the dense VAE,
where we again use three different latent dimensions: d = 2, d = 30, and d = 50. After this follow
more dense layers that transform the data back to the dimensions we had after the convolutional
layers.
We then reshape the data into a three-dimensional array again, and follow with three transposed convolutional layers and a final convolutional layer with sigmoid activations to reconstruct
the input (recall that all hidden activations are ReLUs as explained in Section 3.2).
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Layer type

Output dimension(s)

Input

(100, s, s, 1)

Conv2D

(100, s, s, 1)

Conv2D

(100, s/2, s/2, 64)

Conv2D

(100, s/2, s/2, 64)

Conv2D

(100, s/2, s/2, 64)

Flatten

(100, (s/2) · (s/2) · 64)

Dense
Dense (µ, log σ)
Sample z
Dense

(100,
(100,
(100,
(100,

Dense (upsampling)

(100, (s/2) · (s/2) · 64)

Reshape

(100, s/2, s/2, 64)

Conv2Dtranspose

(100, s/2, s/2, 64)

Conv2Dtranspose

(100, s/2, s/2, 64)

Conv2Dtranspose

(100, s + 1, s + 1, 64)

Conv2D (sigmoid)

(100, s, s, 1)

128)
d + d)
d)
128)

Details
batch size = 100, width = s,
height = s, #channels = 1
#filters = 1, kernel size = 2,
padding = “same”, strides = 1
#filters = 64, kernel size = 2,
padding = “same”, strides = 2
#filters = 64, kernel size = 3,
padding = “same”, strides = 1
#filters = 64, kernel size = 3,
padding = “same”, strides = 1
reshapes data to be suitable
for dense layer
#hidden units = 128
latent dimension = d
latent dimension = d
#hidden units = 128
upsamples data for
deconvolutional layers
reshapes data to be suitable
for deconvolutional layers
#filters = 64, kernel size = 3,
padding = “same”, strides = 1
#filters = 64, kernel size = 3,
padding = “same”, strides = 1
#filters = 64, kernel size = 3,
padding = “valid”, strides = 2
#filters = 1, kernel size = 2,
padding = “valid”, strides = 1

Table 4.1: Architecture of the convolutional VAE

We thus have three different dense VAE architectures and three different convolutional VAE
architectures (the only difference for each being the number of latent dimensions), six VAEs in
total. We use each of these to transform each of the two data sets into a latent representation,
where we use convergence in validation set loss as a criterion to decide how many epochs to train
each VAE. Thus we end up with twelve latent data sets; six for MNIST and six for SVHN.

4.2.2

Multilayer Perceptron

For the classification task in each active learning iteration we use a simple multilayer perceptron
(MLP) with one or more hidden layers and a softmax as output, implemented in Keras. The
input size depends on the number of latent dimensions of the latent data, either 2, 30, or 50. The
softmax has 10 outputs, for each of the digits 0 to 9. For the hidden layer(s) we try out a number
of architectures with either one or two hidden layers, with the following options for the number of
hidden layers:
• 128
• 256
• 512
• 256, 256
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• 512, 256
• 512, 512
For each of these architectures we add dropout to all the hidden layers, with a value of either 0.2,
0.35, or 0.5 (i.e. 20%, 35%, or 50%). Thus in total we try out 18 different MLP architectures.
Training is done with stochastic gradient descent for a categorical cross-entropy loss function, with
the RMSprop optimizer as implemented in Keras. The batch size for training is 100, and we train
each model for 20 epochs.
We first try out these 18 architectures on each of the twelve latent data sets, as well as on the
original image data, using all the labels of the training sets. Obviously this would not be possible
in a true active learning setting, since labels are not available, thus the results cannot be used as a
method to select the appropriate classification model in our active learning approach. Nevertheless
it is interesting to evaluate how close our method can get to the state-of-the-art performance on
each of the data sets, if all labels are available. Moreover, this gives us a kind of upper bound
for the performance of our active learning algorithm after obtaining a certain amount if labels,
since we do not expect a model to perform worse on a full data set than when a limited number
of labels is available.

4.3

Active Learning

We will run experiments for the active learning approach as described in Chapter 3 with various
settings and models. We always use a batch size of 100, both for training models and for batchmode active learning. At the start of the active learning procedure, we sample a random batch of
100 instances. Then we perform a total of 29 active learning iterations, such that at the end of
our procedure we have 3000 labelled instances. We will evaluate the performance (classification
accuracy) on the validation set after each active learning iteration, which allows us to see whether
and how much the accuracy improves when we collect more data.
For uncertainty sampling, we use three methods to evaluate uncertainty, as described in Section 3.4.1:
• Least confident
• Margin sampling
• Entropy
For some active learning experiments, we combine the uncertainty measures with a representativeness measure through a weighted sum, as detailed in Section 3.4.2. The representativeness
measures that we use in these experiments are:
• Density (cosine): density computed with cosine similarity
• Density (Euclidean): density computed with Euclidean distance, normalised by the highest
observed average distance
• Density (squared Euclidean): density computed with squared Euclidean distance, normalised
by the highest observed average squared distance
• Density (J Divergence): density computed with J Divergence, normalised by the highest
observed average divergence
• KL to prior : the KL Divergence to the prior N (0, I), normalised by the highest observed
divergence
• Distance to origin: the Euclidean distance to the mean 0 of the prior, normalised by the
highest observed distance
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• Squared distance to origin: the squared Euclidean distance to the mean 0 of the prior,
normalised by the highest observed squared distance
We also use these representativeness measures to evaluate the overall distribution of representativeness within a latent data set, by plotting histograms. We then compare these with histograms
of representativeness in the original data sets. For the original data we use the following representativeness measures:
• Density (cosine): density computed with cosine similarity
• Density (Euclidean): density computed with normalised Euclidean distance
• Density (squared Euclidean): density computed with mean squared Euclidean distance
Computing density as an average distance to all other data instances is very slow, already for
the latent data but in particular for the higher-dimensional image data. Therefore we use a
significantly faster approximation to compute the density values for the original data sets. For
each instance, we compute its density as the average distance to 1% of the instances of the full
data set, rather than to all the instances. This 1% is selected as a random sample, different for
each instance.
In our active learning strategy we want to query batches of instances at once, instead of
single instances, before retraining the classification model. To prevent querying batches with a lot
redundancy, we use a number of techniques to encourage diversity within batches. We first use a
few simple and fast techniques to query batches, as described in Section 3.4.3:
• Top k
• Random partitions
• Subsampling with top k
• Subsampling with random partitions
Furthermore, we use a greedy method as described in Section 3.4.3 to enforce diversity, with the
following distance measures:
• Cosine similarity (reversed and normalised to be between 0 and 1)
• Euclidean distance (normalised by the highest observed distance)
• Squared Euclidean distance (normalised by the highest observed squared distance)
• J Divergence (normalised by the highest observed divergence)
These greedy methods are much slower however when used on a full data set. Therefore we perform
them on a very small subsample of only 1% of the data.
We compare all our techniques with random sampling as a baseline approach, where we simply
sample a random batch of instances before retraining the classification model. We also refer to
this as passive learning, as opposed to active learning.

28

Active Learning in VAE Latent Space

Chapter 5

Results
In this chapter we describe the results of our experiments in detail. We first look into the performance of VAEs to obtain latent representations. Then we evaluate various MLP architectures for
the classification model in our active learning procedure. Based on those results, we fix the VAE
and MLP architectures to work with, and we experiment with the various settings and possible
techniques of the active learning scheme.
Most experiments include evaluation of a wide range of settings, where we test each setting only
once. In the final section of this chapter, we repeat the experiments that proved most successful
multiple times, in order to achieve more statistical significance. Thus, for a more concise report
of our strongest results, we refer directly to Section 5.4.

5.1
5.1.1

VAE Latent Space
Trained VAEs

Table 5.1 gives an overview of the different VAEs we trained (the architectures of the dense and
convolutional VAEs are explained in Section 4.2.1). We trained each VAE for either 32 or 64
epochs, where we checked whether the validation loss was converging to decide how long to train.
The table shows both the validation and training loss at the end of training for each of the models.
These values are always close together, indicating that there is likely not much overfitting. We use
each of these VAEs to obtain a latent data set, thus we have twelve latent data sets in total, each
of which can be identified by the following three values: original data set, VAE type, and latent
dimension (e.g. MNIST, convolutional, 30d).
The (validation) loss gives us some objective indication about how well a VAE performs. In
general it seems clear that it is much easier to represent MNIST than SVHN, as can be expected.
It is also clear that convolutional VAEs outperform dense VAEs, which is unsurprising for image
data. It remains to be seen however if lower loss values truly provide a good indication for
whether the learned representations are indeed better structured and give better results in our
active learning approach.
Since labels are scarce (or unavailable) in an active learning setting, we need methods to
evaluate the VAE latent spaces (besides looking at the validation loss) that do not require labelled
data. Later we will look into some more subjective methods to evaluate the representations learned
from a VAE, but first we discuss another more objective method that can give us information about
a VAE’s performance.

5.1.2

Used Latent Dimensions

Although we trained VAEs with latent dimensions 2, 30, and 50, it turns out that the resulting
latent data does not always “use” all of these dimensions, i.e. for some dimensions all latent
variables remain very close to zero. We can see this by finding the minimum and maximum value
Active Learning in VAE Latent Space

29

CHAPTER 5. RESULTS

Data

VAE type

MNIST
MNIST
MNIST
MNIST
MNIST
MNIST
SVHN
SVHN
SVHN
SVHN
SVHN
SVHN

dense
dense
dense
conv.
conv.
conv.
dense
dense
dense
conv.
conv.
conv.

Latent dim.
(used)
2 (2)
30 (14)
50 (14)
2 (2)
30 (30)
50 (50)
2 (2)
30 (7)
50 (6)
2 (2)
30 (30)
50 (48)

Epochs
64
64
64
32
64
64
32
64
64
32
64
64

Validation
loss
139.079
101.384
101.289
139.1141
58.65009
56.17006
651.0906
645.6823
645.8237
647.0779
624.4748
622.1815

Training
loss
137.4715
99.30045
99.76947
133.7208
55.29481
53.87701
651.8179
646.3857
646.6826
648.0242
623.3472
622.1009

Table 5.1: Overview of trained VAEs

obtained for each dimension in the latent space, for a given latent data set. Figure 5.1 shows
histograms for these minimum and maximum values for the latent space data (training data only)
obtained through the dense VAE with latent dimension 30 on the MNIST data set. We can clearly
see that for 16 dimensions, all values remain very close to zero, whereas for the other 14 dimensions
values fall within a much wider range. Thus we say that only 14 dimensions are “used”.

(a) Minimum values

(b) Maximum values

Figure 5.1: Histogram of minimum/maximum values for each dimension in 30-dimensional latent
data from dense VAE on MNIST
In Table 5.1 the number of latent dimensions that is really used is shown in brackets after the
number of latent dimensions of the VAE. It is clear that the dense VAEs tend to not use all latent
dimensions, which likely leads to less useful latent space representations for our active learning
setting. The convolutional VAEs do seem to utilise the full dimensionality of the latent space.
Checking whether all latent dimensions are used gives us another objective way to evaluate the
performance of each VAE.

5.1.3

2D Visualisations

For two-dimensional latent spaces we can generate nice plots that can give us good insights into
the structure of the latent space, and how well the generative part of the model performs. We
show two types of two-dimensional visualisations, one that doesn’t require any labels (and thus
works in any active learning setting), and one that only works for a fully labelled data set.
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Manifold Visualisations
Without needing any labels, we can sample latent space coordinates proportionally to the model’s
distribution over latent space, and decode them into images. Since our VAEs are trained with
a standard multivariate Gaussian as the prior distribution, we can do this by sampling linearly
spaced percentiles of the inverse CDF (cumulative distribution function) of a standard multivariate
Gaussian. We can layout these decoded images in a two-dimensional grid, which gives us a sense
of the full latent manifold.
Figure 5.2 shows such manifold visualisations for the 2-dimensional latent data for MNIST,
obtained through a dense and convolutional VAE, respectively. We clearly see that digits are
grouped together, and many latent space coordinates get encoded into clearly distinguishable
digits. In particular we also notice that all digits are actually there, we can generate each of the
10 digits from some latent space coordinates. Both visualisations show some border areas in which
the generated images are blurred symbols that aren’t really recognisable and often seem to be a
combination of two digits. But we cannot see a clear difference in quality between the results of
the dense VAE and the convolutional VAE, both seem to perform fairly well.

(a) Dense VAE

(b) Convolutional VAE

Figure 5.2: Manifold visualisations for two-dimensional VAEs on MNIST
Now we look at the manifold visualisations for the SVHN data, as shown in Figure 5.3. Here
we see that the model has not been able to learn the same type of structure as for MNIST. All
generated images seem to resemble either a 3 or an 8 in more or less the same shape, and differences
are mainly in shading; whether there is a light image on a dark background or a dark image on a
light background. This seems to imply that we simply need more than two dimensions to properly
represent this data set. We cannot visualise manifolds of higher dimensions in a nice way such
as this, but there are other ways we can get a subjective insight into how good the latent space
representation is, without requiring any labels. We will look into this in the next sections.
Distribution of Classes in Latent Space
Since we do have fully labelled data sets available here, there is another type of two-dimensional
visualisation that we can use to gain insight into how well the VAEs structure the data. We simply
plot all instances as dots in the two-dimensional latent space, assigning a different colour to each
different class (i.e. each different digit). We visualise the test sets like this to get a view of how
well the VAE generalises.
Figure 5.4 shows these visualisation for our two latent data test sets for MNIST. The structure
of the latent space is different for the dense and for the convolutional VAE, but both show similar
behaviour. We can see that both VAEs structure the different classes quite well; groups of instances
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(a) Dense VAE

(b) Convolutional VAE

Figure 5.3: Manifold visualisations for two-dimensional VAEs on SVHN

from the same class generally form dense and uninterrupted regions in the latent space. There
are however still regions with a lot of overlap between classes, and certain classes inhabit only
very small regions of the latent space compared to others. All in all the VAEs seem to certainly
have learned a good and useful structure of the data, but two dimensions may be too few to
really separate the data well enough to be able to learn a simple classifier on the latent data that
performs well.

(a) Dense VAE

(b) Convolutional VAE

Figure 5.4: Distribution of digit classes for two-dimensional VAE latent data for MNIST (test
sets)

The class distribution over the latent space for the two-dimensional SVHN data sets is visualised
in Figure 5.5. Here we clearly see that the VAEs have not been able to learn enough to meaningfully
structure the data in a two-dimensional latent space. Together with what we saw from the manifold
visualisation in Figure 5.3 we can conclude that these latent representations are likely not going
to be good enough to be used in our active learning approach.
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(a) Dense VAE

(b) Convolutional VAE

Figure 5.5: Distribution of digit classes for two-dimensional VAE latent data for SVHN (test sets)

5.1.4

Reconstructions and Interpolations

We saw how to generate useful visualisations to (subjectively) evaluate the structure of twodimensional latent space representations. But we cannot make the same kind of visualisations for
latent spaces with more dimensions. Instead we look at two other types of visualisations, that
work for any number of latent dimensions.
Reconstructions
First of all, we can look at how well the VAEs reconstruct the data. To do this, we randomly
sample a few images from (the test set of) the original data, and use them as input for the VAE.
We then compare the original images with their reconstruction (the output of the VAE).
Figure 5.6 shows ten randomly sampled images and their reconstructions for all VAEs on
MNIST and SVHN. For MNIST we observe that especially the two-dimensional VAEs produce
blurry images that sometimes resemble a different digit than the original. The other dense VAEs
also produce slightly blurry images that are sometimes unclear, whereas the higher-dimensional
convolutional VAEs produce clear and quite sharp reconstructions.
Looking at the SVHN reconstructions, we see that the 2-dimensional VAEs only seem to be
able to construct one particular shape (either a 3 or an 8), in different shades. The other dense
VAEs do not perform much better, generating badly recognisable shapes that often resemble a
different digit than the original. Only the higher-dimensional convolutional VAEs seem to produce
useful output, generating reconstructions that are mostly recognisable as the same digit as their
original.
All in all we can conclude that the convolutional VAEs perform much better on either data set,
unsurprisingly. Moreover, it seems that we need sufficient dimensions (more than two), especially
for harder data sets such as SVHN, to produce encodings that allow for good reconstruction of
the data.
Interpolations
Another way to gain some insight into how well the latent space describes and structures the data
is to look at interpolations between two data points in latent space. To do this, we first sample two
random data instances and obtain their corresponding latent space coordinates. We then linearly
interpolate from the first to the second digit in latent space, obtaining latent coordinates along
the way (with equal distances in between). We decode each of these coordinates, and plot them
Active Learning in VAE Latent Space

33

CHAPTER 5. RESULTS

(a) MNIST, Dense VAE 2d

(b) SVHN, Dense VAE 2d

(c) MNIST, Dense VAE 30d

(d) SVHN, Dense VAE 30d

(e) MNIST, Dense VAE 50d

(f) SVHN, Dense VAE 50d

(g) MNIST, Convolutional VAE 2d

(h) SVHN, Convolutional VAE 2d

(i) MNIST, Convolutional VAE 30d

(j) SVHN, Convolutional VAE 30d

(k) MNIST, Convolutional VAE 50d

(l) SVHN, Convolutional VAE 50d

Figure 5.6: Randomly sampled MNIST and SVHN test set digits and their VAE Reconstructions

next to each other. This way we obtain an interpolation from one digit to another, which allows
us to see how latent space coordinates in between data points are decoded; whether they represent
proper and recognisable shapes, and whether there is a direct switch from the first digit class to
the second, or whether other classes are “visited” in between as well.
Although such visualisations do not provide much insight into the full distribution of the data
in the latent space, it can show some close-ups that show us what the latent space is like locally.
In Figure 5.7 we see some examples of interpolations for MNIST latent spaces from convolutional
VAEs with latent dimensions 2 and 50. For the two-dimensional one we see that the (interpolated)
images are a bit blurry, and when interpolating from a 7 to a 2, we actually pass another digit
class corresponding to the digit 3. The interpolation in 50 dimensions on the other hand shows
sharper images, and a clear switch from the first digit class directly to the second. We see some
unrecognisable shapes in the middle that do not resemble any digit, but this means that there are
likely no data points in this part of the latent space. Thus, from this point of view, it appears
that the digit classes 2 and 6 are well separated in this direction.
Figure 5.8 shows interpolations for SVHN latent spaces from convolutional VAEs with latent
dimensions 30 and 50. Here we see that the results are more blurry than for MNIST; SVHN
digits are harder to reconstruct. We do however see clear switches from one digit class to the
other, which gives us some indications that the digit classes are well separated, at least in these
directions.
When inspecting more of such interpolations (not shown here) for all the different VAE latent
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(a) Convolutional VAE 2d

(b) Convolutional VAE 50d

Figure 5.7: Linear interpolation in latent space for MNIST

(a) Convolutional VAE 30d

(b) Convolutional VAE 50d

Figure 5.8: Linear interpolation in latent space for SVHN
spaces, we can draw similar conclusions as before when we looked at reconstructions. The convolutional VAEs perform much better, in particular those with 30 or 50 latent dimensions. For
MNIST, other VAEs also produce acceptable results, but for SVHN we really need a convolutional
VAE with sufficient dimensions.

5.2

MLP Classification on Full Data Sets

As explained in Section 4.2.2, we tried out a number of MLP architectures to serve as the classification model in our active learning procedure. Since we do have all labels available for our
test sets, we can evaluate these models on the full (latent) data sets as well. This gives us some
upper bounds for the classification performance in our active learning scheme. The results can be
found in Table 5.2 (for MNIST) and Table 5.3 (for SVHN). All MLPs were trained for 20 epochs,
at which point the validation accuracy had converged in all cases. We also trained the MLPs on
the original data sets, for comparison. The three best performances on each (latent) data set are
shown in bold face, and the single highest performance for each MLP is underlined.
Looking at the results for MNIST, we can confirm what we already saw in the previous section;
convolutional VAEs with 30 or 50 latent dimensions perform best. In particular it seems that 30
dimensions yields slightly better results, mostly even better than on the original data (although
MLPs on MNIST work fairly well). As for MLP architectures, architectures with two layers
generally perform slightly better than those with only one layer. Lower dropout values also seem
to work better, although this effect is not very significant. The best performing combination
appears to be the a two-layer MLP with twice 512 hidden layers on a 30-dimensional latent space
from a convolutional VAE.
For SVHN we can also reach the same conclusions as before; we need a convolutional VAE
with sufficient latent dimensions (30 or 50 in our case) to get good performance on SVHN. In this
case the 50-dimensional latent space clearly outperforms the one with 30 dimensions. An MLP
on these latent spaces performs a lot better than on the original data. This is not surprising, as
MLPs do not generally perform well on image data. Having already used convolutional layers in
the VAE thus helped obtaining a representation from which we can learn well with a simple MLP.
From all the different MLP architectures we again see that those with two hidden layers generally
perform slightly better.
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Hidden
units:
512
512
512
256
256
256
128
128
128
256, 256
256, 256
256, 256
512, 256
512, 256
512, 256
512, 512
512, 512
512, 512

Dropout:
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5

MNIST
dense 2d
0.819
0.8144
0.8141
0.8164
0.8117
0.8086
0.8061
0.8067
0.8034
0.8211
0.8212
0.8181
0.8198
0.8187
0.8159
0.8205
0.8165
0.8191

MNIST
dense 30d
0.9756
0.9754
0.9752
0.9748
0.9739
0.9722
0.9723
0.9708
0.9654
0.978
0.9777
0.9743
0.9783
0.9791
0.977
0.978
0.9774
0.9764

MNIST
dense 50d
0.9764
0.9758
0.9749
0.9749
0.9743
0.973
0.9718
0.9706
0.9676
0.9788
0.9767
0.9732
0.9777
0.9773
0.9758
0.9778
0.9755
0.9767

MNIST
conv. 2d
0.8194
0.8224
0.8206
0.8232
0.8188
0.8205
0.8193
0.8187
0.8187
0.8345
0.8328
0.8278
0.83
0.8301
0.828
0.8312
0.8316
0.8319

MNIST
conv. 30d
0.985
0.9844
0.9855
0.9835
0.9819
0.9828
0.9819
0.9779
0.9759
0.987
0.986
0.9813
0.9863
0.9873
0.9859
0.9874
0.9872
0.9872

MNIST
conv. 50d
0.9825
0.9843
0.9836
0.9835
0.9823
0.9805
0.9798
0.9771
0.9705
0.9849
0.9857
0.981
0.9866
0.9853
0.9846
0.9858
0.9857
0.9844

MNIST
original
0.9817
0.9832
0.9813
0.9822
0.9818
0.9807
0.9781
0.9786
0.9768
0.9826
0.9821
0.9782
0.9847
0.9831
0.979
0.9809
0.9834
0.9824

Table 5.2: Classification accuracies for various MLP architectures on various VAE latent spaces
for MNIST, after 20 epochs of training
Hidden
units:
512
512
512
256
256
256
128
128
128
256, 256
256, 256
256, 256
512, 256
512, 256
512, 256
512, 512
512, 512
512, 512

Dropout:
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5
0.2
0.35
0.5

SVHN
dense 2d
0.200885
0.197231
0.198385
0.201538
0.200115
0.201731
0.198038
0.198423
0.200846
0.213192
0.210346
0.206
0.212654
0.210769
0.204192
0.208962
0.207038
0.210269

SVHN
dense 30d
0.365269
0.367462
0.361385
0.368
0.362077
0.361
0.3605
0.357846
0.355692
0.373038
0.365923
0.358615
0.370692
0.371192
0.362962
0.366923
0.362846
0.368346

SVHN
dense 50d
0.3675
0.361154
0.359615
0.361923
0.365192
0.360923
0.361462
0.360423
0.354692
0.368154
0.361308
0.362962
0.366269
0.368346
0.362654
0.364077
0.364308
0.365385

SVHN
conv. 2d
0.199115
0.198962
0.199269
0.200731
0.199077
0.198231
0.197962
0.199077
0.198692
0.213
0.209192
0.203154
0.212769
0.208615
0.205077
0.212
0.207923
0.207423

SVHN
conv. 30d
0.782615
0.779385
0.773462
0.7765
0.769346
0.757654
0.764654
0.753038
0.734615
0.779462
0.774923
0.759769
0.786269
0.782269
0.770154
0.786885
0.788346
0.775769

SVHN
conv. 50d
0.823
0.818231
0.817923
0.817385
0.811154
0.800808
0.803423
0.787846
0.770692
0.816654
0.811577
0.796538
0.825269
0.818962
0.808962
0.823769
0.823769
0.810038

SVHN
original
0.698
0.641308
0.587
0.656885
0.635769
0.457231
0.532731
0.451
0.3985
0.672115
0.542846
0.351692
0.726692
0.628038
0.380846
0.704
0.619731
0.298462

Table 5.3: Classification accuracies for various MLP architectures on various VAE latent spaces
for SVHN, after 20 epochs of training

5.3

Active Learning

Based on the results from the previous sections, we decide to continue with only one VAE latent
space for each data set. For MNIST we choose the convolutional VAE with 30 latent dimensions,
for SVHN the convolutional VAE with 50 dimensions. We use the same classification model for all
our further experiments; an MLP with two hidden layers of 512 hidden units each, with dropout
of 0.2 for each hidden layer. With these models and data sets we run the active learning approach
as described in Chapter 3, with various settings as listed in Chapter 4.

5.3.1

Uncertainty Sampling

We first try our active learning scheme using only an uncertainty measure to express the informativeness of unlabelled instances. We try all three uncertainty measures (least confident, margin
sampling, and entropy) for each of the two (latent) data sets. To query batches (of size 100) at
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once we use two basic methods, top k and random partitions, both on the full data sets and with
10% subsampling. We compare the results with a basic random sampling approach, in which we
just query batches of 100 randomly sampled instances in each active learning iteration.
The results for MNIST (30-dimensional latent space) are shown in Figure 5.9. Displayed are
the validation (left) and training (right) accuracies (on the vertical axis) at the end of 20 epochs
of training, after having obtained a certain amount of labelled instances (on the horizontal axis).
Each active learning iteration queries and labels 100 new instances, so the more iterations done,
the more labels we train on. We see that as we obtain more labels, the performance generally
increases, although not always. All uncertainty sampling methods clearly outperform random
sampling. They also seem to select data in such a way that it prevents overfitting, which does
seem to happen when randomly sampling queries. We can see this from the behaviour of the
training accuracy, compared to the validation accuracy. For random sampling the classification
overfits on the training data, while performing worse on the validation data. There is not a clear
and significant difference in performance between the various uncertainty methods however, they
all perform quite similar, although there is a slight indication that margin sampling performs a bit
better. It is in fact surprising that top k performs so well, since in general it is prone to selecting
many similar instances.

Figure 5.9: Uncertainty sampling validation (left) and training (right) accuracies after training
on MNIST
Similar plots for the SVHN (50-dimensional latent) data set are shown in Figure 5.10. Here we
see that in fact not many uncertainty sampling methods outperform random sampling. Only the
marging sampling methods perform slightly better than random sampling, where it doesn’t matter
much which technique is used to query batches of uncertain instances. Again it is remarkable that
top k works well as a batch selection technique.

Figure 5.10: Uncertainty sampling validation (left) and training (right) accuracies after training
on SVHN
Based on these experiments, margin sampling seems to be the best uncertainty measure in
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our situation. Therefore we will consider this as our standard uncertainty measure in further
experiments. Since the batch selection technique does not seem to make much of a difference so
far, we choose to use 10% subsampling with random partitions for now. The subsampling makes
uncertainty sampling even faster, since 90% less predictions need to be made by the MLP for
unlabelled instances.

5.3.2

Training in Latent Space vs. Original Space

We saw that active learning through uncertainty sampling (in particular margin sampling) can
outperform passive learning (i.e. random sampling), when training MLPs on the latent space
data. But it is also interesting to evaluate the effect of training on the latent data as opposed
to using the original pixel representations. In Section 5.2 we saw that our MLP can still achieve
acceptable results on the original MNIST data, although it performs better on the latent data.
We can compare active and passive learning using the same MLP on the original MNIST with our
own approach of learning with latent space representations. This can show us whether it is worth
training a VAE first for a simple data set as MNIST, rather than just performing active learning
with a simple MLP (such that active learning iterations can be executed fast).
For SVHN we saw that MLPs simply perform significantly worse on the original data than on
latent data, from which we may conclude in advance that an active learning scheme with an MLP
as its classification model will not perform better than our VAE approach for this data set. This
will likely also be the case for more complicated image data sets, where convolutional layers are
essential. Therefore, we will only consider MNIST when comparing training in latent space with
training on original data.
Figure 5.11 shows the validation and training accuracies after training the MLP for increasing
numbers of labelled instances, queried either actively or passively, on both the latent and original
MNIST data. Active learning clearly outperforms random sampling in all the cases, but learning on
latent data also clearly outperforms learning on the original data. Generally, obtaining more labels
improves the (validation) accuracy, but it is interesting that this effect seems more reliable for the
latent data. MLPs on the original data sometimes make big drops in performance when trained
with an extra batch of data, whereas the performance on the latent data smoothly increases almost
monotonically. This effect is already visible for random sampling, but is particularly noticeable
with uncertainty sampling.

Figure 5.11: Margin sampling and random sampling validation (left) and training (right)
accuracies after training on MNIST in 30-dimensional latent space and original image space
Looking at the training accuracy, it appears that random sampling tends to select data on
which the model easily overfits. This effect is only slightly less with uncertainty sampling on the
original data, but the problem particularly disappears for uncertainty sampling on latent data.
These results show that training a VAE first is definitely beneficial if we want to use an active
learning scheme with a simple classification model like our MLP, even if this simple model already
performs quite acceptably on the original data.
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5.3.3

Representativeness

One of our hypotheses was that working in latent space can prevent uncertainty sampling from
querying outliers that are not very informative because they do not represent the data well. To
evaluate this, we will first look into how the various representativeness measures (as listed in
Section 4.3) behave in latent space. We first look at the distribution of data instances in latent
space based on their representativeness and compare this to the original data set, to see if the latent
representations indeed have less outliers. Then we also explicitly incorporate representativeness
measures in our active learning strategy, to prevent querying any remaining outliers, and see if
this improves performance.
Two-Dimensional Representativeness Distribution
Although we are only interested in the chosen latent spaces (from convolutional VAEs, 30 latent
dimensions for MNIST, 50 for SVHN), we first have a look at the representativeness for the latent
space from the convolutional VAE with two latent dimensions for MNIST, to get a general idea
about how the various representativeness measures behave. If we have only two latent dimensions,
we can nicely plot the full latent space, using colours to express the representativeness of an
instance, as is shown in Figure 5.12. We can also look at the frequencies of representative values
for each of the measures, by means of histograms, as shown in Figure 5.13.

(a) Density (Euclidean)

(b) Density (squared
Euclidean)

(e) Distance to origin

(c) Density (J Divergence)

(f) Squared distance to
origin

(d) Density (cosine)

(g) KL to prior

Figure 5.12: Representativeness visualised in two-dimensional latent space for MNIST
We can see that all measures but Density (cosine) consider instances near the origin more
representative, although the scales in which they do this are different. In particular we can draw
clear parallels between Density (Euclidean) and Distance to origin, between Density (squared
Euclidean) and Squared distance to origin, and between Density (J Divergence) and KL to prior,
although for the latter pair the distributions are a bit shifted compared to each other. The density
measures are very slow to compute, requiring quadratic time in the number of data instances,
whereas the other measures are very fast, requiring only linear time.
The Density (cosine) measure considers all data to be similarly representative. This can be
explained because the VAE distributes the data instances quite evenly over a circle around the
origin, as a result of the two terms in its loss function. Therefore it will not be useful to use this
measure in active learning explicitly, but it does give an indication that data indeed becomes more
representative in latent space.
Since the density measures are either very similar to a significantly faster method, or simply
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(a) Density (Euclidean)

(b) Density (squared
Euclidean)

(e) Distance to origin

(c) Density (J Divergence)

(f) Squared distance to
origin

(d) Density (cosine)

(g) KL to prior

Figure 5.13: Histograms of representativeness according to various measures in two-dimensional
latent space for MNIST

assign the same value to almost all instances, it does not seem very useful to use these considerably
slower density measures for representativeness. Instead, because of our latent space representation,
we can compute representativeness measures a lot faster.
Higher-Dimensional Representativeness Distributions
For higher-dimensional latent spaces we cannot easily visualise the full latent space, but we can
still look at histograms of the distribution of representativeness values. Figure 5.14 shows these
histograms for the 30-dimensional latent data for MNIST. We see that here all distributions (save
Density (cosine)) are actually very similar, more so than in the two-dimensional situation we
saw before. This seems to confirm that also for 30 dimensions we do not need to use the slowto-compute density measures, but we can instead use measures that are significantly faster to
compute, such as (Squared) Distance to origin or KL to prior.
The distribution of Density (cosine) gives us an indication that data is quite evenly distributed
in a sphere around the origin in latent space, as it was in two dimensions (a circle is a twodimensional sphere).
If we look at the representativeness histograms for the 50-dimensional latent data for SVHN,
as shown in Figure 5.15, we see quite similar distributions as for the MNIST latent data. Thus
we can draw the same conclusions here.
In general it seems that we can conclude that the VAEs indeed transform data such that it
roughly forms a sphere around the origin in latent space. As such, density with cosine similarity
gives very similar values for all instances, whereas all the other representativeness measures basically assign higher values to instances closer to the origin (the centre of mass of the sphere). In other
words, the instances that are considered outliers are those nearer to the boundary of the sphere.
If the data is quite densely distributed over the sphere however, classifying instances is important
anywhere in the sphere, not just around the origin. This seems to make these representativeness
measures not very suitable, and using these representativeness measures in latent space may not
lead to much improvement for uncertainty sampling.
Transforming data to a latent space representation with a VAE may have eliminated the
occurrence of data that does not represent its underlying distribution altogether, by explicitly
imposing a prior distribution as part of the VAE loss function. This way the problem of uncertainty
sampling being prone to querying outliers can be addressed by simply working in latent space,
without needing to explicitly model representativeness as a density.
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(a) Density (Euclidean)

(b) Density (squared
Euclidean)

(e) Distance to origin

(c) Density (J Divergence)

(f) Squared distance to
origin

(d) Density (cosine)

(g) KL to prior

Figure 5.14: Histograms of representativeness according to various measures in 30-dimensional
latent space for MNIST

(a) Density (Euclidean)

(b) Density (squared
Euclidean)

(e) Distance to origin

(c) Density (J Divergence)

(f) Squared distance to
origin

(d) Density (cosine)

(g) KL to prior

Figure 5.15: Histograms of representativeness according to various measures in 50-dimensional
latent space for SVHN

Representativeness Distribution for Original Data
We can also express the representativeness of original (image) data instances as densities in the
original data space. Histograms for this are shown in Figure 5.16, for both MNIST and SVHN. We
see that distributions are similar than those for the latent data sets when using (squared) Euclidean
distance to compute density, and that most instances are assigned fairly similar representativeness
values. This may imply that density measures with (squared) Euclidean distance are not very
suitable for this kind of image data.
More interesting however is the fact that density with cosine similarity does not assign similar
representativeness to all instances, as it did for latent data. The original data is given as pixel
intensities. An image for which the pixel intensities are all (roughly) equal to those of another
picture multiplied by some fixed scalar, is generally considered to be very similar to that image
(consider e.g. two images containing the same shape, one in grey and one in black). Cosine similarActive Learning in VAE Latent Space
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(a) MNIST, Density
(cosine)

(b) MNIST, Density
(Euclidean)

(c) MNIST, Density
(squared Euclidean)

(d) SVHN, Density (cosine)

(e) SVHN, Density
(Euclidean)

(f) SVHN, Density (squared
Euclidean)

Figure 5.16: Histograms of representativeness according to various measures for MNIST and
SVHN (original image data)

ity captures such similarity, which makes it a quite decent similarity measure for greyscale images,
especially if we are interested in shape recognition. Therefore, density with cosine similarity seems
a reasonable measure for representativeness of image data. The histogram of this measure shows
that not all instances are considered more or less equally representative, plenty score well above
or below average.
Comparing this to the results for the latent data, it appears that we may indeed have prevented
the existence of outliers in the data, by learning latent space representations of the data through
VAEs.
Incorporate Representativeness in Active Learning
We evaluate whether explicitly incorporating our representativeness measures can improve uncertainty sampling by preventing to sample outliers, as described in Section 3.4.2. We do this
for all our representativeness measures, for a few different ratios of relative importance between
uncertainty and representativeness. As usual we use margin sampling as uncertainty measure and
select batches by means of 10% subsampling with random partitions. The results for MNIST are
shown in Figure 5.17.

Figure 5.17: Margin sampling with representativeness validation (left) and training (right)
accuracies after training on MNIST
Although the plot contains many experiments, it is easy to see that all of them perform roughly
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the same. In particular, if we compare the results to those for simple uncertainty sampling in
Figure 5.9, we see that there is no improvement for incorporating representativeness.
Figure 5.18 shows the results of the same experiment for SVHN. Here we see that again
incorporating representativeness provides no improvement over simple margin sampling (see Figure 5.10). In fact, the performance is generally worse, and is often even worse than random
sampling.

Figure 5.18: Margin sampling with representativeness validation (left) and training (right)
accuracies after training on SVHN
The results so far match our earlier hypothesis that a VAE may transform data to a latent
space representation in which all data instances match the underlying data distribution well. This
would eliminate the need for an explicit representativeness measure in uncertainty sampling, and
incorporating such a measure anyway would not lead to better results, and might even affect
performance negatively. To be able to confirm this hypothesis however, we need to see if using
representativeness measures indeed does provide improvements when using the original data for
training the classification model. Otherwise the lack of improvement when incorporating representativeness while training in latent space might just as well mean that this method does not work
at all, or that it is not necessary for the data that we use.
Incorporating Representativeness with Original Image Data
To see if our representativeness measures do improve the performance of the active learning scheme
when not using the VAE latent representations, but training MLPs on original image data instead,
we run some experiments with several different representativeness measures on the original data.
The results are shown in Figure 5.19. If we compare these results with those for simple uncertainty
sampling in original image space of Figure 5.11, we see that in fact we get similar or worse performance when incorporating representativeness measures. Thus, either the problem of querying
outliers does not occur at all in this data set, or our density-weighted representativeness approach
is not able to target this problem and either needs different measures or a better methodology.
Since incorporating representativeness has not given us any performance improvements in any
of the experiments, we will no longer consider this feature in the rest of our experiments. We
cannot confirm our hypothesis that active learning in VAE latent spaces can solve the querying
outliers problem, as we have not been able to detect it with this data, but judging from the
properties of the latent spaces we also do not reject the hypothesis either. Particularly for data
more complex than our small greyscale images, it may be very useful to obtain representative
latent spaces. To test whether this is indeed true, more research is needed.

5.3.4

Diversity

So far we have used simple methods to query batches of informative instances. In Section 3.4.3 we
described a greedy diversity method that uses a distance measure explicitly to prevent redundancy
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Figure 5.19: Margin sampling with representativeness validation (left) and training (right)
accuracies after training on original MNIST image data
within a batch. We evaluate this method for different distance measures, with different ratios of
relative importance between uncertainty and diversity. We do not consider the representativeness
term in the greedy strategy, since the results of the previous section showed no improvements
for incorporating representativeness. Since the greedy method is very slow on the full data sets,
we combine it with subsampling of just 1% of the data. The results for MNIST are shown in
Figure 5.20.

Figure 5.20: Margin sampling with greedy diversity batch selection and 1% subsampling,
validation (left) and training (right) accuracies after training on MNIST
We see that all variants perform quite similar. And, comparing the results with simple uncertainty sampling in Figure 5.9, we see no improvement when using this greedy diversity strategy.
This is in fact not very surprising, given the fact that top k already performed well for simple
uncertainty sampling. Using top k as batch query technique tends to introduce the problem of
redundancy within batches, but the fact that it performs well here indicates that this problem
somehow does not appear in our experiments.
Figure 5.21 shows the results of using the greedy diversity measure for SVHN. Comparing
these results to those for simple uncertainty sampling in Figure 5.10, we actually do see a slight
improvement for especially the greedy diversity method with Euclidean distance with a 0.5/0.5
uncertainty/diversity ratio, in particular during earlier active learning iterations where less labels
are available. With any of the diversity methods, the performance never drops below that for
random sampling, something we did observe for simple uncertainty sampling.
Overall we see that redundancy in batches does not appear to be a big problem in our experiments. Nevertheless, we saw small improvements when using a greedy method to encourage
diversity for SVHN. All our results so far are obtained from performing a single experiment for each
particular setting however. To draw more confident conclusions we need to perform experiments
with the same settings more than once.
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Figure 5.21: Margin sampling with greedy diversity batch selection and 1% subsampling,
validation (left) and training (right) accuracies after training on SVHN

5.4

Evaluation of the Best Performing Methods

In the previous sections we tested and evaluated many different settings and approaches. To be
able to try out many alternatives, we only ran each experiment once. Since almost all experiments
involve random behaviour, we need to run the same experiment multiple times in order to draw
stronger conclusions. Therefore, we select the most successful methods in the previous sections,
and run each of them 10 times. For each set of n = 10 outcomes y = {y1 , . . . , yn }, we compute
the mean y, as well as the corrected sample standard deviation s. This latter value is computed
as follows:
v
u
n
u 1 X
s=t
(yi − y)2 .
n − 1 i=1
This gives us more reliable results for our various approaches, as well as an indication about how
much the result values fluctuated in our experiments. All experiments are done with the chosen
VAEs (convolutional, with 30 and 50 latent dimensions for MNIST and SVHN, respectively) and
MLP (two hidden layers of 512 hidden units each, with 0.2 dropout). As an uncertainty measure,
margin sampling is always used.
In the previous experiments we used the validation data to evaluate performance during active
learning iterations. Here we will also compare the final test set accuracies of various methods at
the end of the active learning procedures, i.e. when 3000 labels have been collected.

5.4.1

Training in Latent Space vs. Original Space

We first compare training on latent data with training on original data, for both active learning
with uncertainty sampling as well as passive learning (i.e. random sampling). We look at the
validation accuracies of the MLP after each active learning iterations. We only do this for the
MNIST data set, since MLPs have been shown to not score well enough on SVHN. Instead of
computing means and standard deviations of the experiments, we display all 10 experiments for
each variation in a single plot. These can be seen in Figure 5.22.
Besides the fact that both active learning and passive learning performs better in latent space,
and that active learning outperforms passive learning, an important observation is that learning in
latent space produces much more reliable results. Learning from the original image data sometimes
results in big performance drops when actually more labels have been obtained. Learning from
latent data on the other hand mostly guarantees that more labels indeed give a higher accuracy,
and in the worst case the performance doesn’t drop much.
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(a) Margin Sampling in Latent Space

(b) Margin Sampling in Original Image Space

(c) Random Sampling in Latent Space

(d) Random Sampling in Original Image Space

Figure 5.22: Validation accuracies for margin sampling (10% subsampling, random partitions)
and random sampling on MNIST latent data and original image data

5.4.2

Validation Accuracies of Best Performing Methods

We now look at the validation accuracies for some methods that appeared to perform best in the
previous sections. In particular, we consider:
• Margin sampling, with 10% subsampling and random partitions batch selection
• Random sampling
• Margin sampling, with 1% subsampling and a greedy diversity batch selection method with
Euclidean distance
We use all these methods while training in latent space. For MNIST, we evaluate the first two
methods on the original image data as well.
We run each different experiment 10 times, and compute the means and corrected sample
standard deviations for each set of 10 validation accuracies from a particular experiment. Figure 5.23 and Figure 5.24 show these means as lines, with the standard deviations as vertical
intervals above and below the means, for MNIST and SVHN, respectively.
For MNIST we see that the best method is simple uncertainty sampling (margin sampling) on
the latent data. Using a greedy approach to encourage diversity in the query batches can improve
performance a bit at first, but gives slightly worse accuracies when more data is collected. Margin
sampling in the original image space still outperforms both the passive learning approaches in
latent and original space, but is also less stable than approaches in latent space.
For SVHN we see that we can actually do slightly better than simple margin sampling by querying batches with a greedy diversity approach (with Euclidean distance), although this improvement
appears to get less when more labels are collected. Active learning also clearly outperforms passive
learning here.

5.4.3

Test Set Accuracies of Best Performing Methods

So far we used the validation data to analyse the performance during active learning iterations.
Now we look at the final test set accuracy at the end of the active learning procedures, and
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Figure 5.23: Mean validation accuracies with corrected sample standard deviation intervals for
several methods on MNIST latent data and original image data

Figure 5.24: Mean validation accuracies with corrected sample standard deviation intervals for
several methods on SVHN latent data

compare them with the test set performance of the same MLP as used for the active learning
scheme, when trained on the fully labelled data sets. We perform each experiment 10 times, and
report the means and corrected sample standard deviations of the test set accuracies. The results
can be found in Table 5.4 and Table 5.5, for MNIST and SVHN, respectively.
Experiment
MLP on fully labelled latent data
MLP on fully labelled original image data
Margin sampling, 10% subsampling, random partitions
Margin sampling, 1% subsampling, greedy (Euclidean)
Margin sampling, 10% subsampling, random partitions
Random sampling
Random sampling

Data
Latent
Original
Latent
Latent
Original
Latent
Original

Mean
0.9868
0.9830
0.9796
0.9742
0.9697
0.9546
0.9402

Std. dev.
0.000548
0.001328
0.000835
0.002022
0.002782
0.004010
0.004881

Table 5.4: Means and corrected sample standard deviations of test set accuracies for various
methods on MNIST
We see that the test set results mostly match what we saw before. It is noteworthy though that
for SVHN, simple margin sampling has a slightly higher test set accuracy than margin sampling
with a greedy diversity batch selection approach. As we saw before however, these methods
perform quite similar, thus this is not very surprising. As before, it is clear that active learning
easily outperforms passive learning.
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Experiment
MLP on fully labelled latent data
MLP on fully labelled original image data
Margin sampling, 10% subsampling, random partitions
Margin sampling, 1% subsampling, greedy (Euclidean)
Random sampling

Data
Latent
Original
Latent
Latent
Latent

Mean
0.8218
0.7109
0.7079
0.7067
0.6854

Std. dev.
0.002535
0.014790
0.004421
0.005649
0.009284

Table 5.5: Means and corrected sample standard deviations of test set accuracies for various
methods on SVHN
We see that we can get fairly close to the performance of the same model on all 55000 labelled
MNIST instances, with only 3000 labelled instances. There is still a small gap in performance
though. For SVHN, this gap is much bigger. Training on all 68200 labelled SVHN instances
performs significantly better than training on the 3000 actively selected samples. This is likely
partially due to the fact that SVHN is more complex; more data is needed to learn all necessary
aspects that determine an instance’s label. This also makes it harder to learn a useful latent space
representation for this data set than it is for MNIST.
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Conclusions
We proposed an active learning scheme in which we first use a variational autoencoder (VAE)
to obtain latent space representations of (unlabelled) image data. We then use an uncertainty
sampling active learning approach, with a simple multilayer perceptron (MLP) as its classification
model (although other classification models are possible too). We discussed a number of common
shortcomings for uncertainty sampling, as well as some methods to overcome them.
The more structured and lower-dimensional latent space representations of the higher-dimensional image data provide opportunities for a very fast yet still effective active learning setting.
The latent space representation allows us to use a simple, fast-to-train classification model for
active learning, making active learning iterations very fast. This results in little downtime for
annotators working on labelling queried instances. To further improve the speed of the active
learning procedure, we query batches instead of single instances, before retraining the classification
model.
Our experimental results on the MNIST and SVHN data sets show that an MLP trained on
latent space representations can perform better than when trained on the original pixel representations of the image data. For this we generally do need to use VAEs with convolutional layers
for image data, simpler VAEs with only dense layers are often not powerful enough to learn good
representations from image data. Training MLPs on the fully labelled data sets (in latent space
representation), we achieved acceptable performance that is not state of the art but provides a
good basis for an active learning approach.
We showed that actively sampling data to be queried and labelled by means of margin sampling,
a form of uncertainty sampling, performs significantly better than passively sampling random data
instances for labelling. With the labelled data obtained through active learning, we can train
models that achieve significantly higher classification accuracy than models trained on the same
amount of randomly sampled labelled data.
Another interesting conclusion from our experiments is that models trained on latent data
perform much more reliably than the same models trained on the original pixel representations.
In particular, if we obtain more labelled data, we expect a model trained on this data to have
higher accuracy. For models trained on the original data this is not always the case however;
performance may drop significantly at times when more data is obtained, even if on average
more data does imply higher accuracy. For models trained on latent data, this hardly occurs; we
see fewer fluctuations in accuracy, and more data almost always leads to higher accuracy. This
generally already holds for passively sampled (labelled) data, but even more so for data obtained
through active learning.
A common weakness of uncertainty sampling is that it tends to query outliers that do not
represent the underlying data distribution well. We investigated methods to explicitly model
representativeness and prevent the querying of unrepresentative instances in our active learning
approach. We did not however achieve any improvements over the regular uncertainty sampling
method for the MNIST and SVHN data sets. We expect that learning on VAE latent space
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representations already eliminates the need for such methods by transforming the data in such a
way that there are no more outliers, but we have also not been able to confirm this theory for these
data sets. We conjecture that either the given data sets are simple enough to not contain much
unrepresentative data, or that the representativeness approach and measures that we investigated
simply do not perform well on image data.
To speed up active learning iterations, we queried batches of informative instances at once
before retraining the classification model. A common problem with such methods is that batches
may contain redundant instances that would not be queried if we were to collect instances one
by one. Therefore, we implemented a few simple techniques based on random samples, as well
as a greedy approach, to select batches of informative instances that contain more diversity. The
greedy approach is very slow in general, but can be sped up to be reasonable fast when using it
only on a very small (randomly sampled) percentage of the data. For the MNIST data set this
greedy approach did not lead to an improvement in performance however, but for SVHN we have
shown to be able to obtain slightly higher accuracies, in particular when only small amounts of
labels are obtained.
The results in this thesis show that there is definitely potential for using latent spaces obtained
through VAEs for active learning purposes, both in accuracy and in speed. We have shown an active learning approach where it is only once needed to train a heavy model such as a convolutional
VAE on high-dimensional data, after which fast and computationally inexpensive active learning
iterations can be executed with simpler classification models. Better techniques for training VAEs
are needed to truly be able to approach state of the art classification accuracy with simple classification models (such as MLPs) on VAE latent space representations. This would then likely also
lead to improved results for active learning on this latent space, without affecting the speed of the
active learning iterations.
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Future Work
The approach and experimental results in this thesis suggest ample opportunities for further
research in various directions. In this chapter we lay out at some interesting directions for future
work, and briefly discuss how more research could lead to improvements or additions to the
approaches and ideas discussed in this thesis.

7.1

Membership Query Synthesis

In Section 2.1.1 we discussed three query scenarios for active learning, and motivated why we
focused on pool-based sampling in this thesis. Our approach also provides interesting opportunities
for the membership query synthesis scenario however. This scenario lets an active learner generate
its own queries, not needing to select them from an available pool of unlabelled data.
The two main challenges in this scenario are that such queries generally do not follow any
underlying natural distribution, and that generated instances may not actually resemble a realistic
data point at all (think about unrecognisable shapes for image data). Variational autoencoders
may be able to target both these challenges however. Since VAEs are generative models, we can
form queries by selecting points in latent space, and using the decoder to generate data instances
that can be labelled by an annotator. If the VAE is trained well, this should mostly generate
realistic and sensible data instances. Moreover, a VAE explicitly trains its latent space to match
some given prior distribution, which could ensure that queries do follow some natural underlying
distribution.
A disadvantage of such a scenario is that it is hard to evaluate its performance without needing
a lot of manpower, since we cannot simulate active learning by using labelled data if our queries
do not come from this labelled data. Instead, we need to actually manually label those instances
that the active learner synthesises.

7.2

Improvements in VAE Training

For our approach we used binary cross-entropy as the expected reconstruction error term of the loss
function for training VAEs. This error metric has a tendency of producing blurry images [24] [51]
however in generative models such as the (decoder of the) VAE. More advanced metrics have
been proposed to solve this, such as a metric that uses learned representations obtained with a
generative adversarial network (GAN) [29]. By using such improved metrics we may be able to
obtain VAE latent spaces that better describe and structure the data, allowing simple classification
models (such as MLPs) to achieve higher accuracy on these latent space representations, and active
learning schemes to more easily select informative instances that allow for more successful learning.
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CHAPTER 7. FUTURE WORK

7.3

Different Classification Models

Latent space representations learned through VAEs allow us to train simple classification models
on these representations with good performance, which in turn allows us to perform fast active
learning iterations. We used an MLP as classification model, but other simple models may work
too, or even better. In particular, such models do not necessarily have to be neural networks,
even if our original data is of high dimensions, since the VAE can already provide the power
and expressiveness of neural networks by learning good latent space representations. Further
research could investigate other methods for classification in latent space, and explore under which
conditions such models would work well.

7.4

Representativeness

In this thesis we investigated ways to model the representativeness of data instances in different
representations, and whether we could improve the performance of uncertainty sampling by using
these representativeness measures to prevent querying outliers. This has not led to any improvements in accuracy though, even though literature [46] suggests that it is common for methods like
uncertainty sampling to query less informative outliers. The reason that our representativeness
approach did not improve performance could be that the data sets we used do not contain many
outliers, or that the representativeness approach or measures simply do not work. More research
or experiments on more complex data sets could be done to investigate this further.

7.5

Diversity

We implemented several techniques to encourage diversity within query batches, i.e. to prevent
redundancy within a batch. This has however hardly led to improvements in performance. In
fact, we saw that a simple top k batch selection approach often worked just as well as most of
our other approaches (and thus significantly better than random sampling), whereas research [45]
suggests that top k selection often performs even worse than random sampling. It is unclear why
this has not been the case in our experiments. Further research could show if there are cases in
which we do need diversity techniques to prevent redundancy in batches and improve performance
for batch-mode active learning. More research could then qualify those cases as well as analyse
why we did not observe such cases in our experiments.
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