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Abstract
Implicit feedback based recommender systems use user history to infer user preference since user
ratings are not available. Although this is the most typical setting in real-world applications,
it is much less researched than the explicit feedback case, especially when it comes to contextawareness. In this thesis, state-of-the-art algorithms for context-aware recommendations with
explicit feedback and implicit feedback are summarized and compared. One most recent publicly
available and real-world dataset, which contains both implicit feedback and rich context information, is used to examine two of those algorithms – Factorization Machine (FM) and Gaussian
Process Factorization Machine based pairwise preference model (GPPW) – under different conditions. As a supplement, one baseline method using only implicit feedback (often called iALS),
and one hybrid method LightFM using implicit feedback and metadata, are also examined in the
experiments. From the results we confirm ‘yes’ to our main research question – would the contextaware recommender system techniques be potentially applicable in the music light system and thus
the personalized item (light effect) recommendation task can be solved? – and give suggestions
on how to apply implicit feedback based context-aware recommendation methods to the field of
personalized light effect recommendation in music light system.
Keywords: recommender systems, context-awareness, implicit feedback, music light system
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Chapter 1

Introduction
With the rapid development of Internet of Things (IoT) and smart home, home entertainment can
be enhanced using smart equipment like smart lighting. One example is to enhance music listening
experience with light effects. Currently, this new field is explored from the perspective of Humancomputer Interaction (HCI), and the light effect generation is not automatically personalized.
There are some apps like Hue Disco 1 , with which a user can manually control the light effect
settings but the light effect is not personalized to this user by the system. To achieve automatically
personalized light creation for users, techniques from data science could be valuable to introduce.
This project with Philips Lighting is the first attempt to explore how to apply machine learning
techniques in the field of light-enhanced music listening. More specifically, context-aware recommendation techniques for implicit feedbacks will be introduced to guide the future development
of the product.
From this research, we confirm the potential of using context-aware recommendation methods
like Factorization Machine [41] and Gaussian Process Factorization Machine[32] to give personalized light effect recommendation if the development of the music light system follows the specifications of implicit feedback based context-aware recommender system as explained in Section 1.2.
This is accomplished by conducting experiments on a real word dataset which shares the same
key characteristics with the future dataset of music light system.
In this chapter, the problem is first analyzed in Section 1.1, and then in Section 1.2 why
and how to model it into a context-aware recommendation problem with implicit feedbacks is
explained. The research questions are given in Section 1.3.
In Chapter 2, the literature review about context-aware recommendation problem with implicit
feedbacks is presented.
In Chapter 3, the four approaches used in the experiments are discussed in more detail.
In Chapter 4, three experiments are designed and conducted to answer different research questions. The results and discussions are also given.
In Chapter 5, this thesis is concluded by answering the research questions. The future work
including suggestions for the further development of the music light system is also summarized.

1.1

Music light system

Philips Lighting is planning to build a music-light system personalized to the users for home
entertainment (rather than for disco for instance) in the near future. I simply call the system as
HueMusic. The future product could be a plugin of existing music applications. There is no
other implementation so far.
The primary concept of the system includes the following four parts.
1. Music
1 http://huehomelighting.com/best-10-apps-philips-hue-2016/
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Music is played by the user from a certain music app. Previous studies by Philips Lighting
revealed that intrinsic features of music like tempo and key are more influential to users’
light setting preference than its extrinsic features like genre. Therefore, it is important to
know the information of the music. Audio metadata like artist and album, audio features
like key and tempo, bars and beats can be obtained from music streaming services.
2. Light effect
Light effects are carried out by Philips Hue2 system, which consists of connected colorchanging lights and smart controls. Within the hue system, the Bridge is to enable the
smart lights to communicate with each other and the Portal via the internet3 . It also offers
the main set of APIs. The Portal delivers control commands from outside and keeps the
software in the Bridge up-to-date.
Light effects associated with the music in this project are defined as the light transition
patterns and the corresponding parameter. For instance, one light transition pattern could
be alternate on, which means one of the two lights has weak brightness or saturation and
the other has the stronger setting, and in each change point, the two lights alternate their
settings; the change point could be the first beat within a bar of the music. The configurable
parameters of light transition patterns are currently defined as color, brightness, saturation,
and speed of dynamics.
3. Context
The context of the music-light system is defined at this moment as time and user activity
while listening to the music. In the future the context could include data from sensor network
such as from movement sensors in the rooms.
4. User
Users are both hue light and music app users at home. User profiles include metadata like
demographic information and historical hue light usage pattern, which is extracted from hue
light usage log and indicates the light setting preference of the user.

1.2

Problem modeling

Considering the essence of HueMusic, which recommends light effects to a given user under certain
music, activity, time or any other contexts, it can be fundamentally modeled as a context-aware
recommendation system (CARS), furthermore, a CARS with implicit feedbacks. In the following
subsections, I will present a brief introduction of recommender systems, CARS and feedback types,
and show how to interpret the HueMusic system from the CARS perspective. And further the
concept of HueMusic system architecture will be provided.

1.2.1

System interpreted as a CARS with implicit feedbacks

Traditional recommender systems and context-aware recommender systems (CARS)
Recommender systems are software tools and techniques providing personalized recommendations to users. Item is the general term used to denote what the system recommends. [43]
Traditional (also called two-dimensional or 2D) recommender systems consider only User and
Item dimensions in the recommendation process. User and Item are the domains of users and
items respectively. The recommendation process typically starts with an initial set of ratings that
is explicitly provided by subset of users on subset of items. And then the recommender system
tries to estimate the rating function R
R : U ser × Item → Rating
2 http://www2.meethue.com/en-gb/
3 https://developers.meethue.com/documentation/how-hue-works
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for the (user, item) pairs that have not been rated yet by the users. Here Rating is a totally
ordered set. Once the whole U ser × Item space is estimated by the function R, the recommender
system can recommend the highest-rated item (or k highest-rated items) for each user.
In contrast to the traditional model, context-aware recommender systems (CARS) try to incorporate or utilize additional evidence (beyond information of users and items) to estimate user
preferences on unseen items. [1] Users’ long-term preferences and tastes are usually expressed as
ratings. Ratings are defined with the rating function as
R : U ser × Item × Context → Rating
where Context represents a set of factors that further specifies the conditions under which the
user-item pair is assigned a particular rating.
Feedback types
Recommendation problems can be categorized into explicit and implicit feedback based problems depending on the nature of the user-item interactions. The early recommender systems, as
well as the current majority, are focused on processing explicit feedback provided by the users,
usually in the form of ratings. However, as the e-commerce is growing exponentially, recommender
systems that need to be centered on implicit feedback are applied in more and more practical situations. Implicit feedback is collected via monitoring the behavior of users while they are using a
service (e.g. web purchasing or browsing). [16]
Since I model HueMusic as a CARS with implicit feedbacks, following essential elements of a
CARS are explained as below.
1. User: The user of HueMusic.
Users can provide their profiles/attributes like demographic information. Additionally, the
Bridge of hue system can collect the general hue light usage data (only light usage data while
not listening to the music) under user permission to extract general light setting preference
as side information for the recommendation. This side information could be used to build
user clusters of different light usage patterns and further be used as part of the metadata of
the user or as the context information.
2. Item: Roughly speaking, the recommended items are “light effects”. As I explained in Section 1.1, light effects associated with music in this project are defined as the light transition
patterns and the corresponding parameters.
Traditionally recommended items are relatively simple such as movies, music, or books.
While there are more applications managing more complex item types, such as financial investments or travel, those item categories are considered as atypical cases. Our case, “light
effect” as the recommended item, is also atypical. It is implied in [44] that recommender
systems are designed to consider different configurations as different items, since complex
products are typically configurable or offered in several variants. However, identifying the
more suitable configuration may not be straightforward. It requires reasoning between the
interactions of alternative configurations (classifying and grouping items) and calls for addressing the specificity of the human decision making task generated by the selection of a
configuration [44]. Motivated by this, the primary idea to define different items is as follow:
Once the domain expert designs a certain light transition pattern, the continuous value of
certain configurable parameters (subset of color, brightness, saturation, speed of dynamics)
could be discretized into different groups. And then the number of new introduced items
by this light transition pattern is the product of each configurable parameter’s number of
groups. We assign each new item a unique id.
For instance, the domain expert designs a light transition pattern called “alter-on”, in which
all the four parameters are allowed to be configured. We could equally divide the brightness
Implicit Feedback Based Context-Aware Recommender For Music Light System
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ranged from 0 to 1 into k1 groups with each ranging 1/k1 . We divide the saturation and
speed of dynamics in the same way to k2 and k3 groups respectively. For the color, the
discretization could consider the hue range of different main colors like red, orange, yellow,
green, purple and blue. The hue range is divided into k4 groups. Now the number of new
introduced items is k1 × k2 × k3 × k4 . Note that different light transition patterns can have
different allowed parameter settings, thus the number of introduced new items by each light
transition pattern can be different.
In short, we would have the distinct items with id as the least attribute regardless of how the
items are defined. Further attributes of items could also be decided by the domain expert.
3. Context: The contexts include music (with music features), activity and time.
In recommender systems, side information beyond users and items are regarded as context.
This is different from the perspective of the music light system as in Section 1.1.
Interesting music features provided by music streaming services could be acousticness, danceability, energy, instrumentalness, key, liveness, loudness, mode, speechiness, tempo, valence,
etc. Eight types of activities are defined so far: party, fitness, focus, dinner, waking up,
relaxation, falling asleep, and meditation. Time as context can have different forms like
time of the day, day of the week, and season.
4. Rating: User rating here is user preference implicitly indicated by the system, rather than
explicitly provided by the user. HueMusic should record the transaction-like usage log, from
which we could infer the user preference. Following is one example of the log format.
< userID, itemID, musicID, activity, timeStamp >
Note that the user could change the light settings while using the HueMusic application,
which could result in the change of itemID, and thus resulting in a new record of the log.

1.2.2

System architecture

The conceptual system architecture of HueMusic is given in Figure 1.1.
The User Model module initializes and revises/updates the models (profiles) of users. The
Context module determines the current context, by obtaining the time information from the system, user activity from users explicit offering, and in the future other context information from
sensor network. The Music module handles the music access and fetches the music features. The
Light Effect module maintains (the definitions and settings of) light effects. Recommender is the
recommendation algorithm that recommends personalized light effects. The light scripts are created by light script generator and sent to the Hue Bridge. From the User Interface, users can
explicitly choose the activity and adjust the light effects. Their usage logs are also recorded.
There is a knowledge base KB. KB contains a set of predefined rules among context features,
music features and light features. For instance, activity meditation might be better with slow music
and slow dynamics of light effect, or the brightness of light effects could be positively correlated
to music loudness value to some extent. Those rules are determined by domain experts through
pilot study. The KB might not directly influence the recommender, but it is necessary to guide
the initial design of the HueMusic application, and thus the application would not start from a
totally random setting and could provide a primary fair user experience, i.e., KB could be helpful
to provide users rich initial settings so that they do not have to tune every setting by themselves.
The recommender is going to work better after the usage log is enriched.
Whether the user cluster as context information (or as user profile information) is significant
to the recommender needs to be studied further. Here we assume it is at least helpful in the initial
phase.

4
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Figure 1.1: Conceptual system architecture of HueMusic

1.3

Research questions

Currently the research of music light system by Philips Lighting is in early steps. A pilot study
on light effect with music and context (to build KB) is still going on. Since the HueMusic system
does not exist yet, there is no transaction data and the recommender cannot be built at this stage.
Therefore, the objective of this thesis is to explore potential recommendation methods that could
work when the usage log is largely collected. The main research question is:
MRQ Would the context-aware recommender system methods be potentially applicable in the
music light system and thus the personalized item (light effect) recommendation task can be solved?
To answer the main research question, I first interpret the music light system as an implicit
feedback based context-aware recommender system, and the way to model has been given in the
previous section. Next I consider different algorithms that deal with implicit feedback based CARS
problem. To apply those algorithms, some dataset that shares the key characteristics of the future
HueMusic dataset, which contains both implicit feedback and rich context information, should be
used in replace.
The ideal methods dealing with implicit feedback based CARS problem should have the ability
to deal with large number of context dimensions and have the flexibility to extend to arbitrary
number of context dimensions. I address this requirement as following research question.
RQ1 Which methods can deal with arbitrary and large number of context dimensions, and how
do they model the context information?
Implicit Feedback Based Context-Aware Recommender For Music Light System
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I want to confirm that the introduction of contextual information can improve the performance
of the recommender systems by answering following research questions:
RQ2 How does the performance of the recommender system change when introducing the contextual information?
As recommender systems often suffer from cold-start problem, i.e., the problem resulted by
the fact that users or items newly added to the system may have rare ratings (feedbacks), it is
important to know how cold-start situations would influence the different algorithms. Therefore,
following research question needs to be answered.
RQ3 How do the different methods perform under cold-start conditions?
In real situation, the context information can be explicitly provided by users or implicitly
inferred by other sources like by system timer or by sensor network. This could result in the issue
that the collected context information is unreliable or has low confidence. To address the impact
of this issue, following research question should be answered.
RQ4 How does the performance of different methods get influenced by the noise of unreliable
context?
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Chapter 2

Literature Survey
In this chapter, the literature related to this research is introduced. I first give a brief review
on traditional recommendation methods in Section 2.1. In Section 2.2, I review the previous
study on context-aware recommendation methods, in which I stress four notable methods within
contextual modeling approach, one of the three main paradigms of CARS. In Section 2.3, I review
on the recommender systems with implicit feedbacks and list five (context-unaware) algorithms for
handling implicit feedback datasets. In Section 2.4, researches on implicit feedback based CARS
are reviewed, though there are quite limited researches on this topic. In Section 2.5, commonly
used evaluation metrics for recommender systems are summarized.

2.1

Traditional recommendation methods

The main categories of traditional (or 2D) recommender system approaches are shown in Figure
2.1.

Content-based
Approach

Recommender
System

User-oriented
Neighborhood
Methods
Item-oriented

Collaborative Filtering

Latent Factor Models

Matrix
Factorization

Hybrid approach

Figure 2.1: Main categories of traditional recommender system approaches.
Broadly speaking, traditional recommender systems are based on one of two strategies: contentbased approach and collaborative filtering (CF), or on combination of these two as so-called hybrid
recommenders.
Content-based recommender systems try to recommend items similar to those a given user has
liked in the past [31]. In another word, a certain users past rating history is considered by recommender to generate new recommendation for this user. The profile of each user or item is created
to characterize its nature. For instance, a music profile could include attributes regarding its
genre, artist, album, and so forth. User profile might include demographic information or answers
Implicit Feedback Based Context-Aware Recommender For Music Light System
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provided through a suitable questionnaire. The profiles allow programs to find matching items for
a certain user. Obviously, content-based approach requires gathering of external information that
might not be available or easy to collect. [26]
On the contrary, collaborative filtering analyzes relationships between the users and interdependencies among the items to identify new-item associations [26]. It relies only on past user
behavior, like past ratings or previous transactions, without requiring the explicit profiles. Thus
CF is domain independent. However, it suffers from what is called the cold-start problem, due
to its inability to address new items and new users. The two main techniques of CF are the
neighborhood methods and latent factor models.

2.1.1

Neighborhood methods

Neighborhood methods can either be user-oriented or item-oriented. User-oriented methods estimate unknown ratings based on recorded ratings of similar users. Item-oriented methods estimate
unknown ratings by using recorded ratings by the same user on similar items. Item-oriented methods are more favorable in many cases due to better scalability and improved accuracy [45, 8]. In
addition, item-oriented methods are more accountable to explain the reason behind predictions.
This is because users are familiar with items previously preferred by them, but usually do not
know those allegedly similar users [22]. Explanation is important because it is well accepted [14]
that a good recommendation should be accompanied with an explanation.
Central to most neighborhood methods is a similarity measure between users or items such as
the Pearson Correlation or Cosine Similarity. Taking item-oriented approaches as an example, sij
represents the similarity of item i and j. The goal is to predict the unobserved value by user u for
item i, denoted by rui . Using the similarity measure, we find the k items rated by u that are most
similar to i. This set of k neighbors is denoted by S k (i; u). The predicted value of rui is taken as
a weighted average of the ratings for these k items:
P
j∈S k (i;u) sij ruj
(2.1)
r̂ui = P
j∈S k (i;u) sij

2.1.2

Latent factor models

Latent factor models try to explain ratings by characterizing both users and items on latent features
inferred from the ratings patterns. The most well-known realizations of latent factor models are
based on matrix factorization (MF), which has become very popular as MF methods usually
outperform traditional neighborhood methods. Matrix factorization maps both users and items
to a joint latent factor space of dimensionality f , such that user-item interactions are modeled as
inner products in that space [26]. The basic model of MF can be described as below as in [26].
We associate each item i a vector qi ∈ Rf , and each user u a vector pu ∈ Rf . For a given
item i, the elements of qi measure the extent to which the item possesses those factors, positive
or negative. For a given user u, the elements of pu measure the extent of interest the user has in
items that are high on the corresponding factors, again, positive or negative. The resulting dot
product qiT pu captures the interaction between user u and item i – the users overall interest in
the items characteristics. This approximates user u’s rating of item i, which is denoted by r̂ui ,
leading to the estimate
r̂ui = qiT pu

(2.2)

The concept of MF is shown in Figure 2.2. R is the rating matrix (also called user-item matrix),
which is usually sparse in explicit feedback case. P is the user matrix and Q is the item matrix.
By finding the matrix P and Q, the element rui in R can be estimated by qiT pu .
Feature vectors (i.e. qi and pu ) are learned using various optimization methods that optimize
for minimizing the difference between the real and the predicted ratings of the known coordinates
of R w.r.t. a loss function. A basic loss function is represented as the regularized squared error
on the set of known ratings, which needs to be minimized as below:
8
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Figure 2.2: Concept of matrix factorization. R, P, Q are the rating matrix, user feature matrix,
and item feature matrix respectively. The element rui in R can be estimated by qiT pu .

X

min

q∗,p∗

2

2

(rui − qiT pu )2 + λ(kqi k +kpu k )

(2.3)

(u,i)∈κ

where κ is the set of the (u, i) pairs for which rui is known. The regularization terms are added
to prevent overfitting resulted from the fact that the optimization is only on the observed ratings.
The constant λ controls the extent of regularization and is usually determined by cross-validation.
The basic MF model described above can be easily extended to include bias, more input sources,
temporal dynamics or inputs with varying confidences levels; see [26].
Two optimization approaches to minimizing the loss function are stochastic gradient descent (SGD) and alternating least squares (ALS).
An easy SGD optimization was popularized by Funk 1 and successfully practiced by many
others [25, 34, 49]. The algorithm loops through all ratings in the training set. For each given
rating rui , a prediction r̂ui is made and the associated prediction error eui := rui − r̂ui is computed.
Then it modifies the parameters by a magnitude proportional to in the opposite direction of the
gradient, yielding:
• qi ← qi + γ · (eui · pu − λ · qi )
• pu ← pu + γ · (eui · qi − λ · pu )
ALS techniques rotate between fixing the qi ’s to solve for the pu ’s and fixing the pu ’s to solve
for the qi ’s. This ensures that each step decreases Equation 2.3 until convergence. ALS is favorable
in at least two cases. The first is when the system can use parallelization. And the second is for
systems centered on implicit data. Because the training set cannot be considered sparse, looping
through each single training case as gradient descent does would not be practical, whereas ALS
can efficiently handle such cases [22].

2.2

Context-aware recommendation methods

Context-aware recommender systems have become an important research area in recent years.
Entire workshops have been devoted to this topic on major conferences. For instance, four workshops were held in conjunction with the 3rd to 6th ACM Conferences on Recommender Systems2
from 2009 to 2012. The application fields of CARS include point-of-interest [3], video [53], music
[12], news recommendation [30] and many others.
1 http://sifter.org/

simon/journal/20061211.html

2 https://recsys.acm.org/workshops/
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Approaches for CARS can be divided into three groups [1]: contextual pre-filtering, contextual
post-filtering and contextual modeling. The paradigms of these three groups are illustrated in
Figure 2.3 [1]. The most recent researches lay stress on contextual modeling using regression
models especially on factorization methods. Therefore, I introduce the first two groups briefly in
Section 2.2.1 and stress the factorization methods in Section 2.2.2.

Figure 2.3: The three main paradigms of CARS [1]: (a) Contextual Prefiltering; (b) Contextual
Postfiltering; (c) Contextual Modeling.

2.2.1

Contextual pre-filtering and post-filtering

The contextual pre-filtering approaches use contextual information to select the most relevant
2D (U ser × Item) data for generating recommendations using any traditional 2D recommender
techniques [1]. One approach is the classical reduction based context-aware collaborative filtering
approach proposed in [2]. In this approach, the target user context is identified first and then only
the ratings previously observed in that context (or in a more general one) are used to generate
a prediction. Note that the reduction based approach is related to the problem of building local
models in machine learning and data mining. It is important, and of course expensive, to identify
contextual data segments, where it does improve the rating prediction over the global model of
the traditional 2D techniques where all the information associated with the contextual dimensions
is simply ignored. Another pre-filtering approach is item splitting [7] which reduces the computational cost of reduction based on dynamically discovering the relevant contextual factors for each
item. This method splits an item profile, i.e., the collection of its ratings, into two virtual items:
if there is a statistically significant difference between the ratings for this item in two alternative
contextual conditions. Item splitting has been proved to provide more accurate rating predictions
than reduction based. Similar to the idea of item splitting, the idea of micro-profiling (or user
splitting) is introduced in [4]. This approach splits the user profile into several (possibly overlapping) sub-profiles, each representing the given user in a particular context. The prediction is
made using these contextual micro-profiles instead of a single user model.
The contextual post-filtering approaches first ignore context information in the input data
when generating recommendations, and then adjust the obtained recommendation list for each
user using contextual information. The adjustments can be made by filtering out the irrelevant
10

Implicit Feedback Based Context-Aware Recommender For Music Light System

CHAPTER 2. LITERATURE SURVEY

recommendations in a given context or adjusting the ranking of recommendations on the list
according to the given context. [1]
Panniello et al. [33] provide an experimental comparison of the exact pre-filtering method
(which selects all the relevant data referred to the exactly specified context) versus two different
post-filtering methods called Weight and Filter, using several real-world e-commerce datasets. The
results show no clear winners in the comparison, indicating that the best approach to use really
depends on a given application.
In summary, both contextual pre-filtering and post-filtering are not truly multi-dimensional
methods. They still apply traditional 2D techniques: for contextual pre-filtering, contextual information is used to filter out irrelevant ratings before they are used for computing recommendations with traditional 2D methods; for contextual post-filtering, contextual information is used
after the traditional 2D methods is applied.

2.2.2

Contextual modeling

Contextual modeling techniques use contextual information directly as part of the rating estimation, thus give rise to truly multi-dimensional recommendation functions representing either
predictive model (such as decision trees, regressions, and so on) or heuristic calculations that
incorporate contextual information in addition to the user and item data [1]. A comprehensive
literature review, which summarizes all the major techniques and implementations on contextual
modeling area before 2011, is given in [1].
In the remaining section, I highlight some of the latest and most notable algorithms that apply
context-aware factorization methods.
Multiverse TF (Tensor Factorization)
Multiverse TF [24] extends the classical 2D matrix factorization to allow for a flexible and
generic integration of contextual information by modeling the data as a User-Item-Context Ndimensional tensor instead of the traditional 2D User-Item matrix. This method is an efficient
sparse HOSVD (High Order Singular Value Decomposition [11], also referred as Tucker Decomposition) of the rating tensor. The concept of the 3-dimensional HOSVD tensor factorization
model is shown in Figure 2.4. It decomposes the 3-dimensional rating tensor R into one central
tensor S, user feature matrix U , item feature matrix I, and context feature matrix C. Note this
decomposition model allows for full control over the dimensionality of the factors extracted for the
user, items, and context by adjusting the dU , dI , and dC parameters.

Figure 2.4: Concept of the 3-dimensional HOSVD tensor factorization. The 3-dimensional rating
tensor R is factorized into one central tensor S, user feature matrix U , item feature matrix I, and
context feature matrix C.
Implicit Feedback Based Context-Aware Recommender For Music Light System
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Unlike the standard HOSVD methods as in [11], which require a dense tensor, the authors
introduce regularization to optimize only the observed values in the rating tensor. SGD is used
to learn the model.
Multiverse TF is shown empirically to outperform two (pre-filtering) context-aware methods:
reduction based approach [2] and item splitting [7]. Compared to pre-filtering or post-filtering
methods, which can lead to loss of information about the interactions between the different context
settings, Multiverse TF utilizes all the available ratings to model the users and the items. Besides
the relatively high predictive accuracy, another advantage of Multiverse TF is that it can handle
an arbitrary amount of context factors. The main drawback is that its model complexity is
exponential in the number of context variables and polynomial in the number of factorization
features.
CAMF (Context-aware matrix factorization)
CAMF [6] directly extends matrix factorization (with bias) by adding the parameters, which
model the interaction of the contextual conditions and the items, to the prediction equation (r̂)
and the corresponding loss function.
The rating ruic1 ...ck provides the evaluation of user u for the item i under context c1 , . . . , ck ,
where k is the number of context factors, cj = 0, 1, . . . , zj , and cj = 0 means that the j-th
contextual factor was unknown, while the other index values refer to possible contextual conditions
for the j-th contextual factor. The tuples (u, i, c1 , . . . , ck ), for which the rating ruic1 ...ck is known,
are stored in R = {(u, i, c1 , . . . , ck )|ruic1 ...ck is known}. ruic1 ...ck is predicted by
r̂uic1 ...ck = v~u · q~i + ī + bu +

k
X

Bijcj

(2.4)

j=1

where v~u and q~i are f dimensional real valued vectors representing the user u and the item i.
ī is the average of the item i ratings in the known dataset R, i.e., the item bias. bu is the baseline
parameter for user u, i.e., the user bias. Bijcj are the parameters modeling the interaction of the
contextual conditions and the items.
The objective function that minimizes the loss function is given by
min

v∗,q∗,b∗,B∗

X
r∈R

[(ruic1 ...ck − v~u · q~i − ī − bu −

k
X
j=1

2

2

Bijcj )2 + λ(b2u +kv~u k +k~
qi k +

zj
k X
X

2
)Bijc
)] (2.5)
j

j=1 cj =1

where r = (u, i, c1 , . . . , ck ). Hyper parameter λ controls the regularization.
To deal with different granularities of the interaction of context with ratings, the authors propose three instance models, within which different Bijcj is defined accordingly. CAMF-C is the
most general model, where each contextual condition has a global influence on the rating independently from the item, thus one single parameter is introduced for each contextual condition.
CAMF-CI has a finer grain, within which each contextual condition and item pair has one parameter. CAMF-CC has a middle complexity compared with the previous two. One parameter is
introduced for every contextual condition and item category pair in CAMF-CC.
CAMF has a number of advantages, including: (1) It can handle a large number of contextual
factors; (2) It provides the possibility to represent different model granularity with respect to the
interaction of context and items. (3) The model can be trained in linear time with the number of
data points and contextual factors.
The experiments show that CAMF can provide comparable results to Multiverse TF with small
computational cost. Multiverse TF is shown to have high rating prediction accuracy while using
large training data sets. Whereas when data sets are small, simpler model with less parameters,
as CAMF is, can perform equally and even better.
PITF (Pairwise Interaction Tensor Factorization)
PITF [42] is originally designed for personalized tag recommendation. It decomposes a threedimensional rating tensor into three feature matrices. A cell of the tensor is approximated as
12
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the sum of the pairwise dot product of the three corresponding feature vectors (one from each
feature matrix). SGD is used to learn the feature matrices and it scales linearly with the number
of ratings.
FM (Factorization Machines)
FM [41, 37, 39] is the generalization of PITF. It can handle arbitrary number of context
factors rather than only three dimensions as PITF is. The prediction score is given by the sum of
(weighted) pairwise interaction scores between every pair of dimensions.
The authors use a slight different and easy-understood way to interpret the problem; see Figure
2.5 [41] as example. Instead of arranging the data into a tensor, they create a description matrix
for the events, in which a sparse description vector x(i) is assigned to each event i. The rows of the
description matrix are the ratings and the columns are entities (users, items, user/item attributes,
context conditions, etc.) that can be associated to events. This association is done through putting
other than zero values in appropriate cells of the description matrix. The value can be real value
and can also tell how strong the association is. The value of the rating from recommender data
is the target variable. A latent feature vector is assigned to every column (attribute) and it
approximates the rating value (target variable) as the sum of all pairwise interactions in the latent
feature space between the columns of the attributes, weighted by the product of their assigned
values in the description matrix. This computation can be done efficiently since the description
matrix is extremely sparse. Note that although the way of interpreting the problem is different,
the algorithm could also be represented as a tensor factorization using pairwise model; the essence
of the data model is a single attribute Multidimensional Dataspace Model (MDM, [2]) and the
essence of the algorithm is to treat every binarized user, item, context condition (possible value of
context factors) as one dimension of the tensor. The learning can be done via SGD [36], adaptive
SGD [38], ALS [41], and Markov Chain Monte Carlo (MCMC) inference [13]. The last one is
advised as the best out of the four. The implementation of FM is available in libFM 3 .

Figure 2.5: Example of data arrangement for using FM [41]. In the description matrix, the first
three columns indicate the user, the next four ones the movie, the next three ones the mood and
the last three ones the other users a movie has been watched with.
The prediction accuracy of FM is comparable to Multiverse TF on dense datasets whereas
in sparse settings FM outperforms Multiverse TF largely. And unlike Multiverse TF, the model
complexity of FM is linear both in the number of context variables and the factorization size, thus
it is applicable to a large dimensionality of context factors/conditions and many observations. FM
can also work for categorical set domains and real-valued domains. One drawback of FM is that it
3 http://libfm.org
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uses every possible pairwise interaction that might include unnecessary interactions and can slow
down learning if the number of non-zero attribute values is high (i.e. lot of side information is
used).
Notice that all the state-of-the-art methods introduced above are designed for explicit feedback.
The currently very few approaches for implicit feedback based CARS are introduced in Section 2.4.

2.3

Recommender systems with implicit feedbacks

The vast majority of the research community has been focusing on the rating prediction on explicit
data. Some reasons behind this could be that (1) recommender system research gained a lot of
attention due to the Netflix price, which was a rating prediction task; (2) rating prediction is
a well-defined problem with a simple objective compared to item recommendations (i.e. Top-N
recommendations, or item ranking); (3) the publicly available datasets with implicit feedback
for research purpose are much less than that with explicit feedback, especially when it comes to
context-aware.
However, in practical situations, many industrial applications of recommender systems need
to be centered on implicit feedback. This may be due to the reluctance of users to rate products
or the limitations of the system to collect explicit feedback. Even if explicit feedback is available,
its quantity is usually not as large as the quantity of implicit information (e.g. even if 80% of the
users rate actively, there is still no explicit data on 20% of them, but all the users could have their
historical usage data as implicit information).
There have been some researches on implicit data based recommender systems and it has
gained more attention in the past several years.
Interestingness about implicit feedback systems is that only positive observations are available.
The non-observed user-item pairs are a mixture of real negative feedback (e.g. the user is not
interested in buying the item) and missing values (e.g. the user might want to buy the item in the
future). The naive approach for handling this missing value problem is either to ignore all of them
as in the left side of Figure 2.6 or to treat all of them as negative feedback by filling the matrix with
0 values. By ignoring all missing values, the machine learning models are hard to learn anything
as only positive feedback is observed. By regarding all missing values as negative feedback, all the
items that are not observed yet but need to be ranked in the future are presented to the learning
algorithm as negative feedback during training. That means a model with enough expressiveness
(that can fit the training data exactly) cannot rank at all as it predicts only 0s. This is also why
SVD-MF[46], which uses the dense matrix in the right side of Figure 2.6 as what SVD (Singular
Value Decomposition) requires, fits well on the training data with respect to element-wise least
square, but predicts poorly as it results in overfitting.

Figure 2.6: On the left side, the observed data is shown. Learning directly from observed data is
not feasible as only positive feedback is available. Usually negative data is generated by filling the
matrix with 0 values.
14
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Above explanation also shows that recommender algorithms for explicit feedback usually cannot be applied directly to implicit feedback. On the one hand, unlike explicit case, the naive
optimization of the loss function in the implicit case is typically expensive, as the user-item matrix is densely filled with positive and negative feedbacks, and thus it scales with the size of the
matrix. This is also why the learning procedure for implicit feedback needs to be well scalable.
On the other hand, simply binarizing the feedback would result in overfitting problems.
Therefore, the optimization and learning methods should be tailored for implicit feedback and
item ranking. There are two strategies to do so.
1. Pointwise strategy: Introducing weights to each user-item pair to differentiate negative and
positive feedbacks, as well as different positive feedbacks. (e.g., different item consumption
frequencies have different weights). ALS procedure is used to learn since user-item matrix
is still densely filled with positive and negative feedbacks. To make this learning procedure
scalable, the calculation is usually decomposed to independent parts. The most well-known
method is WRMF (Weighted Regularized Matrix Factorization), which is all referred as
iALS or iMF; see later.
2. Pairwise strategy: Use item pairs as training data and optimize for correctly ranking item
pairs instead of scoring single items. This is done by sampling negative items for positive
items and running pairwise comparisons. This sampling way in the meanwhile usually retains
a large amount of non-sampled missing values, and therefore the loss function is sparse and
SGD can be used to learn. This also achieves efficient computation by sacrificing some
extent of accuracy. Example methods are BPR (Bayesian Personalized Ranking), RankSGD,
RankALS, and CLiMF (Collaborative Less-is-More Filtering); see later.
The (context-unaware) algorithms for implicit feedback datasets are summarized as below.
iALS (or iMF, WRMF)
A seminal approach for implicit data based matrix factorization was proposed in [22]. The
method is usually referred to as iALS, iMF, or WRMF (Weighted Regularized Matrix Factorization). In this method, implicit feedback is modeled by pointwise preference. The preference
prediction function is p̂ui = xTu yi , where xu and yi are the user and item feature vector respectively.
Binary preference pui is defined as
(
pui =

1,
0,

rui > 0.
rui = 0.

(2.6)

where rui indicate the observations for user actions such as the frequency of item consumption.
If a user has an event on an item, positive preference of value 1 is assigned. Otherwise negative
preference of value 0 is assumed. The objective function that minimizes the loss function is
min

x∗,y∗

X
u,i

cui (pui − xTu yi )2 + λ(

X
X
2
2
kxu k +
kyi k )
u

(2.7)

i

where cui is the confidence (weight) of pui . cui can be defined differently, but the principle is
that the weight of missing negative feedback is constant and significantly lower than that of the
positive feedback. This method applies ALS to optimize and decomposes the objective function
to user-independent and item-independent parts by differentiation.
This model has two important distinctions than basic MF. (1) The user-item matrix has no
missing value, i.e., it is full of binary preference (1 or 0). Therefore, optimization should account
for all possible u, i pairs, rather than only those corresponding to observed data. And also the
strategy, which is decomposing the calculation to independent parts, is applied to achieve high
scalability and computational efficiency. (2) To differentiate different preferences, confidence level
(i.e. weights) cui is integrated to the loss function for each preference pui .
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BPR (Bayesian Personalized Ranking): BPR [40] is a pairwise ranking approach. It samples
the negative feedback for every positive feedback, i.e., for every event of the user it samples an item
that has no transaction with this user. It is assumed that the user prefers the item on which he has
an event over the other one. The optimization criterion is the maximum posterior estimator that
is derived from a Bayesian analysis of the problem. The learning is done via SGD. The likelihood
is the product of the probabilities of the users preferring the item in their events over an other
item. It is assumed that these probabilities are independent. The probability of the user preferring
the item over the other is the function of the difference of the prediction scores of the two items.
Logistic sigmoid is used in such individual probability function. BPR directly optimizes the area
under the ROC curve (AUC; see Section 2.5). To describe simply, BPR proceeds as follows:
• Randomly select a user u and then a random item i which the user has event on. This is
the positive item.
• Randomly select an item j which the user u has no event on it. This is the negative item.
• Apply any standard collaborative filtering model that predicts the preference for user u on
i as x̂ui and for user u on j as x̂uj .
• Pass this difference x̂uij = x̂ui − x̂uj through a sigmoid and use it as a weighting for updating
all of the model parameters via SGD.

RankSGD: This method is proposed in [23]. It is a pairwise ranking approach and it optimizes
PSU ,SI
for error rate. Error rate is ER = u=1,i=1
((pui − puj ) − (p̂ui − p̂uj ))2 . SU and SI are the sets of
users and items respectively. pui is the preference of user u on item i and it is 1 if the user has
any events on the item and 0 otherwise; p̂ui is the preference, predicted by the algorithm. Low
error rate means that the difference between the predicted preferences of an item pair is small if
the actual preferences are close and large otherwise. The optimization is done through SGD by
sampling negative feedback for each positive one.
RankALS: This is another method [50] that optimizes for error-rate. But instead of sampling
negative feedbacks, it decomposes the computation to independent parts to make the learning
efficient with regard to training time. The optimization is done via ALS. It achieves similar
results to RankSGD.
CLiMF (Collaborative Less-is-More Filtering): CLiMF [48] is similar to BPR but instead
it optimizes the Mean Reciprocal Rank (MRR, see Section 2.5) with a smoothed function. The
motivation of optimizing for MRR is that MRR can reflect the real quality of the recommendation
lists since it takes the position of items in the lists into account, whereas AUC used in BPR is
calculated from weather the recommended item is true relevant or not. Hence mistakes at the
lower ranked positions are penalized equally to mistakes in higher ranked positions, which is not
the desired behavior in a ranked list.

2.4

Context-aware recommender systems with implicit feedbacks

There are only few researches on recommender systems that can deal with both context and
implicit feedback.
In the PhD thesis [29], the author proposed three methods that can deal with time-aware
recommender problems with implicit feedback: PCF (Probabilistic Contextual Filtering), which
follows the idea of contextual pre-filtering and can avoid the problem of context generalization and
overcome data sparsity in CARS, PCC (Probabilistic Contextual Clustering), which is designed
for session based CARS, and CBPCF (Clustering Based Probabilistic Contextual Filtering), which
16
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combines the merits of PCF and PCC. The biggest limitation of this research is that only temporal
information is used to derive contextual information.
Apart from the researches on a specific context (e.g. time, location) or application area, the
researches on general methods of dealing with implicit data based CARS are mainly focused on
multidimensional latent factors approach.
One of such general method is Gaussian Process Factorization Machines (GPFM) proposed in
[32]. By introducing Gaussian processes, complex, non-linear user-item-context interactions can
be captured and thus leading to flexible modeling capacity. The learning is done via SGD that
scales linearly with the total number of observations and thus making GPFM scalable to large
datasets. It is applicable to both the explicit feedback settings and the implicit feedback settings,
in which case it is called GPPW (GPFM-based pairwise preference model). GPPW is derived
by changing its covariance function and as the variant of GPFM for pairwise item ranking with
implicit feedbacks.
The very recent and most significant research [16] is done by Balázs Hidasi (supervised by
Domonkos Tikk). He developed tensor factorization methods iTALS [18] and iTALSx [15], as
well as the GFF (General Factorization Framework) [20].
Both iTALS and iTALSx are tensor factorization methods that uses pointwise ranking via
optimizing for weighted sum of squared errors. iTALS estimates preferences using the N-way
interaction model, i.e. the sum of elements in the Hadamard product (also known as element-wise
product) of feature vectors from each dimension. Whereas iTALSx estimates preferences using the
pairwise interaction model, i.e. the sum of dot products between feature vectors from each pair of
dimensions. Note the concept of “pairwise” here is different from the pairwise ranking mentioned
above.

Figure 2.7: Concept of the N-way model of iTALS with 3 dimensions of classical user-item-context
setting. [16]
iTALS and iTALSx use the same way to model the implicit task. The data is represented in a
ND dimensional tensor R. First two dimensions of the tensor correspond to the users (user IDs)
and items (item IDs), while the other ND − 2 dimensions are associated with different (binarized)
context conditions. R is filled with zeros and ones, but the proportion of ones is very low. A given
element ru,i,c1 ,...,cND −2 = 1 in R indicates that the user u has at least one event on item i while
the context-state of the j-th context dimension is cj . The missing feedback has value 0 as a sign
of negative preference.
Weight function W (i1 , . . . , iND ) is introduced to differentiate the importance of different feedbacks. By generalizing the weight concept in iALS [22], a simple weight function is defined as
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Figure 2.8: Concept of the pairwise model of iTALSx with 3 dimensions (user, item, context).[16]

below.
(
W (i1 , . . . , iND ) =

w1 (i1 , . . . , iND ) = α · #(i1 , . . . , iND )  w0 , if ri1 ,...,iND = 1.
w0 (i1 , . . . , iND ) = w0 ,
otherwise.

(2.8)

where w0 (·) = w0 = 1 and w1 (·) is proportional with the number of occurrences of the corresponding entity combination in the training set.
One feature matrix is assigned to each dimension of the tensor. The feature matrix M (d) for
the d-th dimension is of size K × Sd . The columns of the feature matrix are the feature vectors
assigned to the entities of this dimension. K is the number of features that is a parameter of the
algorithms. The feature vectors are used to predict the preferences of a user on an item under the
configuration of contexts. The loss function is
S1 ,...,SND

L=

X

W (i1 , . . . , iND )(ri1 ,...,iND − r̂i1 ,...,iND )2 +

i1 =1,...,iND =1

ND X
Si
X

(d)

λd,i Mi

d=1 i=1

2

(2.9)
2

The optimization is carried out with ALS. In ALS, one matrix is computed at a given time
while all the currently computed matrices are fixed. The author also proposed a general, conjugate
gradient based approximation for ALS and a general, coordinate descent based approximation for
ALS in [21] to speed up ALS based factorization algorithms. The conjugate gradient based method
has better performance than the coordinate descent based one.
The preference model of iTALS (see Figure 2.7) is
r̂i1 ,...,iND = 1T (Mi11 ◦ Mi22 ◦ · · · ◦ MiNND )

(2.10)

D

iTALSx is originally designed to work with three dimensions (users, items, and one context).
The preference model of iTALSx (see Figure 2.8) is
(I)

r̂u,i,c = 1T (Mu(U ) ◦ Mi

(I)

+ Mu(U ) ◦ Mc(C) + Mi

◦ Mc(C) )

(2.11)

Inspired by N-way interaction model iTALS and pairwise interaction model iTALSx, Balázs
Hidasi proposed GFF (General Factorization Framework) [20], a single, flexible factorization algorithm for the implicit feedback based CARS, which can use arbitrary number of dimensions
and allows using any linear interaction between the subsets of aforementioned dimensions. The
flexibility of GFF lies in taking the preference model as an input. This flexibility allows for experimenting with novel preference models. The data model of the basic GFF is the single attribute
MDM (similar as used in FM), which is appropriate for the context-aware problem in practice.
18
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2.5

Evaluation metrics of recommender systems

There are two classic tasks in recommender systems: rating prediction and item ranking (also
called item recommendation, or top-N recommendation). Rating prediction is to predict the
“score” user u would give to item i. Item ranking is to provide a user with a ranked list of items.
For rating prediction task, error based metrics (e.g. RMSE, see below) can be used to measure the
recommendation accuracy. For item ranking task, it is better to use list based measurements (e.g.
recall, MAP, see below). This is because although items can be rated by their predicted ratings
(if explicit data is available), error based metrics and list based metrics usually do not agree on
the ordering of algorithms (e.g. the best rating predictor might be the worst when it comes to
ranking). Therefore, we have following suggestions on which metrics to use:
• For explicit feedback based recommender systems, if the recommendation task is rating
prediction, use error based metrics, and if the recommendation task is item ranking, use list
based metrics;
• For implicit feedback based recommender systems, since explicit rating is not available and
therefore the recommendation task can only be item ranking, use list based metrics.

2.5.1

Error based metrics

Error based metrics measure how close the ratings estimated by a recommender are to the true
user ratings. The most important representatives are mean absolute error (MAE), mean squared
error (MSE), root mean squared error (RMSE) and normalized mean absolute error (NMAE).
These metrics are also referred to as predictive accuracy metrics.
MAE and MSE for predictor assessment can be given by
n

M AE =

1X
|ŷi − yi |
n i=1
n

1X
(ŷi − yi )2
M SE =
n i=1
where ŷi is the predicted value, yi is the true value, and n is the total number of predictions.
RMSE is the square root of MSE. NMAE is the normalization of the MAE metric to the
range of the respective rating scale in oder to make results comparable among recommenders with
varying rating scales. MSE and RMSE use the squared deviations and thus emphasize larger
errors in comparison to the MAE metric. MAE and RMSE describe the error in the same unites
as the computed values, while MSE yields spared units. [47]
These metrics are easy to compute and understand. They are also well-studied and applied
in many fields other than recommender systems. The drawback of using these metrics is that
they only reflect the overall accuracy of the recommender systems and thus lose sight of user
perspective. Recommender systems are more commonly used to help users sort through a large
variety of products to easily find the ones they will enjoy the most by displaying a limited set of
top ranked items. The estimations for a large number of items are significantly less important to
users. This applies in particular to e-commerce applications where we are usually more concerned
with suggesting some products to customers that they will like in comparison to estimating the
most accurate ratings for the large amount of items that customers would never purchase [47]. List
based metrics, on the other hand, can reflect more about the match between user preference and
recommended results by comparing the generated ranking list and the true list; see next section.

2.5.2

List based metrics

List based metrics are used to evaluate top-N recommendations. Since this research on implicit
feedback based CARS is a top-N recommendation task, I focus on these metrics.
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Recommended
Not Recommended
Total

Relevant
tp
fn
tp + f n

Irrelevant
fp
tn
f p + tn

Total
tp + f p
f n + tn
N

Table 2.1: The confusion matrix that accumulates the numbers of true/false positive/negative
recommendations.

The evaluation metrics are calculated on a test set. Considering the context-aware item ranking
task, the relevant items for a user-context configuration are the items on which the user has events
under the given context in the test set. The recommended items are the top-N items in the ranked
list of items for the given user-context configuration.
List based metrics include classification accuracy metrics and ranking accuracy metrics.
Classification accuracy metrics
Classification accuracy metrics are calculated from the number of items that are either relevant
or irrelevant and either contained in the recommended list or not. These numbers can be clearly
arranged in a contingency table that is sometimes also called the confusion matrix (see Table 2.1).
The most commonly used classification accuracy metrics for evaluating top-N recommendations
are as below.
1) Precision: The ratio of the recommended and relevant items to the recommended items.
Higher precision is better.
tp
precision =
tp + f p
2) Recall: The ratio of the recommended and relevant items to the relevant items. Higher
recall is better.
tp
recall =
tp + f n
3) F1 score: The harmonic mean of the precision and recall. Higher F1 score is better.
4) AUC (Area Under Curve): It is most commonly referred to the area under ROC (Receiver
Operating Characteristic) curve, which is the graphical plot with the true positive rate against the
false positive rate at various threshold settings. The ROC AUC can be interpreted as the probability that a randomly chosen positive item will be ranked higher than a randomly chosen negative
item. Higher score is better. The score lower than 0.5 means no better than a random model. In
some cases, AUC corresponds to the area under the precision-recall curve from recommending 1
to N items, which is also referred to as AUPR (Area Under the Precision-Recall curve).
5) MAP (Mean Average Precision): MAP for a set of queries (i.e. user-context configuration)
is the mean of Average Precision (AP) scores of the recommendation list for each query. Higher
MAP is better. MAP is defined as
P
q∈Q AP (q)
M AP =
|Q|
where Q is the set of queries and q is a specific query. AP equals
Pn
k=1 (P (k) × rel(k))
AP =
number of relevant items
where P (k) is precision at top-k, and rel(k) is an indicator function equaling 1 if the item at rank
k is a relevant document, zero otherwise [51].
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Ranking accuracy metrics
Ranking accuracy metrics are calculated by taking into account the order of items in the ranking
list. The most commonly used ranking accuracy metrics for evaluating top-N recommendations
are as below.
6) NDCG (Normalized Discounted Cumulative Gain)
Cumulative Gain(CG) is the sum of the graded relevance values of all results in a search result
(recommended) list. The CG is defined as:
CGk =

k
X

reli

i=1

where reli is the graded relevance of the result at position i, and k is the size of the recommended
list.
The calculation of CG does not take the effect of position into consideration, i.e., the order of
items in the recommended list does not affect the CG value. To introduce this effect, Discounted
Cumulative Gain (DCG) is used to penalize the items appearing lower in the recommended list.
One formulation of DCG [9] for one query q is given as
k
X
2reli − 1
DCGq @k =
log2 (i + 1)
i=1

where reli = 1 if the i-th item in the recommendation list is relevant, otherwise reli = 0.
Normalized Discounted Cumulative Gain (NDCG) for a query q is the normalized version of
DCG given by
DCGq @k
N DCGq @k =
IDCGq
where IDCGq is the Ideal DCG, i.e., the maximum possible DCG for q. IDCG can be calculated
as
|REL|
X 2reli − 1
IDCGq =
log2 (i + 1)
i=1
where REL represents the list of real relevant items (ordered by their relevance) in the test set.
The NDCG averaged over the set of queries Q is computed as
P
q∈Q N DCGq @k
N DCG@k =
|Q|
7) MRR (Mean Reciprocal Rank): MRR is the average of the Reciprocal Rank (RR) across
all the recommendation lists for individual users. RR measures how highly ranked is the first
relevant recommended item. MRR can be computed as
|L|

M RR =

1 X 1
|L| i=1 Ranki

where L denotes the relevant items in the testing set for each user, and Ranki indicates the position
of the i-th relevant item in the recommendation list.
8) ERR (Expected Reciprocal Rank)
ERR [10] is inspired by the cascade user browsing model, which assumes that the user views
search results from top to bottom and at each position, the user has a certain probability of being
satisfied. Let Ri be this probability at position i. Once the user is satisfied with an item, he/she
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stops the search and items below this result are not examined regardless of their position. For a
given set of Ri , the likelihood of a session for which the user is satisfied and stops at position r is
P (user stops at position r) =

r−1
Y

(1 − Ri )Rr

i=1

which is simply the probability that the user is not satisfied with the first r − 1 results and is
satisfied with the r-th one.
A utility function ϕ of the position is considered in the metric and satisfies ϕ(1) = 1 and
ϕ(r) → 0 as r goes to +∞. Given the utility function ϕ, a cascade based metric is the expectation
of ϕ(r), where r is the rank where the user finds the item he was looking for. Therefore, the
Expected Reciprocal Rank (ERR) can be computed as follow.
ERR =

k
X

ϕ(r)P (user stops at position r)

r=1

where k is the number of items in the ranking and typically ϕ(r) = 1/r. Plugging values into the
above equation, we finally obtain:
ERR =

r−1
k
X
1Y
(1 − Ri )Rr
r i=1
r=1

Now we need to define Ri to compute ERR, i.e., the probability that a user finds an item
relevant. Let gi be the grade of the i-th item, then
Ri = R(gi )
where R is a mapping from relevance grades to probability of relevance. In accordance with the
gain function for DCG used in [9], We could take is to be
R(g) =

2g − 1
, g ∈ {0, . . . , gmax }.
2gmax

For instance, when the non-relevant item has g = 0, the probability that the user finds it relevant
is 0, while when the item is extremely relevant (e.g. g = 4 if gmax = 5), then the probability of
relevance is near 1.
Compared to position-based metrics such as DCG for which the discount depends only on the
position, the discount in ERR depends on the relevance of items shown in the ranked list - the
more relevant the previous items are, the more discounted the other items are.
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Methods
In previous chapter, we review the state-of-the-art algorithms for explicit and implicit feedback
based CARS through literature study. To build the future recommender for HueMusic system,
we would like to examine some of them as candidate methods. The main requirements of the
candidate methods are as follows:
• It should have the ability to handle implicit feedback.
• It should have the ability to deal with arbitrary and large number of context dimensions.
• Ideally, it should be able to handle cold-start situation, or to say, data sparsity.
• Ideally, it should be robust to the noise of unreliable context.
From Chapter 2, we know that methods for implicit feedback that can deal with arbitrary
and large number of context dimensions are GPPW [32], iTALS [18] and GFF [20]. It would be
interesting to examine them all, however, only GPPW’s implementation is publicly available, and
the implementation of iTALS and GFF are closed within Gravity R&D Ltd 1 . Therefore, the first
candidate method is GPPW.
The methods for explicit feedback that can deal with arbitrary and large number of context
dimensions are Multiverse TF [24], CAMF [6], FM [41] and GPFM [32]. Although methods for
explicit feedback based CARS usually cannot be directly used for implicit feedback, by randomly
sampling negative items for positive items given user-context configuration (i.e. the pairwise
strategy), FM and GPFM can be used for implicit case as the paper of GPFM [32] suggests.
However, since GPPW is already the pairwise preference variant of GPFM and the paper also
shows that GPPW is more suitable for implicit feedback, we do not use GPFM for implicit
feedback in this study. Hence FM is the second candidate method.
How these two context-aware methods perform under cold-start situation and whether they
are robust to context noise need to be further studied through experiments as in next chapter.
Theoretically speaking, we could expect that FM might have better ability to handle cold-start
situation since it arranges data into a two-dimensional description matrix rather than a multidimensional tensor, and thus it performs better in sparse setting.
In addition, we use iALS as the baseline method that uses no context information but only
implicit feedback. Another method LightFM [27] is also used. It is not introduced in previous
chapter since it is not a novel algorithm but an implementation of a hybrid context-collaborative
model which has the capability to aggregate the metatdata into the corresponding latent vectors.
In this chapter, each of the four methods and their corresponding implementations are discussed
in more detail in following subsections. And then the comparison between them is given in Section
3.5.
1 http://www.yusp.com/company/

Implicit Feedback Based Context-Aware Recommender For Music Light System

23

CHAPTER 3. METHODS

3.1

iALS

iALS, also often named iMF or WRMF (Weighted Regularized Matrix Factorization), by Hu et
al. [22] is the matrix factorization method specially for handling data with implicit feedback. This
novel method has significant contribution to the research field and is often used as the baseline of
other researches on implicit feedback based recommender systems. The novelty of their research
has three aspects. (1) Regarding the model, the authors propose to treat the numerical value
of implicit feedback (e.g. the number of times users consumed items, or the time users spent on
some webpages) as indication of positive and negative preference (binary feedback) associated with
vastly varying confidence levels (weights). (2) Regarding the optimization strategy, they suggest
a scalable optimization procedure, which scales linearly with the data size. (3) Regarding the
generated recommendations by the factor model, they offer a novel way to give explanations to
the end user, which is a rarity among latent factor models.
The model
The preference prediction function is given by p̂ui = xTu yi , where xu and yi are the user and
item feature vector respectively. Observed binary preference pui is defined as
(
1, rui > 0.
pui =
(3.1)
0, rui = 0.
where rui indicate the observations for user actions (the numerical value of implicit feedback). If
a user has an event on an item, positive preference of value 1 is assigned. Otherwise negative preference of value 0 is assumed. The objective function which extends the basic matrix factorization
model as described in Section 2.1.2 and minimizes the loss function is
X
X
X
2
2
cui (pui − xTu yi )2 + λ( kxu k +
min
kyi k )
(3.2)
x∗,y∗

u,i

u

i

where cui is the confidence (weight) of pui . cui can be defined differently, but the principle is
that the weight of missing negative feedback is constant and significantly lower than that of the
positive feedback. A plausible choice for cui could be
cui = 1 + αrui
In their experiments, setting α = 40 was found to produce good results.
Notice that except the integrated cui , the calculation is over all the (u,i) pairs rather than
only observed (u,i) pairs as in basic MF model, and thus the loss function is quite dense, which
contains m · n terms, where m is the number of users and i is the number of items. For typical
datasets m · n can easily reach a few billions. This huge number of terms makes the direct
optimization methods like SGD used for explicit feedback datasets not applicable for implicit
feedback datasets. Therefore, based on the observation that when either the user feature vectors
or the item feature vectors are fixed, the loss function becomes quadratic so its global minimum
can be readily computed, the authors proposed an improved ALS optimization process which
integrates the confidence levels (cui ) and overcomes the dense lose function. The optimization
process is illustrated as following.
Optimization method
Assume all the item feature vectors are gathered within an n × f matrix Y ( Y T is similar to
the item matrix Q in Figure 2.2) and all the user feature vectors are gathered within an m × f
matrix X (X is similar to the user matrix P in Figure 2.2). The goal is to compute X and Y
so user u’s preference towards item i can be estimated by xTu yi . The computation is done by
alternating between re-computing X and Y by fixing the other, and each step is guaranteed to
lower the value of loss function. X and Y are usually initialized randomly. Researches [17, 19]
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proposed another way to initialize the feature vectors before training to improve recommendation
performance by preserving the similarity between entities (users/items), where similarity is defined
using e.g. context or metadata information.
By fixing Y , X is updated as following.
Before looping through all the users, compute the f × f matrix Y T Y . For each user u, define
the diagonal n × n matrix C u where Ciiu = cui , and the vector p(u) ∈ Rn that contains all the
preferences by u (the pui values). By differentiation, an analytic expression for xu that minimizes
the loss function is given by
xu = (Y T C u Y + λI)−1 Y T C u p(u)

(3.3)

The calculation of xu can be done in a smart way. Since p(u) is sparse on 1 (the negative
preferences have a 0 value), Y T C u p(u) can be easily calculated. To calculate Y T C u Y they note
that it equals to Y T Y + Y T (C u − I)Y . By setting the confidences for negative items to 1, C u − I
is sparse on 1, and Y T Y has been calculated beforehand for all users.
Similarly and in parallel, Y is recomputed as below by fixing X.
First compute the f × f matrix X T X. For each item i, define the diagonal m × m matrix C i
i
where Cuu
= cui , and the vector p(i) ∈ Rm that contains all the preferences for i. Then solve:
yi = (X T C i X + λI)−1 X T C i p(i)

(3.4)

A few sweeps (also called epoch or iteration) of paired recomputation of X and Y are employed,
till they stabilize. A typical number of sweeps is 10. By using the above smart way to calculate,
the running time of the whole process scales linearly with the size of the data.
Implementation
There are a number of implementations of this algorithm, among which the Python implementation2 by Ben Frederickson, who wrote parallelized code in pure Cython, achieves 1.8 times
faster than the multi-threaded C++ implementation provided by Quora’s QMF Library3 and at
least 60,000 times faster than implicit-mf4 .
In my experiment I use Ben Frederickson’s Python implementation.

3.2

LightFM

LightFM [27] is a hybrid MF model representing users and items as linear combinations of their
context features’ latent factors. As it can use both user and item metadata, it has the quality of
being applicable in both item and user cold-start scenarios. A Python implementation of LightFM
is available on Github5 . This implementation actually has more functions than what are described
in the paper. Next I will introduce the basic hybrid model and also the important features of the
implementation.
Let U be the set of users, I be the set of items, F U be the set of user features, and F I be the
set of item features. The features are known in advance and represent user and item metadata.
Users and items are fully described by their features. Each user is described by a set of features
fu ⊂ F U and each item is described by a set of features fi ⊂ F I . The d-dimensional latent vector
I
for each user feature f is described by eU
f and for each item feature f is ef . Each feature is also
I
described by a scalar bias term (bU
f for user and bf for item features). The model takes binary
feedbacks. The set of all user-item interaction pairs (u, i) ∈ U × I is the union of both positive
interactions S + and negative interactions S − .
2 https://github.com/benfred/implicit
3 https://github.com/quora/qmf
4 https://github.com/MrChrisJohnson/implicit-mf
5 https://github.com/lyst/lightfm
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The latent representation of user u is given by the sum of its features’ latent vectors:
X
eU
pu =
j
j∈fu

The same holds for item i:
qi =

X

eIj

j∈fi

The bias term for user u is given by the sum of the features’ biases:
X
bU
bu =
j
j∈fu

The same holds for item i:
bi =

X

bIj

j∈fi

The predicted preference for user u on item i is given by the dot product of user and item latent
representations, adjusted by user and item feature biases:
r̂ui = f (pu · qi + bu + bi )

(3.5)

There is a number of functions suitable for f (·). For predicting explicit ratings, an identity function
would work well. For implicit feedback, LightFM has efficient implementation of BPR[40] and
WARP[52] ranking losses and the corresponding optimization methods.
BPR is introduced in Section 2.3. WARP loss (Weighted Approximate-Rank Pairwise loss) is
similar to BPR: take the difference of predicted preferences between sampled negative and positive
items for a user. In BPR then make the SGD update with this difference as a weight. In WARP,
only run the SGD update if the prediction is wrong, i.e., the negative item has a higher predicted
score than the positive item. If the predict is not wrong, then keep drawing negative items until
you either get the prediction wrong or reach some cutoff value. The authors of the WARP paper
claim that this process shifts from optimizing AUC in BPR to optimizing the precision@k. In my
experiments, using WARP loss performs better than using BPR loss.
To use LightFM, we need to construct the user-item, item-feature, and user-feature matrix.
The item and user features need to be discretized and flattened similar as in FM [36]; see Figure
2.5 for how data is arranged but note the description matrix now describes metadata instead.

3.3

FM

In Section 2.2.2, I have briefly introduced Factorization Machine (FM) [41, 37, 39] for contextaware recommendations. It arranges the event data into a description matrix, in which a sparse
description vector is assigned to each event. The authors refer to this matrix and vectors as feature
matrix and vector, but since these terms are generally used for the matrix/vector of the latent
features, I refer to them as description matrix and vector to avoid confusion.
In this section I give formal description of the model as in [41, 37] and explain how we can use
FM for implicit feedback.
FM is original proposed in [36]. The target y taking description vector x as input is predicted
as
ŷ(x) := w0 +

n
X
i=1

wi xi +

n
n
X
X

ŵi,j xi xj

(3.6)

i=1 j=i+1

where n is the length of input vector x, ŵi,j are the factorized interaction parameters between
pairs:
k
X
ŵi,j := hvi , vj i =
vi,f · vj,f
(3.7)
f =1
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and the model parameters Θ that have to be estimated are:
w0 ∈ R, w ∈ Rn , V ∈ Rn×k

(3.8)

w0 is the global bias, wi is the bias for the i-th variable, vi models the latent feature vector of the
i-th variable, and ŵi,j models the factorized interaction of a pair of variables.
In [36], it is shown that a FM (eq. 3.6) can be computed very efficiently in O(k · m(x)) as it
is equivalent to:
2 X

k  X
n
n
1X
2
2
ŷ(x) = w0 +
wi xi +
vi,f xi −
vi,f xi
2
i=1
i=1
i=1
n
X

(3.9)

f =1

Optimality of model parameters is usually defined with a loss function l where the task is to
minimize the sum of losses over the observed data S.
!
X
X
2
OP T REG(S, λ) := argmin
l(ŷ(x|Θ), y) +
λθ θ
(3.10)
Θ

(x,y)∈S

θ∈Θ

Note that we add the model parameters Θ to the model equation and write ŷ(x|Θ) when we want
to stress that ŷ depends on a certain choice of Θ. Depending on the task, a loss function can be
chosen. For example, for regression least-squares loss,
lLS (y1 , y2 ) := (y1 − y2 )2

(3.11)

or for binary classification (y ∈ {−1, 1}),
lC (y1 , y2 ) := − ln σ(y1 y2 )

(3.12)

where σ(x) = 1+e1−x is the sigmoid/logistic function.
FMs usually have a large number of model parameters Θ - especially if k is chosen large enough.
This makes them prone to overfitting. To overcome this, typically L2 regularization is applied in
eq. 3.10, where λθ ∈ R+ is the regularization value for the model parameter θ.
The implementation of FM is available in libFM6 , which allows four learning methods: SGD
[36], adaptive SGD [38], ALS [41], and Markov Chain Monte Carlo (MCMC) inference [13]. The
last one is advised as the best out of the four.
To use FM for context-aware recommendations, we first give the rating task: if multiple contexts C3 , . . . , Cm are allowed, following rating function is to be estimated:
y : U × I × C3 × . . . × Cm → R

(3.13)

Note that the index of the context variable starts from 3 because from a technical point of view,
users ans items can be seen as the first and second ’context’.
A wide variety of context-aware data can be transformed into the description matrix with
description vectors x ∈ Rn as in Figure 2.5. Possible mapping z : C → Rnz for different kind of
domains are allowed.
• Categorical domain: A categorical variable domain C like users U , items I, or mood can
be transformed into a real-valued vector z using one indicator variable per categorical level.
E.g. in the example in Figure 2.5, the mood domain C3 has three states, so Alice’s mood
Happy can be expressed as the vector z(Happy) = (0, 0, 1), or she is in a Sad context with
z(Sad) = (1, 0, 0).
6 http://libfm.org
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• Categorical set domain: if the realization of a variable can be sets of categorical variables
(e.g. Bob has watched Star Wars with Alice and Charlie), the transformation can be made
by using one indicator variable per context level. E.g. z({Alice,Charlie}) = (0.5, 0, 0.5);
here z is suggested to normalize for non-empty context values such that all vectors sum up
to 1. This makes sure that all vectors have the same weight which is often desirable.
• Real valued domains: If a domain is already a number (e.g. C ⊆ R), we can directly use
the real number as feature.
The final description vector x can be obtained by concatenating the single mappings:
x(u, i, c3 , . . . , cm ) = (z1 (u), z2 (i), z3 (c3 ), . . . , zm (cm ))
The description vectors x are then the input for the FM.
Although FM is better with explicit feedback, we can still make use of it for implicit feedback
by using binary classification and the bootstrap sampling strategy like BPR. Binary classification
is an easy-to-use feature provided by libFM. Bootstrap sampling as data preprocessing needs to
be done before using libFM to train the model. The commonly used way is to sample one negative
item for each positive item under a given user-context configuration.
The primary reason for why we can use FM for implicit feedback (rather than Multiverse TF)
is its way to model the data. FM represents user-item-context into a description matrix and the
rating (performance) is not in this matrix but as the target value (see Figure 2.5). For implicit
feedback all observed interactions have target value 1, we can simply extend this description matrix
by sampling negative feedback with target value 0 or other minus numeric and this extension is
linear. But for Multeverse TF, the data is arranged into a tensor with user, item, context being
the dimensions, and ratings being the elements. For implicit feedback, the tensor is dense by filling
with positive and negative preference, and thus the computational complexity is high and it may
suffer from overfitting problem.

3.4

GPFM

Gaussian Process Factorization Machines (GPFM) [32] is motivated by the fact that the vast
majority of collaborative filtering methods developed as of today using latent factors approaches
are based on linear models, i.e., an interaction between a user, item, and a context variable if
context-aware, is typically modeled as some linear combination of their latent features. This may
seem unrealistic to restrict the interactions to linearity. Therefore, the authors propose GPFM as
a non-linear context-aware CF method that is based on Gaussian Processes and built upon past
non-linear matrix factorization methods [28]. GPFM is applicable to both the explicit feedback
and implicit feedback settings. The authors derive a stochastic gradient descent optimization
procedure which allows GPFM to scale linearly to the number of user-item-context, thus GPFM
can be used on large-scale industry dataset. In this section, I will not describe the detailed
learning process but only the model. The MATLAB implementation of GPFM is available at
http://trungngv.github.io/gpfm.

3.4.1

GPFM for explicit feedback

The authors represent each observation as a tuple of (user, item, context, utility). Here the term
utility is used to enclose both explicit rating and implicit feedback like click counts. Given all
observed interactions, the goal of context-aware recommendations is to predict the utility of items
in different contexts, which can then be used to construct the recommended list of items to the
users.
Let U be the set of users, V be the set of items, and Cm be the set of the i-th contextual factor
(i.e. the i-th dimension of context), where m = 1, . . . , M and M is the number of contextual
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factors. Let P = |U |, N = |V | and Lm = |Cm |. In later description we use bold capital letters to
denote matrices, bold letters for vectors, and regular letters for scalars.
For a given user, the utility is modeled as the function, which has the Gaussian distribution,
of the latent representations of (item, context) pairs.
Utility as a function of latent representations
Let the use i, item j and contextual factor (contextual dimension) cm be represented by latent
d-dimensional real-valued feature vectors ui , vj and vcm respectively. We define a transformation
of a pair of (item, context) from observation to its latent representation as:
t : V × Ci × . . . × CM → RD
t(j, c) = [vjT , vcT1 , . . . , vcTM ]T , c = (c1 , . . . , cM )

(3.14)

where D = (M + 1)d is the dimension of the latent representation, i.e., the latent representaion is
a stacked column vector of the feature vectors of the item and contextual factors.
For any given user i, the utility of a pair of item and context (j, c) is a function of the
corresponding latent representation, fi (t(j, c)). Different latent factors methods use different form
of the utility function. In GPFM, it is modeled using the Gaussian Process (GP) framework.
Detailed explanation of GP can be found in e.g. [35]. Following is a brief review.
Gaussian Process (GP)
A GP is specified by a mean function m(x) and a covariance function k(x, x0 ; θ) parametrized
by θ, where x and x0 ∈ RD . A GP prior defines a distribution over a real-valued function f (x) if,
N
for any collection X = {xn }N
n=1 , the set of function values f = {f (xn )}n=1 has the multivariate
Gaussian distribution,
p(f |X) = N (f ; m, K)
where m = {m(xn )}N
n=1 and the covariance matrix K is the values of the covariance function
evaluated between all pairs of xn , xn0 ∈ X, i.e., Knn0 = k(xn , xn0 ). We write the GP as f (x) ∼
GP(m(x), k(x, x0 ; θ)).
An example of a mean function is m(x) = 0, which is a typical assumption in GP models. An
example of a covariance function is the popular RBF kernel.
k(x, x0 ; θ) = s2 exp[−

1
(x − x0 )T (x − x0 )]
2l2

(3.15)

where θ = {s, l} is the covariance hyperparameters, s is known as the signal variance and l the
length-scale. Using GP as a prior means that, a priori, we expect that the function values are
correlated. The correlation depends on the similarity among the inputs (x and x0 ).
Gaussian Process Factorization Machine (GPFM)
We now describe GPFM for context-aware recommendations.
Let Xi be the matrix of all latent representations of the observations of user i, and yi be the
corresponding observed utilities. Let X = {Xi }P
i=1 .
We place independent GP priors for the utility function of each user i, i.e., fi (x) ∼ GP(0, k(x, x0 ; θi ))
where x and x0 ∈ RD and θi are the covariance hyperparameters unique to user i. Since Xi is a
collection of inputs in X, by definition of GP we have
p(fi |Xi , θi ) = N (fi ; 0, K i )

(3.16)

i
i
where fi = {fi (xz )}N
z=1 is the range of fi over xz ∈ Xi , Ni = |Xi |; K is the Ni × Ni covariance
0
i
0
=
k(x
,
x
;
θ
)
for
z,
z
=
1,
.
.
.
,
N
matrix of user i with elements Kz,z
0
z
z
i
i . The complete prior is
thus given by
P
Y
p(fi , . . . , fP |X, θ) =
N (fi ; 0, K i )
(3.17)
i=1
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where θ = {θi }P
i=1 .
Usually we also consider the bias phenomenon in recommendations, e.g. some users always
give high ratings or some items always receive high scores. To account for this, we allow each user,
item and contextual factor to have a latent bias bi , bj and bcm , m = 1, . . . , M , respectively. For
each user i, we define a bias function that takes its bias into the bias of an observation (j, c):
mi (j, c) = bi + bj +

M
X

bcm

(3.18)

m=1

Replacing the standard 0-mean GP prior in Equation 3.17 with above mi (·), we get the new GPFM
prior that accounts for bias:
p(f1 , . . . , fP |X, X

bias

, θ) =

P
Y

N (fi ; mi , K i )

(3.19)

i=1
bias
where X bias = {Xibias }P
the latent bias corresponding to the observations of user i
i=1 with Xi
(similar to Xi ) and mi is the values of mi (·) evaluated at Xibias .
For any observation (i, j, c, y), it is unlikely that the utility value fi (x = t(j, c)) is exactly the
same as the actual utility y. Therefore, we use the standard iid Gaussian likelihood to account for
this presence of noise for an observation

p(yiz |fi (xz ), σi ) = N (y; fi (xz ), σi2 )

(3.20)

where σi is the noise hyperparameter unique to user i, and yiz is the z-th element of the vector
yi .
The complete likelihood of all the observations is
p(y1 , . . . , yP |f1 , . . . , fP , X, σ) =

Ni
P Y
Y

N (yiz ; fi (xz ), σi2 ) =

i=1 z=1

P
Y

N (yi ; fi , σi2 I)

(3.21)

i=1

where I is the identity matrix and σ = {σi }P
i=1 .
The GPFM model is specified by the prior in Equation 3.17 or 3.19 with bias, and the likelihood in Equation 3.21, and is thus a Bayesian model. Recall the Bayes’ theorem: posterior ∝
likelihood × prior, i.e., P (X|Y ) ∝ P (Y |X) × P (X). Hence p(f1 , . . . , fP |y1 , . . . , yP , X, θ) can be
computed once X and θ are learned by SGD.
Next we discuss some of the covariance functions that can be used with the GP priors.
Covariance functions for GPFM
Recall that the transformation x = t(j, c) is a concatenation of the individual latent vectors
vj and vcm , m = 1, . . . , M .
We first consider the RBF function defined in Equation 3.15 and rewrite it (for the user i) as:
k(xz , xz0 ; θi ) = k(vj , vj 0 )

M
Y

k(vcm , vcm0 )

(3.22)

m=1

where
k(vj , vj 0 ) =

s2i exp




1
T
− 2 (vj − vj 0 ) (vj − vj 0 )
li



1
T
k(vcm , vcm0 ) = exp − 2 (vcm − vcm0 ) (vcm − vcm0 )
2li
and θi = {si , li }. Note that the kernels k(vj , vj 0 ) and k(vcm , vcm0 ) are also RBF. And therefore
the RBF kernel of GPFM is the product of the RBF covariances of the item and contextual factors.
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Another commonly used kernel is the linear covariance defined as:
k(xz , xz0 ) = xTz xz0 = vjT vj 0 +

M
X

vcTm vcm0

(3.23)

m=1

and therefore the linear kernel in GPFM is the sum of the linear kernels of the item and contextual
factors.

3.4.2

Pairwise comparison for implicit feedback

For implicit feedback, as I have explained in Section 2.3, simply binarizing the feedback to positive
and negative preference is not feasible. Therefore, the authors of GPFM use the pairwise strategy
(see Section 2.3) and take a similar approach as in BPR [40] to build a GPFM-based pairwise
preference model which they call GPPW.
We start by formulating a latent representation of a paired comparison. A paired comparison
for a given user i is denoted as (j1, c1) >i (j2, c2), which says the user has higher utility for
item j1 in context c1 than item j2 in context c2. This comparison is transformed into latent
representation as
t2 : V × C × V × C → R2D
t2(jc1 , jc2 ) = [t(jc1 )T , t(jc2 )T ]T

(3.24)

where jc is the short notation for (j, c), e.g. jc1 = (j1, c1)
The paired comparison is defined as the difference in utility, hence we define the pairwise
preference function of user i, gi : R2D → R as
gi (x1 , x2 ) = fi (x1 ) − fi (x2 )

(3.25)

where x1 = t(jc1 ), x2 = t(jc2 ) and (x1 , x2 ) = t2(jc1 , jc2 ). Since fi ∼ GP(0, k(·, ·)), gi is also a
GP with covariance function:
kpref ((x1 , x2 ), (x01 , x02 )) = Cov[gi (x1 , x2 ), gi (x01 , x02 )]
= Cov[fi (x1 ) − fi (x2 ), fi (x01 ) − fi (x02 )]
=

k(x1 , x01 )

+

k(x2 , x02 )

−

k(x1 , x02 )

−

(3.26)

k(x2 , x01 )

Since the user utility function fi are independent GP priori, the pairwise preference function
gi are also independent GPs. The prior of the pairwise preference model is thus given by
p(g1 , . . . , gP |X pair , θ) =

P
Y

i
N (gi ; 0, Kpref
)

(3.27)

i=1
pair
where X pair = {Xipair }P
is the latent representations of the paired comparisons
i=1 and each Xi
i
of user i; gi = g(Xipair ) is value of gi evaluated at all point in Xipair ; Kpref
is the covariance
pair
matrix of the preference kernel kpref (·, ·) evaluated at Xi .
By using the standard iid Gaussian noise model, the likelihood is thus given by

p(y1pair , . . . , yPpair |g1 , . . . , gP , X, σ̃) =

P
Y

N (yipair ; gi , σ̃i2 I)

(3.28)

i=1

where yipair is the set of observed paired comparisons corresponding to Xipair .
GPFM and GPPW share the same set of underlying latent utility functions, however, GPFM
models item-based observations while GPPW models pair-based observations. In terms of learning,
GPFM fits a model which aims to score individual items correctly, whereas GPPW fits a model
which seeks to order items right.
To apply GPPW to the implicit feedback setting, we need to sample the negative/irrelevant
feedback to each positive/relevant feedback and follow the input format required by the implementation of GPPW.
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iALS
input (from model
point of view)
strategy used for
implicit feedback
combination of
latent features
optimization
method
recommended list
generated from

implicit feedback
pointwise
strategy

LightFM
binary feedback
+ metadata
pairwise
strategy

FM
binary feedback
+ context
pairwise
strategy

GPPW
binary feedback
+ context
pairwise
strategy

linear

linear

non-linear

ALS

SGD

linear
SGD
adaptive SGD
ALS
MCMC

model

model

prediction

prediction

SGD

Table 3.1: Comparison of four methods used in the experiments.

3.5

Comparison

The detailed comparison of aforementioned four methods is summarized in Table 3.1. I use the
name of above four methods to refer to their corresponding implementations. And FM refers
to FM using the binary classification for implicit feedback, GPPW refers to GPFM for implicit
feedback as in its paper.
iALS as the baseline method uses only implicit feedback. Although the user-item matrix is a
dense binary preference matrix, it integrates weights of each individual binary preference into its
loss function and thus the feedback used as input is ‘real’ implicit feedback (containing both binary
preference and weights), and the strategy is what I referred to as pointwise strategy. LightFM as
a hybrid content-MF model uses binarized feedback and metadata of item/user. FM and GPPW
are both context-aware factorization methods using binary feedback and context information. To
prevent the overfitting problem resulted by simply binarizing the feedback, LightFM, FM, and
GPPW use what I called pairwise strategy: use item pairs as training data and optimize for
correctly ranking item pairs by sampling negative items for positive items and running pairwise
comparisons.
The biggest novelty of GPPW is that the interaction between a user, item and a context
variable is modeled as non-linear combination of their latent features by using Gaussian processes.
Whereas the other three methods conventionally model this interaction as linear combination.
These four methods have different behavior with regard to how to give recommendations.
iALS and LightFM are designed specifically for top-N recommendation, and thus they generate
ranked item list for a certain user directly from the model learned from the training set. The
recommendation result is independent on the test set. Whereas since FM and GPFM are originally
designed for rating prediction, even though the task now is for implicit feedback item ranking,
they still only provide predictions rather than the ranking list of recommended items. Given
those predictions, the ranked list of items are created (on test set). For FM, the predictions are
actually the probability that the item shown in the test set is positive under a certain user-context
configuration. Hence the predicted score is between 0 and 1, where 0 means highest probability
to be negative and 1 means highest probability to be positive. For GPPW, -1 and 1 are used to
present the negative and positive feedback, and the predicted scores are the predicted value of
feedback between -1 and 1.
Such different behavior of generating recommended list will influence the scores by evaluation
metrics as we will see in next chapter. For FM and GPPW, the items in the recommended list will
have high relevance since both the recommended and actual list are generated from test set. One
way to relieve this limitation is to sample more negative feedback per each positive feedback in
the test set rather than only one as for training set, e.g. 20 negative items are randomly assigned
for each positive item given user-context configuration in the test set.
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Experiments
In this chapter, the goals of the experiments are first introduced in Section 4.1. In Section 4.2,
the dataset that is used to assess the four methods is described. In Section 4.3, the experimental
design and settings are explained. The results and discussions are given in Section 4.4.

4.1

Goals

I model the HueMusic system as an implicit feedback based context-aware recommender system
as described in Section 1.2. To test the feasibility and the performance of the four found methods
under different conditions in the future HueMusic system, experiments need to be conducted.
Since the HueMusic system is not ready yet to collect data, we first need to find other available
dataset, which shares the same key characteristics with future HueMusic dataset – containing both
implicit feedback and rich context information, in replace. Frappe [5] dataset is found as such
a dataset. It is a large real-world dataset and appears to be the only public available dataset
that contains both implicit feedback and context information so far. And it is used in the most
recent researches on context-aware recommendation field like [54] and the paper of GPFM[32].
In the paper of GPFM, four context conditions of the Frappe dataset are used to evaluate the
performance of GPPW, GPFM and FM. Their results show that for implicit feedback, GPPW
outperforms GPFM and FM with other two datasets and are comparable with the Frappe dataset.
For my experiments I use only GPPW and FM but with more experimental settings. In Section
4.2, the Frappe dataset is described in more details.
Three experiments are designed to estimate the four methods under different conditions. The
goal of each experiment are summarized as below.
• Experiment 1 (experiment with dataset randomly split)
Randomly splitting the original dataset into training set and test set is a commonly used
experiment setting. In Experiment 1, we also use this setting to see how these methods
perform. Specifically speaking,
– for LightFM, we would like to see how it performs using different metadata attributes
and the comparison with iALS when it uses no metadata;
– for FM and GPPW, we would like to check how they perform using different number
of context factors (dimensions).
After this experiment, following research question can also be answered: RQ2 How does the
performance of the recommender system change when introducing the contextual information?
• Experiment 2 (cold-start experiment)
Experiment 2 is about cold-start (or to say, data sparsity) situation. We would like to obtain
two aspects of perspective:
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– From the users’ point of view, how many ratings (user-item-context interactions) are
necessary for model training to give a relatively ‘good’ recommendation results?
– How do those methods perform when the training set gets sparser?
After this experiment, following research question can be answered: RQ3 How do the different methods perform under cold-start conditions?
• Experiment 3 (context noise experiment)
Experiment 3 is about noise on context. We would like to know how FM and GPPW behave
when different levels of context noise are introduced.
After this experiment, following research question can be answered: RQ4 How does the
performance of different methods get influenced by the noise of unreliable context?
The evaluation metrics used in the experiments are normalized discounted cumulative gain
(NDCG), expected reciprocal rank (ERR), mean average precision (MAP) and mean precision
(MP); see Section 2.5. More detailed discussion is in Section 4.3.2.

4.2

Dataset

The anonymized Frappe dataset [5] is generated from the usage in a mobile application named
Frappe, which is a context-aware app discovery tool that should recommend the right apps for the
right moment. It captures the usage frequency of each user for each app within two months and
contains 96202 records by 957 users and 4082 apps. The data contains 8 context factors, which are
‘daytime’ (time period of the day, e.g. morning), ‘weekday’ (day of the week), ‘isweekend’ (weekday
or weekend), ‘homework’ (at home or at work), ‘cost’ (free or paid), ‘weather’, ‘country’, and ‘city’.
In addition, it also provides the metadata of each app.
In my experiments, I use all the context factors except ‘cost’ since it sounds more like an
attribute of the app. Also note that among the 7 used context factors, semantically, ‘city’ uniquely
determines ‘country’ and ‘weekday’ uniquely determines ‘isweekend’, although the algorithm is
blind to this inner-related/redundant context information. The dataset statistics are summarized
in Table 4.1.
Two things about the dataset are interesting to know: data density and status about how
many user-item-context interactions the users have. Note that data density is also referred as
data sparsity in other papers, but then the higher value means being less sparse. To positively
correlate to the value, I use density instead.
First we analyze the data density. The density of the whole dataset can be computed as
#obs
density = Q
i Di
where Di denotes the size of each dimension. Therefore, the density of the Frappe dataset is
5E-10. This density is equivalent to that of arranging the data into a tensor. If we calculate the
density of arranging data into a description table as FM requires, the density is then 8.86E-5. We
can thus see the advantage of FM on handling sparse data.
#users
957

#items
4082

#obs
96202

#C1
7

#C2
7

#C3
2

#C4
3

#C5
9

#C6
80

#C7
233

Table 4.1: Dataset statistics. #obs is the number of observations. #Ci is the number of context
conditions of context Ci : C1 – daytime, C2 – weekday, C3 – isweekend, C4 – homework, C5 –
weather, C6 – country, C7 – city.
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The density of each context factor Ci can be also computed as
density on context factor Ci =

#obs
#users × #items × #Ci

The results are summarized in Figure 4.1. On C3 (‘isweekend’), the data is densest, whereas on
C7 (‘city’), the data is sparsest.

Figure 4.1: Data density on each context factor. Density is presented in E-3 (10−3 ).
Next we analyze the number of users with regard to the number of user-item-context interactions. The results are shown in Figure 4.2. Although some user can has as much as 1053
interactions, on average, each user has 100.5 interactions. Or more properly, The median number
is 21, which demonstrates that half of the users have equal or less than 21 interactions. And there
are around 80 users having only 1 interaction.
In addition, as for metadata, I use five attributes:
• category: the category of the app such as ‘Tools’, ‘News & Magazines’ and so on, 32 conditions in total.
• downloads: download times of the app, discretized to 16 conditions.
• language: language of the app, 29 conditions in total.
• price: price of the app, discretized to 3 conditions - ‘Free’, ‘Paid’, ‘unknown’.
• rating: average rating of the app given by a subset of all Frappe users (not necessarily the
users represented in the dataset), 9 conditions present.
Finally, we need to notice that the Frappe dataset aggregated the usage frequency of items and
contains no specific time record (timestamp), which is actually a pity since the training set and test
set splitting would be much preferred according to time as the experiments in paper of iALS [22].
If the dataset contains timestamp, we can split the dataset on time segmentation, e.g., use raw
observations of the last two weeks within these two months as the test set and all the observations
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Figure 4.2: Number of users w.r.t. number of (user-item-context) interactions. The axes are
scaled logarithmically. The original and cumulative number of users are shown in blue and red
line respectively. Each user has average 100.5 interactions. The median interaction number is 21.
The maximum interaction number is 1053.

before that are as training set. And then the prediction task would be “given the usage history,
predict which items the user will interact in the last two weeks under a certain context”. Since
the dataset has no timestamp, we can randomly shuffle the (aggregated) observations to training
set and test set. And then the training set and test set have no overlapped user-item-context
interactions. The prediction task would be “given the user-item-context interactions, predict
which item else the user would interact for a given context”.

4.3

Experimental setup

To evaluate those four methods/implementations, we design one basic experiment to evaluate the
general performance of them and two other experiments to measure the performance under certain
conditions – (a) cold start conditions: when users have less interactions and when training set is
sparser, and (b) when context information contains noise. The detailed settings of each experiment
are given in Section 4.3.1.
All the three experiments are run for five times and averaged to reduce the impact of randomness, with regard to different training set and test set splitting.
In addition, before formal experiments, an independent pre-experiment using 5-fold cross validation is applied to select the most important hyperparameter – the number of latent feature
dimensions (K). The discussion is given in Section 4.3.3.
The evaluation metrics used for the experiments are discussed in each Section 4.3.2.

4.3.1

Experiment settings

The different settings of the there experiments are specified as below.
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• Experiment 1 (experiment with dataset randomly split)
Randomly select 20% of interactions as test set, and the remaining 80% are as training set.
To enable pairwise comparison for context-aware methods FM and GPPW, randomly sample
one negative item per each positive item in the training set given user-context configuration,
and randomly sample 20 negative items per each positive item in the test set. Positive items
for given user-context configuration are all observed items, and negative items are the nonobserved items. FM and GPPW use the same sampled training set and test set although
they require different format of dataset.
For LightFM, use it from with 0 attribute to with all 5 attributes. Since there are many
combinations of metadata attributes, I use several representations by adding one attribute
each case with ascending number of its conditions, i.e.,
– LightFM - 0M: LightFM using no metadata, which is the baseline of LightFM and is
interesting to be compared to iALS.
– LightFM - 1M: LightFM using only one metadata attribute price.
– LightFM - 2M: LightFM using two metadata attributes price, rating.
– LightFM - 3M: LightFM using three metadata attributes price, rating, downloads.
– LightFM - 4M: LightFM using four metadata dimensions price, rating, downloads,
language.
– LightFM - 5M: LightFM using all metadata dimensions price, rating, downloads, language, category.
For FM and GPPW, use them from with 0 context factor to with 7 context factors. Again,
I use representations by adding one context factor each case with ascending number of its
context conditions. This indicates that the density of the whole training set gets sparser
gradually. Specifically speaking, those representations are
– 1 context factor: ‘isweekend’
– 2 context factors: ‘isweekend’, ‘homework’
– 3 context factors: ‘isweekend’, ‘homework’, ‘weekday’
– 4 context factors: ‘isweekend’, ‘homework’, ‘weekday’, ‘daytime’
– 5 context factors: ‘isweekend’, ‘homework’, ‘weekday’, ‘daytime’, ‘weather’
– 6 context factors: ‘isweekend’, ‘homework’, ‘weekday’, ‘daytime’, ‘weather’, ‘country’
– 7 context factors: ‘isweekend’, ‘homework’, ‘weekday’, ‘daytime’, ‘weather’, ‘country’,
‘city’
The results of this experiment is shown and discussed in Section 4.4.1.
• Experiment 2 (cold-start experiment)
Strictly speaking, cold-start problem contains two situations: new user and new item. This
can be simulated by putting all interactions pertaining to certain percentage of users or
items into test set, i.e, some users or items are present in test set but not in training set.
However, this setting is meaningless since for the new user or new item in test set, somehow
random results would be suggested. Hence we care more about how ‘cold’ the system can
be to generate relatively reasonable recommendation results. And thus from the business
perspective, the system owner would have some idea about at least how many interactions
to collect to provide users some reasonable recommendations.
Therefore, we view the cold-start situation in two aspects: cold-start from the users’ perspective and cold-start of the whole system.
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– (a) Cold-start from the users’ perspective.
Follow the training set and test set in Experiment 1 (experiment with dataset randomly
split). Keep the test set unchanged. For the two context-unaware methods, keep at
most i items per each user in the training set, i = [1, 2, 5, 8, 10, 15, 20, 40, 70, 100,
200]. For the two context-aware methods, keep at most j interactions per each user in
the training set, j = [1, 2, 5, 10, 15, 20, 40, 60, 80, 100, 200, 300, 500, 1053]. Recall
the median, mean and max of this number is 21, 100.5 and 1053 respectively from the
analysis on the Frappe dataset.
– (b) Cold-start of the whole system. (data sparsity setting)
Follow the training set and test set in Experiment 1 (experiment with dataset randomly
split). Randomly remove 10%, 20%, 30%, 40%, 50%, 60%, 70%, 80%, 90% of all
interactions in the training set and keep the test set unchanged. This setting is about
the cold-start situation of the whole system where there are less interactions used to
learn the model. Therefore, this setting can also be regarded as the setting of different
levels of data sparsity – deleting more interactions results in higher data sparsity.
The results of this experiment are explained in Section 4.4.2.
• Experiment 3 (context noise experiment)
Use the same training set and test set as in Experiment 1, since the results of experiment 3
will be compared with the results of experiment 1. Keep the test set unchanged. Introduce
2%, 5%, 10%, 20%, 30%, 40%, 50%, 60%, 70%, 80%, 90%, 100% noises on context in training
set by randomly modifying the context values.
The base of this experiment is the assumption that the original collected data has high
confidence with regard to the context. Therefore, noise on context can be added manually
and randomly under control. Different levels of noise are introduced to the original data by
randomly changing certain percentage of context information. For instance, to generate 5%
noises, randomly select 5% positions in the [# interactions × # contexts] matrix inferred
from the training file, and for each position modify the context value to another corresponding value randomly with placement, e.g. if the position has value ‘afternoon’, replace it with
one of [‘sunrise’, ‘morning’, ‘noon’, ‘afternoon’, ‘sunset’, ‘evening’, ‘night’]. Note that the
position selection is without replacement but the value modification is with replacement.
This is because the noise essentially shows the uncertainty of the value, and it can be any
value of the corresponding value range. If the value modification is not with replacement,
it is not a truly random operation, for instance, the value ‘weekday’ and ‘weekend’ of the
‘isweekend’ context factor would just be reversed when using 100% noise.
Also notice that we do not introduce noises into the test set because the ranking lists are
generated given user-context configuration. Modifying the context value of test set would
thus result in unfair evaluation.
The results of this experiment are displayed and discussed in Section 4.4.3.

4.3.2

Evaluation metrics

Since implicit feedback based context-aware recommendation is a top-N recommendation task, I
basically use four list based metrics: precision@10, MAP@10, NDCG@10 and ERR@10, where
N = 10 considering the size of the Frappe dataset. Precision and MAP are two classification
accuracy metrics and NDCG and ERR are two ranking accuracy metrics; see Section 2.5.2. Note
that since precision is the mean precision of recommendations for all user-context configuration, I
refer to MP from now on. Scores by all of these four metrics are the higher the better.
In the experiments I divide the four methods into two groups to compare: iALS and LightFM,
FM and GPPW. This is not only because the first group uses no context, but also because
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the two groups use different ways to generate recommendation list and the evaluation metrics’
implementations for the these two groups are different.
As I have discussed in Section 3.5, these four methods have different behavior with regard to
how to give recommendations. iALS and LightFM generate the recommended list directly from
the model learned from training set. GPPW predicts the scores (between -1 and 1) for each line
of the test set. FM predicts the probability of the item to be positive for each line of the test set.
GPPW has provided the evaluation with MAE, RMSE, NDCG, ERR, MAP, and MP. MAE
and RMSE are used to measure the prediction accuracy, which are not helpful for our case. I reuse
this implementation of RMSE, NDCG, ERR and MAP for also evaluating FM after transferring
[0,1] probability evenly to [-1,1] predictions as for GPPW. Notice that the implementation of these
four metrics are specified for evaluating context-aware recommendation, i.e., the actual list and
recommended list are created on given user-context configuration in test set. The limitation of
this implementation is that the recommended lists are inferred from the predictions on the test
set. This will lead to the consequence that the items in the recommended list have high relevance,
since the actual list is also generated from test set. And we can expect the scores by these four
metrics would be relatively high. To relieve this limitation, we also sample negative feedback for
the test set. Instead of sampling one irrelevant item for each relevant item given user-context
configuration in training set (for pair comparison), I sample 20 irrelevant items for each relevant
item in test set, following the GPFM paper [32]. The sampled training set and test set are the
same for FM and GPPW although they use different format of dataset.
In the implementation of the four metrics by GPPW, another aspect to pay attention to is that
although we specify the top-N value, for a given user-context configuration, the actual N is the
minimum between the size of the actual list and the specified N . For instance, for a given usercontext configuration in the test set, if there are actually 2 relevant items, then the recommended
list contains also 2 items, which are generated from the predictions among the 2 + (2 ∗ 20) items
(2 actual relevant items and 2 ∗ 20 sampled irrelevant times), rather than N = 10 items that
includes many actual negative items. This setting not only results in higher score by metrics but
also reasonably reflects the real situation given test set: known that this user interacted with 2
items under certain context, what would the system predict for these 2 items?
For measuring iALS and LightFM, I implement these four metrics dedicating to evaluate the
directly generated ranking list by the model for each given user in test set. Once the N is specified,
it is fixed regardless of the size of the actual list for a given user.
The root cause of such difference on implementation of the four evaluation metrics is the
difference that the recommended list is generated directly from the model or inferred form the
predicted scores. The performances measured by these different metric implementations are hence
not comparable. To make fair comparisons, there are two approaches.
1. Modify the test set for FM and GPPW to contain all the items for an observed user-context
configuration in test set, i.e., for a given user-context configuration in test set, all the 4082
items need to be present. And for a given user-context configuration, the recommended list
is inferred from the prediction scores of all the items, and the actual list is generated out
from the original test set.
2. Apply FM and GPPW without using context but only implicit feedback.
I use the second approach. The first approach is better if we would like to use iALS as
the baseline of FM and GPPW. However, the time cost of applying approach one makes it not
possible for my experiments. And recall that the original purpose of using both context-unaware
and context-aware methods is to confirm that introducing context information can indeed benefit
the recommendation accuracy. Therefore, using FM and GPPW themselves with no context is a
better baseline. This does not imply that iALS and LightFM are not valuable methods to study.
In real situation rather than experiment settings, when context information is not available but
only implicit feedback and metadata, iALS and LightFM are applicable, and the performance
compared to FM and GPPW using no context is hard to say yet since it may depend on the
nature of the dataset, the way to measure or the real user feedback. Theoretically, FM using no
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context, which is essentially a MF model (for binary feedback), would have worse performance
than iALS since iALS is tailored to implicit feedback. GPPW using no context is a simpler latent
factor model where the preference is a non-linear combination of the user and item latent factors.
Based on above discussion, iALS is compared with LightFM, and FM is compared with GPPW.
And in Experiment 1 (experiment with dataset randomly split), I also apply FM and GPPW using
no context as comparable baselines of themselves.
Another important thing to notice is that NDCG and MAP are more suitable to compare
between different settings in which the test set use different context factors. And thus in Experiment 1 I use only NDCG and MAP to measure the performance by FM and GPPW since the
number of context factors is increasing (in both training set and test set). The reason is explained
next.
When using no or less context factors, the real list and recommended list of items are created
on test set given only user or user-(less-)context configuration, and thus the real list would contain
more items, i.e. the number of relevant items would be bigger, and also the recommended list
would contain more relevant items, i.e., the number of relevant and recommended items would be
bigger.
Remember that precision is the ratio of the recommended and relevant items to the recommended items. As the numerator goes bigger, the value of mean precision (MP) using less context
would be bigger than using more
Pk context factors.
Remember that ERR = r=1 1r P (user stops at position r), where k is the size of the recommended list and r is the rank where the user finds the item he was looking for. When using
less context factors, there is a higher chance that the user meets the first relevant item in the
recommended list more quickly. Therefore, it would not be surprise if the ERR using less context
factors is better than that using more context factors.
For NDCG, although the discounted cumulative gain (DCG) might get bigger with the increasing number of relevant and recommended items in the recommended list, after normalization,
NDCG is likely not to be affected by such change, hence it is a reliable metric when comparing
the performance using less and more context factors.
Remember that MAP is mean average precision and average precision is given by AP =
P
n
k=1 (P (k)×rel(k))
number of relevant items , where P (k) is the precision at top-k and rel(k) is 1 if the item at rank k
is a relevant item, 0 otherwise. Both numerator and denominator in the equation of AP would get
bigger when using less context factors and the effect might get offset, which also reflects the true
sense of ‘A’ (average) in ‘AP’. Hence MAP could also be a good metric to reflect the performance
of using less and more context factors.

4.3.3

Hyperparameter selection

The most important hyperparameter is the number of latent feature dimensions (K). Before the
formal three experiments, an independent pre-experiment using 5-fold cross validation is performed
to choose a suitable K. To be precise, the operations are as follows: randomly split the original
dataset into five folds with equal size; each time use one fold as test set and other four folds as
training set to measure the performance of all methods with regard to different K; after five times
in total, take the average.
The performance measured by evaluation metrics of the four methods with regard to K is
illustrated in Figure 4.3, where Standard deviation is also represented.
For iALS, the performance has no significant change with the growth of K considering standard
deviation. For LightFM, use all five metadata attributes and choose WARP loss function as it
outperforms BRP, and then the performance presents tenuous increasing along with the growth
of K: from K = 20 to K = 200, the increment by NDCG is around 1.5%. For FM using all seven
context factors, we can observe the trend of slightly and continuously increasing with the rise of
K. From K = 20 to K = 200, the scores by NDCG increase by about 4.2%. For GPPW using
seven context factors, the performance has no big change with the growth of K. Note that K
values used for GPPW have smaller range. As both the GPFM paper and my experiment have
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shown, the training time scales with K but the performance has no meaningful improvement. And
we can see that even when K = 1, the performance of GPPW is comparable to FM with K = 200.
Therefore, a smaller K = 4 is used for GPPW in the later formal experiments and for the other
three methods, K is fixed as 80.
Although the number of latent feature dimensions is usually an important and influential hyperparameter for latent feature models, our pre-experiment shows that its impact is not significant
for these four methods.
Iteration is set to 10 for all methods in all the experiments.
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Figure 4.3: Performance of four methods with regard to the number of latent feature dimensions
K. Standard deviation is also marked at each point.

4.4

Results and discussions

After conducting the experiments, results are gathered in this section and discussions are also
provided for each experiment.

4.4.1

Results of experiment with dataset randomly split

We first compare the performance by iALS and LightFM. The results are shown in Table 4.2.
We can see that when using only implicit feedback, LightFM (- 0M) is about four times better
than iALS w.r.t. scores by metrics. We can also observe that scores for LightFM using different
number of metedata attributes have no statistically significant deviations, which implies that
introducing metadata does not necessarily improve the recommendation performance.
Therefore, we suggest that if we would like to use metadata in the implicit feedback based
CARS like HueMusic, pilot study is necessary to decide whether to use metadata or to choose the
metadata attribute and the combinations that result in the best performance.
In later experiments, I use LightFM with all five metadata attributes.
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iALS
LightFM LightFM LightFM LightFM LightFM LightFM -

0M
1M
2M
3M
4M
5M

NDCG
0.0543 ± 0.0230
0.1919 ± 0.0126
0.1790 ± 0.0073
0.1766 ± 0.0127
0.1714 ± 0.0081
0.1725 ± 0.0126
0.1749 ± 0.0134

ERR
0.0685 ± 0.0278
0.2383 ± 0.0096
0.2285 ± 0.0072
0.2262 ± 0.0153
0.2172 ± 0.0087
0.2193 ± 0.0127
0.2152 ± 0.0127

MAP
0.0380 ± 0.0175
0.1478 ± 0.0083
0.1372 ± 0.0044
0.1347 ± 0.0106
0.1264 ± 0.0049
0.1285 ± 0.0089
0.1298 ± 0.0108

MP
0.0403 ± 0.0156
0.1881 ± 0.0075
0.1776 ± 0.0060
0.1740 ± 0.0092
0.1717 ± 0.0047
0.1729 ± 0.0075
0.1760 ± 0.0093

Table 4.2: Results of Experiment 1 (experiment with dataset randomly split) for iALS and
LightFM. LightFM is applied with from 0 metadata attribute to all 5 attributes. Scores by
metrics are given with standard deviation.

Next we compare the performance of FM and GPPW from using no context to all 7 context
factors. The results are shown in Figure 4.4. The main observations and discussions are given
below.
• We observe that introducing more context factors results in better performance for both
FM and GPPW. The performance rises fast from zero to four context factors: for FM, the
value of NDCG increases by 38%, and the value of MAP increases by 73%; for GPPW, the
value of NDCG and MAP rise by 31% and 43% respectively. However, when the number of
context factors is more than four, the growth of performance slows down for FM and stops
for GPPW.
• We can also observe that in every case GPPW outperforms FM.
• Recall that the 2 used context factors are (‘isweekend’, ‘homework’) and the 3 used context
factors are (‘isweekend’, ‘homework’, ‘weekday’). From using 2 context factors to 3 context
factors, the performance of both methods get improved significantly: for FM, the scores
by NDCG and MAP increase by about 11% and 12.5% respectively; for GPPW, the scores
by NDCG and MAP increase by about 13% and 17.5% respectively. This shows that even
though the new added context factor ‘weekday’ (day of the week) has high dependence with
‘isweekend’ (weekday or weekend), and also the data get sparser, the algorithms can learn
better from this addition.
From the results we conclude that introducing context can indeed improve the recommendation
performance and GPPW shows better performance than FM. When the number of context factors
is added to some extent (here for Frappe dataset is 4), the improvement of performance would
not be significant and even stop. In this experiment we do not see the reduction as the number
of context factors grows, which reflects the potential of GPPW and FM to handle more complex
and large amount of context factors and conditions.
In later experiments, I use FM and GPPW with all the seven context factors.

4.4.2

Results of the cold-start experiment

Figure 4.5 of iALS and LightFM and Figure 4.6 of FM and GPPW depict the results of cold-start
experiment from the users’ perspective.
The performance of both iALS and LightFM shows the trend of increase along with the rise of
item numbers that each user has event on. The performance of iALS grows gradually until around
40 items per user and then remains stable. For LightFM, the performance rises significantly until
around 10, and then reaches peak and declines slightly. One explanation could be that when each
user has interaction with only several items, after considering those items’ metadata, it is easy for
the algorithm to capture the real interest of users. But if the user has interaction with too many
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Figure 4.4: Results of Experiment 1 (experiment with dataset randomly split) for FM and GPPW.
FM and GPPW are applied when using 0 to 7 context factors. The performance is measured by
NDCG and MAP.
items, which shows that the user has varying and diverse interest, the algorithm is hard to learn
the real interest of the user and thus the recommendation result could be slightly worse.
For FM and GPPW we can have following observations and discussions.
• Both methods show great improvement with the increase of maximum number of interactions. FM climbs up dramatically from at most 1 interaction per user to 5 interactions, with
increment of about 24% by NDCG. After maximum 5 interactions it rises gradually to about
15% by NDCG in the end. For GPPW the sharpest growing part is between 60 and 300
interactions increasing by about 30% by NDCG. Before and after this range the growth is
slower.
• At first FM outperforms GPPW but since GPPW grows faster later from 60 interactions,
GPPW catches up with FM at around 200 interactions, and afterwards it outperforms FM.
• From the above observations, we would suggest that when each user of the recommender
system has relatively small number of interactions, FM is more preferred. Even from 1
interaction to 5 interactions FM can bring in great improvement. And when there are more
interactions, to some extant (here is 200 interactions) GPPW is preferred since it starts to
outperform FM.
Next we analyze the results of cold-start experiment from the whole system’s perspective, or
to the say the data sparsity setting, given by Figure 4.7 for iALS and LightFM and Figure 4.8 for
FM and GPPW.
We can observe from Figure 4.7 that the performance of LightFM has no noticeable change
when the data sparsity level gets higher, which shows its robustness towards data sparsity. And
for iALS it tends to decrease slightly. Therefore, we suggest that LightFM is applicable when the
whole system is ‘cold’ and no context information is available.
From Figure 4.8, FM and GPPW shows clear decline of performance along with the increase of
data sparsity. However, GPPW drops steeply whereas FM deduces slowly. Using scores by NDCG
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Figure 4.5: Results of Experiment 2 – the cold-start experiment from the users’ perspective for
iALS and LightFM. The x axis is logarithmically scaled. Standard deviation is presented.

as example, GPPW decreases by 25%, from around 0.93 to 0.7, and FM decreases by 7%, from
around 0.9 to 0.84. Although GPPW outperforms FM in the beginning, when there are around
30% of the interactions in training set are removed, FM starts to outperform GPPW. This shows
that FM is robuster than GPPW under cold-start situation. Therefore we suggest that when the
dataset is relatively sparse, FM is preferred and when the dataset is relatively dense, GPPW is
preferred. How to measure this sparsity needs pilot study for specific dataset.
Based on above results of the two aspects of this experiment, for system owners, we suggest
that when the CARS is in cold-start situation, FM is preferred and when the dataset gets denser,
GPPW can be used. From user’s perspective, when the system is quite ‘cold’, even adding several
interactions per user can result in significant increase of general performance by using FM. When
context is not available, LightFM can be used but the influence by metadata attributes needs
more study for the specific dataset.

4.4.3

Results of the context noise experiment

The performance of FM and GPPW on different level of context noise is shown in Figure 4.9.
The NDCG and MAP scores of FM and GPPW using no context are also shown as the lines with
markers. We can then have following observations and discussions.
• With the percentage of noise increasing, the performance of both methods shows the trend
of decline, although the decline is not significant. FM decreases steady and slowly whereas
GPPW fluctuates.
• When there is no noise, GPPW outperforms FM but only after about 10% noises, FM
dominates GPPW.
• The interesting and important observation is that even when 100% context conditions are
modified, both methods show better performance than using no context. When the noise
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Figure 4.6: Results of Experiment 2 – the cold-start experiment from the users’ perspective for
FM and GPPW. The x axis is logarithmically scaled.
percentage is 100%, for FM, the NDCG and MAP are about 1.4 times and 1.5 times better
than using no context respectively, and for GPPW the NDCG and MAP are around 1.3
times and 1.45 times better respectively.
One explanation of this observation might be that due to the pairwise strategy, almost all
the sampled negative items in the training set for these two context-aware methods are true
negative items compared to the original training set which contains no context noise, i.e.,
those sampled negative items for the positive items in the modified training set are in fact
not observed in the original training set. Therefore, from the training set’s point of view,
after negative sampling, half of the information is still true. And from the model’s point of
view, the pairwise dependency can still be learned.
This might suggest that for the Frappe dataset even the context information is not that
precise or reliable, using context in recommender is more preferred than not using it. For
other datasets whether this conclusion is still true needs further study.
From above observations and discussions, we could conclude that both context-aware methods
are robust to context noise maybe due to the pairwise strategy. And FM shows slightly higher
tolerance and better robustness towards context noise than GPPW. But these conclusions need
to be tested on other datasets.
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Figure 4.7: Results of Experiment 2 – the cold-start experiment from the whole system’s perspective for iALS and LightFM. Data sparsity level represents how many percentage of interactions in
the training set are removed. Standard deviation is also marked at each point.

Figure 4.8: Results of Experiment 2 – the cold-start experiment from the whole system’s perspective for FM and GPPW. Data sparsity level represents how many percentage of interactions in the
training set are removed.
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Figure 4.9: Results of Experiment 3 – the context noise experiment. The performance of FM and
GPPW is shown with regard to different level of context noise. The NDCG and MAP scores when
using no context are also shown as the lines with markers.

Chapter 5

Conclusions and Future Work
In this chapter I conclude this thesis by answering the research questions raised in Section 1.3, discuss some potential directions for future work, and give the suggestions for the future development
of HueMusic.

5.1

Conclusions

In this section each sub research question is answered and the main research question is answered
last.
RQ1 Which methods can deal with arbitrary and large number of context dimensions, and how
do they model the context information?
This question gets answered through Chapter 2 and 3. Here the brief summary is given.
Context-aware recommendation methods can be divided into two groups according to feedback
type – explicit feedback or implicit feedback. Among all the methods, for explicit feedback those
who can deal with arbitrary and large number of context dimensions are CAMF, Multiverse TF,
FM and GPFM, and for implicit feedback, those are GPPW, iTALS and GFF.
• Methods for explicit feedback that can deal with arbitrary and large number of context
dimensions are listed as follows.
– CAMF extends the traditional matrix factorization and model the interactions between
context conditions and items as the parameter added to the prediction equation and
loss function. Although it can handle a large number of contextual factors, it is more
suitable to deal with small dataset.
– Multiverse TF arranges the data into a rating tensor and each context factor can be
one dimension of the tensor. It has high rating prediction accuracy when using large
training dataset, however, it has exponential model complexity.
– FM arranges data into a description matrix rather than a high-dimensional tensor, and
thus it can handle sparse dataset and has linear model complexity.
– GPFM models the rating of an item under a context as functions in the latent feature
space of the item and context and the functions have non-linear combinations of the
latent features based on Gaussian Process. GPFM has linear model complexity and is
scalable to large datasets.
• Methods for implicit feedback that can deal with arbitrary and large number of context
dimensions are listed below.
– GPPW is a pairwise preference variant of GPFM for implicit feedback by changing its
covariance function.
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– iTALS represents data into a preference tensor and the preference is estimated by the
N-way interaction model. Weight is introduced for each element in the tensor.
– GFF also represents data into a preference tensor but the preference is estimated by
any linear interaction between the subsets of tensor dimensions, and thus it is a general
factorization framework for implicit feedback.
For the experiments, I used FM and GPPW from aforementioned methods. Among above
methods for implicit feedback, only GPPW’s implementation is publicly available. And among
methods for explicit feedback, FM and GPFM can be used for implicit feedback. This is done by
sampling the negative feedback for the positive feedback. However, as the paper of GPFM [32]
has shown that GPPW is more suitable for implicit feedback, I did not use GPFM. CAMF and
Multiver TF are not suitable for implicit feedback.
RQ2 How does the performance of the recommender system change when introducing the contextual information?
This research question is answered through Experiment 1 (experiment with dataset randomly
split).
From the results we can see that introducing context information can improve the performance
of the recommender. At beginning, increasing the number of context factors could result in better
performance but after some extent (for the Frappe dataset is 4), the improvement slows down and
even stops. In the experiments we did not observe the decline of performance as the number of
context factors keeps increasing but this might not be true for other dataset with different nature
and maybe larger number of context factors.
RQ3 How do the different methods perform under cold-start situation?
This research question gets answered from Experiment 2 (cold-start experiment).
Under cold-start situation either from users’ perspective or from the whole system’s perspective,
FM shows higher usability. From the users’ perspective, even increase the number of interactions
per user from 1 to 5, the performance would get significant improvement by FM. When the training
dataset is relatively dense, GPPW outperforms FM.
In addition, for the two context-unaware methods, LightFM shows good robustness towards
data sparsity. And LightFM outperforms iALS in general.
RQ4 How does the performance of different methods get influenced by the noise of unreliable
context?
This research question is answered by Experiment 3 (context noise experiment).
Both FM and GPPW are robust to context noise maybe due to the pairwise strategy. FM
shows slightly higher tolerance and better robustness towards context noise than GPPW.
MRQ Would the context-aware recommender system methods be potentially applicable in the
music light system and thus the personalized item (light effect) recommendation task can be solved?
If the implementation of the music light system follows the specifications of implicit feedback
based context-aware recommender system as suggested in Section 1.2, there is a high chance
that the context-aware recommender system techniques like FM and GPPW would be applicable
to provide personalized item (light effecet) recommendations for user. We confirm this answer
by conducting experiments with another real world dataset Frappe which shares the same key
characteristics with the future music light system – containing both implicit feedback and rich
context information.
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5.2

Future work

The first direction we will be interested in for future work is to aggregate the metadata into
the general implicit feedback based context-aware algorithms. Currently the research focuses on
the methods handling only context factors. It would be interesting to have a general (hybrid)
framework that can handle both metadata and large number of context factors.
Secondly, applying Multiverse TF using pairwise strategy for implicit feedback might also be an
interesting study. We usually believe that algorithms designed for explicit feedback based CARS
can not be directly used for implicit case. But inspired by FM, which has been experimentally
proved to be applicable for implicit case by using the pairwise strategy and by manually sampling
negative items for positive items, Multiverse TF might also be feasible to be applied for implicit
feedback by using the same pairwise strategy. As far as we know, there is no previous study
applying or extending Multiverse TF for implicit feedback through pairwise strategy. But the
study of iTALS, iTALSx and GFF can be seen as an extension of Multiverse TF using pointwise
strategy – introducing weights for each element in the reference tensor.
Finally, we would like to see the conclusions from this research confirmed on other different
datasets, although current academic research on implicit feedback based CARS is restricted by
the limited available dataset and confidential protocols of the industry.
In additions, we would like to give further suggestions for the company. To apply recommender
system techniques for personalized light effect recommendation, the first task is to carefully define
the items (light effect) of the recommender as suggested in Section 1.2.1.
When the product is released to the public, record the transaction-like usage log of the user,
from which we could infer the user preference of using this music light system. After gathering
some initial usage data, the recommender could start to work. Before that (i.e., when the product
just faces to the market), some pre-defined light effects and settings should be provided for users,
for instance for each activity (e.g. waking up) a pre-defined light effect is given. Those pre-defined
light effects are designed by domain experts and tested through pilot study.
The study and improvement of the recommender is a long-term task as more data coming in.
Following aspects need to be studied for the future HueMusic dataset:
• the impact of using different context dimensions and the combinations
In the experiments with Frappe dataset, more context dimensions means better recommendation performance. Whether it is true for HueMusic dataset needs specific study. And the
combinations of using different context dimensions might have different influence on the
recommender model.
• the impact of using user and item metadata
If the HueMusic is going to use item or user metadata, studies on this impact are needed.
The experiments with Frappe dataset shows using metadata does not necessarily improve
the recommendation results. This might indicate that using context information would be
more important than using metadata. And the study of the recommender would be better
to start with using context rather than metadata.
In regard to the development of the recommender, following suggestions are for the system
owners.
• When the system is in cold-start situation, i.e. when the dataset is small, FM could be used,
and when the dataset gets denser, GPPW could be used.
• When the context information (e.g. the music features by audio analysis) is not that reliable,
FM shows higher tolerance and stability towards the noise.
• Open to other new available methods in the future.
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Finally, it is important for the company to know that if they would like to apply data science
techniques, there should be dataset from the real system usage. The dataset is different with the
data gathered from several laboratory experiments or small scale surveys as what HCI filed often
does. The knowledge is instead discovered by analyzing relatively massive data. For instance,
with the future HueMusic usage dataset, not only the recommender could be developed, but
also more knowledge, which is hard to learn by the methods in the original domain, for instance
the correlation between music features and light effects, could be studied from the massive data
analysis.
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