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Abstract
In the coming years, drones are expected to play a more forthcoming role in the field of aircraft
tracking. The current generation of aircraft trackers is not designed for the dynamic and interactive behaviour that is entailed in this expected scenario. We review existing tracking methods for
the purpose of individual aircraft tracking. A particle filter approach in the form of the condensation algorithm is implemented with novel non-linear dynamic models for the relation between
consecutive aircraft states. The resulting single-aircraft tracker is tested on a simulated dataset
of climbing turn trajectories. For the purpose of improving a single-aircraft tracker for interactive
behaviour, a neural network approach is designed. We test its feasibility on a toy dataset of a
scenario based on drone interaction. An overall system combines all aspects of this thesis into a
multi-aircraft tracker. The system is designed so that when established systems are utilized as
components, their well-known properties can be preserved.
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Chapter 1

Introduction
EUROCONTROL is the European Organisation for the safety of Air Navigation. Its main task
is to develop and provide services that support safe and efficient air transport in the 41 member
states. The main operations are:
• The Network Manager (NM), which is responsible for the efficient use of the European
airspace;
• The Maastricht Upper Area Control Centre (MUAC), which is an air traffic control centre
(ATCC) responsible for air traffic control in the upper airspace in the Benelux states and
Northwestern Germany;
• The Central Route Charges Office (CRCO), which is responsible for the invoicing of route
charges in the member states;
• Participating in the SESAR Joint Undertaking (SJU), a major EU research programme.
This study was undertaken on the initiative of the Network Manager, but the main objectives
are related to the work done at MUAC. The main task of an ATCC is to ensure the safe and
efficient handling of airborne flights. One of the most important tasks is to prevent aircraft from
colliding. This is done through continuous monitoring of the air traffic and intervening by giving
instructions to the pilots. This task is executed by air traffic controllers.
Each air traffic controller is responsible for managing a subset of aircraft in the sectors of
the ATCC. To provide the best level of service, it is of importance to know aircraft locations
with the highest possible accuracy. To this end, a radar is used, which transmits an intermittent
electromagnetic beam and measures any reflections of that beam from nearby objects. If reflections
are detected, the radar knows something is nearby and it can use the return time to calculate how
far away an object is. However, radar observations are subject to measurement noise because of
many variables, such as electromagnetic noise and atmospheric inhomogeneities. Because of this
measurement noise, it is often not very accurate to visualize the radar observations directly on the
display of an air traffic controller. This is the reason why aircraft trackers are used. An aircraft
tracker is a system that transforms radar observations into believed trajectories, by compensating
for additional knowledge such as dynamic behaviour of aircraft. For this study, a trajectory is a
series of locations where an aircraft is believed to have flown and the location where the aircraft is
currently believed to be located. Accordingly, the goal of an aircraft tracker is to create trajectories
of the highest possible accuracy based on radar observations.
Let us discuss how tracking is currently being executed. In order to create believed trajectories,
it is useful to keep a record of the position, velocity and acceleration of the aircraft at all times.
This information is contained in the target state. The problem in tracking is that a true target state
can never be observed, since not all aspects of a target state can be measured and those that can
be measured are contaminated with noise. In the approach described in the first half of the thesis,
we take a Bayesian point of view, and target states at any time are described by a probability
1

density function, which is conditional on the information available up to that point in time. To
estimate the complete target state from the observed information, several modelling assumptions
are needed about how the target state evolves over time and how the radar observations are related
to the target state. The collection of equations describing how the target evolves over time is called
the dynamic model. We distinguish two types of dynamic models: those that are linear and those
that are non-linear. In linear dynamic models, the average target state at any time in the future
is a linear function of the present target state. Together with other assumptions, this allows for
the construction of relatively simple tracking procedures. However, as soon as non-linearities are
present in the dynamic model, the construction of tracking algorithms becomes significantly more
involved. Two novel non-linear dynamic models are presented in this thesis. Nowadays many
tracking methods are available, all using different methods to fill in the details of the general
tracking process.
ARTAS, the current tracker in use by EUROCONTROL, is mainly designed for the tracking
of commercial aircraft that perform steady flight [1]. With the increasing popularity of unmanned
aerial vehicles such as drones, it is only a matter of time until these become part of the traffic
managed by MUAC. An increase in the number of drones has two consequences. Firstly, an increase
in the number of drones will fill up the available airspace which might result in an increase in closeproximity encounters. Secondly, the evasive manoeuvres that are performed by drones to avoid
close-proximity encounters are likely to be of a more dynamic nature than those of commercial
aircraft. Drones are able to perform manoeuvres not suitable for manned aircraft due to the fact
that drones are not subject to constraints pertaining the comfort of passengers.
In anticipation of the above scenario, this thesis focusses on a new generation of trackers. We
distinguish two types of trackers. A single-aircraft tracker, which does not account for interactive
behaviour between aircraft, is essentially what the general term tracker was referring to up until
now. A multi-aircraft tracker considers all observations in the entire airspace and distributes
them to single-aircraft trackers for each aircraft. It also analyses the airspace situation as a whole,
predicting where interactive behaviour, such as evasive manoeuvres to avoid potential collisions,
might occur.
In addition to allowing non-linear dynamic models, there is another property which is expected
to be beneficial for single-aircraft trackers that are used in an environment that models interactive
behaviour. A single-aircraft tracker possesses the property of multi-modality when its probability
density function is allowed to have multiple local maxima. To illustrate, let us consider the scenario
where an aircraft is flying towards a non-moving object and the dynamic model predicts that either
a left or a right turn will be initiated. Let us focus on the variable heading in the two-dimensional
horizontal plane, which is part of the target state and describes the direction of flight. A left turn
means a decrease in heading and a right turn means an increase in heading. Figure 1.1 shows
densities that two possible types of tracker could produce in this scenario. The green density,
found in a multi-modal tracker, predicts either a right or left turn with equal probabilities. The
red density, found in a uni-modal tracker, could naively predict the average of both modes, which
results in the belief of a straight course. When the next observation is available and for example
indicates a left turn, both tracker types will use the information to update their target state belief.
The multi-modal tracker was - so to speak - correct in half of its prediction. The uni-modal tracker
was entirely wrong, which results in a higher chance of losing track of the true aircraft state.
The ultimate goal of this thesis is to design a multi-aircraft tracker that can track multiple
aircraft which perform dynamic manoeuvres and interact with each other. We aim for a system
that allows multi-modality and non-linear dynamic models. The contribution of this thesis is
twofold.
In the first part of the thesis, we introduce two novel dynamic models that can be used by
a single-aircraft tracker and are capable of locally describing evasive manoeuvre behaviour. The
single-aircraft tracker is preferred to have the property of multi-modal behaviour and it should be
able to handle the novel non-linear dynamic models. This is preferred because the multi-aircraft
tracker will inherit these properties from the single-aircraft tracker.
The second part of the thesis is more exploratory and presents potential guidelines for the
construction of a multi-aircraft tracker. The multi-aircraft tracker contains a single-aircraft tracker
2

Figure 1.1: probability density functions of a multi-modal and a uni-modal tracker. The target
state is described by the heading in the two-dimensional plane.
for each aircraft in the airspace.
The scarcity of real-life data of aircraft interactions in close proximity situations induces the
need to use a dataset based on a simulated environment. The simulated dataset is merely a
simplified version of real-world interactive behaviour. Learning the simplified behaviour in a
supervised setting is a first step in the search of an eventual tracker that accounts for interactive
behaviour. We consider neural networks for learning the simulated behavioural patterns. Neural
networks are systems inspired by biological networks such as the human brain [2]. Their structure
of connected neurons has proven useful in many applications that have difficulty being learned by
traditional rule-based programming. Because of the simulation, ground truth is available which
results in a case of supervised learning.
When an airspace contains multiple aircraft that are being tracked at the same time, the
problem of observation-to-track association arises. It may not be entirely clear which observation
belongs to which track, especially when aircraft are flying in close proximity to one another. Unless
it is stated otherwise, the trackers in this thesis assume that the input observation belongs to the
tracked trajectory. The problem of observation-to-track association falls outside of the scope of this
thesis. The use of cooperative radar systems, in which aircraft send their identity and GPS-based
location to a radar, decreases the importance of the observation-to-track association problem.
The general tracking problem is mathematically defined in Section 2.1. We consider stateof-the-art single tracking algorithms in Section 2.2. Particle filters, which possess all properties
that are desired for the single-aircraft tracker, are further explored in Section 2.3. Chapter 2
discusses additional theoretical elements including two novel non-linear dynamic models. Chapter
3 then discusses the implementation of a possible new single-aircraft tracker that allows for nonlinear dynamic models and multi-modality. We consider neural networks for learning behavioural
3

patterns that can be used in an eventual multi-aircraft tracker and explore their capabilities with
the simulation-based dataset of aircraft interactions. Details, implementation and results are
discussed in Chapter 4. The complete multi-aircraft tracker system is presented in Chapter 5.
Lastly, Chapter 6 concludes the thesis with a summary of the researched topics and a discussion
of potential areas of improvement that could be addressed by future research.

4

Chapter 2

Single-Aircraft Tracker
This section presents the theoretical design of a single-aircraft tracker that allows for multi-modal
behaviour and non-linear dynamic models. Both of these properties are desired for a single-aircraft
tracker if it is to be applied in our multi-aircraft tracker. We first discuss the mathematical outline
of a general tracking problem in Section 2.1. In Section 2.2, a literature review is presented in
which currently available tracking methods are discussed. Though Kalman filters are not used
in our eventual single-aircraft tracker, their approach is discussed more elaborately because an
understanding of their shortcomings motivates the use of particle filters. In Section 2.3, we explain
the condensation algorithm, which is a special case of a particle filter and forms the base of our
ultimate single-aircraft tracker in this thesis. Sections 2.4, 2.5 and 2.6 discuss how the different
steps of the condensation algorithm are executed.

2.1

General tracking problem

While discussing the tracking problem in general, we will often use the word target instead of
aircraft because of the usual wording in literature. The goal of a single-target tracker is to transform observations into the most accurate believed target state. The target state is a description
of dx ∈ N physical properties of the target. For example, in the aircraft tracking problem our
target state denotes position, velocity and acceleration at time t for each of the three Cartesian
coordinates, so that dx = 9. We model the tracking problem in a discrete time setting, such that
time index t = 1, 2, .. denotes the time steps. Let Xt ∈ Rdx represent the target state at time t.
We model the target state as a stochastic process, with the following properties:
• The variable X1 is random with density function fX1 (x1 ) and represents our prior belief of
the initial target state.
• The sequence {Xt , t = 1, 2, ..} is a Markov process, meaning:
D

Xt |X1 , X2 , .., Xt−1 = Xt |Xt−1 .
• The target state conditional on the the previous target state is a random variable Xt |Xt−1 ,
which has conditional probability density function fXt |Xt−1 (xt |xt−1 ). This conditional density function models our assumptions of the target dynamic model.
Let us discuss a simplified setting where dx = 1, so that Xt ∈ R denotes a one-dimensional
position at time step t. The prior belief is modelled as X1 ∼ U1 and the simplistic dynamic model
assumes the target state at time t ∈ {2, 3, ..} depends on the previous target state like:
Xt = Xt−1 + Ut ,

(2.1)

where Ut ∼ N (0, 1) i.i.d. for t ∈ {1, 2, ..}. The dynamic model captures the belief that the target
displaces to a position close to the position in the previous time step.
5

In practice, we are not able to measure the true target state. For each time step, we do however
receive Zt ∈ Rdz , an observation which is a function of the current target state at time t. It often
occurs that dz < dx , in which case observations are not able to convey all the information in
the target state. Many radar models only provide an observation of the position, but not of the
velocity or acceleration. If this is the case for all three Cartesian axes, we have dz = 3. We model
the observation as a stochastic process with the following properties:
• The observation at time t only depends on the target state at time t:
D

Zt |X1 , .., Xt , Z1 , .., Zt−1 = Zt |Xt .
• The random variable Zt |Xt has conditional density function fZt |Xt (zt |xt ), describing the
relationship between the observation Zt and the true target state Xt .
In the above definitions, we assume that the prior density fX1 (x1 ), the conditional density
fXt |Xt−1 (xt |xt−1 ) representing the dynamic model and the conditional density fZt |Xt (zt |xt ) representing the observation model are known to the tracker.
Let us start with the initial situation. We have a prior belief of the target state X1 expressed by
density function fX1 (x1 ). When the first observation Z1 becomes available, this newly observed
information can be used to update our belief of the target state. By Bayes’ rule:
fX1 |Z1 (x1 |z1 ) =

fZ1 |X1 (z1 |x1 )fX1 (x1 )
.
fZ1 (z1 )

(2.2)

In Equation (2.2) the prior fX1 (x1 ), the observation fZ1 (z1 ) and the observation model fZ1 |X1 (z1 |x1 )
are all assumed known in the previously described properties.
With the information of the first observation, we would like to make a prediction of the next
target state. Let us first look at the conditional density for X1 and X2 conditional on z1 :
fX1 ,X2 |Z1 (x1 , x2 |z1 )
fX1 ,X2 ,Z1 (x1 , x2 , z1 )
fZ1 (z1 )
fX2 |X1 ,Z1 (x2 |x1 , z1 )fX1 ,Z1 (x1 , z1 )
=
fZ1 (z1 )
fX2 |X1 (x2 |x1 )fX1 ,Z1 (x1 , z1 )
=
fZ1 (z1 )
fX2 |X1 (x2 |x1 )fX1 |Z1 (x1 |z1 )fZ1 (z1 )
=
fZ1 (z1 )
= fX2 |X1 (x2 |x1 )fX1 |Z1 (x1 |z1 ).
=

(2.3)

In Equation (2.3) the dynamic model fX2 |X1 (x2 |x1 ), prior fX1 |Z1 (x1 |z1 ) and observation fZ1 (z1 )
are assumed known.
An air traffic controller has no need for adjustments in estimated aircraft positions of past
moments in time. We can therefore limit ourselves to updating the belief density of the most
recent target state. A prediction of the next target state can be found by integrating the above
conditional density with respect to x1 :
fX2 |Z1 (x2 |z1 )
Z
= fX1 ,X2 |Z1 (x1 , x2 |z1 ) dx1
Z
= fX2 |X1 (x2 |x1 )fX1 |Z1 (x1 |z1 ) dx1 .

(2.4)

Equation (2.4) describes the density of the target state at time 2 conditional on the observation
at time 1. When z2 becomes available, calculations similar to Equation (2.2) can be used to find
fX2 |Z1 ,Z2 (x2 |z1 , z2 ), which can then be used to propagate fX3 |Z1 ,Z2 (x3 |z1 , z2 ), and so on.
6

Let us discuss the general case, where we have a predicted density fXt |Z1 ,..,Zt−1 (xt |z1 , .., zt−1 )
and the next observation zt becomes available. We are then able to find:
fZ1 ,..,Zt ,Xt (z1 , .., zt , xt )
fZ1 ,..,Zt (z1 , .., zt )
fZ1 ,..,Zt |Xt (z1 , .., zt |xt )fXt (xt )
=
fZ1 ,..,Zt (z1 , .., zt )
fZ1 ,..,Zt |Xt (z1 , .., zt |xt )fXt |Z1 ,..,Zt−1 (xt |z1 , .., zt−1 )fZ1 ,..,Zt−1 (z1 , .., zt−1 )
=
fZ1 ,..,Zt−1 (z1 , .., zt )

fXt |Z1 ,..,Zt (xt |z1 , .., zt ) =

= kfZ1 ,..,Zt |Xt (z1 , .., zt |xt )fXt |Z1 ,..,Zt−1 (xt |z1 , .., zt−1 ),
(2.5)
where k can be regarded as a normalization constant because z1 , .., zt have already been observed.
Equation (2.5) can be used to find the predicted target state density for the next time step:
fXt+1 |Z1 ,..,Zt (xt+1 |z1 , .., zt )
Z
= fXt ,Xt+1 |Z1 ,..,Zt (xt , xt+1 |z1 , .., zt ) dxt
Z
= fXt+1 |Xt (xt+1 |xt )fXt |Z1 ,..,Zt (xt |z1 , .., zt ) dxt .

(2.6)

The above conditional density of the target state for the next time step can then be used in
Equation (2.5) for the next iteration. The shape of the conditional densities of the state given the
past observations can in general be very complicated, and not possible to describe with a small
number of parameters. In other words, there are generally no closed-form descriptions of these
densities. One exceptional case is that pertaining the Kalman filter, as described in Section 2.2.
In Section 2.2, we discuss some of the most relevant tracking algorithms that model the above
problem in different ways. A consideration of advantages and disadvantages leads to the choice of
the foundation for our single-aircraft tracker.

2.2

Literature review of single-target tracking algorithms

Single-target tracking algorithms are general methods that are used for tracking problems in a
wide variety of fields. As explained in the introduction, their goal is to construct target state belief
densities based on observations using dynamic models.
While designing our ultimate single-aircraft tracker, several target tracking algorithms were
considered to be used as the foundation for the tracker. A literature study resulted in a selection
of relevant algorithms which are discussed in this section. All of the discussed filters use Bayesian
inference in the process of deriving the target state densities from observations.
Advantages and disadvantages of each candidate are presented. One should keep in mind that
it is our goal to design a multi-aircraft tracker that allows multi-modality and non-linear dynamic
models.
As an intermediate goal, we would like to implement a single-aircraft tracker that possesses
these properties as well. The single-aircraft tracker can then be used as a good start for a tracking
algorithm, so that we hopefully only have to learn small corrections based on interactive behaviour.
Kalman filters Kalman filters were first introduced by Kalman [3]. A Kalman filter is a restricted case of the general tracking problem in Section 2.1. The three main assumptions of
classic Kalman filters are:
• The observation model is linear, such that the observation Zt is based on target state
Xt like:
Zt = CXt + DVt ,
(2.7)
where C ∈ Rdz ×dx , D ∈ Rdz ×dz and i.i.d. measurement noise Vt ∼ N (0, Idz ). The
covariance Idz of the measurement noise is the dz × dz identity matrix.
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• The relation between Xt−1 and Xt is described by a linear dynamic model:
Xt = A · Xt−1 + BUt ,

(2.8)

where A ∈ Rdx ×dx , B ∈ Rdx ×dx and measurement noise Ut ∼ N (0, Idx ) which is i.i.d
and independent of Vt . The previous target state Xt−1 is assumed to be known so that
the only random term in the equation is process noise Ut . This assumption does not
allow Kalman filters to be combined with the novel dynamic models that are presented
in this thesis.
• The prior target state is a multivariate normal density:
fX1 ≈ N (µ, Σ).

(2.9)

The above assumptions simplify the inference process of Section 2.1. The normal density
of the prior target state carries over through the linear dynamic and observation models,
resulting in normal densities for all conditional densities of the target state given the past
observations. The Kalman filter approach has the advantage that it is possible to find
closed form expressions for every target state density. So, implementing the Kalman filter
boils down to basic matrix computations. Since normal densities have exactly one local
maximum, they are uni-modal. Because of this uni-modality and the assumption of linear
dynamic models, the Kalman filter is not a suitable candidate for our single-aircraft tracker.
We discuss two Kalman filter variants that both aim to relax the linear dynamic model
assumption: the extended and unscented Kalman filters. Both the linear observation model
assumption and normally distributed prior density assumption hold for the two variants of
the Kalman filter.
Extended Kalman filter The assumption of a linear dynamic model is relaxed in the
extended Kalman filter [4]. The extended Kalman filter allows for a non-linear dynamic
model:
Xt = g(Xt−1 ) + BUt .
(2.10)
where B ∈ Rdx ×dx , process noise Ut ∼ N (0, Idx ) and g is a (non-linear) differentiable
function such that g : Rdx → Rdx . The extended Kalman filter also allows a non-linear
observation model:
Zt = τ (Xt ) + DVt ,
(2.11)
where D ∈ Rdz ×dz and process noise Vt ∼ N (0, Idz ) and τ is a (non-linear) differentiable function such that τ : Rdx → Rdz .
The idea of the extended Kalman filter is to approximate g(Xt−1 ) and τ (Xt ) by a first
order Taylor approximation around the posterior mean (that is, the most likely current
target state given the past observations). This approximation essentially gives rise to
linear model, which can be used in the classic Kalman filter. One can then proceed
accordingly.
Unscented Kalman filter The unscented Kalman filter uses a different way to deal with
the non-linearity of a dynamic model [5]. The filter is a variational method rather
than a linearisation and assumes that posterior densities are normally distributed. To
compute the predictive density, a set of points in the state-space is carefully selected.
The unscented filter uses a transform that allows us to approximate the application of
the dynamic model to these points. The predictive density is then approximated by a
normal distribution with the found mean and covariance.
In a nutshell, like both the regular and the extended Kalman filter, this approach still
models the beliefs about the target state with a multivariate Gaussian distribution. But
deals with non-linearities in the models in a way that is less susceptible to introduce
large errors.
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Multiple hypothesis tracker The multiple hypothesis tracker internally addresses the problem
of observation-to-track association [6]. Every time a new group of radar observations is received, all existing trajectories could potentially be updated by any of these observations.
This is conveyed to the tracker by allowing the input at time t consist of multiple measurements corresponding to more targets than just the target of interest. Therefore, the density
fZt |Xt (zt |xt ) contains many modes, each corresponding to a different target measurement.
Every time step with a new group of observations, the density of the target state conditional
on the past observations will have more modes. The multiple hypothesis tracker reports
the most probable mode of the target state. After track association has been handled, the
tracking problem with single consecutive radar observations essentially boils down to the
Kalman filter approach with its established properties.
Interacting Multiple Model The interacting multiple model is a tracker extension that uses
two or more Kalman filters that run in parallel, each using a different dynamic model [7]. The
tracker forms an optimal weighted sum of the output of all the filters and is able to rapidly
adjust to target manoeuvres. An interacting multiple model extension can be used together
with the multiple hypothesis tracker, which can handle observation-to-track association. It
helps the tracker in obtaining a filtered estimate of the target position. Every Kalman filter
results in a potential mode in the eventual target state belief density. This means that
our multi-modality requirement is met. The use of two different linear models results in a
non-linear dynamic model. Since both the non-linearity and multi-modality requirements
are met, the interacting multiple model tracker is considered a suitable candidate for the
foundation for our single-aircraft tracker.
Particle filter Particle filters could be considered as a generalisation of the Unscented Kalman
filter. Particle filters make very unrestrictive assumptions about noise distributions and
target dynamics and require neither to be linear. Instead of having closed form densities,
a particle filter generates a large number of random samples of potential target states and
then propagates all samples through the dynamic model. The resulting sample set represents
a target state density and can be used to calculate a mean, variance or whatever other
statistical measure is required. The resulting statistics are used to generate the random
sample set of particles for the next iteration. The particle filter is notable for its ability
to handle multi-modal densities and non-linear dynamic models. Therefore, it is a suitable
candidate for the proposed single-aircraft tracker.
ARTAS uses the interacting multiple model method for probabilistic data association, which
is responsible for observation-to-track association. Once an observation and a trajectory have
been matched, an extended Kalman filter is used for updating the trajectory [8]. Since EUROCONTROL flights are mostly of a commercial nature with low dynamic behaviour, the use of
extended Kalman filters in ARTAS is justified. However, when in the future drones become a
more substantial part of the upper airspace, Kalman filters might become unsuitable for the task
of aircraft tracking. Kalman filters are therefore not an optimal choice for the foundation of our
single-aircraft tracker.
Gustafsson compares the use of Kalman filters to the use of particle filters in the field of
positioning, navigation and tracking problems and concludes that particle filters illustrate a numerical advantage over the classical Kalman filter [9]. Studies have investigated the performance
of the interactive multiple model method and compared it to the performance of particle filters.
Both Arulampalam and Guo conclude that particle filter tracking is superior to interacting multiple model tracking for non-linear tracking problems [10, 11]. This thesis will therefore focus on
particle filters as the foundation of the design of the single-aircraft tracker.
A considerable drawback of particle filters is the computational demand which is due to the
use of many sample points in the representation of a target state density. Hardware development
has been a strongly limiting factor for practical implementations in the past. With the increase of
computation power over the years and no indication of stagnation in this trend, we investigate the
possible uses of particle filters in the aircraft tracking problem. Any real-world implementation of
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the proposed structure will not be deployed within a short time frame. Therefore, any computational issues that are currently seen as disadvantageous for particle filter applications, might not
be relevant in the future.
The condensation algorithm is a specific algorithm within the particle filters that is utilized
in this thesis. Section 2.3 provides a mathematical definition. Sections 2.4, 2.5 and 2.6 explain
how the separate steps of the condensation algorithm are adjusted for implementation in the
single-aircraft tracker.

2.3

Condensation algorithm

The condensation algorithm is a way of implementing a particle filter. The algorithm takes input
in the form of observed locations by radars and gives output in the form of believed target states.
A target state contains position, velocity and acceleration information and is based on knowledge
of target dynamics as well as observations.
This section describes the condensation algorithm, as presented by Blake and Isard, in a general
fashion. A more detailed description can be found in their paper [12]. We renamed the three steps
of the condensation algorithm to measure, sampling and dynamics steps in this thesis (originally
named measure, drift and diffusion steps by Blake and Isard). The words drift and diffuse were
altered because they are both associated with a divergent movement, and can therefore be a source
of confusion.
Without the Kalman filter assumptions of the prior being modelled by a normal density and
the use of a linear dynamic model, the conditional densities in Section 2.1 quickly become so complicated that closed form expressions are unavailable. The condensation algorithm uses iterative
sampling techniques to represent density functions by a collection of samples. Let N denote the
total number of samples and let:
s(t) := {sn (t)}n=1,..,N ,
(2.12)
be a sample set of possible target states Xt conditional on observations Z1 , .., Zt , so that sn (t) ∈
Rdx . To avoid notational ambiguity, time t is written as an argument rather than a second
subscript. Let the sample set s(t) be accompanied by weights:
π(t) := {πn (t)}n=1,..,N ,
such that:

N
X

πn (t) = 1,

(2.13)

(2.14)

n=1

where weight πn (t) refers to sample sn (t), for n = 1, .., N .
The initialization of the condensation algorithm is based on the prior density such that ŝn (1)
is an i.i.d. sample from fX1 (x1 ). The weights π(1) are assigned in the very first measure step,
which commences as soon as Z1 becomes available.
Let us discuss the measure, sampling and dynamics steps for a general time step t = 1, 2, ....
From either the initialization or the previous iteration of the algorithm, we have an unweighted
sample set ŝ(t) = {ŝn (t)}n=1,..,N representing fXt |Z1 ,..,Zt−1 (xt |z1 , .., zt−1 ). The condensation
algorithm acts as follows:
Measure step When observation zt is available, it is used to determine the weights:
fZ |X (zt |xt = ŝn (t))
.
πn (t) = PN t t
i=1 fZt |Xt (zt |xt = ŝi (t))

(2.15)

Sample step The sampling step entails building an unweighted sample set of size N by sampling
each element of ŝ(t) according to the weights π(t) (with replacement). The resulting sample
set is denoted by s(t) and represents fXt |Z1 ,..,Zt (xt |z1 , .., zt ).
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Dynamics step The dynamics step consists of generating a set of N independent random samples
ŝn (t + 1), each with density:
fXt+1 |Xt (xt+1 |Xt = ŝn (t)),

for n = 1, .., N.

The sample set ŝ(t+1) can be used as the prior in the measurement step of the next iteration
of the algorithm.
To clarify, the notation ŝ(t) refers to a prior (or initialized) sample set that represents the conditional density of Xt given observations Z1 , .., Zt−1 and the notation s(t) refers to the conditional
density of Xt given observations Z1 , .., Zt (so up to and including observation Zt ).
Prior

Observation

Measure step

Sampling step

x

x

x

Dynamics step

Figure 2.1: one-dimensional representation a condensation algorithm update cycle, with 10 samples.
Figure 2.1 illustrates the three steps of the condensation algorithm with N = 10 samples. Analogous to the above definition of the condensation algorithm, the prior start with ŝ(t) represented
by grey dots. The observation zt is denoted by a blue dot and influences the weights π(t), which
are represented by red bars in the measure step. In the sampling step, N samples are sampled
with replacement from ŝ(t) based on weights π(t). These resulting samples s(t) are denoted by
black dots. Because the sampling happens with replacement, it may occur that some samples
are re-sampled multiple times and some are not re-sampled at all. In the dynamics step, every
sample in s(t) is propagated through an assumed dynamic model denoted by green arrows. Every
ŝn (t + 1) represents a different target state, because of the random component in the dynamical
model. The dynamics step results in a sample set ŝ(t + 1) which is used as prior for the next
iteration of the algorithm.
Sections 2.4, 2.5 and 2.6 each explain how the aircraft tracking problem is represented in
respectively the dynamics, measure and sampling steps.

2.4

Dynamic models

Dynamic models are used in the dynamics step of the condensation algorithm. The models in this
section are designed to locally describe trajectories of single-aircraft on the short term, disregarding
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any interactions with environment or other aircraft. Using any of these models for trajectory
modelling of more than a few time steps is strongly discouraged.
As stated earlier, the target state may consist of various physical variables. The main premise
of a dynamic model is to capture, in a stochastic way, the possible evolution of the state over time.
Let x(t), y(t) and z(t) be three-dimensional vectors containing position, velocity and acceleration
values at time t:






xpos (t)
ypos (t)
zpos (t)
x(t) =  xvel (t)  , y(t) =  yvel (t)  , z(t) =  zvel (t)  .
(2.16)
xacc (t)
yacc (t)
zacc (t)
Position, velocity and acceleration values are measured in respectively meters, meters per
second and meters per second squared. All position coordinates are relative to some origin point,
which can be defined according to the specific airspace.
Sections 2.4.1, 2.4.2, 2.4.3 and 2.4.4 present continuous time dynamic models. For application
in the dynamics step, these models must first be converted to discrete-time models as described
in Section 2.4.5. Section 2.4.6 elaborates on the notion of white noise, used to generate random
dynamic model updates.

2.4.1

Position velocity model

In the position velocity model (PVM), the target state vector Xt is defined as:


xpos (t)
 xvel (t) 


 xacc (t) 


 ypos (t) 



Xt = 
 yvel (t)  .
 yacc (t) 


 zpos (t) 


 zvel (t) 
zacc (t)

(2.17)

The PVM is based on the following continuous time relations between position, velocity and
acceleration:









ẋ
(t)
=
x
(t),
ẏ
(t)
=
y
(t),
pos
vel
pos
vel
żpos (t) = zvel (t),


(2.18)
ż (t) = zacc (t),
ẋvel (t) = xacc (t),
ẏ (t) = yacc (t),
 vel

 vel

zacc (t) = βz ν3 (t),
yacc (t) = βy ν2 (t), 
xacc (t) = βx ν1 (t), 
where ν1 (t), ν2 (t) and ν3 (t) are independent white noise processes as defined in Section 2.4.6
and βx , βy , βz are model parameters. A white noise process can informally be interpreted as the
derivative of a Brownian Motion. Therefore, the velocity can be thought of as a magnitude-scaled
Brownian motion in the above model. Note that x(t), y(t) and z(t) are independent of one another.

2.4.2

Singer model

In [13], Singer presents a second order derivative dynamic model, where the acceleration drifts
towards zero proportional to the magnitude of the acceleration and constant αx . The acceleration
can also change as a result of white noise ν(t). The position derivative equals velocity, and in turn
the velocity derivative is determined by acceleration. The target state definition for this model is
equal to the definition in Equation (2.17). The Singer model (SM) for continuous time is defined
as:


 
0 1 0
0
ẋ(t) = 0 0 1  · x(t) + βx 0 · ν(t),
(2.19)
0 0 αx
1
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where ν(t) is a white noise process as defined in Section 2.4.6, αx and βx are constant model
parameters and ẋ(t) denotes the derivative of x(t) with respect to t. If αx < 0, it can be
interpreted as a feedback parameter that introduces a drift towards 0 for the acceleration value.
The PVM model corresponds to the choice αx , αy , αz = 0.
Both y(t) and z(t) have similar models, with constants αy , βy and αz , βz respectively. Note
that x(t), y(t) and z(t) are independent of another.

2.4.3

Polar acceleration model

In order to allow for dependence between x(t), y(t) and z(t) we introduce a new model, which we
refer to as the polar acceleration model (PAM). This model is introduced in this thesis, aiming to
mathematically capture the nature of aircraft manoeuvres. Similar to other dynamic models such
as the PVM and SM, position and velocity derivatives respectively equal velocity and acceleration.
By changing from Cartesian coordinates to polar coordinates on the acceleration level, dependence
is created between the three Cartesian dimensions. In the PAM, the target state vector Xt is
defined as:


xpos (t)
 xvel (t) 


 ypos (t) 


 yvel (t) 



(2.20)
Xt = 
 zpos (t)  .
 zvel (t) 


 m(t) 


 θ(t) 
γ(t)
The target state relations are modelled by:


ẋpos (t) = xvel (t),





ẏpos (t) = yvel (t),





ż
pos (t) = zvel (t),





ẋvel (t) = m(t) cos(θ(t)) cos(γ(t)),
ẏvel (t) = m(t) sin(θ(t)) cos(γ(t)),


żvel (t) = m(t) sin(γ(t)),





ṁ(t) = βm ν1 (t),





θ̇(t) = βθ ν2 (t),



γ̇(t) = βγ ν3 (t),

(2.21)

where ν1 (t), ν2 (t) and ν3 (t) are independent white noise processes as defined in Section 2.4.6.
Manoeuvre state variables m(t) ∈ R, θ(t) ∈ R and γ(t) ∈ R are interpreted as magnitude, heading
and pitch and describe the aircraft acceleration state at time t. The magnitude depends on the
amount of engine thrust. Heading is expressed in radians, where 0, 21 π, π and 32 π (modulo 2π)
respectively refer to the directions East, North, West and South. The pitch is also expressed in
radians, indicating angle of inclination at time t:



< 0 descending flight,
γ(t)
(2.22)
= 0 level flight,


> 0 climbing flight.
Constant model parameters βm , βθ , βγ ∈ R can be set by the user to influence the amount of
noise driving the dynamics for m(t), θ(t) and γ(t).
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2.4.4

Polar acceleration feedback model

The polar acceleration feedback model (PAFM) is a dynamic model that is also introduced in this
thesis. Like in the PAM, the target state is defined by Equation (2.20). The system of equations
is similar to that of the PAM as defined in Section 2.4.3 with the exception of the m(t) equation:
ṁ(t) = −αm m(t) − αγ γ(t) + βm ν1 (t).

(2.23)

Constant model parameters αm , αγ ∈ R can be set by the user to influence manoeuvre parameter m(t). The word feedback in the name of this dynamic model refers to the effect of αm and
αγ . If αm > 0, this component causes a drift towards 0. This component models the effect of drag
by air friction that prevents the acceleration to grow unboundedly. When γ(t) > 0, the aircraft is
accelerating in an upward fashion regarding the vertical Cartesian axis, this decreases the overall
acceleration due to gravitational disadvantages. When γ(t) < 0 however, this process is reversed.
In other words, if the craft is climbing, it will tend to decelerate and if it is descending, it will
tend to accelerate.
Note that a unique target state can be represented by different combinations of the variables
m, θ and γ. A state described by m1 , θ1 and γ1 is also described by m2 = −m1 , θ2 = θ1 + π and
γ2 = −γ1 . When m is small, this phenomenon might occur often. However, if this has a negative
effect on the dynamic properties of a sample in our single aircraft tracker, the condensation
algorithm will assign a small weight in the measure step, which leads to the sample being less
likely to survive the sampling step.

2.4.5

Discretization

The previously presented dynamic models are defined in continuous time. To use a dynamic
model in the dynamics step of the condensation algorithm, a discretization step must be performed
allowing for discrete time steps between required update times. Suppose we have a target dynamic
derivative equation of the general form:
Ẋ(t) = g(X(t)) + βν(t),

(2.24)

where ν(t) is a white noise process. Introduce ∆ > 0, a small value denoting the increment between
consecutive time steps. The derivative of X(t) is approximated by:
Ẋ(t) ≈

X(t + ∆) − X(t)
.
∆

(2.25)

Combine Equation (2.24) and Equation (2.25) to find:
X(t + ∆) − X(t)
1
≈ g(X(t)) + β √ N,
∆
∆
√
⇒ X(t + ∆) ≈ X(t) + ∆g(X(t)) + β ∆N,

(2.26)

here N ∼ N (0, 1) is a standard normal random variable. The derivation of N from ν(t) is given in
Section 2.4.6. To illustrate the discretization process, the discrete version of the PVM and PAFM
are derived in Appendices B.2.1 and B.2.2 respectively.

2.4.6

White noise

This section provides the definition for continuous and discrete white noise processes. Let B(t) be
a Brownian motion as defined in [14, Chapter 2.2], then the continuous white noise process can
be interpreted as the derivative of the Brownian motion, such that:
Z t
B(t) =
ν(s) ds.
(2.27)
s=0
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For a detailed description, see [14, Chapter 3.1]. The conversion of the continuous time process to
a discrete-time process is realized by introducing ∆, the increment in time between two discrete
time steps. This results in:
ν(t) ≈

N∗
1
B(t + ∆) − B(t)
∼
∼ √ N,
∆
∆
∆

(2.28)

where N ∼ N (0, 1) is a standard normal variable and N ∗ ∼ N (0, ∆) is a normal variable with
variance ∆ which is a result of the time increment.

2.5

Observation model

When location information is observed by a radar at discrete time steps t = 1, 2, .., it is never
completely accurate. The uncertainty in the observation is modelled by a zero-mean Gaussian
noise with variance σ 2 . The noise is assumed to be independent between coordinates so that
the relation between observed location Zt = xobs , yobs , zobs and true location x∗ (t), y ∗ (t), z ∗ (t) is
described by:


xobs (t) = x∗ (t) + u1 (t),

(2.29)
yobs (t) = y ∗ (t) + u2 (t),


zobs (t) = z ∗ (t) + u3 (t),
where u1 (t), u2 (t), u3 (t) ∼ N (0, σ 2 ).
Note that this observation model is an assumption of the radar inaccuracy that is most probably quite unlike the true situation. For example, each radar has an individual quality level due to
variations in brand, location and external factors. The inaccuracy could also be of a non-symmetric
nature and might have a correlation between the Cartesian coordinates. The observation model
is used to model continuous noise around the observed location in the measure step of the condensation algorithm. In the simulations in this thesis, the observation noise generated with σsim ,
which should not be mistaken for σ.

2.6

Weights

This section explains how the noise distribution of a radar observation is processed into weights
π(t) for sample set s(t). Based on the observation model in Section 2.5, the weight of sample
ŝn (t) with location (xn (t), yn (t), zn (t)) is proportional to a multivariate Gaussian distribution
centred around the observation Zt = (xobs (t), yobs (t), zobs (t)) (the observed location at time t)
and variance σ 2 . As discussed in the measure step, we have:
fZ |X (zt |xt = ŝn (t))
πn (t) = PN t t
,
i=1 fZt |Xt (zt |xt = ŝi (t))

(2.30)

where the un-normalized versions of the sample weights are:
fZt |Xt (zt |xt = ŝn (t)) =
1
(xn (t) − xobs (t))2 + (yn (t) − yobs (t))2 + (zn (t) − zobs (t))2
exp
−
2πσ 2
2σ 2

!
.

(2.31)

When the values of fZt |Xt (zt |xt = ŝn (t)) are small, numerical issues may arise. To prevent
these, a work-around is presented in Appendix B.1.

15

Chapter 3

Single-Aircraft Tracker
Implementation
In the ultimate multi tracking system presented in Chapter 5, a single-aircraft tracker is used
for the conversion of radar observations into believed trajectories that can be visualized on the
display of an air traffic controller. This section presents the practical side of the single-aircraft
tracker, based on the theoretical concepts of Chapter 2. The condensation algorithm returns a
target state belief density, represented by a weighted sample set, as output in every time step.
Our single-aircraft tracker should therefore have the ability to transform the weighted sample set
after the measurement step into a believed location. This believed location can then be used to
update the believed aircraft trajectory.
Input:
Observation

Output:
Track

Measure
Prior

Samples

Sampling
Dynamics

Figure 3.1: schematic overview of information flow in the condensation algorithm as used in the
single-aircraft tracker. White boxes represent data objects that are manipulated by computer
programs or algorithms which are represented in grey boxes.
Figure 3.1 shows a schematic overview of the implementation of the condensation algorithm.
When the algorithm is initializing, a prior density is used to create a sample set. Each sample
represents a possible aircraft state, which contains information about position, velocity and acceleration. When an observation becomes available, the measurement step assigns weights to each
sample to represent their likelihood. The weighted sample set can be used to generate output in
the form of a believed location in various ways, which are presented in Section 3.1.
During the sampling step, a new unweighted sample set is created by re-sampling from the
weighted sample set. Information about the observation is still present in the new sample set in
the form of the number of occurances rather than weights assigned to each separate sample. In
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the sampling step, samples with small weights are unlikely to be re-sampled.
The dynamics step propagates every sample through a dynamic model, so that the whole
sample set is essentially moved one time step into the future. The resulting sample set represents
the target state density for the next time step. The loop continues as long as input observations
are available.
Section 3.2 discusses extensions of the condensation algorithm that might improve performance
of the single-aircraft tracker. Two definitions of quality measures are presented in Section 3.3,
which can be used to assess tracker performance. Section 3.4 illustrates how the quality of tracking
is influenced by different parameters. The tracker is applied to a sample trajectory for a selection
of parameters in Section 3.5.

3.1

Believed location

An air traffic controller has no demand to see a scattered plot of sample points on their display.
This section discusses several methods that transform the available information concealed in the
sample set of the condensation algorithm into one believed location that can be visualized on an
air traffic controller’s display. Preferably, this believed location is as close to the true location as
possible. However, the essence of our tracking problem is that the true location is not available.
Therefore, we must somehow find a way to transform the available information into a believed
location that is supported by some reasoning. Let {sn (t)}n=1,..,N be a sample set with corresponding weights {πn (t)}n=1,..,N representing the target state density in the condensation algorithm, as
defined in Section 2.3. Denote location information of sample sn (t) by Ln (t) = (xn (t), yn (t), zn (t)).
Preferably, the believed location is chosen in such a way that the discrepancy d between believed
location L̂ = (x̂(t), ŷ(t), ẑ(t)) and the locations in the weighted sample set is minimized. According
to one’s definition of the discrepancy between the believed value and a sample, several definitions
of believed location arise. Let us consider three different definitions of discrepancy, starting with
d0 :
(
0
if Ln (t) = L̂(t),
d0 (Ln (t), L̂(t)) :=
(3.1)
1
if Ln (t) 6= L̂(t).
A second definition of discrepancy d1 is given by:
q
d1 (Ln (t), L̂(t)) := (Ln (t) − L̂(t))2
p
= (xn (t) − x̂)2 + (yn (t) − ŷ)2 + (zn (t) − ẑ)2 .

(3.2)

Finally, the last discrepancy d2 is defined by:
d2 (Ln (t), L̂(t)) :=(Ln (t) − L̂(t))2
=(xn (t) − x̂)2 + (yn (t) − ŷ)2 + (zn (t) − ẑ)2 .

(3.3)

The total weighted discrepancy is defined as:
Di ({Ln (t)}n=1,..,N , L̂(t)) :=

N
X

di (Ln (t), L̂(t))πn (t)

(3.4)

n=1

where i = 0, 1, 2. The believed locations that minimize the weighted total discrepancy Di , depending on the definition of discrepancies d0 , d1 and d2 , are derived in Sections 3.1.1, 3.1.2 and
3.1.3 respectively.

3.1.1

Maximum a posteriori

In the definition of d0 in Equation (3.1), every sample that is not exactly equal to L̂(t) has a
discrepancy of 1. Only when the sample is equal to the believed location, a discrepancy of 0 is
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assigned. For the entire weighted sample set, we have a total discrepancy of:
D0 ({Ln (t)}n=1,..,N , L̂(t)) :=

N
X

n
o
πn (t)1 Ln (t) 6= L̂(t) .

(3.5)

n=1

If L̂(t) is not chosen to be equal to any one sample Ln (t), the total discrepancy is equal to the sum
of all πn (t) which is equal to 1. So the best choice of L̂(t) is therefore a sample. If L̂(t) = Ln (t),
the total discrepancy is 1 − πn (t). So the optimal choice is the sample with the maximum value
of πn (t), for n = 1, .., N :
L̂(t) = Lk (t),
(3.6)
where
k = argmaxn {πn (t)}.

(3.7)

This is also known as the maximum a posteriori. Note that this is not necessarily a unique value,
because the maximum value of {πn (t)}n=1,..,N might be assigned to multiple samples.

3.1.2

Geometric median

In case one uses d1 as the definition of discrepancy, the total discrepancy becomes:
D1 ({Ln (t)}n=1,..,N , L̂(t)) =

N
X

πn (t)d1 (Ln (t), L̂(t))

n=1

=

N
X

(3.8)
p
πn (t) (xn (t) − x̂)2 + (yn (t) − ŷ)2 + (zn (t) − ẑ)2 .

n=1

The optimal choice of believed location L̂ can be interpreted as a the three-dimensional point
(x̂(t), ŷ(t), ẑ(t)) with the minimal weighted distance to all sample points:
L̂(t) =(x̂(t), ŷ(t), ẑ(t))


N
X

p
=argmin(x̄,ȳ,z̄)
πn (t) (xn (t) − x̄)2 + (yn (t) − ȳ)2 + (zn (t) − z̄)2 .



(3.9)

i=1

This is also known as the (weighted) geometric median. There is no closed form solution for finding
the geometric median and it is therefore necessary to implement a numerical minimization algorithm to approximate the exact values. The geometric median is computationally more intensive
than the mean calculation and the solution may not be unique.

3.1.3

Mean

When d2 is used to define discrepancy, another familiar basic statistic appears. The total discrepancy becomes:
D2 ({Ln (t)}n=1,..,N , L̂(t)) =

N
X

πn (t)d2 (Ln (t), L̂(t))

n=1

=

N
X

πn (t)(Ln (t) − L̂(t))2

n=1

=

N
X

πn (t)((x̂ − xn (t))2 + (ŷ − yn (t))2 + (ẑ − zn (t))2 ).

n=1
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(3.10)

We would like to choose (x̂(t), ŷ(t), ẑ(t)) so that D2 is minimized. The derivative of D2 ({Ln (t)}n=1,..,N
with respect to sample n in the x-axis is:
d
D2 ({Ln (t)}n=1,..,N , L̂(t)) =2(xn (t) − x̂(t))πn (t).
dxn (t)

(3.11)

Note that the above derivative does not contain any variables of other samples or the y- and
z-axes. The total discrepancy in x-axis direction is minimized if for all samples n we have that
the result of Equation (3.11) is equal to 0. Considering all samples, we find:
N
X

d
D2 ({Ln (t)}n=1,..,N , L̂(t)) = 0
dx
n (t)
n=1
⇒

N
X

πn (t)2(xn (t) − x̂(t)) = 0

n=1

⇒

2

N
X

(3.12)
πn (t)xn (t) = 2x̂(t)

n=1

⇒

x̂(t) =

N
X

πn (t)xn (t).

n=1

In a similar fashion, we find the weighted mean for y- and z-axes as well. We find the believed
location to be:


N
N
N
X
X
X
L̂(t) = 
πn (t)xn (t),
πn (t)yn (t),
πn (t)zn (t) .
(3.13)
n=1

n=1

n=1

An advantage of the mean its computational simplicity and because all samples contribute to
the final believed location. A disadvantage of the mean is that when the samples represent an
approximately symmetrical multi-modal density, the mean will negate these modes. The same
thing holds for the geometric median. However, if the distribution represented by the samples is
slightly asymmetrical, the modality is more forthcoming from the geometric median than from
the mean. During the implementation, the computational disadvantages of the geometric median
weighted heavier than this effect. Regarding the maximum a posteriori, we feel that its choice of
one exact sample is too rigorous to accurately present the information of the complete sample set.
Therefore, in this thesis, the (weighted) mean is used as believed location.

3.1.4

Predicted location

Other than the current believed location, the single-aircraft tracker can also output predicted
locations. The predicted location at time t + ∆pred is found by performing one or more dynamics
steps on the sample set s(t), simulating the movement for a period of ∆pred time. Both the
measure and sampling steps are skipped when predicting, because there is no observation input.
The resulting sample set s(t + ∆pred ) is converted into a believed predicted location by any of the
methods described in Section 3.1. The larger the value of ∆pred , the less accurate the predicted
location will be because the target dynamic models are only designed for short term simulation.
When large values of ∆pred can not be avoided, we suggest to repeat the dynamics steps multiple
times for small time epochs so that the total of those epochs is equal to ∆pred . We do not advise to
use values of ∆pred that are much larger than the increment between time steps ∆. The prediction
functionality could be helpful for observation-to-track association problems, as suggested in Section
5.
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3.2

Extensions

The condensation algorithm described in Section 2 results in a core tracker that leaves many
opportunities for improvement. This section discusses extensions that are not initially in the
condensation algorithm and could possibly enhance the single tracker performance.
It is possible for the sample set s(t) to diverge away from the true aircraft trajectory. This
can be due to a previous extremely noisy observation, different behaviour than what is expected
by the dynamic model and many other factors. When all samples in s(t) are sufficiently far away
from the observation, it is unlikely for the samples to refocus around the observation. This may
eventually lead to the divergence of all samples from the true trajectory. This is partly because
the amount of particles is unable to cover the entire state space of all possible aircraft locations.
Two solutions come to mind that can be applied within the limits of the core tracker. Firstly,
increasing the number of samples decreases the probability of the entire sample set diverging away
from the true target state. A downside of this solution is the increased computation time with
each sample. Whether this is a valid concern in real-time trackers remains to be seen. Secondly,
using a different dynamic model that better resembles the true underlying model of the aircraft
increases the probability of each sample behaving more like the true trajectory. When a dynamic
model meeting these requirements is known, there are no drawbacks to this solution. In some
situations however, lack of prior knowledge does not allow for a proper model selection.
Sections 3.2.1 and 3.2.2 both present solutions that involve more than the tweaking of a few
parameters in the core tracker.

3.2.1

Observed sample inclusion

Let us introduce the notion of observed sample, which can be interpreted as the aircraft state if we
were to assume that the observations are not affected by measurement noise. Denote the observed
sample at discrete time step t by s̃(t):


x̃pos (t)
 x̃vel (t) 


 x̃acc (t) 


 ỹpos (t) 



(3.14)
s̃t = 
 ỹvel (t)  ,
 ỹacc (t) 


 z̃pos (t) 


 z̃vel (t) 
z̃acc (t)
which is the observed value of the target state Xt . However, observations merely consist of position
data Zt = (xobs (t), yobs (t), zobs (t)) and a target state is also described by velocity and acceleration.
To compensate for the partial observations we combine previous observations to derive a complete
target state.
At the very first tracking time step, the available position observation at t = ∆ does not
allow for a construction of the complete target state. This is only possible for t ≥ 3∆, where the
observed sample is constructed as follows:



x̃pos (3∆) = xobs (3∆),
(3.15)
x̃vel (3∆) = xobs (3∆) − xobs (2∆),


x̃acc (3∆) = (xobs (3∆) − xobs (2∆)) − (xobs (2∆) − xobs (∆)),
where ỹpos (3∆), ỹvel (3∆), ỹacc (3∆), z̃pos (3∆), z̃vel (3∆) and z̃acc (3∆) are found in a similar fashion.
Note that the above identity assumes that the increment between time steps is exactly one second.
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When the observed sample object has been initialized and is computed for time t − ∆, it is
used in the construction of the observed sample when the next observation is available:



x̃pos (t) = xobs (t),
(3.16)
x̃vel (t) = xobs (t) − x̃pos (t − ∆),


x̃acc (t) = x̃vel (t) − x̃vel (t − ∆),
where ỹpos (t), ỹvel (t), ỹacc (t), z̃pos (t), z̃vel (t) and z̃acc (t) are found in a similar fashion.
The observed sample is added to the sample group with weight w̃ ∈ [0, 1]. Depending on this
weight, the observed sample might survive into the next time step. When w̃ = 0, the observed
sample is never added and the tracker will behave similar to the core tracker. Let π(t) be the
weight vector of all N samples in the sample cloud resulting from the core tracker, then:
π̃(t) := ((1 − w̃) · π1 (t), ..., (1 − w̃) · πN (t), w̃),

(3.17)

is the normalized weight vector of the sample set including the observed sample {s1 (t), .., sN (t), s̃(t)}.
Adding the observed sample to the sample pool is done during the sampling step. The condensation algorithm has the power to filter faulty observations because of the information hidden
in the random samples. This favourable effect weakens when w̃ becomes too high. Moreover,
an observed sample weight of w̃ = 1 effectively disregards all samples and assumes the observed
trajectory equals the true trajectory.
This approach relies heavily on the assumption that the observed location is of a high enough
accuracy. When the observed location is far from the true location, including the observed sample
in the sample set could possibly worsen the believed location. Section 3.4 investigates in which
scenarios which w̃ values lead to the lowest costs in combination with other tracker parameters.
For the implemented single-aircraft tracker, the observed sample is used for initialization. For
t < 3∆, the parts of Equation (3.15) of which all applicable information is available are computed.
When complete target states can be formed at t = 3, the sample set consists of N copies of
the observed sample. The dynamic model ensures that the samples diverge. Since the believed
location as defined in Section 3.1 is only dependent on the location of the samples, it can already
be computed from the incomplete samples after the first time step.

3.2.2

Multiple dynamic models

In the base tracker, each sample has the same dynamic model type with the same parameters.
Different states can occur because of the random update terms, but the overall nature of the
behaviour is the same for each sample. Instead of using one dynamic model, this tracker improvement proposes to divide the sample set into multiple subsets. Each subset has a unique dynamic
model. These may be of a different type, but also of the same type with different parameter
values. The advantage of this approach is that the most appropriate models will survive through
the survival of their respective samples.
A possible weakness of using multiple models that each have extremely good performance
for specific manoeuvre types and poor performance for other manoeuvre types, is that when the
manoeuvrability of the target is of the same nature for a longer period of time, samples with the
temporarily less convenient dynamic models might become extinct. When the target switches its
manoeuvring nature, the remaining sample set might no longer contain a suitable model. One
should be cautious of this effect when using multiple dynamic models. A possible way to negate
this effect is to fix the number of samples in each subset to Nm samples, such that
M
X

Nm = N,

(3.18)

m=1

where m = 1, .., M and M is the number of subsets. This approach has not been implemented in
the single-aircraft tracker because of time constraints.
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3.3

Quality measures

From the simulated data, we have ground truth that we can use to study the performance of the
tracker. A quality measure is used to assess the performance of our single-aircraft tracker during
parameter selection and training. Let (x∗ (t), y ∗ (t), z ∗ (t)) represent the true position at time t and
(x̂(t), ŷ(t), ẑ(t) be the believed location at time t constructed from sample set {sn (t)}n=1,..,N with
weights {πn (t)}n=1,..,N according to any of the definitions in Section 3.1. For sample sn (t), denote
its location information by (xn (t), yn (t), zn (t)). Let N denote the number of samples in the sample
set and let T denote the amount of time steps for which the quality should be measured.
AD The average distance (AD) is defined as the distance between true position and believed
position, averaged over time:
AD =

T
1 Xp
(x̂(t) − x∗ (t))2 + (ŷ(t) − y ∗ (t))2 + (ẑ(t) − z ∗ (t))2 .
T t=1

(3.19)

RMSE For each time step, for each sample, the squared distance between the sample and the
observed location is calculated. The square root of the weighted sum of these distances is
defined as the root mean squared error (RMSE):
v
u
T X
N
u 1 X

πn (t) (xn (t) − x∗ (t))2 + (yn (t) − y ∗ (t))2 + (zn (t) − z ∗ (t))2 .
RMSE = t
T · N t=1 n=1
(3.20)
The difference between the two measures is that the RMSE incorporates a penalty term for the
variance of the sample set around the believed location and that the RMSE is not dependent on
the chosen definition of believed location. So, when two sample sets are compared that lead to the
same exact mean, the RMSE measure will indicate that the sample set with the lowest variance
around the mean is preferred, whereas the AD measure will view both sample sets as equally
suitable. A downside of the RMSE is that it assumes a certain trade-off is in place between
the mean and variance. When choosing between these two measures one should therefore ask
themselves how important the variance is compared to the mean. For the rest of this report, the
AD measure shall be used because it allows for a more intuitive interpretation than the RMSE.

3.4

Parameter dependence

Every parameter of the condensation algorithm and underlying dynamic and observation models
influences the performance of our single-aircraft tracker. The performance can be quantified by
either of the measure in Section 3.3. Without explicit mentioning of another definition, costs in
this section are defined according to the AD because its interpretation is more intuitive than the
interpretation of the RMSE. The costs of the single-aircraft tracker are influenced by all sorts of
parameters. This section investigates the effect each parameter has on the single-aircraft tracker.
The parameters that are investigated in this section are:
• N , the number of samples that are used for the representation of the target state belief in
the condensation algorithm as defined in Section 2.3;
• σ, observation model variance as defined in Section 2.5;
• w̃, the weight of the observed sample when it is reintroduced to the sample set, as defined
in Section 3.2.1;
• parameters specific to a dynamic model, as defined in Section 2.4.
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The plots in this section are based on a trajectory of a sharp right turn data as defined in
Section A.1, where v ∈ [0.9, 1.1], θ ∈ [0, 2π], γ ∈ [−0.1π, 0.1π], r ∈ [1, 2], t1 ∈ {5, 6, 7} and
t2 ∈ {9, 10, 11} uniformly. The resulting trajectory from these parameters was visually assessed
by the experienced eye of EUROCONTROL staff members as a reasonable choice for testing. One
should keep in mind that the units of measure in this thesis do not represent those encountered in
reality. A feasibility test can be performed as long as we are consistent with training and testing
on the same types of data. Each cost value for a certain set of parameters is determined by
analysing the same trajectory for 100 runs and averaging the cost. The variance of the simulated
measurement noise is denoted by σsim = 0.45, which is not to be mistaken for model observation
model parameter σ.
We work with the following baseline choice of parameters, and then change them one at a time,
to assess how sensitive tracker performance is to that individual parameter. The baseline sets of
parameters in this section is: N = 1000 and w̃ = 0.25. The baseline set for the PAFM consists of
αm = 0.1, αγ = 0.1, βm = 0.1, βθ = 0.1, βγ = 0.1.
The goal of this section is to gain insights in the influence of the different parameters on the
performance of the single-aircraft tracker. The parameters N , σ, w̃ and dynamic model parameters
are analysed in Sections 3.4.1, 3.4.2, 3.4.3 and 3.4.4 respectively.

3.4.1

Number of samples

Let us first take a look at the number of samples N in the condensation algorithm. One would
expect that a high number of samples results in a higher accuracy of the algorithm. Figure 3.2
presents various runs of the single-aircraft tracker with the standard parameter set. Only the
number of samples differs from the standard setting, we simulate N = 10, 100, 1000, 10000 and
analyse the resulting costs. Based on the 100 runs of the tracker, we plot densities of the costs.
We would like to see the cost density as close to 0 as possible, which would imply a perfect filtering
of the process noise. It is clear that this is not the case for all number of samples. We see that for
N = 10 the density is focussed on higher cost values, but for N ≥ 100, the average cost is hardly
influenced by an increase in N .
Figure C.2 shows the same analysis, but for w̃ = 0.05. Again, we see that for N ≥ 100 the
average cost is almost immune for the value of N . We do however see that the cost values for
N = 10 are more spread out than in Figure 3.2. One can see that the variance of the cost function
for N = 100 is higher than for N = 1000 and N = 10000. Table 3.1 confirms these observations.
The difference in standard deviation between N = 1000 and N = 10000 in favour of the case
N = 1000 is most probably because of the small number of runs and should not be used for the
conclusion that N = 1000 is somehow more stable than N = 10000.
N
10
100
1000
10000

mean
1.54
1.44
1.43
1.43

standard deviation
0.15
0.07
0.06
0.07

Table 3.1: mean and standard deviation of the single-aircraft tracker average distance costs for
different values of N in combination with the baseline parameter set, based on 100 runs each.

Since there does not seem to be much quality improvements for N ≥ 1000 and computational
demands increase for each extra sample, we will from now on use N = 1000.

3.4.2

Observation model variance

The parameter σ models the assumed variance of the observation model. It is closely related to
the measurement noise process, which is simulated with parameter σsim . In real-world examples
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Figure 3.2: density of average distance costs for different values of the number of samples N . The
densities are based on 100 runs of the tracker on the same dataset.
the nature of measurement noise is unknown, which makes the choice of σ complicated. Our
simulated dataset is only an approximation of real-world data, but we still might be able to learn
from studying the relation between σ and σsim .
Figure 3.3 shows an analysis of how σsim and modelling parameter σ influence the average
distance costs. The cost values are averaged over 100 runs of the single-aircraft tracker with
standard parameters, except for the value of σ. Naturally, for a fixed σ we see that a higher value
of σsim results in a higher cost. For a fixed σsim , the value of σ that minimizes the costs is rather
difficult to distinguish. This minimizing σ seems to increase as σsim increases.
If the real-world measurement process underlying a dataset is approximated by the noise model
in our simulation and an estimated value of the process of σsim was available, a good rule of thumb
for the choice of σ is expected to be σsim , judging from Figure C.3. However, the problem remains
that estimating σsim is often difficult in practice.

3.4.3

Observed sample weight

Figure 3.4 presents an investigation of how the combination of w̃ and σ influences the tracker
costs. Figure C.1 shows the same graph for more values of w̃ (observed weight). It appears that
σ = σsim = 0.45 is not the minimizing value with respect to the average distance cost.
One can see that the range of cost values becomes tighter as w̃ → 1. This can be explained by
the decreasing influence of σ for a high w̃. The re-sampling process is after all mostly dictated by
the observed sample when w̃ is close to 1.
When w̃ → 0, we see that the influence of σ is increasing. If the user has a preferred w̃ value,
the optimal σ value can be determined by this analysis.
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Figure 3.3: values of the costs (average distance, see Section 3.3) of the single-aircraft tracker,
tracked by the PAFM for observation model parameter σ for a simulation noise setting of σsim .
For a sharp right simulated turn dataset, see Section A.1. Each trajectory was tracked 100 times,
and costs were averaged to find the plotted values. These values correspond to Figure C.3.

3.4.4

Dynamic model parameters

Figure 3.5 shows the cost density for different values of PAFM parameter αm . The curve corresponding to a fixed value of αm represents the density of cost values. All αm values lead to about
the same cost density, which results in the conclusion that the parameter is hardly influential on
the costs of the single-aircraft tracker.
This can be explained by the fact that the considered dataset is a turn with constant velocity.
The variable m in the PAFM represents the magnitude of the velocity. For the analysed trajectory,
this magnitude is constant. In the condensation algorithm it suffices to let samples with the wrong
velocity become extinct and those with the right velocity survive. The surviving samples then have
no need for a change in magnitude in velocity, which is directed by αm .
A similar analysis was performed for the parameters αγ , βm , βθ and βγ of the PAFM. The
results of these analysis can be found in Figures C.4, C.5, C.6 and C.7. Our conclusion for these
parameters is no different, none of them seem to have a significant influence on the tracker quality.

3.4.5

Parameter optimization

Parameter optimization can help to increase tracker performance. However, the optimal parameters might be different for each trajectory. Since there exists an infinite number of different
trajectories, it is not possible to determine a parameter setting for each potential trajectory. This
section explains how genetic optimization can be used to find parameters such that tracker per-
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Figure 3.4: costs (average distance, Section 3.3) of the single-aircraft tracker, tracked by the PAFM
for observation model variance σ and observed weight w̃. For a sharp right simulated turn dataset,
Section A.1. Each track was tracked 100 times, and costs were averaged to find the plotted values.
formance is near optimal for a certain type of trajectories. This can be done for any (sub)set of
trajectories.
In many optimization problems, genetic algorithms have proven to be a good approach of
finding optimal parameters [15, 16]. Genetic algorithms were originally applied for problems
with discrete parameters. Haupt presents an approach to problems with continuous parameters
inspired by genetics [17]. The optimization described in Appendix B.3 is heavily based on Haupt’s
approach.
In Section 3.5, we compare the single-aircraft tracker performance between the SM and PAFM.
To ensure a fair comparison, we let the parameters of both models be optimized by the genetic
optimization algorithm. The observed sample weight w̃ is kept outside of the optimization, to
ensure that the share of the condensation algorithm in the believed location is equal for both sides
of the comparison. Both values 0.05 and 0.25 are used for w̃ in different optimizations for the
PAFM and SM, resulting in a total of optimizations.
Figure 3.6 shows the costs of a genetic optimization on toy data for the PAFM with w̃ = 0.05.
The figure can be interpreted as follows; every time step, new combinations of parameter sets are
tested and the lowest cost of all of these combinations is shown in the plot. One can see that
the genetic optimization is not finding a new global minimum very often, but the overall trend
seems to be decreasing. The genetic optimization approach is suitable for problems with many
local minima and the algorithm is unlikely to get stuck in one of them. The minimum cost found
during the entire optimization was 1.46 for parameters: αm = 0.35, αγ = −0.14, βm = 1.13,
βθ = 1.75, βγ = 4.16 and σ = 0.32.
For w̃ = 0.05, we find Figure C.8 with minimum cost 1.33 and parameters αm = −4.57,
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Figure 3.5: density of costs for different values of the PAFM parameter αm .
αγ = 0.40, βm = 2.65, βθ = 4.72, βγ = 4.86 and σ = 0.50
Likewise, an optimization is run for the SM with w̃ = 0.05, resulting in a cost of 1.48 parameters
αx = 2.37, αy = −0.33, αz = −2.82, βx = 2.90, βy = 2.00, βz = 7.97 and σ = 0.27. The cost
values during the optimization can be found in Figure C.9.
For w̃ = 0.25, we find Figure C.10 for cost 1.35 and parameters αx = −5.16, αy = −5.15,
αz = 1.09, βx = 3.26, βy = 0.29, βz = 3.76 and σ = 0.46.
The difference in parameter values for the PAFM and SM for different values of w̃, combined
with the results from Section 3.4.4, lead us to believe that the dynamic model parameter choice
might not be very influential on the tracker performance. We also note that the optimized value
of σ is smaller for the PAFM model than for the SM model.
We notice that the optimized value of σ is smaller for the PAFM model than for the SM model.
For the PAFM, the found values of σ by the genetic optimization do not contradict our belief that
σ = σsim for the case w̃ = 0.5 is a good rule of thumb, as found in Section 3.4.2. When w̃ = 0.05,
the optimized value of σ is found to be 0.3 for both models. This leads us to believe that the
rule of thumb for the choice of σ might need a constant factor depending on w̃. The final costs of
the PAFM appear to be smaller than those of the SM. However, we can not be certain that the
minimum cost has been found and that the difference in costs is not the result of randomness. We
therefore do not dare to conclude superiority of the PAFM over the SM, but we remain hopeful.

3.5

Results

The performance of the single-aircraft tracker based on the condensation algorithm can be judged
from different perspectives. It can be expressed in quality measures like in Section 3.3 and it can
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Figure 3.6: the minimum value of average distance cost values (vertical axis) for parameter combinations of the PAFM with w̃ = 0.05 during the topt = 100 steps (horizontal axis) of genetic
optimization with npop = 20, nkeep = 4,  = 0.01 and mutation rate m = 0.3. Every cost value
was averaged over 10 trajectories of sharp right turns, as defined in Appendix A.1.
be observed by the human eye which might be able to distinguish some patterns. In this section,
we use both of these perspectives to gain insight in the operations of the single-aircraft tracker.
We compare two dynamic models, the Singer model and the polar acceleration feedback model
as defined in Sections 2.4.2 and 2.4.4 respectively. They were both put through the genetic
optimization algorithm to find parameters that ensure a fair comparison.
Figure 3.7 shows a sample trajectory, tracked by the single-aircraft tracker for the PAFM model
with w̃ and the corresponding optimized parameter set. The sample trajectory is based on a toy
dataset, as defined in Appendix A.1. The true trajectory is denoted by grey points, ranging from
black at the beginning of the trajectory to light grey at the end of the trajectory. While observing
the figure, one should keep in mind that the observations and believed locations are only available
for discrete time steps and it would therefore be sensible to only plot points. However, we find
the presence of connecting line segments to be very helpful while interpreting the plot in terms of
chronological order of the points. One can see that the believed trajectory is somewhat smoother
than the noisy observed trajectory at the beginning. At the end of the trajectory, this is not the
case. At the end of the turn, the tracker has trouble adapting to the heading change. The average
distance cost as defined in Section 3.3 of this scenario is 1.46.
Figure 3.8 shows the same trajectory, only with w̃ = 0.25 and the corresponding optimized
parameter values for the PAFM. We observe that the believed trajectory appears to be closer to
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Figure 3.7: a single descending right turn trajectory with true noise parameter σsim = 0.45 tracked
for 30 time steps. Tracker parameters: N = 1000, σ = 0.32, w̃ = 0.05. With the PAFM dynamic
model as presented in Section 2.4.4, with parameters: αm = 0.35, αγ = −0.14, βm = 1.13,
βθ = 1.75 and βγ = 4.16. The red line represents the series of noisy observed locations and the
blue line represents the series of believed locations computed as the mean of all samples at each
time step. The grey dots represent true locations, where black represents the beginning of the
trajectory and white represents the end of the trajectory.
the true trajectory. This observation is supported by the average distance cost of 1.33, which
is lower than the cost of Figure 3.7. Comparing both figures, we feel like the second believed
trajectory is smoother than the first.
In Figure 3.9, we analyse a similar situation where w̃ = 0.25, only for the SM and its optimized
parameters. Compared to the PAFM tracker with w̃ = 0.25, the performance of both models
is hardly distinguishable. The SM tracker has an average distance cost of 1.34, which is only
slightly higher than the PAFM cost. We do not dare to draw any conclusions based on this small
difference, because of the randomness in the tracking project.
Figure C.11 shows the tracking of the SM with w̃ = 0.05 and the accordingly optimized
parameters. The average distance costs are 1.46, which is strikingly similar to the PAFM. The
conclusion that the SM and PAFM have a similar performance for all types of trajectories can
not be drawn from these tests. However, we can carefully observe the analogies between the
performance of both models on this specific toy dataset.
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Figure 3.8: a single descending right turn trajectory with true noise parameter σsim = 0.45 tracked
for 30 time steps. Tracker parameters: N = 1000, σ = 0.5, w̃ = 0.25. With the PAFM dynamic
model as presented in Section 2.4.4, with parameters: αm = −4.57, αγ = 0.40, βm = 2.65,
βθ = 4.72 and βγ = 4.86. The red line represents the series of noisy observed locations and the
blue line represents the series of believed locations computed as the mean of all samples at each
time step. The grey dots represent true locations, where black represents the beginning of the
trajectory and white represents the end of the trajectory.
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Figure 3.9: a single descending right turn trajectory with true noise parameter σsim = 0.45 tracked
for 30 time steps. Tracker parameters: N = 1000, σ = 0.46, w̃ = 0.05. With the PAFM dynamic
model as presented in Section 2.4.2, with parameters: αx = −5.16, αy = −5.15, αz = 1.09,
βx = 3.26, βy = 0.29 βz = 3.76. The red line represents the series of noisy observed locations and
the blue line represents the series of believed locations computed as the mean of all samples at
each time step. The grey dots represent true locations, where black represents the beginning of
the trajectory and white represents the end of the trajectory.
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Chapter 4

Neural Network
The eventual multi-aircraft tracker aims to incorporate interactive behaviour between aircraft,
which is something a single-aircraft tracker can never do because it lacks the information that is
available in the entire airspace. By timely predicting a potential evasive manoeuvre, the system
could learn when the first effect of an evasive manoeuvre is expected to start affecting a target
trajectory. Without this adaptation, a single-aircraft tracker will always lag behind one or more
time steps.
Interactive behaviour between two or more flying objects may depend on many different factors
and is therefore rather complicated to predict. Neural networks have shown great potential in the
learning of complicated relations in other application areas [18, 19, 20]. Schmidhuber provides
a historical overview of deep learning in neural networks [21]. The fascinating field of neural
networks might prove to be a good component of our multi-aircraft tracker. In this chapter, we
present an initial attempt to test the feasibility of neural networks for the task of correcting a
single-aircraft tracker for interactive behaviour of aircraft. We do not study the ability of neural
networks to function as a single-aircraft tracker.
Because real-world data of aircraft interactions is rather scarce, we resort to a simulated
dataset. In this thesis, a drone is an unmanned aerial vehicle that does not have a human pilot
aboard and is capable of dynamic manoeuvres due to its low weight. Drones are used for many
tasks such as surveillance, racing and delivery. In our simulation drones are utilized for the latter
task. Tightly summarized, the simulated scenario comes down to a closed area where drones fly
to deliver imaginary packages between landing sites. Without hindrance, they will climb to a
preferred altitude, perform a level flight directly towards their destination and eventually descend.
When a certain threshold definition is met of close proximity or collision danger with another
drone, an evasive manoeuvre is initiated. This manoeuvre is always a level right hand turn, which
is only stopped when the potential collision is successfully avoided. If necessary, a recovering manoeuvre is made in the form of either a left or right hand side turn, whichever leads to the fastest
straight course towards the landing site. A detailed description of the simulation can be found in
Appendix A.2.
Figure 4.1 shows the realization of a simulated scenario of 4 drones flying in an airspace.
There are two types of drones in this scenario, denoted by green and blue trajectories. The main
difference between the types of drones is their preferred altitude. The red dots shows when a drone
is in evasive manoeuvre mode and it is performing a level right turn. Figure 4.2 shows a different
angle and zoomed perspective, where the interaction between the two blue drones is clearly visible.
Though this is by far not a realistic simulation, we expect that the neural network can learn
this interactive pattern to some extent. Simulating our own data comes with the benefit that any
relevant information can be measured and a large enough dataset is always available provided
there are no time constraints.
A neural network is trained on the simulated dataset to investigate its ability of learning the
simplified interactive behaviour. We emphasize that this is merely a preliminary trial in one
of many possible directions and that a more thorough investigation should be performed before
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Figure 4.1: trajectories of four simulated drones and their interactive behaviour. Two green drones
1
have parameters v = 1, γ = 16
π, h = 2, r = 2, d = 3 and the two blue drones have parameters
1
v = 1.5, γ = 8 π, h = 3, r = 2, d = 5. See Appendix A.2 for a detailed simulation description.
applying the system in practice. However, this research could be the first step towards insight in
the ability of neural networks to predict interactive behaviour between aircraft.
One should be careful when extending the application to commercial aircraft, because most of
their (evasive) manoeuvring is due to human interference. When human interference is included in
tracker predictions, this might have effect on the human reaction to the prediction. If the reaction
is changed because of this, the prediction might retroactively be rendered untrue. Nevertheless,
if the prediction of the trajectory based on historical data is used as a suggestion of evasive
manoeuvre is properly presented to the controller, can potentially be very useful.
The implemented neural network in this thesis is programmed in version 1.4 of TensorFlow
[22]. Section 4.1 introduces the necessary concepts for a basic understanding of neural networks.
The design choices for the implemented network are presented in Section 4.2. Section 4.3 discusses
the results of training and testing the neural network implementation.

4.1

Neural network general theory

The idea of neural networks is based on biological processes in animal brains [2]. A neuron is
an electrically excitable cell that receives, processes, and transmits information through electrical
and chemical signals. Neurons are the primary components of the central nervous system, which
includes the brain.
In neural network theory, neurons are represented by nodes. Each node receives input from
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Figure 4.2: trajectories of four simulated drones and their interactive behaviour. This is a zoomed
in version of Figure 4.1
.
one or more other preceding nodes and will output a signal that is passed on to the next node. A
signal going from node to node will pass through two stages. First, it is multiplied by a weight
belonging to the specific connection between the preceding node which issued the signal and the
receiving node. Secondly, at the receiving node, the signal will be subjected to a function that
combines the signal with all other input signals and outputs a single value. This value is then
used as output of the node.

v3
w3

v2

w2

v

w1
v1

Figure 4.3: schematic overview of part of a neural network.
Figure 4.3 shows a schematic overview of part of a neural network. The left three nodes have
values v1 , v2 and v3 and precede the node on the right of the figure. The values of the left three
nodes are each multiplied by their respective weights w1 , w2 and w3 . The sum of this multiplication
is used as input for the activation function which determines the value of the right node:
v = f (w1 v1 + w2 v2 + w3 v3 ).
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(4.1)

The value v can then be used as input for other nodes. The activation function f can have many
different forms, as described below.
Let d ∈ {1, 2, ..} denote the number of nodes of which input is received and let u ∈ R be their
weighted sum, such that:
d
X
u :=
w i vi ,
(4.2)
i=1

where vi is the output value of node i and wi the corresponding weight. The eventual value v of
the node depends on u and the choice of activation function f :
v = f (u).

(4.3)

Common activation functions are:
Linear The linear activation function returns the input value:
flinear (u) = u.

(4.4)

This simple function does not perform any alterations between input and output values.
Sigmoid The Sigmoid function is commonly used for neural network design:
fSigmoid (u) =

eu
,
1 + eu

(4.5)

which takes on values in [0, 1]. The continuous nature of the Sigmoid function allows for
gradients to be used for optimization.
ReLu First introduced by Hahnloser in [23], the rectifier is an activation function which comes
from a biological background. The rectified linear unit is commonly abbreviated by ReLu
and defined as follows:
fReLu (u) := max{0, u} ≈ ln(1 + eu ).
(4.6)
The continuous approximation is used so that it is possible to calculate a gradient while
optimizing.
Softmax The softmax function is not a classical activation function in the sense that it takes
and returns more than one argument. Let {v1 , ..vd } be the input received from the previous
layer, then:




wi vi
e
fsoftmax (v1 , .., vd , w) = Pd
.
(4.7)

ewj vj 
j=1

i=1,..,d

are the normalized values that are usually used to express belief in different classes of a classification
problem. The resulting values can be seen as a categorical probability distribution.
A neural network is the combination of all nodes, their connections, weights and activation
functions. The notion of layers helps to describe the lay-out of a neural network without having
to address each node separately. It is customary to have the same activation function for all nodes
in a layer. In the example in Figure 4.3 the left three nodes (with values v1 , v2 and v3 ) are part of
a layer and the right node (with value v) is part of a subsequent layer. There are three different
stages of layers in a neural network:
Input layer This is the starting layer, consisting of nodes that represent input information and
have only outgoing connections to the first hidden layer.
Hidden layer A neural network often has more than one hidden layer. All nodes in every hidden
layer have both ingoing and outgoing connections.
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Output layer The output layer acts as final network layer and has only incoming connections
from the last hidden layer.
A neural network can be seen as a very complicated function that aims to describe the relation
between input and output values of a given dataset. Let this input be denoted by x and let y be
the corresponding output. In the general theory, x and y can contain many data types such as
binary numbers, integers, real numbers and even text values. In our case, x is a list containing
binary and real values, which is further specified in Section 4.2.1. The output y consists in our
case of binary values. Let h be a very complicated function such that
y = h(x, w)

(4.8)

describes the entire relation between input x and output y. The vector w contains all weights
w1 , w2 , .. of every connection in the neural network. The function h is set by the design of the
neural network, and is a combination of all chosen activation functions and connections. The
weights w are to be learned and have a huge impact on the predictions of h.
The objective is to choose the weights w such that the relationships in the training data
{xi , yi }i=1,..,n are captured by h, so that the total loss is minimized. For data element i, the loss
is described by:
l(yi , h(xi , w)).
(4.9)
Training the network is the process of finding weights w that achieve minimal total loss. When
all activation functions are differentiable, a gradient for the entire network can be computed and
used by a gradient descend optimizer to adjust the weights of the network accordingly.
The number of layers, number of nodes, the connections structure and loss function are design choices and can be of high influence on the networks learning abilities to specific problems.
Since this is a first attempt to apply neural networks to predict interaction between aircraft, we
cannot yet expect our network design to perform extremely well. The exact design choices of our
implementation are explained in Section 4.2.

4.2

Design choices

In our dataset of aircraft interactions, the surroundings of an aircraft are are modelled as threedimensional binary images. By a binary image, we mean a tensor of which every element takes
either value 0 or 1. The design of our neural network is largely based on the approach used for
the popular MNIST dataset [24], which consists of binary images of handwritten numbers and
labels assigned by humans. Convolutional neural networks are the current state-of-the-art model
architecture for image classification tasks [25]. In convolutional and pooling layers, it is common
to use notions as image and voxel because of the spacial relations between neighbouring voxels.
But for the neural network, a voxel is the same concept as a node and an image can be viewed as
a layer. We characterise three different types of layers:
Convolutional layer In a convolutional layer, a filter is applied to equal sized subsets of voxels.
Every different subset of voxels that is processed by the filter results in one node accompanied
by one value. The value of this node is equal to the sum of the voxel values multiplied by
filter weights. A filter is a tensor with weight values corresponding each voxel of the subset it
is applied to. Convolutional layers often consist of multiple filters, so that different features
can be highlighted. An advantage of convolutional layers is that for one filter all weights are
shared over the entire image, which reduces the total number of weights subject to training.
A convolutional layer can discover spacial relations within an image.
Pooling layer A pooling layer reduces the dimensionality of the preceding convolutional layer in
order to decrease processing time. A commonly used pooling algorithm is maximum pooling,
which analyses subregions of the previous layer. Each of the subregions results in one node,
which has the maximum value of all voxels.
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Dense layer Dense layers are layers where all nodes receive connections from all nodes in the
preceding layer. They perform classification on the features extracted by the convolutional
layers and downsized by the pooling layers.
Figure 4.4 shows an example of a convolutional layer and a pooling layer. The preceding layer,
which can either be the input layer or a different hidden layer, contains 11 · 11 = 121 nodes. Every
voxel has a value, and represents a node. The convolutional layer applies a 3 by 3 filter to the
image, which results in 3·3 = 9 weights that are subject to training. The result of the convolutional
layer is a 9 by 9 image on which a pooling layer is applied. The pooling layer processes 7 by 7
subgroups of voxels, which results in a 3 by 3 image of maximum values of the subsets. This layer
can then be used for further processing by following layers.

Figure 4.4: two-dimensional schematic overview of a convolution layer followed by a pooling layer.
If interactive behaviour between aircraft can be learned, we expect it to be because of the
information concealed in the environment and displacement images of the surroundings. Convolutional neural networks are known for their performance in image analysis problems, such as
handwriting recognition [24]. The architecture for convolutional neural networks seems especially
well-designed for the analysis of spacial relations, which we expect to play a large role in aircraft
interaction. We therefore choose a convolutional lay-out for our neural network.
In many neural networks applications, the output is a classification layer. For a number of b
classes, each class has one node in the output layer. Every node represents a potential class, and
the output of the network can only be one class at a time. The value of a node can either be 0
(which means this is not the believed class) or 1 (which means this is the believed class), such that
exactly one node has value 1. The vector of these nodes is called a one-hot vector of length b.
Section 4.2.1 discusses how the simulated data is represented in the dataset. In Section 4.2.2
we present the eventual layout of our neural network that is based on the above three types of
layers, but adapted to the data representation.

4.2.1

Data representation

Real-world datasets of aircraft interaction manoeuvres are very scarce, which is why we simulate
our own dataset for this feasibility study. A simulation comes with the drawback of being a
simplified version of realistic scenarios. This means that the learning capabilities of the neural
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network depend on the likeliness of the simulation compared to real-life situations. However, the
simulated dataset is expected to capture some behavioural elements so that we can investigate the
potential use of neural networks in an eventual tracking system.
Figure 4.1 shows the realization of a simulated scenario. The simulated dataset consists of:
Environment image The environment image represents all other aircraft in the surrounding
of our drone. For a predetermined number of voxels in all directions, each representing
an interval of a fixed distance, a three-dimensional tensor is build around the drone at
a given time. A voxel is a three-dimensional pixel. The environment image is a threedimensional image where each voxel represents a physical cube in the surrounding of the
drone. When a cube is occupied by at least one aircraft, a value of 1 is applied in the matrix
for the corresponding indices. Otherwise, a value of 0 is applied. Figure 4.5-B shows how
a given airspace situation is translated into the environment image schematically for a twodimensional scenario. This image is oriented based on North, East and the perpendicular
vertical axis without any regard for the aircraft heading. The environment image consists of
10 · 10 · 10 = 1000 voxels.
Displacement image The displacement image depicts the expected surroundings for one step
in the future. It is built in the same way as the environment image and consists of the
same position plus the velocity for every drone. This approach comes with the advantage
that the size of the displacement image is known, which would not be the case if a list
of velocity vectors would be used for every drone because the number of drones may vary
for every scenario. The displacement image is based on the assumption that the drone
is able to measure the other drones positions and velocities. Figure 4.5-C shows how a
given airspace situation is translated into the displacement image schematically for a twodimensional scenario. The displacement image consists of 10 · 10 · 10 = 1000 voxels.
Heading This is the current direction in which the drone is headed. It plays a rather important role, because it possesses the information about how to interpret the environment and
displacement images.
Velocity The value of the current drone velocity.
Prediction The value of either the x, y, or z coordinate that is predicted by the single-aircraft
tracker for some given time in the future.
Correction The difference in either x, y or z direction (corresponding to the direction of the
predicted value) between the predicted location and the true location, is defined as the
correction value. The correction values is discretized so it belongs in one of b bins. A onehot vector is created where the value 1 corresponds to the discretized correction value. This
approach mimics the output of a classification problem and allows for the utilization of many
of the available techniques.
All of the above quantities can be obtained from the simulation. The environment image
and displacement image are available from observations. The heading, velocity and prediction
are derived from the single-aircraft tracker. Only the correction value requires the ground-truth
aspect of the simulation and is not available in real-world scenarios. After all, if the correction
value was known, the tracking problem would be trivial.
The prediction and correction values only relate to one of the Cartesian axes. For every
interactive situation that is encountered during the simulation, three data points are created for
the x, y and z direction. Each is saved in a separate file, so that the resulting three dataset contain
only data points about one axes. The reason for this decoupling is that the correction element
of the data is preferably described by a one-hot vector, so that the well-researched classification
approach can be utilized. Describing a three-dimensional correction value, even though it might
be discretized, results in many possible classes. For b = 10, this would result in 103 = 1000
classes. Only for the prediction and correction values is this decoupling approach applied. The
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environment, displacement, heading and velocity values are the same for each of the three data
points.
The decoupling of (x, y, z) for the prediction and correction information is a potential flaw of
the investigation of the feasibility of neural networks to predict interactive behaviour. Because
of this decoupling, the potentially essential relation between x, y, and z might be lost. Most
applications of neural networks that model non-linear functions are based on classification problems, requiring an output one-hot vector. Due to time constraints and the limited availability on
non-classification problems in the field of neural networks and their applications, this modelling
decision was inevitable. Neural networks have been applied to predict aircraft trajectories in the
vertical plane [26]. Their model only pertains the vertical axis, which can be seen as a decoupling
of the Cartesian information, much like our approach. The promising results of these studies
lead us to believe a decoupling of the coordinate information does not necessarily compromise the
ability of neural networks to learn prediction of aircraft interaction behaviour.
Including information about x(t), y(t), and z(t) in a single one-hot vector would require the
vector to be very long in order to cover all possible unique combinations of values. An approach
outside of the classification domain where the three-dimensional information is not represented
by a one-hot vector is possibly a better option to capture all available information in a concise
way. However, for the our goal of testing the feasibility of neural networks in this domain, the
decoupled classification approach is an interesting case.

4.2.2

Network layout

The data representation in Section 4.2.1 defines the information that is split into the input layer and
output layer of our neural network. The input layer consists of all information elements except for
the correction label, which functions as the output layer. Figure 4.6 provides a schematic overview
of the implemented neural network. The input layer is represented by black nodes on the left side
and the output layer can is depicted by the black nodes on the right side. Every grey nodes are
part of one of many hidden layers. The network consists of so many nodes that some are denoted
by vertical dotted lines for the sake of clarity.
The displacement and environment images data is similar to the MNIST example and will
therefore be put through multiple convolution and pooling layers. However, since our data consists
of more than one single image, the convolutional and pooling layers are only applied on the separate
environment and displacement images. Heading, velocity and prediction information are not part
of either the environment or displacement image and will therefore not be analysed by convolutional
or pooling layers. After their separate layers, all groups are concatenated into one layer and will
then follow a few dense layers.
Let us first discuss the processing of the environment image. The three-dimensional image is fed
to a convolutional layer which investigates overlapping subregions. Each input node is multiplied
by its individual weight and the total is processed by the ReLu activation function for subregions
of 5 by 5 by 5 voxels. The choice of ReLu activation comes from its frequent use in image analysis
and especially in the MNIST example. This is done for 32 filters, resulting in 32 compressed
versions of the image. Using multiple filters allows the network to learn different structures of the
image that might not be captured correctly by one single filter. A pooling layer then investigates
(non-overlapping) subregions of 2 by 2 by 2 voxels for each image, where the value of a pooling
layer node is the maximum value of all 8 relevant nodes from the convolutional layer filter. The
remaining 32 compressed images are then processed by another convolutional layer with 64 filters
and another pooling layer. In parallel, the same structure of layers is processing the displacement
image. Therefore, the weights between the environment and displacement images are not shared.
In the bottom part of Figure 4.6 the heading, velocity and position information are processed
by two dense layers. Both layers use the ReLu activation function and consist of respectively 128
and 256 nodes.
After both separate images and the group of heading, velocity and position information are
concatenated into one big layer of nodes. The resulting layer is then processed through by dense
layers with ReLu activation with 1024 and 512 nodes. The final layer is another dense layer with
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nodes equal to the number of classes b = 10. This last layer applies the softmax function to
normalize the values into a probability distribution.
Another design choice is that of the loss function. Without a loss function, the supervised
learning problem would not have anything optimize. Let w be the weight vector in the neural
(n)
(n)
network and {p1 , .., pb } = h(xn , w) be the output of the softmax condensational layer for
input data point xn . The total number of points in the dataset is D, such that n = 1, .., D. Let
yn ∈ {1, .., b} be the true label corresponding to datapoint n. The output of the softmax layer is a
one-hot vector of length b, which should first be converted into an integer in order to be compared
to the true label. Let ŷn be the label estimate:
ŷ =

(n)

b
X
i=0

eβpi
Pb

(n)

βpj
j=1 e

i,

(4.10)

(n)

which is an approximation of the index i for which pi = 1. This approximation is needed
because the argmax function is non-differentiable and is not compatible with gradient descend
optimization. For β = 10, we have found that the approximation accuracy is acceptable for our
purposes. One should keep in mind that for high values of β, numerical issues might occur. With
integer value ŷn , we can define the loss for data point n ∈ {1, .., D}:
l(yn , ŷn ) = (yn − ŷn )2 .

(4.11)

The average loss for the entire dataset is then:
D
1 X
l(yn , ŷn ).
D n

(4.12)

This loss function ensures symmetry around the true label y and penalizes large errors more heavily
than small errors. Since the loss function takes the true label, it can only be used while learning
under supervision.
Our final design choice is that of optimization method. We select the commonly used gradient
descend optimizer. When the gradient of h(xn , w) with respect to w is computed, the optimizer
will adjust the weights by the values found after the gradient has been multiplied by the learning
rate. A small learning rate means it might take a very long time to converge to a (local) minimum
of the loss function. However, a big learning rate might result in overshooting the minimum and
never converging at all. It is key to find a learning rate such that both effects are well balanced. We
tested different values of the learning rate and found that 0.001 had the best optimizing behaviour
for our problem.
Section 4.3 presents the training and testing of the neural network for the simulated dataset.

4.3

Training and testing

Using the simulation presented in Section A.2, approximately 2300000 evasive manoeuvres are
generated for the dataset that is used for supervised training of the neural network. The exact
simulation procedure can be found in Appendix A.2. The testing dataset consists of 5000 data
points. One data point is the combination of one of each informational elements as listed in Section
4.2.1.
The neural network as defined in Section 4.2.2 is trained by a gradient descent optimizer.
During our trial and error phase of testing the right batch choice, an experiment where the entire
dataset was used lead to memory issues. Therefore, it is necessary to use batches (subsets of the
data) for training steps. An advantage of training in batches is that the gradient from a specific
weights set will be different for every batch. This noisiness is exactly what you want in non-convex
optimization, because it helps to escape from local minima. We tried many combinations of batch
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size and learning rates and found that a batch size of 2000 combined with a learning rate of 0.001
lead to faster convergence to a smaller loss value than any other combination.
For every learning step, the loss function as defined in Equation (4.11) is measured. Figure
4.7 shows the loss per training step for 1000 training steps. The loss seems rather variable and
an overall decrease is hardly noticeable. Figure C.12 shows the average of the loss up and until
every time step. We gladly observe the descending trend of the average. However, the domain of
loss values encountered during our training is [23, 17.5] while the average loss only converges to
a value of 20.4. One should keep in mind that a loss function of 0 represents prefect predictions
for the entire dataset, so the domain in which the descend of the average loss occurs, is somewhat
insignificant.
With every new time step, the influence of the loss value in that step decreases because of the
total number of steps. To compensate for this effect, we also consider the moving average loss,
which is the average loss over the past 100 time steps. For the first 100 time steps, the moving
average and average are equal. The moving average loss can be found in Figure C.13.
During testing, the neural network is applied to the test dataset, without allowing it to optimize
the weights. The loss of the test dataset is 21.04, and the average absolute distance between the
predicted label and correct label is 4.43. This is a very high value for the absolute distance
considering there are only b = 10 bins in total and the maximum absolute distance is 9.
Assuming that the classification bins are all home to the true label for the same amount of
times, a naive system that always outputs bin 0 is expected to have an average absolute distance
to the correct label of 4.5. Compared to this score, the neural network does not seem to have
learned much about the problem.
The poor performance of this initial test is not a reason to lose trust in neural networks in
general. There are numerous possible reasons of why this test proved ineffective. Let us discuss a
few.
Firstly, the design of the neural network could be suboptimal for the problem. A different
number of convolutional or pooling layers, number of dense layers, number of nodes in each dense
layer, etc. may influence the networks ability to learn the problem.
The dataset might possess so little informational value that no system is able to learn from it.
The decoupling of x, y and z data in different datasets might be the missing link for information.
However, this is not likely because the value of heading is provided, which should give the system
enough information about the orientation of all information.
The last, and in our opinion the most likely, explanation revolves around the performance of
the single-aircraft tracker. When looking at the results from Chapter 3.5, we see that the tracker
has a relatively high accuracy at the beginning of the turn and usually a big error at the end of
a turn and during the stabilizing time steps after the turn. The dataset contains no information
about whether a data point is at the beginning, middle or end of an evasive manoeuvre. Without
information about the progress of an evasive manoeuvre, it might seem arbitrary from the point
of view of the neural network if a big or small correction is needed or even if it is needed at all.
If this effect is strongly present in our design, it might complicate the learning process to such an
extent that the neural network turns towards a naive guess that disregards any input information.
Two solutions to the above problem come to mind, which are discussed in Section 6.1 as potential
future research topics.
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Figure 4.5: two-dimensional schematic overview of how A) an airspace situation with surrounding
aircraft is stored in the B) environment image and C) displacement image. The initial location of
the drone we are observing is denoted by a white dot, and its velocity by the connecting arrow.
The black dots and connected arrows represent surrounding aircraft and their velocities. Note that
the displacement image is based on the locations plus velocities of other drones. The centre of
the displacement image is shifted compared to the current location by the velocity of the observed
drone, so that the expected location of the next time step is the centre of the displacement image.
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Figure 4.6: schematic overview of the implemented neural network. The black dots on the left
side represent the input values. The nodes of the hidden layers are denoted by grey dots. On the
right side, black dots represent the output values.
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Figure 4.7: loss value per training step during the training of the neural network, for 1000 steps
of 2000 data points per step. A gradient descent optimization is used to adjust the weights, with
a learning rate of 0.001.
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Chapter 5

Multi-Aircraft Tracker
This thesis was conducted in preparation of the expected increase of innovative airspace users
such as drones. We investigated promising techniques in the field of aircraft tracking. For safety
reasons, an abrupt replacement of the established tracking systems by a new generation of tracking
systems might be viewed as risky. Our multi-aircraft tracker consists of different components that
can each initially be one of the currently available systems. Instead of an abrupt overhaul of
the complete system, we prefer to replace individual components once they have been extensively
tested. In this thesis we have investigated two of the components of the multi-aircraft tracker,
opening the door for future research that might eventually lead to the replacement of one or more
components in the system.
The ultimate goal of a multi-aircraft tracker system is to keep an updated belief of trajectories
for every aircraft in a certain airspace. A central database is used for the storage of all trajectories.
The system receives and processes observations from radar stations at different locations and at
different times. Whenever an observation is received, the relevant trajectory is updated without
influencing the belief of other trajectories. In between the ongoing stream of observations, other
systems may access the database and receive information of all trajectories. The system design of
this chapter consists of three main components:
Track association Whenever radar observations become available, it is initially unclear to which
of the trajectories in the airspace the observation belongs. It might even be the case that
a new trajectory must be initiated due to, for example, a take-off or entry from a different
airspace. The problem of observation-to-track association has not been discussed in this
thesis, so we resort to existing approaches, which are discussed in Section 5.2.
single-aircraft tracker Once it has been determined to which trajectory an observation belongs,
it can be used to update our knowledge about this trajectory. For every aircraft, the database
contains an instance of a single-aircraft tracker. The tracker presented in Chapter 3 is
designed for the use in this multi-aircraft tracker. Its multi-modality and non-linear dynamic
model properties carry over to the multi-aircraft tracker. For cases of highly dynamical or
interactive behaviour in trajectories, these properties are expected to improve the overall
performance of the system.
Interaction component This component is not essential for the operations of a multi-aircraft
tracker, but might improve the quality of track association as well as single-aircraft tracking. The single-aircraft tracker is not able to account for interacting behaviour between
aircraft because it simply does not have access to information about surrounding aircraft.
An interaction component corrects single-aircraft tracking predictions for expected interactive behaviour, based on an overview of the entire airspace. The corrected predictions of a
single-aircraft tracker can be used to improve the track association step as well. The neural
network in Chapter 4 was designed as an interaction component.
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An advantage of the above approach is that components can be chosen independently from
each other. User preference may depend on the current usage of systems or specific assumptions.
The presented structure in this section might therefore be of interest to those who would like to
enhance their current single-aircraft tracker for aircraft interaction, while retaining properties of
their familiar system.
This is strictly a hypothetical chapter meant to provide a starting point for future research and
development of multi-aircraft trackers. Section 5.1 describes the envisioned multi-aircraft tracker
in more detail. In Section 5.2, we discuss available observation-to-track association algorithms.

5.1

General design

The multi-aircraft tracker presented in this section is meant to track aircraft within the boundaries
of a certain airspace. All aircraft trajectories within the airspace have their own track object, an
instance of a single-aircraft tracker with the sole purpose of tracking that specific aircraft. The
single-aircraft tracker does not account for evasive manoeuvres as a result of close encounters. A
neural network can be used to correct the single-aircraft tracker output for interactive behaviour
of aircraft.
Figure 5.1 and 5.2 present two diagrams that jointly visualize a possible multi-aircraft tracker
system. The system is centred around a database, which contains all currently active tracks at
time t for every aircraft. In case of the condensation algorithm-based single-aircraft tracker as
presented in Sections 2 and 3, a track includes all N samples with their dynamic models as well
as location, velocity and acceleration information. Each single-aircraft tracker instance labelled
by i has previously been updated at time ti ≤ t, where i = 1, .., M and M is the total number of
active tracks at time t.
There are two events that trigger activity in the system: a radar observation and an output
request. Radar observations will occur at almost random times, depending on rotation times
and communication delays of different radar sources. Output requests will generally be at more
structural times, such as the refresh rate of an air traffic control display. Each of these events
triggers the components of a multi-aircraft tracker in a different way.
Let us first go over how the diagrams should be interpreted in general. Both diagrams contain
exactly one white box with grey border, which denotes the respective event of that scenario. When
this event occurs, it triggers the outgoing arrows to activate other boxes. A grey box represents a
computer program or function that can manipulate data objects. White boxes represent such data
objects, which have no task other than being used, read or altered by the programs. A time value
at the top of a data element or event box, indicates the latest update time of the data element. A
detailed description of the events and their corresponding diagrams can be found in Sections 5.1.1
and 5.1.2.

5.1.1

Radar observation

Let us start by describing what happens at the event of a radar observation at time t + ∆. A
schematic overview of the following description can be found in Figure 5.1.
First, the observed location must be associated to one track. This problem has been studied
and several approaches have arisen, which are briefly discussed in Section 5.2. Which of these
methods would be most fitting in a multi-aircraft tracker system remains to be seen. It is outside
the scope of this project to investigate this in more depth. To perform the task of observationto-track associations, the algorithm needs an overview of all available tracks and their expected
location at time t + ∆.
This information needs to be extracted from the database of all track states, which have been
updated on or before time t. To fairly compare the observed location with all possible tracks, an
update step for each single-aircraft tracker state i = 1, .., M needs to be performed from ti to t+∆.
This is performed by the prediction algorithm of the single-aircraft tracker, as explained in Section
3.1.4, and results in base single-aircraft states at time t + ∆ for all active tracks. The indicative
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name base refers to the disregard of interaction of a single-aircraft tracker. After processing by
the neural network to account for expected interactive behaviour, the indicative name enhanced
is given to a believed location. Figure 5.1 does not explicitly showcase the enhanced believed
locations, because they are used internally in the track association step.
When all base states at time t + ∆ are generated, the data from these states is converted to
the concise requirements for neural network input. A neural network input object is created using
other predictions for surrounding images and specific track information such as velocity, heading
and predicted location. This object is fed to the fully trained operational neural network that
outputs a correction value.
The correction values and base track states are used as input for the observation-to-track
association algorithm. The algorithm should first try to match the observed location to the
enhanced believed locations. If this is unsuccessful, the base track believed locations may be used.
Otherwise, a new track with associated single-aircraft tracker state is initialized based on the
observed location., such that the total number of active tracks becomes M + 1. The dotted lines
indicate that these actions may not be performed during every iterations.
If an observation is successfully associated to an existing track i, the algorithm will output a
label indicating the specific track. This label is then used to retrieve the corresponding last update
at time ti from the data base. Note that we do not use the predicted location of this track at time
t + ∆, because the new observation should be taken into account when updating the track state.
In case of the condensation algorithm, the observation is used in the measure and sampling steps.
The result is an updated single-aircraft tracker state based on the available observation at
time t + ∆. In case the observation-to-track association algorithm came to the conclusion that a
new track should be initialized, this will also result in a (new) single-aircraft tracker state at time
t + ∆. This state is used to update the data base, which is now up to date until time t + ∆, so
that ti = t + ∆.

5.1.2

Output request

Let us consider the event of an output request at time t + ∆, with an updated database up to and
including time t, so that ti ≤ t where i = 1, .., M . The requested output is a believed location for
each track, accompanied by individual labels so it is clear to which tracks the locations belong.
From the database, all base track states are processed by the prediction algorithm of the singleaircraft tracker from previous update times ti to t + ∆, where i = 1, .., M . The believed states
at time t + ∆ are converted to the neural network format for each track using other tracks to
capture surrounding images information. This is used as input for the fully trained operational
neural network, which outputs corrections corresponding to the believed states on time t + ∆.
To create enhanced output, the correction values are combined with believed locations created
from the updated base track states, as presented in Section 3.1. The enhanced believed locations
are used as output of the system and are ready for visualization on the display of an air traffic
controller.

5.2

Observation-to-track association

The multi-aircraft tracker presented in Section 5.1 is merely a theoretical overview of what such a
system could look like. Every component should be carefully designed so that the overall system
can work in harmony. An in-depth description of how a single-aircraft tracker should function is
described in Chapter 2 and implemented in Chapter 3. The interaction component in the form of
a neural network is introduced in Chapter 4.
The problem of observation-to-track association remains, which is not covered in this thesis
because there is no reason not to use existing methods for this. Assumptions on airspace situations
could motivate the choice of algorithm. When situations of close proximity encounters often occur
within a certain region and the available radar measurements are not of a high enough accuracy,
the importance of an observation-to-track association algorithm might be rather substantial.
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Sittler proposes a Bayesian approach, which permits maximum likelihood estimates to be made
of the observation-to-track association [27]. The maximum likelihood estimator is given in a form
that lends itself to sequential computations performed in real time as the data becomes available.
Sittler uses terms as tentative, confirmed, established data tracks and search areas which are
illustrated by examples.
In a more recent paper, Blackman summarizes motivations, involved principles and alternative
implementations for multiple hypothesis tracking [28]. The paper gives an overview of studies that
favour multiple hypothesis tracking over the conventional single hypothesis approach. Important
current applications and areas of future research and development for multiple hypothesis tracking
are discussed. Blackman concludes that the tracking community indicates that multiple hypothesis
tracking is, at the time of writing in 2004, the preferred method for difficult tracking problems.
We suggest that the approach of multiple hypothesis tracking is used for the implementation
of the multi-aircraft tracker. Correction values for interactive behaviour from the neural network
could be useful in determining the most likely tracks.
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Figure 5.1: diagram of the envisioned multi-aircraft tracker in case of a radar observation. The
grey line refers to the connections made in case of an output request, as presented in Figure 5.2.
White boxes represent data objects that are manipulated by computer programs or algorithms,
which are represented in grey boxes. The white box with grey border denotes the event of a radar
observation, which sparks the data flow in this overview.
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Figure 5.2: diagram of the envisioned multi-aircraft tracker in case of an observation request. The
grey line refers to the connections made in case of a radar observation, as presented in Figure 5.1.
White boxes represent data objects that are manipulated by computer programs or algorithms
which are represented in grey boxes. The white box with grey border denotes the event of an
output request, which sparks the data flow in this overview.
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Chapter 6

Conclusion
The ultimate goal of this thesis is to design a multi-aircraft tracker that can track multiple aircraft
which perform dynamic manoeuvres and interact with each other. The eventual multi-aircraft
tracker consists of three main components of which two were discussed in depth in this thesis.
In Chapter 2, we designed a single-aircraft tracker that has two desired properties: multimodality and the use of non-linear dynamic systems. A literature study led to two potential
candidates: the interacting multiple model and the particle filter. Our single-aircraft tracker is
based on the latter, because of past comparison studies that concluded with a preference for
particle filters. The condensation algorithm keeps a sample set that is processed by three steps
during every cycle: the sample, dynamics and measure steps. Based on the this algorithm, we
implemented the single-aircraft tracker.
Four dynamic models were discussed, of which two were pre-existent before this thesis: the
position velocity model and the Singer model. A novel contribution of this thesis is the design of
two dynamic models: the position acceleration model and the position acceleration feedback model.
These dynamic models use polar coordinates to describe the dependencies on acceleration level.
The polar acceleration feedback model includes two feedback terms that influence the magnitude
of the velocity.
In Chapter 3 we discussed the practical sides of implementing the single-aircraft tracker. Different definitions of discrepancy between the sample set and the believed location led to three
believed model definitions: the maximum a posteriori, the geometric median and the mean. If the
dynamics step of the condensation algorithm is repeated without measure and sample steps, the
tracker can also output predicted locations.
Two extensions of the condensation algorithm were discussed. The first one was implemented
and provides a way to incorporate the observed sample in the sample set, which is computed
using three consecutive observations. A weight value is used to model the importance of the
observed sample. The second tracker extension allows samples of the condensation algorithm to
have different dynamic models.
We discussed different quality measures to assess the performance of our tracker. The root
mean squared error provides information about mean and variance, and is therefore not straightforward in interpretation. The average distance only provides information, but is easy to interpret.
The observed sample weight appears to have a high influence on the average distance cost. A genetic optimization was performed that minimized the average distance costs to find optimized
parameters, allowing for a fair comparison between the Singer model and the polar acceleration
feedback model. There was no significant difference in performance between the two dynamic
models.
The second component of the multi-aircraft tracker is a neural network, was covered in Chapter
4. A brief introduction on neural networks explained the basic concepts of nodes, connections,
weights, activation functions and layers.
A simulation of drones delivering parcels to different locations within a confined area was used
to create a dataset of interaction scenarios. Information of surrounding objects, information about
51

the drone and the predicted value by the single-aircraft tracker are used as input for the network.
The output is a correction value such that it can be modelled by a classification problem, because
of the amount existing expertise in this field.
Neural network design in the field of image analysis inspired us to use a structure of convolutional, pooling and dense layers. A specific design of the implemented neural network was
presented. This network was trained on the simulated dataset and the performance was not as
promising as we had anticipated. There are however many potential explanations for this disappointing performance that should be addressed in future research.
Finally, the design of a multi-aircraft tracker was presented in Chapter 5. It utilizes all of the
previous components in one system that manages a database. The database can be updated by
radar observations and called upon for output by end users, such as air traffic controllers. The
multi-aircraft tracker design is purely hypothetical and meant to visualise the potential combinations of the topics discussed in this thesis.

6.1

Future continuation

Before the designed multi-aircraft tracker and its components can be used in practice, more research and development should be performed. Let us discuss some potential areas of improvement
that could be addressed by future research.
• The condensation algorithm in Section 2.3 is one of many implementation possibilities for
particle filters. This implementation was chosen for its simplicity, but more sophisticated
algorithms might lead to better results.
• The measure step of the condensation algorithm in Section 2.5 assumes a linear observation
model with symmetric multivariate Gaussian noise. Since radar noise is often not symmetrical in all three Cartesian directions, the observation model is a potential area of improvement
for the single-aircraft tracker.
• The parameter selection in Section 3.4 is currently only based on a toy dataset. For testing
with the simulated datasets, the current parameter choices are not an issue. Basing parameters on real-world radar observations should be possible. However, the lack of ground
truth will complicate the use of the currently implemented genetic optimization. A possible
approach would be to use high accuracy GPS data as a substitute for ground truth.
• The neural network in Chapter 4 should be trained for real-world use as well. Training with
real world data could prove to be quite a challenge, as conflict data is scarce. The basic
simulation used for the training of the implemented neural network could be adapted to be
more realistic. To achieve this, the simulation should include:
– a higher number of drone classes, each with realistic values based on real-world drone
types;
– in case the specific airspace for application of the tracker is known, a realistic lay-out
of landing sites, such as airports or post offices in a city;
– a wide scale of evasive manoeuvres that can differ per real-world drone or aircraft type;
– in case the tracker is applied to an area that includes one or more airfields, realistic
airfield traffic patterns.
• The design for the neural network should be critically investigated. The number of types of
layers, the filter size within convolutional or pooling layers, the number of nodes in dense
layers and activation functions are all up for debate. Though a few configurations have been
tried out, it is unlikely that the currently implemented network design is amongst the best
performing designs.
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• In the current implementation of the neural network data, the environment and displacement
images are based on observed values of the other aircraft, as defined in Section 4.2.1. The
accuracy of these images could be increased if the locations and velocities were based on
single-aircraft instances of the respective aircraft, rather than the unfiltered noisy radar
observations. One should keep in mind that the drone itself will in most cases not have
access to single-aircraft tracker output or to radar observations and that its own observation
noise might of a different nature.
• A potential flaw of the current neural network design is that it essentially consists of three
parallel networks, one for each of the Cartesian coordinates. A structure where all coordinate
information is processed simultaneously might be more inclined to learn patterns within the
data.
• One of the potential flaws of the neural networks is that the prediction errors of the singleaircraft tracker might not be of the same order of magnitude for every time step of an
evasive manoeuvre, as discussed in Section 4.3. It could potentially be very helpful to the
neural network if it had a way of determining in what phase of the manoeuvre the aircraft
is. This can be achieved in two ways. The dataset could include a counter that is reset
every time the aircraft is believed to have entered an evasive manoeuvre. This could tell the
neural network in what stage of an evasive manoeuvre the aircraft is in, if we can assume
that evasive manoeuvres always last for roughly the same amount of time. It may however
be complicated to identify at what time an evasive manoeuvre is initialized. A different
approach is to design the dataset so that it contains more information about surroundings
in the previous time steps. This approach will increase the number of input features of the
network and therefore requires the number of connections and weights in network to grow
accordingly.
• As discussed in Section 5.2, a suitable observation-to-track association algorithm must be
selected. We suggest that multiple hypothesis tracking is used in combination with the
multi-aircraft tracker. Correction values for interactive behaviour from the neural network
could be useful in determining the most likely tracks.
• The current design of the multi-aircraft tracker splits the interactive behaviour and singleaircraft tracking into two separate problems. An approach should be considered that does
not require this split. It is not unthinkable that neural networks can be used for the joint
problem of both tracking and interactive behaviour.
• Without a proper measure to assess the quality of a multi-aircraft tracker, one can never
be sure if a system behaves as desired. Schumacher addresses this issue in his paper on
the inconsistencies of existing metrics in the context of performance evaluation [29]. The
paper then proposes a mathematically and intuitively consistent metric that addresses the
drawbacks of current multi-object performance evaluation metrics. Ristic proposes a rigorous
measure based on the distance between two sets of tracks: the ground truth tracks and the
set of estimated tracks [30]. Whichever metric is eventually used, should be a justified choice
that reflects the end users requirements of a multi-aircraft tracker.

6.2

Final thoughts

The condensation algorithm in combination with the novel non-linear dynamic models appears to
output smoother trajectories than trajectories that are merely based on observations. An implementation tested on simulated data results in our conclusion that the method has the potential
to be used in a successful single-aircraft tracker.
The designed neural network for predicting aircraft interactions does not demonstrate promising results. However, we believe that the underachievement of this specific approach should not
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disqualify the entire domain of neural networks. We view neural networks as a method with great
potential, once its preliminary hurdles have been overcome.
An overall system combines all aspects of this thesis into a multi-aircraft tracker. When
established systems are utilized as a components, their well-known properties can be preserved.
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Appendix A

Data Simulation
A.1

Single turn at constant speed

This three-dimensional simulation describes a single turn by two straight lines connected by part of
a circle. Let v be the constant velocity of the aircraft, θ be the initial heading, r be the circle radius
and (xm , ym , zm ) circle middle point. The turn is carried out between time t1 and t2 . At time
step t1 , the position of the middle point is determined according to whether a left- or right hand
side turn is flown. While turning, the aircraft performs a stationary climb or descend described
by pitch angle γ. Note that velocities and distances are not modelled to the same dimensions as
realistic data. Due to the scalability of tracking, this is not a problem as long as the testing data
is also within the same dimensions. Figure A.1 shows an example of a single turn trajectory.

A.2

Interaction simulation

This section describes the simulation of the dataset used to train the neural network in Section
4.3. Data is gathered from a process where Nd drones are flying in a secluded area. In this area,
Ns landing sites are randomly scattered and fixed for the entire simulation. Each drone collects
and delivers fictional packages from and to landing sites. Without hindrance from other drones,
it will climb to a preferred altitude, perform a level flight and then descend towards the target
landing site. All this is done with a straight ahead course if possible.
When another drone comes too close according to some defined protocol, an evasive manoeuvre
is performed. When potential collisions are successfully avoided, a new heading is calculated
and regular flight is resumed. Different types of drones can be defined to mimic different flight
behaviour such as average velocity, preferred cruising altitude, potential collision definition and
evasive manoeuvre behaviour.

A.2.1

Uninterrupted flight

Let us follow the trajectory of a drone in an airspace where no other drones are present. It will
deliver a parcel from landing site A = (xa , ya , za ) to landing site B = (xb , yb , zb ). In the eventual
simulation all landing sites have been at sea level, such that za , zb = 0. Let v be the drone velocity,
h its preferred cruising altitude and γ its rate of climb or descend. Let the location of the drone
at time t be denoted by (x(t), y(t), z(t)).
The ideal heading from A to B is on the horizontal plane:



arctan ya −yb
if xa < xb ,
xa −x
b


(A.1)
θ :=
π + arctan ya −yb
otherwise.
xa −xb
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Figure A.1: a single right hand side turn trajectory with parameters v = 1.0, θ = 12 π, γ = 18 π, r =
2.5, t1 = 6 and t2 = 14. The trajectory is represented by blue at the origin and becomes lighter as
time progresses.
At the beginning of the trajectory, if z(t) < h, the climbing phase is not yet finished. So update
the drones position by:



x(t + 1) = x(t) + cos(θ) cos(γ)v,
(A.2)
y(t + 1) = y(t) + sin(θ) cos(γ)v,


z(t + 1) = z(t) + cos(γ)v.
Note that this is only a discretization of the true trajectory and that for the first time step t where
z(t) ≥ h, the drone will go transition into level flight. The preferred altitude will then remain
z(t), which is somewhat close to h, but not exactly equal. Level flight will be continued until
the remaining distance between drone location and landing site B is smaller than the horizontal
distance travelled during descending flight. So if at time step t we have:
p
(x(t) − xb )2 + (y(t) − yb )2 > cos(γ)v,
(A.3)
then the drone continue its level flight:



x(t + 1) = x(t) − cos(θ)v,
y(t + 1) = y(t) − sin(θ)v,


z(t + 1) = z(t).
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(A.4)

Otherwise, a descending movement is made:



x(t + 1) = x(t) − cos(θ) cos(γ)v,
y(t + 1) = y(t) − sin(θ) cos(γ)v,


z(t + 1) = z(t) − cos(γ)v.

(A.5)

If landing sites A and B are not far enough apart that horizontal flight is performed in between,
the switch between climbing or descending is made halfway. At the beginning of each time step,
check whether:
p
(x(t) − xb )2 + (y(t) − yb )2 + +(z(t) − Zb )2 < v,
(A.6)
the drone is able to land between t and t − 1. Since we are only interested in the drone locations
at the end of each time step, we can conclude:


x(t + 1) = xb ,

(A.7)
y(t + 1) = yb ,


z(t + 1) = zb .

Figure A.2: trajectory of a single drone between two landing points in an otherwise empty airspace.
Figure A.2 shows the trajectory of one drone flying from a landing site at (xa , ya , za ) = (70, 6, 0)
1
to (xb , yb , zb ) = (46, 79, 0) with parameters of v = 1, γ = 16
π and h = 2. The drone takes 80 time
steps to travel between both locations.
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A.2.2

Interaction

Without interaction, each drone will fly its preferred trajectory. Let us denote the location at time
t of the drone we are studying be denoted by (x(t), y(t), z(t)) and the location of a second drone
by (x̃(t), ỹ(t), z̃(t)). There are many possible ways of defining when the risk at collision becomes
too high. Each type of drone can have their own definition. The current simulation uses as a rule
for all drones that when:
p
(x(t) − x̃(t))2 + (y(t) − ỹ(t))2 + (z(t) − z̃(t))2 < d,
(A.8)
an evasive manoeuvre is activated, where d is some distance threshold that can differ for each
type of drone. In more realistic scenarios, such a definition should at least include a check for
convergence between trajectories and be asymmetric for horizontal and vertical distances. Due
to the proof-of-concept function that the neural network learning has in this thesis, no time
investment was made to enhance the simulation in this way.
Each drone can have their own type of evasive manoeuvre. In the current simulation, all evasive
manoeuvres are executed as horizontal right hand turns with radius r. The right hand turn is
modelled by decreasing the heading by ∆θ :
∆θ :=

v
r

(A.9)

When Equation (A.8) is satisfied at time t, use ∆θ to update the current heading. Let θ be
dependent on t, so that the evasive manoeuvre can be described by:


θ(t + 1) = θ(t) − ∆θ mod 2π,



x(t + 1) = x(t) + cos(θ)v,
(A.10)

y(t + 1) = y(t) − sin(θ)v,



z(t + 1) = z(t).
When Equation (A.8) is no longer satisfied, the drone will perform a necessary amount of
recovery steps, where θ(t) is increased by ∆θ until the difference between θ(t + 1) and the result
from Equation (A.1) is less then ∆θ . In that case, θ(t) is set to the result from Equation (A.1)
and things are returned to usual climb, level or descend flight.
Figure 4.1 shows the result of a simulation with four drones. The simulation is based on
fictional distance measures and can be scaled for a more realistic dataset in the future. Whenever
Equation (A.8) is evaluated as true (for the respective parameters of that specific drone type) and
an evasive manoeuvre update is performed, indicated by a red dot. Figure 4.2 shows the exact
same scenario from a different angle and more zoomed in. The dark blue drone comes in from the
right hand side of the picture and the light blue drone from the left. We can see both performing
a right hand turn for three time steps and then recover from the manoeuvre to continue with a
straight ahead flight after two more time steps.

A.2.3

Data measuring

Now that the simulation mechanics have been explained, we can discuss how the actual dataset is
established that is eventually fed to the neural network. To avoid dependencies within a dataset,
not every moment of the simulation will be used for the dataset. Every T seconds, measurements
will be made. Between these measurements the simulation is continued to decrease dependencies
between data points. Let us say the current time is equal to a multiplication of T , then each drone
is considered for a potential data point. In the following list the word drone refers to the drone we
are looking at and the word aircraft is used for all other aerial vehicles (even though all terms are
in reality interchangeable as the simulation is generic, this is to clarify to which of many objects
a word is referring). We measure the following things:
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Environment image The environment image represents all other aircraft in the surrounding
of our drone. For a predetermined number of voxels (5 in the eventually used dataset) in
all directions, each representing an interval of a predetermined distance (1 in the eventually
used dataset) a three dimensional matrix is build around the drone. The eventual simulation
has 125 cubes of 1 by 1 by 1 distance units. When a cube is occupied by at least one other
aircraft, a value of 1 is applied in the matrix for the corresponding indices. Otherwise a value
of 0 is applied. The result is a three dimensional binary matrix representing the surrounding
aircraft within 5 distance units.
Displacement image The displacement image is measured one time step later than the environment image and is generated in a similar fashion. The difference between displacement and
environment images is the velocity vector for each aircraft, relative to the velocity vector of
our own drone.
Heading This is the (not discretized) value of θ(t). It plays a rather important role, because it
possesses the information about how to interpret the environment and displacement images.
These images are oriented based on North, East and the perpendicular vertical axis.
Velocity The (not discretized) value of v.
Prediction The value of either x(t), y(t), or z(t) that is predicted by the single-aircraft tracker.
Correction Waiting the required number of time steps after the time of initialization of this measurement, the predicted location can be compared to the eventual outcome. The difference
in either x, y or z direction (corresponding to the direction of the predicted value), is defined
as the correction. To mimic a classification problem, the correction value is dicretized to a
one-hot vector of nine 0 values and exactly one 1 in the eventual dataset.
Figure 4.5 schematically shows how the environment image and displacement image are built.
In reality, this is done for three dimensions.
The decoupling of (x(t), y(t), z(t)) for the prediction and correction information is a potential
flaw of the investigation of the capability of neural networks to predict interactive behaviour.
Without this decoupling, the potentially essential relation between x(t), y(t), and z(t) might
be lost. Most applications of neural network are based on classification problems, requiring an
output one-hot vector (a vector of all 0 values, except exactly one 1). Including information about
x(t), y(t), and z(t) in the same data point is hardly representable in a one-hot vector. Due to
time constraints and the limited availability on non-classification problems in the field of neural
networks and their applications, this modelling decision was inevitable.
Whether the situation of a drone is included in the dataset depends on its surroundings. If
those are in such a state that the environment image and displacement image contain at least one
different aircraft, the drone is included in the dataset.
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Appendix B

Theoretical Elaborations
B.1

Numerical issues

When samples are far away from the observed location, weight values are small. They might
become so small that numerical issues arise. For notational convenience, let us denote:
wn (t) = fZt |Xt (zt |zt = ŝn (t)).

(B.1)

A large portion of numerical issues can be avoided by converting internal weights into log-weights:
wn (t) = c · e−lwn (t)

for n = 1, ..,

,

(B.2)

where c is a constant and
lwn (t) = −

(xn (t) − xobs (t))2 + (yn (t) − yobs (t))2 + (zn (t) − zobs (t))2
.
2σ 2

(B.3)

When the log-weight notation is substituted in the normalizing fraction, the value of c is cancelled
out. So only relative values of wn (t) are important to find w̃n (t). It is therefore allowed to pick c
in such a way that numerical issues are avoided.
Let c0 = log c, then:
0
0
wn (t) = ec · e−lwn (t) = ec −lwn (t) .
(B.4)
This notation allows to set a smart value for c0 before computing relative weights wi . A
computational downside of ea computations is that small values of a are mapped to values close to
0 and large values of a are mapped to vastly increasing values towards ∞. So very small or large
values of a are unwanted in computations. To prevent such situations to the best of our ability,
choose c0 :
c0 = min{lwn (t)}.
(B.5)
n=1

B.2
B.2.1

Discretization
Discretization of PVM

Along the lines of Section 2.4.5, this section provides details on the of the PVM as presented in
Section 2.4.1.
Assume the velocity values xvel (t), yvel (t), zvel (t) and position values xpos (t), ypos (t), zpos (t) are
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known at time step t. Then the target state at time step t + ∆ is given by:


xpos (t + ∆) = xpos (t) + ∆xvel (t)





ypos (t + ∆) = ypos (t) + ∆yvel (t)





zpos (t + ∆) = zpos (t) + ∆zvel (t)





xvel (t + ∆) = xvel (t) + ∆xacc (t)
yvel (t + ∆) = yvel (t) + ∆yacc (t)


zvel (t + ∆) = zvel (t) + ∆zacc (t)


√



xacc (t + ∆) = ∆βx N3


√



yacc (t + ∆) = ∆βy N3



zacc (t + ∆) = √∆βz N3

(B.6)

Where N1 , N2 , N3 ∼ N (0, 1) are standard normal variables, as explained in Section 2.4.6.

B.2.2

Discretization of PAFM

Along the lines of Section 2.4.5, this section provides details on the of the PAFM as presented in
Section 2.4.4.
Assume the parameter values m(t), θ(t), γ(t), velocity values xvel (t), yvel (t), zvel (t) and position
values xpos (t), ypos (t), zpos (t) are known at time step t. Then the target state at time step t + ∆
is given by:


xpos (t + ∆) = xpos (t) + ∆xvel (t)





ypos (t + ∆) = ypos (t) + ∆yvel (t)





zpos (t + ∆) = zpos (t) + ∆zvel (t)





xvel (t + ∆) = xvel (t) + ∆m(t + ∆) cos(θ(t + ∆)) cos(γ(t + ∆))
(B.7)
yvel (t + ∆) = yvel (t) + m(t + ∆) sin(θ(t + ∆)) cos(γ(t + ∆))


zvel (t + ∆) = zvel (t) + ∆m(t + ∆) sin(γ(t + ∆))


√



m(t + ∆) = (1 − ∆αm )m(t) − ∆αγ γ(t) + ∆βm N1


√



θ(t + ∆) = θ(t) + ∆βθ N2



γ(t + ∆) = γ(t) + √∆βγ N3
where m(t + ∆) is found by:
m(t + ∆) − m(t)
1
= −αm m(t) − αγ γ(t) + βm √ N1 ,
∆
∆


1
⇒ m(t + ∆) = m(t) + ∆ −αm m(t) − αγ γ(t) + βm √ N1 ,
∆
√
⇒ m(t + ∆) = (1 − ∆αm )m(t) − ∆αγ γ(t) + ∆βm N1 ,
ṁ ≈

(B.8)

Where N1 , N2 , N3 ∼ N (0, 1) are standard normal variables, as explained in Section 2.4.6. The
other update identities in (B.7) can be found in a similar fashion.

B.3

Genetic optimization

The genetic optimization algorithm is based on the biological process of natural selection in DNA
combining. A set of parameter values is called a chromosome and rated by a cost function. The
goal of the optimization is to find a good chromosome, which means a low cost. Note that the
goal of the optimization is not necessarily to find the best possible chromosome, because this will
most probably make no practical difference.
63

The genetic optimization algorithm allows for many choices in each step. Let npop be the
number of chromosomes in the population, nvar be the number of parameters (or variables) to
optimize over, and nkeep the number of chromosomes that are kept and used for the parent pool.
These optimization parameter remain constant throughout the entire optimization. Repeat the
steps until a chromosome is found with a cost less than the user-determined threshold  value or
more than topt optimization iterations have been performed.
Let ci be the ith chromosome in the list of parameter combinations:
ci = {v1i , ..., vni var } , i ∈ {1, ..., npop }.

(B.9)

• For all chromosomes ci , where i ∈ {1, ..., npop }, compute their costs d(ci ). Let {c̄i } be the
list of chromosomes such that:
(
c̄1
= min{d(ci )},
(B.10)
c̄npop = max{d(ci )}.
If there is a cost smaller than the threshold value , abort the optimization and return the
corresponding chromosome. Define the parent pool P as the first nkeep elements of the sorted
chromosomes list: P := {c̄i }i∈{1,...,nkeep } .
• Compute weights for each chromosome in the parent pool:
|d(c̄j ) − d(c̄nkeep +1 )|
.
w(cj ) = Pnkeep
| i=1 (d(ci ) − d(c̄nkeep +1 ))|

(B.11)

Subtracting d(c̄nkeep +1 ) ensures that all costs are negative before absolute values are applied.
• Draw nkids = npop − nkeep mother and father chromosomes, according to the probability
distribution described by w.
• Mate mothers and fathers to create nkids child chromosomes. A child inherits the first
part of its genes from the mother c̄m = {v1m , ..., vnmvar } and the last part from the father
c̄f = {v1f , ..., vnf var }, where m, f ∈ {1, ..., nkeep }. The transition between first and last part
of the child’s genes occurs at index k ∼ Unif([1, nvar ]) (discrete). At the transition between
mother and father genes, a combination of the father and mother value is used:
f
m
c̃j = {v1m , ..., vk−1
, (1 − β)vkm + βvkf , vk+1
, ..., vnf var },

(B.12)

where β ∼ N (0, 1) and j ∈ {nkeep + 1, ..., npop }.
• Combine the parent pool P and the children pool into one new list of chromosomes
c0 = {c̄i , c̃j }, i ∈ {1, ..., nkeep }, j ∈ {nkeep + 1, ..., npop }.

(B.13)

• Apply random mutations according to mutation rate m. Draw M ∼ Bin(m) for each chromosome ci and each variable vji , where i ∈ {1, ..., npop } and j ∈ {1, ..., nvar }. If M = 1,
mutate the variable vji by drawing from its initial distribution. Otherwise, do not alter the
variable.
• Set c = c0 . If the number of iterations is smaller than topt , return to the first step.
Note that it is possible for a mother and father to be the same chromosome. This leads to
a copy of the parent (which may still be subject to mutation). The probability of a mother and
father to be the same chromosome decreases when nkeep increases. Mutation allows to break out
of local minima.
The value of cost function d of chromosome ci mentioned in the genetic algorithm is determined
by the tracker. For any set of trajectories, each trajectory is tracked by a tracker with parameters
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ci . The parameters specified in this manner may include α, βm , βθ and σ. Measured by the
RMSE (see Section 3.3), the tracker returns its performance. Note that this performance may be
difference each time, due to the randomness within the dynamic models of the tracker samples. For
all tracks, this performance measure is retrieved and averaged into one cost value of the parameter
setting ci . The more tracks (of similar manoeuvrability), the more d resembles an expected value.
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Appendix C

Additional Figures

Figure C.1: costs (average distance, Section 3.3) of the single-aircraft tracker, tracked by the PAFM
for variable σ and w̃. For a sharp right simulated turn dataset, Section A.1. Each trajectory was
tracked 100 times, and costs were averaged to find the plotted values.
Figure C.1 shows results similar to 3.4, only for different values of w̃. It appears that, for small
values of w̃, the optimal choice of σ are large values.
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Figure C.2: density of average distance costs for different values of the number of samples N . The
densities are based on 100 runs of the tracker on the same dataset.
Figure C.2 shows the same analysis as in Figure 3.2, only with w̃ = 0.05 instead of w̃ = 0.25.
We see an increase in the difference between the case N = 10 and N ≥ 100. The increased
sensitivity can be explained by the idea that the samples in the condensation algorithm are more
likely to be re-sampled in the sampling step, because the weight on the observed sample is smaller.

67

Figure C.3: values of σ that minimize the costs (average distance, see Section 3.3) of the singleaircraft tracker, tracked by the PAFM for observation model parameter σ for a simulation noise
setting of σsim . For a sharp right simulated turn dataset, see Section A.1. Each trajectory was
tracked 100 times, and costs were averaged to find the plotted values. These values correspond to
Figure 3.3.
Figure C.3 shows the values of σ which minimized the average distance cost in Figure 3.3. We
observe a possibly linear relationship between the two, resulting in rule of thumb σ = σsim .
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Figure C.4: density of costs for different values of the PAFM parameter αγ .
Figure C.4 shows densities of the average distance cost for the baseline parameter set and various values of αγ . The similarities between all densities support the conclusion that the parameter
choice for the PAFM is not very influential, as discussed in Section 3.4.
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Figure C.5: density of costs for different values of the PAFM parameter βm .
Figure C.5 shows densities of the average distance cost for the baseline parameter set and various values of βm . The similarities between all densities support the conclusion that the parameter
choice for the PAFM is not very influential, as discussed in Section 3.4.
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Figure C.6: density of costs for different values of the PAFM parameter βθ .
Figure C.6 shows densities of the average distance cost for the baseline parameter set and various values of βθ . The similarities between all densities support the conclusion that the parameter
choice for the PAFM is not very influential, as discussed in Section 3.4.
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Figure C.7: density of costs for different values of the PAFM parameter βγ .
Figure C.7 shows densities of the average distance cost for the baseline parameter set and various values of βγ . The similarities between all densities support the conclusion that the parameter
choice for the PAFM is not very influential, as discussed in Section 3.4.

72

Figure C.8: the minimum value of average distance costs values (y-axis) for parameter combinations of the PAFM with w̃ = 0.25 during the topt = 100 steps (x-axis) of genetic optimization with
npop = 20, nkeep = 4,  = 0.1 and mutation rate m = 0.3. Every cost value was averaged over 10
trajectories of sharp right turns, as defined in Appendix A.1.
Figure C.8 shows the minimum cost values for each genetic optimization step resulting in
minimum cost 1.33 and parameters αm = −4.57, αγ = 0.40, βm = 2.65, βθ = 4.72, βγ = 4.86 and
σ = 0.50, for w̃ = 0.25.
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Figure C.9: the minimum value of average distance costs values (y-axis) for parameter combinations of the SM with w̃ = 0.05 during the topt = 100 steps (x-axis) of genetic optimization with
npop = 20, nkeep = 4,  = 0.1 and mutation rate m = 0.3. Every cost value was averaged over 10
trajectories of sharp right turns, as defined in Appendix A.1.
Figure C.9 shows the minimum cost values for each genetic optimization step resulting in
minimum cost 1.48 parameters αx = 2.37, αy = −0.33, αz = −2.82, βx = 2.90, βy = 2.00,
βz = 7.97 and σ = 0.27. The cost values during the optimization can be found in Figure C.9, for
w̃ = 0.05.
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Figure C.10: the minimum value of average distance costs values (y-axis) for parameter combinations of the SM with w̃ = 0.25 during the topt = 100 steps (x-axis) of genetic optimization with
npop = 20, nkeep = 4,  = 0.1 and mutation rate m = 0.3. Every cost value was averaged over 10
trajectories of sharp right turns, as defined in Appendix A.1.
Figure C.10 shows the minimum cost values for each genetic optimization step resulting in
minimum cost 1.35 and parameters αx = −5.16, αy = −5.15, αz = 1.09, βx = 3.26, βy = 0.29,
βz = 3.76 and σ = 0.46, for w̃ = 0.25.
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Figure C.11: a single descending right turn trajectory with true noise parameter σsim = 0.45
tracked for 30 time steps. Tracker parameters: N = 1000, σ = 0.27, w̃ = 0.05. With the
PAFM dynamic model as presented in Section 2.4.2, with parameters: αx = 2.37, αy = −0.33,
αz = −2.82, βx = 2.90, βy = 2.00 and βz = 7.97. The red line represents the series of noisy
observed locations and the blue line represents the series of believed locations computed as the
mean of all samples at each time step. The grey dots represent true locations, where black
represents the beginning of the trajectory and white represents the end of the trajectory.
Figure C.11 shows a right turn trajectory tracked by the SM, for a genetically optimized
parameter set and w̃ = 0.05. Its performance looks similar to that of the PAFM in Figure 3.7
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Figure C.12: average loss value per training step.
Figure C.12 shows the average of all gradient descent optimization steps in the neural network,
as seen in Figure 4.7, but on a more visible scale. We observe that the overall trend seems to be
decreasing until step 750, after which the trend even seems to be a bit decreasing.
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Figure C.13: moving average of the loss value per training step. The moving average at a certain
step is equal to the average of the loss value for that step and all 100 steps before. For the first
100 steps, the moving average is equal to the average.
Figure C.13 shows the moving average of the previous 100 gradient descent optimization steps
in the neural network, as seen in Figure 4.7, but on a more visible scale. Its increase in value
starting at steps 200, 400 and 750 explain the slight increases in the overall average in Figure C.12.
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